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Abstract

Flightradar24.com is a website providing a flight tracking service that has a
coverage spanning, a major part of the world. In some geographical areas
though, the website is unable to get information from the airplanes. One
such area is a large part of the Atlantic Ocean. When the website loses track
of a plane, it keeps plotting it for about ten minutes keeping the latest given
speed and heading, before letting it disappear from view.

In this degree project, an attempt is made to improve the model used by
the website, using statistical methods and theories of machine learning. Data
for a large amount of flights is observed. The data used includes the speed of
the airplanes, their positions, their altitude and their headings, as well as the
time when the flight took place. There is also some basic information about
the flight, such as airplane type and flight number. By finding connections
and relations in this data, a probabilistic model is created. The model is then
used to predict where a flight outside the coverage of Flightradar24.com is
at any given time. Specifically, the model is used to predict the flight path
of airplanes over the Atlantic Ocean.

Finally, the model is tested and found to give a more accurate prediction
than the existing model for a number of flights.
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Sammanfattning

Flightradar24.com är en hemsida som visar flygplans positioner över stora
delar av världen. I vissa geografiska områden kan dock hemsidan inte få
någon information från flygplanen. Ett av dessa områden är ett stort område
av luftrummet över Atlanten. När hemsidan förlorar täckning för ett plan
visas planet i tio minuter, hållandes samma riktning och hastighet som det
hade vid den senaste kända positionen. Sedan försvinner det till synes från
hemsidan.

Det här kandidatexamensarbetet gör ett försök till att förbättra modellen
som hemsidan använder med hjälp av maskininlärningsalgoritmer och san-
nolikhetsteori. För att göra detta används data från ett stort antal flighter.
Datat innehåller information om flygplanets hastighet, position, höjd, rikt-
ning och tiden då flighten äger rum. I datat ingår dessutom information om
flygturen såsom flygplanstyp och flightnummer.

Genom att undersöka samband mellan parametrar i datat skapas en san-
nolikhetsmodell som sedan används för att förutspå var ett flyg, utanför
Flightradar24:s täckning, befinner sig. Mer specifikt används modellen för
att förutspå flygsträckan för plan som flyger över Atlanten.

Slutligen jämförs modellen med hemsidans nuvarande modell och visar
sig ge en bättre förutsägelse av planens positioner.
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1 Introduction

On April 16th 2010, 60% of the air traffic in Europe was grounded. "In
terms of closure of airspace, this is worse than after 9/11", a spokesman for
Britain’s aviation regulator, the Civil Aviation Authority (CAA), said in an
interview to BBC News [1]. This travel chaos caused by ash ejected from the
volcano Eyjafjallajökull in Iceland affected hundreds of thousands of people
[1]. To illustrate how this chaos affected the European airspace, BBC News
used pictures from the flight tracking website Flightradar24.com. This degree
project is a collaboration between Flightradar24 AB and KTH, and has an
ambition to improve the flight path prediction model used by the website.

1.1 Flightradar24
Flightradar24 AB is a Stockholm-based company running a website, which, as
mentioned above, displays live airplane tracking. It is a subsidiary to Svenska
Resenätverket AB, a Swedish company owning and running multiple travel
sites [2]. The website Flightradar24.com became famous in the media during
the incident with the eruption of the volcano Eyjafjallajökull in Iceland in
2010. Today, in 2013, the website has over 14 million visits every month
[3]. According to the website, they "provide you with real-time info about
thousands of aircraft around the world" [4]. Aside from tracking flights in
real time worldwide at the website, it is also possible to buy smartphone apps
by the company, providing similar information.

5



CHAPTER 1. INTRODUCTION

1.2 Purpose of the project
The main objective of this project is to create a model that is able to predict
where a plane is when it is no longer possible to receive data from it. Specif-
ically, Flightradar24 lose track of planes when they are a certain distance
from land over the Atlantic Ocean, due to a lack of receivers of the airplane’s
transmitted information there.

The current model, used by Flightradar24 to predict the position of a
plane between acquired data points, is a simple linear calculation using the
speed, heading and time in the last known data point. The improved model
coming from the result of this project will be based on theories of machine
learning, and use data from previous flights to predict the flight paths of
future ones. The model will work even when a flight is lost to Flightradar24,
and thus be able to plot the flight trajectory when no sensory data is available.
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2 Background

2.1 Data collection by Flightradar24
The information Flightradar24 has about flights mainly comes from ADS-B
(Automatic Dependent Surveillance-Broadcast) receivers located around the
world.

Figure 2.1: A sketch of how the Automatic Dependent Surveillance-
Broadcast (ADS-B) network works. Airplanes broadcast data, and receivers
on the ground pick it up and send it to Flightradar24. Source of picture: [5].

In Figure 2.1 the ADS-B technology is well illustrated. Airplanes get
information about their location from GPS (Global Positioning System) [6],
and if the airplanes have an ADS-B transponder, they send out information
via the ADS-B network. The ADS-B receivers located on the ground get
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CHAPTER 2. BACKGROUND

information about the position of the planes, as well as their current velocity,
altitude and heading. This data is then fed to Flightradar24.

Around 70% of the European passenger airplanes and 30% of the airplanes
in the United States are equipped with ADS-B transponders. Because of
this, they contribute to the information available at Flightradar24.com. The
website has ADS-B-coverage over most of Europe. Other regions of the world
where ADS-B receivers are located are for example USA, Canada, Japan and
Brazil. The yellow airplanes illustrated on the website’s map (and hence in
Figure 2.2) are airplanes within the range of an ADS-B receiver. The receivers
are manually set up by people working at Flightradar24 or by anyone who
volunteers to help expand the coverage. Today, Flightradar24 has about 500
active ADS-B receivers, situated around the world [7].

Figure 2.2: Screen shot from Flightradar24.com, showing air traffic around
Chicago at 2 p.m. GMT on the 6th of May 2013. Both orange and yellow
planes can be seen, representing received data from the Federal Aviation
Administration (FAA) and Automatic Dependent Surveillance-Broadcast-
transponders (ADS-B) respectively.

In addition to the information from the ADS-B receivers, Flightradar24.com
also has access to data from the Federal Aviation Administration (FAA). FAA
has information about the North American airspace, and provides Flight-
radar24 with information about all commercial air traffic over the United
States and Canada. For security reasons, this data is delayed for about five
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CHAPTER 2. BACKGROUND

minutes before being given to Flightradar24. At the website, planes that
are only known through FAA data are plotted out in an orange colour (see
Figure 2.2).

2.2 Data handling
The data used in the project is given by Flightradar24 as an SQL database
file. SQL is an abbreviation of Structured Query Language [8], and is a
programming language developed for database manipulation.

To view and manipulate the data of an SQL file, it has to be uploaded
to a database management system. The data provided by Flightradar24 is
handled by using a database management system called MySQL, which is
one of the most commonly used systems in the world today. To handle the
MySQL database system, the software tool phpMyAdmin is used.

phpMyAdmin has an easy-to-use user interface for database manipula-
tion, and is thus suitable for inexperienced users. To get phpMyAdmin, the
web server host software XMAPP [9] by Apache Friends is used. This soft-
ware hosts a server on the computer on which it is installed, and the server
can be reached by typing "localhost" or "127.0.0.1" in the address bar of a web
browser. phpMyAdmin can then be selected, and database files uploaded and
manipulated.

To extract and manipulate data, small pieces of code written in SQL,
dubbed "Queries", are used. With them, it is easy to quickly and accurately
manipulate large amounts of data.
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CHAPTER 2. BACKGROUND

2.3 Previously done work in this area
After a research for previously done work in the field of statistical modelling
for flight tracking, no useful information could be found. There are a couple
of sites, besides Flightradar24.com, with flight tracking services. Notable
examples are Flightaware.com, Flightstats.com and Flightview.com, though
none of them share the model they are using publicly. Even though the
models used by the aforementioned websites are unavailable, their existence
shows that the service Flightradar24 provides is important and used by a lot
of people.

2.4 The current model
At this time, linear interpolation is the model used by Flightradar24 when
plotting the airplanes’ flight path [10]. The model does a calculation based
on the simple equation

distance = velocity · time. (2.1)

From this, a position for the plane is calculated at a certain time since the
last known position of the plane, and a straight line is drawn between the
last known point and the calculated one.

When a plane moves out of the range of the ADS-B receivers and the area
covered by the FAA, Flightradar24 stops showing it after about ten minutes.
During this time, the plane is shown going in a straight line, holding its last
known direction and velocity.
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CHAPTER 2. BACKGROUND

2.5 Theoretical background

2.5.1 Machine Learning

Machine Learning is exactly what it sounds like; to make machines, or rather
computers, learn from processing data, in the same way as humans learn from
their experiences. There are different kinds of machine learning. One way
of classifying the different algorithms used for machine learning is by divid-
ing them into four categories: Supervised learning, Unsupervised learning,
Reinforcement learning and Evolutionary learning [11, p. 4-7].

In this project supervised learning is used, and therefore a further expla-
nation of how that works will follow.

Supervised Learning

Supervised learning are algorithms that generalise a behaviour with help
from a training set of data. A training set of data consists of input data
and corresponding target data. If all pieces of input data was represented in
the training set, it would be possible to gather all the possible results in a
look-up table and machine learning would not be necessary. That is not the
case though. In this project there is a training set with only some of the pos-
sible locations for the airplanes, so a generalisation of the flying behaviour is
needed. Thanks to generalisation, the supervised learning algorithms gener-
ate response for any possible input, not only the inputs given in the training
set. There are different ways of achieving the generalisation, and the one
used in this project is regression [11, p. 7].

Regression

Regression is suitable when the desired output consists of one or more contin-
uous variables [12]. It is used in this case because the data from Flightradar24
are discrete samplings of a continuous flight path. With regression, one de-
scribes a curve that passes through as many values of the known data set as
possible, for example by using a mathematical function [11, p. 8-9].
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CHAPTER 2. BACKGROUND

Occam’s razor

There are often many different ways to represent a set of data, and it is not
always easy to choose which one is the most appropriate. A way of choosing a
certain regression is by using Occam’s razor. Occam’s razor says “Choose the
simplest explanation for the observed data”, as Josephine Sullivan expresses
it [13]. It is favourable to use the Occam’s razor principle, because the
simplest regression requires the fewest bits in the computer’s memory, and
is also the easiest to remember and understand [13],[11, p. 142].

2.5.2 Probability theory

As Flightradar24 has access to a great amount of data, it is possible to get
accurate results using a probabilistic approach. This possibility is explored
in this project, and this section contains the utilised probability theory.

Probabilistic independence

Two random events A and B are said to be independent if they do not affect
each other. In other words, the probability for B occurring is the same
whether A has occurred or not. Mathematically, this can be written

P (B|A) = P (B), (2.2)

where P (B) is the probability for B occurring, and P (B|A) is the probability
of B occurring, given that A is known to have occurred. As the two proba-
bilities are the same in equation (2.2), the events A and B are independent.

Independence brings many simplifying qualities. For example, it makes
it easy to state the probability for both A and B occurring. Mathematically,
we get

P (A ∩B) = P (A)P (B). (2.3)

In other words, the probability for both A and B occurring is the product of
their respective probabilities for occurring, when A and B are independent.

Conditional independence means that events are independent under cer-
tain conditions. For example, the probability of A occurring can depend on
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whether or not B has occurred. But if it is known that a third event (dubbed
C) has occurred, the events A and B might be independent. Mathematically,
this can be written

P (A|B) 6= P (A), but
P (A|B,C) = P (A|C).

(2.4)

A is said to be conditionally independent of B, given C [12, p. 372].

Bayes’ theorem

The main tool used for putting the probability model together is Bayes’ the-
orem, also called Bayes’ Rule. Bayes’ theorem is a mathematical formula
expressing the relationship between probabilities and conditional probabili-
ties.

In the mathematical notation used below, H and A are called events, and
P(H) and P(A) are the respective probabilities of those events occurring.
P(H|A) is the probability of H occurring, given that A is known to have
occurred.

The theorem can be written [14, p. 31]

P (Hi|A) = P (Hi)P (A|Hi)
n∑

j=1
P (Hj)P (A|Hj)

(2.5)

or on a more common, simpler form

P (H|A) = P (H)P (A|H)
P (A) . (2.6)

Using Bayes’ theorem, it is possible to extract the probability of, for
example, an airplane being at a certain position, given its time since take-
off, current speed and current altitude, if those probabilities are known. It is
intuitive to think that the position depends on how long it has been since the
plane started. It is also easy to realise that a plane is likely to have a certain
speed and altitude when it is in a certain position. For example, a plane
is very likely to hold cruising speed and altitude, if it is half-way through
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its flight. Thus, it is intuitive that it is possible to get the probability for a
position, given the time since take-off, current speed and current altitude.

Normal distribution

The normal distribution, also called the Gaussian distribution, is the most
commonly used probability distribution function, as it can be used to ap-
proximately model the behaviour of a lot of physical, real-valued stochastic
variables. The central limit theorem also states that a sum of independent
stochastic variables with the same distribution is approximately normally
distributed. This holds for almost all distributions of the summed stochastic
variables, as long as the number of components in the sum is large enough
[14]. Because of this, measurement errors often turn out to be normally
distributed.

The function describing the normal distribution for a stochastic variable
x can be written

P (x|µ, σ) = 1
σ
√

2π
exp

(
−x− µ2σ2

)
, (2.7)

where µ represents the expected value, which is equal to the mean value in
the case of the normal distribution, and σ represents the standard deviation
from µ.

In Figure 2.3, the effects of µ and σ can be seen more clearly. µ controls
the location of the centre of the distribution. The centre is also the point
with the highest probability. σ controls how wide the "bell" is. In other
words, σ shows how concentrated the probability is around the centre. If the
standard deviation had been larger than it is in the figure, the curve would
have had a lower maximum value, and been wider. The probability would
not have been as focused around the expected value µ = 0, as it is now.
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Figure 2.3: Plot of the normal distribution P (x|µ, σ), with µ = 0 and
σ = 1. The curve is centered around x = 0, and the standard deviation
is plotted out with vertical dashed lines. The figure was generated by the
authors, using Matlab.

The normal distribution has a lot of nice properties. The property used
most in this project is that operations carried out between normal distri-
butions create a new normal distribution. Using this, it is possible to put
together several normally distributed probability distributions using simple
arithmetic operations, and get a new normal distribution that is a combina-
tion of them. This is very useful, since normal distributions are relatively
easy to work with.
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3 Method

3.1 Initial preparations

3.1.1 Data acquisition

To create the probabilistic model, data from a specific flight route is used:
the route between London and Chicago. This route is interesting, because
it passes through the aforementioned problematic airspace over the Atlantic
Ocean.

The total flight data set used in the project was acquired from Fligh-
tradar24. The flight data consists of the airplanes’ latitude, longitude, alti-
tude, speed and heading (in degrees) at different timestamps from the ADS-B
receivers and from the FAA. The data also contains the flight number and
information of departure airport and destination airport for all the flights.

The data was given as an SQL database, and treated as described in
Section 2.2. Using SQL queries, data is extracted from the database, and
imported into the mathematical software Matlab R2012a (henceforth called
Matlab). Matlab is then used to treat the data, make plots and create a
model.

The total data set gathered from Flightradar24 consists of flight data
from all flights to Chicago and all flights to London over a two-week period
in January 2013. In total there are 4 511 137 data points, coming from 22
977 flights. The longitudinal and latitudinal values of them are illustrated
as purple points on a world map in Figure 3.1. The yellow stars on the map
indicate the locations of the relevant airports: London Heathrow and O’Hare
International Airport, Chicago.
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CHAPTER 3. METHOD

Figure 3.1: Longitudinal and latitudinal positions for all the datapoints
in the data given by Flightradar24. The stars indicate the longitudes and
latitudes of the airports London Heathrow and O’Hare International Airport,
Chicago. Figure generated in Matlab, by the authors.

3.1.2 Elimination of irrelevant and incorrect data

To make the model as accurate as possible, it is necessary to exclude irrele-
vant and incorrect data from the total data set.

For the route mentioned in Section 3.1.1, the model will be based only
on the data from the flights from Chicago to London and the flights from
London to Chicago. The remaining flights are irrelevant for this purpose.

There are 164 flights from Chicago to London and 115 flights from London
to Chicago. By plotting the latitude and longitude for these flights, it is
possible to see that the airplanes take different ways if they are going from
London to Chicago or the opposite way.
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Figure 3.2: The difference in flight routes for flights between London and
Chicago. The purple dots (furthest north) represent flights from London to
Chicago, and the red stars (furthest south) represent flights from Chicago to
London. Some faulty data can also be seen in the figure, but is later removed.
Figure generated in Matlab by the authors.

In Figure 3.2 this is easily seen. The planes that fly furthest north (and
are marked with purple dots) are flying from London to Chicago, and the
planes flying furthest south (marked with red stars) are flying from Chicago
to London.

Over the Atlantic Ocean, some data points lie along straight lines. Those
points can be called navigation points, and come from the FAA data. Since
it is known that the FAA does not have any coverage in this area, these data
points can not have been sent out live from airplanes. A possible explana-
tion is that the navigation points are sent out by the airplanes in advance,
reporting that they think they will cross these positions [10]. The points are
not excluded, as they still provide some information about the location of
a plane at a specific time, even though they are not as accurate as the real
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values.
For the flights from London to Chicago, the following incorrect data is

excluded:

• An airplane that has another destination than Chicago. This can be
seen as the most southward purple line of points in Figure 3.2. This
flight is part of the data due to some incorrectness in the airport infor-
mation given to Flightradar24.

• An airplane that made a stopover at a third airport on its way from
London to Chicago. This flight is also easily visible in Figure 3.2.

• Two flights constantly having zero velocity.

• All time-specific data with velocity values equal to zero. This is due to
the fact that there are a noticeable number of velocity values that either
equal zero when the altitude is zero (from airplanes with the ADS-B
transponder on for hours before departure), or is equal to zero when
the airplane has a very high altitude, and is obviously not standing
still.

For the flights from Chicago to London, the following incorrect data is
excluded:

• All time-specific data with velocity values equal to zero, for the same
reasons as for the flights from London above.

• A flight with about 75% of its velocity values equal to zero.

• A time-specific data with latitude and longitude close to zero. This
clearly represents an outlier value, as it would place the airplane near
the equator.

• All time-specific data with the altitude equal to zero, because there
are a noticeable number of altitude values equal to zero under a longer
time period (most likely from ADS-B transponders that are on a long
time before departure).
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• A flight that begins with landing at Chicago, coming from somewhere
else, and then staying on the ground with the ADS-B transponder on
for about two hours.

3.1.3 Limiting the remaining data

After the data elimination, the remaining data has to be divided into a
training data set and a test data set. By using the Matlab function randperm,
the data indices are randomly permuted. One half of the data is then defined
as training data, and the other half as test data.

Since there are more flights, and thus more data from Chicago to Lon-
don, the model will be constructed using these data values. But the same
procedure can just as easily be done for the data from the opposite flight
path.

In addition to the route selection, the data types “airplane type” and
“flight number” are not used when putting the model together. In the case
of "flight number", the reason is that it is only a number to identify a flight.
It does in no way affect the flight path. Information about the airplane type
is not used due to two reasons: the data contains too few different airplane
types to make a study very interesting, and the time available in this project
is limited. Not every aspect can be thoroughly investigated.

3.1.4 Implementation of the current model

The current model Flightradar24 is using, represented in the Background
chapter (Section 2.4), is implemented. It is implemented so that it can be
compared to the probabilistic model developed in this project. The im-
plementation is made following a description of the original model used by
Flightradar24, given by one of the owners of the company [10]. In this im-
plementation of the model, there is no time limit that stops showing the
airplanes after about ten minutes when a plane is out of range of the ADS-B
receivers and the FAA, though such a time limit exists in the real model used
on the website.
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3.2 Creating the probabilistic model
In this section, the method used for creating the model is described. How
small factors of the total probability distribution are created is described in
Section 3.2.1 below, while Section 3.2.2 deals with the creation of the total
probability distribution from these factors.

3.2.1 Curve fitting and relations

With the training data defined, an extensive curve fitting work is the next
step. Possible relations between all for the model interesting parameters,
namely latitude, longitude, altitude, speed and heading, are investigated.
The relevant ones, that are used when putting the model together, are rep-
resented in the Results section. Curves of different order are fit to the data
using Matlab and its function polyfit. The function polyfit fits a curve of
a given degree N to the data, in a sense that minimizes the root-mean-square
error. It returns coefficients that make up a polynomial describing the curve.

For some of these relational plots it is not obvious which regression to
use. One example is the relation between speed and altitude, illustrated in
Figure 3.3, where Figure 3.3a is a second order (quadratic) description of the
relation and Figure 3.3b is an eighth order description. The eighth order one
may look like the better fit, but with the Occam’s razor principle described
in Section 2.5.1 in mind, the quadratic one is chosen. Using relevant rela-
tionships between the interesting parameters, it is possible to put together
a probabilistic model. From the relation plots, functions describing the gen-
eral dependence of two parameters are given. These functions are important
when defining the joint probability Ptotal.
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Figure 3.3: An example of when the principle of Occam’s razor is used.
The figures show altitudinal data plotted against speed. The solid red lines
represent the fitted curves. Figures generated in Matlab by the authors.

3.2.2 Defining the joint probability

By looking at relations in different data types, a number of probability distri-
butions are created, with the aid of the previously mentioned relation plots.
All probabilities created this way are shown below in the Results section.

The probabilities for longitudinal and latitudinal position are treated a
bit differently than the rest, in order to get as good a model as possible for
predicting the flight path. As both are done in the same way, the probability
for longitudinal position will be used as an example below.

The probability for longitudinal position consists of two parts. One part
comes from the statistical relationship between time since take-off and longi-
tudinal position, turned into a normal distribution function with the methods
mentioned earlier. The results of this part can be seen in the Results section,
and will in this section be called Plong,stat.

The other part comes from a calculation, made using data from the last
known point transmitted by the airplane. To make the calculation, the po-
sition, speed, heading and time since take-off in the last known point of the
flight are used. It is a simple linear calculation, where the plane is allowed
to keep its speed and heading from the last point until a new point is regis-
tered. To turn this part into a probability distribution, the calculated value
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is used as the expected value µ. The standard deviation is calculated by
looking at the training data. For each data point in the training data set, a
new position is calculated for the time when the next point is received. The
position in the calculated point is then compared to the real value, given
by the position of the new point. The difference between the points is used
as the variance. Finally, the square root is taken of the mean value of all
the variances. This gives an approximative standard deviation σ. The nor-
mal distribution created from this will in this section henceforth be called
Plong,calc.

The two parts of the total probability for longitudinal position are com-
bined using time-dependent weight functions, as Plong,calc quite quickly starts
giving a bad prediction of the position. But a short time after a new data
point is received, it is very good. When looking at probabilities for geo-
graphical points in this project, only the most probable point is interesting.
Therefore, the size of the probability does not matter. The only concern
taken into consideration when putting together the two parts of the longitu-
dinal probability distribution is that Plong,calc should be the dominant part at
short times after a data point is received, and Plong,stat should be dominant
after a longer period of time. The weighted sum of the two parts thereby
becomes

Plong,tot = t

tc
· Plong,stat + tc

t
· Plong,calc, (3.1)

where t represents the time passed since the last received point, and tc

represents a critical time. In this project, tc is chosen to be 600 seconds (10
minutes), as that is how long Flightradar24’s model assumes that a linear
calculation is somewhat correct. Due to both Plong,stat and Plong,calc being
normally distributed, Plong,tot is also a normal distribution.

As previously mentioned, the same thing is done for the probability dis-
tribution of the latitudinal position.

When all the individual probability distributions have been found, the
joint probability Ptotal can be created. This is done by simply multiplying all
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the individual probabilities together. Mathematically, this can be written

Ptotal = P (A|v) · P (Long|time,Last known point)·
·P (Lat|time,Last known point) · P (vcalc|v).

(3.2)

In this equation, A represents altitude, v represents speed, time represents
time since start, and vcalc represents the calculated velocity.

As all the parts that make up the total probability are normally distributed,Ptotal

is also a normal distribution. Ptotal describes the probability that certain val-
ues of all the parameters occur at the same time. To get the probability for
geographical position given all the other parameters, P (Long, Lat|A, v, t),
Bayes’ theorem (described in Section 2.5.2) is used. This probability is then
used to further test the model.

3.3 Testing the Probabilistic model
To test the model developed in this project, the probability for position is
calculated at different times since start. The probability at a given time is
then plotted against longitude and latitude for all the relevant geographical
points between London and Chicago. The result of this can be seen in the
Results section below. If the point of maximum probability is found at each
time, the most probable flight path becomes clearly visible. This makes it
possible to use the model to predict the path an airplane will take over the
problematic part of the Atlantic Ocean.

The model is tested for all the flights in the test data set, and found to
give a better prediction than the model currently used by Flightradar24. For
a bit over one third of the total number of flights in the set, the model very
accurately predicts the intuitive flight path.

As there is no data from the Atlantic gap, the efficiency of the model
can only be guessed. But as it predicts an intuitive, smooth flight path, and
manages to match the point transmitted when data is once again received
from the plane, the model is assumed to be accurate.
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4 Results

4.1 Curve fitting and relations

4.1.1 Altitude and speed

In Figure 4.1, a connection between the speed of an airplane and its altitude
is clearly visible. The blue points represent the speed in metres per second
(on the horizontal axis) and altitude in metres (on the vertical axis) for all
the data points in the training data set. The second order (quadratic) curve
fitted to the data is also shown, drawn as a solid (red) line.
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Figure 4.1: Altitude plotted against speed, for flights from London to
Chicago. The function of the fitted curve (red) gives a relationship between
the altitude and the speed of an airplane. Figure generated in Matlab by the
authors.
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The function describing the fitted curve is given by the second degree
polynomial

A(v) = 0.1120 · v2 + 34.11 · v − 3129, (4.1)

where A represents altitude and v represents speed.
Using this curve as the expected value µ of the altitude in a normal

distribution, the standard deviation σ of the data points becomes

σ = 1469. (4.2)

With this standard deviation and formula (4.1), the normal probability dis-
tribution for altitude given speed (with numeric values rounded off to four
significant digits) becomes

P (A|v) ' 1
3682 exp

(
−A− (0.1120 · v2 + 34.11 · v − 3129)

4315808

)
. (4.3)

4.1.2 Longitude and time since start

Figure 4.2 shows a connection between the time since a plane started and
its longitudinal position. The blue points again represent data points for
all the flights in the used training data set, but in this figure the horizontal
axis represents time passed since take-off (in seconds), and the vertical axis
represents the longitudinal position (in degrees). The solid red line is a first-
order (linear) curve fit to the data.

The function of the fitted curve is

Long(t) = −0.003100 · t− 0.9886, (4.4)

where Long represents longitudinal position, and t represents time since take-
off.

With this line used as the expected value µ of the longitude in a normal
distribution, the standard deviation σ of the data points becomes

σ = 5.224. (4.5)
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Figure 4.2: Longitude plotted against time since start for flights from Lon-
don to Chicago. The fitted curve (red) gives a relationship between the time
passed since the plane started and the longitudinal position of the plane.
Figure generated in Matlab by the authors.

Using this standard deviation and formula (4.4), the probability distribution
for longitude given time since take-off becomes

P (Long|t) ' 1
13.09 exp

(
−Long − (−0.003100 · t− 0.9886)

54.58

)
, (4.6)

again with the numerical values rounded off to four significant digits.

4.1.3 Latitude and time since start

Figure 4.3 is a plot of the latitudinal position and the time since the plane
started for all the data points in the training data set.

Time since take-off (in seconds) is on the horizontal axis, and latitudinal
position (in degrees) is on the vertical axis. A clear connection between the
two properties can be seen. The solid red line is a quadratic curve fit to the
data.
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Figure 4.3: Plot of the latitudinal position (on the vertical axis) against
the time passed since take-off. The equation for the fitted curve (red) gives a
relationship between the time passed since a plane started and its latitudinal
position. Figure generated in Matlab by the authors.

The equation for the fitted curve is

Lat(t) = −0.00000004924 · t2 + 0.001107 · t+ 52.03, (4.7)

where Lat represents latitudinal position, and t represents time since take-off.
If the line is used as the expected value µ of the latitude in a normal

distribution, the standard deviation σ of the data is calculated to be

σ = 2.278. (4.8)

A probability distribution for the latitudinal position given the time since
take-off now becomes

P (Lat|t) ' 1
5.710 exp

(
−Lat− (−0.00000004924 · t2 + 0.001107 · t+ 52.03)

10.38

)
,

(4.9)
where numerical values have four significant digits.
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4.1.4 Calculated speed and transmitted speed

In Figure 4.4, the calculated speed is shown plotted against the speed data
transmitted by the airplanes. The blue points represent the different speeds
of all the data points in the training data set.
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Figure 4.4: Velocity received from the airplane’s transmissions, plotted
against the speed calculated from positional and temporal data from the
airplanes. The function of the fitted curve (red) gives a relationship between
the calculated velocity and the velocity transmitted by the airplanes. Figure
generated in Matlab by the authors.

To find the standard deviation, a second order curve is fitted to the data.
The curve is shown as a solid red line in the figure. The equation describing
the fitted curve is

vcalc(v) = −0.001032 · v2 + 0.9887 · v + 11.25, (4.10)

where vcalc is the velocity calculated from time and position, and v is the
velocity value transmitted by the airplanes.

Using this fitted curve as the expected value µ in a normal distribution,
the standard deviation σ of the data points becomes

σ = 28.98. (4.11)

29



CHAPTER 4. RESULTS

Using this standard deviation and formula (4.10), the probability distribution
for the calculated speed, given the transmitted speed, approximately becomes

P (vcalc|v) ' 1
72.64 exp

(
−Long − (−0.001032 · v2 + 0.9887 · v + 11.25)

1679

)
,

(4.12)
where the numerical values have been rounded off to four significant digits.

4.2 Model and model testing
In Figure 4.5, the probabilities given by the created model for all relevant
pairs of longitude and latitude at a certain time since take-off for a certain
flight in the test data set can be seen.

Figure 4.5: Probability plotted against longitude and latitude, 15 000 sec-
onds since take-off, for a certain flight in the test data set. The probability
is given by the model developed in this project, and the most probable geo-
graphic point is clearly visible as the centre of the peak. Figure generated in
Matlab by the authors.

The probability plotted in the figure can mathematically be written

P (Long, Lat|A, v, t,Last known point), (4.13)
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where Long represents longitudinal position, Lat latitudinal position, A alti-
tude, v speed, t time since take-off, and "Last known point" the corresponding
data from the last point known to be true (i.e. the last point of data received
from the airplane).

Figure 4.5 shows the model’s normal distribution for longitude and lati-
tude when the time since take-off is 15 000 seconds.

It is clear that the probability can be considered to be zero in almost
all points. The most probable point is easily seen as the centre of the two-
dimensional bell curve, and it is (57.8◦ N, 47.9◦ W).

To get the most probable flight path, Figure 4.5 is repeated for many
times since start instead of just one. The result of this is shown in Figure
4.6. The plot shows the probability distribution, given by equation (4.13),
for times since start between 1 000 and 30 000 seconds, with an increment
of 100 seconds.

Figure 4.6: Probability for the position of a plane, plotted against longitude
and latitude at different times since take-off. The time is progressing from
1 000 to 30 000 seconds, creating a "ridge" of maximum probability. This
ridge indicates the most probable position at many different times, together
creating the most probable flight path. Figure generated in Matlab by the
authors.
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This results in the displayed "ridge" of maximum probability, which in-
dicates the most probable geographical points at the aforementioned times.
Together, the most probable points make up the most probable flight path
for the observed flight. In Figure 4.6, it is easily seen that this path covers
the whole flight, including the data gap over the Atlantic Ocean.

In Figure 4.7, the model created through this project is compared to a
version of the model currently used by Flightradar24, and the real, given
flightpath. The green asterisks represent the real data points given by the
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Figure 4.7: The real values of the observed flight (green asterisks), plotted
together with the calculated most likely points at different times since take-
off using a version of the model currently used by Flightradar24 (red stars)
and the model developed in this project (purple asterisks). The Atlantic gap
is clearly visible in the real values, and the model developed in this project
manages to predict where the flight ought to be in the gap. Figure generated
in Matlab by the authors.
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observed flight in the test data set. It is easily seen that there is a lack of
data points over the Atlantic Ocean. The red stars represents the points
calculated using Flightradar24’s model (see Section 2.4), plotted out for a
maximum of 10 000 seconds after losing contact with the airplane. As the
Flightradar24 model maintains the speed and direction it had in the last
known point, the predicted points lay on a straight line. When the flight is
lost for the first time, enough time passes for the model to plot out three red
stars. It is obvious from the figure that the model is already on the wrong
track. As a new data point is received, the model reverts to using that for
its continued calculations. This leads to the two straight lines of red stars
visible in Figure 4.7.

Finally, the purple asterisks show the most likely points for different times
since take-off, according to the model developed in this project. In the At-
lantic gap, the developed model follows the intuitive path. It can also be seen
that the model matches reality very well, as the purple and green asterisks
match when the plane comes within range again.
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5 Discussion

5.1 Comparisons between models and reality
The probabilistic model developed in this project more accurately predicts
the flight path than the current model used by Flightradar24. In Figure 4.7
in the Results section there is an illustration of how accurate the probabilis-
tic model is. The real values for the flight together with the values from
the probabilistic model at the gap, seem to represent a reliable path for an
airplane.

It is possible to make a numerical comparison between the two models, by
observing the area close to where the plane once again comes within range of
the ADS-B receivers or the FAA. By defining the error, E, as the geographical
distance between the first real value after the gap and the calculated value
given by the models at the same timestamp, it is possible to estimate that
Ecurrent model ≈ 17 degrees and Eprobabilistic model ≈ 0.5 degrees for the flight
represented in Figure 4.7. That is a remarkable difference, and the difference
is of about that magnitude for all of the flights in the test data set.

5.2 Sources of error
A source of error in the model may be the navigation points, described in
Section 3.1.2. As they are not actual points transmitted by the airplanes,
their data might be so inaccurate that they make the model worse rather
than improve it.

Another source of error could be the choice of the distributions used in the
model and its creation. It is possible that the values used are not normally
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distributed, and another distribution might render a more accurate model.
The normal (Gaussian) distribution is chosen anyway, mainly because it is
the most naturally occurring probability distribution. It also has a lot of nice
properties, which makes it easy to work with.

A last reflection is that during the curve fitting work the standard devi-
ation, σ, is consistently set to a constant value to make the model easier to
work with. That may be a source of error because a constant σ may not be
the best assumption in every parameter relation.

Both alternative standard deviations and alternative distributions can be
considered as possible improvements of the probabilistic model.

5.3 Further development
The model developed in this project works great for some flights, but not
all. In this section some ideas for improving the model are written, that the
timespan of this project didn’t allow further exploration of.

The first and most obvious thing that could be done is to use more training
data. As the model is based on statistics from data, more data points would
most likely make it more accurate.

Another thing that might improve the model is to use different models
for different parts of the flight. For example, an airplane behaves rather
differently when ascending or descending than it does cruising at its cruising
altitude. Modelling each part of the flight individually might make the overall
model better.

For the probabilities for latitude and longitude, better weight functions
for the different parts could be found. As of now, the weights used are the
simplest possible. Another way would be to make the standard deviation
depend on time. This would remove the need for time-dependent weight
functions altogether.

It might also be possible to improve the model by moving and scaling the
ridge of maximum probability in Figure 4.6. The ridge can be seen as the
flight path between London and Chicago. So when a plane disappears from
range, its flight path should match the ridge. By moving it to where the
plane disappeared and scaling it properly, the flight path of the plane should
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be predicted pretty well.
The largest easily thought-of improvement that could be made to the

model is to take direction into consideration. If the direction can be predicted
and integrated into the model, the model will contain information about all
the parts obviously relevant for predicting the flight path.

To make the model even more useful, it can be adapted to account for
more data and data from other sources. For example, airplane type should
be considered, as different airplanes behave differently. Weather data could
also be taken into consideration, as weather often affects the path a plane
takes. This information is easily available from airports, but it takes more
time than available to integrate the data into this project.
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6 Summary and Conclusions

A probabilistic model for flight path prediction has been developed in an
attempt to improve the current model used by the website Flightradar24.com.
By studying information from previous flights, a general behaviour has been
observed. The most probable flight path for airplanes using the developed
model has been calculated and compared to the current model.

The developed model will help solve the specific problem examined in this
project, namely that a plane travelling across the Atlantic Ocean disappears
from the website about ten minutes after it exits the range of the ADS-B
receivers and the FAA, due to inaccuracies in the currently used model.

For the specific route between London and Chicago, the probabilistic
model developed in this project is more accurate.

In conclusion, it is shown throughout this project that solving this type of
task using statistical methods and theories of machine learning is favourable.
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