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1. Abstract 
Constraint programming is a field whose goal is to solve extremely large problems with a set of 
restrictions that define the problem. One such example is generating CPU instructions from source 
code, because a compiler must choose the optimal instructions that best matches the source code, 
schedule them optimally to minimize the amount of time it takes to execute the instructions and 
possibly at the same time also minimize power consumption. 

The difficulty of the problem lies in that there is no single good way to approach the problem 
since all parameters are so dependent on each other. For example, if the compiler chooses to 
minimize the amount of instructions, it usually ends up with large instructions which are big and 
complex and minimizes the amount of power used. However, they are also more difficult to schedule 
in an efficient manner in order to reduce the runtime. Choosing many smaller instructions g ives more 
flexibility in scheduling, but draws more power. 

The compiler must also take caches into account in order to minimize misses which costs power 
and slows down the execution, making the whole problem even more complex. 

To find the best solution to such problems, one must typically explore every single possibility and 
measure which one is fastest. This creates a huge amount of possible solutions which takes a 
tremendous amount of time to explore to find a solution that meets the requirements (often finding 
the “optimal” solution). Typically, these problems are abstracted into search trees where they are 
explored using different techniques. 

Typically, there are two different ways to parallelize the exploration of search trees. These 
methods are coarse grained parallel search, which splits exploration into several threads as far up in 
the tree as possible, near the root, and fine grained parallel search which splits up the work as far 
down the search tree as possible so that each thread gets only a small subtree to explore .  

Coarse grained search has the advantage that it can achieve super-linear speedup if the solution is 
not in the leftmost subtree; otherwise, it wastes all work (compared to DFS). Fine-grained search has 
the advantage that it always achieves linear speedup, but can never achieve super-linear speedup.  

An interesting way of search known as confidence-based search combines these two approaches. 
It works by having a set of probabilities for each branch provided by the user (called a confidence 
model); search method takes the help of probabilities as a guide for how many resources it should 
spend to explore different subtrees (e.g. if there are 10 threads and a probability of 0.8 that there is a 
solution in a subtree, the search method sends 8 threads for exploring that subtree; an alternative of 
looking at the problem is that the search method spends 80% of its resources to explore that subtree 
and spends the remaining 20% to exploring the rest of the subtrees). 

As the search method finds failed nodes, it updates the probabilities by taking into account that it 
is less probable that there is a solution in a subtree where there are more failed nodes. Periodically, 
the algorithm also restarts, and when it does, it uses the updated probabilities as a guide for where 
to look for solutions. 

This thesis took upon the goal of creating such a search for a constraint-based framework called 
Gecode from scratch. The resulting engine had a lot of potential, and while not perfect, it showed 
clear signs of super linear speedup for some problems tested with naïve confidence models. 
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2. Sammanfattning 
Villkorsprogrammering är ett område vars mål är att lösa mycket stora problem med en rad 
begräsningar som definierar problemet. Ett sådant exempel är ett problem att generera CPU 
instruktioner från källkod, eftersom en kompilator måste välja optimala instruktioner som bäst 
matchar källkoden, schemalägga dem optimalt för att minimera den tid det tar att exekvera 
instruktionerna och eventuellt samtidigt också minimera strömförbrukning.  

Svårigheten i problemet ligger i att det inte finns en något bra sätt att lösa problemet eftersom 
alla parametrar är så beroende av varandra. Till exempel, om kompilatorn väljer att minimera 
mängden av instruktioner, slutar det vanligtvis med instruktioner som är stora och komplexa och 
minimerar den mängd effekt som används. Men de är också svårare att schemalägga på ett effektivt 
sätt för att minska körtiden. Val av många mindre instruktioner ger mer flexibilitet i 
schemaläggningen, men drar mer ström. 

Kompilatorn måste också ta CPU-cachar i beaktande för att minimera cache-missar som kostar 
ström och fördröjer körtiden, vilket gör hela problemet ännu mer komplicerat. 

För att hitta den bästa lösningen på dessa problem, måste normalt varje lösning till problemet 
undersökas och jämföras för att hitta den lösningen som är snabbast. Detta skapar en enorm mängd 
möjliga lösningar som tar oerhört mycket tid att utforska för att hitta en lösning som uppfyller kraven 
(oftast att hitta den "optimala" lösningen). Vanligtvis abstrakteras dessa typer av problem till sökträd 
där de utforskas med hjälp av olika tekniker. 

Vanligtvis finns det två olika sätt att parallellisera utforskandet av sökträd. Dessa metoder är 
coarse grained parallellsökning, vilket delar upp sökningen i flera trådar så långt upp i trädet som 
möjligt, nära roten av trädet, och fine grained parallellsökning, som delar upp arbetet så långt ner i 
sökträdet som möjligt så att varje tråd bara får små underträd för att utforska. 

Course grained sökning har fördelen att den kan uppnå super-linjär speedup om lösningen inte är 
i det underträd längst till vänster; annars slösar den allt arbete (jämfört med DFS). Fine grained 
sökning ökning har den fördelen att den alltid uppnår linjär speedup, men kan aldrig uppnå super-
linjär speedup. 

Ett intressant sätt att söka s.k. förtroendebaseradsökning kombinerar dessa två söksätt. Det 
fungerar genom att ha en uppsättning sannolikheter för varje gren i sökträdet tilldelat av användaren 
(kallad för en förtroendemodell); sökmetoden tar hjälp av sannolikheterna som en guide för hur 
många resurser den ska spendera för att utforska olika underträd (t.ex. om det finns 10 trådar och en 
sannolikhet på 0.8 att det finns en viss lösning i ett underträd, skickar sökningsmetoden 8 trådar för 
att utforska det underträdet; alternativt sätt så spenderar den 80% av sina resurser på att undersöka 
det underträdet och 20% på resten av underträden). 

När sökmetoden hittar misslyckade noder så uppdaterar den sannolikheterna i sökträdet genom 
att ta hänsyn till att det är mindre troligt att det finns en lösning i ett underträd där det finns fler 
misslyckade noder. Periodvis startar algoritmen också om, och när den gör det använder den de 
uppdaterade sannolikheterna som vägledning för var den ska leta efter lösningar. 

Detta kex jobb tog på utmaningen att skapa en sådan sökning från grunden för 
villkorssökningsramverket Gecode. Den resulterande sökmotorn hade stor potential, men samtidigt 
inte perfekt. Den visade det tydliga tecken på super-linjär speedup för vissa testade problem med 
naiva förtroendemodeller. 
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3.  Introduction 

3.1. Thesis goal 
Gecode [2; Gecode] is a Constraint Programming Framework written in C++. It supports different 
ways of finding solutions to big problems (for example, Square Packing [see Appendix B for a 
description of the problem]). One way is using depth-first search (depth-first search is described in 
section 5.4.1). However, depth-first search (DFS) has limitations when used in a multi-threaded 
environment (see section 5.4.1). Nevertheless, a theoretic search algorithm known as confidence-
based work stealing [1; Confidence-based Work Stealing in Parallel Constraint Programming] aims to 
solve this problem for multi-threaded environments. The algorithm can also theoretically speed up 
single-threaded environments. 

The goal of this thesis is to use the ideas of confidence-based search to implement a single-
threaded confidence-based search into the Constraint Programming Framework Gecode, as well as 
evaluate and test the performance of this new approach of searching.  

3.2. Report layout 
The report is split into the sections: Ethics (section 4), Background (section 5), Methodology (section 
6), Design (section 7), Implementation (section 8), Results (section 9), Discussion of the results 
(section 10), Discussion of the search engine (section 11), Improvements (section 12), Conclusion 
(section 13), Bibliography (section 14), and appendix (section 15, 16). 

Ethics describes the ethical issues concerning the work. 
Background contains in-depth information about the topic necessary to understand what 

confidence-based search is exactly and how it works. It describes what constraint programming is in 
general, what it is good for and how it works. It also describes different ways of exploring search 
trees, which leads up to how to the new confidence-based search works. Finally, it describes 
information on how Gecode implements constraint programming and the necessary infrastructure to 
implement a confidence-based search in Gecode. 

Methodology discusses how the problem of the thesis was approached and how the results were 
tested and verified, as well as how the benchmarks were done. 

Design describes how the confidence-based search engine was designed (i.e., the overall structure 
of the engine). 

Implementation describes how the current implementation of the confidence-based search 
engine works in detail. 

Results contain the results from experiments run with the confidence-based search and the dfs-
based search in Gecode with different selected. 

Discussion of the results discusses how the experiments performed and why and how this can be 
used to further improve the implementation of the confidence-based search implementation. 

Discussion of the search engine contains discussion about the implementation, why certain 
choices were made, what other methods are possible and drawbacks and disadvantages of those 
approaches. 

Improvements describe possible implementation details in the engine that could be improved in 
the future. 

Conclusion  summarizes everything. Bibliography contains all references. Appendix A describes 
the C++11 features that were used in the source engine implementation and Appendix B describes 
the square packing problem used as an example in the report.  

3.3. Notes about reading the report  
Any words that are marked with an italic style are important words that are going to be used 
subsequently in the report. 
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4. Ethics 
This work does not have any direct connections to any social, economic or ecologic ties, nor does it 
have any ties to anything that could be life threatening. Furthermore, the work is provided as-is, that 
is, it is used on one’s own peril if used in a situation that could raise ethical issues; therefore, this 
work in itself that does have any ethical issues. 
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5. Background 

5.1. A note about the programming language  
Gecode is a library that is written in C++. Therefore, the implementation in Gecode is also written in 
C++. Because of this, some C++-specific terms may occur in this thesis. This report will not assume 
the reader is familiar with C++, but will use some specific terms such as pointer and null pointer. 
These are similar to references used in modern languages, such as Java and C#.   

The source code is written in modern C++ (as of writing, that means C++11). Appendix A contains 
a list of specific C++11 features that are used in the code. To learn C++, the reader is referred to [4; 
C++ primer]. 

5.2. General terminology used in the thesis  

5.2.1.  Pointer 
The term “pointer” is used in this report to mean some variable that can point to anothe r variable, 
often known as a reference in modern languages such as Java and C#. The term “points to” can be 
interpreted similar to as having a variable “referring” an object, where the object is the thing that is 
being pointed to. 

5.2.2.  Commit 
When moving from one node to another in a search tree, it is said that the branch leading from the 
first node to the other is committed (i.e. taken). This terminology also shows up in Gecode as 
branching. 

5.2.3.  Sequential 
Some code is called sequential code if the program does not execute anything in parallel. Similarly, a 
program is called sequential if it does not run faster if run on a computer with multiple cores as 
compared to a computer with a single core. 

5.2.4.  Speedup, linear speedup and super-linear speedup 
Assume a program takes t seconds to execute on a computer with one processor core.  Further 
assume that this program can take advantage of multiple processor cores. More generally, the time it 
takes for the program to execute is 

 ( )   ( )
 

 
 

Where T(N) is a function that returns the time is takes for the program to execute on a machine with 
N processor cores. k(N) is some constant that depends on N and models communication overhead, 
because it is impossible to get exactly 2X speedup by doubling the number of processor cores. t is the 
time is takes to execute the program on one processor. 

Assume that the program is run on a machine with one core. This is called the sequential case. 

Then, T(1) = t. Assume that is further run on a machine with N cores. Then  ( )   ( )
 

 
. This is 

the parallel case. By dividing the sequential time by the parallel time, we get the speedup. Assuming 
that  ( )   , the speedup would be 

 ( )

 ( )
 
 
 
 

   

This is called linear speedup because the speedup was linearly dependent on the number of cores N. 
More generally, if 
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where k is a constant that is less or equal to 1 that does not depend on N and N is the number of 
cores, the speedup is said to be linear. However, if 

 ( )

 ( )
   

then the speedup is said to be super linear. 

5.2.5.  Slowdown 
Slowdown is achieved if 

           

         
             

or in other words, if the time it takes to run the parallel version of the program is slower than simply 
running the sequential version of the program. 

5.2.6.  Race condition 
When two or more different where at least one thread is writing are trying to access the same 
variable without synchronization, it is called a race condition. Race conditions are hazards to software 
because they cause unpredictable behavior. 

5.2.7.  Lazy creation 
Lazy creation refers to something that is created the first it is used. In software, it is typical for some 
needed resource to be created on program initialization, way before it is actually needed. Lazily 
creating the object would hence delay its creation until the point where it is first required.  

5.2.8.  Lazy exploration 
This is similar to the lazy creation principle in that something is only explored once it is really 
necessary and not before. 

5.2.9.  Invariant 
An invariant is some kind of relationship that must hold. For example, in a computer, when using 
sleep mode, the memory must remain powered on so that information in it is not lost. Hence, sleep 
mode must fulfill the invariant that memory must remain powered on. 

5.3. Constraint programming 

5.3.1.  Constraint model 
A constraint model [5; Course Notes Constraint Programming (ID2204) VT 2012] is something that 
describes a problem. It consists of a set of constraint variables and a set of constraints. A model is 
said to be solved once all of its variables are assigned and they satisfy the constraints. It is up to the 
programmer to create a proper model from some real problem such that that problem is solved 
when the model is solved. 

5.3.2.  Constraint variables 
Constraint variables [5; Course Notes Constraint Programming (ID2204) VT 2012] are an abstraction of the 
actual data of the problem to be solved (e.g., in a chess problem, the variables may represent the x 
and y coordinates of the different chess pieces). Each variable contains a set of possible values they 
can take (these possible values are known as the variable’s domain). A variable is said to be assigned 
if it has only one possible value it may take. A model is solved when all variables have been assigned. 

It should be noted that each variable is modeled by itself and therefore, the set of possible values 
for the variables do not depend on the values of other variables. For example, consider a problem 
that have two variables and which has a constraint that says x must not equal y. Then (1, 1) and (2, 2) 
are not solutions because x and y are equal (hence they violate the constraint). But this does not 
mean that the values 1 and 2 are not in x and y’s domains, because the solutions (1, 2) and (2, 1) are 
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possible solutions. Hence, even though x may not equal y, the domain of x and y both contain the 
numbers 1 and 2. The constraints are what disallow certain invalid combinations of all variables.  

5.3.3.  Constraints 
Constraints [5; Course Notes Constraint Programming (ID2204) VT 2012] describe the solutions of a model 
by imposing invariants on the variables. That is, the constraints define what possible combination of 
values the variables may have. For example, in a chess problem, possible constraints are that x and y 
must never be greater than 8 because that would represent coordinates outside the board. 
Therefore, all solutions must always only hold these legal values.  

5.3.4.  Propagation 
Propagation [5; Course Notes Constraint Programming (ID2204) VT 2012] removes all values from the 
domains of the variables which cannot possibly be solutions. Consider the square packing example. 
For readers who are not aware of the square packing problem, refer to appendix B. Let us say we 
model this with two variables for each box which represent their coordinates. Let us assume we have 
4 boxes. If we knew there was a box at coordinates (0, 0) which has a size of 4, then the x coordinates 
[0, 3] are invalid for all other boxes since otherwise they would overlap. Hence, those coordinates 
could be removed from the other variables’ domains (also known as pruning). 

5.3.5.  Branching 
Branching [5; Course Notes Constraint Programming (ID2204) VT 2012] is a process that selects a variable 
among a model’s variables and then guesses what possible values in the domain of the selected 
variable will lead to a solution by removing values from the variable which it believes will not lead to 
a solution. Branching may remove all but one value, but it may also remove all but a set of values. 
Branching is necessary because propagation can only remove values from the variables’ domains 
which it knows cannot possibly be solutions. But part of searching is to guess what values for 
variables lead to solutions. 

5.3.6.  Searching 
To find a solution [5; Course Notes Constraint Programming (ID2204) VT 2012], constraint 
propagation in first done in order to reduce the number of possible guesses (leading to fewer choices 
to explore) and then branch. This process continues until all variables are assigned or one or more 
variables’ domains become empty. If all variables are assigned, then a solution has been found and 
the search has finished. 

Otherwise, it means that an erroneous decision was made earlier that made it impossible to solve 
the problem. For example, consider square packing of size 3. Let’s assume an extra variable is used to 
contain the size of the bounding box which we guess to be 5. If we first place the 3x3 square at (1, 1), 
the domain for 2x2 variable becomes empty because there is no place to put it without overlapping 
with the 3x3 square. The error was that the 3x3 square was placed in such a place that made it 
impossible to solve the problem. 

If this happens, some previously made decision was wrong and must be undone. Decisions are 
undone one-by-one until the search comes across some point in time where there are more choices 
available (i.e. a place in time where there are combinations of values in the variables’ domain that 
have not yet been tested) and do a new branch. This process is known as backtracking and continues 
until all choices have been tested (i.e., there is no solution to the problem, possibly due to an 
incorrect model or simply a problem that cannot be solved), or all variables have been assigned and a 
solution has been found. 

Due to the nature of searching, it is convenient to model the search process as exploring a search 
tree, where each node is a set of the variables at that specific point in time and the edges from the 
nodes are the set of possible choices at that specific node. 
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5.4. Exploring search trees 

5.4.1.  DFS 
When exploring search trees, algorithms tend to use DFS (depth first search) [6; Introduction to 
algorithms] by descending down the left-most subtree and continues to do so until reaching a leaf 
node (this save memory compared to breadth first search). If it is a solution, then the exploration is 
done; otherwise, the algorithm must backtrack to a node where there are unexplored edges left, and 
pick another one. This continues until one or more solutions have been found. The choice of when to 
quit depends on the problem; some only needs one solution, while others may need all possible 
solutions. This type of search is also known as depth first search or simply DFS. Of course, a search 
tree does not need to be explored one node at a time. It is possible to explore several nodes at the 
same time. This allows for parallelism. 

One way to do so is to split exploration into several threads as far up in the tree as possible, near 
the root, where each thread gets its own subtree to explore. This is known as coarse grained parallel 
search [1; Confidence-based Work Stealing in Parallel Constraint Programming]. Another way is to 
split up is to split up the work as far down the search tree as possible  so that each thread gets only a 
small subtree to explore. This is known as fine grained parallel search [1; Confidence-based Work 
Stealing in Parallel Constraint Programming]. 

Both methods have their drawbacks, however. To understand this, consider the following 
example trees. 

 
Subtree A; green node indicates solution 
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Subtree B; green node indicates solution 

 
Consider also a third subtree, tree C, which is a variation of subtree A, where the left subtree 

consists of several million nodes instead of only 6. The rest of the tree looks the same. 
Assume it takes one time unit to examine a node in all trees (which includes checking if it is a 

solution or not and finding the new possible legal moves for that state).  For reference, the time it 
would take for sequential search to find a solution in these trees are 12 time units for tree A, 6 time 
units for tree B and several million time units for tree C. 

For coarse grained parallelism (assuming 2 threads), the time it would take to find a solution for 
tree A is 6 time units. Linear speedup would be achieved. For tree B, it would take 6 time units. The 
time it takes to find the solution would still remain the same. Since the solution is in the left subtree, 
the time it took to examine the right subtree was wasted. Due to practical reasons, it may even be 
slower. Thus, no speedup (and possibly a slowdown) would be achieved.  For tree C, super linear 
speedup is achieved, only taking 6 time units to find a solution which is in the right subtree, 
compared to several million for sequential search. 

For fine grained parallelism (assuming 2 threads), the time it would take to find a solution for tree 
A is 6 time units since 2 nodes are examined every time unit, compared to 12 for sequential. Linear 
speedup would be achieved. For tree B, it takes us 3 time units to find a solution, compared to 6 with 
sequential search. Once again, linear speedup is achieved. Finally, for tree C, it still takes several 
million time units divided by 2, so again, linear speedup. 

Examining these methods shows that fine grained parallel search achieves linear speedups in all 
cases. It cannot achieve super linear speedup. Coarse grained parallel search, on the other hand, can 
achieve super linear speedup, but can also regress back to linear time, essentially wasting time 
searching big subtrees where no solution exists. It should also be remembered that parallel search 
has communication overhead. Thus, if work is split too finely, then the overhead of delegating the 
work would be very high. If coarse grained search regresses back to linear time, communication 
overhead may very well make it slower than linear search. 

5.4.2.  Confidence-based search 
Confidence-based search [1; Confidence-based Work Stealing in Parallel Constraint Programming] merges 
fine-grained search and coarse-grained search by taking into account where a solution is in the 
search tree and also readjusts its guess on where the solution is as it continues to explore the search 
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tree. The algorithm chooses at each node which branch to take by guessing where the solution is. 
More generally, the algorithm knows for every branch at each node how likely it is for a solution to 
exist down that branch. To know the likelihood that there exists a solution down a branch, it relies on 
a user specified confidence model. This is similar to a function that takes as input a branch and 
returns how likely it is that a solution exists down that branch. The confidence model does not need 
to be perfect. The search will backtrack if a wrong decision has been made somewhere in the tree. 
This, of course, means that the more accurate the confidence model is, the faster the search 
algorithm can find a solution. 

The search algorithm also tries to recover from bad guesses by adjusting the likelihood a solution 
exists down a branch when it encounters failed nodes. Consider a binary tree seen from the top. In 
the left subtree, there exist N leaves. In the right subtree, there exist M leaves. For each leaf, there is 
a probability that it contains a solution, pi. Then the probability that there exists a solution in the left 
subtree is then the sum of all probabilities pi of the leaves in the left subtree. The same argument 
applies to the right subtree. Assume the search algorithm has explored n nodes in the left subtree 
without having found a solution. Then, the total probability that there exists a solution in the left 
subtree is less than before because there are simply less leaves that can be solutions. 

Let pf be sum of the probabilities of all leaves which did not contain a solution (in the left subtree). 
Let all failed leaves have a common parent (can be the root), called pN. Then, the exact probability 
would be: 

 
     

    
 

 
It can be explained as follows: The total probability of a node is the sum of the probability of all its 
branches. The total probability of a branch is the sum of probability of all subtrees that can be 
reached from those branches. For example, imagine a node p3. Let it have two branches, where each 
branch leads to a leaf. Then the probability of the node p3 is the sum of the probabilities of the leaves 
that can be reached from its branches. Naturally it works the other way around too. If one of the 
leaves of the node is a failed leaf, then the total probability of the node can be calculated by 
subtracting the probability of the failed leaf. 

However, by subtracting probability, the sum of all probabilities does not equal 1. Therefore, it is 
not a percentage scale and they are not really probabilities anymore. Therefore, it is necessary to 
rescale the probabilities so that the sum of them equals 1. This is easily done by diving by the sum of 
all probabilities. Another way of doing it is taking 1 and subtracting the failed probabilities. This 
leaves the above formula. 

At some certain points (typically elapsed time or after a number of failed leaves have been 
examined), the search algorithm can restart. Because probabilities have been updated when failed 
leaves have been encountered, the search algorithm can then pick a new path where it is more likely 
that a solution exists. 

Furthermore, the probability can also be used as a guide on how to schedule threads when 
searching the search tree. If there 10 threads and the probabilities for a node in a binary tree is 0.8 
and 0.2, then the search algorithm can schedule 8 threads to the branch whose probability is 0.8 and 
2 threads to the branch with 0.2. 

As an example, consider the following tree: 
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Figure borrowed from [1; Confidence-based Work Stealing in Parallel Constraint Programming] 

 
The red numbers above the nodes indicate the probability that there is a solution in the left branch 
of the node (relative to the node). These numbers are acquired from the confidence model. The black 
numbers indicate the number of worker threads scheduled for a certain branch (out of a total of 8).  

The probabilities that there exist solutions in the left subtree for nodes b, d, h are:  
 

        
                        

                                
 
Where     is the probability when going from node a to node b.  
If leaf h fails, then the new probabilities for nodes b, d then becomes: 
 

    
       
     

 
          

       
      

    
       
     

 
         

       
      

 
Because there is roughly a 59% chance that a solution lies in the left subtree (seen from node A), it is 
then a 41% chance that there is a solution in the right subtree (seen from node A).  

5.5. Gecode 

5.5.1.  Search engine 
In Gecode, the part of the framework that handles exploring the search trees is called a search 
engine (see Chapter S in [3; Modeling and programming with Gecode]). It is responsible all the tasks 
related to exploring the tree. It is also responsible for telling Gecode when to do constraint 
propagation and branching. It is also responsible for backtracking and stopping if one or more 
solutions have been found or the user of the engine has decided to abort the search.  

5.5.2.  Space 
In Gecode, a space (see 2.1 in Chapter M in [3; Modeling and programming with Gecode]) is an 
abstraction of a node in the search tree. It contains the constraint model and other state useful for 
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statistics and necessary for Gecode operation and exposes a number of critical operations that the 
search engine need to find solution to the problem. 

5.5.3.  Branching and cloning 
A search engine will, given a space, first query its status by doing constraint propagation: is it in a 
failed state (i.e., one or more variables’ domains are empty) , a solved state (i.e., all variables have 

been assigned) or neither? This is done by calling the space’s status [7; Gecode: Gecode::Space Class 

Reference] function. This function also causes Gecode to do constraint propagation if necessary. If it 
is in a solved state, then the engine is done and the solution is returned. If it  is failed, then the engine 
backtracks to the last known state where the space was neither failed nor solved.  

If the current state is neither failed nor solved, the search engine must first figure out what 
possible decisions it can make (that is, what possible values it can assign to which possible variable). 

This is done by calling a space’s choice [7; Gecode: Gecode::Space Class Reference] function. The 
choice function can take a lot of time because it may execute a lot of code that calculates which 
branches are available. Therefore, it is a good idea to cache this result when possible. 

The choice function will return choices. Internally, Gecode uses this information in order to branch 
from a node (see chapter 39 in [3; Modeling and programming with Gecode]). Each node can have 
many choices. In order to perform branching (also called committing a decision), the space’s 

commit [7; Gecode: Gecode::Space Class Reference] function must be called along with the results 
return from the choice function and another argument telling Gecode which choice among all the 
choices to commit (see chapter 39 in [3; Modeling and programming with Gecode]). 

Eliminating possible values for variables in a space is destructive. That means that once the 
operation is done, it is not possible to undo the assignment later. Therefore, a copy of the space has 
to be saved for later if the engine needs to backtrack. This is called cloning and is done by calling a 

space’s clone [7; Gecode: Gecode::Space Class Reference] function (see chapter 39 in [3; Modeling 
and programming with Gecode]). Cloning is performed before branching. 

5.5.4.  Recomputation 
Cloning is expensive in terms of both computation power and memory. Therefore, instead of cloning 
a space every time a branch is committed, it is more efficient to store the branch taken at the nodes 
in the search tree and having a clone of the space at the root of the search tree. Then, when the 
engine needs to backtrack, it makes a clone of the space at the root node and commits the branch 
made at each node to get back to node above the failed node. This is called recomputation (see 
chapter 40 in [3; Modeling and programming with Gecode]). 

However, it is expensive in terms of computation power to start from the root and go downwards 
every time a failed space is encountered since search trees can be very deep. Therefore, a 
combination of cloning and recomputation can be used. This works by ensuring that a clone is made 
every N nodes, and between these nodes, recomputation is used to get a space of the previous node. 
This method is called hybrid recomputation (see chapter 40.5 in [3; Modeling and programming with 
Gecode]). 

Also, when a search engine encounters a failed node, it is likely that there will also be many more 
failed nodes nearby, so the engine will have to backtrack often. Because a space clone may not be 
available nearby, this can be expensive. So hybrid recomputation can be extended so that once a 
failed node is encountered, a new space clone is placed nearby, often much closer than a hybrid 
recomputation clone. This method is called adaptive recomputation (see chapter 40.6 in [3; Modeling 
and programming with Gecode]). 

5.5.5.  Search engines 
In Gecode, two search engines are pre-defined. One of these is called DFS [8; Gecode: Gecode::DFS< 
T > Class Template Reference] which does a depth-first search of the entire tree. The other search 
engine built-in to Gecode is called branch and bound [9; Gecode: Gecode::BAB< T > Class Template 
Reference] (BAB for short). This engine finds the best solution for any given problem. It does this by 
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doing a depth-first search to find a solution, which it remembers. Then it constraints the root space 
(i.e., the first space passed as argument to the search engine). What this actually does is tell the 
space to add additional constraints in order to make sure “worse” solutions are no longer considered 
solutions (i.e., they do not fulfill the constraints). What a worse solution actually means depends on 
the model itself. For example, in a model of finding the distance from a place A to a place B, worse 
solutions would be solutions which would take longer to travel than the one currently found. Hence, 
constraining the root space would add constraints that the distance from A to B must be smaller than 
the current length found. When the search engine can find no more solutions, it returns the last 
solution it found which is the optimal one. 

5.5.6.  Restarting 
In Gecode, it is possible to tell a search engine to restart its search. This  is done by specifying a cutoff 
value (see chapter 9.4 in [3; Modeling and programming with Gecode]). This cutoff value is the 
number of failed nodes the search engine must encounter before restarting. The idea behind 
restarting is that as the search engine explores the search tree, it learns more about the prob lem as it 
goes along. A restart then uses this information in order to better choose how to explore the search 
tree. The new confidence engine uses this principle to guide how it will explore after restarting its 
search. The time or point where the search engine has encountered enough failed nodes to restart is 
called cutoff point in this report. 
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6. Methodology 

6.1. Approach to implementation 
When approaching the problem of building a confidence engine, first a new DFS engine (see section 
5.5.5 for a description of the search engines that exist in Gecode, section 5.5.1 for a description of 
what a search engine is and section 5.3 for a background description of the problem field which is 
necessary to understand what a search engine is) from scratch was created to get familiar with 
Gecode and get the basics of a search engine down. The tutorial in the MPG [3; Modeling and 
programming with Gecode], chapter S was used as a starting point. After a basic DFS engine had 
been recreated, it was then extended with optimizations such as recomputation (see section 5.5.4), 
an explicit stack instead of recursion and finding all solutions instead of just the first.  

When the basic DFS engine was created and working, it was then modified to fulfill the principles 
of a confidence engine (see section 5.4.2 for more information on the ideas behind a confidence-
based search). The confidence-based engine was implemented in steps with testing between each 
step and upgrading the underlying architecture as was necessary. The first version of the engine was 
small and contained within one file. As the engine grew, it became necessary to split out duplicated 
logic. 

To do this, a search tree component was created to abstract away the detail of searching, 
backtracking and recomputing from the different parts of the engine. It was also a necessary 
component in order to support probabilities (see section 5.4.2) since those probabilities were 
associated with the branches or nodes in the search tree. 

The calculation of the probabilities for the confidence was created from scratch using the theory 
instead of the method presented in the paper [1; Confidence-based Work Stealing in Parallel 
Constraint Programming] because the exact details of how the method suggested in the paper 
worked was unclear and tests of the engine showed a bottleneck when calculating the probabilities. 
As a consequence, some book-keeping data was added to the branches in the search tree to speed 
up the calculations; again, this required a “formal” search tree abstraction in the implementation. 
Finally, the engine was implemented such that it was possible to update probabilities when restarting 
a search (see section 5.4.2 for details on how restart is used in a confidence-based search and section 
5.5.6 for a description of what restarting is) to save computation time. 

The design was also created with multiple threads in mind from the start to avoid threaded issues. 
A lot of debugging was added, especially into the search tree, in order to track down and fix bugs. 
This code was typically added on-the-go as the engine was implemented and tested. 

6.2. Approach to testing 

6.2.1.  Introduction 
In order to measure the performance of the new engine, some statistics was collected by solving 
some problems from Gecode’s example collection. 

To run these tests, first appropriate benchmarks had to be chosen. To do this, all benchmarks 
from Gecode’s example collection were run with the DFS engine. The sizes of the problems were 
chosen such that it took at least 60 seconds to complete. 60 seconds was chosen because it would 
give a good margin for measuring the performance of the new engine while not taking too long.  

To find these problems, it was necessary to find an appropriate size parameter to these problems 
that would run 60 seconds or longer using the DFS engine. After having found an appropriate size, 
the averaged runtime of the problem with DFS was measured. After that, the confidence engine was 
run on the problem to find the best confidence value and timeout value in order to minimize the 
runtime of the confidence engine for the problem. Finally, the average runtime for the confidence 
engine was measured. 
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In-depth explanations on how this was done can be found below. All measureme nts were done 
with Gecode 4.1.0 on a Laptop with an Intel Core i7 (4 cores @ 2.1 GHz); hyper threading was 
enabled and TurboBoost was disabled. Hyper threading likely bears little relevance to the runtime, so 
it was determined that it not necessarily to disable it. TurboBoost was simply disabled to an oversight, 
but it was also later determined that it might just impact the runtimes in a non-deterministic way 
because the processor can only sustain TurboBoost until the processor temperature gets too high. At  
that point, it will lower the clock frequency again. 

Though the paper [1; Confidence-based Work Stealing in Parallel Constraint Programming] uses its own 
benchmarks to verify the results, these results were not replicated in this report mainly because 
there are lots of missing tests (e.g. Perfect Square), and because the results from the paper used 
multiple threads where this implementation of the confidence-based search only supports a single 
thread. Furthermore, the paper searched for the best solution for the problems while this thesis only 
searched for the first solution. 

It should also be noted that only the fastest time for the confidence engine was measured, not 
the “goodness” of the solution (i.e. how good solution to the specific problems were). This is because 
familiarity with all the different problems did not exist. It was simply not possible to determine which 
solution was better than another. Furthermore, automating such a task would be difficult. For this 
reason, it should be noted that while the confidence engine may have found solutions quickly for 
some problems, it may not always been a “good” solution. 

6.2.2.  Finding an appropriate size of the problems 
To find appropriate problems to test, all tests were first run with the DFS engine. Only the first 
solution, and not the best, was searched for. The reason for this because it was deemed to be a 
better metric than finding the best solution because the engine first has to find all solutions and then 
spend an equal (or more) compared to DFS to prove that there are no other solutions.  

The size parameter of the tests was incremented one by one until either success or failure was 
achieved. Success occurred if there was a particular size for a problem whose runtime was at least 60 
seconds, but not more than 400 seconds. 

If a problem ran less than 60 seconds, it was skipped and the next size was run. If it ran for more 
than 400 seconds, then the size was also skipped and the next size was run. Every time a problem ran 
for more than 400 seconds, it would be considered an error. 

For some problems, some sizes caused the problem to crash. This was also considered an error 
and the next size would be tested. 

Finally, some problems had an upper bound on size. If an upper bound was encountered, the 
process was aborted and the problem was discarded from the set of problems to be tested . 

If 10 errors in a row were found, then the process of finding an appropriate size for the DFS for 
the problem was aborted and the problem was discarded from the set of problems to be tested. If 
one or more errors were encountered (but less than 10), and a successful run was then done (i.e. 
successfully finding a solution for the current problem with a runtime less than 400 seconds), then 
the error counter was reset and the process of finding a size continued.  

The reason for this complexity is that problems responded differently to different sizes. Some 
problems crashed when fed an inappropriate size parameter. Some problems timed out for some 
size parameters, but also did not time out if the size parameter was increased a big from the tested 
size. One example of this was Radiotherapy.  

6.2.3.  Finding the average runtime of the DFS engine 
To find the average runtime, each test found in the previous step was run until a stable average 
runtime had been achieved. The find this, after each run, the runtime would be saved. Then, the 
average relative error was calculated as  
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Where the current average was the average calculated after having completed the current 
iteration and the previous average was the average that had been calculated in the previous iteration 
(or 0 if it was the first iteration). The error threshold was set to be 0.1%. 

At least 10 iterations were run to ensure a good enough spread in the spectrum (i.e.  to ensure 
that “real” values were captured and not only “abnormalities”).  

6.2.4.  Finding the confidence value and timeout value for the confidence engine 
To find these values, each problem in the first step was run with varying confidence values and the 
best time, along with the confidence value for the best time, were recorded. First the confidence 
value 0.1 was tested, and subsequently increased by 0.1. The last confidence value tested was 0.9. 
The engine was not made to handle confidence values 0.0 and 1.0 because they would cause havoc 
that was difficult to fix, so those confidence values were skipped. 

As with finding an appropriate size for the problems, when running these tests, there were 
problems. Due to some problems with the confidence engine, random crashes occurred. These were 
detected and the test where it crashed simply re-run. Another problem was that sometimes time 
outs occurred due to poor (often) selection of confidence value. The time out was set to 400 seconds. 
If this time out was encountered, the test was skipped and the next confidence value tested instead. 

After finding the fastest confidence value, the timeout value or cutoff value was tested in the 
same way, starting from 10 to 10000. 10000 was chosen to put an upper bound on the time the tests 
took, since if the test would time out, it would take 400 seconds.  

It is possible that some configuration of confidence value and cutoff value not tested with this 
approach turns out to be the fastest method, but to limit the time it took to make the tests, certain 
limitations had to be put in place. This way, only 13 iterations for each test had to be done (which 
could all take 400 seconds), as opposed to 45 iterations if all different (conf value, cutoff value) had 
been tested. 

6.2.5.  Finding the average for the confidence engine runtime 
This was done in the same way as finding the DFS average. However, there was one difference. The 
first difference was that sometimes the confidence engine crashed, and if that happened, the 
iteration was restarted. 
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7. Design 

7.1. Introduction 

Overview of the search engine 
 

The search engine is split into different parts that are isolated components ( i.e. building blocks of the 
engine). 

The public user interface is responsible for the tasks necessary for the user to use it, such as 
creating a search engine, finding a solution, stopping the search and getting the statistics for the 
search. 

The main thread is the piece of the engine that connects everything together. The main thread 
interfaces with the different components to do the necessary work. The main engine is the part that 
actually implements the logic necessary to find solutions. 

The search tree is an abstraction of a search tree. It handles all the low-level details that are 
necessary to perform searches in Gecode, such as propagation, branching, recomputation and many 
other things. The other components of the search engine use the search tree in order to perform 
operations such as searching for solutions in order not to have to deal with the low -level details of 
performing such operations. 

The worker threads perform the actual work of searching for solutions since the engine is multi -
threaded. This implementation uses only one worker thread, however, since the implementation is 
single-threaded. There was not enough time to make it multi-threaded. 

The thread scheduler finds appropriate nodes near the root node in the search tree and hands 
them over to the worker threads. This is done so that each worker thread has a unique node to work 
with that is not shared with any other worker thread. By doing this, it avoids racing conditions. 
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7.2. The search tree 

 
Overview of the search tree component of the search engine 

The search tree is split into three parts. The first part is the search tree component which abstracts 
the search tree itself. Internally, it consists of more components. Most importantly, the search tree 
stores the root node which is a Gecode space so that the engine can always backtrack in case it 
makes a faulty assumption when branching since branching in Gecode is destructive. 

It also contains per-thread data. In order to avoid communication between threads, the search 
engine stores what it needs on a per-thread basis. It also stores some search tree related data such 
as parameters for recomputation. 

The tree nodes abstract nodes in the search tree. They may contain a Gecode space, but not 
always. Due to the way recomputation works, not all nodes contain spaces. Only nodes that are 
sufficiently distanced from each other contain spaces. The rest of the nodes’ spaces are recomputed 
as required (when visited). If a node in the search tree contains a space, it is stored within the tree 
node component. Finally, the tree node contains two tree branches.  A tree branch may or may not 
be valid depending on if the node has one or two choices (i.e., possible branches). 

A tree branch abstracts a branch or an edge in the search tree. Among other things, it contains a 
pointer to an actual node that the branch leads to. It also contains the probability that there is a 
solution down that branch and it remembers the fail percentage. 

Fail percentage is the sum of the probabilities of all nodes that are failed down a specific branch. 
It is used to calculate the new probabilities by the new engine. By remembering the fail percentage, 
the engine does not have to descend down a branch and look for all failed nodes. This has two 
benefits: first, all failed nodes can be deleted. If an entire subtree is failed, then this can save a lot of 
memory. Secondly, is saves time because this process of finding the  fail percentage must be done for 
all nodes for which the probability must be updated. 

The last component of the search tree is the worker node. This abstracts a position within the 
search tree. The worker node is necessary because not all nodes contain a Gecode space. Hence, a 
temporary space is necessary when exploring the tree. Because a worker node is a position, it has a 
temporary space where all Gecode operations are performed on. 

It also remembers the branching history which is necessary for recomputation (because the 
engine must find the nearest Gecode space and commit all branches up to the point where the 
nearest non-failed node is). Since the worker thread is a position in the search tree, it must also 
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remember what node it is actually pointing at, so that it can find the branches and other information 
related to the node. 

Finally, it also remembers the last non-failed node. The last non-failed node is the most recent 
node it has visited that is not a failed node. Usually, it is the parent node, but if the parent node is 
failed, then it will be the closest parent node that is not failed. This is used because the worker node 
supports backtracking. When backtracking, it must jump back to the last node that is not failed so 
exploration can continue.  

It is also important to understand that because search trees can be huge, the search tree only 
creates new nodes as they are visited (i.e., they are lazily created). This saves a lot of memory and 
processor time. 
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8. Implementation 

8.1. Overview 

8.1.1.  Searching for a solution 
The main flow of the engine is as follows. First, it creates and initializes the search tree. The search 
tree’s root node is created and associated with a copy of the model passed to the engine because it 
needs to be used for backtracking. 

Then the engine searches the tree from the root node for appropriate nodes to schedule to the 
worker threads (how appropriate nodes are found is described in section 8.2.3). When it finds 
appropriate nodes, it starts the worker threads which begin exploring the tree from the node they 
were scheduled to explore. When one or more worker threads find a solution, fail (that is, they 
explore the entire subtree from the node they were scheduled to explore without finding a solution), 
reaches a cutoff point or the user tells the search engine to abort, the search engine tells all worker 
threads to stop and then waits for them to finish. 

Each worker thread explores the tree according to where it is most probable that a solution exists. 
This probability is derived from the confidence model and updated probabilities due to restarts as 
explained in confidence-based search. Exactly how this is done is discussed in section 8.2.4. 

After all worker threads have finished, the engine aborts if it has been told to abort. Otherwise, if 
one or more threads reached the cutoff point or all threads failed, it updates the probabilities 
(because it is too expensive to update them every time a fai led node is found) as explained in 
confidence-based search and then begins all over again (i.e., it restarts the search). If a solution was 
found, then if only the first solution is desired by the caller, the engine returns that solution; 
otherwise, it constraints the root node and resets the tree before restarting the search.  

When restarting, it must find new nodes to schedule. It is possible that all nodes in the tree have 
failed at this point, and if so, the engine aborts. Otherwise, it finds new nodes w hich have not been 
explored before and schedules them. Then it continues as before. 

8.1.2.  Layout of search tree 
The search tree part of the code consists of classes for the search tree, tree nodes, tree branches and 
working nodes. The search tree contains the root node and various per-thread data structures since 
the search tree is aware that multiple threads will execute it and there is only one instance of the 
search tree in the engine. These per-thread data structures are used by the various tree nodes, tree 
branches and working nodes since there can be multiple worker nodes per thread and the tree nodes 
themselves are thread agnostic, meaning that they can be used from any thread and therefore 
cannot store per-thread data structures. Instead, the working nodes keep track of what thread 
they’re executing in and pass this data onto the tree nodes as operations are committed upon them. 
The search tree also contains other information that is relevant to the tree as a whole, including 
some parameters which the various nodes and branches need. 

The tree nodes cache the choices at each node since it can be expensive to recompute these 
every time a branch is performed at the node and optionally a Space. A tree node does not always 
contain a Space because it is expensive to compute these clones and it is also memory intensive. 
Therefore, spaces are stored at certain distances from each other to achieve a balance between 
number of spaces and the time a search tree must spend recomputing a space when backtracking.  

The tree nodes also store tree branches which contain information such as what choice to commit 
on the space in order to reach that subtree, along with the probability that there is a solution down 
that subtree, number of threads allocated on that branch and a pointer to the tree node 
representing the subtree. It is possible that the pointer to the tree node representing the subtree is 
null, in which case the tree node has not actually been created. The worker nodes detect this and 
create new nodes as necessary. The branches also contain other information, including a flag to 
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indicate whether it is valid or not since not all nodes may have two branches (which the tree actually 
assumes). 

Since worker nodes are the public interface for exploring the three, they expose functions for 
choosing and committing a branch at the current node (explained in section 8.2.5.10), for allowing 
efficient and quick backtracking and various other things. Because the search engine must often 
backtrack when encountering failed nodes, it is important that the search tree exposes such 
functionality that is quick and efficient. For this purpose, the worker node remembers the branches 
taken from the root. It also keeps a pointer to the last non-failed node. 

8.1.3.  Scheduling branches in the search tree 
Because the search tree is lazily explored and hence lazily created, every time a new node in the tree 
is created (when and how that happens is explained in 8.2.5.6), the search tree assigns probabilities 
and chooses how many threads should go down each branch in the newly created node.  

The number of threads that go down each branch depends on the number of threads that the 
parent branch (i.e., the branch from the parent node that leads down to the current node) has and 
the probability. The search tree calculates this by using the probability as the fraction of threads 
going down each branch. For example, if one branch has a probability of 0.6 and the parent branch 
has 10 threads, 6 threads will be marked as going down that branch. Eventually the parent branch 
will only have one thread, and when that happens, the branch with the highest probability gets 
marked as having one thread while the other gets 0 threads. Branches which have at least one thread 
are said to be scheduled. 

8.1.4.  Exploring the search tree 
Exploring a search tree consists of selecting a branch to follow, committing it, checking if a node is 
failed or is a solution (or neither), and backtracking in case of failure. 

Because a search tree cannot contain a clone of the space for every node, a working space is used 
instead. It is a temporary space used when exploring the tree and is not saved permanently in any 
node. When taking a branch, the appropriate choice for the branch that has been retrieved from the 
Space’s choice function is committed, and then constraint propagation is done later by calling its 
status function. 

The engine uses two different ways to select which branch to take. After having selected a branch, 
the search tree commits this branch.  The two different ways of selecting a branch are: 

- Finding the first scheduled branch. This is used when searching the tree for a solution 
because it follows the path where it is most likely that there is a solution since the 
probabilities calculated before (see section 8.1.3) decides what branches are scheduled. 

- Finding the first non-scheduled branch. This is used to when finding work to schedule for the 
different worker threads. The idea is to select the branch with the highest probability which 
have not yet been scheduled to a worker thread. This is done so that the search engine does 
not schedule the same branch to two or more threads. 

After a branch has been selected, it is committed. This is done by first making a copy of the current 
working space and storing it in the current node to enable cheaper backtracking if the distance from 
the last node is sufficiently large and a copy has not already been made. Then, the working space is 
updated by committing a choice, a tree node is created for the subtree is none already exist, the 
branch taken is stored in the branching history and finally, internal state is updated to indicate that 
the branch has been taken. 

8.1.5.  Backtracking 
When backtracking, the search tree picks the last non-failed node (which is stored as state). If it is 
null, then it means there is no node to backtrack to. Most important is the concept of shared depth. 
When a node is scheduled to a worker tree, the depth of that node is called the shared depth. This is 
because nodes at lower depth (i.e. higher up in the tree) may have branches that lead to nodes that 
have scheduled to other worker threads. Therefore, a worker thread must not exceed this depth 



Implementing confidence-based work stealing search in Gecode 
Patrik Eklöf 

2014-05-27 

 

 

26 

when backtracking. The worker nodes automatically keep track of this depth and will never backtrack 
above it, so backtracking may fail even if there are non-failed nodes above the failed depth. 

After finding a non-failed node, the search tree throws away all the branch information that is 
lower than that depth since it is no longer valid. Then it recomputes the working space by walking 
upwards in the tree until it finds a node that has a space. Note that it will search above the failed 
depth in this case since no clones are put automatically put into the nodes at the shared depth. 
When such a space is found, it is cloned and then the branching history is used to commit the choices 
corresponding to the branches taken until it gets down to the last non-failed node. This becomes the 
new working space. 

Finally, it deletes any subtrees in which all nodes are failed to save memory. 

8.1.6.  Updating probabilities 
When the engine prepares to restart, it will update the probabilities. It is not done every time a failed 
node is found to save time. Updating probabilities is done in two steps. Firstly, each worker thread 
will update probabilities for all nodes up to and including one at the shared depth. Secondly, the 
main thread later updates the probabilities for all nodes from the shared depth up to the root node . 

In order to be able to cut off failed nodes and to reduce the number of times the engine needs to 
descend down a subtree, the search tree remembers the failed probability at each branch. This failed 
probability is the sum of the probability of all failed nodes down a particular branch. This value is 
updated at the parent node of the failed node each time a failed node is encountered.  

To update probabilities, the engine first propagates the fail percentage to the parent node, then it 
calculates the new probability for the current node using the fail percentages stored at the current 
node’s two branches according to the formula in Confidence-based search, and finally resets the fail 
percentage of the current node to 0 to prepare for the next restart since the new probabilities 
assume the failed nodes do not exist. This is repeated until all nodes have been visited. 

8.2. Low-level details 

8.2.1.  Overview 
The confidence engine for Gecode is broken into several parts, each of which will be discussed 
separately (except the misc utility functions): 

- The main loop which controls all the other parts. 
- The search tree classes which controls the logic in binding together Gecode spaces to abstract 

moving through the search tree. 
- The scheduler which schedules nodes to worker threads. 
- Worker threads which explore the search tree to find solutions. 
- Misc utility functions and classes which abstract and take care of lesser details.  

The main flow of the confidence engine is first to schedule work to the different worker threads. This 
function does not actually decide how many threads to schedule to which nodes (this is implemented 
in the search tree), but instead searches the tree for nodes to which there is exactly one worker 
thread scheduled. The reason behind this is because it is the easiest way to schedule nodes to 
different worker threads. Then, it lets the worker threads explore the search tree until they either fail 
(that is, no solution is found in the entire subtree they are scheduled to explore), reach a point where 
they are scheduled to restart, are told to stop, or find a solution. 

The different threads (including the main thread) communicate with each other via message 
queues. The worker threads “signal” the main thread by pushing messages into the main thread’s 
message queue. The main thread will sleep until a message appears in its message queue and then 
process it. 

Each worker thread also has its own message queue so that it isn’t shared, which would cause 
synchronization overhead. The main thread communicates with the worker threads by “signaling”  
them by pushing messages into the worker thread’s message queues. 
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The threads will signal the main thread when they fail, if a cutoff point is reached and if a solution 
is found. They also signal the main thread when they finish so the main thread can synchronize them. 
This is important because the main thread needs to work on the tree to update probabilities and 
reschedule work, and as such, it must ensure there are no race conditions. If one thread fails, finds a 
solution or reaches a cutoff point, the main thread signals all threads to quit. This was the easiest 
way of making sure all threads have work to do and being able to schedule work new work to all 
threads without threading issues. 

After all threads have terminated, the main thread checks if a solution has been found. If a 
solution has been found, then if the best solution (indicated by the flag BestSolution in the search 
options) is sought, it constrains the root node’s space and cuts off the left and right branches, 
essentially resetting the tree. This is necessary since because the root node has been constrained, 
the layout of the tree may become radically different. Probabilities will change; status of nodes will 
change, and so on. Therefore, any stored information for nodes, including probabilities needs to be 
purged. If, however, only the first solution is sought, then the solution is returned. 

After this, probabilities will be updated. However, each worker thread will update probabilities on 
all nodes below and up to the node that they were scheduled to explore. Thus, the main thread 
updates the probabilities of all nodes that are above the shared depth since these nodes are shared 
among all worker threads (hence synchronization is necessary). Then, the amount of threads 
scheduled for each branch is recalculated according to the probabilities and after that, everything 
repeats again. 

8.2.2.  The main thread 
The main thread handles all the work of the engine and binds all the different parts together. When 
first creating an instance of the engine, it wil l initialize the search tree, save the search options and 
initialize the data structure used for communication between which contains a queue of all solutions 
found by the worker threads, messages queues for each worker thread and the main thread, and a 
flag indicating if a worker thread was stopped due to the caller requesting the engine to be stopped. 

The first step is to schedule threads, which is discussed in the thread scheduler.  
After that, the engine starts the process of spawning the worker threads.  Before it does that, it 

purges any Quit messages from each worker thread’s message queue. This is necessary because a 
worker thread may have finished before receiving the Quit message, thus not removing it from the 
queue. Not removing it would result in a worker thread quitting as soon as it started. The next step is 
to save the parent of the node that is scheduled to be explored ( if one exists). This is because 
updating probabilities must be done in two steps. Each worker thread will update the probabilit ies 
up to its shared depth. Any node above is shared between nodes, so the main thread needs to 
update those. That is why these nodes need to be saved for later.  Finally, the worker threads are 
started and are handed over the node to explore. 

Next comes the message loop. The main thread will wait until one worker thread fails, finds a 
solution or reaches the cutoff point. In any case, the main thread will tell all worker threads to quit. 
Then it will wait for all of them to quit so that it can perform operations on the search thread without 
race conditions. 

Finally comes the work of returning. If a solution was found, return the solution if the first 
solution is wanted, or constrain and reset the search tree if the best solution is desired. Then the 
probabilities are all updated and threads are rescheduled to match the probabilities. Then everything 
repeats again. 

8.2.3.  The thread scheduler 
The first step when searching for a solution is to find an appropriate node from which each worker 
thread should start exploring. The scheduler searches for an appropriate node by exploring the tree. 
Because it is exploring the tree, it may encounter failed nodes and solutions. If it encounters a failed 
node, it must backtrack; if a solution, then it breaks and handles it the same way as if a worker 
thread found a solution; and if neither, then it checks if the node has been explored before (which 
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means the engine hasn’t determined whether the node is failed, solved or neither). If it hasn’t 
already been scheduled to a thread and if the number of threads scheduled to it is exactly one thread, 
it schedules the node to a worker thread. 

The reason for checking the status is because it is pointless to explore nodes that have already 
been explored. The node must not already have been scheduled because two worker threads cannot 
explore the same subtree. It would be a waste of time and would also cause race conditions. Finally, 
it must have exactly one thread scheduled to it because worker threads do not start new threads to 
delegate work. That is the work of the scheduler which is in the main thread for simplicity. 

If the node meets these criteria, the scheduler saves it for later so it can be handed off to a 
worker thread (the reason why will become clear later in this section). If there are no more threads 
to schedule nodes to, it aborts; otherwise it backtracks (since the node is scheduled, all of its 
branches will be explored by the worker thread it has assigned to, and so the engine must backtrack). 
If it cannot backtrack (because it is at the root node), then there is no more work to assign worker 
threads, so it aborts. After assigning a node (or not if it had already been explored), it selects the next 
currently unexplored branch on the current node and start exploring this, repeating the process. 

After having scheduled work for all threads (or scheduled as much work as there is available), the 
engine performs a last check. Due to the nature of the search tree, if a failed node is encountered 
somewhere, its scheduled threads will be reassigned to the next non-failed branch. If such a branch 
does not exist, the node is marked as failed and its branch from the parent is marked failed and the 
parent is forced to reschedule its threads. This is performed recursively to uphold invariants in the 
tree. This means that an already scheduled node may have been reassigned more threads because 
another node failed. For example, if the root node has two branches with one thread each, then the 
left node is scheduled for one worker tree. If the right branch fails, then the left branch is scheduled 
both threads. 

Because of this, the engine needs to check that each scheduled node has been assigned exactly 
one thread. If not, then it will unscheduled the node and explores the tree starting from this node to  
split the work so that each node will have exactly one thread assigned to it. This is performed until 
each scheduled node has exactly one assigned thread. 

8.2.4.  The worker threads 
The worker threads begin by committing its shared depth. This is a way to tell the search tree to 
perform no operations above the depth since it is shared by other threads. The worker threads will 
then store the cutoff value (so that it knows when to restart) and after that begin exploring the 
subtree. 

In the main loop when searching, the worker threads first checks if it has been told to quit, and if 
so, then it aborts. The worker threads then check if the caller has signaled the engine to stop, and if 
so, sends a message to the main thread, telling it that the user has aborted and then aborts. It is 
easier to do this in the worker threads since it means the main thread can simply sleep while waiting 
for messages from the workers instead of having to periodically wake up and check this.  

Then the worker threads examine the status of the current node. If the node is failed, then the 
worker threads first increases the number of failed nodes it has encountered and checks if the cutoff 
value of failed nodes has been reached, and if so, signals the main thread that it has reached the 
cutoff point and aborts. Otherwise it attempts to backtrack if it can do so. If it can’t, it signals the 
main thread it has failed and aborts. 

If the node is solved, then it saves the solution then aborts. If it is neither, then it selects the next 
node which has a thread scheduled to it (i.e., the branch with the highest probability). If it 
encounters a failed node, the search tree will reschedule the threads so that when it backtracks, it 
will select a new branch it hasn’t explored before. After selecting a new node to explore, it updates 
statistics and loops. 
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When the worker thread aborts, it updates probabilities up to the shared depth, then sends a 
message to the main thread that it has found a solution if one was found, and finally sends a 
message telling the main thread that it has finished. 

8.2.5.  The search tree 

 Overview 8.2.5.1.
The search tree consists of a root node which is associated with a root space. The root node is just 
like a normal node except that it is at the top of the tree and as such is stored in the tree itself. The 
root node is associated with a space. This is not true for all nodes. A node may be associated with a 
space (as explained in section 8.1.2). 

The Tree exposes a public interface for getting the root node, if the root node is failed (so the 
main thread knows that it must abort), committing delayed transactions (more on that in section 
8.2.5.2), getting statistics (which sums together all the statistics from the different worker threads; 
this is required because it is part of a search engine’s public interface), constraining the root space 
(which the main thread must be able to do if it has found a solution), and finally reschedule threads 
allocation according to new probabilities. 

The nodes store the following information: 
- A space: a node may contain a space. Not all nodes contain a space because cloning would 

take too much time and memory. Therefore, the adaptive recomputation principle is used, 
and as such, spaces are stored in only a few nodes as determined by parameters in the option 
that controls the largest distance between two spaces and also a distance from where a failed 
node is encountered. The space is nodes are used for recomputation. When backtracking, the 
newly computed space is not stored in a node. Again, this is because it costs memory and cpu 
time because there must be a working space. If a clone were to be made, it would have to 
clone the working space. 

- Choices: contains the information Gecode needs in order to commit a branch at the node. 
- DistanceFromSpace is a helper variable used to estimate how far from a space the node is and 

can be used to determine whether a new space should be stored in a node to speed up 
recomputation. This is only a guess because the tree does not try to update previous variables 
in parent nodes as a new space is stored in a node (it would take too long time).  

- Explored: this variable remembers if the node has been explored ( i.e., its status has been 
queried before). This is necessary for the thread scheduler because when restarting, it should 
not schedule already explored nodes. 

- Status: contains the node’s status. Not strictly necessary. For testing purposes only. 
- ConfVal: contains the node’s confidence value. Not strictly necessary. For testing purposes 

only. 
- ParentX: contains a pointer to the node’s parent.  
- ParentBranchHistoryX: contains a pointer to the branch structure in the parent that leads to 

the current node. 
- Allocator: contains a pointer to the allocator to use when creating new nodes. Part of optional 

allocator code that is half finished. 
Finally, each node consists of two branches. These represent the two choices that can be made from 
the node (the current search tree implementation only implements binary search trees). The tree 
node class implements various functions to access this member data. It also handles operations on 
the space associated on the node (if there is any) and misc information to help the work node do its 
work later. 

Each branch stores the following information: 
- Threads: number of threads scheduled for this branch. In worker threads, all branches that it 

explores should be 1. This is used by the thread scheduler to know when it can schedule a 
node to a worker thread. 
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- FailPercentage: contains the total probability of all failed nodes in the subtree that the branch 
leads to. This is maintained because otherwise the tree would have to recursively go down a 
subtree to find all failed nodes when it updates probabilities. It is possible that this can be 
made into local data when updating probabilities, but this has not been tested. 

- Exists: there is a subtree down this branch. It is debatable whether this is necessary. It is only 
used when committing a branch (more on that in section 8.2.5.10). For testing purposes only. 

- Failed: the entire subtree is failed. This is necessary in many places where the tree needs to 
know if a branch has failed. It may be possible to remove this variable, though. 

- Solution: there is a solution down this subtree. Same as failed. Maybe possible to be removed. 
- FullyExplored: not used anywhere, but may be used for debugging purposes. 
- Scheduled: tells if the entire branch has been scheduled or not. Necessary for the thread 

scheduler to know which nodes and subtrees has been scheduled so it makes sure all 
scheduled nodes are mutually exclusive. 

- AssignedThreads: used when scheduling threads so it knows where it has scheduled and 
where not. 

The tree branch exposes the necessary interface for many things that applies to the subtree, 
including creating the subtree. All of the properties apply to the entire subtree and not just the node 
the branch leads to. 

The most important class is XNode, which is a working node, which is the public interface exposed 
by the tree to the caller. It handles traveling in the tree and internally uses all other classes of the 
tree (except for XTree itself). The class contains a few members that help it explore the tree in an 
efficient way. These are: 

- LastNonFailedNode: is a pointer to the last node which was not failed.  When encountering a 
failed node, it will be marked as fail and its parent branch will be marked as failed, and if both 
branches in a node are marked failed, then that node be marked as failed, and the process 
continues recursively. This pointer therefore points to the last node that is a parent of the 
current node that is not failed. It is used when backtracking. 

- Node: is a pointer to the current node that the worker node is exploring.  
- Parent: is a pointer to the tree that it belongs to. It is used to access some parameters and 

structures that are associated with the current worker thread. 
- WorkingSpace: Since a worker node represents a position in the tree, it needs a space that  is 

associated with the node it is currently at. Because a node does not always store spaces due 
to computation and memory issues, a working node contains a temporary space that is 
associated with the current node. It is needed to travel through the tree since it is used to 
create new nodes in the tree as it explores (again, because not all nodes store spaces and 
recomputing the space every time is too time consuming). 

- BranchHistory: this member remembers the path taken from the root node to the current 
node that is being explored. It is used to backtrack quickly and efficiently.  

- Root is a member that is only used for testing purposes. 
It also contains two node branches that are essentially wrappers for the tree branches. They are pure 
syntactic sugar in order to avoid having GetLeftX and GetRightX instead of WorkerNode.Left.GetX,  
etc. 

 Engine Transactions 8.2.5.2.
This is not to be confused with the term transactions as normally used within computer science. The 
term transaction here is used to refer to a group of delayed operations that will be performed at a 
later stage. 

Since the tree may recursively climb up above the shared depth ( i.e. above the depth of the node 
that was scheduled to the thread), it may need to defer performing operations until the main thread 
can execute those since that can produce no race conditions. Transactions are executed immediately 
if the parent node is at or below the shared depth (or the engine configured to use only a single 
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worker thread). Otherwise they are put in a queue, waiting to execute later. Marking a node as 
solved is mostly the same principle.  

 Creating a search tree 8.2.5.3.
In order to use the search tree, the engine first constructs an XTree in order to construct a search 
tree. In passes along the root space which will be cloned so that the space can be disposed of 
properly (otherwise the caller must ensure that the space is allocated with new). The engine also 
passes along the number of threads it is configured to use so the tree can allocate per-thread 
resources (these include delayed transactions, an allocation pool and statistics). It also passes along 
parameters that control recomputation and finally, the confidence model function which the tree 
uses to initialize probabilities on each node. 

The tree will then create the root node. Creating a node involves first creating an XSpace, which is 
a wrapper around a Gecode space built to ensure thread safety around spaces stored at nodes above 
the shared depth (used in recomputing a working space) and passing along this with the number of 
threads and the confidence value for the node to the tree node’s constructor. 

 Constraining the search tree 8.2.5.4.
Constraining the tree involves constraining the root space, then deleting both subtrees (since the 
layout of the tree is now changed, any cached data such as probability is out-of-date), creating a new 
root node and finally assigning the constrained space to the root node. 

 Rescheduling threads 8.2.5.5.
The idea here is to reschedule the root, then select a branch that has not yet have its threads 
rescheduled (i.e., have not had threads assigned to it yet), then reschedule that node, and so on. Also, 
since trees can get very deep and every restart adds new nodes to the tree, this engine also tries to 
cut off too deep subtrees (subtrees where the probability is sufficiently small; this value is a constant 
and not tweakable because this code in incomplete). 

 Creating a tree node 8.2.5.6.
The tree node’s constructor will initialize data in the node, query the space’s status, initialize the 
branches and distribute threads to the branches. If the node is failed ( i.e., the space is failed), it will 
also mark the node as failed. If the space is solved, it marks the node as solved.  

After that, regardless of the node’s status, it will schedule threads.  

 Scheduling threads 8.2.5.7.
The number of threads for the left branch is calculated by total threads for the node times the 
confidence value for the left branch; the total threads for the parent node subtracted by the nodes 
for the left is allocated for the right branch. If there is a branch that is either solved or failed, all of its 
threads are scheduled for the other branch. If both branches are failed or solved, the node is skipped. 
This is because failed or solved nodes are assigned no threads because the number of threads 
decides where the engine will explore next. 

After having assigned threads to the branches, the engine will also check to see for both branches 
that if they exist and if the number of threads before and after the scheduling have changed (this 
may occur when rescheduling threads when restarting search), then it will reschedule threads on 
those branches, as well. In case of when creating the node, this will not happen, but when 
rescheduling threads after the probabilities have changed, it may happen, and so the nodes must 
make sure they spread out all the threads they have been assigned. For example, if a node has only 1 
thread at first, then suddenly it gets 2, the number of threads assigned to its branches will not equal 
the number of threads it has been assigned, which means threads are lost somewhere. That is why 
these nodes need to be rescheduled. Finally, both branches are marked as having had threads 
assigned to them so that the tree knows which branches have been assigned threads. 

Probabilities also involve floating point operations, which are never exact, so there are a couple of 
checks to make sure they don’t get out of hand, but some checks are not made. For example, no 
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checks are made to make the sum of all possibilities equal exactly one. Another thing to note is that 
the scheduler also uses the minimum number a double can represent instead of 0 to avoid division 
by 0 cases. 

 Marking a node failed/solved 8.2.5.8.
Marking a node as failed means that both its branches will be marked as failed, the status will be set 
to failed (the status is the cached return value from the space’s status function). The reason behind 
this is because it was the easiest way to make other functions “believe” the space failed and so 
believe the node is failed. All threads will be removed from both branches, the parent branch will be 
marked as failed, and the threads on the parent will be rescheduled to the next non-failed branch if 
one exists. Also, since the node failed, the probability of this node will be added to the fail 
percentage of the parent branch. This way the tree can later plug in the fail probability directly 
instead of having to search for any failed nodes. Note that while marking the parent branch as failed, 
it may also mark the parent node as failed if both parent’s branches are failed. So this continues 
recursively until there is one non-failed branch on a parent (it can also happen that every node is 
marked failed under the shared depth, in which case the thread has failed).  

Marking a node as solved involves the same logic, except the node’s status will be unaffected 
because it is not necessary.  

 Exploring the search tree 8.2.5.9.
The engine uses three ways of exploring the tree. The first is branching on the first non-scheduled 
subtree. The second way is branching on first scheduled subtree.  The third is branching on nodes that 
have not been assigned any threads. When the engine encounters a failed node, it simply backtracks 
to the last non-failed node and takes the next non-scheduled or scheduled subtree to continue 
exploring. 

The first way, committing the next non-scheduled branch is done by first selecting the left or right 
branch, whichever has the highest probability because it gets higher priority (this branch is called the 
primary branch). It is more likely that it contains a solution, so it should be explored first. If the 
primary branch is not scheduled and if the number allocated threads are greater than 0, then it is 
selected; otherwise, the secondary branch is tested for the same conditions. If  the secondary branch 
meets the condition, it is selected; otherwise, the function fails and marks the node as failed. The 
reason why the branch must not be scheduled is because two threads must not explore the same 
subtree. The number of threads allocated must be greater than 0, otherwise the scheduler has 
chosen not to explore the subtree. Finally, the selected branch is committed. 

The second way of exploring the tree, committing a scheduled subtree is done by first checking if 
there are any threads scheduled for the left branch ( if there are no threads, then that branch cannot 
be scheduled since the scheduler assigns one or more threads to branches that are to be explored), 
and if so, then commit that. If there aren’t any for the left branch, then the right branch is checked 
and if there are any threads, it is committed. Otherwise, the node is marked as failed and the node’s 
status is updated to update internal state such as backtracking. 

Committing a subtree where no threads have been assigned is done by simply checking whether 
the left or right branch have any threads assigned (which is an internal state) and committ ing 
whichever branch has the highest probability. 

 Committing a branch 8.2.5.10.
When committing a branch, the tree first checks that the subtree the branch leads to actually exists 
because if it does not, the operation cannot be performed. The next thing it does is check the 
distance from the last space stored at a node. If it exceeds what is called the commit distance, which 
is a parameter in the search options, it clones the working space and stores it in the current node 
(not the first node in the subtree) and sets the distance to the last space to 0. The next thing it does 
is perform the actual commit on the space to change the working space to represent the first node in 
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the subtree. Then it saves the branch it just took into the branching history so that it can backtrack 
later. 

Then it will perform a check to see if the subtree has been created yet. If it does not, it will create 
a new subtree, which will simply create a new node for the first node in the new subtree, as 
previously discussed, as the tree is lazily created on demand. After the new node is created (or if it 
exists), it updates its position in the tree by update m_Node and its status by calling UpdateStatus. It 
also updates pointer to the branches of the node. 

 Updating a node’s status 8.2.5.11.
Updating a node’s status is done by querying the current node’s status. If it is not failed or solved, 
then it simply sets the last non-failed node to its parent so it can backtrack later. If the node is failed, 
then the node will be marked failed (as discussed previously). If the node does not have a parent, 
then the last non-failed node pointer will be set to null to indicate that no backtracking is possible. 
Otherwise, the tree walks upwards in the tree until it finds a node that is not failed and updates the 
last non-failed node pointer to point to that. This allows the tree to efficiently backtrack later.  If the 
node is solved, then it is marked as solved and some cleanup is performed which Gecode needs. 

 Backtracking 8.2.5.12.
Backtracking is by first checking if there is a last non-failed node (i.e., it is not null). If there isn’t, the 
backtracking fails. Otherwise, a check is made to see if the last non-failed node is above the shared 
depth. If so, then the backtracking fails because a worker thread is not supposed to explore  nodes 
above the one it has been scheduled which the worker node remembers as the shared depth. 

The current node the worker node is exploring (m_Node) is then updated to point to the first non -
failed node. Then, branching history is deleted, a new working space is recomputed, the pointers to 
the branches are updated, if there are any failed branches, then they are deleted (to save memory) 
and finally, the last non-failed node is updated to the parent if it is below shared depth. If it is above, 
it is not actually saved because the worker node cannot backtrack to this node. The last non-failed 
node is state part of the worker node. 

 Recomputing space 8.2.5.13.
Recomputing a space works by walking upwards in the tree, finding the nearest node space (note 
that it may exceed the shared depth in search of one). Having done that, it clones the space at that 
node and commits the choices it made at that level when exploring before by using the branching 
history. It continues applying these decisions until it gets to the node whose space it is supposed to 
recompute. 

The recomputed space is either stored in a node in the case of performing adaptive 
recomputation or put into the working space if backtracking. The function also performs checks to 
see if it is necessary to make a new clone (for example, if the node that is supposed to get the space 
already has one, it is unnecessary) and checking if there’s justifiable to make a new clone (that is, 
there is enough distance between the current one and a previous one; this is typically required 
because the distance to the nearest space the nodes use to determine whether or not to make a 
clone is an approximation). Finally, the function finds the exact distance to the nearest space and 
updates this internal counter to make the approximations make accurate next time (it needs to travel 
the tree anyway, so the extra cost is negligible). 

 Updating probabilities 8.2.5.14.
When updating probabilities, first checks are done that if the first node of the subtrees in the 
respective branch is failed (i.e., both of its branches are failed), then the parent branch for that node 
is also marked as failed. This is required because this information is not updated on the border of the 
shared depth. If a node is failed and its parent is above shared depth, then the tree will not update 
the parent’s branch to indicate it has failed because it would violate the condition that no thread 
shall write above shared depth (because it would cause race conditions). 
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If the first node of the subtree is not failed, then its fail percentage will be propagated up to the 
parent. This is important because the fail percentage indicates how many nodes have failed in the 
subtree and is hence used in the calculation of the new probabilities. The reason this must be done 
manually is again because the tree cannot propagate it above shared depth. 

Finally, the fail percentage of the subtrees are reset to 0, in preparation for the next run (since the 
subtrees new probabilities have already been calculated, it is safe to reset them; it is also necessary 
because it is additive, meaning that any new failures would be added to the fail percentage and the 
new probabilities assume there are 0 failed nodes in the tree).  

Then a check is made to determine if the current node is failed or solved. If it is either failed or 
solved, then the node’s status is first updated (in case a failure was propagated up from a child), then 
if there is a parent and that parent is below the shared depth (because writes cannot be performed 
on nodes above the shared depth), then if both its branches are failed, mark the parent as failed too. 
This propagates failures upward in the tree. If the node is not failed but a parent exists and it is below 
shared depth, then the fail percentage is propagated upwards for the same reasons as before. Then 
probabilities are updated for the current node. 
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9. Results 
Below is shown a table showing the results for the selected tests. 

The first column “Model” shows the name of the Gecode example collection test that was used. 
The second column shows the size parameter for the test. The “DFS Median” column shows the 
median for runtime when solving the problems with the DFS Engine. The “Confidence Median” 
column shows the speedup, in percent, of the median for the confidence engine. If the DFS did not 
find a solution within a reasonable time (i.e. after 400 seconds), then the actual median time in 
milliseconds is shown in the column instead. 

The “Coefficient of variation” shows how much variation there was in the different sampled 
average times for the runtimes of the different problems with the Confidence engine (this test was 
done for the DFS engine). The “Confidence value” column shows the confidence value used for the 
confidence engine for the test. This confidence value was used for all nodes. Finally, the “cutoff 
value” column shows the cutoff value (i.e. how many failed nodes the engine had to encounter 
before restarting) used for the different problems with the confidence engine.  

 

Model Size DFS Median 
Confidence 

Median 
Coefficient of 

variation 
Confidence 

value 
Cutoff 
value 

BlackHole 192 89 981 ms 1 170,41% 1,45% 0.5 1000 

GolombRuler 155 59 274 ms 99,52% 0,52% 0.7 100 

MagicSequence 4996 64 478 ms 103,93% 1,47% 0.2 100 

QueenArmies 67 52 036 ms 487,37% 3,73% 0.5 100 

Queens 97 75 432 ms 61 326,80% 12,00% 0.4 1000 

Sudoku 23 75 131 ms 81,35% 0,39% 0.6 100 

Pentominoes 7 164 028 ms 186 395,00% 2,65% 0.3 10000 

DominatingQueens 10 N/A 18 924,00 ms 0,35% 0.5 100 

SquarePacking 17 N/A 33,00 ms 3,52% 0.2 100 

Figure showing runtimes for the different tests along with some statistics 
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10. Discussion of the results 

10.1. Overall 
Analysis of the problems seemed to show that the engine is working well. It was often faster than 
DFS in many problems. There was one benchmark where it was slower than DFS, but it should be 
noted that the Confidence engine has a lot of overhead compared to DFS since it must schedule 
worker threads and update probabilities. Overall, the engine seemed to give better results than DFS 
for all but one of the problems. But there were also a few instances where neither DFS nor 
Confidence found any solution. 

While the above table shows the fastest time for each problem, every combination of conf/cutoff 
value was actually analyzed to see if there were bugs in the engine or if it was simply due to 
inefficient confidence model or bad cutoff value. The results seemed to indicate that the engine did 
work correct. These results are not shown.  

10.2. DFS vs Confidence 
While it is easy to use a naïve confidence value with the confidence engine to find a quick solutio n, it 
is not very difficult to find a quick solution with DFS for some problems. Specifically, for Square 
Packing, with a little knowledge of the problem, it is possible to see that most of the time searching 
for a solution is spent searching subtrees where the bounding size is too small for there to be any 
solution. In this case, the search engine must examine all possible permutations of the problem 
(excluding any pruned by the model) to prove that there is no solution. This makes the lower bound 
on the size extremely important for solving large problems. Also, when the bounding size is very tight, 
it also becomes hard to find a solution since the engine must explore many possibilities. By taki ng 
advantage of these facts, it is possible to guess a good lower bound for the bounding size such that it 
doesn’t take very long to find a solution. 

This theory was tested with SquarePacking by using Gecode’s gist utility (essentially a utility that 
shows the search tree visibility and allows controlling what nodes should be explored). The idea was 
simple: choose the left-most branch not explored from the root node and let it run for a while. If no 
solution was found for a while, the search was aborted and the next branch was explored, and so on. 
A good lower bound for the bounding box size was found, and plugging it directly into the model and 
executing DFS gave a very quick solution, even faster than using the Confidence engine with an 
appropriate confidence model to force the engine to only explore the subtree for that particular size 
of bounding box. 

It is, of course, not always possible to do this kind of optimization in certain applications (for 
example, compilers). In these cases, the confidence engine shows a lot of promise.  

10.3. Different cutoff values 
Another interesting thing to note is that the value for cutoff for restarting the search is different for 
many different problems (and different confidence values). For some problems, a low value worked 
best, and for others, a high value worked better. 

Although this has not been verified, some calculated guesses indicate that the reason might be as 
follows. Low cutoff values probably work well on the models where the confidence model is poor. 
That is because searching in the tree gives the engine a better indication of where the actual solution 
might be. A good example is Square Packing. A confidence value of 0.5 for the root node works well 
with low cutoff values because typically a solution is near the root node when the bounding box size 
is big enough. Using a confidence value of 0.5 causes the engine to take the left branch at first, and if 
no solution is found, it takes the right branch after the restart since the probability has shifted more 
to the right branch. This allows it to quickly find a solution if it is near the root since it spreads out its 
search near the root of the tree. 
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Big cutoff values probably work well where the confidence model is pretty good since restarting 
causes a lot of overhead. Furthermore, assume that if there is a solution deep down a tree , it is 
probable that the engine will encounter many failed nodes before finding the solution, regardless of 
how good the confidence model is. This, in turn, means that the probabilities will be updated to 
indicate that it is less probable that a solution is in the current subtree being explored. If the solution 
is indeed there, then if the engine restarts, it will waste time searching other subtrees. In this case, a 
big cutoff value may be favorable. Also, the engine has a lot of overhead when restarting, which is 
probably also the reason why low cutoff values work poorly for some models where it restarts too 
much and spending too little time actually exploring the tree. 
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11. Discussion of the search engine 

11.1. The scheduler 

11.1.1.  Introduction 
One of the problems with the confidence-based work stealing is that every thread must be assigned 
some work to do. The purpose of the scheduler is to do just this. There are a number of different 
ways to do this. 

11.1.2.  Single-threaded 
One way is to let a single thread do DFS-style searching to find nodes which have only one assigned 
thread and then schedule those to the worker threads. This is the approach used in the current 
implementation because it is the easiest one to implement. 

11.1.3.  Skipping the scheduling part 
Another way is to schedule the worker threads is to skip the scheduler entirely and simply start up 
the worker threads immediately and set them free on the tree to do the exploration. The advantage 
of this is that the work of finding nodes to schedule is parallelized, and hence sped up. However, it 
also introduces two problems. The first problem is deciding what thread should go down each branch. 
Consider an example where the left branch at the root node has seven threads scheduled. That 
means seven threads will go down the left branch. At this new node, each thread must then decide 
which branch they shall follow next. The problem is, how do the threads decide which one to go 
down and does the engine enforce that the number of threads that go down the left branch is equal 
to the number of threads scheduled for that branch?  

It is possible to use some kind of formula that returns a deterministic answer for each thread such 
that it can enforce the invariant above. For example, say that there are two threads scheduled for 
the left branch. Then the formula can be defined as 

 

{
     (           )

      (         )
 

 
(assuming that thread id starts from 0.) 
However, there are still two other problems that can be problematic. The first problem is that a 

lot of work is duplicated between threads for no gain. Since the threads are doing the same thing, it 
is essentially serial execution. Only if the overhead of doing it serially is much greater than the 
parallel approach as described here actually prove useful.  

The biggest problem, however, are failed and solved nodes near the root. Recall that failed nodes 
can cause the number of threads on branches to be rescheduled (see section 8.2.3). Assume a simple 
tree where the left branch from the root node is a failed node. Assume the probability of both 
branches is 0.5 and the total number of threads is 10. Then the engine will send 5 threads down the 
right branch. The engine will also send 5 threads down the left branch. However, shortly after doing 
so, it will find out that the node is failed. This will cause all the threads to be rescheduled to the right 
branch. But since the 5 threads for the right branch have already started, the question becomes how 
to deal with this. One possible solution is to let the worker threads do work stealing.  

11.1.4.  Multi-threaded 
Another way of doing the scheduling is to try to split the work on finding appropriate nodes by using 
simple work-sharing techniques. This can be some simple kind of technique, e.g. trying to spawn two 
worker threads for each node to explore each branch independently. It can also be some simple 
heuristic. 



Implementing confidence-based work stealing search in Gecode 
Patrik Eklöf 

2014-05-27 

 

 

39 

11.1.5.  Single-threaded versus multi-threaded 
The scheduler is not where the majority of the time is spent. Even with a hundred threads, the upper 
bound on searched nodes (assuming no failed nodes) would be 100. Searching 100 threads in parallel 
would probably be very difficult to do, although it has not been verified that this is indeed the case. 

11.2. The search tree 
The current engine abstracts the concept of a search tree into a separate component.  It is possible to 
implement confidence-based searching without doing so. However, it should be considered that both 
the scheduling and the actual searching both searches for solutions in the same manner, thereby 
duplicating the same logic. By separating this into its own component, it is possible to reduce the 
amount of code and logic required by these parts. 

Another advantage of doing creating a search tree component is that it is possible to explore the 
search in a manner similar to search trees. This has several advantages, because the search for 
solutions can be decoupled from other logic. A lot of information is contained in a node, and it is 
possible that caller code can use this for improving the search (e.g. by using other branching methods 
or creating a better confidence model). Separating the search tree logic from the searching makes 
this possible without hacks or hassle. 

This separation also made it possible to ease debugging the engine by being able to print the 
search trees, thereby locating failed nodes and solutions, including probabilities and other 
information of the nodes, and other metadata. 

The downside to this is of course that creating and maintaining a search tree is pretty difficult. 
Nevertheless, for this engine, it was deemed a necessity. 

11.3. Updating fail probability (percentage)  
There are several aspects to consider when updating fail percentage, namely when and how. It is 
important to consider when to update these as the engine uses these to decide where the solution is 
most likely to be. However, it is also an overhead that subtracts running time for searching for actual 
solutions. Therefore, it must not be done too often and at the same time , not too late. 

In theory, probabilities will be updated once a node has been searched. In practi ce, this is too 
much overhead. 

11.4. Probabilities 
The search engine must remember for each branch, the probability that there is a solution down that 
branch. Currently, the engine uses absolute probabilities. Due to precision inaccuracies, this may not 
be the best choice as when the number gets very small, the more inaccurate the probability becomes. 
It might be possible to use relative probabilities relative to each node which the branches belong to. 
Whether or not this will result in a speedup has not been tested. 

It is also possible to use some precision library that can represent floating point numbers exactly, 
or some hybrid of double precision and a floating point library when the numbers get very small. 
Again, this has not been tested. 

The search engine’s probability calculation was done with absolute numbers since the theory for 
the probability used in this project was done using absolute numbers. It was not considered to use 
relative numbers during the implementation. 

11.5. Invariants in the tree  
There are a lot of invariants that must always hold in the search tree. One of the most important is 
that if a node is failed, then its parent branch must be failed. Of course, this presents a problem. 
When a node suddenly becomes failed, its parent branch must be updated. But if the parent node’s 
other branch is also failed, it must mean that the parent node must is failed and must be marked as 
such. This, in turn, causes the pattern to repeat. 
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The solution currently adopted is to recursively mark nodes as failed upwards in the tree until a 
non-failed node is encountered. This makes it easier to verify that the invariant that if the current 
node is failed, then its parent branch must be failed, as well. However, this also has two drawbacks. 
The first drawback is that it costs time. According to tests, however, it should not be a lot, but a 
search tree is a very big complex part of the engine that behaves very differently depending on the 
problem involved, so it is impossible with the current amount of testing to say whether this is a 
bottleneck or not. 

The second drawback is that is causes problems with multi -threading. If a node at the shared 
depth is failed, then the parent branch, which is above the shared depth, must also be marked as 
failed. Since nodes above shared depth (shared nodes) are shared among worker threads, it becomes 
necessary to use some sort of synchronization. There are three possible solutions to this problem. 

The first solution is to simply lock (i.e. use exclusive access) when updating a shared node. The 
problem here is that locks are expensive. It also becomes a question of how “global” the lock must be. 
There can be one global lock that covers every shared node, or there can be a lock for every shared 
node or some hybrid. Using only one global lock saves memory, but can potentially hurt performance 
since operations done on different nodes will still have to grab the lock and potentially wait (i.e. only 
one shared node can be processed at a time). Individual locks for every node can potentially save 
time, but will put additional overhead per node which will raise the memory needed for the search 
tree. Already the nodes in the tree are expensive, and adding more overhead might not be a good 
idea. 

The second solution is to delay operations that involve shared nodes. These operations can then 
be done by the main thread after the worker threads have stopped. There are two drawbacks with 
this method. The first is that is costs additional memory to store away information to process this 
later. The second is that these operations will be done serially and potentially several times. It may 
be done potentially several times because the worker threads cannot see the updated state and 
think it must update the state, hence queuing an action to update the state again. 

The third solution is simply to avoid updating any shared node and do necessary processing after 
all worker threads have quit. This removes the problem altogether, but leaves the problem with 
verifying that all invariants within the thread holds at all time. 

The method used within the current implementation of the engine is the second one. However, 
due to one or more bugs, it does not work for multiple threads. There is no clear answer to which 
solution is best. This would depend on the problem being solved, most likely. 
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12. Improvements 

12.1. Fix the crashes 
First and foremost, the engine is not 100% stable. It sometimes crashes, even under single-threaded 
scenarios. It seems to crash randomly and the same test run multiple times may produce different 
results (i.e. sometimes crash, sometimes not). The reason why is still not known. It can be speculated 
that it has to do with memory corruption since the order of allocations may not always be the same 
on all runs. Nevertheless, when running Intel’s Inspector software, no corruption bugs are detected, 
so it is still unclear whether this is the case. 

12.2. Implementing multithreading 
Multithreading is broken and also not yet finished. One known problem is that when the worker 
threads must perform operations on nodes that are above the node they started exploring, there will 
be race conditions and so these operations are delayed until the main thread can execute them later. 
However, these operations are not always fully executed. The problem was not 100% investigated, 
but one potential problem was identified. A pointer to the nodes that should later update its parent 
nodes is stored until later. This may cause problems because said nodes can be mutated ( i.e. 
changed) when the main thread must execute them. The identified problem found that sometimes 
these captured nodes did not have a parent (but they did when they were stored for later execution). 
Another question is whether it is better to delay execution of these operations or lock the entire tree 
to perform them. Delaying them would be cheaper (lock free since each thread has its own storage 
to put these), but harder to implement. Delaying them could also cause the tree to become 
inconsistent. This should be investigated to see which method is the best.  

12.3. Implement memory pool 
The code allocates a lot of small nodes which is expensive to use heap allocation for. Profiling shows 
that a considerable amount of time is spent allocating these small objects. Therefore, it would be a 
good idea to make a memory pool to fix this. A small and dirty memory pool was created which does 
not actually free any memory (incomplete) to test this. It did unfortunately seem that allocations 
within the vectors in the code also took up significant amount of time. So an allocator for use with 
these vectors might be prudent. This was not tested due to time constraints. Due to changes in the 
code since the testing (fixing bugs mostly), further analysis should be done before attempting to 
optimize this, though. 

12.4. Improve thread stealing 
Whenever a worker threads fails or reaches its cutoff value, the engine stops all worker threads, 
updates probabilities and restarts. This is costly; especially due to the thread scheduler that decides 
what threads should explore what node since it is single threaded. Another idea is to do work 
stealing by stealing a node from another thread instead of starting over, thereby increasing efficiency. 
It must be done with care, however, since the engine updates probabilities when restarting. Hence, 
analysis must be done here in order to find the best tradeoff between restarting and not. It is 
possible that it might become some sort of parameter that the user can tweak.  

12.5. Lower the node memory overhead 
Each node currently eats around 250 bytes or so. It is possible that with different optimizations (for 
example, don’t store branches that do not exist and remove dead variables), it might be possible to 
reduce this size. This would have the effect of possibly storing more nodes in the cache and reducing 
overall memory consumption. How much memory can be saved and how has not been thoroughly 
explored, however. 
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12.6. Removing possibly redundant code  
When updating probabilities, the tree also propagates failures upwards in the tree. However, this 
code was written before the tree recursively propagated status when marking nodes as failed, so it is 
possibly redundant. 

12.7. Reduce complexity of updating probabilities  
When updating probabilities, information is propagated upwards in the tree. But since it is 
performed by each thread, it cannot propagate information above the shared depth. This means it 
must do some nasty special case checks in the beginning of the function when executing in the main 
thread. It is possible to use the transaction system to make sure these changes are properly 
propagated upwards in three and eliminate the need for the nasty checks. This approach has not 
been investigated, however. 
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13. Conclusion 
The new engine works very well and gives a new way of solving problems in a faster manner. The 
new engine is by no means perfect. It still has random crashes, only single-threaded and there are a 
few things that could still be improved. However, benchmarks clearly show that the confidence 
engine can speed up problem searching by several orders of magnitude if the correct confidence 
model is used. In this report, only a simple model using the same probability for all nodes was used. 
In practice, the confidence engine could be possibly even more powerful by using better confidence 
models. 
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15. Appendix A 
The source code of the search engine is written in modern C++ (as of writing, that means C++11). This 
is a list containing the specific C++11 features used in the code. To learn C++, the reader is referred to 
[4; C++ primer]. The list of currently used C++11 features used in the source code are: 

- nullptr 
- std::unique_ptr 
- Strongly typed enums 
- Lambdas 
- Atomics (required for the message queue) 
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16. Appendix B 
Square Packing is a problem in where there exists N + 1 boxes (where N is arbitrary), whose sizes are 
1x1, 2x2 … (N-1)x(N-1), NxN. There is also a bounding box whose size is some arbitrary MxM. The 
problem is to find the smallest size M such that all the boxes can be placed inside this bounding box 
while no two boxes overlap each other. 
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