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Abstract

Extremum seeking control (ESC) is a classical adaptive control method
aimed at locating and tracking optimal operating conditions in complex non-
linear plants. Early results on ESC were restricted to plants that could be
described by Wiener or Hammerstein models. However, recent results have
shown that ESC will possess a stationary solution close to the optimum also
for more general dynamical systems, provided the gradient estimation and
feedback is sufficiently slow relative to the process dynamics. This thesis ad-
dresses the uniqueness of this solution and the achievable rate of convergence.
The motivation for the work stems from the need to optimize a complex
biofilm reactor, the CANON process, which if operated near a narrow opti-
mum may significantly lower the cost of ammonium removal in wastewater
treatment.

Simulations of ESC applied to the CANON process reveal that, depending
on initial conditions and tuning parameters, the ESC loop may converge to
stationary solutions far removed from the optimum and that multiple station-
ary solutions may exist. Analysis of a general model for the ESC loop shows
that the stationary solutions are characterized either by a gain condition or a
phase lag condition on the locally linearized system, the latter indicating that
the ESC loop can act as a phase-lock loop. The phase lag condition is shown
to be satisfied close to the optimum, but can be fulfilled also at operating
points with no relation to the optimality criterion whatsoever and this serves
to explain the observed solution multiplicity.

Bifurcation theory is employed to further analyze the stationary solutions
of the ESC loop and conditions for existence of saddle-node bifurcations are
derived. A saddle-node bifurcation implies a hard loss of stability and the
existence of multiple stationary solutions. It is also demonstrated, using ex-
amples, that the ESC loop may undergo other types of bifurcations, including
period doubling bifurcations into chaos. For the considered example, the re-
sulting chaotic solution is significantly closer to optimum than the underlying
nominal limit cycle.

Previous results on ESC applied to general dynamic systems have relied
on the use of asymptotic methods, such as singular perturbations and aver-
aging. This has resulted in a three time-scale separation of the problem, in
which the gradient estimation and control have been forced to be significantly
slower than the open-loop process dynamics. For most processes, including
the CANON process studied in this thesis, this renders ESC of little practical
use and we therefore consider relaxing some of the restrictive assumptions. In
particular, we allow for any gradient estimation rate and significantly faster
gradient feedback as compared to previous studies. Using a linear parameter
varying (LPV) description of the plant, quantitative expressions for the con-
vergence rate in terms of the ESC tuning parameters and plant properties are
derived.



iv

Sammanfattning

Extremsökande reglering (ESC) är en klassisk adaptiv reglermetod inrik-
tad mot att hitta och följa den optimala operationspunkten hos komplexa
olinjära system. Historiskt har resultaten inom ESC främst varit inriktade
mot system med Wiener eller Hammerstein modeller, men senare resultat
har visat att metoden även kan hitta lösningar nära optimum för mer ge-
nerella dynamiska system, givet att gradientestimeringen och adaptionen är
tillräckligt långsamma relativt processdynamiken. Här avhandlar vi hurvida
den funna lösningen är unik samt vilken konvergenhastighet som är möjlig.
Den bakomliggande motivationen för arbetet är ett behov av att optimera
en komplex kvävereningsprocess, CANON-processen, vilken har potential att
drastiskt sänka kostnaden för kväverening om processen hålls nära ett brant
optimum.

Simuleringar av CANON-processen reglerad med ESC visar att den slutna
loopen kan, berende på parametervalet och initialvillkoren, konvergera till
lösningar långt från optimum samt att flera stationära lösningar kan existera.
En analys av en generell modell reglerad av ESC-loopen visar att de stationära
lösningarna kan karakteriseras antingen av förstärkningen eller av fasskiftet
hos den lokalt linjäriserade modellen vilket indikerar att ESC-loopen kan bete
sig som en fassökande loop. Fasvillkoret visar sig vara uppfyllt nära optimum
men kan också vara uppfyllt vid operationspunkter helt orelaterade till den
optimala lösningen vilket förklarar den observerade lösningsmultipliciten.

Bifurkationsteori används för att vidare analysera de stationära lösning-
arna till ESC-loopen och villkor för existens av en en sadel-nod bifurkation
ges. Existens av en sådan bifurkation har bland annat konsekvenserna att lös-
ningen tappar stabilitet samt att multipla stationära lösningar existerar. Med
numeriska exempel demonsteras att ESC-loopen även kan genomgå andra ty-
per av bifurkationer såsom en serie av period-dubblingar in i kaos. För det
givna exemplet noteras att den kaotiska lösningen ligger närmare optimum
än den nominella periodiska lösningen.

Tidigare resultat angående ESC för generalla dynamiska system lutar sig
mot asymptotiska metoder såsom singulära perturbationer och medelvärdes-
bildning vilket resulterar i en uppdelning av problemet i tre tidsskalor där
gradientestimeringen och regleringen måste vara mycket långsammare än den
oreglerade processdynamiken. För de flesta processer, CANON-processen in-
kluderad, gör detta att ESC blir oanvändbart och vi tittar därför på vad som
händer ifall dessa restriktiva villkor relaxeras. Specifikt tillåter vi godtycklig
bandbredd i gradientestimeringen och därmed en betydligt snabbare adapa-
tion än tidigare studier. Genom att använda en linjär parameter varierande
(LPV) approximation av systemet härleder vi ett kvantitativt uttryck för kon-
vergenshastigheten i termer av ESC-parametrarna och linjära egenskaper hos
det reglerade systemet.
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Chapter 1

Introduction

1.1 Motivation

In many applications it is desirable to operate a plant such that the steady-state
output is at an extremum, i.e., maximized or minimized. For example, in the
process industry one might want to maximize the yield of a process or minimize the
consumption of raw materials, in automotive applications it is desirable to minimize
the fuel consumption and to maximize the breaking force in anti-lock breaking
systems (ABS), in solar power generation it is desirable to maximize the output
power via maximum power point tracking (MPPT), etc. The list may be made
long. However, actually finding and tracking the optimum in these applications is
often a difficult task and this is what extremum seeking control (ESC) is used for.

Several approaches to solving the problem of locating and tracking the optimum
are possible. For example, one could try to manually identify the optimal input and
use this information, either in open-loop or as reference to a set-point regulator.
Such an identification could for example be based on experiments or predictions
using a first principles model. However, for many plants such an approach would
fail, either due to difficulties or excessive costs coupled to experiments and modeling,
sensitivity to model uncertainty, or due to the optimum moving over time, e.g.,
due to disturbances or wear, such that no fixed control input or set-point will
suffice. As an example we consider the completely autotrophic nitrogen removal
over nitrite (CANON) process, the process which first led us to the study of ESC
and which we will return to later in the thesis. This process contains dynamics with
a time-scale of days which implies that experimentally determining the optimum
to any reasonable accuracy could take months or years, a situation which clearly
is impractical. Furthermore, predictions by models are likely to be poor for the
CANON process since it is highly complex and difficult to model accurately; The
models that do exist are necessarily crude simplifications and the predictions yielded
are sensitive both to load disturbances and to modeling errors. Furthermore, the
fact that the optimum moves significantly with changes in load imply that any

1
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strategy based on a fixed set-point is a poor alternative also for this reason.
ESC offers a robust and versatile method for solving the optimization problem

at hand. The ESC method we consider herein is a model-free adaptive control
method based on feedback. Essentially, a perturbation is added to the input of
the plant which excites the plant such that the local gradient of the cost function
may be estimated and used to move the working point of the plant to a point
of zero gradient. Being based on feedback, the method inherits the robustness
properties towards disturbances and load changes commonly associated with the
feedback structure, essentially enabling ESC not only to locate the optimum but
also to track it as it changes over time.

In light of the above, one realizes that ESC should be a valuable asset in almost
any control engineers toolbox. However, as for any tool, it is crucial to know in
which situations the tool is applicable and what the limitations of the tool are. The
investigation of these matters is in essence the topic of this thesis.

1.2 Background on extremum seeking control

Extremum seeking control (also known as hill climbing, peak seeking, optimalizing
control, extremum control, or extremum seeking) is a field concerned with the prob-
lem of using one ore more plant inputs to drive the steady-state output of a plant
to an extremum, i.e., a minimum or a maximum. The literature on ESC is rich
and include many different methods for solving the problem, applicable to various
plants and under various assumptions. In general the methods share at least two
basic properties. First, the plant is considered to be unknown, at least to some
degree, meaning that the cost function to be optimized is not directly available and
has to be sampled by measuring the plant output. Second, the methods are adap-
tive in the sense that the gradient estimation is performed on-line in combination
with feedback.

In this section we will give a brief overview of some of the ESC-methods available
and state the reasons behind the choice to consider the classical ESC method,
based on sinusoidal perturbations, which is the main topic in this thesis. We will
furthermore outline the historic developments of the selected method and provide a
skeleton of how analysis of the scheme has been approached in recent years. Below
we will without loss of generality assume that the optimum is a maximum unless
otherwise stated.

Self driving systems, switching systems and sliding mode ESC

There exists several ESC methods which are based on feedback from observations
of the time-derivative of the output. For example, the switching system depicted
in Figure 1.1 is one such method which is discussed already in an early survey
by Blackman in 1962 [4]. Essentially the time-derivative of the output dy/dt is
monitored as the control input θ is varied at a constant rate. As long as dy/dt is
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Plant
d

dt

K

s

y

dy

dt

ξ

θ

Figure 1.1: Block diagram of the switching method

positive, the control input is assumed to approach the optimum. When dy/dt be-
comes negative, the optimum is assumed to have been passed and the rate at which
the control input is changed switches sign. Usually, a slightly negative threshold
value −β is introduced for the switching which introduce some hysteresis and en-
sures that Zeno-behavior is avoided at the optimum. The method is applicable to
both static and dynamic systems for which this scheme drives the ESC loop to a
limit cycle about the optimum. However, there are no convergence guarantees and
the lag present in dynamic systems may cause the system to oscillate significantly
as the optimum is approached as well as increase the amplitude of the final limit
cycle. We finally note that for any given set of tuning parameters it is trivial to
construct a convex static system for which this method will fail to converge by
utilizing the fact that the threshold always allows for a constant but small negative
time derivative of the output.

Another similar method also discussed by Blackman [4] is the self-driving system
depicted in Figure 1.2. Here the control input θ is increased at a rate proportional

Plant
d

dt

y

K

s

dy

dt
θ

Figure 1.2: Block diagram of the self driving method

to the time-derivative of the output dy/dt. As long as the output increases, the
control input θ is continuously moved towards the optimum. If initialized at rest,
the method has to be started manually since dy/dt is initially zero then. If started
in the correct direction, the method will typically converge to the optimum for static
systems. However, for dynamic systems the lag will cause the system to overshoot
the optimum and stop at a point away from the optimum. In this case the loop



4 CHAPTER 1. INTRODUCTION

may have to be restarted in an iterative fashion with alternating directions for the
method to reach the optimum.

ESC based on sliding mode [30, 62, 71, 45] as depicted in Figure 1.3 resembles
the self driving and switching methods described above in that the time-derivative
of the output is driving the optimization, although implicitly. The control input θ

Plant

sgn(sin (πξ/α))
K

s
Σ

ξ

−1

s

y

ρ

θ

Figure 1.3: Block diagram of sliding mode method

is adjusted at a constant rate where the direction is determined by an error signal ξ
which is formed as the difference between the output y and an ever increasing ramp
with slope ρ. The idea is that as long as the system is moved towards the optimum,
the rate of change of the output dy/dt is close to the predetermined rate ρ. Then
ξ varies slowly and the system will move in the correct direction for a long time.
If however the control is moved away from the optimum, then ξ will grow fast due
to the faulty sign of dy/dt and quickly force a switch of direction. In the long run,
the time spent moving towards the optimum is longer than that moving away from
the optimum which on average cause the system to approach the optimum where
it finally enters a limit cycle.

Adaptive ESC and ESC using assumed functions
Several ESC methods exist where assumptions on the plant structure is taken ad-
vantage of in order to estimate the location of the optimum. In [52], the method of
assumed functions, depicted in Figure 1.4, is introduced. The method is based on
the assumption that the plant may be approximated by linear dynamics with an
quadratic state-to-output map,

y = 1
2x

TMx+ bTx+ c.

The parameters M, b, and c are considered unknown and the linear dynamics L are
assumed to be fast with no static error.
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Figure 1.4: Control loop for ESC using an assumed quadratic function

For the assumed model, the local gradient is given by

ξ = Mx+ b

which is affine in the states of the system. Hence by estimatingM and b, an estimate
of the gradient is also given. By designing a controller C aimed at driving the states
to x∗ = −M−1b, the extremum should be achieved if the quadratic assumption is
reasonable and M and b are estimated correctly. If the inner controller is designed
for robust performance towards changes in M , it is possible to use an outer loop to
slowly adapt M and b over time by the use of some parameter estimation scheme.
Thus, as M and b converges, the plant is moved to the optimum.

Adaptive ESC [16] is another method, on a similar theme, where it is assumed
that the structures of the system and cost function are known, but the parameters
are unknown/uncertain. The problem considered is to maximize the output of the
strictly convex objective function y = J(xp, pp), where pp is a vector of unknown
parameters living in a convex space and xp is a subset of the plant state. The
system dynamics are assumed to be governed by

ẋq = φ(x)
ẋp = f(x) + Fp(x)pp + Fq(x)pq +G(x)θ

where xp are the states affecting the objective function, xq are additional states
not affecting the objective, pq are additional uncertain parameters not affecting
the objective, φ(x), f(x), Fp(x), Fq(x), G(x) are vector/matrix-valued functions of
the state, and θ is the control input. Using Lyapunov theory, a control law and
parameter update laws for θ and p, guaranteeing convergence to a neighborhood
of the optimum, are derived. However, this convergence assumes a persistence of
excitation condition to be fulfilled which is hard to know a priori if it has been
fulfilled. This problem is addressed in [1] where a perturbation is also designed to
ensure that the system is exited enough to ensure convergence.

Stochastic ESC
ESC based on stochastic perturbations is investigated in [38] in a discrete time
setting, assuming a static system. The method can be summarized as

θk+1 = θk + βvky(θk + vk)
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where θk is the control input, y is the static map, vk is the stochastic perturbation,
and β is a parameter scaling the step size. A local result is proved in the paper
which shows that for small β, the method will converge to a neighborhood of the
optimum with a size depending on β. It can be understood intuitively that the
method should converge towards the optimum since if the step vk is towards the
optimum, y(uk+vk) will be larger and give more weight to that step than if the step
were away from the optimum. Note that the method is very similar to stochastic
approximation methods, e.g., the Keifer-Wolfowitz method [28] and Simultaneous
Perturbation Stochastic Approximation (SPSA) [51].

Stochastic perturbations for static systems imbued with linear actuator dynam-
ics (resulting in a Hammerstein system) is considered in [39]. It is shown for a
simple first order plant that the range of possible stabilizing choices for the param-
eter β is then restricted by the plant. Continuous time stochastic ESC methods
exist, e.g., [36], but will not be covered here.

Stepping ESC and numerical optimization

One of the simplest ESC methods available is the stepping method [53] which is
described in Algorithm 1 below.

Algorithm 1 The stepping method for maximizing the output.
Measure yk at steady-state
while true do

Update control input θk ← θk−1 + ∆k

Wait for a new steady-state to settle in
Measure the new output yk+1
Update direction of step ∆k+1 ← sgn(yk+1 − yk)∆k

k ← k + 1
end while

The method changes the control input in steps and evaluates the effect on the
output. It continues to take steps in the same direction as long as the output
increases and whenever the output starts to decrease it changes direction. This
typically leads to the method entering a limit cycle about the optimum. However,
waiting for the dynamics to settle between each step and taking steps of a fixed
length is inefficient and by using more advanced methods the convergence rate
can be improved. Essentially, any direct search numerical optimization method
is applicable to the problem assuming that the dynamics are allowed to settle
between each measurement. Methods such as Nelder-Mead [42] or kriging [21]
might be attractive and well known alternatives which are relatively simple to
implement. However, since steady-state must be allowed to settle at each time-
step, such methods are necessarily significantly slower than the dynamics of the
plant.
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If more information about the system is available, the situation may be im-
proved. In the monograph by Zhang and Ordóñez [72] the problem of ESC is
formulated as

min
θ

y

subject to ẋ = f(x, θ)
y = J(x)

where the dynamics ẋ = f(x, θ) are assumed known and only the state-to-output
map J is assumed unknown. For static systems with a convex cost function it is
then possible to apply numerical optimization methods such as trust-region or line-
search methods. This can also be achieved for dynamic systems as long as they are
controllable since it is then possible to derive a controller which forces the system
to the next state in finite time at each step of the optimization. In general the
method is described by Algorithm 2 below.

Algorithm 2 General numerical optimization for ESC.
while true do

Use an optimization algorithm to find xk+1 based on xk.
Design a control signal θ(t) forcing x(t) to xk+1 in finite time.
k ← k + 1

end while

Perturbation based ESC

The classical ESC scheme which is illustrated in Figure 1.5 dates back to at least
1922 [35] and it is the method which without doubt is both the most studied [31,
7, 2, 43, 58, 60, 57] and also the most applied [41, 11, 29, 72] extremum seeking
method to date.

Σ
K

s
FL(s) Π

FH(s)

ξ

ẋ = f(x, θ)
y = h(x, θ)

θ y

y − η

θ̂

a sin(ωt) b sin(ωt)

Figure 1.5: The classical ESC-loop using sinusoidal perturbationss
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The method seeks to approximate a gradient descent scheme by estimating the
gradient of the steady-state input-output map and then regulate it to zero, i.e., a
point corresponding to a maximum or minimum. To obtain the gradient estimate,
the nominal input to the plant θ̂ is perturbed by a sinusoidal perturbation which
ensures that the plant output will also contain a component of the same frequency ω,
but whose amplitude is rescaled by the local gradient as is illustrated in Figure 1.6
for the static case. The DC-component of the output does not carry any gradient

0 0.333 0.667 1
0

0.25

0.5

0.75

1.1

input θ

o
u
tp
u
t
y

Figure 1.6: Principle for estimating the gradient of a static map. Dashed line
cost function, thick solid line local gradient, solid lines signals.

information and is removed by a high-pass filter before the output is demodulated
by multiplication with the original perturbation. The demodulated signal then
consist of a DC-component which is proportional to the local gradient and some
higher order harmonics which are by products. The latter are attenuated by a low-
pass filter such that the resulting output of the low-pass filter ξ may serve as an
estimate of the gradient. This estimate is fed to an integral controller which adapts
the nominal control input θ̂ towards the optimum where the plant finally enters a
limit cycle.

This classical scheme has been studied in many variations over the years. A
small sample of these are as follows: the filters are removed in [58], non-sinusoidal
perturbation signals have been considered in [43], higher order gradient information
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and controllers more advanced than an integrator is considered in [44]. The addition
of compensators are discussed in [2] where also the effect of adding a phase-shift to
the signal used for demodulation is discussed among other things.

1.3 Classical ESC: A short history and state of the art

In this thesis we will focus on the classical ESC method depicted in Figure 1.5 for
several reasons: We are not aware of any convincing evidence for other methods
outperforming the classical method in the general case without model knowledge,
the classical method is the standard first choice for ESC, the method is applicable to
systems with general dynamics, it makes few assumptions on the plant structure and
it is easy to implement. Moreover, the scheme and variations thereof is both well
studied theoretically [31, 7, 2, 43, 58, 60, 57] and has been more or less successfully
implemented in a large number of applications, both recently [41] and historically
[11, 29].

Even though the classical ESC method has received much attention and seen
significant progress in recent years, it is worth noting that the roots of the method
may be traced back as far as 1922 [35], and that it was widely known throughout
the control community already in the 1950’s after a monograph by Draper and
Li [11]. The method remained popular throughout the 60’s after which the main
research focus shifted to other adaptive control issues. However, during this first
active period, analysis of the method, which originally was designed for purely static
plants, was also extended to systems with dynamics [53]. Most such analyses were
confined to Hammerstein or sometimes Wiener plants where linear dynamics, often
representing actuators or sensors, were connected in series with a static nonlinearity
representing the plant. After being essentially dormant for several decades, interest
in the method was rekindled about the year 2000 by a number of applications
and a paper of Krstić and Wang [32]. In this paper they successfully managed to
show that the method is also applicable for optimizing a wide class of plants with
“general” dynamics, i.e., with nonlinearities inherent in the states of the system.
This result was the first rigorous stability and convergence result available for ESC
and served both to put the method on a solid mathematical foundation as well as
a stepping stone for further analysis.

The proof by Krstić and Wang employs a Taylor series expansion about the
optimum as well as singular perturbations and averaging. The use of a Taylor
expansion, retaining only terms up to second order, implies that the result is valid
only locally about the optimum and hence does not provide any information on the
uniqueness of the stationary solution nor any information on the region of attraction
for the optimal solution. Singular perturbations is used to separate the problem
into a fast and a slow subproblem. The plant is assumed to be the stable fast
boundary-layer model which quickly settles at a quasi-steady-state such that it in
the slow time-scale may be replaced by its static steady-state input-output map.
The perturbation of the plant is then confined to the slow time-scale which restricts
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the choice of the perturbation frequency ω. In a second time-scale separation step,
averaging is used to get rid of the time-dependence introduced by the sinusoidal
perturbation. This further restricts the rate at which θ̂ may be changed as compared
to ω. All in all this essentially implies that θ̂ can only be adapted in a time-scale
several orders of magnitude slower than that of the slowest dynamics of the plant
to be optimized. For plants with already slow dynamics, this line of analysis thus
carries limited practical value since it could in principle take many years for the
optimization to converge if the assumptions of the proof are to be respected.

In summary, Krstic and Wang essentially prove the existence of a stable sta-
tionary solution close to optimum if the control bandwidth is sufficiently low, but
provide no information on whether the stationary solution is unique or how fast the
optimum can be approached. In order to tackle these difficulties, several authors
have since extended the basic result in various directions, but we delay a discussion
of these extensions to later chapters where such discussions hold more relevance.
Here we just note that many questions regarding the classic ESC method remain
open and in this thesis we touch upon some of these topics such as which the pos-
sible stationary solutions of the scheme are, what the region of convergence is, and
which factors influence the convergence rate.

1.4 Thesis outline and main contributions

In Chapter 2, we start out by describing and modeling the CANON process, a
wastewater treatment process which shows a distinct optimum in the steady-state
input-output mapping and which serves as the main motivating application for the
following study of ESC. In Chapter 3, we note that when ESC is applied to the
model developed in the previous chapter, it does not always converge to a near-
optimal solution. We analyze the behavior in a general setting and show that ESC
may have multiple stationary solutions, and that these stationary solutions are char-
acterized by a condition on the phase shift introduced by the plant, a fact which has
not been discussed in the literature to the knowledge of the author. It is also shown
that said phase condition in general will be fulfilled in the vicinity of the optimum
but that it also may be fulfilled at points unrelated to the optimum. The results
of chapter Chapter 3 motivate a more thorough study of the possible stationary
solutions of the ESC method and in Chapter 4 we use bifurcation theory to study
the stationary solutions of the ESC scheme. We give conditions for existence of a
saddle-node bifurcation of the stationary solutions and argue that existence of such
a bifurcation have severe implications for the ESC method, leading to existence of
multiple stationary solutions and a hard loss of stability. Furthermore, we show
numerically that the classical ESC may display highly complex behavior including
chaos. In Chapter 5 we study the convergence behavior of the ESC scheme and
analyze the factors influencing the convergence rate. We derive a general expression
for the convergence rate and show that the phase-shift introduced by the plant is a
critical factor not only in determining stationary solutions but also when the con-
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vergence rate is considered. Finally, in Chapter 6 we draw some overall conclusions
and outline some directions for future work.

The contents of the thesis is partly based on the material found in the publica-
tions listed below and partly on material which is yet to be published. Chapter 2 is
mainly a review of existing literature regarding the CANON process and an appli-
cation of standard biofilm modeling, Chapter 3 is based on the paper [A3] which is
an extension of [A1] and [A2]. The contents of Chapter 4 is based on [A4] as well
as some work that is yet to be submitted for publication and Chapter 5 is based
on [A5].

List of publications
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2014.
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Chapter 2

Dynamic modelling of the CANON
process

Abstract

The completely autotrophic nitrogen removal over nitrite (CANON) pro-
cess is a novel cost-efficient biological wastewater treatment process used to
remove nitrogen from wastewater-streams rich in ammonium-nitrogen. The
process combines partial nitrification with anaerobic ammonium oxidation
(anammox) into a single reactor using a biofilm. For the process to be effec-
tive, it is of crucial importance that the dissolved oxygen is controlled carefully
since there exist a sharp optimum in the steady-state input-output mapping
between dissolved oxygen and the amount of nitrogen removed. Even rel-
atively small deviations from the optimum may hence drastically lower the
effectiveness of the process. Determination of the optimum is difficult; The
complexity of the process makes quantitative modeling hard and such mod-
els are not likely to yield accurate predictions without considerable effort.
Furthermore, due to the slow dynamics and nonlinearities involved, experi-
ments suffer from being lengthy and thereby costly, and may be invalidated by
changes in the operating conditions such as disturbances and a varying load.
We therefore here derive a qualitative model of the CANON process for the
purpose of evaluating on-line control strategies. The model describes a moving
bed biofilm reactor (MBBR) where a one dimensional multi-species biofilm
is coupled to a well mixed bulk fluid through a set of boundary conditions.
The distribution of biomass and substrates within the biofilm are assumed to
be continuous and are modeled by a set of partial differential equations de-
rived from mass balances. Transport of the biomass is assumed to be purely
convective and transport of substrates are assumed to be purely diffusive.
The conversion between substrates is assumed to be catalyzed by growth and
decay processes of the biomass. For simulation, the model is implemented
numerically. First, a coordinate change is introduced in order to cast the
problem on a fixed spatial domain after which the method of lines is used
to discretize the spatial dimension. Finally, a standard numerical integrator
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is used to integrate the resulting system of ordinary differential equations in
time. The simulation results obtained from the model correspond well to
previous results reported in the literature and confirm the qualitative prop-
erty of a narrow optimum. Furthermore, a simple sensitivity analysis imply
that modeling errors and load disturbances significantly affect the predicted
location of the optimum whereby we conclude that the simulation model is
of limited value for off-line optimization of the CANON process, as expected,
but may still be of use for evaluating various on-line control strategies.

2.1 Introduction

Ammonium removal

The discharge of ammonium from anthropogenic sources into lakes and coastal
areas is a serious global environmental threat tied to substantial costs both eco-
nomically and environmentally. For example, only in the United States the direct
costs due to excessive emissions of ammonia and other forms of reactive nitrogen
into such sensitive areas are conservatively estimated to exceed $150M annually
[48]. More notable environmental effects include harmful algal blooms and hypoxia
(oxygen deficits) which lead to loss of waters suited for recreational activity, loss
of drinking water sources, loss of habitat for many marine species and to large
fish-kills [48]. Furthermore, ammonium and its oxidized derivatives nitrite and ni-
trate has been tied to serious health problems for humans, e.g., the potentially
fatal blue baby syndrome (Methemoglobinemia) [37]. A significant source of these
anthropogenic ammonium emissions is the effluent water discharged from various
industries and municipalities [48]. For example, in the Baltic Sea area, about 25%
of the land based nitrogen load is estimated to originate from these sources [13].
The recognition of the environmental impact of these emissions have resulted in
many countries passing legislation aimed at limiting the nitrogen levels in the efflu-
ent from wastewater treatment plants, e.g., in the EU this is treated in the Water
Framework Directive (Directive 2000/60/EC) and in the United States it is treated
in the Clean Water Act. In order to meet the legislated demands, many modern
wastewater treatment facilities have been forced to include nitrogen removal in the
wastewater treatment process.

The method in most common use [56] for ammonium removal is a biological
two-step process called the nitrification-denitrification process in which bacteria is
utilized to convert the incoming ammonium into nitrogen gas, a non-toxic form
of nitrogen which is abundant in the atmosphere and generally not available as a
nutrient for plants. Schematically, the process can be described as follows. In the
nitrification step, the incoming ammonia is oxidized first into nitrite by ammonia-
oxidizing bacteria (AOB),

NH+
4 + 1.5O2

AOB−−−→ 2H+ + H2O + NO−2 , (2.1)
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and then further into nitrate by nitrite-oxidizing bacteria (NOB)

NO−2 + 0.5O2
NOB−−−→ NO−3 .

As can be seen from the reactions, the nitrification requires large amounts of oxygen
which is usually added to the process by means of aeration, i.e., air pumped through
the reactor. In a second step, the nitrate produced by the nitrification is reduced
into nitrogen gas by denitrifying bacteria as desribed by the reaction

4NO−3 + 5C + 4H+ Denitrifiers−−−−−−−→ N2 + 5CO2 + 2H2O,

where the carbon on the LHS originates from some suitable organic carbon source
[56], either appearing naturally in the wastewater or applied externally. Since oxi-
dation of organic matter with nitrite/nitrate yield less energy as compared to oxi-
dation by oxygen, denitrification generally only take place under anoxic conditions.
Thus, since the nitrification only occurs under oxic conditions, the two subprocesses
nitrification and denitrification must be separated, either in space with two or more
reactors, or in time with intermittent aeration. There exist many different process
setups achieving this separation [73].

The nitrification-denitrification process described above is well known and is
often relatively stable and easy to maintain and operate. However, it also has a
number of inherent disadvantages which are summarized in [73]. The separation of
the two process stages either lead to a large footprint due to the need for a large
volume for spatial separation, or to long retention times for temporal separation.
Furthermore, if the C/N ratio of the influent is low (which is the case for many
industrial wastewaters) or if the process structure is such that all organic carbon is
consumed at an early stage, organic carbon serving as an electron donor might have
to be added at a cost. Finally, the aeration needed for the nitrification is energy
demanding, adding significantly to the cost of operation. In fact, aeration might
account for up to 50% of the total energy demand of a wastewater treatment plant
[14]. For these reasons, there has been an interest in developing new, more efficient
processes for ammonium removal with lower operating costs [73].

Partial nitrification
In the nitrification-denitrification process, the incoming ammonium is oxidized to
nitrate via nitrite before being reduced to nitrogen gas in the denitrification step.
However, almost all denitrifiers can also make use of nitrite directly as an electron
acceptor [69], suggesting that the oxidation step from nitrite to nitrate is superfluous
from an ammonium removal perspective and should be avoided if possible, especially
since this may lead to significant cost savings. For example, if the second step of
the nitrification can be avoided, the oxygen demand may be lowered with about
25% [25] which leads to lowered aeration costs, and the demand for electron donors
in the subsequent denitrification step may be lowered by about 40% [25] which
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lower the cost of adding an external carbon source. The combination of partial
nitrification and denitrification is often referred to as Shortcut Biological Nitrogen
Removal (SBNR) [8, 46]

However, AOB and NOB both thrive under similar conditions and usually ap-
pears in a symbiotic relationship where the nitrite produced by the AOB is quickly
oxidized further by the NOB such that no buildup of the intermediate nitrite oc-
curs. Hence, to achieve partial nitrification, it is necessary to create conditions
where NOB is at disadvantage and becomes outcompeted by the AOB or other-
wise removed from the process. Several factors leading to enrichment of only AOB
have been studied, for example it has been noted that AOB has a higher maximum
growth rate than NOB at temperatures above 25 ◦C. Thus, by adjusting the re-
tention time in the reactor, it is at high temperatures possible to achieve washout
of NOB while AOB is retained. This is the basis of the SHARON process [64].
Another way to achieve partial nitrification is to operate the process under oxygen
limited conditions. Since AOB has a higher affinity for oxygen than NOB [17],
NOB will effectively be outcompeted under such conditions. This effect is critical
in processes such as the Oxygen-Limited Autotrophic Nitrification-Denitrification
(OLAND) process [33] and the Completely Autotrophic Nitrogen removal Over
Nitrite (CANON) process [50].

Anaerobic ammonium oxidation
Anaerobic ammonium oxidizing (anammox) bacteria were only relatively recently
discovered [34], but has since attracted significant interest for use in ammonium
removal processes [10, 50, 6, 19]. The reason is that these bacteria may be used to
oxidize ammonium directly with nitrite. Schematically, they catalyze the reaction:

NH+
4 + NO−2

Anammox−−−−−−→ N2 + 2H2O.

By combining anammox bacteria with partial nitrification, it is possible to achieve
a very efficient ammonium removal process. The partial nitrification may be used
to oxidize part of the incomming ammonium into nitrite which can then be used by
the anammox biomass to oxidize the remaining ammonium into nitrogen gas. The
overall reaction for such a process, including the effect of certain growth processes,
may be expressed as [66, Chapter 1]:

NH+
4 +0.85O2+1.11HCO−3

AOB−−−−−−→
Anammox

0.44N2+0.11NO−3 +2.56H2O+1.11CO2 (2.2)

Such a combination has several advantages: The oxygen demand, and thus also the
aeration costs, is lowered significantly since only about half of the incoming am-
monia needs to be oxidized into nitrite under oxic conditions. Also, all biomass in-
volved are autotrophic, implying that no external carbon source needs to be added.
Finally, the low yield of the biomass involved implies that only small amounts of
excess sludge will be produced, hence lowering sludge treatment costs [66, Chapter
1].
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However, several complicating factors exist. First, the activity of anammox
bacteria are reversibly inhibited by dissolved oxygen concentrations as low as 0.5%
of air saturation [54]. But since partial nitrification requires aerobic conditions, this
implies that the two processes must be separated, either in space or time. Second,
the doubling time of anammox bacteria is unusually long. The reported doubling
times vary in the litterature. Originally it was estimated to be about 11 d [55] but
has since been estimated to be only 1.8 d [22] which is still very slow compared to
other bacteria. The slow growth of the anammox bacteria implies very long startup
times and that biomass retention within the reactor is critical. Note however that
in recent years the startup procedure has improved significantly such that reactor
startup has decreased to (several) months [26] from previously taking years.

The completely autotrophic nitrogen removal over nitrite process
In combining anammox and partial nitrification they must be kept separated since
partial nitrification requires oxic conditions while the anammox process requires
anoxic conditions. This separation may be achieved in several ways. For example,
it is possible to operate the processes in different reactors where the effluent of the
partial nitrification is used as influent to the anammox process [10]. However, this
requires two reactors with additional construction costs and a relatively large foot-
print. Another less space and investment demanding way to spatially separate the
processes is to utilize a biofilm. In a biofilm, the biomass forms a thin film attached
to a surface called the substratum. Since the biofilm has a spatial structure, it is
possible for different conditions to arise in different parts of the film. In particular,
it is possible to achieve anoxic conditions in the deeper parts of the biofilm even
when the layer closest to the surface is oxic, thus providing the necessary conditions
for both anammox and partial nitrification. In this way, a biofilm may be used to
combine both partial nitrification and the anammox process in a single reactor as is
illustrated in Figure 2.1, thus saving on space and construction costs while retain-
ing the efficiency of combining anammox with partial nitrification. The combined
operation of partial nitrification and anammox in a single reactor is the basis of
the CANON process [50]. However, it should be noted that the introduction of a
biofilm into the process increases the complexity of the process significantly, not
least since it introduces a number of transport processes not present otherwise. For
the conversion of ammonium into nitrogen gas to work as intended, it is required
that a complex set of processes are balanced precisely, involving the distribution of
biomass, transport of substrates within the biofilm and through the biofilm surface,
and reactions catalyzed by biomass growth. This suggests that careful control of
the operating conditions is necessary to achieve good results. In particular, it has
been shown in modeling studies [18, 63], that careful control of dissolved oxygen
within the reactor is critical.

Note that the main application area for the CANON process is generally consid-
ered to be treating wastewater-streams with comparably high ammonium content
and low C/N ratio such that heterotrophic bacteria are out-competed. Such streams
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include many industrial wastewaters, certain sub-streams within municipal wastew-
ater treatment plants such as supernatant from sludge-dewatering, or leachate from
land-fills.
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Figure 2.1: Conceptual model of the CANON process. Biofilm carriers are sus-
pended in a well mixed moving bed biofilm reactor fitted with an aeration system.
The biofilm is attached to the carriers and is essentially composed of an oxic layer
and an anoxic layer which are then mainly occupied by AOB and Anammox bac-
teria respectively. These bacteria catalyze reactions between the substrates which
are transported through the system by diffusion.
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Importance of dissolved oxygen in the CANON process

In the CANON process, the role of oxygen is complex with many conflicting aspects
in need of consideration. First of all, to achieve partial nitrification of the incoming
ammonium, oxygen is clearly necessary as can be seen from reaction (2.1). By
assuming that the process aim is to convert as much ammonium as possible into
nitrogen gas, the amount of oxygen needed in relation to the ammonium can be
derived from the stoichiometric relations of the overall ammonium oxidation in the
process (2.2). Hence, to enable conversion of all incoming ammonium, it is clear that
a minimum mass-flux of oxygen into the biofilm is required and that it is determined
by the ammonium load. A too low mass-flux of oxygen into the reactor will not
allow enough ammonium to be oxidized into nitrite, implying that the anammox
biomass will necessarily be nitrite limited which will lead to unoxidized ammonium
in the effluent. If instead the mass-flux of oxygen into the reactor is higher than
necessary, several things may occur. The excess oxygen could potentially be used
to convert too much of the incoming ammonium into nitrite causing the anammox
biomass to become ammonium limited with a buildup of nitrite as a result. It
is also possible that a buildup of oxygen could occur which may lead to several
problems. For example, it could inhibit the activity of the anammox biomass and
it could potentially disturb the partial nitrification by making NOB competitive, a
behavior which has been observed in practice [26]. In light of the above, it should
be clear that not only a too small but also a too large mass-flux of oxygen into the
biofilm will be detrimental to the conversion of ammonium into nitrogen gas. Thus,
we expect the ammonium conversion to have a distinct optimum with respect to
the mass-flux of oxygen into the biofilm.

In the discussion above, the mass-flux of oxygen into the biofilm is the essen-
tial quantity. However, such a flux is difficult to measure and control accurately.
Instead, the concentration of dissolved oxygen in the bulk-fluid may be used as an
indicator. A higher value of DO in the bulk liquid implies a larger mass-flux of
oxygen into the biofilm under normal conditions. However, extending this quali-
tative relation to a quantitative one may be difficult since the actual flux into the
biofilm depends on a large number of factors such as the formation and thickness
of a laminar boundary layer at the biofilm surface, the thickness of the biofilm, the
gradient of the distribution of oxygen within the biofilm etc. Thus, determining
the optimal DO-level corresponding to an optimal mass-flux is a difficult problem
in itself. Adding this to the problem that the optimal mass-flux is usually unknown
and varying with the load results in a challenging control problem.

The effect of variations in the DO on the process efficiency has been studied
by several authors using both models [18, 63] and experiments [67, 26] and it has
been found that not only does the optimum exist, but it is also rather narrow
and moves significantly with varying operating parameters and the process load.
This implies that even small deviations from the optimum may lead to significantly
lowered total nitrogen removal rates in the process. Furthermore, the results of
the modeling study [18] indicates that the modeled location of the optimum is



20 CHAPTER 2. MODELLING THE CANON PROCESS

sensitive to model errors, implying that results of modeling studies may be of great
qualitative value but that the predictive power for control is low.

2.2 Model of the CANON process

Aim, scope and structure of model
Even if models are of limited value for predicting the optimal DO for a specific
process, they may still be of use in order to qualitatively evaluate the feasibility
of various control strategies through simulations. For example, if a certain control
strategy works poorly for an idealized model of a system, it will probably work
poorly also for the true system, but if it turns out to show robust performance for
the model, then it might be a candidate worth testing on the true system. With
this as motivation we will in this section derive a model intended to reflect the
qualitative properties of the CANON process most relevant for DO control.

The perhaps most intricate part of the CANON process to model is the biofilm
which introduces spatial structure into the problem and thereby also various trans-
port phenomena. Biofilm modeling is a field in its own right which has seen signifi-
cant development during the past few decades and has gone from simple analytical
steady-state models to advanced dynamic three-dimensional models accounting for
interactions of individual bacteria [12]. In selecting the level of sophistication of
the model for the biofilm for our specific use, we follow the standard advice that a
model should be as simple as possible, and only as complex as required for the given
purpose.

In our case this means that we need a dynamic model able to handle the multi-
ple species of bacteria and the multiple substrates involved in the CANON process.
However, since we are not interested in detailed morphology but are mainly con-
cerned with average quantities such as the input-output behavior of the reactor,
fluxes through the biofilm boundaries, and possibly the average biomass distribution
within the biofilm, we select a one-dimensional numerical model structure based on
the assumption that the average behavior of the film can be resolved sufficiently
well with such a model. More specifically, we essentially follow the modeling princi-
ples introduced in [68] where the biomass and substrates are continuous quantities
whose distribution in space and time are governed by partial differential equations
accounting for transport, growth and transformations of the substrates. The biofilm
model is then coupled through a set of boundary conditions to a set of ordinary
differential equations describing the dynamics of the reactor’s bulk liquid.

The different species of biomass considered in the model are AOB, NOB, Anam-
mox and inert biomass. AOB and Anammox are the two main bacterial species
involved in the CANON process and must be included. However, we also include
NOB in the model. The motivation is that even if NOB is completely out-competed
and not present in a well functioning CANON process, NOB may very well accu-
mulate in ill tuned processes. Hence, if the model is to be of use outside the optimal
operating range, NOB must also be included. Finally, inert biomass does not cat-
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alyze any reactions but significantly affects the distribution of biomass within the
film and could hence have significant impact on both transport and overall reac-
tions. Note that we have not included any heterotrophic biomass in the model.
This is a consequence of our assumption that the C/N ratio is low enough that
heterotrophic bacteria are carbon limited to the degree that they suffer washout.
The substrates considered are the main reactants and end products involved in the
digestive processes of the bacteria involved. These are ammonium NH+

4 , nitrite
NO−2 , nitrate NO−3 , nitrogen gas N2 and oxygen O2. For the description of the
growth and decay processes of the biomass, reaction kinetics and stoichiometric
relationships, we directly follow the previous modeling study [18]. This is useful
not least since it allows us to validate our model against previous results. Since
we are mainly interested in qualitative properties relevant for optimization of the
dissolved oxygen concentration we neglect the effect of other process parameters
such as temperature, pH, and redox-potential. It is known that all of these factors
significantly affect many of the model parameters, not least those related to the
reaction-rates, thus, the model we employ is only valid for situations where these
parameters may be considered constants.

There exist a large number of related works in this line of research where similar
models are employed, including but not limited to [65, 70, 18, 63] which are all
related to modeling biofilms (or suspended granules) for nitrogen removal.

Biofilm and reactor models

We will here describe the model in general terms and refer the reader to Tables 2.1,
2.2, 2.3, 2.4, 2.5, and 2.6 in Appendix 2.A for the actual variables, rate expressions
and parameters which are implemented in the simulation model.

The model structure we consider consists of nX species of particulate biomass
Xi and nS different substrates Si which are coupled through transport and a set
of digestive reactions within the biofilm. The biomass Xi are assumed to form a
porous structure with porosity θ and uniform depth L over the entire biofilm area.
Since we only consider the average effect over the biofilm area, we require only
one spatial coordinate z which we take to be the perpendicular distance from the
substratum boundary. Hence, z ∈ [0, L] with z = L at the biofilm/bulk liquid
boundary. The biomass and substrates are represented as mass-concentrations and
their distributions are assumed to be described by continuous functions of space
and time. As we only consider average quantities, the equations are derived for a
biofilm with unit area and scaling due to a non-unit area is taken care of in the
mass balance of the reactor.

By performing a mass balance for an infinitesimally thin slice of a biofilm, the
following expression governing the distribution of biomass is derived

∂Xi

∂t
= −∂JXi

∂z
+ rXi

. (2.3)
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That is, the pointwise change in biomass concentration with respect to time equals
the difference between the net growth of biomass rXi and the divergence of the
mass flux JXi

. The mass flux is given by

JXi = uXi (2.4)

where u is the displacement velocity of the biofilm due to growth or decay and is
defined as

u(z) =
∫ z

0

nX∑
i=1

rXi
(z)

ρXi
(1− θ)dz. (2.5)

Here ρXi
is the constant density of biomass Xi, and θ is the biofilm porosity which

is also assumed constant.
Similarily, a mass balance for the substrates yields

∂Si
∂t

= −∂JSi

∂z
+ rSi (2.6)

where JSi is the mass flux of the substrate and rSi is the net rate of production or
consumption of the substrate. For the substrates, all transport is assumed to be
diffusive, i.e., governed by Fick’s law

JSi
= −Di

∂Si
∂z

(2.7)

where Di is the diffusion coefficient. The assumption that all transport of sub-
strates is diffusive implies that advection of dissolved substrates in the pore water
is ignored in the model. This is motivated by the assumption that convection of
pore water and biomass within the biofilm is mainly caused by growth and decay
of the biomass, a process which occurs at a time-scale of days or weeks while the
diffusion is assumed to reach equilibrium within minutes or hours, i.e., in a time-
scale orders of magnitude faster than the advection. This implies that diffusion is
the dominating transport process for substrates within the biofilm1.

Since the biofilm is growing/decaying, the thickness of the biofilm L varies in
time,

dL

dt
= uL, (2.8)

that is, the biofilm model is a moving boundary problem. The net velocity of
the biofilm boundary uL typically differs from the displacement velocity u(L) at
the biofilm/bulk liquid interface due to various attachment/detachment processes.
Modelling such processes is in general difficult and depend on many factors such
as the shear stress along the biofilm surface due to flow, frequency of collisions

1The approximation is further motivated by the fact that the Péclet number has a magnitude
of about ∼10−5 or less. Small Péclet numbers indicate that the transport is dominated by diffusion
while large numbers indicate that the transport is dominated by convection and a value close to
unity indicates that both transport phenomena are of equal importance.
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between biofilm carriers, amount of particulate material in suspension etc. However,
such detail falls outside the scope of our model and we lump the effects of all
detachment/attachement processes into a single term representing the net erosion
acting on the biofilm. In our model we follow [65] and take this term to be

eL = u(L)
(

L

Lobs

)2
(2.9)

such that the net velocity of the biofilm/bulk-liquid interface becomes

uL = u(L)− eL = u(L)
(

1−
(

L

Lobs

)2
)

(2.10)

which ensures that the steady-state biofilm thickness become Lobs under normal
operating conditions. Lobs should then be set to a reasonable value within the range
of observed biofilm thicknesses of the process being modeled.

Reaction kinetics model
The rates rXi

and rSi
are determined from stoichiometric considerations of the di-

gestive processes of the biomass. For the involved processes and rate expressions we
here follow the simulation study by Hao et al. [18]. For convenience and complete-
ness we have restated the process rates and the kinetic and stochiometric parame-
ters in Tables 2.3, 2.4, 2.5 and 2.6 in Appendix 2.A. The processes considered are
related to the growth and two modes of decay (aerobic and anaerobic endogenous
respiration) for each modeled species of biomass except the inert fraction. The rate
expressions are monod-like where several monod expressions are multiplied to re-
flect the dependency of the process rate on multiple substrates, much like the rate
expressions used in the well known activated sludge model number 1 (ASM1) [20].

Boundary conditions
The substratum at which the biofilm grows is assumed to be made of an inert,
impermeable material which ensure that no transport occurs across the biofilm-
substratum boundary. This is expressed in the model in terms of no-flow boundary
conditions. For particulate matter the conditions are

JXi = 0 (2.11)

and for the substrates the conditions are
∂Si
∂z

= 0. (2.12)

Since the governing equations for the biomass are of first order, it is sufficient to
supply one boundary condition for each such equation2. Thus, at the biofilm/bulk

2For more general models where attachment-processes are included, one will have to specify
boundary conditions also for the biomass at the biofilm-bulk liquid interface.
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liquid interface it is only necessary to provide boundary conditions for the sub-
strates. We here make the assumption that a rate limiting laminar boundary layer
of thickness Lb forms between the biofilm surface and the bulk liquid. By assuming
a linear gradient and no buildup of the substrates in the boundary layer, the mass
flux of substrate Si through the layer can be described by

JbSi
= Db

i

Si(L)− Sbi
Lb

(2.13)

where Db
i correspond to the diffusion coefficients in the bulk liquid which is usu-

ally taken to be larger than the diffusion coefficients in the biofilm Di. For mass
conservation, the flow at the surface of the biofilm must then equal the flow in the
boundary layer which is reflected in the boundary conditon

Di
∂Si
∂z

= JbSi
. (2.14)

It should be noted that the assumption that a laminar boundary layer forms at the
biofilm surface may be questioned. It is well known that laminar boundary layers
forms where fluid flows along continuous smooth surfaces. However, the spatial
dimensions and geometry of the suspended biofilm carriers are generally not long
and smooth enough for this theory to be applicable, and the constant collisions of
the carriers are bound to disturb the layer anyhow. Instead the boundary-layer
assumption may be thought of as a convenient way to model some form of mass-
transfer resistance between the biofilm and the bulk liquid.

Reactor model
The reactor is assumed to contain a well mixed, fixed volume V of bulk fluid
in which the biofilm is suspended on biofilm carriers. The concentration of the
substrates in the reactor is given by Sbi and the inflow Qin is assumed to contain
substrates with concentrations given by Sin

i . It is assumed that all reactions take
place in the biofilm such that the bulk fluid only acts as storage. A mass balance
then yields the following ordinary differential equation governing the concentration
of the substrates Sbi in the bulk fluid

dSbi
dt

= Qin

V
Sin
i −

Qout

V
Sbi −

A

V
JbSi

. (2.15)

The first term on the RHS accounts for the flow into the reactor, the second term
accounts for the flow out of the reactor and the last term accounts for the flow of
substrates in and out of the biofilm.

The dissolved oxygen, SO2 , is assumed to be set-point controlled by a PI-
regulator controlling the aeration in the reactor and this yields an additional term
to the mass balance for the dissolved oxygen

J reg
O2

= KP eO2 +KI

∫ t

0
eO2dτ, eO2 = Sref

O2
− SbO2
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where KP and KI are the proportional and integral gains of the regulator, eO2 is
the control error and Sref

O2
is the desired set-point.

2.3 Implementation of the CANON model

Change of coordinates

The biofilm model described above is a moving boundary problem since the biofilm
thickness varies in time. For ease of simulation, we follow [68] and introduce the
coordinate change

z ∈ [0, L]→ z′ ∈ [0, 1]

which transforms the problem onto a fixed spatial domain. In this way, the time-
varying domain is mapped onto a fixed domain where instead the new coordinate
z′ becomes time-varying in the sense that a fixed z′ does not point to a fixed point
in the physical biofilm but moves as the film grows. Effectively, this introduces ar-
tificial convective/advective terms into the partial differential equations. The effect
of the coordinate transformation on the equations is that the partial derivatives in
the original equations related to the biofilm are replaced with:

∂

∂t
→ ∂

∂t
+ z′uL

L

∂

∂z′

∂

∂z
→ 1

L

∂

∂z′

∂2

∂z2 →
1
L2

∂2

∂z′2

Method of simulation

For simulations, the method of lines is used to reduce the distributed system to
a system of first order ODEs which are then integrated in time. The spatial dis-
cretization is performed using the finite volume method (FVM) and the integration
in time is performed using Matlab’s ode15s with Gear’s backward differentiation
formulas (BDF).

Discretization using the finite volume method

A method commonly used in computational fluid dynamics (CFD) for spatial dis-
cretization is the finite volume method (FVM). The method is characterized by its
relative ease of implementation and by the fact that the method is conservative, i.e.,
conservation laws of mass, energy, momentum etc., are naturally preserved through
the discretization. The method is based on splitting the spatial domain into N cells
with pre-specified dimensions as is illustrated in Fig. 2.2. Then, the concentration
in each cell is represented by a spatial average over the cell volume. This effectively
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Figure 2.2: Spatial grid for the finite volume method

converts the PDE into a system of N ODEs which may then be integrated in time
by any standard ODE-solver.

The method is best illustrated by an example and we will thus use the method to
discretize the k:th component of the biomass for illustration. We begin by defining
the cell-average for the biomass of the i:th cell:

X
i

k(t) = 1
∆zi

∫ zi+1

zi

Xk(t, z)dz, ∆zi = zi+1 − zi, (2.16)

where ∆zi is the width of the cell. In order to evaluate the average we need an
expression for Xk(t, z) which may be obtained by integrating the original PDE in
time, i.e., equation (2.3),

Xk(t, z) = Xk(t0, z) +
∫ t

t0

[
−∂JXk

(τ, z)
∂z

+ rXk
(τ, z)

]
dτ.

By inserting this into the expression for the cell-average (2.16) we get

X
i

k(t) = 1
∆zi

∫ zi+1

zi

{
Xk(t0, z) +

∫ t

t0

[
−∂JXk

(τ, z)
∂z

+ rXk
(τ, z)

]
dτ

}
dz.

We next assume that the functions JXk
and rXk

are “nice” enough that the order
of integration may be interchanged3. Then we can rewrite the equation as

X
i

k(t) = X
i

k(t0) +
∫ t

t0

1
∆zi

∫ zi+1

zi

[
−∂JXk

(τ, z)
∂z

+ rXk
(τ, z)

]
dzdτ.

By evaluating the inner integral we get

X
i

k(t) = Xk(t0) +
∫ t

t0

1
∆zi

[
JXk

(τ, zi)− JXk
(τ, zi+1) + ∆ziriXk

(τ)
]
dτ

where riXk
is the average rate of production within the cell defined in an analogue

way to (2.16). Finally, by differentiating with respect to time, we get an ordinary
3This is a mild assumption that is sure to hold for most physical problems. More specifically,

this holds if the functions fulfill the conditions of Fubini’s Theorem which essentially means that
the arguments t and z must belong some measurable spaces and that the functions are absolutely
integrable.
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differential equation describing the time-evolution of the average content of the i:th
cell

dX
i

k(t)
dt

= JXk
(t, zi)

∆zi
− JXk

(t, zi+1)
∆zi

+ riXk
(t).

The equation above essentially states that the rate of change of the average in
the cell equals the difference between the flow in and flow out of the cell nor-
malized by the volume plus the average production within the cell, which agree
well with what we intuitively would expect. Note that no approximation has been
made in the derivation so far, i.e., the time evolution of the averages described
by the ODE above is exact. However, since we only consider average quantities
within each cell, the actual distribution of the biomass within the cells has been
lost in the discretization. This generally makes it difficult or impossible to exactly
determine the fluxes JXk

(t, zi) through the boundaries as well as the average pro-
duction riXk

(t) within the cell, at least if it the production depends nonlinearly on
biomass-concentration. Hence, these must be approximated, either by assuming a
distribution of the biomass within each cell or by some other means.

A simple way to approximate the flow at the inter-cellular boundaries in con-
vective problems with flow J = uX is to use what is called upwind differencing. In
this scheme the flow is simply taken to be the flow velocity u at the inter-cellular
boundary times the average value in the cell “upwind” with respect to the flow
direction. That is

JXk
(t, zi) =

{
u(zi)X

i−1
k u(zi) > 0

u(zi)X
i

k u(zi) ≤ 0

Such a scheme is only first order accurate in the spatial dimension but it has good
stability properties and is known to suppress spurious oscillations in connection
to steep fronts which many other methods suffer from. For diffusive transport, it
is necessary to estimate the concentration gradient at the cell-boundaries in order
to calculate the flow. Here we do this by a difference-scheme. That is, at the
inter-cellular boundaries we make the approximation

JSk
(t, zi) = −Dk

∂Sk(t, zi)
∂z

= −Dk
2(Sik − S

i−1
k )

∆zi−1 + ∆zi
.

Finally, we approximate riXk
by evaluating riXk

at z = (∆zi + ∆zi+1)/2 using the
averageXi

k. This last approximation is exact if riXk
is independent of z and depends

linearly on the biomass concentration.
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2.4 Simulation results

Steady-state input-output mapping between dissolved oxygen
and nitrogen gas
The overall aim of the CANON process is to convert as much ammonium into nitro-
gen gas as possible. The main control variable (control input) is the concentration
of dissolved oxygen within the reactor bulk fluid, and in Section 2.1 we argued that
the process is likely to have a distinct optimum with respect to this variable. To
verify that the model reflects this property, we calculate steady-state input-output
mapping of the plant from the dissolved oxygen in the reactor bulk fluid to the
nitrogen gas content in the outflow. Figure 2.3 show this mapping for the model as
implemented with the nominal parameters given in Appendix 2.A. Essentially, this
mapping shows the same qualitative and quantitative properties as the nominal
results in [18], which then serves to validate our model implementation.
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Figure 2.3: Steady-state input-output mapping between dissolved oxygen and ni-
trogen gas in the bulk liquid.

The distribution of biomass and substrates within the biofilm is also of interest.
In Figure 2.4, the time evolution of the biofilm composition is depicted. As can
be seen, AOB aggregate in a thin layer at the outer edge of the film while inert
biomass and Anammox bacteria dominate the internal parts of the film. In the
nominal case shown in the figure, NOB is effectively out-competed and will not be
present in the steady-state biofilm. The fact that AOB only aggregate in a thin
layer at the top of the film suggest that the oxic part of the film is rather thin which
corresponds well to the oxygen profile depicted in Figure 2.5 from which it is clear
that the oxygen is mainly concentrated to the outer layer of the biofilm.
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Figure 2.4: Evolution in time of the distribution of biomass within the biofilm from
initial conditions to steady-state.
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Figure 2.5: steady-state profile of the oxygen concentration in the biofilm for the
nominal model.
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Sensitivity to model errors and load disturbances
As can be seen from Figure 2.3, our model is able to reproduce the result of earlier
studies and the qualitative steady-state properties of the model seems to agree with
what we would expect from considering the physics involved in the CANON process.
It is thus tempting to use the model for quantitative predictions in order to derive
optimal set-points for the dissolved oxygen level in the reactor. Unfortunately, such
predictions are likely to be poor, not least due to the models sensitivity towards
model errors. Consider for example the sensitivity of the steady-state optimum with
respect to the thickness of the liquid boundary layer, a parameter which strongly
depends on the current operating conditions such as flow-velocity, viscosity, biofilm-
thickness etc., and which is likely to be hard to determine accurately even to the
order of magnitude in many biofilm-reactors. In Figure 2.6 the effect of doubling or
halving the thickness of the layer is illustrated. Clearly, the impact on the location of
the optimum is significant enough to render the predictions questionable whenever
there is uncertainty about the boundary layer thickness. Similar results also hold
for uncertainty in other model parameters.
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Figure 2.6: Sensitivity of model towards changes in the thickness of the laminar
boundary layer. Solid line nominal model, dashed line double thickness as
compared to the nominal model, dash-dotted line halved thickness as compared
to the nominal model, dotted line optimal dissolved oxygen for the three cases.

Another possible source of error in the predicted optimum are unmeasured load
disturbances, such as for example a varying concentration of ammonium in the
inflow. Figure 2.7 illustrate the effect of such disturbances. It should be clear from
the figure that moderate uncertainties and disturbances on the load will lead to poor
predictions. Note that this also indicates that any control-strategy based on a fixed
set point for the dissolved oxygen concentration in the bulk liquid will be sensitive
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to load disturbances. Hence, a control strategy should be able to dynamically track
the optimum in the presence of load disturbances.
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Figure 2.7: Sensitivity of the optimum with respect to load disturbances.
Solid line nominal case Sin

NH+
4

= 80 gN m−3, dashed line increased load
Sin

NH+
4

= 120 gN m−3, dash-dotted line decreased load Sin
NH+

4
= 50 gN m−3, dot-

ted line optimal dissolved oxygen for the three cases.

Optimization of the CANON process using extremum seeking
control
The problem of locating and tracking the optimum as discussed above could po-
tentially be solved elegantly by the application of perturbation based extremum
seeking control (ESC). ESC is an adaptive optimization method which may be
used to locate and track the optimum in complex plants, even when no reliable
model is available. The applicability of ESC for the CANON process is discussed
further in the next chapter.
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Appendix 2.A Variables, parameters and rate expressions
implemented in the simulation model

In this appendix all variables, parameters, stoichometric constants, rate expressions
etc., used in the simulation model are compiled into tables for easy reference.
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Table 2.1: List of all variables appearing in the biofilm model with the corresponding
units of measurements used in the simulations.

Description Symbol Unit of measurement

Independent variables

Spatial coordinate z m
Time t d

Dependent variables

Biomass-concentration AOB XAOB gCOD m−3

Biomass-concentration NOB XNOB gCOD m−3

Biomass-concentration Anammox XAN gCOD m−3

Biomass-concentration Inert XI gCOD m−3

Concentration NH+
4 SNH4 gN m−3

Concentration NO−2 SNO−
2

gN m−3

Concentration NO−3 SNO−
3

gN m−3

Concentration N2 SN2 gN m−3

Concentration O2 SO2 gO2 m−3

∗ Concentration substrate i in bulk fluid Sbi gx m−3

Net growth of biomass i rXi
gCOD m−3 d−1

∗ Net production of substrate i rSi
gx m−3 d−1

Displacement velocity of biomass u md−1

Velocity of biofilm/bulk boundary uL md−1

Net erosion velocity eL md−1

Biofilm thickness L m
Biomass i mass-flux JXi

gCOD m−2

∗ Substrate i mass-flux JSi
gx m−2

∗ Mass flux of substrate i through boundary layer JbSi
gx m−2

Mass flux of O2 due to regulated aeration J reg
SO2

gO2 d−1

Control error O2-regulator eO2 gO2 m−3

∗ gx may refer to either gN or gO2
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Table 2.2: List of parameters appearing in the biofilm model with the corresponding
values used for simulations. The data originates from [18] except KI , KP and Sref

O2
which are from this study. Lobs does not appear explicitly in [18] but is adjusted
such that the steady-state biofilm thickness match that study.

Description Symbol Value

Biomass density AOB ρXAOB 5× 104 gCOD m−3

Biomass density NOB ρXNOB 5× 104 gCOD m−3

Biomass density Anammox ρXAN 5× 104 gCOD m−3

Biomass density Inert ρXI 5× 104 gCOD m−3

Diffusion coefficent NH+
4 DNH+

4
1.5× 10−4 m2 d−1

Diffusion coefficent NO−2 DNO−
2

1.4× 10−4 m2 d−1

Diffusion coefficent NO−3 DNO−
3

1.4× 10−4 m2 d−1

Diffusion coefficent N2 DN2 2.2× 10−4 m2 d−1

Diffusion coefficent O2 DO2 2.2× 10−4 m2 d−1

Porosity θ 0.75m3
liquid m

−3
biomass

steady-state biofilm thickness Lobs 7× 10−4 m
Thickness of laminar boundary layer Lb 2.0× 10−5 m
Flow into reactor Qin 50m3 d−1

Flow out of reactor Qout 50m3 d−1

Reactor volume V 13.2m3

Total biofilm area A 3240m2

Proportional gain O2-regulator KP 0
Integral gain O2-regulator KI 10
Reference for O2-regulator Sref

O2
0.15 gO2 m−3

Concentration of NH+
4 in inflow Sin

NH+
4

80 gN m−3

Concentration of NO−2 in inflow Sin
NO−

2
0 gN m−3

Concentration of NO−3 in inflow Sin
NO−

3
0 gN m−3

Concentration of N2 in inflow Sin
N2

0 gN m−3

Concentration of O2 in inflow Sin
O2

0 gO2 m−3

∗ gx may refer to either gN or gO2
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Table 2.3: Process rates for the growth and decay processes of the active biomass.
The rate expressions follow [18].

Process Process rate

Growth AOB µmax
XAOB

SO2
K

O2
XAOB

+SO2

S
NH+

4

K
NH+

4
XAOB

+SNH4

XAOB

Aerobic respiration AOB bXAOB ·
SO2

K
O2
XAOB

+SO2
·XAOB

Anaerobic respiration AOB bXAOB · η ·
K

O2
XAOB

K
O2
XAOB

+SO2
·

S
NO−

3

K
NO−

3
XAOB

+S
NO−

3

·XAOB

Growth NOB µmax
XNOB ·

SO2
K

O2
XNOB

+SO2
·

S
NO−

2

K
NO−

2
XNOB

+S
NO−

2

·XNOB

Aerobic respiration NOB bXNOB ·
SO2

K
O2
XNOB

+SO2
·XNOB

Anaerobic respiration NOB bXNOB · η ·
K

O2
XNOB

K
O2
XNOB

+SO2
·

S
NO−

3

K
NO−

3
XNOB

+S
NO−

3

·XNOB

Growth Anammox µmax
XAN ·

K
O2
XAN

K
O2
XAN

+SO2
·

S
NO−

2

K
NO−

2
XAN

+S
NO−

2

·
S

NH+
4

K
NH+

4
XAN

+S
NH+

4

·XAN

Aerobic respiration Anammox bXAN ·
SO2

K
O2
XAN

+SO2
·XAN

Anaerobic respiration Anammox bXAN · η ·
K

O2
XAN

K
O2
XAN

+SO2
·

S
NO−

3

K
NO−

3
XAN

+S
NO−

3

·XAN
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Table 2.4: Parameters used by the reaction model. The data originates from [18].

Description Symbol Value

Ammonium oxidizing bacteria (AOB)

Maximum growth rate µmax
XAOB 2.05 d−1

Affinity constant for NH+
4 K

NH+
4

XAOB
2.4 gN m−3

∗ Inhibition constant for NO−
3 K

NO−
3

XAOB
1.0 gN m−3

Affinity constant for O2 KO2
XAOB

0.6 gO2 m−3

Aerobic endogenous respiration rate bXAOB 0.13 d−1

Yield YXAOB 0.15 gCOD g−1
N

Nitrite oxidizing bacteria (NOB)

Maximum growth rate NOB µmax
XNOB 1.45 d−1

Affinity constant for NO−
2 K

NO−
2

XNOB
5.5 gN m−3

∗ Inhibition constant for NO−
3 K

NO−
3

XNOB
1.0 gN m−3

Affinity constant for O2 KO2
XNOB

2.2 gO2 m−3

Aerobic endogenous respiration rate bXNOB 0.06 d−1

Yield YXNOB 0.041 gCOD g−1
N

Anammox bacteria

Maximum growth rate Anammox µmax
XAN 0.072d−1

Affinity constant for NH+
4 K

NH+
4

XAN
0.07 gN m−3

Affinity constant for NO−
2 K

NO−
2

XAN
0.05 gN m−3

∗ Inhibition constant for NO−
3 K

NO−
3

XAN
0.07 gN m−3

Inhibition constant for O2 KO2
XAN

0.01 gO2 m−3

Aerobic endogenous respiration rate bXAN 0.003d−1

Yield YXAN 0.159 gCOD g−1
N

Miscellaneous

Anoxic reduction constant η 0.5
Inert fraction of decaying biomass fXI 0.1 gCOD g−1

COD

Nitrogen content in biomass iNX 0.07 gN g−1
COD

Nitrogen content in biomass iNXI
0.02 gN g−1

COD

∗ Data was lacking from [18]
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Table 2.5: Stoichiometric relations for substrates. The expressions follow [18].

Process S
NH+

4
S

NO−
2

S
NO−

3
SN2 SO2

Growth AOB −1
YXAOB

− iNX
1

YXAOB
1 − 3.43

YXAOB
Aerobic respiration AOB iNX

− iNXI
fXI fXI − 1

Anaerobic respiration AOB iNX
− iNXI

fXI −
1−fXI

2.86

Growth NOB −iNX
−1

YXNOB
1

YXNOB

1−fXI
2.86 1 − 1.14

YXNOB
Aerobic respiration NOB iNX

− iNXI
fXI fXI − 1

Anaerobic respiration NOB iNX
− iNXI

fXI −
1−fXI

2.86
1−fXI

2.86

Growth Anammox −1
YXAN

− iNX
−1

YXAN
− 1

1.14
1

1.14
2

YXAN
Aerobic respiration Anammox iNX

− iNXI
fXI fXI − 1

Anaerobic respiration Anammox iNX
− iNXI

fXI −
1−fXI

2.86
1−fXI

2.86

To determine the net rate of production for rSi, multiply the process rate found in Table 2.3
by the stoichiometric coefficient for the substrate in question and sum over all processes.

Table 2.6: Stoichiometric relations for the biomass. The expressions follow [18].

Process XAOB XNOB XAN XI

Growth AOB 1
Aerobic respiration AOB -1 fXI

Anaerobic respiration AOB -1 fXI

Growth NOB 1
Aerobic respiration NOB -1 fXI

Anaerobic respiration NOB -1 fXI

Growth Anammox 1
Aerobic respiration Anammox -1 fXI

Anaerobic respiration Anammox -1 fXI

To determine the net rate of growth rXi, multiply the process rate found
in Table 2.3 by the stoichiometric coefficient for the biomass component in
question and sum over all processes.



Chapter 3

Extremum seeking control of the
CANON process

Abstract

The chapter considers the use of extremum seeking control (ESC) for real-
time optimization of the completely autotrophic nitrogen removal over nitrite
(CANON) process. In particular, the feasibility of employing relatively fast
estimation and control, compared to the open-loop dynamics, is considered.
From simulations it is found that ESC can lock onto stationary solutions far
removed from the optimum and that, for some control parameters, multiple
stationary solutions may exist. To verify the simulation results we analyze a
general dynamic model for ESC and show that all stationary solutions can be
characterized by simple conditions on the gain and phase-lag of the frequency
response of the locally linearized system. In order to relate the derived con-
ditions to conditions for optimality, we consider characteristic dynamic prop-
erties of systems displaying extremum points and show that the phase-lag
condition implies that a stationary solution is likely to exist in the vicinity
of the optimum, even with relatively fast estimation and control. However,
the phase-lag condition can also be fulfilled at operating points with no re-
lation to the optimum whatsoever. Thus, ESC can yield multiple stationary
solutions and for some initial conditions lock onto solutions far removed from
the optimum. A simple stability analysis is presented to verify that multiple
solutions can be locally asymptotically stable. A simple bioreactor model
is considered to illustrate the results and we show that ESC provides three
stationary solutions, of which two are stable and one unstable, even for rela-
tively slow estimation schemes. We also confirm that the stationary solutions
of the CANON process, found through simulations, fulfill the the phase-lag
condition derived in the chapter.

39
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3.1 Introduction

Extremum seeking control (ESC), is an on-line optimization method used to achieve
and maintain optimal operating conditions for a process in real time. The method
is based on an adaptive feedback scheme, and will track the optimum as it moves
over time while adapting to changing operating conditions. The use of a strict
feedback scheme for optimization, and hence the ability to deal with uncertainty
and unmeasured disturbances, is one of the main strengths of the ESC method.
Another strength of the method is that it can be used without any explicit process
model and hence allows optimization also of processes which are too complex or
too costly to model with any reasonable accuracy. The combination of a feedback
scheme and model independence makes ESC seem well suited for optimization of
the completely autotrophic nitrogen removal over nitrite (CANON) process which
we consider here.

The extremum seeking control scheme considered in this chapter is in principle a
direct extension of the method as it was originally proposed already at the beginning
of the 20th century [35]. Essentially, a sinusoidal perturbation is added to the input
with the purpose of estimating the gradient of the input-output mapping and an
integral feedback controller is used to drive the estimated gradient to zero. The
early works were based on the assumption of purely static, or memoryless, systems.
However, following the publication of Draper and Li [11], in which extremum seeking
was successfully applied a combustion engine, the interest in ESC took off, and in
the 50’s and 60’s the method was extended to include linear dynamics in the form
of Hammerstein or Wiener models. See e.g., [53, 2, 4, 9] for some historical reviews.
During this period, the method was also demonstrated on a number of applications
such as optimization of combustion processes [11] and various chemical processes
[29].

Most chemical processes have nonlinearities that are inherent in the state dy-
namics and hence can not be completely assigned to the input side, as in Hammer-
stein models, or output side, as in Wiener models. However, it was only recently
that the application of ESC to general nonlinear dynamical systems was consid-
ered by Krstić and co-workers [32, 31]. They analyze the stability and convergence
properties of the classic ESC scheme when applied to general type dynamical sys-
tems described by a set of nonlinear ordinary differential and algebraic equations.
Their analysis is focused on local stability and convergence, and is based on using
averaging and singular perturbations combined with a local series expansion about
the optimum. They prove that, under certain assumptions, the ESC will converge
to a stationary solution close to the optimum with a control error proportional
to the square of the amplitude of the perturbation. The proof is largely based
on separation of time-scales, and for this to hold it is necessary to assume that
the perturbation frequency is low compared to the dominant poles of the system.
Furthermore, it is necessary to assume that the extremum seeking control is slow
compared to the perturbation frequency. Thus, the analysis is not only local but
also depends on the extremum seeking being significantly slower than the dynamics
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of the process. It is therefore necessary to employ slow gradient estimation and
control and initiate the process close to the optimum to guarantee convergence to
the neighborhood of the optimum. Nevertheless, the results by Krstić are important
and has spurred a renewed interest in the field of ESC. Tan, Nešić, and Mareels [58]
extend the results in [32] to a semi-global setting while Moase and Manzie [40] show
that fast convergence is achievable for Hammerstein/Wiener type systems. We here
consider the classical and most studied variant based on sinusoidal perturbations
[4, 53, 2, 9]. The corresponding ESC loop is outlined in Figure 3.1, which also
defines the various signals of the scheme. The main motivation for choosing this
particular scheme is that it is model independent, relatively simple to implement
and also considered the default choice in ESC.

Σ
K

s
FL(s) Π

FH(s)

ξ

ẋ = f(x, θ)
y = h(x)

θ y

y − η

θ̂

a sin(ωt) sin(ωt)

Figure 3.1: Extremum seeking control loop based on sinusoidal perturbations.

To illustrate the basic idea of the ESC algorithm in Figure 3.1, assume for now
that the state-space model

ẋ = f(x, θ) (3.1)
y = h(x) (3.2)

can be replaced by a static input-output map

y = h ◦ l(θ) = J(θ) (3.3)

in which l is the input to state map and h the state to output map. As can
be seen in Figure 3.1, a sinusoidal perturbation is added to the control input θ̂.
The motivation behind this is that, for a static system and a small perturbation
amplitude a, the system output y will in stationarity also contain a sinusoid of the
same frequency scaled by the local gradient J ′(θ̂) = dJ(θ̂)/dθ of the input-output
map, i.e.,

y = J(θ̂) + J ′(θ̂)a sin(ωt), a→ 0 (3.4)
The bias part of y does not contain any information on the gradient and is filtered
out using a high-pass filter, denoted FH in Figure 3.1. Note that we for larger



42 CHAPTER 3. APPLYING ESC TO THE CANON PROCESS

amplitudes a also will have higher harmonics in y(t), but these will effectively be
filtered out by a subsequent low-pass filter as described below.

Now, multiplication of the output of the high-pass filter with the original per-
turbation in a modulator will yield a high frequency term as well as a DC part
proportional to the local gradient,

J ′(θ̂)a sin(ωt) · sin(ωt) = a

2J
′(θ̂)(1− cos(2ωt)). (3.5)

To retain the local gradient from the DC part, the output of the modulator is passed
through a low-pass filter FL. The final gradient estimate ξ then becomes

ξ ≈ |FL(0)||FH(iω)|a2J
′(θ̂). (3.6)

Finally, the gradient estimate ξ is passed through an integrator in order to drive
the system to a point of zero gradient, corresponding to a maximum or a minimum
in the map from θ to y.

Note that the method as outlined above was originally intended for use with
static systems. However, as mentioned in the introduction, it has later been shown
to work also for a wide class of dynamic systems under certain assumptions. The
main assumptions required to guarantee convergence are a slow ESC-loop compared
to the open-loop process dynamics and that the optimization is initialized close to
the optimum. Also note that we have not given explicit expressions for the filters
FL and FH here. The reason behind this is that, for the analysis presented in
this paper, it suffices that the filters are linear. However, in many studies of ESC
these filters are assumed to be first order filters given by FH(s) = s/(ωh + s) and
FL(s) = ωl/(ωl + s), and this is also what we employ in all simulations in this
chapter.

For the rest of this chapter we relax the assumption of the system acting as a
static map, and consider the process to be described by a general set of nonlinear
differential equations combined with a nonlinear state-to-output map. It is assumed
that the open-loop system is asymptotically stable for all inputs θ and can be
described by a state space model of the form

ẋ = f(x, θ), x ∈ Rn, θ ∈ R
y = h(x), y ∈ R (3.7)

The assumption of asymptotic stability can be relaxed by introducing a stabilizing
feedback control law. The functions f : Rn×R → Rn and h : Rn → R are
assumed to be sufficiently smooth such that all necessary derivatives exist. Fur-
thermore, we assume that there exist a sufficiently smooth function l : R → Rn

such that
0 = f(x, θ)

if and only if
x = l(θ). (3.8)
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The assumptions above imply that the stationary solutions of (3.7) are parametrized
by θ and that the composite function

J = (h ◦ l) : R → R (3.9)

exists and is sufficiently smooth. The function (3.9) is the steady-state input-
output map between θ and y, and is the function we want to optimize by employing
ESC. We will assume that (3.9) has an extremum which is either a maximum or a
minimum. For simulations, the complete dynamics of the ESC loop assuming first
order filters might be expressed as

ẋ =f(x, θ̂ + a sin(ωt))
y =h(x)
η̇ =ωh(y − η)
ξ̇ =ωl((y − η) sin(ωt)− ξ)
˙̂
θ =Kξ.

3.2 Simulation study of ESC applied to the CANON
process

In the previous chapter we introduced the CANON process and derived a model
with the purpose of evaluating the applicability of various control strategies. In this
section we utilize this model to evaluate if ESC is a suitable method for optimizing
the CANON process.

According to the results in [32] and [58], it should be clear that the ESC loop
will converge to the optimum of the CANON process if the loop parameters are
chosen small enough and the optimization is initialized not too far from the opti-
mum. However, since the CANON process includes very slow dynamics, it would
be impractical to perform the optimization in a time-scale much slower than the
CANON process itself and we therefore tune the ESC loop parameters comparably
aggressively in order to make the time-scale of the convergence approach the time-
scale of the plant dynamics. For simulations, we apply the classical ESC scheme
outlined in Figure 3.1 to the model of the CANON process, discretized using the
FVM method outlined in the previous chapter.

We first note that the achievable convergence rate is in general limited by the
choice of perturbation frequency ω. The reason is that the bandwidth of the gra-
dient estimation is in principle limited by this frequency, and we should normally
not use a controller bandwidth higher than the bandwidth of the observer we use.
We therefore use ω as the main tuning parameters and let the remaining tuning
parameters except a be determined by the choice of ω. The parameter a determines
the amplitude of the perturbation and to avoid large oscillations at stationarity we
fix it at a small value. Specifically, we apply the following filters and parameter
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settings for the simulations:

FH(s) = s

s+ ωH
, FL(s) = ωL

s+ ωL
, ωH = ωL = 0.1ω, K = 0.01ω, a = 0.001.

These settings imply that the integral feedback used to regulate the gradient to zero
has a bandwidth about one decade lower than the bandwidth of the filters used for
the gradient estimation.

We start by considering a relatively low perturbation frequency compared to
the plant dynamics and use ω = π/10 rad d−1. Note that, albeit a low frequency,
it is still sufficiently high to possibly violate the time-scale separation arguments
of the analysis presented in Krstić and Wang [32]. With this frequency, the ESC
loop is able to locate the optimum as illustrated in Figure 3.2, but it takes several
years to approach the optimum and hence the convergence rate is far too low to be
of any practical relevance.

In an attempt to speed up the convergence we next increase the perturbation fre-
quency and control bandwidth with two decades, corresponding to the perturbation
frequency ω = 10π rad d−1. Now the ESC loop moves the process away from the
optimum (not shown here), i.e., the ESC loop diverges. Thus, the ESC loop appears
to have become unstable. For Hammerstein-Wiener dynamics it is well known that
the phase-lag introduced by the plant may destabilize the optimum [53] by causing
a switch in the sign of the estimated gradient. To overcome this problem several
authors have proposed to include phase-compensation in the loop [53, 2]. Even
though the CANON process cannot be well described by a Hammerstein-Wiener
model, it is reasonable to assume that a similar phenomena has occurred, i.e., that
the plant phase-lag for this perturbation frequency has caused a sign-change which
destabilizes the loop. To compensate for this, we simply try to switch the sign of
the controller gain K. This turns out to stabilize the loop which then converges to
the optimum, as may be seen from Figure 3.3, but now at a much improved rate
compared to Figure 3.2.

In an attempt to determine for which value of ω the stability is lost such that
a sign change of K is required for stability, we test also the intermediate frequency
ω = 2π with both positive and negative K, see Figures 3.4–3.5. For this frequency,
we find that for positive K the behavior depends on the initial conditions as is
evident from the simulations in Figure 3.4, i.e., the loop may either converge to the
optimum or diverge depending on the initial conditions. For negative K the loop
converges, but depending on the initial conditions it converges to one of two different
solutions, none of which are close to the optimum, see Figure 3.5. Clearly, the
behavior of the loop is more complex than first expected. The loop displays multiple
stationary solutions and a convergence and stability behavior which appears difficult
to predict. This motivates a more general study of the stationary solutions of the
ESC loop in order to explain the observed results.
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Figure 3.2: Simulation of ESC applied to the CANON process using the perturba-
tion frequency ω = π/10.
a) Evolution in time of the nominal oxygen concentration [gO2 m−3].
b) Dotted line: steady-state mapping of the CANON model. Solid line: simulation.
The initial condition for the simulation is marked by an empty circle, the stationary
solution is marked by a filled circle, and the movement in time is indicated by the
arrow.
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Figure 3.3: Simulation of ESC applied to the CANON process using the perturba-
tion frequency ω = 10π and negative K.
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Figure 3.4: Simulations of ESC applied to the CANON process using the pertur-
bation frequency ω = 2π and positive K.
a) Solid line: evolution in time of the nominal oxygen concentration when initial-
ized from steady-state corresponding to an oxygen concentration of 0.24 gO2 m−3.
Dashed line: evolution in time of the nominal oxygen concentration when initialized
from steady-state corresponding to an oxygen concentration of 0.235 gO2 m−3.
b) Dotted line: steady-state mapping of the CANON model. Solid lines: simula-
tions. Initial conditions for the simulations are marked by empty circles, stationary
solutions are marked by filled circles, and the movement in time is indicated by the
arrows.
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Figure 3.5: Simulations of ESC applied to the CANON process using the pertur-
bation frequency ω = 2π and negative K.
a) Solid line: evolution in time of nominal oxygen concentration when initial-
ized from steady-state corresponding to an oxygen concentration of 0.29 gO2 m−3.
Dashed line: evolution in time of nominal oxygen concentration when initialized
from steady-state corresponding to an oxygen concentration of 0.32 gO2 m−3.
b) Dotted line: steady-state mapping of the CANON model. Solid lines: simula-
tions. Initial conditions for the simulations are marked by empty circles, stationary
solution are marked by a filled circles, and the movement in time is indicated by
the arrows.
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3.3 Stationary solutions of the ESC scheme

In most works dealing with ESC of general nonlinear dynamical systems, e.g., [32, 7,
58], it is assumed that there exists a stationary solution locally about the optimum,
at least under a given set of assumptions. Results on stability and deviation from
the true optimum are then derived by means of a local analysis about the optimum.
However, our simulations imply that there may exist multiple stationary solutions of
which some cannot be considered local to the optimum. In this section we therefore
aim at deriving a set of conditions which can be used to determine the stationary
solutions, irrespective of the optimality conditions.

Consider now the system (3.7) controlled by an ESC-loop as shown in Figure 3.1.
We are interested in determining the stationary solutions for this scheme and in this
chapter we will assume that that these correspond to a constant nominal control
input, i.e., θ̂ = θ̄ for any stationary solution. Clearly, this corresponds to the signal
ξ = ˙̂

θ/K = 0 which is easily seen from Figure 3.1. Under this assumption the input
to the process will be given by

θ(t) = θ̄ + a sin(ωt) (3.10)

for any stationary solution. Assume that the amplitude of the perturbation a is
small. Then the response in the process output y will consist of a DC component
combined with the frequency response for a sin(ωt). Since a is small, the frequency
response is well described by the transfer-function G(s) obtained by linearizing the
process around the steady-state corresponding to x̄ = l(θ̄). Hence, the stationary
output is given by

y(t) = J(θ̄) + |G(iω)|a sin(ωt+ arg(G(iω))) (3.11)

The presence of the high-pass filter FH will effectively remove the DC component
of y, resulting in the response

y(t)− η(t) = |G(iω)||FH(iω)|a sin(ωt+ ϕ) (3.12)

where
ϕ = arg(G(iω)) + arg(FH(iω)) (3.13)

is the aggregated phase-lag of the system and the high-pass filter. The signal y− η
is “demodulated” by multiplication with sin(ωt) to yield

(y(t)− η(t)) sin(ωt) = a

2 |G(iω)||FH(iω)|(cos(ϕ)− cos(2ωt+ ϕ)) (3.14)

where we have used the trigonometric identity

sin(α) sin(β) = 1
2 (cos(α− β)− cos(α+ β)) (3.15)
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Note that since ϕ is constant for a fixed ω, the demodulated signal consists of a
DC component and a sinusoidal component with twice the perturbation frequency.
Low-pass filtering the demodulated signal finally gives an expression for ξ,

ξ =a

2 |FL(0)||G(iω)||FH(iω)| cos(ϕ)−
a

2 |FL(i2ω)||G(iω)||FH(iω)| cos(2ωt+ ϕ+ arg(FL(i2ω)))

The low-pass filter is assumed to effectively filter out the high frequency component,
i.e.,

|FL(i2ω)| = 0, (3.16)

which yields

ξ = a

2 |FL(0)||G(iω)||FH(iω)| cos(ϕ). (3.17)

Since ξ = 0 is required for a stationary solution, it follows that our condition for
stationarity becomes

a

2 |FL(0)||G(iω)||FH(iω)| cos(ϕ) = 0 (3.18)

Clearly, (a/2)|FL(0)||FH(iω)| > 0 by design, so the only possibility for (3.18) to be
true is if either

|G(iω)| = 0 (3.19)

or

cos(ϕ) = 0⇒ ϕ = π

2 + nπ, n ∈ Z (3.20)

From the analysis above we draw the conclusion that the stationary solutions are
characterized either by the system being output invariant with |G(iω)| = 0, ∀ω
or the phase-lag (3.13) fulfilling (3.20). Since the latter criterion can be fulfilled
irrespective of the optimality conditions, there can exist stationary solutions with no
relation to the optimum whatsoever. Furthermore, the phase-lag ϕ can in principle
vary with the input θ in such a way that (3.20) can be fulfilled at several different
values of θ̄. Hence, the analysis above suggests that some systems could have
multiple stationary solutions for a fixed tuning.

The derivation above is not strict since it depends on (3.16), a condition that no
realizable filter actually fulfills. However, if we consider the full ESC-loop, it is clear
that high-frequency components will be attenuated not only by the low-pass filter
but also by the integrator and typically by the process itself as well. Furthermore,
if we consider the average of ξ over one time period of the pertubation T = 2π/ω
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we get

1
T

∫ T

0
ξdt = 1

T

a

2 |G(iω)||FH(iω)|
∫ T

0
(|FL(0)| cos(ϕ)− |FL(i2ω)| cos(2ωt+ ϕ+ arg(FL(i2ω))))dt =

1
T

a

2 |G(iω)||FH(iω)|

∫ T

0
|FL(0)| cos(ϕ)dt−

∫ T

0
|FL(i2ω)| cos(2ωt+ ϕ+ arg(FL(i2ω)))dt︸ ︷︷ ︸

=0

 =

a

2 |FL(0)||G(iω)||FH(iω)| cos(ϕ).

This is exactly what we get from assuming (3.16), i.e., the assumption corresponds
to studying the average behaviour of the system and this makes sense since we
are interested in stationary solutions. If the assumption (3.16) is not made, then
θ̂ would not be constant for stationary solutions and we would instead have to
consider limit-cycles of small amplitude which we will do in the next chapter.

3.4 Relation of stationary solutions to optimality

From the above we find that the plant at stationary solutions of the ESC scheme
either have zero gain |G(iω)| = 0 or a phase-lag ϕ = π

2 + nπ at the excitation
frequency ω. To better understand how this affects ESC when applied to gen-
eral dynamic systems, it is interesting to relate it to properties of systems with
steady-state input multiplicity. Steady-state input multiplicity is a property that
all systems viable for ESC exhibits, i.e., there are multiple inputs yielding the same
output at steady-state due to the existence of a maximum or minimum. Such sys-
tems have been shown to possess certain dynamic properties [23] that are relevant
for the stationary solutions of the ESC loop as derived above.

Let
G(s) = Q

b0 + b1s+ · · ·+ bms
m

a0 + a1s+ · · ·+ ansn
, n ≥ m

be the proper transfer-function of (3.7) linearized about a steady-state solution
x̄ = l(θ̄). Then the stationary gain is given by

dJ(θ̄)
dθ

= J ′(θ̄) = G(0) = Q
b0
a0

Let θ∗ be the value for which J achieves its extremum. Then it follows that J ′ switch
sign through zero at θ = θ∗, i.e., the sign of J ′(θ∗ + ε) is opposite of J ′(θ∗ − ε) for
small values of ε. This implies that the stationary gain G(0) also will switch sign
through zero when linearized about x∗ = l(θ∗). This can only happen if either of

Q = ±0, or b0 = ±0 (3.21)

is true at the optimum (a0 = ±∞ is not possible for proper systems [27]). If Q = 0,
then all dynamics disappear at the extremum since G(s) ≡ 0, ∀s, i.e., the output
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is invariant at the optimum. If instead b0 = 0 and some bk 6= 0, then G(s) will
have a real transmission-zero at the origin at the optimum. Hence, there exist s
such that G(s) 6= 0 at the optimum. In this case the system will have a dynamic
response even at the extremum point. Furthermore, for small variations of the
point of linearization, the linearized system will have a transmission-zero moving
between the RHP and the LHP through the origin [23]. Thus, the linearized system
will be non-minimum phase, at least locally, on one side of the extremum.

Consider now the case of a Hammerstein or Wiener model, as considered in
most previous studies on ESC. Linearizing such a model returns the already linear
dynamics, scaled by the local gradient of the static input or output nonlinearity. For
such models it is clear that the optimum corresponds to the case with Q = 0, since
the gradient of the static nonlinearity is zero at the optimum. This implies that
the gain condition (3.19) will be fulfilled at the optimum, rendering the optimum
a stationary solution of ESC for sufficiently small a. Furthermore, the phase-lag of
such models is invariant with respect to θ̄ everywhere except at the optimum. At
the optimum, the gain of the linearized system change sign, thereby shifting the
phase-lag at all frequencies by 180◦. Hence there will only be isolated frequencies
for which the ESC can lock on to a solution with ϕ = π

2 +nπ. Thus, for essentially
any choice of the excitation frequency ω, and small values of a, the optimum will
be an unique stationary solution of the ESC scheme. Furthermore, the deviation
from optimality for larger a will only depend on the degree of non-symmetry of
the mapping J around the optimum. As shown in Krstić and Wang [32], the
solution will also be locally stable for an appropriate choice of controller parameters,
including a sufficiently small excitation frequency ω.

Consider next the case of a more general nonlinear model for which the optimum
corresponds to b0 = ±0. At the optimum, G(s) then has a transmission-zero at
s = 0. From [32] we expect to find a stationary solution close to the optimum,
at least for low perturbation frequencies ω. Indeed, with a zero at s = 0 we have
phase-lag π/2 at ω = 0. However, for small non-zero perturbation frequencies we
will have a phase-lag of π/2 close to the optimum instead. To see this, consider what
happens if we fix a frequency ω and vary the point of linearization locally about the
optimum. As we vary θ̄, the transmission-zero will vary over some interval (−ε1, ε2)
with ε1, ε2 > 0. But then the phase contribution in G(iω) from the transmission-
zero will vary by ∆ϕ rad as the transmission-zero varies over (−ε1, ε2), as illustrated
in Figure 3.6.

By considering Figure 3.6, we conclude that if ω is low compared to the size of
the interval (−ε1, ε2), the variation in phase ∆ϕ will be close to π rad. Especially,
we see that ∆ϕ → π rad as ω → 0. Since this variation is continuous, the phase
condition ϕ = π/2 + nπ is likely be fulfilled for some θ̄ close to the optimal θ∗ for
low perturbation frequencies.

Note that if we increase the perturbation frequency ω, a larger variation of
the transmission-zero is needed to ensure the same variation in phase. Since the
transmission-zero of G(s) moves away from the origin as θ̄ moves away from the
optimal input θ∗, we realize that we will typically get a larger deviation from the
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Figure 3.6: Change in phase contribution of a varying real transmission-zero z
in a linear system on the form G(s) = (s + z)G0(s). ∆ϕi denote the change in
the phase-lag of the linear system for the fixed frequencies ωi as z varies over the
interval (−ε1, ε2).

optimum for a higher frequency. This corresponds well with the results based
on local approximations around the optimum in [7]. Note also that even if the
variation in phase is reduced for higher frequencies, it is still possible that the phase
condition is fulfilled close to the optimum even for high frequencies. The slower the
transmission-zero moves with changes in θ̄, the larger the distance to the optimum
will be for a given excitation frequency. Also, note that as the transmission-zero has
moved some distance from the imaginary axis, the impact of other poles and zeros
are likely to interfere with its phase contribution and we may not get a phase-lag
of ϕ = π

2 +nπ at any solution in the vicinity of the optimum. Thus, for sufficiently
large frequencies there may not be any stationary solutions related to the existence
of a process optimum.

Finally, it is clear that a process may have frequencies where the phase-lag
condition ϕ = π

2 +nπ is fulfilled without any relation whatsoever to the optimality
conditions discussed above. If this frequency varies with θ̄, then we will have a
continuous range of excitation frequencies for which a stationary solution unrelated
to the optimum will exist. In such cases it also likely that multiple stationary
solutions will exist, of which one is related to the optimality of the process while
the others are not. However, as noted above, there may also exist situations where
no stationary solution related to the optimality conditions of the process exists.
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3.5 Stability of stationary solutions

As shown above, depending on the dynamic properties of the process and the exci-
tation frequency ω, the ESC may lock on to different types of stationary solutions,
characterized by either (3.19) or (3.20). In practice, one will of course only observe
stable stationary solutions and hence it is of interest to determine conditions for
stability of the stationary solutions.

To simplify the stability analysis we will assume that the control is sufficiently
slow so that the process in combination with the low-pass and high-pass filters
acts as a static map from θ to ξ. Note that the control can be slow even if the
excitation frequency is relatively high since the response time also depends on
other parameters such as perturbation amplitude a and integrator gain k. Also
note that the purpose of the stability analysis presented here simply is to show that
in principle all stationary solutions discussed above can be asymptotically stable.

Consider the ESC closed loop in Figure 3.1. This loop can be simplified as
shown in Figure 3.7 where all blocks but the integrator block have been included
in the block labeled L.

L

K

s

ξθ̂

Figure 3.7: Simplified representation of ESC scheme in Figure 3.1

To investigate the stability of the simplified loop we seek to find an algebraic
expression for the relation

ξ = L(θ̂).

If θ̂ is varying slowly, then the local response of the system (3.7) to small and
relatively fast perturbations can be approximated by the system linearized about
the current θ̂. Thus, we approximate the system by a linear parameter varying
(LPV) system with θ̂ as a parameter. We form

ẋ =A(θ̂)x+B(θ̂)θ
ỹ =C(θ̂)x

which yields the θ̂-parametrized transfer-function

G(s, θ̂) = C(θ̂)(sI −A(θ̂))−1B(θ̂). (3.22)

If ω is fast compared to the variations in θ̂, we can consider the problem using
separate time-scales. For the fast time-scale, we approximate θ̂ as a constant and
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follow the same steps as when we derived (3.17) to characterize the stationary
solutions. We get

ξ = a

2 |FL(0)||G(iω, θ̂)||FH(iω)| cos(ϕ(θ̂)) = L(θ̂). (3.23)

This static map is the relation between θ̂ and ξ in the slow time-scale. Again, we
are interested in stationary solutions corresponding to ξ = 0, or θ̂ = θ̄ constant.
To determine the stability of such solutions we consider a linearization of L around
the stationary solutions for L(θ̄) = 0

L(θ̂) ≈ dL(θ̄)
dθ̂

θ̃, θ̃ = θ̂ − θ̄. (3.24)

Now if we replace L by its linear approximation in the closed loop in Fig. 3.7, it
should be clear the closed loop will have a single pole at

K
dL(θ̄)
dθ̂

. (3.25)

The stability of the loop is determined by the sign of the pole and the stability
criterion thus becomes

K
dL(θ̄)
dθ̂

< 0 (3.26)

Condition (3.26) can in principle be satisfied for any type of stationary solution dis-
cussed above, and hence all types of solutions can in principle be stable. Also, note
that any stationary solution can be made stable by simply choosing the appropriate
sign of the controller gain K.

We stress that the analysis above is valid for a slowly varying θ̂ only. However,
this is reasonable locally about a stationary solution since we know that ˙̂

θ = Kξ = 0
at these solutions. Furthermore, to ensure that θ̂ varies slowly, a and K could be
chosen small (a also needs to be small for the linearization to be valid). It might
seem counter intuitive to assume that θ̂ varies slowly when we chose ω fast in order
to speed up the convergence of θ̂. However, we only need θ̂ to be slow locally about
the stationary point, so in principle the convergence do not need to be slow far
from the stationary point.

3.6 Example: Isothermal bioreactor

In order to illustrate the results above in a transparent fashion which furthermore
easily can be reproduced by the reader, we consider a simple isothermal bioreactor
for converting species A into species B, but in which there also is a side reaction
producing species C from B [47]. The presence of a side reaction implies that there
is a maximum in the yield of B with respect to the residence time in the reactor.
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The residence time can be controlled using the reciprocal of the total flow into the
reactor as input. The reactor model is

∂α

∂t
+ 1
q

∂α

∂z
= −αβ

∂β

∂t
+ 1
q

∂β

∂z
= αβ − β

φ(1 + ρβ)
Here α and β are dimensionless concentrations of A and B, respectively, q is the
reciprocal of the total flow, i.e., proportional to the residence time, and φ and ρ
are parameters describing the reaction kinetics. The dimensionless length of the
reactor is 1, i.e., z ∈ [0, 1]. We consider the same nominal parameter values as in
[47], i.e., φ = 20, ρ = 3 and α(t, 0) = 0.8 and β(t, 0) = 0.2. We use the method of
lines for simulation and employ simple backward Euler with N = 10 elements for
the spatial discretization.

The static map from the residence time θ = q to the product concentration of B,
y = β(1), is shown in Figure 3.8. As can be seen, there is a maximum concentration
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Figure 3.8: Open-loop steady-state input-output map for the bioreactor descibed
in section 3.6.

of B, y = 0.915, for a residence time q = 6.01. Through linearization we find that
there is a transmission-zero at s = 0 in the transfer-function of the linearized system
at the optimum, and this transmission-zero moves into the RHP for higher values
of the residence time q. Thus, the system does not have any steady-states for which
the amplitude |G(iω)| = 0 for any non-zero frequency ω. According to the analysis
presented above, this implies that that any stationary solution to the ESC loop
applied to the bioreactor must satisfy the phase-lag condition ϕ = π

2 + nπ.
We employ the cut-off frequency ωh = 0.01 in the first-order high-pass filter and

then compute solutions in terms of ω to ϕ = π
2 + nπ for steady-states within the
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input range q ∈ [0, 200]. This is done by linearizing the process about a steady-state
and numerically determining the solutions to cos(ϕ(ω)) = 0. The frequencies ω
which are found in this manner correspond to the perturbation frequencies that will
have the corresponding steady-state as a stationary solution for the ESC scheme.
The results in terms of stationary residence time and concentration of B as functions
of the perturbation frequency ω are shown in Figure 3.9.
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Figure 3.9: Stationary solutions of residence time, q, and product concentration in
the outflow, β(1), as functions of the excitation frequency ω for the closed ESC-
loop of the bioreactor. The solid lines show solutions which are locally stable for a
positive integral gain K, while the dotted lines show unstable solutions.

As can be seen, for perturbation frequencies up to ω = 0.33 the ESC scheme
has a stationary solution close to the optimal concentration 0.915. However, as can
also be seen from Figure 3.9, there is a bifurcation at ω = 0.33, resulting in multiple
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steady-states in the range ω ∈ [0.047, 0.33]. From simulations as well as from the
simplified stability analysis presented above, we find that the solutions at the upper
and lower branches are stable while the solutions at the intermediate branch are
unstable for K > 0. For instance, for the perturbation frequency ω = 0.2 radmin−1

we find three solutions with concentrations y = 0.913 (stable K > 0), y = 0.805
(stable K < 0) and y = 0.620 (stable K > 0), respectively. See Figure 3.10.
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Figure 3.10: Simulated time responses of residence time q (control input, right col-
umn) and product concentration in the outflow β(1) (process output, left column)
when the ESC-loop is closed are shown for three cases (top, middle, and bottom
rows). In the top and middle cases all parameters were identical, but the optimiza-
tion were initialized from different initial conditions corresponding to the open-loop
steady-state solution for q = 15 (top) and q = 20 (middle). Both the middle and
bottom simulations were initialized from the same initial conditions but for the
bottom simulation, the sign of the integral gain K was changed. The excitation
frequency ω = 0.2 was used for all three cases.

Thus, depending on the initial conditions, the ESC may converge to a solution
close to the optimal yield or to a solution with low yield. Note that this is true
even for perturbation frequencies which are low (e.g., ω = 0.05 radmin−1) relative
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to the dynamics of the reactor with a dominant time-constant around 5min. Note
also that if we negate the sign of K, we make the middle branch of the bifurcation
diagram in Figure 3.9 stable and attractive and the other two branches unstable.

We finally note that the upper branch in the bifurcation diagram for y = β(1)
in Figure 3.9 stays close to the optimum yield even for relatively high frequencies.
The bifurcation does not occur until ω = 0.33 which is a frequency with a time
period comparable to the time-constant of the process. This implies that it can
indeed be plausible to use relatively high perturbation frequencies in the ESC-loop
and still converge to the close vicinity of the optimum.

3.7 The CANON process revisited

For the CANON process, we found from the simulations in section 3.2 that, with
an excitation frequency ω = 2π rad d−1, the ESC scheme could converge to three
different stationary solutions of which one was close to the optimum and the other
two was far removed from the optimum. See Figure 3.4. The observed behavior
may be well described by the theory discussed in the paper. For example by switch-
ing the sign of K, the stability of the stationary solutions should change which was
indeed observed in the simulation study. Unfortunately, due to the use of upwind-
differentiation, the CANON simulation model contains logic which prevents formal
linearization of the model. However, by studying the system response to the pertur-
bation at the stationary solutions it is clear that the signals are shifted in phase by
π/2 rad and that the output is not invariant which imply that the phase condition
is responsible for the stationary solutions. Figure 3.11 illustrate the phase-lag at
one of the stationary solutions away from the optimum which is easily seen to be
π/2 rad.

3.8 Summary and conclusions

We have in this chapter considered extremum seeking control of a complex and
relatively slow process; the CANON process for ammonium removal from wastew-
ater. Direct application of the ESC scheme with periodic excitation revealed that
the scheme could converge to stationary solutions far removed from the optimum,
and furthermore that multiple stationary solutions could exist. An analysis of a
general dynamic model revealed that the stationary solutions of the ESC are char-
acterized either by the linearized dynamics having zero gain for all frequencies
|G(iω)| = 0 ∀ω, or the phase-lag at the excitation frequency fulfilling ϕ = π

2 + nπ.
This result was related to previous results on properties of dynamic systems close to
extremum points in the input-output map [23], and based on this we could conclude
that either condition for stationarity are likely to be fulfilled in some vicinity of the
optimum for sufficiently low excitation frequencies. However, there may also exist
stationary solutions fulfilling the phase-lag condition at operating points with no
relation to the optimality condition whatsoever. Furthermore, for higher excitation
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Figure 3.11: Stationary response of the CANON process at the solution corre-
sponding to an oxygen concentration of 0.355 gO2 m−3 for ω = 2π and negative
K. Solid line: normalized perturbation. Dashed line: normalized output from
high-pass filter. The mean of the output has been removed and the amplitude of
both the perturbation and the response has been normalized to unity to simplify
comparison.

frequencies, there may not exist any stationary solutions related to the optimality
of the process.

The use of relatively low excitation frequencies would make the ESC impractical
for slow processes like the CANON process as it would take months or years to
arrive at the optimum and then only in the absence of disturbances. Thus, future
research should consider whether it is possible to modify the simple ESC scheme
with periodic excitation to ensure convergence to the close vicinity of the optimum
also for higher excitation frequencies. We believe that utilization of the knowledge
of the general behavior of dynamic processes around extremum points, as discussed
above, will prove crucial to solve this problem.



Chapter 4

Bifurcations and
multiplicity of solutions for
extremum seeking control

Abstract

The classical extremum seeking control (ESC) scheme with periodic ex-
citation for gradient estimation corresponds to a periodically forced system.
Recent results based on asymptotic methods have shown that the system
will posses a stable limit cycle close to the optimum with the same period
as the forcing, provided the perturbations and gradient estimate feedback
are both sufficiently slow. Here we avoid any asymptotic assumptions and
consider the stationary solutions that may exist with ESC applied to gen-
eral dynamic systems using finite frequency perturbations and finite control
bandwidth. For this purpose we employ bifurcation theory and focus in par-
ticular on saddle-node bifurcations corresponding to a hard loss of stability
of the fundamental periodic solution with a simultaneous appearance of mul-
tiple periodic solutions. We begin by deriving a necessary condition for the
existence of a periodic stationary solution which serves as a parametrization
of all stationary solutions to the ESC loop. Based on this parametrization we
derive necessary and sufficient conditions for the existence of a saddle-node
bifurcation. The derived results are illustrated using first a simple example
that provides some insight and then on a more realistic example involving a
tubular reactor. The latter example demonstrates that a near-optimal limit
cycle may exist even with relatively fast estimation and control, but also that
saddle-node bifurcations may appear as the bandwidth is increased past a cer-
tain critical limit, implying the existence of multiple limit cycles and hence a
limited region of convergence even with relatively slow estimation and control.
We finally present an example showing that also other types of bifurcations
may occur in ESC, including period doubling bifurcations into chaos following
the Feigenbaum scenario.

61
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4.1 Introduction

In many applications it is desirable to operate a plant at an extremum of its input-
to-output map, for example in order to maximize yield or to minimize the cost of
operation. Extremum seeking control (ESC) is an adaptive optimization method
designed to solve this problem by utilizing a simple but elegant feedback structure.
By adding a dither to the plant input, the local gradient of the input-to-output
map can be estimated and fed back to a controller forcing the plant to the point
of zero gradient, i.e., the desired extremum. This on-line estimation and feedback
structure has several benefits, e.g., it allows for dynamic tracking of the optimum
if the plant changes over time and, perhaps even more importantly, it makes ESC
model-independent and thus well suited to optimize plants where modeling is either
too expensive or too complex, or where existing models contain large uncertainties.

The roots of ESC can be traced back as far as 1922 [35] but it was not until
the 50’s the method became widely known to the control community [53]. This
followed a monograph by Draper and Li [11] which both treated the theory and
applied the method to internal combustion engines used in aircraft in order to
adapt to different flight regimes [3]. The method remained popular throughout the
60’s but then focus moved elsewhere and interest dwindled during the following
decades until about the year 2000 when interest was rekindled by a breakthrough
result by Krstić and Wang [32]. Originally, the method was designed for purely
static plants and had later been found to work also when linear dynamics were
included in a Hammerstein-Wiener like manner [53]. Krstić and Wang managed
to show that ESC in fact is applicable to a much broader set of plants with more
general dynamics. Even so, the special case of Hammerstein-Wiener like plants
has continued to receive much attention in the literature [31, 40], perhaps due to
being more amenable for analysis. As a result, ESC is rather well understood and
relatively mature for Hammerstein-Wiener like plants. For example, in [40] it is
shown that arbitrary performance may be achievable if the relative order of the
plant is known. However, in many plants the nonlinearity is unfortunately inherent
in the state dynamics and cannot be well described by Hammerstein-Wiener like
models. This is true not least for most chemical reaction systems and biochemical
processes for which ESC might be applicable. Thus, there is a real need to develop
the theory also for the case of more general dynamics.

The result by Krstić and Wang [32] served to put ESC on a rigorous mathe-
matical foundation which it had previously lacked. By combining the asymptotic
methods of singular perturbations and averaging with a Taylor expansion about
the optimum, they successfully managed to reduce the complexity of the problem
so that they could prove the existence of a stable stationary solution in a neighbor-
hood of the optimum, and furthermore that the size of the neighborhood could be
made arbitrarily small by making the ESC tuning parameters small. Unfortunately,
the techniques utilized in the proof makes the result valid only locally about the
optimum and only under rather restrictive assumptions on the choice of the ESC
tuning parameters. The restrictive tuning, which serves to establish the time-scale
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separation required to apply the singular perturbation and averaging methods in
the proof, also has the effect that the achievable convergence rate becomes drasti-
cally limited. In effect, the adaptation of the control input has to be significantly
slower, up to several orders of magnitude, than the slowest dynamics of the con-
trolled plant. Thus, from a practical perspective where performance is judged not
only by accuracy but also by other measures such as the region of convergence
and the convergence rate, the result is of limited value. For example, as noted
also in [7], many biochemical processes incorporate dynamics with a time-scale of
days. For such plants the time-scale of the optimization could literally be months
or years if the assumptions of the proof were to be upheld, a situation which is
clearly impractical.

Attempts to overcome some of the performance limitations discussed above have
been made by several authors. In [7] it is noted that the convergence rate depends
critically on the frequency of the dither and it is shown that the accuracy may de-
crease as the frequency is increased, hence indicating a trade off between accuracy
and convergence rate. Similarly, in [5] the effect of increasing other tuning param-
eters is investigated and an optimization problem is set up where convergence rate
is traded off against accuracy. In both these cases, the accuracy is measured in
a worst case sense, thus making the results conservative. In [58], the notion of
semi-global practical asymptotic stability is introduced and it is shown that the
region of convergence of the optimum can be made arbitrarily large if the tuning
parameters are all selected small enough. However, all of these results are based
on the application of singular perturbations and/or local series expansions and as
a result either the convergence rate is limited and/or the result is local. In fact,
since the result of Krstić and Wang [32], the use of singular perturbations seems
to have been the default choice in proving stability and convergence for ESC in
the case of general dynamics, even though it is generally recognized that the use
of singular perturbations comes at the cost of a limited convergence rate [7, 5]. A
reason for this might be that slow convergence seems unavoidable since the target
of the optimization is a static property of the plant and it thus seems intuitive that
the adaptation of the input must be made in a semi-static manner to detect the
static optimum. Fortunately, this intuition is wrong. In the general case, the static
optimum is also reflected in dynamic properties of the plant as discussed in [24],
hence allowing for faster optimization. Thus, it makes sense to study the ESC loop
also under conditions where the plant dynamics cannot be neglected.

In this work we avoid the restrictive assumptions required to apply asymptotic
methods and instead study all possible stationary solutions allowing essentially
any set of tuning parameters by using a combination of local linearizations and
bifurcation theory. We derive an explicit parametrization of the periodic stationary
solutions which we subsequently use to study the bifurcation behavior of the closed
loop system. From [32], it is known that a stable near-optimal stationary solution
exists under the assumption that all tuning parameters are sufficiently small. But
then an application of the implicit function theorem to our parametrization implies
that stable stationary periodic solutions will exist also for less restrictive choices
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of the tuning parameters as long as no bifurcation occurs. We are thus interested
in the existence of bifurcations in general, however, we focus here mainly on the
existence of saddle-node bifurcations. The motivation for this is three-fold: First,
such bifurcations are common in practice and as opposed to other bifurcations such
as pitchfork or transcritical bifurcations, saddle-node bifurcations are structurally
stable. Second, saddle-node bifurcations corresponds to what in catastrophe theory
is known as fold catastrophes, signaling a hard loss of stability which essentially
imposes an upper limit on the choice of the tuning parameters. This effectively
sets an upper limit for the achievable convergence rate as well. Third, existence
of saddle-node bifurcations imply the existence of multiple stationary solutions of
the same period and this is of fundamental importance for the ESC method, partly
because it implies that the region of convergence of the optimum must be limited,
but more importantly because it implies that the ESC method can converge to
a faulty solution even when a near-optimal solution exist. This turns out to be
possible also when the static cost function is strongly convex and is hence not
necessarily caused by local extrema. Even though the focus in this paper is on
existence of saddle-nodes we also note that other bifurcations are possible. As an
example we show numerically that the ESC loop may show highly complex behavior
in terms of going into chaos through a series of period doubling bifurcations as the
tuning parameters are adjusted. Finally, in deriving these results, significant insight
into the operation of the ESC loop is gained. Of special interest is the fact that
for general dynamics, the ESC loop essentially works as a phase-lock loop adapting
the working point of the plant until the local plant phase-lag fulfills a phase-lock
condition. This is a striking difference from the case of static nonlinearities (with
or without linear dynamics) where the ESC loop adapts the input towards a point
where the local gain of the plant goes to zero, a behavior which is more in line with
the original intent of the design.

The remaining chapter is organized as follows: In Section 2 we present the prob-
lem formulation, a brief description of the ESC loop, and some basic assumptions
on the stationary solutions. In Section 3 we give a brief introduction to bifurcation
theory and state sufficient conditions for the existence of a saddle-node bifurcation.
In Section 4 we derive an explicit parametrization of the stationary solutions which
is used in Section 5 to relate the bifurcation conditions to the tuning parameters
and local properties of the plant. In Section 6 we give three examples, one explicitly
constructed to illustrate the mechanisms discussed in the paper, and one to show
that the phenomena also occur in more realistic situations. In the third example
we numerically show that there exist chaotic solutions to the ESC loop. Finally,
the chapter is ended in Section 7 where we make some concluding remarks on the
results.
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4.2 Problem formulation

Plant description
Consider the class of stable nonlinear dynamic plants described on state space form

ẋ = f(x, θ)
y = h(x, θ),

with states x ∈ Rn, output y ∈ R and control input θ ∈ R. The plant steady-states
are parametrized by the control input θ as,

f(x, θ) = 0 if and only if x = l(θ).

The functions f : Rn×R → Rn, h : Rn×R → R and l : R → Rn are assumed
to be sufficiently smooth for all necessary derivatives to exist. The steady-state
mapping between control input θ and plant output y is given by the composite
function

y = h(l(θ), θ) = J(θ).

The aim of the ESC loop is to determine the control input θ∗ that maximizes
or minimizes the steady-state output y, hence J acts as the cost function to be
optimized. We will assume that J is continously differentiable and has a global
maximum without other critical points. The assumptions on the plant and cost
function largely follow [32] but are slightly more general in that the state-to-output
equation y = h(x, θ) may depend explicitly on the control input.

Extremum seeking control loop
The ESC loop we consider in this chapter is depicted in Figure 4.1 which also serve
to define the various signals and tuning parameters of the scheme. These are

Σ
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FL(s) Π

FH(s)

ξ

ẋ = f(x, θ)
y = h(x, θ)

θ y

y − η

θ̂

a sin(ωt) sin(ωt)

Figure 4.1: Extremum Seeking Control with sinusoidal perturbations.
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θ̂ – Nominal control input
θ – Perturbed control input
y – Plant output

y − η – Filtered plant output
ξ – Estimate of local gradient

FH(s) – LTI high-pass or band-pass filter
FL(s) – LTI low-pass filter
a – Perturbation amplitude
ω – Perturbation frequency
K – Integrator gain

Essentially, the idea of the ESC loop is as follows: The nominal control input θ̂
is perturbed in order to excite the plant to reveal local gradient information. In
order to only retain the plant response to the perturbation, the output is high-pass
or band-pass filtered through FH(s). The gradient information is then extracted
by demodulation. However, the demodulation also introduces higher frequency
harmonics as by-products. These are attenuated by a low-pass filter FL(s) to only
retain the gradient estimate ξ. An integral controller then forces the nominal control
input towards an operating point where the gradient estimate is zero, thought to
correspond to the optimal input. For a more in depth introduction to the ESC loop
considered, we refer the reader either to one of the monographs [2, 72] or any of
the survey papers [53, 59, 9].

If the filters FH and FL are linear first order filters with corresponding break-
off frequencies ωh and ωl, respectively, the complete dynamics of the loop can be
described in state space form as

ẋ = f(x, θ̂ + a sin(ωt))
y = h(x, θ̂ + a sin(ωt))
η̇ = ωh(y − η)
ξ̇ = ωl(sin(ωt)(y − η)− ξ)
˙̂
θ = Kξ.

(4.1)

The assumption that the filters FH and FL are first order filters is not necessary. In
fact, with straightforward modifications the analysis in this paper should be valid
for all low-pass filters FL and high- or band-pass filters FH as long as they are
linear, causal and time invariant (including FL = FH = 1, i.e., removing the filters
altogether).

Problem statement
Based on the results by Krstic and Wang, we can conclude that the system (4.1)
has a stable stationary periodic solution close to the optimum for sufficiently small
tuning parameters a,K and ω. Our aim then is to determine if these stationary
solutions can undergo bifurcations as the tuning parameters are increased, and if so,
under what conditions these bifurcations occur. The motivation is that existence
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of bifurcations seriously limits the practical performance of the ESC loop while
absence of bifurcations indicate that the use of less restrictive tunings may be
possible. Some of the limitations associated with existence of bifurcations are a
hard loss of stability, existence of multiple stationary solutions, limitations in the
convergence rate, and a limited region of convergence.

As a foundation for the rest of the paper, we here begin by making a few assump-
tions on the stationary solutions. Since the main interest in ESC lies in determining
the optimal control input, we will throughout characterize the stationary solutions
of the loop by the unperturbed control input θ̂.

Assumption 1. For sufficiently small tuning parameters a,K, ω, and an open-loop
stable system, there exists stationary solutions of the loop which are periodic in
time with fundamental period T = 2π/ω and which can be expanded in a Fourier
series expansion on the form

θ̂(t) =
∞∑

n=−∞
cθ̂ne

inωt

with mean
cθ̂0 = θ̄.

The fact that the plant is periodically perturbed with frequency ω make As-
sumption 1 quite natural: We would generally expect most periodically forced
stable systems to converge to a cycle with the same period as the periodic forc-
ing, especially in absence of limit cycles in the unforced system which is implicitly
implied by the assumptions on the system above. Note also that such a periodic
solution may exist even if higher periodic, quasiperiodic or chaotic solutions are
present, although the fundamental periodic solution may then be unstable.

Assumption 2. The mean values θ̄ of the stationary solutions θ̂(t) are parametrized
by the loop parameters

p = [a K ωl ωh ω]T ∈ R5

through a relation
C(θ̄, p) = 0 (4.2)

where the function C : R×R5 → R is continuously differentiable in both argu-
ments except possibly at a finite number of points.

Parametrizations like the one assumed above directly lend themselves to analysis
by classical bifurcation theory and, as we shall see in later sections, it is possible to
derive such parameterizations for general systems under mild assumptions. Note
however, that we in the assumption above consider the average behavior while we
in this study are mainly interested in the existence of bifurcations of the unaveraged
periodic stationary solutions as defined in Assumption 1. We motivate this line of
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analysis by the fact that if the average behavior bifurcates, then surely the limit
cycle corresponding to that average must bifurcate as well. In the other direction,
there might exist pathological cases where there is a bifurcation in the limit cycle
which is not reflected in the average, but this is irrelevant here since our purpose is
mainly to show that bifurcations may exist. The differentiability of C is a technical
requirement necessary to make the implicit function theorem applicable, a theorem
which is central in bifurcation theory.

4.3 Conditions for existence of saddle-node bifurcations

In this section we introduce some concepts from bifurcation theory and motivate
our focus on saddle-node bifurcations by means of an example. Finally we state
well known conditions for the existence of a saddle-node bifurcation.

Consider the parametrization (4.2) and assume we want to investigate the effect
of the k:th parameter on the stationary solution, expressed by its average. If we
fix all parameters pi, i 6= k, then equation (4.2) define a set of continuous curves
in the (pk, θ̄) plane relating the stationary solutions and the varied parameter.
The continuity of these curves are essentially characterized by the implicit function
theorem at all points except for points where ∂C/∂θ̂ become singular. At such
points we generally have a bifurcation. An example of such a curve is depicted in
the bifurcation diagram in Figure 4.2. Here the solid lines denote stable stationary
solutions, the dashed line denotes unstable stationary solutions and the dash-dotted
line mark the optimal control input for reference. At the parameter values pk1 and
pk2, two solution branches meet in saddle-node bifurcations. As can be seen, at
such points the number of solutions varies between either two local solutions or no
local solution at all for small variations in the parameter value. Hence, existence
of a saddle-node implies existence of multiple stationary solutions and a hard loss
of stability.

From an ESC perspective, the bifurcation diagram in Figure 4.2 can be inter-
preted as follows: For low values of pk, i.e., pk < pk1 only one branch of solutions
exist and since those solutions lie close to the optimum, we expect the average to
converge to a near-optimal solution for such parameter values. As the parameter
value is increased we see that this stable branch continues until the parameter value
reaches pk = pk2 where the system goes through a saddle-node bifurcation and the
near-optimal branch suffers a hard loss of stability. Thus, for parameter values
pk > pk2 the system no longer converges to a solution close to the optimum – The
saddle-node at pk2 defines an upper limit for the parameter pk for a fixed choice
of the remaining parameters. Since the convergence rate typically scales with the
tuning parameters, this also limits the achievable convergence rate. Furthermore,
we note that even if convergence to a near-optimal solution is possible for parameter
values pk < pk2, it is not guaranteed. For parameters in the range pk ∈ [pk1, pk2]
multiple stationary solutions exist so convergence to the near-optimal solution de-
pends critically on the initial conditions. In other words, the region of convergence
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to the near-optimal solution is limited.

pk1 pk2

θ∗

C(θ̄, pk) = 0

pk

θ̄

Figure 4.2: Example bifurcation diagram with saddle-node bifurcations at the pa-
rameter values pk1, pk2. Solid lines: stable stationary solutions. Dashed line:
unstable stationary solutions. Dash-dotted line: optimal input.

From the simple line of arguments above we conclude that existence of saddle-
node bifurcations will have severe implications for the operation of the ESC loop.
Note especially that solution multiplicity where multiple stable stationary solutions
exist is of critical importance for the ESC loop since it might be hard to distin-
guish between a near-optimal and a “non-optimal” solution branch if the process
knowledge is poor.

It is well known, cf. [49, Definition 2.8, p. 74], that a point (pk, θ̄) is a saddle-
node bifurcation point if the following set of conditions hold when evaluated at the
point:

(i) C = 0

(ii) ∂C/∂θ̄ = 0

(iii) ∂C/∂pk 6= 0

(iv) ∂C/∂θ̄ switches sign through zero.

The first three conditions ensure that the point (pk, θ̄) is on a point of the curve
with ’vertical’ slope and the last property ensures the curve turns back and avoids
degenerate cases such as hysteris points.

Other kinds of bifurcations changing the stability and local number of solutions
might also occur, e.g., the fundamental limit cycle may undergo a period doubling
bifurcation or bifurcate into a quasiperiodic solution. However, these bifurcations
can not be detected, or analysed, using the mapping (4.2). In this chapter we
mainly consider saddle-node bifurcations and only hint at other possible bifurca-
tions through a numerical example in Section 4.6.
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4.4 Parametrization of the stationary solutions

In the previous section we gave conditions (i)–(iv) that ensure existence of a saddle-
node bifurcation when the stationary solutions are parametrized by a functional C
as in Assumption 2. In this section we derive an explicit parametrization of the
stationary solutions of the assumed form.

Considering the closed loop equations (4.1), it is clear that the gradient estimate
ξ and the nominal control input θ̂ are related through

ξ(t) = 1
K

dθ̂(t)
dt

.

Also, under Assumption 1 there exists a periodic stationary solution of the loop
such that

θ̂(t) =
∞∑

n=−∞
cθ̂ne

inωt.

Since the derivative of a differentiable periodic function is again periodic with the
same fundamental period and zero mean, it follows that also ξ is periodic and can
be written as

ξ(t) =
∞∑

n=−∞
cξne

inωt

with

cξ0 = 1
T

∫ t0+T

t0

ξ(τ)dτ = 0. (4.3)

We conclude that the mean of the gradient estimate must be zero for any stationary
solution, an almost self-evident fact which we will find to be useful; by substituting
an alternative expression for cξ0 into (4.3) we will get the desired parametrization.

To derive an expression for ξ, we first make an assumption which allows use of
the locally linearized plant frequency response in the analysis.

Assumption 3. For sufficiently small a, the amplitude of the control input

θ(t) = θ̂(t) + a sin(ωt)

is so small that the plant response is well described by the locally linearized transfer
function

Gθ̄(s) = ∂h

∂x

[
sI − ∂f

∂x

]−1
∂f

∂θ
+ ∂h

∂θ

where the Jacobian is evaluated at the steady-state corresponding to the mean of
the limit cycle

x = l(θ̄), θ = θ̄.
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The assumption above restrict the choice of perturbation amplitude a but is
otherwise quite natural; the oscillations in the system are driven by the perturbation
and will be small when a is small, and that the plant is linearizable follows from
the smoothness properties already assumed in Section 4.2.

By using Eulers identity, sin(ωt) = (eiω − e−iω)/2i, the plant input can be
expressed as

θ(t) = θ̂(t) + a sin(ωt) =
∞∑

n=−∞
cne

inωt

where cn = cθ̂n for all n, except n = ±1 where we due to the perturbation get

c1 = cθ̂1 + a

2i , c−1 = cθ̂−1 −
a

2i .

Under Assumption 3, the output of the system can then be expressed as

y(t) =
∞∑

n=−∞
Gθ̄(inω)cneinωt,

and the output of the high-pass or band-pass filter FH(s) is similarly

y(t)− η(t) =
∞∑

n=−∞
FH(inω)Gθ̄(inω)cneinωt.

The filtered signal y − η is "demodulated" by multiplication with sin(ωt) and then
low-pass filtered to yield the gradient estimate ξ(t). By again utilizing Euler’s
identity, we arrive at the following expression for the gradient estimate

ξ(t) =
∞∑

n=−∞
cξne

inωt

where the coefficients are given by

cξn = FL(inω)
(
FH(i[n− 1]ω)Gθ̄(i[n− 1]ω)cn−1

2i

−FH(i[n+ 1]ω)Gθ̄(i[n+ 1]ω)cn+1

2i

)
.

For n = 0, i.e., the term describing the mean of the gradient estimate, we get

cξ0 =FL(0)
(
FH(−iω)Gθ̄(−iω)c−1 − FH(iω)Gθ̄(iω)c1

2i

)
=− FL(0) Im {FH(iω)Gθ̄(iω)c1} . (4.4)

The second equality follows from the fact that

FH(−iω)Gθ̄(−iω)c−1 = FH(iω)Gθ̄(iω)c1
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( · denotes the complex conjugate) for real valued signals θ̂(t) and rational trans-
fer functions. Hence, by inserting (4.4) into (4.3) we get the following necessary
condition which all stationary solutions must fulfill

Im
{
FH(iω)Gθ̄(iω)

[
cθ̂1 + a

2i

]}
= 0

We have here assumed, without loss of generality, that FL(0) = 1 to simplify
notation. In order to make use of this expression as a parametrization, we make
the following assumption.

Assumption 4. The periodic stationary solutions θ̂ defined in Assumption 1 are
uniquely determined by their mean θ̄ and the loop parameters p.

This assumption excludes certain kinds of solution multiplicity such as multiple
concentric limit-cycles, but is otherwise not very restrictive. By now identifying

C(θ̄, p) = Im
{
FH(iω)Gθ̄(iω)

[
cθ̂1 + a

2i

]}
(4.5)

we have found the desired parametrization. Since Assumption 4 implies that the
coefficient cθ̂1 is defined by θ̄ and p, C may be thought of as a function of the
parameter vector p and θ̄ only, i.e., it is of the form assumed in Assumption 2. Note
that θ̄ also affect C through the local frequency response Gθ̄ which vary with the
point of linearization as determined by θ̄, see Assumption 3. The differentiability
of C with respect to the arguments follows from the assumed smoothness of the
functions f, h and l and from Gθ̄ being a rational transfer function.

4.5 Conditions for saddle-node bifurcations in terms of
system properties

In Section 4.3 we argued that the existence of a saddle-node bifurcation can have
serious implications for the ESC loop and also gave sufficient conditions for such a
bifurcation. In this section we will investigate how the conditions (i)-(iv) relates to
system properties by applying them to the parametrization derived in Section 4.4.

Conditions for stationarity
Condition (i) for a saddle-node bifurcation, as given above, serves to ensure that
the limit cycle represented by the point (p, θ̄) is in fact a stationary solution. In
terms of the parametrization derived in Section 4.4, the condition becomes

Im
{
FH(iω)Gθ̄(iω)

[
cθ̂1 + a

2i

]}
= 0 (I)

Since the filter FH(s) has nonzero gain at the frequency ω by design, the condition
can only be fulfilled if either the local gain of the plant fulfill the gain condition

Gθ̄(iω) = 0 (4.6)
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or if
FH(iω)Gθ̄(iω)

[
cθ̂1 + a

2i

]
∈ R

i.e., the imaginary part becomes strictly zero. This can also be expressed in terms
of a phase condition. Define

ϕ = arg[G(iω)] + arg[FH(iω)]

as the combined phase-lag of the plant and the high-pass filter, then the stationarity
condition (I) is fulfilled if the phase condition

ϕ = − arg
[
cθ̂1 + a

2i

]
+ nπ (4.7)

is fulfilled.
Remark 1. The phase condition (4.7) generalizes the result in [61] where the station-
ary solutions are approximated by their average. Note that under heavy low-pass
filtering, asymptotically cθ̂1 → 0 as the break off frequency of the filter is pushed
towards zero. Thus, under the assumption of such filtering we get the condition

ϕ→ − arg
[
0 + a

2i

]
+ nπ = π

2 + nπ, (4.8)

i.e., the phase condition derived in [61] is recovered asymptotically.
The gain condition (4.6) will trivially be fulfilled at operating points where the

linearized plant becomes output invariant, i.e., at operating points θ̄ such that

Gθ̄(s) ≡ 0.

An important class of plants containing such operating points are those which can
be described as one or more dynamic blocks (not necessarily linear) in series with a
static nonlinearity containing a critical point. To illustrate such cases, we consider

g(θ) L(s)

Hammerstein

θ y

Figure 4.3: A Hammerstein model with static nonlinearity g(θ) and linear dynamics
L(s).

the case of a Hammerstein plant whose structure is depicted in Figure 4.3. The
locally linearized plant becomes

Gθ̄(s) = dg(θ̄)
dθ

L(s).
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At critical points of the static nonlinearity g we have

dg(θ∗)/dθ = 0 ⇒ Gθ∗(iω) ≡ 0 for all ω.

Thus, the gain condition is fulfilled at the critical points of g, such as the optimum,
regardless of the perturbation frequency used.

Another class of plants which can fulfill the gain condition (4.6) are those whose
transfer function contain a pair of purely imaginary complex conjugated zeros, i.e.,
plants that can be written as

Gθ̄(s) = (s2/g(θ̄) + 1)G0(s)

Such plants clearly fulfill the gain condition for the singular frequency ω =
√
g(θ̄).

For constant g(θ̄), this is a degenerate case since the probability that the chosen
perturbation frequency coincides with the precise frequency required to fulfill the
condition is negligible. However, if g(θ̄) varies with the operating point, the gain
condition could potentially be fulfilled by a wide range of perturbation frequencies.
However, we do not pursue this case any further here.

For the phase condition (4.7) to be fulfilled, it is generally required that the
plant phase-lag

arg[Gθ̂(iω)]

varies with the point of operation. As is shown in [61], this is generally the case,
especially close to the optimum where there will be a significant phase shift due to
a transmission-zero of Gθ̂(s) switching half-plane through the origin. However, the
phase condition can also be fulfilled without any relation to the optimum whatso-
ever, which will become clear from the examples presented below. Notable excep-
tions where the phase condition are unlikely to be fulfilled are Hammerstein-Wiener
like plants where the dynamics, and hence also the phase-lag, are independent of
the point of operation.

Sufficient conditions for local bifurcations

The second condition for a saddle-node bifurcation, condition (ii) above, corre-
sponds to a singular Jacobian ∂C/∂θ̄ which in general implies that (p, θ̄) is a candi-
date bifurcation point, cf. [49, Chap. 2]. We next investigate whether this condition
can be fulfilled for the parametrization derived in Section 4.4. We begin by noticing
that the parametrization (4.5) can be rewritten using a polar form

Im
{
FH(iω)Gθ̄(iω)

[
cθ̂1 + a

2i

]}
=∣∣∣FH(iω)Gθ̄(iω)

[
cθ̂1 + a

2i

]∣∣∣ sin(arg
[
FH(iω)Gθ̄(iω)

[
cθ̂1 + a

2i

]])
.
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By taking the derivative of this expression with respect to θ̄ and equating to zero
we get the condition

∂C

∂θ̄
=

∂|Gθ̄(iω)|
∂θ̄

∣∣∣FH(iω)
[
cθ̂1 + a

2i

]∣∣∣ sin(arg
[
FH(iω)Gθ̄(iω)

[
cθ̂1 + a

2i

]])
+ ∂|cθ̂1|

∂θ̄
|Gθ̄(iω)FH(iω)| sin

(
arg
[
FH(iω)Gθ̄(iω)

[
cθ̂1 + a

2i

]])
+ ∂ arg[Gθ̄(iω)]

∂θ̄

∣∣∣FH(iω)Gθ̄(iω)
[
cθ̂1 + a

2i

]∣∣∣ cos
(

arg
[
FH(iω)Gθ̄(iω)

[
cθ̂1 + a

2i

]])
+
∂ arg

[
cθ̂1 + a

2i

]
∂θ̄

∣∣∣FH(iω)Gθ̄(iω)
[
cθ̂1 + a

2i

]∣∣∣ cos
(

arg
[
FH(iω)Gθ̄(iω)

[
cθ̂1 + a

2i

]])
= 0 (II)

Since at least one of the stationarity conditions (4.6) or (4.7) must be fulfilled,
the expression above can be simplified considerably. If both conditions are fulfilled,
then condition (II) is also trivially fulfilled. Otherwise the expression takes different
forms depending on the condition being fulfilled. We first consider the case in which
the gain condition is fulfilled and then treat the case where the phase condition is
fulfilled.

If only the gain condition (4.6) is fulfilled, the bifurcation condition (II) reduces
to

∂ |Gθ̄(iω)|
∂θ̄

= 0.

Note that the LHS in the simplified condition above contains a derivative of the
absolute value |Gθ̄(iω)| evaluated at Gθ̄(iω) = 0 when the gain condition is fulfilled.
Usually, such a derivative is taken to be undefined. However, if we let θ0 be the
point of linearization such that Gθ0(iω) = 0, then in the case that ∂|Gθ̄(iω)|/∂θ̄ → 0
from both left and right when θ̄ → θ0 we might consider the LHS to be defined and
to equal zero. Essentially, we arrive at the conclusion that when the gain condition
is fulfilled, then the bifurcation condition above is fulfilled whenever the derivative
is defined.

Considering again the special case of a Hammerstein model, we find that

∂ |Gθ̄(iω)|
∂θ̄

=
∣∣∣∣∂2g(θ̄)
∂θ2

∣∣∣∣ |L(iω)| = 0 ⇒ ∂2g(θ̄)
∂θ2 = 0

Under the assumptions of a unique global maximizer made in Section 4.2, the
second derivative of g must be non-zero at the optimum, the only critical point.
Thus, we conclude that in the problem setting considered, Hammerstein models
can only have bifurcations if the phase condition is fulfilled, which, as we concluded
above is unlikely to happen.
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Consider next the case with only the phase condition (4.7) fulfilled, in which

cos
(

arg
[
FH(iω)Gθ̄(iω)

[
cθ̂1 + a

2i

]])
= cos (nπ) ∈ {−1, 1},

sin
(

arg
[
FH(iω)Gθ̄(iω)

[
cθ̂1 + a

2i

]])
= sin (nπ) = 0,

and ∣∣∣FH(iω)Gθ̄(iω)
[
cθ̂1 + a

2i

]∣∣∣ 6= 0

and hence the bifurcation condition (II) reduces to

∂ arg [Gθ̄(iω)]
∂θ̄

+
∂ arg

[
cθ̂1 + a

2i

]
∂θ̄

= 0

In order to gain some insight into this condition, we consider what happens when
we reduce the break-off frequency of the low-pass filter. Generally, the filter serves
to attenuate oscillations in the nominal control input θ̂, and it is thus desirable to
lower the break-off frequency to increase the damping of these oscillations. This
then comes at the cost of slow loop dynamics and a correspondingly low convergence
rate. However, here we are only concerned with the stationary properties and the
convergence rate is of secondary importance. We therefore consider the asymptotic
effect of decreasing the break off frequency of the low-pass filter towards zero.
Assuming the low-pass filter is given by

FL(s) = ωl
ωl + s

,

and letting ωl → 0 ensures that cθ̂1 → 0 for all θ̄ since the filter gain approach
zero at non-zero frequencies. But this implies that cθ̂1 will be vanishingly small as
compared to the fixed constant a/2i and it follows that

∂ arg
[
cθ̂1 + a

2i

]
∂θ̄

→ 0

so the condition (II) reduces to

∂ arg [Gθ̄(iω)]
∂θ̄

= 0 (4.9)

in the limit. That is, the bifurcation condition (II) is under asymptotic filtering
fulfilled at critical points of the local phase shift of the plant. Without asymptotic
filtering, it is still likely that the condition is fulfilled near such critical points. The
reason is that it is likely that

∣∣∣cθ̂1∣∣∣ � a/2 due to attenuation in both the low-pass
filter and the integrator as well as in the plant in most cases.
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Conditions for a saddle-node bifurcation

The two final conditions for a saddle-node bifurcation, conditions (iii) and (iv)
above, ensure that the candidate bifurcation point is a saddle-node bifurcation and
not any other kind of bifurcation. Condition (iii) involves differentiating C with
respect to the parameter pk, which will yield different expressions depending on
which parameter we investigate. We will here focus on the dependence on the
perturbation frequency ω, partly because this parameter may be used as a basis
when defining the remaining parameters, e.g., it is natural to let the break off
frequencies ωl and ωh be proportional to ω, and partly because the perturbation
frequency is important for the achievable convergence rate. Analysis for any other
parameter can be performed in a similar fashion.

By taking the derivative of C(θ̄, p) with respect to ω, we get the condition

∂ |Gθ̄(iω)|
∂ω

∣∣∣FH(iω)
[
cθ̂1 + a

2i

]∣∣∣ sin(arg
[
FH(iω)Gθ̄(iω)

[
cθ̂1 + a

2i

]])
+ ∂ |FH(iω)|

∂ω

∣∣∣Gθ̄(iω)
[
cθ̂1 + a

2i

]∣∣∣ sin(arg
[
FH(iω)Gθ̄(iω)

[
cθ̂1 + a

2i

]])
+
(
∂ arg

[
Gθ̂(iω)

]
∂ω

+ ∂ arg [FH(iω)]
∂ω

)
·∣∣∣FH(iω)Gθ̄(iω)

[
cθ̂1 + a

2i

]∣∣∣ cos
(

arg
[
FH(iω)Gθ̄(iω)

[
cθ̂1 + a

2i

]])
6= 0 (III)

This expression can be simplified since either the gain condition (4.6) or the
phase condition (4.7) must be fulfilled. Note also that the condition above cannot
be fulfilled if both the gain and phase conditions are fulfilled at the same time. If
the gain condition (4.6) is fulfilled, the condition reduce to

∂ |Gθ̄(iω)|
∂ω

6= 0

by similar arguments as for condition (II).
It is interesting to note that the class of plants which is output invariant at

stationarity cannot fulfill this condition since

Gθ̄(s) ≡ 0 ⇒ ∂ |Gθ̄(iω)|
∂ω

= 0 evaluated at any ω.

We conclude that such plants cannot have saddle-node bifurcations.
If the phase condition (4.7) is fulfilled, condition (III) reduces to

∂ arg
[
Gθ̂(iω)

]
∂ω

+ ∂ arg [FH(iω)]
∂ω

6= 0.
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This condition is always fulfilled, except for singular cases when the phase-lag of
the high-pass filter and plant exactly cancel each other.

Thus, a static bifurcation of the periodic solution with period T = 2π/ω with a
fulfillment of the phase condition, with the forcing frequency ω as the bifurcation
parameter, will always correspond to a saddle-node bifurcation which implies that
two branches of unstable and stable limit cycles of the same period meet at that
point. To ensure that it indeed is a bifurcation point, also condition (iv) above
must be fulfilled. This condition is mainly included to avoid the degenerate case
when the curve becomes vertical but does not turn back, i.e., so called hysteresis
points [49, p. 67]. Such points are structurally unstable and breaks into either
two saddle-node bifurcations or no bifurcation at all for small perturbations of the
problem. We will therefore not consider this condition further.

Note that if both the gain and the phase condition are fulfilled, condition (III)
cannot be fulfilled. Meanwhile, the bifurcation condition (II) will be fulfilled. This
indicates that there will be a bifurcation which is not a saddle-node at such points.

To summarize, we have shown that the classical ESC scheme may undergo
saddle-node bifurcations and have derived sufficient conditions for this to happen.
We next consider two examples to illustrate such bifurcations, and to gain some
insight into their implications for the tuning and performance of ESC controllers.

4.6 Examples

In this section we present three examples. In the first example we use the results
derived in the paper to analyze a simple plant where the ESC loop goes through a
saddle-node bifurcation. In the second example we show that similar phenomena
may appear also in more realistic systems. In the third example we show numeri-
cally that other bifurcations than saddle-nodes also occurs.

Example 1: A constructed plant
Consider the plant

τ(θ)ẋ1 = −x1 + θ2

ẋ2 = −x1 − x2 + 10θ
y = x2

with
τ(θ) = 0.01(θ + 1)2.

The cost function, depicted in Figure 4.4, and the optimal steady-state input for
the plant is easily seen to be

J(θ) = θ(10− θ), θ∗ = arg max
θ

J(θ) = 5.

Assume now that ESC is to be used in an attempt to optimize the plant, that is to
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0 θ∗ = 5 10

12.5

J(θ∗) = 25

θ

J(θ)

Figure 4.4: Cost function to be optimized using ESC.

adapt the control input θ̂ to the optimal control input θ∗ = 5 from some arbitrary
initial guess. We are then interested in determining if the ESC loop may undergo a
saddle-node bifurcation. To this end, we let ω be the varied tuning parameter and
fix the remaining parameters at the nominal values:

a = 0.01, ωl = 0.01, ωh = 0.01, K = 0.1.

Note that the nonlinearity θ2 in the input of state x1 causes the zero dynamics
to vary with the point of operation while the θ-dependent time constant τ(θ) causes
a pole to vary with the operating point. This can most clearly be seen in the locally
linearized transfer function

Gθ̄(s) = 10τ(θ̄)s+ 10− 2θ̄
(τ(θ̄)s+ 1)(s+ 1)

.

By inspection of Gθ̄, we note that the gain condition (4.6) will never be fulfilled
for this plant for any non-zero ω, i.e., Gθ̄(s) will never become identically zero for
any θ̄. Hence, any stationary solution must be due to the phase condition (4.7)
being fulfilled.

By combining the asymptotic phase condition (4.8) with the bifurcation condi-
tion under asymptotic filtering (4.9) cos(ϕ) = 0

∂ arg[Gθ̄(iω)]
∂θ̄

= 0 ,

we can solve for candidate saddle-node bifurcations. A readily obtained solution to
this system of is

(ω1, θ1) = (0.566, 7.476).

Since the remaining conditions (iii) and (iv) also turn out to hold, we conclude
that the ESC loop has a bifurcation point, at least asymptotically when a→ 0 and
ωl → 0. To verify that this is also the case for nonzero a and ωl we numerically
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compute the bifurcation diagram for the ESC loop with the nominal parameters
given above. This diagram is depicted in Fig. 4.5 from which it is clear that the
asymptotically determined saddle-node (marked in the bifurcation diagram by a
star) agree well with the numerical solution.

0 ω1 = 0.57

θ∗ = 5

θ̄1 = 7.48

ω

θ̄

0.56 0.565 0.57
7

7.5

8

Figure 4.5: Numerically determined bifurcation diagram for Example 1. Solid line:
stable stationary solutions. Dashed line: unstable stationary solutions. Dash-
dotted line: steady-state optimum. Star: saddle node at (ω1, θ̄1) as determined by
asymptotic analysis.

As the nominal parameters were chosen relatively small, we could expect the
asymptotic results to hold relatively well. However, also when we increase a and
ωl, the numerically determined bifurcation point remains essentially unchanged as
may be seen from Table 4.1.

Table 4.1: Numerically determined location of saddle-node bifurcation for several
sets of tuning parameters

a ωl ωh K Saddle-node (ω, θ̄)
0.1 0.01 0.01 0.1 (0.566, 7.49)
1 0.01 0.01 0.1 (0.562, 7.569)

0.01 0.1 0.01 0.1 (0.566, 7.506)

Note that the cost function in this example is strongly convex with a single
critical point at the optimum. Even so, the ESC loop undergoes a saddle-node
bifurcation when the perturbation frequency ω is varied and as a consequence it
suffers both from a hard loss of stability and solution multiplicity.

Example 2: A tubular reactor
Consider again the simple isothermal tubular reactor with plug-flow used to convert
species A into species B, but in which there also is a side reaction producing species
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C from B [47]. The side reaction implies that there is a maximum in the yield of
B with respect to the residence time in the reactor. The residence time can be
controlled using the total flow into the reactor. The reactor model is

∂α

∂t
+ 1
q

∂α

∂z
= −αβ

∂β

∂t
+ 1
q

∂β

∂z
= αβ − β

φ(1 + ρβ)

Here α and β are dimensionless concentrations of A and B, respectively, q is the
reciprocal of the total flow, i.e., proportional to the residence time, and φ and ρ
are parameters describing the reaction kinetics. The dimensionless length of the
reactor is 1, i.e., z ∈ [0, 1]. We consider the same nominal parameter values as
in [47], i.e., φ = 20, ρ = 3 and α(t, 0) = 0.8 and β(t, 0) = 0.2. The controlled
output is y(t) = β(t, 1) and the input is θ(t) = q(t). We use the method of lines
for simulation and employ simple backward Euler with N = 10 elements for the
spatial discretization resulting in a state-space model with a total of 20 states.

The cost function, i.e., the steady-state yield of β at the reactor output side as
a function of the control input, is depicted in Figure 4.6 and has been determined
numerically by solving for the open loop steady-states. We see that the plant has
a unique optimum for the input θ∗ = 6.18.

0 θ∗ = 6.18

J(θ∗) = 0.91

θ

J(θ)

Figure 4.6: Cost function J(θ) for the tubular reactor. The optimal input is θ∗ =
6.18.

Assume now that ESC is used to optimize the plant. To determine if the ESC
loop may have saddle-node bifurcations, we again let ω be the varied parameter
and fix the remaining parameters at the nominal values:

a = 0.01, ωl = 0.01, ωh = 0.01, K = 10.

By linearizing the plant about the steady-state solutions we find that the local
gain becomes small close to the optimum but always remains nonzero. Thus, any
stationary solution is also for this example due to the phase condition being fulfilled.
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Solving the asymptotic equation system formed by the phase condition (4.8) and
the bifurcation condition (4.9), cos(ϕ) = 0

∂ arg[Gθ̄(iω)]
∂θ̄

= 0 ,

for ω and θ̄ yields the two solutions

(ω1, θ̄1) = (0.047, 114), (ω2, θ̄2) = (0.327, 8.23),

and we conclude that the ESC loop asymptotically has at least two bifurcations.
In terms of the output, the saddle-nodes above correspond to the points

(ω1, y1) = (0.047, 0.080), (ω2, y2) = (0.327, 0.899).

Note that the yield of the reactor differ by more than a factor 10 between the two
points, i.e., there are stationary solutions to the ESC loop with a very poor yield.
This is confirmed by the numerically determined bifurcation diagram in Figure 4.7
which relates the output and the perturbation frequency. As can be seen, the
asymptotic results correspond well to the numerical results. It is also interesting
to note that the upper solution branch remains close to the optimum even for
relatively high frequencies, while the lower stable solution branch starts already
at comparably low frequencies. This implies both that relatively fast ESC might
be feasible but also that we have no guarantee of convergence to a near-optimal
solutions even for rather low frequencies.

ω1 = 0.047 ω2 = 0.327

y2 = 0.90

y1 = 0.080 ω

y

Figure 4.7: Bifurcation diagram for the tubular reactor computed from the phase
condition (4.7). Solid lines: stable stationary solutions. Dashed line: unstable
stationary solution. The saddle-node bifurcations at (ωi, yi) are marked with stars.

Example 3: Period doubling into chaos
The main focus of this chapter has been on saddle-node bifurcations of the ESC
scheme when the loop tuning parameters are varied and how this may severely limit
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the performance of the ESC loop. In this section we demonstrate numerically that
the ESC loop also may show more complex behavior.

Consider again the simple plant from the first example and apply ESC with the
nominal loop parameters

a = 0.01, ωl = 10, ωh = 0.01, ω = 0.5, K = 0.1,

i.e., we use a rather high perturbation frequency and have essentially turned off
the low-pass filter by moving its break-off frequency well above the perturbation
frequency. To improve the convergence rate, one might be tempted to increase
the integrator gain K. However, in doing so it turns out that as K is increased,
the stationary solutions go through a series of period doubling bifurcations (or flip
bifurcations) finally leading to chaos, see Table 4.2.

Table 4.2: Numerically determined values of the parameter K for which period
doubling bifurcations occur.

K Period × 2π
ω

0.1465 2
0.4270 4
0.4353 8
0.4384 16
0.4388 32
0.45 Chaos!

To verify that the observed apparantly chaotic behavior truly was chaotic we
applied a 0–1 test as described by [15]. In such a test, time series data is used
to generate a diagnostic value which is either close to 1, indicating chaotic data,
or close to 0, indicating nonchaotic data. Applying this test to data from a sim-
ulation yielded a test value of 0.9980 clearly indicating chaos. Figure 4.8, where
two simulated trajectories are shown, further confirm the chaotic behavior. The
simulations were performed with identical parameters and nearly identical initial
conditions down to a 0.1% perturbation of a single state. Even so, as can be seen
in the figure, the trajectories quickly diverge which is a clear indication of chaotic
behavior. Another interesting observation may be made from Figure 4.8. The
chaotic trajectory of the control input seems to stay essentially within the interval
(4.8, 5.6) which in fact includes the optimum θ∗ = 5. By comparing this to the
non-chaotic stationary solution obtained for K = 0.1, which has a mean value of
about θ̄ = 7.5, it becomes clear that the chaotic solution actually outperforms the
non-chaotic solution, even though the variance is considerably larger. The strange
attractor of the ESC loop is depicted in three-dimensions in Figure 4.9.
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Figure 4.8: Two simulations with identical tuning parameters and almost identical
initial conditions.
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Figure 4.9: Strange attractor for the ESC loop depicted in three-dimensions.

4.7 Conclusions

ESC is generally recognized as a powerful adaptive model-free optimization method
able to locate and track the optimum even for complex nonlinear plants. How-
ever, previous results regarding general plants are based on the assumption of slow
control and local initialization about the optimum which is impractical when op-
timizing already slow plants. Therefore we have here investigated the behavior of
the stationary solutions of the ESC-loop for more aggressive tunings and we have
shown that the stationary solutions may bifurcate for general plants as the tuning
parameters are increased. This has severe implications for the ESC-loop since it
implies that: multiple, possibly stable, stationary solutions may exist, the region
of convergence may be limited, and the rate of convergence may be limited. This
is of course problematic since it prevents convergence guarantees from being given
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when the loop needs to be tuned more aggressively for performance reasons.
We have put special focus on existence conditions for saddle-node bifurcations

which is a structurally stable bifurcation that is common in many applications and
which furthermore has the added implication that the current solution branch suf-
fers a hard loss of stability at the bifurcation, meaning that existence of such a
bifurcation may cause the loop to go through a severe jump or fail to converge
altogether. The conditions for existence of saddle-node bifurcations have been ana-
lyzed and it was shown that they are unlikely to appear for systems of Hammerstein-
Wiener type, but that they may very well appear for systems where the nonlinearity
cannot be separated from the state dynamics. More specifically we showed that ex-
istence of saddle-node bifurcations may be tied to variations in the phase-lag of the
controlled plant with respect to the current point of operation. An interesting topic
for future research would be to continue on this track to devise quick simple tests/-
experiments applicable to unknown plants in order to determine if the problematic
plant properties are present or not. Such information could be very valuable when
determining if ESC is a proper method or not for the problem at hand.

In the form of an example we also noted that the ESC-loop may show quite com-
plex behavior and go into chaos through a Feigenbaum scenario. Though we did not
treat this scenario in depth, we noted with interest that the numerically determined
chaotic solutions clearly outperformed the corresponding stationary solution.

As a final note we want to point out that even though the results of this chapter
may come out as negative for ESC in general, it is important to notice that there
are many situations where ESC is likely to perform well, even for aggressive tunings.
For example, bifurcations are unlikely to occur for large classes of plants such as
Hammerstein-Wiener like plants but possibly also others. Also, even if a bifurcation
occurs, a stable solution branch may stay close to the optimum even for quite
aggressive tunings as is evident from Example 2. Thus, it should be clear that ESC
has the potential to locate a near-optimal solution even for aggressive tunings in
many cases, even if convergence guarantees are lacking.





Chapter 5

On the convergence rate of
extremum seeking control

Abstract

Extremum seeking control (ESC) is an adaptive optimization method orig-
inally proposed for static systems but later extended to Hammestein/Wiener-
like systems and more recently also to more general dynamic systems. In the
latter case the focus has been on proving convergence and stability of solutions
in the vicinity of the optimum. The proofs are in general based on combining
asymptotic methods like singular perturbations and averaging, which leads
to a three time-scale factorization of the problem where the control action is
forced to be several orders of magnitude slower than the open-loop dynamics
of the plant. This implies that the convergence rate will be impractically slow
for many applications. In this chapter, we employ Tikhonov theory and aver-
aging to study the rate of convergence while employing only two time-scales.
In particular, the analysis places no restrictions on the rate of the gradient
estimation and therefore allows for significantly faster control compared to
the conventional approach. The plant is approximated as a linear parameter
varying system (LPV) which is then used to derive a quantitative expression
for the convergence rate in terms of the ESC parameters and the frequency
response of the LPV plant. For Hammerstein/Wiener-like systems, the de-
rived expression is used to show that the ESC loop behaves like a gradient
descent method while it has a more complex behavior in the general case.
Finally, an isothermal biochemical reactor is used to illustrate the results and
some of the difficulties which might arise in the general case, such as the fact
that the convergence rate can be low locally even if the gradient of the cost
function is large.
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5.1 Introduction

During the last decade, much effort has been invested in proving convergence and
stability of ESC for a broad class of general nonlinear dynamic systems [32, 58, 7].
However, for ESC to be practically useful, it is not enough that it converges; it
must also do so with a reasonable convergence rate. For Hammerstein/Wiener-like
systems, this topic has been investigated in e.g., [31] and [40] where it is shown that
under certain assumptions, arbitrarily fast convergence can be achieved. However,
for the broader class of general dynamic systems, there exist few results on the
convergence rate. The results that do exist are mainly qualitative remarks, e.g.,
pointing out that the convergence rate increases with the magnitude of the ESC-
parameters, e.g., [32, 7]. In [58], the argument is extended to show that there is
a trade-off between convergence rate and domain of attraction of the optimum in
terms of the magnitude of the ESC-parameters. In [5], error bounds on the deviation
from the ideal scheme approximated by the loop are derived and used as constraints
in an optimization problem serving to maximize the nominal convergence rate by
making the ESC-parameters as large as possible. However, the results above are
mainly qualitative and only valid under rather restrictive assumptions for which
most dynamic properties of the plant can be neglected.

When studying faster convergence rates the dynamics of the plant become es-
sential and must be taken into consideration. By employing a different method of
analysis where the plant dynamics are of central importance, we derive a quan-
titative expression for the convergence rate in terms of the ESC-parameters and
properties of the plant’s local frequency response. This gives fundamental insight
into which plant properties are limiting and also how to counter such limitations.
Furthermore, the derived results are globally applicable and if a model is available
the results can be used to predict the convergence rate. Hence, the derived results
can easily be validated by comparing the prediction with actual simulations.

The chapter is organized as follows: In section 5.2 we present some general
assumptions on the plant to be optimized, introduce the ESC scheme, and briefly
discuss how the convergence rate usually is limited by assumptions. In section
5.3, we derive an explicit expression for the convergence rate in terms of the ESC-
parameters and properties of the plant dynamics. In section 5.4 the results are
applied to Hammerstein/Wiener systems and the effect of the plant dynamics on the
convergence rate is discussed further. In section 5.5 we give an example illustrating
our results and some of the difficulties which may arise for general dynamic systems.

5.2 Background

In this section we state some assumptions on the plant, introduce the ESC method
considered, and finally discuss briefly how various assumptions can affect the achiev-
able convergence rate.
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General assumptions regarding the plant
The input θ and the output y of the plant is assumed to be related by a nonlinear
state-space description:

ẋ = f(x, θ)
y = h(x, θ), (5.1)

where x is the state vector, and f and h are sufficiently smooth but unknown
functions. It is assumed that for each input θ, there exists a globally stable unique
steady-state solution such that

f(x, θ) = 0 if and only if x = l(θ).

That is, the plant steady-states are parametrized by the input θ. The composite
function

J(θ) = h(l(θ), θ) (5.2)

is the steady-state input-output map of the plant. J(θ) is assumed to be differen-
tiable, have a unique global maximum for θ∗ and be free from local extrema.

Extremum seeking using sinusoidal perturbations
The task of ESC is to locate and track the control input θ∗ which maximizes
the steady-state input-output map J(θ). We here consider the classical method
summarized in Figure 5.1, which also serves to define the variables and parameters
used in the chapter. These are:
y - plant output,
θ - actuated control input,
θ̂ - nominal control input, the operating point,
y − η - high-pass filtered output,
ξ - estimate of the cost function’s gradient,
ω - perturbation frequency,
a - perturbation amplitude,
K - integrator gain,
FH - linear high-pass or band-pass filter,
FL - linear low-pass filter.

The stability and convergence properties of the loop in Figure 5.1 have in re-
cent years been the subject of numerous investigations [31, 7, 58]. The focus has
mainly been on showing existence of and convergence to a stationary solution in the
vicinity of the optimum. Such results are typically derived using a series expansion
about the optimum and a combination of the two asymptotic methods singular
perturbations and averaging theory. The latter combination typically establishes
a three time-scale factorization of the problem. First, singular perturbations are
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Figure 5.1: Block diagram of the extremum seeking control loop based on sinusoidal
perturbations.

used to substitute a static nonlinearity for the plant dynamics under the assump-
tion that the variations in the perturbed control input are slow. This implies that
the perturbation frequency ω acts in a slow time-scale as compared to the plant
dynamics. In a second step, averaging is used to get an autonomous approximation
of the system. However, this requires in turn that the nominal control input varies
in a slow time-scale as compared to the perturbation frequency ω, hence a three
time-scale factorization of the problem is established. This line of analysis has been
successful in proving existence, convergence and stability of stationary solutions in
the vicinity of the optimum [31, 7, 58]. However, from a convergence rate perspec-
tive, the three time-scale factorization is unfortunate since it also implies that the
convergence rate of the nominal control input must be several orders of magnitude
lower than the slowest dynamics of the plant if the stability results are to be valid.
Hence, we would like to restrict the number of time-scales in the analysis to allow
for faster convergence rates. Furthermore, the use of a series expansion about the
optimum generally limits the discussion to a local neighborhood of the optimum
which usually is less relevant when the convergence rate is considered.

Avoiding the use of time-scale separation altogether is probably hard. The
reason for this is that the steady-state optimum is a property of the equilibrium
manifold, and in lack of model information, this manifold needs to be explored.
Hence, it is necessary to operate the plant in a neighborhood of the manifold and
without model knowledge, the easiest way to ensure that the plant operates in such
a neighborhood is to move the plant slowly enough, on average, that the natural
affinity of the plant for the manifold keep the states close to it. Note though that
the local exploration of the manifold does not necessarily have to be slow.
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5.3 Convergence rate

We here derive an explicit expression for the convergence rate in terms of the ESC
loop parameters and the local frequency response of the plant. This is done in two
steps; we first reduce the plant complexity using Tikhonov time-scale arguments,
then the reduced plant is used to derive an expression for the convergence rate.

In the analysis below we assume that the control action is slow with regards
to both the perturbation and the plant dynamics, but, we do not assume that the
perturbation is slow with respect to the plant dynamics as in most previous works.
Hence, we use only two time-scales which allow us to consider significantly faster
convergence rates. It might seem counter intuitive at first to allow high frequency
perturbations since we are aiming at estimating a static property of the plant, but
as discussed in in [24], the steady-state optimum is in fact also reflected in the
dynamic properties of the plant, hence allowing higher frequencies to be used.

Reducing the complexity of the plant

Consider again the ESC loop in Figure 5.1. Assuming the control action dθ̂/dt =
Kξ is slow relative to the plant dynamics, the low- and high-pass filters and the
perturbation frequency ω, we can introduce two corresponding time-scales. If we
also assume that the open-loop plant and filters are asymptotically stable, we can
according to Tikhonov theory on time-scale separation analyze the fast and slow
time-scales separately using reduced order models. In the fast time-scale one then
considers the states and output of the slow system to be constant, while in the
slow time-scale the fast and asymptotically stable system is assumed to exist on its
equilibrium, or slow, manifold at all times.

We first consider the fast time-scale in which the control input θ̂ is assumed con-
stant and derive an expression for the output of the fast system, i.e., the output of
the low-pass filter when θ̂ is assumed constant. Since we are primarily interested in
what happens on the slow manifold, i.e., the equilibrium manifold of the fast system,
we neglect any transients and focus on the local behavior around the slow mani-
fold. We correspondingly approximate the plant in the fast time-scale as a bias term
J(θ̂) combined with a linear parameter varying (LPV) system, parametrized by the
current point of operation θ̂. Let Gθ̂(s) be the θ̂-parametrized transfer-function
representation of the locally linearized open-loop plant at the corresponding point
at the slow manifold, i.e.,

Gθ̂(s) = C(sI −A)−1B +D

with
A = df

dx

∣∣∣∣
x=l(θ̂),θ=θ̂

B = df

dθ

∣∣∣∣
x=l(θ̂),θ=θ̂

C = dh

dx

∣∣∣∣
x=l(θ̂),θ=θ̂

D = dh

dθ

∣∣∣∣
x=l(θ̂),θ=θ̂
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Note that this LPV plant description allows fast but small amplitude variations
in the actuated plant input, θ, hence allowing for any frequency of the perturbation.
The aim is next to derive the slow manifold output, which serves as the input to
the slow time-scale controller, in order to determine the convergence rate of θ̂ in
the slow time-scale.

Derivation of the convergence rate
Assuming θ̂ constant in the fast time-scale, the plant’s response to the control input
θ(t) = θ̂ + sin(ωt) will be on the form

y(t) = J(θ̂) + a|Gθ̂(iω)| sin(ωt+ arg[Gθ̂(iω)])

which is the local frequency response of the perturbation at the current equilibrium
on the slow manifold. The constant bias term J(θ̂) is removed by high-pass filtering
the output, leaving only the frequency response,

y(t)− η(t) = a|FH(iω)||Gθ̂(iω)| sin(ωt+ ϕθ̂),

where
ϕθ̂ = arg[Gθ̂(iω)] + arg[FH(iω)] (5.3)

is the combined phase-lag of the plant and the high-pass filter. The filtered signal
is demodulated through multiplication with the original perturbation. Using a
trigonometric product-to-sum identity we arrive at the following output from the
demodulation

(y(t)− η(t))a sin(ωt) = a2

2 |FH(iω)||Gθ̂(iω)|[cos(ϕθ̂)− cos(2ωt+ ϕθ̂)]. (5.4)

Thus, the output of the demodulator contains a static term as well as a high-
frequency term. The static term carries the relevant information while the high-
frequency term is an unwanted by-product of the demodulation. The low-pass filter
serves to dampen the high-frequency term, leaving us with the gradient estimate

ξ =a2

2 |FH(iω)||Gθ̂(iω)|{|FL(0)| cos(ϕθ̂)

− |FL(i2ω)| cos(2ωt+ ϕθ̂ + arg[FL(i2ω)])}

When considering the slow time-scale, we can employ averaging to remove the time-
varying effect from the high-frequency term in ξ. This is motivated by the fact that
cos(2ωt) is fast relative to the slow control action and that its amplitude is small
due to the low-pass filtering. Employing averaging over t ∈ [0, π/ω] yields

ξ = a2

2 |FL(0)||FH(iω)||Gθ̂(iω)| cos(ϕθ̂)

i.e., the sinusoidal variation has an average zero.
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In the slow time-scale, the rate of change of θ̂ can now be expressed as

˙̂
θ = Ka2

2 |FL(0)||FH(iω)||Gθ̂(iω)| cos(ϕθ̂).

The term |FL(0)||FH(iω)| originates from the filters and is a constant which can be
freely chosen during the design of the filters. To simplify the notation we assume
that this constant has been absorbed into K ′ = K|FL(0)||FH(iω)| which leaves us
with

˙̂
θ = K ′a2

2 |Gθ̂(iω)| cos(ϕθ̂) = L(θ̂). (5.5)

Note that this is an explicit expression for the convergence rate in terms of the ESC
loop parameters and properties of the local frequency response for the perturbation
frequency used. Since we are assuming that the plant model is unknown to us, the
last two terms in the product will in practice be unknown, but the expression is
still useful since it can help shed light on how parameter choices and certain plant
properties affect the convergence rate. If the plant model is known, expressions
(5.5) and (5.2) can be combined to predict the convergence behavior of the plant
under the assumptions given. Furthermore, note that equation (5.5) implies that
we will have a stationary solution whenever L(θ̂) = 0. As discussed in Chapter 3,
the stability of these stationary solutions are determined by the sign of dL/dθ̂
evaluated at the stationary solution. A negative value of dL/dθ̂ implies stability
while a positive value implies instability.

From equation (5.5), we see that the following parameters affect the convergence
rate:
K - integrator gain. The convergence rate scales linearly with K. The user is essentially

free to set this parameter as long as the time-scale separation arguments are fulfilled.
a - perturbation amplitude. The convergence rate scales quadratically with a. This

parameter is small by assumption in order for the linearization to be a good ap-
proximation.

ω - perturbation frequency. The impact of varying ω is system dependent and discussed
below. The user is essentially free to set this parameter. Note that a low choice
of ω indirectly limits the convergence rate by forcing K small in order to fulfill
the separation of time-scale assumptions. On the other hand, the distance to the
optimum may increase with increasing ω, and for too large values of ω there might
not be any stationary solution close to the optimum at all. Note also that the filters,
FH and FL, must typically be redesigned when ω is altered.

5.4 Effects of local system properties on the convergence
rate

Considering expression (5.5), it is clear that the convergence rate of the control
input θ̂ is affected by the plant dynamics through the term

|Gθ̂(iω)| cos(ϕθ̂).
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It is of interest to consider how these terms vary and the effect of such variations on
the convergence rate to understand how the dynamics can cause slow convergence
and to gain insight into how such problems can be countered. We first consider
Wiener-Hammerstein type models and then more general dynamic systems.

Hammerstein/Wiener systems

In the literature, Hammerstein/Wiener-like systems, i.e., systems consisting of lin-
ear dynamics in series with a static nonlinearity, have received much attention, e.g.,
[40, 31]. In this section we apply our framework to such a model to demonstrate the
applicability of the results derived above and to show that the ESC-loop reduces
to a gradient descent method for such systems. This provides some contrast to and
highlights the difficulties of the general case.

We will consider a Hammerstein system (similar results can be derived for any
Wiener/Hammerstein system) on the form

ẋ = Ax+Bg(θ)
y = Cx

where g(θ) is the nonlinear function acting on the input. To put this system into our
framework, we linearize it about a steady-state solution to get our LPV description,

Gθ̂(s) = C(sI −A)−1B
dg

dθ

∣∣∣∣
θ=θ̂

= G(s) dg
dθ

∣∣∣∣
θ=θ̂

which just correspond to the transfer function of the linear system, G(s), scaled
by the local gradient of the static nonlinearity. In other words, the dynamics of
a Hammerstein model is essentially only "rescaled" when the point of operation θ̂
moves, but unchanged otherwise. Looking at the gain for a fixed frequency ω,

|Gθ̂(iω)| = |G(iω)|
∣∣∣∣dgdθ

∣∣∣∣
θ=θ̂

,

we realize that it is directly proportional to the size of the local gradient of the non-
linearity with the gain of the linear dynamics only acting as a fixed proportionality
constant. The phase-lag is given as

ϕθ̂ = arg
[
G(iω) dg

dθ

∣∣∣∣
θ=θ̂

]
+ arg[FH(iω)] =

arg[G(iω)] + arg[FH(iω)] + π

(
1
2 −

1
2 sgn

(
dg

dθ

∣∣∣∣
θ=θ̂

))
which is a piecewise constant function changed by π radians at the optimum θ̂ = θ∗

reflecting the sign change of dg/dθ at that point.
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By inserting the gain and phase-lag into (5.5), noting that dg/dθ = |G(0)|−1dJ/dθ,
and working out the algebra, we realize that for Hammerstein plants the conver-
gence rate reduces to

˙̂
θ = Q

dJ

dθ̂

where Q is a constant given by

Q = K ′a2|G(iω)| cos(arg[G(iω)] + arg[FH(iω)])
2|G(0)| .

We recognize this as a gradient descent method for which the convergence be-
havior is already well known. This is not surprising since the ESC loop is in fact
intended to approximate gradient descent. This also perhaps explain the popularity
of Hammerstein/Wiener-like models in the literature; the linear dynamics does not
in any essential way change the problem compared to a static map, as long as the
perturbation frequency is chosen to ensure stability.

General dynamics
For Hammerstein/Wiener like systems, the expression for the convergence rate re-
duces to a simple gradient decent method, mainly due to the dynamics being inde-
pendent of the point of operation. For systems where the nonlinearity is inherent
in the dynamics, things are more complicated since both the gain |Gθ̂(iω)| and the
phase-lag ϕθ̂ can vary with θ̂, often in nontrivial ways.

In Chapter 3 and Chapter 4 it is shown that the condition on the phase-lag

ϕθ̂ = π/2 + nπ

in general determines the stationary solutions of the ESC loop for systems with
the nonlinearity inherent in the dynamics. This condition is usually fulfilled close
to the optimum, but can also be satisfied at steady-states arbitrarily far removed
from the optimum. From expression (5.5) it is evident that the plant phase-lag also
affects the convergence rate. In particular, the convergence rate will be close to
zero whenever

ϕθ̂ ≈ π/2 + nπ,

irrespective of the local gradient of the cost function dJ/dθ at the point since
cosϕθ̂ ≈ 0. In particular, the convergence rate will be low in the vicinity of sta-
tionary points given that ϕθ̂ is continuous with respect to θ̂. For stable stationary
points, this causes the convergence to be asymptotic in nature, as should be ex-
pected. However, it also implies that the divergence rate from unstable stationary
points will be low, even for large local gradients of the cost function. Note that
the phenomena is not isolated to stationary points since the phase-lag can fulfill
ϕθ̂ ≈ π/2 + nπ at arbitrary points.
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5.5 Example

In this section we provide an example illustrating our findings and some of the
difficulties that can arise for general dynamics. The plant considered here is an
isothermal tubular bioreactor with plug-flow [47], used to convert chemical A into
B. However, there is also a side reaction converting B into C, implying that there
is a maximum yield of B with respect to the residence time in the reactor. The
reciprocal of the total flow into the reactor can be used to control the residence
time and will thus be considered as the control input in our example. The reactor
model is

∂α

∂t
+ 1
q

∂α

∂z
= −αβ

∂β

∂t
+ 1
q

∂β

∂z
= αβ − β

φ(1 + ρβ)

where α and β are dimensionless concentrations of A and B, φ and ρ are constants
describing the reaction rate, and q is the reciprocal of the total flow, i.e., propor-
tional to the residence time, which will act as control input θ. The reactor length
is normalized such that the spatial coordinate z ∈ [0, 1]. For the analysis and sim-
ulations, we use the method of lines with Euler forward and N = 10 elements to
discretize the plant such that it can be written on the form (5.1). We use the same
parameters as in [47]; φ = 20, ρ = 3, α(t, 0) = 0.8, and β(t, 0) = 0.2.

The cost function J(θ) which we want to maximize is shown in Figure 5.2,
i.e., the steady-state input output mapping residence time q and yield of B at the
reactor output. As can be seen from the figure, the optimal input is q∗ = 6.01
yielding B = 0.91 at the output.
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Figure 5.2: The cost function J(θ): the steady-state input output mapping between
residence time q and yield of B for the tubular reactor.

Assume now that the plant model is unknown. To find the optimum we apply
ESC with the nominal parameters a = 0.125, K = 5, and ω = 0.2 and initialize the
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Figure 5.3: Dashed: simulated convergence of the reactor output. Solid: predicted
convergence using (5.6).

optimization from the steady-state corresponding to q = 15.9. Since ESC seeks to
approximate a gradient descent method, we would expect the convergence rate to
be proportional to the gradient of the cost function in Fig. 5.2, i.e., essentially only
decrease when the optimum is approached. However, as can be seen in Fig. 5.3, it
turns out that this is not the case. Instead, the convergence rate initially increases
from a very low rate, and only decrease towards the end of the optimization.

According to our results, the convergence behavior in Fig. 5.3 should be possible
to predict by integrating the simple system

˙̂
θ = L(θ̂)
y = J(θ̂)

(5.6)

where L is defined in (5.5) and J in (5.2). As can be seen from the dashed line in
Fig. 5.3, the prediction is quite accurate for the chosen set of ESC parameters.

To understand the mechanisms causing the initial slow convergence in the sim-
ulation, consider Fig. 5.4 where the predicted convergence rate L(θ̂) is plotted as
a function of the point of operation. Apparently, there is an unstable stationary
solution at θ̂ = 16 (since L(16) = 0 and dL(16)/dθ̂ > 0). The slow initial conver-
gence rate can thus be explained by the fact that the optimization was initialized
close to an unstable stationary solution.

As can be seen in Figure 5.3, the prediction obtained by integrating (5.6) is
acceptable when the control parameters are chosen small. However, it is also in-
teresting to see how well the results agree when the gain K is increased, that is,
when we put strain on the time-scale separation arguments. The result of such an
experiment is illustrated in Figure 5.5. Note that the time-scale is logarithmic and
that the gain K is increased by a factor 3 between each simulation. Clearly, for low
values of K, the predictions are accurate. For larger values of K, an error appears
but the convergence rate is still of the same order as predicted. For all gains up
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Figure 5.4: Predicted convergence rate q̇ = L(q) of the control signal q using
equation (5.5).

to K = 35 the qualitative behavior of the loop is well predicted, but for K = 36

(not shown in the figure) the qualitative behavior has changed drastically and the
prediction is off limited value.
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Figure 5.5: Dashed: convergence of the reactor output from simulations. Solid:
convergence predicted by (5.6). The initial conditions and all parameters except
K were fixed in all simulations. The integrator gain K was increased by a factor 3
between each simulation, i.e., K = 3i, i = 0, . . . , 5.
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5.6 Conclusions

In this chapter we have derived a quantitative expression for the convergence rate
of the ESC loop. The derived expression provides insight into how the convergence
is affected both by the parameter choice and by the local frequency response of the
system. The local phase-lag can have a major effect on the convergence rate and is
a key factor in determining stationary solutions to the ESC loop. The results in the
paper are confirmed and illustrated by a simple example which also demonstrate
some of the difficulties that might arise for general dynamic systems. The results in
this chapter indicates that it may be wise to adapt the controller gain to compensate
for the impact of changes in the local phase-lag of the plant. However, how this
should be done in a robust fashion is an open question left for future studies.





Chapter 6

Conclusions

In this thesis we have considered several aspects of the classical extremum seeking
control scheme based on sinusoidal perturbations. In a simulation study we found
that ESC was able to locate the optimum of the CANON process but that it also
could converge to a faulty solution. By analyzing the ESC scheme for general
systems we concluded that the stationary solutions were in general caused by a
phase condition being fulfilled and that variations in the local phase-lag introduced
by the plant could create several possible stationary solutions which then explained
the observed behavior. We connected these results to the optimality conditions
by showing that a zero of the linearized dynamics passes through the origin at
the optimum and thus introduces a significant local shift in the phase-lag near
the optimum, creating a stationary solution there. In the light of these results we
concluded that ESC was not directly applicable for optimizing the CANON process
as is, but that it was an interesting candidate which should be investigated further.

The results above motivated a more rigorous study of the stationary solutions
of the ESC scheme from a global perspective which were performed using elements
of bifurcation theory. We noted that the ESC scheme could go through saddle-node
bifurcations when the loop tuning parameters were varied with severe implications
for the performance of the scheme. These implications included a hard loss of sta-
bility, a limited region of convergence and existence of multiple stationary solutions.
Conditions for existence of such bifurcations were given and analyzed to confirm
that the plant phase was crucial for the stationary solutions and that variations
in the phase-lag of the plant often was instrumental in causing such saddle-node
bifurcations. Several examples were provided which confirmed the existence of
saddle-node bifurcations but also showed that ESC could show even more com-
plex behavior such as going into chaos via a series of period doubling bifurcations
(the Feigenbaum scenario). We concluded that the ESC applied to general plants
could suffer from multiplicity in the stationary solutions and that these solutions
are related to both plant properties and the tuning parameters in an intricate way.

The finding that the optimality conditions were reflected in the dynamic phase-
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lag of the plant suggested that one might not have to rely only on the static prop-
erties of the plant to find the optimum. This implied that significant gains in terms
of the convergence rate were possible as compared to what was achieved if the as-
sumptions of the standard analysis outlined by Krstić and Wang were upheld. We
analyzed which the main factors affecting the convergence rate were and found that
not only the gain, but also the phase-lag of the plant affected the rate significantly.
An explicit expression for the convergence rate was derived and it was shown that
ESC for Hammerstein-Wiener like plants essentially behaved like a gradient descent
method but that ESC for more general plants had a more complex behavior. Fi-
nally, the predicted convergence rate was compared to the actual convergence rate
in a simulation study which confirmed that the results explained the convergence
behavior well.

Extremum seeking control, allowing an unique and globally stable stationary
solution about the optimum, achieved with a convergence rate not much slower than
the open-loop dynamics of the controlled plant, would be an incredibly powerful
tool for many applications. We believe that this thesis has taken a step in the
direction of realizing such a tool by showing what some of the limitations afflicting
the current ESC scheme are. By highlighting these limitations we hope to provide
a basis for future modifications of the ESC loop such that the limitations may be
lifted or avoided.

6.1 Future work

The results and insights derived in the thesis opens up for several suggestions re-
garding future improvements to the classic ESC method.

As has been shown in the thesis, the local phase-lag of the controlled plant
may have significant impact on the behavior of the ESC loop, both in terms of the
convergence rate and the stationary solutions. We feel that this insight provides
many interesting directions for possibly improving the ESC loop. For example,
the phase-lag may be measured or estimated by means of an external phase-lock
loop, and this information may be utilized to improve the loop, e.g., by canceling
the effect of the phase-lag on the convergence rate in an adaptive manner. More
generally, we believe that monitoring the phase-lag and adapting the ESC tuning
parameters will be important parts also of any improvement of the ESC loop aimed
at detecting or avoiding “false” optima, something which is needed in order to
enable fast extremum seeking for general plants.

In order to gain deeper insights into what is possible to achieve using ESC we
believe that further studies into the relation between static and dynamic properties
of plants with input multiplicity will be of great value. For example, we mentioned
in the thesis that the linearized version of the controlled plant often become non-
minimum phase locally at one side of the optimum. What are the implications of
this for ESC in general?
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The CANON process is in itself a very interesting process and we hope to con-
tinue our work with optimization of this process and other biofilm-based processes
both in theory but also in practice. For example, the dynamics of the CANON pro-
cess may be split into a slow and a fast time-scale. Furthermore, the extremum of
the steady-state input-output map seems to in part be tied to the faster time-scale.
If the gap between the time-scales is large enough, then it might be possible to apply
ESC directly to the fast time-scale to optimize the quasi-steady-state input-output
map achieved when the slower dynamics are considered fixed. By optimizing the
quasi-steady-state in the faster time-scale, optimal growth conditions for the slowly
growing bacteria may be achieved, thus speeding up the slow transient in reaching
a global optimum. This could potentially decrease the startup-time of the reactor
significantly with large gains in both cost and time. Hence it is something that
could be worthwhile trying out in practice as well.
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