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Abstract
Dose plans developed for stereotactic radiosurgery are as-
sessed by studying so called Dose-Volume Histograms. Since
it is hard to compare an individual dose plan with dose
plans created for other patients, much experience and knowl-
edge is lost. This thesis therefore investigates a machine
learning approach to predicting such Dose-Volume Histograms
for a new patient, by learning from previous dose plans.
The training set is chosen based on similarity in terms of
tumour size. The signed distances between voxels in the
considered volume and the tumour boundary decide the
probability of receiving a certain dose in the volume. By
using a method based on Kernel Density Estimation, the in-
trinsic probabilistic properties of a Dose-Volume Histogram
are exploited.

Dose-Volume Histograms for the brain-stem of 22 Acous-
tic Schwannoma patients, treated with the Gamma Knife,
have been predicted, solely based on each patient’s individ-
ual anatomical disposition. The method has proved higher
prediction accuracy than a “quick-and-dirty” approach im-
plemented for comparison. Analysis of the bias and vari-
ance of the method also indicate that it captures the main
underlying factors behind individual variations. However,
the degree of variability in dose planning results for the
Gamma Knife has turned out to be very limited. There-
fore, the usefulness of a data driven dose planning tool for
the Gamma Knife has to be further investigated.



Prediktion av dosvolymhistogram med hjälp av
Kernel Density Estimation

Sammanfattning
Dosplaner som har utvecklats för stereotaktisk strålbehan-
dling utvärderas ofta genom att studera så kallade dos-
volymhistogram. Mycket erfarenhet och kunskap går för-
lorad eftersom det är svårt att jämföra en individuell dos-
plan med dosplaner för andra patienter. En maskinin-
lärningsalgoritm för att prediktera dos-volymhistogram har
därför studerats.

Träningsdatan väljs baserat på likhet i tumörstorlek.
Avstånd mellan voxlar i den betraktade volymen och tumöry-
tan bestämmer sannolikheten för att volymen ska utsät-
tas för en viss stråldos. Genom att använda en metod
som bygger på Kernel Density Estimation så utnyttjas dos-
volymhistogrammens probabilistiska egenskaper.

Dos-volymhistogram för hjärnstammen hos 22 acusti-
cus schwannom-patienter, behandlade med Gammakniven,
har predikterats, enbart baserat på varje patients individu-
ella anatomiska förutsättningar. Metoden har visat sig
prediktera dos-volymhistogram med bättre precision än en
enklare metod som använts som jämförelse. Analys av
metodens varians och avvikelse från förväntat medelresul-
tat indikerar att den fångar de huvudsakliga underliggande
faktorerna bakom individuella variationer. Det har dock
visat sig att dosplaner för Gammakniven inte varierar i så
hög grad. Nyttan av en maskininlärningsalgoritm för denna
tillämpning måste därför undersökas vidare.
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Chapter 1

Introduction

The brain is a delicate organ. Disorders like tumours and malformed blood vessels in
the brain can sometimes be treated surgically, but often it is more or less impossible
to do so without seriously harming critical structures, often called organs at risk
(OAR). Stereotactic radiosurgery offers a noninvasive alternative to classic brain
surgery. One such radiosurgery technique is the Leksell Gamma Knife, by which the
patient is irradiated by a large number of low-intensity gamma rays that converge
with high precision at the target, where the intensity becomes very high. This way,
adjacent tissue can be spared.

Each year, around 70 000 patients undergo stereotactic radiosurgery performed
by the Leksell Gamma Knife [10]. For every one of these patients a treatment plan
has been carefully developed. Today, most of the experience from these previous
treatment plans never comes to use, since it is hard to compare the dose distribution
of an individual patient with the dose distributions of other patients.

Part of the planning procedure consists of segmenting interesting regions such
as the target, and optionally OARs. The target is the structure that we want
to radiate. It can be a tumour or a malformed blood vessel for example. The
segmentation is a process associated with a number of difficulties. In fact, Helena
Sandström demonstrates in her master’s thesis [22] that when different planners are
asked to segment the target for the same patient, the result varies remarkably in
terms of size, shape and position, implying that the procedure is far from trivial.

After segmentation, a dose plan has to be created for the patient. A dose plan
can be calculated after tuning of a large number of parameters. These parameters
are tweaked in order to balance efficient control of the tumour against sparing of
OARs. Often several attempts at generating a dose plan is made before the planner
settles on a final plan. However, there are no guarantees for it to be the best possible
plan, since it is not clearly defined what the best plan would be. Studies [3, 12]
have shown that systematic differences in dose planning between treatment centres
occur. A tool for increasing the conformity and thereby also the quality, of the dose
plans would therefore be desirable.

A common way of assessing a generated dose plan is by inspection of the so
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CHAPTER 1. INTRODUCTION

called Dose-Volume Histogram (DVH). It shows how much of a specific volume that
is exposed to a radiation dose higher than or equal to a certain value.

This master’s thesis investigates a machine learning approach to predicting a
DVH for an OAR before calculating the dose plan, based on previous patient treat-
ment plans.

A predicted DVH could serve as an initial guideline for the planner to be able
to see approximately what DVH is attainable for a certain patient. Even if we of
course do not want to expose the OAR to any radiation at all, we can only set our
hopes to getting the dose as small as possible if we at the same time want to give
an adequate dose to the target.

Another possibility is to use predicted DVHs as an evaluation tool to see how a
new plan relates to previous plans.

The usefulness of attempting to predict DVHs can also be motivated by an
approach proposed by Zarepisheh et al. [33]. They suggest a method for using
DVHs for OARs and targets in the derivation of the dose plan. Since DVHs are
clinically used to assess plan quality after the dose plan has been calculated, it could
be very useful to be able to use a predicted DVH as an actual optimization criteria
when calculating the dose plan.

1.1 Related Work

Some approaches to predicting DVHs have already been proposed for Intensity-
Modulated Radiation Therapy, a field in radiotherapy adjacent to the Gamma knife
radiosurgery. In Intensity-Modulated Radiation Therapy, the use of guidelines from
the Radiation Therapy Onchology Group are used to constrain the dose plan. These
constraints are often expressed in terms of DVHs for the organs at risk (OARs).
The problem with the guidelines from Radiation Therapy Onchology Group is that
it is often not known if it is possible to make any major improvements to the plans
beyond the guidelines in individual cases [34]. It is therefore desirable to be able to
make predictions of the DVHs, based on previous treatment plans.

Appenzoller et al. [1] create an average model from similar treatment cases. This
average model is then used to fit dose to distance polynomials and skew normal dis-
tributions to predict a DVH. The method might have poor generalisation properties
since a distribution is assumed and average models are used for the prediction.

Zhu et al. [34] instead suggest the use of Support Vector Regression (SVR) to
generate DVHs for OARs from anatomical data. This data consists of the target size,
OAR sizes, and voxel’s distance to the target surface. The DVHs are represented
by 50 points. This 50 dimensional feature space is then reduced using Principal
Component Analysis (PCA) to 3 feature dimensions. It can be questioned if it
would not be better to use a representation that exploits what we know about
DVHs. For example we know that DVHs can be interpreted in terms of cumulative
distribution functions [35].

Wu et al. [32] propose a method for finding better dose plans from a database of
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1.1. RELATED WORK

patient treatment plans. They develop a concept called Overlap-Volume Histogram
(OVH) that describes the volume of an OAR that is within a certain distance from
the target boundary. They then use the OVH to query the database of plans to see
if cases can be found where the distances between OAR and target are less than
or equal to the present case at the same time as the dose is lower. If such a plan
is found it is likely that the dose plan could be modified to let the OAR receive a
lower dose. Their method as a whole seems like quite a blunt tool to improve plan
quality and it is uncertain how feasible the found plans are. However, the OVH
concept is very useful for representing distance between OAR and target since it
contains information on the size, shape and relative position of the volumes. It is
also invariant under rigid transformations, so it does not matter where the target
and OAR are located compared to the coordinate system. The OVHs are described
in more detail in Section 2.3.
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Chapter 2

Background

This chapter introduces the Gamma Knife device and describes how treatments are
performed. This is followed by a description of the Dose-Volume Histogram (DVH),
which is the entity that we want to predict. Lastly, we introduce some useful tools
and algorithms later used to predict the DVHs.

2.1 Leksell Gamma Knife
In the middle of the 20th century, the Swedish neurosurgeon Lars Leksell developed
stereotactic radiosurgery and in 1968 the first Gamma knife unit was installed at
Sophiahemmet Hospital in Stockholm.

In its current incarnation, 192 low intensity gamma rays from Cobalt-60 sources
converge with high accuracy at the target, where the intensity becomes very high.
The radiation sources are distributed over 8 independently movable sectors. The
sources in a sector are collimated using one out of three possible collimators of
different sizes. This enables a very sharp dose gradient fall off even for non-spherical
targets, thereby ensuring efficient treatment of the target at the same time as OARs
can be spared. By fixating the head to a frame, the patient position can be controlled
during both planning and treatment. The Gamma Knife construction is illustrated
in Figure 2.1.

2.2 Treatment Planning Procedure
The treatment planning can be divided into two parts. The first part is the delin-
eation of the target and, optionally, organs at risk (OARs). Segmentation of the
OARs is generally only performed if they are very close to the target, since that
allows the planner to study the dose distribution also in the OAR. The planner
can thereby take measures to spare it. Figure 2.2 shows a 3D reconstruction of a
segmented target and OAR.

Magnetic Resonance Imaging (MRI) and Computed Tomography (CT) form the
basis for the planning. Within each 2D layer of the scans a contour is drawn to
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CHAPTER 2. BACKGROUND

(a) (b)

Figure 2.1: Illustration of the Gamma Knife Perfexion™.

Figure 2.2: Segmented brain-stem (OAR - blue) and tumour (target - red)
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2.2. TREATMENT PLANNING PROCEDURE

make the delineation. Some tools for interpolating between layers are available, but
the procedure mainly consists of manual work. The developer of the Gamma Knife,
Lars Leksell, wrote in 1985 [17]

The brain lesions obtained by gamma irradiation from the stereotactic
Cobolt-60 unit are precise and well circumscribed. Anatomical verifica-
tion, however, is rarely possible and a satisfactory method for postoper-
ative visualisation of the brain lesions would be an important advance.

However, he is anticipating the importance of the - at the time - new MRI technique,
since it depicts soft tissue in the brain in high detail. Even though MRI and CT
have been refined and developed and thereby improved planning since 1985, the
localization and delineation of the target is still considered a limiting factor for
treatment precision today.

Apart from the limitations of the imaging procedure, different planners might
make different decisions in the delineation process. Helena Sandström points to this
problem in her master’s thesis [22], where she lets different planners make plans for
the same patient. The resulting segmented target varies in terms of size, shape
and position. Presumably, this variation implies suboptimal plans and a potential
risk of under-treatment of the target or a risk of unnecessary exposure of OARs
to high-intensity radiation. Therefore a higher conformity in the planning practice
would lead to higher planning quality.

After delineation, dose matrices covering the target are calculated. A dose
matrix is a 3D matrix of voxels where the radiation dose is computed. A dose
distribution that is as close as possible to the desired is achieved by so called Inverse
Planning, where shot positions, collimator sizes and beam-on-times are decided.

The difficulty however remains in deciding what dose plan is desired. Efficient
treatment of the target is always weighted against OAR sparing and in practice the
weighting consists of choosing the settings for a large number of parameters. Many
of these parameters are correlated and combined they can define new conditions on
the problem, and consequently affect the end result. It might also be hard to tweak
a certain parameter to receive the desired change in the dose plan [19, 32]. It is a
very time-consuming trial and error process without a clear and objective stopping
criteria. In addition to the difficulty in achieving the desired plan, planners also
prioritize differently, so a consensus on the best possible plan does not exist. By
letting a predicted DVH guide the decision process a prioritization consistent with
previous treatments can be achieved.

When a dose plan has been calculated for some choice of parameters, DVHs are
assessed to decide whether to proceed to treatment or if the parameters should be
changed and the procedure repeated. The DVHs will be further explained in the
following section.

7



CHAPTER 2. BACKGROUND

2.3 Dose-Volume Histogram (DVH)
Dose-Volume Histograms (DVHs) are defined as the amount of a certain volume
that is exposed to a radiation dose equal to or higher than a specific value. Given
a specific set of voxels V in a target or organ and v is a voxel in V and a dose d,
the definition could be written in mathematical terms as

DVH(d) = |{v ∈ V : D(v) ≥ d}|
|V |

. (2.1)

D(v) is the actual dose in a certain voxel v and | · | denotes the total number of
voxels in the set.

Zinchenko et al. [35] reason in terms of a probabilistic interpretation of a DVH.
If we let d denote a specific dose and D a random variable, then a cumulative
distribution function can be defined as FD(d) = P (D ≤ d). It is the probability
that D is less than or equal than d and can be found by integrating over the
probability density function pD(d)

P (D ≤ d) =
∫ d

−∞
pD(s)ds =

∫ d

0
pD(s)ds, as d ≥ 0 (2.2)

We can thereby see that the definition of a DVH (2.1) can be interpreted in proba-
bilistic terms as

DVH(d) = P (D ≥ d) = 1− FD(d) = 1−
∫ d

0
pD(s)ds (2.3)

DVHs are commonly used within radiotherapy to assess the dose in different parts
of the body relevant to the treatment. Specifically, a high and even dose is desired
for a target DVH, whereas for normal tissue, and especially OARs, the radiation
should have as small parts as possible exposed to high radiation. Figure 2.3 shows
an example of a DVH for an OAR and target.
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Figure 2.3: An example of a DVH for an OAR (solid curve) and a target (dashed curve).
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2.4 Overlap-Volume Histogram (OVH)
Overlap-Volume Histograms (OVHs) were developed by Wu et al. [32] as a tool for
comparing treatment plans. The OVH demonstrates the proportion of the OAR
that is within distance x from the target boundary. The distance is signed, allowing
negative distances to represent overlapping volumes.

Given a set of voxels V in a specific OAR and a target T the OVHs are defined
as

OVH(x) = |{v ∈ V : r(v, T ) ≤ x}|
|V |

(2.4)

where v is a voxel in V and r(v, T ) is the distance between v and the closest point
on the target boundary. Just like in the definition of a DVH, the symbol | · | denotes
the total number of voxels in the set.

Using the same reasoning as for DVHs (see Equation (2.2)), OVHs can be in-
terpreted as a cumulative distribution function

OVH(x) = P (X ≤ x) =
∫ x

−∞
pX(s)ds (2.5)

where X is a random variable. However, in the investigated prediction algorithm,
the interesting feature is the probability density pX(x), not the actual OVH.

More information is contained in an OVH than simply the distance, since it also
tells us something about the relative shapes and sizes of the target and OAR. In
addition it is invariant with respect to rigid transformations. Figure 2.4a shows
an example of an OVH for two synthetic OARs, which can be seen in Figure 2.4b
as the two cuboid objects. The sphere-like object represents the tumour. The
synthetic set-up is constructed to illustrate that the distance is signed, since the
overlap between OAR and target is not as clear in most real cases. It can also be
seen how the orientation and relative location of the otherwise identical synthetic
OARs affect the OVH.

In practice, the distances from OAR voxels to the target boundary are calculated
using a distance transform, computed by the Matlab function bwdist. Additional
details on the distance calculations can be found in Appendix A.
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(b) Synthetic OAR and target shapes. The cuboid shapes represent OARs and the sphere-
like shape represents the target.

Figure 2.4
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2.5. KERNEL DENSITY ESTIMATION

Figure 2.5: Comparison between histogram and KDE when estimating a density function. Figure
from Wikipedia article on Kernel Density Estimators [30].

2.5 Kernel Density Estimation
Kernel Density Estimation (KDE) is a non-parametric method that works by ap-
plying a kernel function to each data point and then summing the kernels together.
A kernel is defined as a function satisfying the following properties [20]∫

κ(x) dx = 1,
∫
xκ(x) dx = 0,

∫
x2 κ(x) dx > 0. (2.6)

Specifically, we want to make an estimate f̂(x) of a density function f(x) for some
parameter x given N observations xi and a kernel κh(x). We can write the Kernel
Density Estimate as

f̂(x) = 1
N

N∑
i=1

κh(x− xi) (2.7)

where h denotes the bandwidth parameter and κh(x) = 1
hκ
(
x
h

)
.

The method is similar to making a histogram of the data points. Figure 2.5 shows
a comparison between histogram and Kernel Density Estimation. The obvious
difference is of course the smoothness of the KDE, which makes it a powerful tool
for estimating continuous distributions.

The only parameter that has to be tuned is the bandwidth (compare to the bin
sizes in histogram estimation). Nevertheless, the bandwidth selection is not trivial
in general.

Similarly to the univariate case in (2.7), a bivariate Kernel Density Estimate of
a joint probability distribution f̂(x), where x = (x1, x2)T , is generally defined as

f̂(x) = 1
N

N∑
i=1

κH(x− xi) (2.8)
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CHAPTER 2. BACKGROUND

where the ith observation xi = (x1i, x2i)T and

κH(x− xi) = det(H)−1/2κ
(
H−1/2(x− xi)

)
.

H =
(
h2

1 h12
h12 h2

2

)
is a symmetric and positive-definite matrix [29].

Often H is simplified to a diagonal matrix. This has the consequence that
some expressiveness of the estimate is lost, but computational advantages make a
diagonal bandwidth matrix a common choice in many implementations [8, 29]. One
such implementation is the bandwidth selection algorithm proposed by Botev et al.
[5], described in Section 2.5.1.

If H is diagonal, the bivariate kernel density estimate can instead be expressed
as

f̂(x) = 1
N

N∑
i=1

κh(x1 − x1i)κh(x2 − x2i). (2.9)

where κh is defined as in (2.7) and h =
√
h1h2 and h2

1 and h2
2 can be identified as

the diagonal elements in H.

2.5.1 Bandwidth Selection
Two main methods are the most common for finding a good bandwidth; cross-
validation and the so called plug-in method. The basic idea of plug-in methods
is to find the optimal bandwidth analytically. The analytically derived bandwidth
usually contains an expression for the second derivative of the true distribution,
which is normally unknown. Instead a pilot estimate of the distribution is “plugged-
in”. Clive R. Loader [18] points to the problems with this method since assumptions
about the distribution have to be made in order for the plug-in method to perform
well, which in some sense makes the choice of a non-parametric method redundant.
Particularly, the common normal reference rule or Silverman’s rule of thumb [25]
for bandwidth selection requires the true distribution to be at least similar to a
normal distribution to make a reasonable estimate (if it is a normal distribution,
the bandwidth is optimal) [23]. The normal reference rule also tends to oversmooth
the estimate [16].

Botev et al. [5] suggest a completely data driven plug-in method for deciding
the bandwidth. Instead of assuming that the true distribution is Gaussian in order
to determine the expression for the second derivative in the analytically derived
bandwidth, they estimate the second derivative. The bandwidth for that estimate
can in turn be analytically derived and it turns out that the expression instead
contains the third derivative of the original distribution. This procedure is then
repeated for a number of steps. They recommend repeating the process for five
iterations. The higher order derivative at the last iteration is then found by using a
fixed point iteration method. The bandwidth for the original distribution can then
be found by recursively estimating the bandwidth for the higher order derivatives.

12
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Their method avoids the normal reference rule and makes no assumptions about
the underlying true distribution. In their comparison, their method outperforms the
other methods when estimating 10 different distributions.
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Chapter 3

Algorithm

3.1 Main Algorithm

This section describes the main algorithm. It is a probabilistic approach based on
the realizations by Zinchenko et al. [35]. We start by specifying the input data. The
algorithm is divided into a training and prediction part, each described separately.

3.1.1 Training Data

The training data for the DVH prediction consists of two features. Firstly, we use
the signed distance x between a specific voxel in an OAR and the closest point on
the target boundary. A detailed description of how these distances are defined and
calculated can be found in Appendix A. Secondly, we need the dose in each OAR
voxel.

3.1.2 Algorithm Outline

The algorithm is an approach that exploits the probabilistic interpretation of a
DVH (2.3). By estimating the probability density for the dose d in a specific voxel
in the OAR given the distance x to target boundary pD,X(d, x) we can decide the
density function for the dose pD(d) in the OAR, which completely specifies the DVH
according to (2.3).

Algorithm 1 gives a detailed description of the training phase of the DVH pre-
diction.

With the estimate of pD|X(d|x) we can make predictions. Once again we will
have to extract the distance x for each OAR voxel, but for the new case for which
we want to make the prediction.

Algorithm 2 describes the prediction part of the algorithm. Superscript ∗ de-
notes that the probability distribution refers to the new patient and not the training
set.

15
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Algorithm 1: Training
Data: Distance x and corresponding dose d in each OAR voxel for the entire

training set.
Result: The probability distribution of the dose d given the distance x,

pD|X(d|x).
1. Estimate the probability distribution for x and d, pD,X(d, x) using a

bivariate Kernel Density Estimation algorithm, e. g. the one proposed by
Botev et al. [5].

2. Estimate the probability density pX(x) for the entire training set using one
dimensional Kernel Density Estimation. Once again, Botev’s [5] algorithm
could be used.

3. Calculate the probability density of the dose d given x

pD|X(d|x) = pD,X(d, x)
pX(x) . (3.1)

Algorithm 2: Prediction of DVH
Data: OAR distances x for the new patient. pD|X(d|x) estimated from the

training set.
Result: Predicted DVH

1. Estimate the probability density p∗X(x) for the new patient.

2. Marginalize over p∗X(x) to retain a prediction of the density p∗D(d)

p∗D(d) =
∫
pD|X(d|x)p∗X(x)dx (3.2)

3. Calculate DVH(d) using equation (2.3).

DVH(d) = 1−
∫ d

0
p∗D(s)ds (3.3)
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3.2. SELECTING THE TRAINING SET

3.2 Selecting the Training Set
In order for the main algorithm to perform well it is beneficial to make an informed
choice of training patients. The main algorithm uses the voxel-specific features
distance to target boundary and radiation dose. Another category of features is
those relating to the entire patient. Such features could for example be target
size, OAR size, gender, or age of the patient. Three different methods for choosing
patients for the training set, based on similarity in terms of target size will be further
explained in this section.

Even though target size is the only feature considered in this study, there are
of course other patient-specific features that could possibly possess descriptiveness.
By introducing some metric, the selection of training patients could be generalized
to measure the similarity in multiple feature dimensions [2].

3.2.1 Symmetric Nearest Neighbours
Assume that we have a list of patients (including the test patient) sorted by target
size. Choose the two training patients closest to the test patient in that list. This
means that the two chosen patients do not necessarily have to be the ones differing
the least from the test patient’s target size.

A property of this method is that the test patient will be placed in between the
two training patients in terms of target size, thereby explaining the “symmetry” of
the method.

If the test patient’s target is smaller or larger than all targets in the original
training set, then we choose the two patients that are closest in terms of target size.

3.2.2 Relaxed Symmetric Nearest Neighbours
This method is an extension of Symmetric Nearest Neighbours. We start by choos-
ing two patients according to the above method. If the range of signed distances of
the training set is exceeded by the signed distances of the test patient, we proceed
by choosing patients outwards in the list of patients sorted by target size. The
method does thereby compromise the similarity of the selected patients, but does
instead ensure that all the information contained in the signed distances can be
used in the prediction.

If we reach an end we keep proceeding in the list in only one direction.
The expansion of the training set stops as soon as the range of signed distances

is no longer exceeded by the range of signed distances of the test patient. If this is
not possible, all available patients will be included in the training set.

3.2.3 Difference Mapping
This is a pre-study of a proposed method for choosing training patients that is
slightly more elaborate than the previous two methods. It has the advantage of
allowing us to include multiple patients in an informed way, thereby making it
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possible to utilize more data as a way to make the algorithm learn common planning
practice. Algorithm 3 describes the method in detail. The method could also be
expanded to exclude outliers from the training set. Outlier exclusion could be
performed after step 3 and the polynomial could then be recalculated.

A parameter δ is introduced in Algorithm 3. It is a number that defines the
maximum accepted difference between the test patient and the chosen training
patients. The best choice of δ in Algorithm 3 is decided through experiments. The
best δ will be large enough to include several patients so as to learn from previous
examples as well as being small enough to choose patients with high precision.

In step 3 in the algorithm, the best fitting polynomial is found. The degree is cho-
sen by performing Cross-Validation (for example Leave-One-Out Cross-Validation),
making sure we do not get an over-fitted polynomial.

The difference between the mean DVHs of the potential patients α and β corre-
spond to the Mean Difference (as defined in equation 5.4) between the two DVHs

MD(DVHα, DVHβ) = 1
N

N∑
i=1

(DVH(di)α −DVH(di)β) = DVHα −DVHβ. (3.7)

The mean DVH could be used as a cost function if metric learning is applied to
decide a metric that describes similarity in multiple feature dimensions.
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Algorithm 3: Difference Mapping
Data:

• Target sizes S for the test patient t /∈ P and each patient p ∈ P , where P is
the set of patients available for the training set selection.

• The DVHs for the patients in P .

• The maximum accepted difference δ ∈ [0, 1] between test patient and
training patients.

• The signed distances x between OAR voxels and target boundary for each
patient in P and the test patient t.

Result: A set of patients T used for training in Algorithm 1.

1. Measure the mean of each DVH.

DVHp = 1
N

N∑
i=1

DVH(di)p, p ∈ P (3.4)

where N is the number of sample points in the DVHs and p denote a specific
patient.

2. Perform regression to find the polynomial f̃(s), s ∈ R that best fits the
points (Sp,DVHp), where s represents target size.

3. Let
f(S) = f̃(s)− f̃(min Sp)

f̃(max Sp)− f̃(min Sp)
(3.5)

to ensure that f(Sp) ∈ [0, 1].

4. Calculate the difference ∆p = |f(Sp)− f(St)|.

5. Choose the training patients T that are predicted to differ at most δ from
the test patient’s DVH in terms of ∆.

T = {p ∈ P : ∆p < δ} (3.6)

6. If T = ∅, let T = arg min
p

∆p.

7. If the range of signed distances of the training set is exceeded by those of the
test patient; choose the patient corresponding to the ∆p that exceeds δ by
the smallest margin. Repeat until the test patient’s signed distances no
longer exceed those of the training set.
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Chapter 4

Implementation

This chapter details how the algorithm was implemented and tested. It describes
the data used and how it was preprocessed. In addition, the parameters in the
estimation are specified.

4.1 Acoustic Schwannoma

This implementation will only consider the brain disorder Acoustic Schwannoma.
Simply put, it can be characterized by a, usually, benign and slow-growing tumour
on the acoustic nerve [21].

In general, it is preferable to train the predictor for each diagnose separately since
the prescribed dose and other considerations vary between disorders. Including
different diagnoses in the same prediction would most likely have a detrimental
impact on the DVH predictions. The same thing applies for different OARs, since
dose restrictions can vary between OARs.

For this particular disorder, the brain-stem is an organ that tends to be close to
the tumour. For that reason and because of the severity of having a tumour press-
ing against the brain-stem, it is the most common OAR to delineate for Acoustic
Schwannoma cases. Because of the availability of pre-segmented samples, this study
therefore considers brain-stems.

4.2 Data

In the testing of the algorithm, 22 plans have been used where the brain-stem
and tumour have been segmented by a professional treatment planner. The data
has been exported from the Gamma Plan software [11] in DICOM-RT format [9].
Among other information, the DICOM-RT format contains the segmented struc-
tures and the dose matrix. The data has then been processed to create voxels of
size 1 × 1 × 1 mm3 corresponding to the pixel spacing and slice thickness in the
DICOM-RT files.
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Signed distances have been calculated using the Matlab function bwdist that
calculates the distance transform from the target boundary in 3D. A Euclidean dis-
tance measure was used. For a more detailed description of the distance transform
and how the signed distance was computed see Appendix A.

The input to the Main Algorithm is the distances calculated from the distance
transform and corresponding doses in each OAR voxel.

Patients for the training set are chosen based on how similar they are in terms
of target size as described in Section 3.2.

4.3 Estimation
For making the estimates in the algorithm the Matlab functions kde and kde2
(written by Botev [5, 4]) have been used. Apart from estimating the joint probability
pD,X(d, x) the functions have also been used to estimate pX(x) and a smoothed
version of the true DVH for the test patient.

The number of grid points affects the estimate. In the function, the number
of grid points are restricted to powers of two. All experimental results presented
in this report have been produced using 29 (=512) grid points. The accuracy of
the prediction increases with the number of grid points, but above 29 the estimate
for the distance density pX(x) become under-smoothed and spiky (see Figure 4.1 ),
deteriorating the predicted DVHs. An example of a resulting predicted DVH using
210 grid points compared to the same DVH predicted using 29 grid points can be seen
in Figure 4.2. The joint probability function pD,X(d, x) is more sensitive and seems
under-smoothed and spiky even for 27 mesh points, but that does not affect the
prediction in a negative way. Since these numbers were determined experimentally,
the current settings are only valid for the present voxel resolution.

Another input to the KDE functions is the boundaries. In addition to using the
maximum and minimum values of the training data as boundaries, the boundaries
have been extended with the range of the data divided by 30 at both ends to get
a tail with a reasonable fall off to zero on the estimate. The exact length of this
extension is not crucial for the precision of the method, but if we do not have enough
extra extension in the tails, the estimate will not have a fall off to zero and numeric
artefacts in the boundaries of the estimate will appear. Too long tails will also
cause problems since values might become dangerously close to zero, making the
conditional probability pD|X(d|x) = pD,X(d, x)/pX(x) undefined.
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(a) Estimate of distance density function
pX(x) using 210 grid points.
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Figure 4.1
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(a) A deteriorated predicted DVH when using
210 grid points.
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(b) The same predicted DVH when using 29

grid points.

Figure 4.2: A comparison between a predicted DVH for a patient using different numbers of grid
points. The red dashed curve represents the DVH for the actual treatment plan and the solid blue
line represents the predicted DVH.

4.4 Testing
When comparing the predicted DVH and the DVH for the real dose distribution
there is nothing telling us whether or not the real DVH is the best possible DVH
for that patient. Different planners can have different priorities with regard to
sparing of OARs versus efficient killing of the tumour. Also, the planner does not
really know how much sparing of the OARs that is possible in each individual case.
Many parameters are also tweaked in order to generate the existing dose plan. It
is therefore hard to test the results of the prediction since we do not know if the
“true” DVH is the correct answer. In other words, it is assumed that even when all
parameters are alike, there will still be random variations between the practice of
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different planners. When we compare the real DVH with the predicted DVH, we can
however check that our input features grasp some important factors that describe
the appearance of a DVH for a certain patient. We can also compare different
methods and parameters to see if the estimate becomes more or less similar to real
DVHs for some test patients. The results are also compared to another, but simpler,
method, described in Section 4.4.1.

Leave-One-Out Cross-Validation [14] has been used to test the performance of
the algorithm. This is an effective way of validating the model when the amount of
data is limited. The idea is that each patient in the data set is removed from the
training set and used for validation. Several difference measures, described in the
following sections, have been implemented for robustness. All of the measures are
calculated for each test patient. The results in Table 5.1 are the average results of
all patients for each measure.

To make an analysis of the Bias-Variance Trade-Off (explained in Section 6.2)
of the algorithm the prediction performance has been tested for patients included
in the training set.

Draft treatment plans have been constructed for each patient. These drafts have
not been produced by an expert planner and have not been tweaked in order to
better fulfil treatment objectives. The drafts are thereby assumed to be of poorer
quality. These drafts could thereby give us a hint of how much dose plans can
vary. The similarity between the predicted DVH and the true DVH has then been
compared to the similarity between the draft DVH and the true, final, DVH. Also,
the predicted DVHs for each patient have been compared to the drafts.

4.4.1 Euclidean Distance Weighting
To compare the performance of the method a “quick-and-dirty” approach has been
implemented.

In short the comparative method could be described to create an average DVH,
weighted by the similarity between the test patient and the training patients in
terms of target size and mean signed distance between OAR voxels and the target
boundary. The two feature dimensions are standardized, i.e. subtracted with the
mean and divided by the standard deviation of the data set. These two features
have been chosen since it is known that they have a strong correlation to the dose
distribution. The distance to each training sample is turned in to a similarity by
the relation

similarity = 1
1 + squared distance , similarity ∈ (0, 1]. (4.1)

This will create a similarity ranging between 0 and 1. The distance is kept squared
since this will put more weight on close samples.

The similarity is then normalized so that all samples sum to 1. The similarities
are used as weights, which are then multiplied with their respective DVHs. The
DVHs are then summed together, creating the predicted DVH.
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Chapter 5

Results

Initially, this chapter describes the measures used for evaluation of the method. We
go on by presenting the results of the described methods. Experimental results from
tests on draft treatment plans and target DVH prediction are also presented and
discussed.

5.1 Test Measures

5.1.1 Kullback-Liebler Divergence (KLD)

The Kullback-Liebler Divergence (KLD) is a measure of the difference between two
distributions. It tells us the average number of extra bits that would be needed to
encode the true distribution with the one we want to compare. Specifically, assume
we have the true probability density function p(d), where d is the dose, and we
try to model it with the predicted p̂(d), then in its discrete form we can write the
Kullback-Liebler Divergence as

KLD (p(d) || p̂(d)) =
N∑
i=1

p(di) log2

(
p(di)
p̂(di)

)
(5.1)

where N is the number of points in the distributions p and p̂. The logarithm with
base 2 should be used to get the answer in bits. In general terms, it can be noted
that KLD(p || p̂) ≥ 0 and that equality holds if and only if p = p̂ [20]. The measure
is not symmetric, so it matters which distribution that is compared to which.

The probability density p(d) is in our case the probability density for the dose
d estimated from the dose plan that was actually used for treatment of the patient.
In this implementation, the density function for the real dose plan is calculated
using a KDE in one dimension, using the same number of grid points and the same
boundary as in the prediction algorithm. We compare the true probability density
p(d) with the predicted probability density function p̂(d), calculated in Algorithm
2.
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Kullback-Liebler Divergence puts some constraints on the densities for which one
want to make the calculations. To be defined, all values in the density functions
have to be positive and sum to 1.

5.1.2 Root Mean Squared Error (RMSE)
To compare the predicted DVH (denoted DVHpred) with the real DVH (denoted
DVHreal), the Root Mean Squared Error (RMSE) has been used

RMSE(DVHpred,DVHreal) =

√√√√ 1
N

N∑
i=1

(DVH(di)pred −DVH(di)real)2. (5.2)

N is the number of points in each DVH curve.
Root Mean Squared Error - and not just Mean Squared Error - is used to acquire

a value with the same unit as a DVH (volume ratio) instead of the squared volume
ratio [31].

5.1.3 Kolmogorov-Smirnov Test (KST)
The Kolmogorov-Smirnov Test (KST) is a non-parametric error measure that is
defined as the difference between two cumulative distributions at the point where
the difference is largest [24]. This can written

KST(DVHpred, DVHreal) = max
i
|DVH(di)pred −DVH(di)real| (5.3)

where i denotes a sample point in the DVH.
The reason for using this measure instead of the common Root Mean Squared

Error is that some predicted/estimated DVHs have a long tail where the value is
more or less constant. A Root Mean Squared Error then tends to underestimate
the error.

5.1.4 Mean Difference (MD)
In order to compare whether the predicted DVHs are generally below or above the
true DVHs, a Mean Difference (MD) can be used. Note that this is a signed Mean
Difference and that it is here defined to produce negative results when the predicted
DVH is below the real DVH

MD(DVHpred,DVHreal) = 1
N

N∑
i=1

(
DVH(di)pred −DVH(di)real

)
. (5.4)

N is the number of sample points in the DVHs. Appenzoller et al. [1] measure the
results of their algorithm using the same measure. An obvious weakness with this
measure is that if the compared DVHs cross each other, the difference will be un-
derestimated, since positive and negative areas between the curves will cancel each

26



5.2. PERFORMANCE OF METHODS FOR TRAINING SET SELECTION

other. However, for DVH prediction, it is of interest if the predicted curve lies under
or above the real DVH. This underestimation will push the results towards zero,
so it is mainly the sign, and not the actual number, that is interesting. However,
the range of Mean Differences of the method could be compared to that of other
methods. Also, we would expect the average Mean Difference of a model to be as
close to zero as possible, otherwise it would reveal biasing tendencies of the model
or training data. The fitting error of the method should instead be read from the
RMSE or the KST.

5.2 Performance of Methods for Training Set Selection

The various methods for choosing training patients for the Main Algorithm have
been compared. They are referred to by the respective names of the sections where
they are explained in Section 3.2. For comparison, an approach where all 21 patients
(all the 22 patients except the test patient) are used as training patients is tested.
This method will be referred to as All Patients. Also, the results of the simple
method Euclidean Distance Weighting, that was implemented for comparison, is
included. The Kullback-Liebler Divergence does not make any sense for this method,
since it does not predict the probability density for the dose, only the DVH. This
measure is therefore left out for Euclidean Distance Weighting.

The results are summarized in Table 5.1. The various test measures listed in
each table are the ones described in Section 5.1. Plots of the 22 predicted DVHs
corresponding to the results of Relaxed Symmetric Nearest Neighbours and All
Patients in Table 5.1 can be found in Appendix B.

Table 5.1: Average test results for various methods.

Method KST RMSE KLD MD
All Patients 0.2277 0.0757 0.3770 0.0135
Symmetric Nearest Neighbours 0.0781 0.0230 0.0986 0.0044
Relaxed Symmetric Nearest Neighbours 0.0791 0.0214 0.0855 9.8 · 10−5

Difference Mapping 0.0907 0.0263 0.1163 1.5 · 10−4

Euclidean Distance Weighting 0.1883 0.0629 - 0.0029

We see that it is beneficial to make some informed selection of patients for the
training set, since all three training set selection methods perform better than using
all the available patients at once. We can also see that even though the method
Euclidean Distance Weighting is very crude, it performs slightly better than using
the Main Algorithm without making an informed choice of training data.

Figure 5.1 is an estimate of the distribution of the Mean Difference calculated for
all 22 patients for all the methods described above. The distribution was generated
by Kernel Density Estimation, so no underlying distribution was assumed.
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Figure 5.1: The distributions of the Mean Difference for the respective methods, where Method
1 refers to Symmetric Nearest Neighbours, Method 2 to Relaxed Symmetric Nearest Neighbours,
Method 3 to Difference Mapping, Method 4 to using all patients, and Method 5 represents the
comparative method Euclidean Distance Weighting. The black dashed vertical line indicate zero
Mean Difference.

5.2.1 Performance of Symmetric Nearest Neighbours and Relaxed
Symmetric Nearest Neighbours

Ideally, the signed distances from an OAR voxel to the target boundary for the test
patient should not exceed or be below those of the entire training set. Otherwise
information about the test patient will be lost. When using a Leave-One-Out Cross-
Validation approach for the All Patients-method, one patient will be the one with
the largest distance and one will have the smallest distance. However, it turned out
that the smallest signed distance was shared by two patients. One patient possessed
the largest distance, but that only differed from the largest distance of the rest of
the patients with 0.5 mm, which was within the boundary extension in the estimate.
So no breaches of this criteria are made when using all patients for training. On the
contrary, this problem arises often for Symmetric Nearest Neighbours, where the
test patient distances exceed those of the training set by numbers ranging between
0.5 and 10 mm. In the method, only two patients are used in the training set, and no
measures are taken to make sure that the signed distances of the training set covers
those of the test patient. In general, this method consequently performs slightly
worse than the Relaxed Symmetric Nearest Neighbours with respect to prediction
accuracy. The KST measure is, however, pointing in the other direction. The
measure is, as mentioned, sensitive to steep curves and is a one sample-measure.
However, the conflicting results point to the fact that there is no significant gain
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Table 5.2: Average test results for Symmetric Nearest Neighbours, where the test patients have
been divided into two groups; one group where their respective signed distances lie within the range
of signed distances of their training set and another where the signed distances exceed those of the
training set.

Patient Set KST RMSE KLD MD
Inside distance range 0.0780 0.0218 0.0723 -0.0015
Outside distance range 0.0782 0.0248 0.1365 0.0130

from Relaxed Symmetric Nearest Neighbours.
The difference between Symmetric Nearest Neighbours and Relaxed Symmetric

Nearest Neighbours can be further analysed by dividing the test patients for Sym-
metric Nearest Neighbours into two sets; one where their signed distances exceeds
the range of signed distances in their training set and a set where this does not
happen. Table 5.2 demonstrate the results of such a division. Inside distance range
refers to the 13 patients for which the signed distances lie within the range used in
the estimate in algorithm 1 and Outside distance range refers to the 9 patients for
which the signed distances exceed that range. As expected, the predictions for the
patients with exceeding distances, differ more from the true DVHs in general.

Since the Main Algorithm is incapable of making major extrapolations we loose
information about the test patient when the signed distance range of the training
data does not cover that of the test patient. It can be assumed that this is the reason
why Relaxed Symmetric Nearest Neighbours does have a slightly higher prediction
accuracy than Symmetric Nearest Neighbours, even if we compromise the similarity
constraint.

5.2.2 Performance of Difference Mapping

Difference Mapping described in Section 3.2.3 maps the available patients according
to their similarity in terms of the Mean Difference between DVHs. The similarity
mapping is put against the target size and a linear regression is performed to be
able to predict the mapping of the test patient.

A Leave-One-Out Cross-Validation of the 22 patients was performed, meaning
that each patient was excluded from the patient set before performing the regression.
For each of the 22 sets of 21 patients a second order polynomial turned out to have
the best fit. Figure 5.2 is an example that shows the resulting mapping and regressed
curve.

Even if the method performs worse for this dataset it has the potential to select
an indefinite number of training patients, if they are similar enough. The predic-
tions can therefore be based on the information contained in many similar patients.
Due to the probabilistic nature of the Main Algorithm, this can help increase plan
consistency. The method could also potentially gain on the other methods for larger
data sets since it offers a possibility to perform outlier exclusion. It is also possible
to make it more complex using multiple discriminating features.
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In the method the vertical distance δ between the mapped test patient and its
training patients can be set. This of course has a large impact on the performance
of the algorithm, but for this small data set, no setting made the method perform
better than Relaxed Symmetric Nearest Neighbours. Therefore, no further analysis
of the right parameter choice has been made. The same thing applies for the outlier
detection. The test results presented in Table 5.1 for this method has been produced
with the distance parameter δ set to 0.05 and without any outlier detection.
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Figure 5.2: Example of regressed second order polynomial from Difference Mapping implementa-
tion. The blue dots are the patients mapped by their target size on the horizontal axis. Their
placement on the vertical axis is proportional to the mean DVH. Consequently, the vertical dif-
ference between the points is proportional to the Mean Difference between their respective DVHs.
The green filled star is the actual placement of the test patient’s real DVH. The circled blue dots
are the ones chosen to be training patients. It is also indicated where the test patient and its
training patients are mapped onto the polynomial.

5.3 Comparison with Treatment Plans of Assumed Lower
Quality

All the treatment data used previously have been the final versions of the treatment
plan, i.e. the ones used for treatment of the patients. It is assumed that the final
versions, in general, have been remodelled to better fulfil both objectives of sparing
of the OARs and the treatment of the tumour. These plans will therefore be referred
to as final plans.
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Table 5.3: The average difference between the final treatment plan DVHs and draft treatment plan
DVHs, using different measures.

KST RMSE KLD MD
Draft DVH vs. final DVH 0.0392 0.0134 0.0327 0.0017

Table 5.4: Average test results for various training set choosing methods when testing against draft
treatment plans.

Method for Choosing Training Set KST RMSE KLD MD
All Patients 0.2209 0.0744 0.3689 0.0154
Symmetric Nearest Neighbours 0.0948 0.0299 0.1649 0.0064
Relaxed Symmetric Nearest Neighbours 0.0915 0.0275 0.1104 0.0021
Difference Mapping 0.1011 0.0310 0.1517 0.0019

For this project, new plans have been created for each patient. When creating
these plans, no parameters have been tweaked in order to better fulfil treatment
objectives, they are therefore assumed to be of worse quality. These plans will be
referred to as draft plans. A comparison with these drafts and the final versions
of the DVHs has been performed to assess the feasibility of the predicted DVHs.
Table 5.3 shows the results of that comparison. For convenience, the results of
the best performing prediction method is also repeated in this table. We can see
that, on average, the drafts differ less than the predicted DVHs. However, we
should remember that some of the drafts do not differ very much at all from the
final version. This does not mean that more deviating plans could not fulfil the
treatment goals, it can only give us a hint of the range of variation.

In addition to comparing the drafts DVHs with the final DVHs, the draft DVHs
have also been compared to the predicted DVHs. The average results can be seen in
Table 5.4. Interestingly, the Mean Difference (MD) result indicate that the predicted
DVHs do spare the considered OAR to a higher degree since the MD value is higher
in Table 5.4 than in 5.1.

This result could indicate that the method is able to predict DVHs that are
more OAR sparing than drafts when it has been trained on final treatment plans.
Also, when considering the error measures for all patients individually, and not
just the average, results indicate that the predicted DVHs possess a higher level of
consistency. This result is illustrated by Figure 5.4 for the Mean Difference measure.
It can be seen that the Mean Difference between the predicted DVHs and the true
DVH of the final plans vary within a closer range, whereas the Mean Difference
between the predicted DVHs and the drafts exceed the Mean Difference between
the predicted DVHs and the final DVHs for two patients (numbers 2 and 18). Both
the OAR and target DVHs of those two plans have been analysed to see if the dose
distribution in these cases is unreasonable in an obvious way. Compared to the set
of both target DVHs and OAR DVHs for the 22 patients, these two plans do not
stand out from the DVHs of all the other patients (see Figure 5.3), but there is still
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a chance that dose planning criteria would catch the plans as non-feasible if they
do not fulfil treatment objectives. This has to be further investigated. However,
if they fulfil the treatment criteria, this method could still help detect if the plans
deviate from common planning practice.
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(a) DVHs relating to patient 2 in Figure 5.4.
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(b) DVHs relating to patient 18 in Figure 5.4.

Figure 5.3: The green thin lines are the entire set of patient DVHs. The “bundles” to the left and
to the right is DVHs for the OAR and target respectively. The red dashed curve represents the
draft DVH and the blue solid line represents the final DVH. Neither the final plans or the draft
plans stand out from the entire set of DVHs, even though they differ more than usual from each
other.

When training and testing is performed on the draft plans it can be seen that
the spread of the error is higher than when trained on final plans. This is illustrated
by the Mean Difference distribution shown in Figure 5.5. It indicates the expected
fact that the final plans seem to be more consistent with each other. This result
hold both when the test data consists of drafts (Figure 5.5a) and final plans (Figure
5.5b).
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Figure 5.4: The red dotted line illustrates the Mean Difference between drafts and final DVHs, the
blue solid line the Mean Difference between predicted DVHs and the final DVHs and the green
dashed line the Mean Difference between the predicted DVHs and the draft DVHs. Black solid
lines show the maximum and the minimum values of the values illustrated by the blue solid line.
The black dashed line shows the mean of the values illustrated by the blue solid line. The predicted
DVHs are found using Relaxed Symmetric Nearest Neighbours.

−0.1 −0.05 0 0.05 0.1 0.15
0

0.005

0.01

0.015

0.02

0.025

0.03

Mean Difference

E
rr
or

d
is
tr
ib
u
ti
on

Trained on drafts
Trained on final plans

(a) The error when the algorithm is trained
and tested on drafts and final plans respec-
tively.
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(b) The error when the method is trained on
drafts and final plans, but only tested on final
plans.

Figure 5.5: The blue solid line refers to the error distribution when trained on draft plans and the
red dashed line is trained on final plans. Both error distribution have been generated by Relaxed
Symmetric Nearest Neighbours.
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5.4 Target DVH Prediction
Most focus in this project has been put on predicting DVHs for OARs (particularly
the brain-stem). Nevertheless, it would be useful to be able to predict DVHs for
the targets as well. Without any modifications, the investigated method is able to
predict DVHs for the target. The signed distance is as usual measured from the
target boundary, resulting in solely negative distances.

The accuracy of the predicted DVHs is lower, as can be seen in Table 5.5 com-
pared to results of the predicted DVHs for the brain-stem in Table 5.1. This can
be partly explained by the fact that the target is generally smaller than than the
brain-stem. The reason is that estimating a credible signed distance density or dose
density when there are only a few unique values could be troublesome. The problem
might be solved by creating smaller voxels and thereby increase the resolution.

Also, without further analysis it can be seen in Figure 5.6 that there does not
seem to be any correlation between target size and DVH appearance. Figure 5.6
show the resulting difference mapping in the Difference Mapping method. The fact
that target DVHs is uncorrelated to target size is also supported by the results listed
in Table 5.5. Very little is gained from choosing patients according to size.

Maybe there are other features that better describe target dose distribution. It
could however point to the fact that Gamma Knife dose planning can be said to
start by calculating a suitable dose in the target and then adapting parameters to
increase OAR sparing. Thereby not saying that higher consistency in target dose
planning would not be desirable. Target dose planning is associated with goals that
are set to ensure treatment efficiency. The goal is generally to achieve a high and
homogeneous dose in the target. But it is hard to evaluate if the goal has been
reached to the best possible extent in the individual case, since comparison with
previous treatment plans is difficult.

Table 5.5: Average test results when predicting target DVHs for various training set choosing
methods.

Method for Choosing Training Set KST RMSE KLD MD
All Patients 0.1100 0.0478 0.1768 -0.0112
Symmetric Nearest Neighbours 0.1081 0.0575 0.3108 0.0055
Relaxed Symmetric Nearest Neighbours 0.0987 0.0529 0.2822 0.0076
Difference Mapping 0.0882 0.0456 0.1826 0.0067

Table 5.6: The average difference between the final treatment plan DVHs and draft treatment plan
DVHs for the target, tested using different measures.

KST RMSE KLD MD
Draft DVH vs. final DVH 0.1094 0.0537 0.1574 0.0137

The DVHs for the target of the draft treatment plans have also been compared
with the DVHs of the final treatment plans. It can be seen in Table 5.6 that target
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DVHs vary more between draft and final plan than the corresponding DVHs for the
brain-stem. Typical DVHs that illustrate this behaviour can be seen in Figure 5.7.
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Figure 5.6: Mapping of the mean DVHs combined with the regressed line generated from an
intermediate step in the Difference Mapping method. It illustrates the fact that the mapped points
do not seem to have any significant correlation to target size. It can also be seen which patients
that have been chosen as training set (circled blue dots) for the DVH prediction of the patient
marked by the green star.
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Figure 5.7: An example of a DVH for draft (red thick lines) and final (blue thin lines) treatment
plans. The solid lines represent the OAR DVH and the dotted line the target DVH. It can be seen
that for this case the OAR DVHs vary less between draft and final plan than the corresponding
target DVHs.
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Chapter 6

Discussion

In this chapter possible ways of improving the algorithm are discussed and possible
future investigations on the subject are suggested. In addition, the feature selection
and Bias-Variance Trade-Off of the model is analysed.

6.1 Data Selection

It is imperative that high quality plans are used as training data. One measure
taken to ensure plan quality in this study is that only the plans chosen for the actual
treatment, and no drafts, have been used. For comparison, the algorithm has been
tested on a draft for each patient when training on the actual plans (naturally not
including the considered test patient in the training set).

It is also important to only train on the same diagnosis and the same OAR as we
want to make the prediction for. Other disorders could have a different prescribed
dose and the prediction would therefore not be applicable to the new patient case.
It would also be incorrect to use data from different OARs in the training data
since there might be other constraints on different OARs. For example, guidelines
for dose reduction are tougher for the brain-stem than for unspecified surrounding
tissue. A predictor trained on general surrounding tissue would not be restrictive
enough to predict DVHs for the brain-stem.

It should also be remembered that the treatment cases selected for this study
were chosen because their brain-stems had been segmented. Segmenting of an OAR
is generally only performed if it is located very close to a target. If one were to
segment OARs in cases where it is not motivated for treatment reasons it could
lead to different results. Since they have not been included in the dose planning
process no efforts have been made to control the dose in the OAR for these patients.
It is conceivable that the dose distributions vary more between cases, or possibly
vary less since they are further away.

Treatment plans produced by different planners can differ systematically [3, 12].
Although most studies concern Intensity-Modulated Radiation Therapy, it is reason-
able to assume that similar problems can be found within Gamma Knife treatment
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planning. It is desirable if the method is able to detect such systematic differences
between data sets, since this will reflect the prioritizations of the planners.

6.2 Bias-Variance Trade-Off

The Bias-Variance Trade-Off is a concept relating to assessment of model accuracy,
where a model can be diagnosed to be either prone to bias or to variance. This is
generally done by comparing the error on the validation set and the test set. In
the algorithm considered in this thesis, there is no relevance in having a separate
validation set since no model fitting by minimizing the prediction error of the pre-
dicted DVHs is performed. The training could be said to be somewhat “blind” in
relation to the prediction. Therefore, the training set can be considered similar to
the validation set in terms of the Bias-Variance Trade-Off in this project.

Bias and variance is related to the concepts of under-fitting versus over-fitting.
A model is under-fitted (has high bias) if it lacks in descriptiveness and that more
features might be necessary. In other words, the model is too simple. If a model is
under-fitted, both the error on the validation set and the test set is large. A model
is over-fitted (high variance) if it is too adapted to fit the specific training data and
instead lacks in generality. The validation set error is then low, whereas the error
is high on the test set [13, 14].

To assess the bias and variance of the considered algorithm, it has been applied
to patients included in the training set.

Assessing the bias and variance of this method is not straightforward since we
cannot increase or decrease the complexity of the model in a simple way. It is there-
fore hard to know how much difference between the training set error and the test
set error that indicates either bias or variance. We can however compare the results
between the different training set selection methods and analyse the differences.
The test measures have been calculated for each method when predicting the DVH
for patients in the training set. The results of a comparison between predicting of
DVHs for patients included in the training set (referred to as In training set) and
the ordinary Leave-One-Out Cross-Validation (referred to as LOOCV ) are shown
in table 6.1 and as explained in Section 5.2, All Patients mean that none of the
training set selection methods have been used. We see that for the All Patients-
alternative there is barely any difference between the accuracy of the predictions
when the patients are included or not included in the training set. The error is also
quite high compared to the other methods. This implies a large bias and a need
for a more complex model. The other methods are harder to assess since the train-
ing set sizes can range from 2 patients to all the available patients. For Difference
Mapping, there can even be 1 patient in the training set if other patients are not
considered similar enough according to the δ-parameter. In this case, the predic-
tion error will of course be zero. The average error for this method will therefore
be low. Note that when choosing the training sets this has been performed using
the Leave-One-Out-technique. In other words, the test patients have not been able
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to choose themselves from the available patients.
As was expected, the results of this experiment can be summarized by concluding

that the prediction accuracy for patients in the training set is slightly higher than
for patients not in the training set, but the difference is maybe not so large that we
would have reason to suspect over-fitting of the model.

Table 6.1: Average test results for various training set choosing methods. The test results of the
Leave-One-Out Cross-Validation (LOOCV) is compared to testing for patients in the training set.
Method abbreviations: SNN - Symmetric Nearest Neighbours, RSNN - Relaxed Symmetric Nearest
Neighbours, DM - Difference Mapping.

Method KST RMSE KLD MD
All Patients 0.2155 0.0720 0.3353 0.0135
Symmetric Nearest Neighbours 0.0617 0.0191 0.0409 0.0028
Relaxed Symmetric Nearest Neighbours 0.0764 0.0234 0.0596 0.0030
Difference Mapping 0.0509 0.0164 0.0456 0.0033

The prediction accuracy has also been measured when the test patient can include
itself in the training set. The settings for Difference Mapping have been the same as
previously, i.e. δ = 0.05 and no outlier exclusion. For this method, it is not certain
that the patient actually chooses to include itself in the training set. The reason is
that the similarity is estimated from the regression curve. The actual location of
the patient could therefore be further away than δ from the point where the patient
is predicted to be on the regressed curve.

Symmetric Nearest Neighbours and Relaxed Symmetric Nearest Neighbours has
been modified to include the patient for which the similarity is measured. In this
test, the two Symmetric Nearest Neighbours methods do not differ. The reason is
that since the test patient is included in the training set, the range of the signed
distances in the training set will not be exceeded by the test patient’s signed dis-
tances.

Table 6.2 summarize the results of this experiment. It can be seen that the
prediction error gets smaller in this case. It is however hard to draw the conclusion
that the model is over-fitted. It could rather be reasoned that it is unlikely that
the model is over-fitted since similar patients are only chosen according to one
simple feature, and the prediction in the Main Algorithm does not use any form of
minimization of the error of the predicted DVHs.

Table 6.2: Average test results for various training set choosing methods. The test results of the
Leave-One-Out Cross-Validation (LOOCV) is compared to an approach where the test patient can
choose itself for the training set. Method abbreviations: SNN - Symmetric Nearest Neighbours,
RSNN - Relaxed Symmetric Nearest Neighbours, DM - Difference Mapping.

Method KST RMSE KLD MD
(Relaxed) Symmetric Nearest Neighbours 0.0488 0.0141 0.0333 0.0027
Difference Mapping 0.0713 0.0222 0.0912 0.0062

The effects of the different training set selection methods can be further analysed
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by looking at the joint probability density pD,X(d, x) for the dose d and the signed
distance x shown in Figure 6.1. It illustrates the effects of using all patients in the
training set compared to using the described methods for choosing the training set.

A strong correlation between the dose and the signed distance can be seen.
It can also be noted that the grey to black area is quite broad when using all
patients. When training patients are chosen by similarity in terms of size, the
estimate is instead much “slimmer”. We can therefore conclude that the patients
are in fact similar. We can also see in figure 6.1c and 6.1d that the similarity has
been compromised to include patients that have larger or smaller signed distances
for Relaxed Symmetric Nearest Neighbours and Difference Mapping.

Some of the width of the estimate of p(d, x) could be explained by random
variation. This could be thought of as one of the strengths of the Main Algorithm. A
random variation in the dose distribution between otherwise similar patients would
mean that the most common practice will affect the outcome of the prediction the
most. As already mentioned, random variation between treatment plans is probably
an actuality.

Signs of non-considered features or systematically differing practice between
planners can be observed as ridges in the estimate of pD,X(d, x). If the width of
pD,X(d, x) instead is due to a truly random variance it could be observed as one
ridge with a deviation from the mean. These effects can of course only be fully
analysed for large sets of training data.

The Bias-Variance Trade-Off of the method can also be analysed by studying
the Mean Difference distribution in figure 5.1. The distribution indicate that there
seem to be very little bias in the better performing methods 1-3 (corresponding
to Symmetric Nearest Neighbours, Relaxed Symmetric Nearest Neighbours, and
Difference Mapping), whereas method 4 (corresponding to using all patients in the
training set) has a higher bias. As can be expected, a slim distribution indicates
high performance of the method.

An additional comment on the bias of the method can be made with support of
Figure 5.1. Typically, random variation has zero mean and is normally distributed
[26]. Without further analysis to confirm that the distribution in Figure 5.1 is a
normal distribution, it can be observed that it has almost no bias or skew. That
could indicate that the model does in fact describe the underlying structure well and
that deviations from the mean are random variations. There could be legitimate
reasons (like randomly varying shapes of target or OAR) for this variation that have
to be studied further before concluding that the discovered model is a model with
enough precision.
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(a) pD,X(d, x) when using all patients for
training. 21 patients in the training set.

(b) pD,X(d, x) for Symmetric Nearest Neigh-
bours. 2 patients in the training set.

(c) pD,X(d, x) for Relaxed Symmetric Nearest
Neighbours. 4 patients in the training set.

(d) pD,X(d, x) for Difference Mapping. 3 pa-
tients in the training set.

Figure 6.1: Comparison of the joint probability pD,X(d, x) in the estimation step for the same test
patient using various methods.

6.3 Feature Selection

In the present method, target size is used to distinguish the patients to use for
training of the Main Algorithm (Section 3.1). In the Main Algorithm, the voxel
specific feature, the signed distance from an OAR voxel to the target boundary
is used to decide the DVH. We have already seen illustrated in Figure 6.1 the
strong correlation of signed distance and dose. From the results in Table 5.1 we
apprehend the importance of distinguishing patients based on their target size. The
best illustration of this might however be the difference mapping seen in Figure
5.2. We can clearly see how the difference between DVHs grow in general as the
distance in target size gets greater. Whether or not the relation can be described
by a second order polynomial is not as clear due to lack of data.
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6.4 Further Research
The method has to be further assessed for larger sets of data. Also, tests have to be
performed with data from patients with disorders other than Acoustic Schwannoma
and for other OARs. Multiple and unfavourable shapes of targets will most likely
need additional study and refinement of the method will probably be necessary.

As mentioned in Section 1.1, DVHs for the OARs and the target can be used to
find a corresponding feasible dose distribution [33]. Implementing such a method
would be an important assessment of the feasibility of the predicted plans, but it
could also be a step towards pure data driven dose planning.

Outlier detection, i.e. exclusion of training set patients that deviate in a non-
expected way from a certain pattern [6], could be more extensively investigated.
This of course would require further analysis of the expected pattern. Are there
legitimate factors describable by patient specific features behind these deviations
or are these anomalies due to inexperience or varying ways of prioritizing between
treatment planners?

The actual location of the tumour is a potentially important feature for tumours
that are less well behaved than the Acoustic Schwannoma. Even if the same disorder
and the same OAR is considered, the location of the tumour in relation to other
OARs can affect the dose distribution in the considered OAR in a way that is not
captured only by distance to target.

The Mean Difference distributions of the method shown in figure 5.1 invite to
using a Bayesian approach to detecting treatment plans that are not consistent with
previous treatment plans [15].

To increase prediction precision the boundary error of the Kernel Density Es-
timates should be investigated, since this is a known source of error for Kernel
Density Estimates. Another measure to increase precision could be to increase the
voxel resolution. This way more grid points can be used in the Kernel Density
Estimate. Using more grid points could also diminish boundary issues.
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Chapter 7

Conclusion

This study aimed to investigate a probabilistic approach to predicting DVHs. Re-
sults show that for the considered data set it is possible to predict DVHs, both
for the target and for the considered OAR by only using target size and signed
distance from an OAR voxel to the target boundary as input features. It has also
been demonstrated that it is advantageous to perform an informed choice of train-
ing data for each test patient in order to attain good results. Nevertheless, further
evaluation of the feasibility of the plans has to be made. Also, further testing has to
be performed with larger data sets and also considering other diagnoses and OARs
before the usefulness of the method can be completely assessed. Initial tests indi-
cate that the OAR DVHs are determined within a narrow range, due to rapid dose
fall-off in the Gamma Knife, making it difficult to make predictions that are much
more accurate. The usefulness of predicting OAR DVHs for the Gamma Knife could
therefore be questioned. However, to increase plan consistency and quality, the aim
is not to have perfect prediction accuracy. Instead, it is more important that the
predicted plans are feasible and consistent with previous planning practice, since
it is assumed that individual plans might not be the best possible plan. Further
analysis of the predicted DVHs should therefore be made in consultation with an
experienced treatment planner. Also, the method could serve a purpose in detection
of plans that deviate much from standard planning practice.

Nevertheless, the investigated method can be seen as a first attempt at DVH
prediction using this approach. Compared to previous attempts at DVH prediction,
this method exploits the probabilistic interpretation of the DVH curve, ensuring
efficient use of input data and a curve with the same properties as an actual DVH.
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Appendix A

Distance Transform

This appendix describes how the distances between OAR voxels and target surface
for OVH calculations have been performed and specifically how a signed distance
has been calculated. The Matlab function bwdist has been used to calculate a
distance transform with a Euclidean distance measure.

In our application, a signed distance means that a distance is negative when
the OAR volume overlaps with the target. In more general terms we can define the
signed distance transform SDT in a specific element n in a matrix as

SDT (n) =


distance(n) if n is outside the structure
0 if n is on the boundary
−distance(n) if n is inside the structure

The distance function does in this case measure the distance to the closest boundary
point. It can be noted that a signed distance is usually oppositely defined as −SDT ,
i.e. the distance is negative outside the boundary and positive inside.

A geometric boundary has no extension and does not belong to the object or
the space outside the object. In a discrete implementation of a distance transform
it is not as clear. Ciesielski et al. [7] propose an algorithm for deciding the exact
geometric boundary by doubling the size of the grid in each dimension, and thereby
encoding the boundary between each element. However, for most intents and pur-
poses, it is enough to define the boundary as the set of elements that belong to the
set of inside-elements that are adjacent to some outside-elements [7]. The adjacency
can be defined in different ways. Tustison et al. [28] has made an implementation
where two voxels are defined adjacent if the Euclidean distance between them is less
than

√
3. This will create an evenly thick boundary (one voxel thick), i.e. the inner

voxels are defined to be part of the boundary if they are 18-connected to the outside
boundary in 3D [27]. In this implementation, adjacent elements are defined as the
set of inner-elements that have the Euclidean distance 1 from the set of outside-
elements. In other words, the inside-voxels will be part of the boundary if they are
6-connected to the outside-voxels in 3D (or 4-connected in 2D, as can be seen in the
example in Table A.5). This will result in less voxels belonging to the boundary.
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For this application this is a good property, since the values are processed like a
histogram, many voxels with the same value could have a detrimental effect on the
estimate.

An algorithm for finding the signed distance according to this boundary defini-
tion can be found in Algorithm 4.

Algorithm 4: Calculating the signed distance
Data: A binary matrix I defining the structure, where all elements inside is

nonzero and the rest are zero (see for example Table A.1).
Result: The signed distance matrix STD corresponding to I.

1. Calculate the distance transform D of I.

2. Invert the binary matrix I, making zeros nonzero and nonzero elements zero.
We can call it Iinv.

3. Calculate the distance transform Dinv of Iinv.

4. Find the elements in Dinv equal to 1. These elements correspond to the
inner boundary of I.

5. Let the elements found in the previous step be nonzero in Iinv.

6. Again, calculate the distance transform Dinv of Iinv.

7. Calculate STD by STD = D −Dinv

The algorithm can be described by a two-dimensional example. Assume we have
the binary matrix in Table A.1 where the nonzero pixels define a two-dimensional
structure. The Euclidean distance transform then becomes as in Table A.2. The
original structure area is marked with grey.

To measure the distance inside the structure, the original binary matrix A.1 is
inverted to create A.3. As can be seen, due to the inversion of the binary matrix,
the nonzero elements are now outside the original area (in grey). As described in
Algorithm 4 some extra nonzero elements, corresponding to the elements for which
the value equals 1 in the distance transform of Table A.3, are included in Table A.4.
Then the distance transform of Table A.4 is calculated. The final matrix seen in
Table A.5 is then retained by subtracting Table A.2 with the distance transform of
Table A.4.
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Table A.1: Binary matrix

0 0 0 0 0
0 0 0 0 0
1 0 0 0 0
1 1 1 0 0
1 1 1 0 0
1 1 1 1 0
1 1 1 1 0
1 1 1 1 0

Table A.2: Distance transform of Table A.1

2.0 2.2 2.8 3.2 3.6
1.0 1.4 2.0 2.2 2.8
0 1.0 1.0 1.4 2.2
0 0 0 1.0 2.0
0 0 0 1.0 1.4
0 0 0 0 1.0
0 0 0 0 1.0
0 0 0 0 1.0

Table A.3: Table A.1 inverted

1 1 1 1 1
1 1 1 1 1
0 1 1 1 1
0 0 0 1 1
0 0 0 1 1
0 0 0 0 1
0 0 0 0 1
0 0 0 0 1

Table A.4: Inverted binary matrix with edge shifted inwards.

1 1 1 1 1
1 1 1 1 1
1 1 1 1 1
0 1 1 1 1
0 0 1 1 1
0 0 0 1 1
0 0 0 1 1
0 0 0 1 1
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Table A.5: Table A.2 subtracted with the distance transform of Table A.4

2.0 2.2 2.8 3.2 3.6
1.0 1.4 2.0 2.2 2.8
0 1.0 1.0 1.4 2.2

-1.0 0 0 1.0 2.0
-1.4 -1.0 0 1.0 1.4
-2.2 -1.4 -1.0 0 1.0
-2.8 -2.0 -1.0 0 1.0
-3.0 -2.0 -1.0 0 1.0
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Appendix B

Predicted DVHs

This appendix shows resulting predicted DVHs for all the 22 patients. Since Re-
laxed Symmetric Nearest Neighbours has the overall best performance, the resulting
predicted DVHs from that method are shown in Section B.1. In Section B.2 the
results from using all patients without choosing are shown as a comparison.

B.1 Results produced by Relaxed Symmetric Nearest
Neighbours

The true DVH is the red dashed curve, thick blue solid line is the predicted DVH
and thin green lines are the training patients.
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Figure B.1: Patient ID 50
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Figure B.2: Patient ID 80
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Figure B.3: Patient ID 144
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B.1. RESULTS PRODUCED BY RELAXED SYMMETRIC NEAREST NEIGHBOURS
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Figure B.4: Patient ID 196
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Figure B.5: Patient ID 300
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Figure B.6: Patient ID 319
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Figure B.7: Patient ID 432
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Figure B.8: Patient ID 440
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Figure B.9: Patient ID 443
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Figure B.10: Patient ID 567
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Figure B.11: Patient ID 610
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Figure B.12: Patient ID 738
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Figure B.13: Patient ID 773
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Figure B.14: Patient ID 802
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Figure B.15: Patient ID 836
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Figure B.16: Patient ID 900
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Figure B.17: Patient ID 939
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Figure B.18: Patient ID 944
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Figure B.19: Patient ID 1018
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Figure B.20: Patient ID 1024
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Figure B.21: Patient ID 1043
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Figure B.22: Patient ID 1086
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B.2. RESULTS PRODUCED WHEN USING ALL AVAILABLE PATIENTS AS
TRAINING PATIENTS

B.2 Results Produced when Using All Available Patients
as Training Patients

This section serves as a comparison to demonstrate the importance of making an
informed choice of training patients. The training patients are omitted in the figures
since all patients (except the test patient) are used every time. The blue thick line
is the predicted DVH and the red dashed line is the true DVH.
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Figure B.23: Patient ID 50
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Figure B.24: Patient ID 80

0 5 10 15
0

10

20

30

40

50

60

70

80

90

100

Dose [Gy]

V
ol
u
m
e
[%

]

Figure B.25: Patient ID 144
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B.2. RESULTS PRODUCED WHEN USING ALL AVAILABLE PATIENTS AS
TRAINING PATIENTS
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Figure B.26: Patient ID 196
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Figure B.27: Patient ID 300
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Figure B.28: Patient ID 319

0 5 10 15
0

10

20

30

40

50

60

70

80

90

100

Dose [Gy]

V
ol
u
m
e
[%

]

Figure B.29: Patient ID 432

68



B.2. RESULTS PRODUCED WHEN USING ALL AVAILABLE PATIENTS AS
TRAINING PATIENTS
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Figure B.30: Patient ID 440
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Figure B.31: Patient ID 443
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Figure B.32: Patient ID 567
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Figure B.33: Patient ID 610
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Figure B.34: Patient ID 738
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Figure B.35: Patient ID 773
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Figure B.36: Patient ID 802
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Figure B.37: Patient ID 836
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Figure B.38: Patient ID 900
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Figure B.39: Patient ID 939
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Figure B.40: Patient ID 944

0 5 10 15
0

10

20

30

40

50

60

70

80

90

100

Dose [Gy]

V
ol
u
m
e
[%

]

Figure B.41: Patient ID 1018
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Figure B.42: Patient ID 1024
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Figure B.43: Patient ID 1043
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Figure B.44: Patient ID 1086
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