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Abstract
To cope with the increasing complexity of embedded and cyber-physical
system design, different system-level design approaches are proposed which
start from abstract models and implement them using design flows with high
degrees of automation. However, creating models of such systems and also
formulating the mathematical problems arising in these design flows are themselves challenging tasks. A promising approach is the composable construction
of these models and problems from more basic entities. Unfortunately, it is
non-trivial to propose such compositional formulations today because the current practice in the electronic design automation domain tends to be on using
imperative languages and frameworks due to legacy and performance-oriented
reasons.
This thesis addresses the system design complexity by first promoting
proper formalisms and frameworks for capturing models and formulating
design-space exploration problems for electronic system-level design in a declarative style; and second, propose realizations based on the industrially accepted
languages and frameworks which hold the interesting properties such as composability and parallelism.
For modeling, ForSyDe, a denotational system-level modeling formalism
for heterogeneous embedded systems is chosen, extended with timed domains to make it more appropriate for capturing cyber-physical systems, and
mapped on top of the IEEE standard system design language SystemC. The
realized modeling framework, called ForSyDe-SystemC, can be used for modeling systems of heterogeneous nature and their composition to form more
sophisticated systems and also conducting parallel and distributed simulation
for boosting the simulation speed. Another extension to ForSyDe, named
wrapper processes, introduces the ability to compose formal ForSyDe models
with legacy IP blocks running in external execution environments to perform
a heterogeneous co-simulation.
In platform-based design flows, the correct and optimal mapping of an
application model onto a flexible platform involves solving a hard problem,
named design space exploration. This work proposes Tahmuras, a constraintbased framework to construct generic design space exploration problems as the
composition of three individual sub-problems: the application, the platform,
and the mapping and scheduling problems. In this way, the model of the
design space exploration problem in Tahmuras is automatically generated
for each combination of application semantics, target platform, and mapping
and scheduling policy simply by composing their respective problems. Using
constraint programming, problems can be modeled in a declarative style, while
they can be solved in a variety of different styles, including imperative solving
heuristics commonly used to solve difficult problems. Efficient parallel solvers
exists for constraint programming.

iv
Sammanfattning
Den ökande komplexiteten är en stor utmaning för konstruktionen av
framtida inbyggda system. För att möta utmaningen utvecklas nu konstruktionsmetoder som har som mål att starta från en abstrakt modell och att
generera en implementering genom ett konstruktionsflöde med hög automatiseringsgrad. Dessvärre är dock skapandet av abstrakta systemmodeller och
formaliseringen av de relaterade matematiska problemen i sig ett mycket utmanande problem. Konstruktion genom komposition av basenheter är en lovande idé, men tyvärr är det väldigt svårt att introducera metoden i dagens industriella konstruktionsflöden på grund av imperativa programmeringsspråk
och ett gammalt arv i form av existerande kodbas och äldre konstruktioner.
Avhandlingen adresserar komplexiten inom systemkonstruktion genom att
föreslå passande formalismer för att uttrycka modeller i en deklarativ stil och
angripa problemet att hitta en passande implementering. Dessutom visar avhandlingen hur dessa formalismer kan realiseras i en form som kan användas i
ett industriellt sammanhang utan att förlora formalismens viktiga grundläggande egenskaper som komposition och parallelism.
Modelleringen använder och utökar ForSyDe, en konstruktionsmetod för
heterogena inbyggda system. Tilläggen består av en modelleringsmodell som
kan fånga specifika egenskaper hos heterogena inbyggda system, samt en implementering av ForSyDe i SystemC, ett industriellt modelleringsspråk som är
standardiserat av IEEE. Den nya utvecklingsmiljön, ForSyDe-SystemC, kan
användas för att modellera inbyggda system, komponera systemmodeller till
större system, samt möjliggör genomförandet av parallella och distribuerade
simuleringar med medföljande hög simuleringshastighet. Avhandlingen introducerar också “wrapper”-konceptet i ForSyDe som möjliggör integrationen
av existerande modeller och system som en del av en formell ForSyDe-modell
och deras co-simulering. ForSyDe-SystemC har använts inom EU-projekt av
industriella partner för modellering av egna system.
Att hitta en korrekt och effektiv implementering av en abstrakt systemmodell är målet inom aktiviteten “design space exploration” (DSE) som är ett
svårt problem för parametriserbara och flexibla plattformar. Avhandlingen
presenterar två generationer av Tahmuras, som är baserade på villkorsprogrammering och har som mål att konstruera DSE-problemet som en komposition av tre olika delproblem: applikation, plattform, och bindning. Ett integrerat DSE-problem kan sedan automatiskt genereras genom en kombination
av dessa delproblem. Olika metoder, från heuristisk till komplett sökning,
kan användas inom villkorsprogrammering för att lösa DSE-problemet. För
att visa Tahmuras potential har DSE-metoden validerats med hjälp av olika
systemapplikationer av skilda tidsegenskaper och olika plattformar.
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Chapter 1

Introduction
1.1

Problem Statement: Design of Complex Systems

The complexity of embedded electronic systems is continuously increasing in terms
of size and heterogeneity. Driven by the market demand, more functionality is
expected to be integrated into each product. To do this, system designers are expected to exploit the increasing computation, communication, and storage capacity
of the electronic devices enabled by the advances in the manufacturing technologies [143]. On the other hand, heterogeneity is revealed in the applications when a
single system is composed of functional units of different nature, including control,
signal processing, user interfacing, etc. These units are often designed by different
teams using a variety of incompatible languages and tools. A similar situation is observed in the implementation platforms such as IBM Cell, Qualcomm Snapdragon,
and Nvidia Tegra, where different computation, communication, and storage cores
appear in a single platform. Each of these cores can have different performance
and cost and might support a different programming paradigm and tool set. It is
notable that the new emerging paradigms such as cyber-physical systems (CPSs),
where embedded and physical systems need to be co-designed and co-operate, or Internet of things, where design of systems of systems are of central interest, intensify
the aforementioned challenges.
One of the main objectives of electronic design automation (EDA) is to introduce
tools and design methods to assist the embedded and electronic system designers
with the complexity challenge. Unfortunately, due to the Von Neumann legacy [21],
most of these methods and tools are built on top of imperative paradigms which
are described best using operational semantics. It is well known that imperative
models are in general not straightforward to compose due to the implicit state that
is inherent to them. The lack of composability limits the possibility of applying
divide-and-conquer approaches to manage the complexity problem.
Composability and compositionality are both discussed in the context of composite system design but they are not synonyms. Composability is used when the
3
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purpose is to construct a more complex entity from simpler components. In this
case, the interest is on having compatible component interfaces and a method to
compose them together. On the other hand, compositionality is used when understanding the meaning of an entity is possible by understanding the meaning of its
sub-components and the rules used for composing them together. For example, in
the context of semantics of programming languages, a denotational semantics is
said to be compositional. This is because the semantics of an expression, which is
described using mathematical objects called denotations, are constructed based on
the denotations of its sub-expressions. In short, compositionality is relevant in the
context of system analysis, while composability is a property that is related to the
synthesis of systems.
Before presenting the objectives of this thesis and the methodology used to
achieve them in Sections 1.2 and 1.3, a set of principles are presented which form
the foundation of the tools and methods introduced to manage complex embedded
and CPS design. The emphasis is on the limitations on composability caused by applying these approaches using imperative modeling paradigms and how declarative
approaches can be used instead.

1.1.1

Managing the Complexity

Kopetz [92, Chapter 2] points out four simplification strategies which are used to
manage the complexities beyond cognitive resources of humans. These strategies are
abstraction, which is about capturing the relevant aspects and ignoring irrelevant
details of a complex phenomenon; partitioning, which divides a problem scenario
into independent parts that can be considered separately; isolation, considers the
primary cause of an event or a sequence of dependent events when several causes
or a chain of causes are involved in a phenomenon; and segmentation, in which a
complex behavior is broken-down to smaller parts that can be analyzed one after
each other instead of considering them acting simultaneously.
In the context of this thesis, when referred to complexity, not only the cognitive
complexity for humans is interesting, but also the computational complexity for
computing platforms is concerned. For example, the simulation time of a large
system is part of the complexity problem. In this respect, the following list of
methods are considered in this thesis.
Abstraction
Abstraction prescribes constructing models of a system under consideration for performing analysis and design tasks. Jantsch [80] defines a model as ‘a simplification
of another entity, which can be a physical thing or another model. The model
contains exactly those characteristics and properties of the modeled entity that are
relevant for a given task’. Clearly there is more than a single way to perform such a
simplification. Each modeling languages and framework introduces a different way
to capture a model of a system. Also, several models of a single system with differ-
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5

ent abstraction levels might be constructed during the design flow. The question is
which kind of abstractions are suitable for specifying a systems, or each individual
part of a system.
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the application
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This
thesis for
concentrates
on system-level
design, which is an umbrella term for the
earliest design phases. System-level design is concerned with developing the main
concepts for a system and with evaluating whether these concepts will lead to the
satisfaction of all requirements. Structured approaches for performing system-level
design are of utmost importance for tackling the difficulty of making the right decisions during the earliest design phases and hence, for minimising design time.

1.1.2 Exploring Design Alternatives
Each design phase involves developing one or more alternatives for realising certain functionality. To investigate the feasibility of design alternatives, models can
be used. A model is an approximate or abstract representation of a system, which is
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Reuse
Even with proper abstraction of systems, designing a system from scratch is not
feasible for most complex systems. Often, designers reuse parts of the systems from
previous designs in new projects. In addition, purchase of intellectual property (IP)
blocks from third party vendors which have specialized expertise in designing specific components for integration into the system design flow is a common practice.
Third party and legacy IPs are very often developed in different modeling languages
and hence, with incompatible abstractions. Very often the source code of these IPs
are not available for porting to another modeling framework or language. Thus, a
design methodology needs to integrate external models into its design flow to be
successfully adopted in practice.
Separation of Concerns
Platform-based design (PBD) [88] emphasizes on separation (or even orthogonalization) of concerns in electronic system design along different axes; in particular
between computation and communication, and between functionality and the architecture. Computation and communication are best captured with different semantics and performance models and are realized using different classes of components.
As a result, it is better to capture and operate on them separately right from early
design stages. Also, once the functional behavior of a system and its implementation platform or architecture are separated, each of them could be designed and
validated in isolation more effectively. In addition, reuse of the functionality and
the platform in separate projects is possible. There are different opinions on how
to define the terms platform and PBD [65, 136]. In this thesis, we use the definition of a platform as a library of characterized components together with a set
of composition rules. A consequence of this separation is that a separate mapping
stage is required to bind the system functionality to an instance of the target platform (Figure 1.2). The mapping stage typically involves searching a possibly large
design space for a set of optimal solutions with respect to a set of constraints and
objectives. This combinatorial optimization problem is usually called design space
exploration (DSE) and in the general case it is non-trivial to solve. For each combination of the functional semantics and class of implementation platform, a separate
DSE problem needs to be formulated and solved. The current DSE frameworks
and tools support a single or a set of application semantics or platform types.
Exploiting Parallel Architectures
Looking at the manufacturing technologies, while the increase in the maximum
feasible clock speed of the individual transistors have stopped years ago, we still
observe an increasing number of logics in terms of computation cores on the general purpose and embedded platforms. EDA vendors are expected to exploit the
available computation cores not only in the implementation platforms, but also in
the designers’ machines where their design tools run. Design tasks such as simula-
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Figure 1.2: Following the principle of separation of concerns, system functionality
and the target platform are captured separately while a mapping stage binds the
latter during a mapping and design space exploration stage.

tion, analysis, and synthesis can be time consuming to run and hence, parallel or
distributed execution of them is highly desired.

1.1.2

Declarative Paradigms

Programs are known to be a combination of logic, or what to be computed, and
control, or how to compute them. In the extensively used imperative programming
paradigms, the programmer describes the computational steps required to achieve a
desired result. In this way, the program logic is implicitly defined while the control is
mostly explicit. Also, the output of a system described in this style not only depends
on its input, but also on the current state of the system. Procedural programming
and also object-oriented programming such as C, C++, and Java are examples
of such an approach. On the contrary, declarative paradigms focus on specifying
the logic rather than control of algorithms. Example of declarative approaches
are functional programming and logic programming. Lifting the argument to the
semantics domain, operational semantics, and specially the structural operational
semantics, focuses on defining the meaning of a construct by the execution steps
required to realize it. On the other hand, a denotational semantics defines the
effect of executing a construct using pure mathematical functions. Several practical
advantages for declarative programming are noted by Lloyd [99] including cleaner
semantics, productivity, meta-programming, and better support of parallelism.
An interesting question for EDA designers is how declarative paradigms can
be compared to imperative ones when applied to the problem of complex system
design.
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Abstraction and Re-use A complex system is composed of several sub-components,
each naturally expressed using a different abstraction and requiring different methods and tools to operate on. A natural solution is that a modeling framework
proposes appropriate abstractions for modeling individual components and also a
method to compose them together to form a model of a complex system. The
same arguments can be made for integrating external IP blocks where appropriate
interfaces need to be introduced so that the wrapped IP matches the abstraction of
the rest of the system model. However, if the individual sub-models are captured
in widely-used imperative languages or associated with operational semantics, it is
non-trivial to define the semantics of the composed model. This is due to the fact
that the implicit state of a component affects its behavior but it is not visible in
its interface.
Exploiting Parallel Platforms Another area in which declarative specifications
exhibit superiority is in the design of parallel, concurrent, and distributed programs.
For example, in the functional programming paradigm, the pure and side-effect-free
functions can be easily composed even when they are running on separate cores.
This is because they always return the same result when invoked with the same
arguments, no matter where and when they are executed. Clearly, the implicit
state of imperative specification does not allow the designers and tools to easily
exploit the intrinsic parallelism of the problems. Also, the possibility of access to
global variables in the imperative specifications intensifies the problem of their safe
parallelization.
Separation of Concerns One of the cases in which the principle of separation of
concerns can be applied is the formulation of DSE problems for mapping a platformindependent application model to a flexible target platform. A variety of different
complex algorithms and heuristics are proposed to solve such problems. These solutions are typically tailored to specific application semantics and a restricted set of
target platforms. However, it is desired to be able to select a suitable semantics for
describing the system functionality, a proper target platform which can implement
this functionality and an appropriate binding policy, and then automatically generate the DSE problem. Constraint programming (CP) can realize such an approach
by capturing these three aspects as constraints in a uniform style which can be
easily composed together as a single combinatorial optimization problem.
Unfortunately, unlike their benefits, declarative modeling and programming
paradigms are not mainstream in industry yet and there is more than a single reason for it. The free sequential speedup which was available by each new technology
generation until early 2000s is known to be a historical reason for not considering
declarative programming at least for parallel systems. In general, the considerable
imperative legacy both in terms of education of engineers and also the huge amount
of source codes and models is an important factor. Any new design method and
tool should be able to consider this legacy for successful acceptance in the indus-
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try. Also, the immaturity of the tools for declarative paradigms with respect to for
example performance and debugging facilities was a contributing reason. Fortunately, this problem is addressed to a large extent with the recent growing interest
in declarative paradigms.

1.2

Objectives and Scope

This thesis addresses the problem of composable modeling and design of complex
embedded systems. The semantical basis and modeling techniques are adopted from
declarative paradigms and adopted in industrially-accepted imperative frameworks.
The motivating reason is to benefit from the declarative formulation of models and
problems and at the same time to increase the chance of industrial acceptance and
to enable reuse of the legacy models and methods.
The scope of this thesis includes abstract modeling of heterogeneous application
functionality, reusing external IPs in system modeling, and automatic construction
of DSE problems as the composition of application, platform, and binding problems
in a PBD setting. Support for parallel execution and implementation of the system
models and design problems are also secondary objectives.
Concretely speaking, this thesis aims at providing the following two frameworks:
1. A framework for modeling of heterogeneous embedded and cyber-physical
systems (CPSs) which
• is abstract and independent of the implementation platform;
• has a formal well-defined semantics to enable application of automated
analysis and synthesis methods;
• supports parallel and distributed simulation and implementation of constructed models;
• is implemented in industry-accepted modeling and programming languages;
• supports co-simulation with legacy code and foreign IPs; and
• can be integrated into different design flows by exporting the constructed
models in a generic intermediate representation format.
2. A framework for automated construction of DSE problem models for PBD
which
• is based on generic models of application, platform, and binding of application to the platform components; and
• separates the problem logic from its solving method.
These two frameworks can be easily integrated in a coherent design flow which will
be presented later in Chapter 3.
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1.3

Methodology

The methodology that this thesis adopts consists of three steps.
1. Identify, extend, and develop appropriate declarative frameworks which enable composable construction of the system and design problems in the scope
of the thesis.
2. Provide a path to implement the developed frameworks using the industryadopted imperative languages and/or reusing legacy models and methods
developed in this field.
3. Perform proof-of-concept implementations of the mapped frameworks and
validate their usability using case studies.
Table 1.1 summarizes the result of applying the chosen methodology to the two
fields of interest defined in the scope of the thesis.
Table 1.1: Applying the methodology adopted in this thesis to the defined scope.
Methodology

System Modeling

DSE construction

Developed framework

ForSyDe: functional paradigm

Tahmuras: constraint programming

Path to implementation

Refined semantics

Automatic DSE model generation &
separate problem model from solving

Proof-of-concept

SystemC

MiniZinc, Gecode

1.4

Publications Arising from This Research

This document reports a set of papers published and prepared as a result of performing research on the area of embedded and CPS design. Nine publications are
included in this thesis and seven more are excluded and only mentioned here.

1.4.1

Included Papers

Five conference publications and a book chapter which is an improved version of another conference paper are included in this thesis. All of these papers are published
in the proceedings of well-known conferences in the research field. One technical report is published internally by KTH which includes interesting results. Two
more papers, including a journal manuscript and a conference paper are submitted
together with the thesis.
The included papers are listed below together with a short summary of their
reported contributions and results. They are also attached to this thesis in Part II.
The notation ‘Paper x’ which is used throughout this thesis to refer to the included
papers is based on the following list.
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Paper I: S. H. Attarzadeh Niaki and I. Sander. Co-simulation of embedded systems in a heterogeneous MoC-based modeling framework.
In Proceedings of the International Symposium on Industrial Embedded Systems (SIES), pages 238–247, 2011
The first paper extends the ForSyDe formalism with the concept of co-simulation
wrappers. They are used to achieve composition of different languages and
tools by integrating external models with high-level specification models in
an isolated manner. The paper defines three types of co-simulation wrappers
which are applied to two case studies to evaluate the concept. The author of
this thesis has developed the concepts, performed the implementations and
conducted the experiments for this paper.
Paper II: S. H. Attarzadeh Niaki and I. Sander. Semi-formal refinement
of heterogeneous embedded systems by foreign model integration.
In Proceedings of the Forum on Specification and Design Languages
(FDL), pages 1–8, 2011
The co-simulation wrappers presented in Paper I are used in this work to
present a refinement-by-replacement design flow. A set of refinement operations are defined and used to replace the components of a high-level system
specification with their implementation models incrementally. The presented
flow has been used to refine an audio equalizer system model onto an FPGAbased platform. The author of this thesis has developed the concepts, performed the implementations and conducted the experiments for this paper.
Paper III: S. H. Attarzadeh Niaki, M. Jakobsen, T. Sulonen, and I. Sander.
Formal heterogeneous system modeling with SystemC. In Proceedings of the Forum on Specification and Design Languages (FDL),
pages 160–167, Sept 2012
This paper reports the first implementation of the ForSyDe formalism in
SystemC. Mapping of the ForSyDe’s syntax to SystemC primitives and four
MoCs to an abstract semantics are presented. A preliminary version of a
discrete-event (DE) MoC with modeling limitations is also reported in this
work. This paper also introduces introspection to ForSyDe-SystemC as an
enabling technology to export the specified ForSyDe models to external tools
for further analysis and synthesis. An industrial case study modeled using
the presented embedded domain-specific language (EDSL) is also reported.
The author of this thesis has contributed to developing the concepts behind
ForSyDe-SystemC, performed the library implementations for three of the
four reported MoCs and contributed in conducted the experiments for this
paper.
Paper IV: S. H. Attarzadeh Niaki, G. S. Beserra, N. Andersen, M. Verdon, and I. Sander. Heterogeneous system-level modeling for small
and medium enterprises. In Proceedings of the Symposium on Inte-
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grated Circuits and Systems Design (SBCCI), pages 1–6, Aug 2012
A set of industrial design scenarios and case studies for system-level design of
heterogeneous embedded systems are reported in this paper. The presented
design scenarios were identified as a result of collaboration with our partners
from small and medium enterprises (SMEs) in the SYSMODEL project. The
paper shows the applicability of these design scenarios using two industrial use
cases. The author of this thesis extracted and formulated the design scenarios
from the internal deliverables of the SYSMODEL project and contributed in
developing the reported case studies of this paper.
Paper V: S. H. Attarzadeh Niaki and I. Sander. An automated parallel
simulation flow for heterogeneous embedded systems. In Proceedings of the Conference on Design, Automation and Test in Europe
(DATE), pages 27–30, San Jose, CA, USA, 2013. EDA Consortium.
ISBN 978-1-4503-2153-2
Paper V introduces special send and receive processes to the ForSyDe formalism which enable parallel and distributed simulation of system models. Based
on that, an automated parallel and distributed simulation flow is presented.
Starting with a short profiling of the sequential model, the process network
of the system model is partitioned using a heuristic cost function and appropriate send and receive processes are inserted on the boundaries. A final code
generation and compilation stage creates the parallel model which can execute
in a message-passing environment. The flow is evaluated using the ForSyDeSystemC model of an MP3 decoder to conduct the experiments. The author
of this thesis has developed the concepts, performed the implementations and
conducted the experiments for this paper.
Paper VI: S. H. Attarzadeh Niaki, M. Mikulcak, F. Robino, and I. Sander.
A framework for characterizing predictable platform templates. Technical Report 14:01, KTH, Electronic Systems, 2014
This technical report is the first step towards composable construction of DSE
problems. It proposes a framework for characterizing platforms which exhibit
predictable services to the applications. The semantics of the application is
assumed to be a classic periodic task-graph. Given an application model, a
DSE problem model is generated automatically and solved using a heuristic
branch and bound complete search algorithm. The characterization framework and the generated DSE models are based on the medium-level constraint
specification language MiniZinc. The flow is applied to implement a JPEG
encoder model on top of two different predictable platforms and compare the
measured results with the output of the constructed DSE problems. The author of this thesis has developed the concepts, performed the implementations
and contributed in the experiments for this paper.
Paper VII: S. H. Attarzadeh Niaki, M. Mikulcak, and I. Sander. Automatic generation of virtual prototypes from platform templates. In

1.4. PUBLICATIONS ARISING FROM THIS RESEARCH

13

M.-M. Louërat and T. Maehne, editors, Languages, Design Methods, and Tools for Electronic System Design, volume 311 of Lecture
Notes in Electrical Engineering. Springer International Publishing,
2015. ISBN 978-3-319-06316-4
The idea presented in Paper VI is extended to support design of mixedcriticality real-time systems. Following an analytical DSE stage generated by
a characterized platform template, a method is presented to automatically
generate a virtual prototype of the DSE output(s) which comply to the interoperability layer of TLM 2.0. The generated prototypes can be refined easily
by replacing more accurate simulation models, used as a platform for integration of non-hard real-time applications, or used as input for simulation-based
DSE in a two-stage design flow. The presented concepts are evaluated using
a surveillance image processing system. The author of this thesis has developed the concepts, performed the implementations and contributed in the
experiments for this paper.
Paper VIII: S. H. Attarzadeh Niaki and I. Sander. An extensible modeling methodology for embedded and CPS design. Submitted to the
ACM Trans. Des. Autom. Electron. Syst., 2014
This journal manuscript is an extension of Paper III but also reviews the
current status of the ForSyDe modeling methodology. The concept of process
constructors is highlighted as the distinguishing feature of ForSyDe and it is
shown how they can be used to extend and/or specialize the modeling capabilities of ForSyDe. Compared to Paper III, a refined layer is introduced explicitly to enable mapping onto other imperative electronic system-level (ESL)
languages than SystemC. Different aspects of the ForSyDe-SystemC modeling library are demonstrated in practice using models of two heterogeneous
systems. The author of this thesis has developed the concepts, performed the
implementations and conducted the experiments for this paper.
Paper IX: S. H. Attarzadeh Niaki and I. Sander. Automatic construction of models for analytic design space exploration problems. In
Submitted to the Conference on Design, Automation, and Test in
Europe (DATE), 2015
Compared to Papers VI and VII this paper uses clock constraints to generalize the Tahmuras framework on the semantics of application and services
provided by the platform. Separate models for the application, platform and
binding policy conforming to a meta-model are used as the input while the
DSE problem model is generated automatically. The experiments of this work
show how DSE models can be automatically generated for different combinations of application semantics and target platform templates. The author of
this thesis has developed the concepts, performed the implementations and
conducted the experiments for this paper.
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1.4.2

Excluded Papers

The following contributions to other publications are not included in this thesis.
The reasons for excluding them are either because they are not in the scope of the
research defined in this thesis, they are not targeting an academic audience, or the
author is not the main contributor in them.
• M. K. Jakobsen, J. Madsen, S. H. Attarzadeh Niaki, I. Sander, and
J. Hansen. System level modelling with open source tools. In Embedded World Conference, 2011
This work is a result of the activities performed in the SYSMODEL project
and targets an industrial audience. It proposes the ForSyDe design methodology to support making early design decisions and reduce risks in the design
flow of heterogeneous embedded systems. An audio calibration device is used
as a case study to show the potential of the presented approach. The author
of this thesis has contributed to the concepts behind this paper.
• I. Sander and S. H. Attarzadeh Niaki. Towards a formal software synthesis methodology for embedded multiprocessor systems.
In First International Software Technology Exchange Workshop
(STEW), 2011
This is an early positioning paper regarding formal synthesis of embedded
software to predictable platforms starting from a ForSyDe-compatible specification model using a DSE stage. This work targets industrial audience. The
author of this thesis has contributed to the concepts behind this paper.
• G. S. Beserra, S. H. Attarzadeh Niaki, and I. Sander. Integrating virtual platforms into a heterogeneous MoC-based modeling
framework. In Proceedings of the Forum on Specification and Design Languages (FDL), pages 143–150, Sept 2012
This work is done as a collaboration with Gilmar Bessera, a post-doc visiting researcher from University of Brasilia. Based on the ForSyDe-SystemC
library presented in Paper III and the idea of wrapper processes presented in
Paper I, it introduces a method for integrating transaction-level virtual platforms into high-level specification models. This can be used together with the
refinement-by-replacement method presented in Paper II to gradually refine
a specification model down to its implementation. The author of this thesis
has contributed to the concepts and writing of this paper.
• S. H. Attarzadeh Niaki, M. Mikulcak, and I. Sander. Rapid virtual
prototyping of real-time systems using predictable platform characterizations. In Proceedings of the Forum on Specification Design
Languages (FDL), pages 1–8, Sept 2013
This is the original conference publication which was invited and extended
for a book chapter as Paper VII. It was nominated as a best paper award
candidate.
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• F. Herrera, S. H. Attarzadeh Niaki, and I. Sander. Towards a modelling and design framework for mixed-criticality SoCs and systemsof-systems. In Proceedings of the Conference on Digital System
Design (DSD), pages 989–996, Sept 2013
This work sets the scene for research on the emerging field of mixed-criticality
systems on chip (SoCs) and systems-of-systems. It presents the involved disciplines, a core ontology for modeling such systems, and the open issues to
be addressed in this field. The author of this thesis has contributed to the
concepts and writing of this paper.
• S. H. Attarzadeh Niaki, A. Cevrero, P. Brisk, C. Nicopoulos, F. K.
Gurkaynak, Y. Leblebici, and P. Ienne. Design space exploration
for field programmable compressor trees. In Proceedings of the
Conference on Compilers, Architectures and Synthesis for Embedded Systems (CASES), CASES ’08, pages 207–216, New York, NY,
USA, 2008. ACM. ISBN 978-1-60558-469-0
The objective of this work is to perform design-space exploration for a new
type of fine-grained reconfigurable lattice for efficient implementation of arithmetic operations. The contributions done to this work were mainly performed
prior to the start of the author’s PhD studies and are out of the scope of this
thesis.
• A. Cevrero, P. Athanasopoulos, H. Parandeh-Afshar, A. K. Verma,
H. S. Attarzadeh Niaki, C. Nicopoulos, F. K. Gurkaynak, P. Brisk,
Y. Leblebici, and P. Ienne. Field programmable compressor trees:
Acceleration of multi-input addition on FPGAs. ACM Trans. Reconfigurable Technol. Syst., 2(2):13:1–13:36, June 2009. ISSN 19367406
This work proposes a new reconfigurable lattice to be integrated into finegrained field programmable logics. The contributions done to this work were
mainly performed prior to the start of the author’s PhD studies and are out
of the scope of this thesis.

1.5

Thesis Structure

In Part I, this chapter introduced the general field of the research, the concerning
problems, and the methodology used for addressing them. Chapter 2 serves two
purposes. First, the material related to the scope of this thesis in the literature is
surveyed. Then, preliminary concepts required for understanding the contributions
of this thesis are presented. In Chapter 3 an overview of the contributions of the
included papers is given in a coherent style. Chapter 4 summarizes the thesis and
presents possible future directions.
Part II includes the individual papers listed in Section 1.4.1.

Chapter 2

Background
The objective of this chapter is to provide the reader with necessary background
knowledge and make the contributions easier to grasp.
Section 2.1 presents the related work on the topics addressed in this thesis. Each
related work is introduced in short and then the differences to the work at hand
are highlighted.
Sections 2.2–2.4 cover the foundational basis of the work at hand. A history
of the ForSyDe methodology together with its formal underpinnings is presented
in Section 2.2. Section 2.3 introduces constraint programming followed by a brief
review of the Clock Constraint Specification Language in Section 2.4 which are
necessary for the understanding of the DSE problem construction framework which
is presented in this thesis.

2.1

Related Work

In the survey of related literature, application of composability to two different
areas are considered; first, modeling heterogeneous embedded and CPS design and
second, construction of DSE problem models for system synthesis. With respect to
system modeling, relevant formalisms for system specification and modeling (Section 2.1.2), co-simulation of models running in different environments as the composition of different tools and languages (Section 2.1.3), and parallel and distributed
simulation as the composition of several sub-simulations (Section 2.1.4) are considered. Models of DSE problems and generic infrastructures for performing DSE are
surveyed in Section 2.1.5.

2.1.1

Component-based System Design

In the component-based design (CBD) paradigm, components are functionally selfcontained, prefabricated, and validated units with well-defined interfaces which are
composed together in order to construct a system. Components facilitate reuse
17
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and enable substitutability by each other. An important extension to CBD is
the contractual definition of interfaces. In this case, the interfaces of components
consists of sets of operations with associated preconditions and postconditions plus a
set of invariants on the component’s state model. Such contracts are usually defined
on the functionality of components in traditional software engineering methods
but in the domain of embedded and CPSs, interfaces also need to include nonfunctional properties such as timing aspects. The interface automata [47] captures
the temporal aspects of software components and enables a compatibility check for
composing two components. Usage of CBD in the context of system-level PBD has
been also investigated [30, 137].
Kopetz [92] points out four principles of composability in the context of CBD:
1. independent development of components, enabled by precise definition of component interfaces both in the value and time domains;
2. stability of prior services, to ensure that the components provide the same
services which were validated in isolation after the integration into a larger
system;
3. non-interfering interactions, stating that the communication between a subgroup of functionally related components must not affect the communication
activities of other clusters of components; and
4. preservation of component abstraction in case of failures, to facilitate diagnosis and replacement of components without being aware of their internals,
effectively prohibiting implicit sharing of resources.
Composition of both software components and hardware IP blocks can be defined. It is also feasible to define composition of clusters of components in different
integration levels [120].
The ForSyDe formalism used in this thesis cannot be categorized exactly as a
type of component-based design because all ForSyDe processes are white boxes.
However, the notion of process constructors (presented in Section 2.2) encapsulates
the communication and synchronization aspects of a process, effectively acting as
a process interface. By examining the process constructor from which a ForSyDe
process is build, it is possible to generate the implied contracts which a ForSyDe
model adheres to.
A variation of CBD is when each system component is an independent software application. Separate software applications with possibly different real-time
and safety criticalities are developed in isolation and then integrated into a single
system. Composable platforms, formed out of composable resources, provide a solution by eliminating the interface between the applications. One approach to achieve
this is to run the applications on individual resources resulting to federated architectures, which is a well-known method in avionics and automotive domains. A more
efficient approach is to allow composable sharing of the resources by separating the
applications in the time domain using techniques such as time-division multiplexing
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(TDM) [2]. In this case applications are executed on virtually independent platforms which do not interfere with each other. CompSOC [66] and TTMPSoC [92]
are examples of multi-processor system on chip (MPSoC) platforms which provide
composable services for running multiple applications. Furthermore, considering a
complete system as a component in the field of designing cyber-physical systems of
systems is an emerging design discipline.

2.1.2

Heterogeneous System Modeling

Broman et al. [38] identify a set of dominating viewpoints, which are stakeholders interests, formalisms, which are the semantical basis of the design tools and
languages, and concrete tools and languages for CPS design. Derler et al. [50] also
point out a set of challenges arising in modeling such systems together with promising methods to address them. In line with [56, 138], Hardebolle and Boulanger [71]
provide a survey of heterogeneous modeling techniques in the context of multiparadigm modeling. They identify four sources of heterogeneity in the systems
models:
• domain referring to the technical domains that a part of application is related
to e.g, control, signal processing, etc., where each domain is best described
using dedicated modeling techniques;
• abstraction which is the level of details that the system models are captured
in each stage of the design flow;
• activity corresponds to the design task which is interesting to be performed
on the models in each stage, such as formal verification, code generation, etc.;
and
• view which is related to the aspect from which the models are observed such
as functional or power consumption views.
For each domain, abstraction level, design activity, and view a particular language and modeling style might be suitable. As a result, heterogeneous models
can be captured using the same or different languages which might be associated
similar or different underlying semantics. Hardebolle and Boulanger also point out
five methods for addressing the heterogeneity problem, namely
• translation of models from different languages to a common language;
• composition of modeling languages or meta-models aims at defining a
new common language which supports the constructs of all of the involved
languages;
• composition of models described in different languages in a coherent framework;
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• joint use of modeling tools which are appropriate for execution of each of
the models; and
• unifying semantics that is flexible enough to be customized for heterogeneous modeling.
This thesis adopts and extends a modeling methodology supported by a formalism which is based on composition of heterogeneous models using the theory
of MoCs. It provides means to address the heterogeneity of domains and abstraction levels. However, by introducing the flexible concept of process constructors,
heterogeneity of activities can be easily introduced for each case. A refined layer
is developed for this framework which has a unified semantics for implementing
different MoCs. In addition, it also supports the joint use of modeling tools using
the concept of wrappers.
The related work on heterogeneous modeling can be organized using two axes:
semantic explicitness and the modeling technique. Various modeling techniques are
proposed and developed by different communities but with the same goal of raising
the abstraction level in system design. Therefore, the following categories are not
orthogonal and some approaches belong to more than a single category.
Semantic Explicitness
Separation of functionality from the implementation is a key ingredient for a systemlevel design methodology which enables reuse. Rather than imposing the semantics
of a particular implementation platform such as the Von Neumann machine implicitly, a SLDL should be able to precisely capture the semantics of the system
behavior under consideration independent of a possible target platform.
Some SLDLs implicitly pick an execution kernel with a very expressive modeling capability such as the DE MoC to support modeling a variety of different
systems [53, 76, 107]. The downside is that expressiveness comes at the cost of
limiting the possibility for applying analysis and synthesis methods.
Some other approaches, called flexible in this thesis, provide the means for the
designer to define the semantics of her model without restricting her to a predefined
set of MoCs [121, 3]. This makes the specification of a specific semantics easier but
application of formal methods is still ad hoc and tool-dependent.
Study of a predefined set of MoCs for system-level design of embedded and
CPSs and using them explicitly right from the initial system modeling is promoted
by the Ptolemy project [128] and used also in other languages and frameworks [133,
124, 70].
Modeling Technique
ESL Languages ESL languages and tools focus on extending the available textbased programming languages and hardware description languages (HDLs) and
their accompanying tool-chain to support system-level design of electronic systems.
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Inspired by an early work on the ANSI C extension SpecC [53], the IEEE standard language SystemC [76] provides a C++ class library with facilities including
a discrete-event simulation kernel, modules and ports for hierarchy support, and
hardware-oriented data-types to model and simulate electronic systems as a set of
concurrent processes and threads. On its base, SystemC has constructs for register
transfer level (RTL) modeling. It has been extended later with transaction-level
modeling primitives to be able to support early software development on virtual
platforms. The SystemC analog/mixed-signal extension (SystemC-AMS) [5] supports the timed dataflow (TDF) modeling style to enable modeling of analog and
hybrid models. SystemVerilog [76] is an extension of the Verilog HDL which has
mainly focused on supporting verification aspects of system-level design. Due to the
choice of a single expressive MoC, ESL languages mainly focus on a single aspect
of system design such as validation and hence, support of various design activities
needed for heterogeneous embedded and CPS design to these languages are only
possible by defining specific coding styles and synthesizable subsets.
Support of MoCs has been introduced to ESLs in different ways. In a SystemCbased approach named SysteMoC [57], dynamic dataflow specifications are captured
in SystemC, where each dataflow actor is modeled as a state machine and distinguishes between the functionality state and the actor state machine. By analyzing
the actor state machine, it is possible to detect and exploit the statically analyzable portion of the model behavior to improve the simulations and implementation
speed. Applicability of SysteMoC is not studied beyond untimed dataflow MoCs.
Patel and Shukla [124] suggest non-standard kernel extensions to SystemC to boost
the performance of heterogeneous simulations for a limited set of MoCs. HetSC [74]
provides design guidelines and a library of primitives to help the user to express a
set of MoCs on top of the discrete-event kernel of SystemC but follows an informal
approach which does not enforce well-structured models.
Model-Based Design Model-based design (MBD) [117] was promoted by the
control and digital signal processing communities and focuses on capturing the
behavioral aspects of systems as models instead of programs. Simulatable specification models are captured and refined throughout the design flow. Executable
code can then be generated for specific platforms from the developed models. Matlab/Simulink [107] and Labview [114] are successful examples for the domain of control, signal processing and instrumentation respectively, which were later extended
to cover other application areas. Modelica [110] is an equation-based language used
in modeling physical systems with a standard library that contains a multitude of
components from different domains including mechanical, control, and electronic
systems. A numerical solver is used to simulate the models. Although MBD tools
with equation-based solvers have been applied to different application domains, the
semantics of these tools are often not rich enough for different design activities and
hence, the constructed models are not typically design-flow neutral and most of the
accompanying analysis and synthesis are ad-hoc, lacking a formal basis. The usage
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of MoCs for embedded and CPS design has been emphasized and studied in the
Ptolemy II project [128] to overcome the challenge of heterogeneous composition of
sub-systems with precise semantics. Ptolemy introduces an actor-oriented modeling
environment for heterogeneous systems where composition of actors belonging to
different MoCs is achieved via hierarchy. A central director, if present, dictates the
semantics of computation and communication in each level of hierarchy. However,
this limits the possibilities for parallel and distributed simulation. Ptolemy already
includes a set of MoCs and libraries of primitive actors but extending the tool using
the Ptolemy API is non-trivial. Additionally, new actors might not be compatible
with the available analysis and synthesis tools.
Model-Driven Engineering 1 Emerged from the field of software engineering, model-driven engineering (MDE) [87, 140] and model-integrated computing
(MIC) [147] provide means and encourages in having separate domain models in
different domain-specific language (DSL) languages defined by meta-models. Each
of these models captures a different aspect of the system and hence is suitable for a
different design activity. Model-to-model (M2M) and model-to-text (M2T) transformations are used to implement design activities or code generation to export
the models to other design tools. Modeling and Analysis of Real-Time Embedded
systems (MARTE) [121] and System Modeling Language (SysML) [122] are profiles
of the Unified Modeling Language (UML) supporting MDE-based development of
embedded systems. MDE is far from common practice in some communities (such
as hardware design), the models are not directly executable, and there is an extra
overhead of keeping the consistency between different models of the same system.
Additionally, most of the MDE standards do not enforce an unambiguous semantics
which is a requirement for well-defined and inter-operable models [98].
Dedicated Methods Apart from the solutions extended from the tools and languages from other fields, dedicated modeling techniques have been developed by
the EDA community to address the specific modeling requirements of ESL design.
Rosetta [3] is an interesting attempt to capture different aspects of components
using facets, which belong to various semantic domains. Metropolis [23] and especially its successor MetroII [45] are platform-based design frameworks in which a
platform-independent system model proposes events during its execution based on
its MoC. These events are tagged by annotators and schedulers to reflect the cost
and scheduling implied by the implementation platform. MetroII also provides basic
support for IP integration and design-space exploration. BIP [25] is a componentbased approach where the components are described using a combination of their
behavior as a transition system, interactions during transitions in behavior, and
priorities among possible interactions. Although this model has limited power for
1 The terms model-based design and model-based engineering has been also used as synonyms
of model-driven engineering. However, in this thesis the term MBD is reserved for the modeling
frameworks developed and extended by signal processing and control communities.
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expressing various semantics, support for correct-by-construction design makes it
an interesting approach. Table 2.1 summarizes the reviewed related work in this
field.
Table 2.1: Categorizing system-level design languages and modeling frameworks
based on their semantics explicitness and modeling technique.

Modeling
technique

Implicit
ESL languages
MBD tools
MDE methods
Dedicated methods

Semantic Explicitness
Flexible
Explicit

[53, 76]
[107, 114]
UML
—

—
—
[121, 112]
[25, 3]

[124, 74, 105]
[128]
[70]
[23, 45]

Section 2.2 introduces ForSyDe, which is the modeling methodology used in
the context of this work. The ForSyDe formalism is based on the theory of MoCs
where the semantics of models are captured clearly and explicitly. In addition, the
ForSyDe formalism does not specify a concrete syntax and its abstract semantics
can be mapped to different simulation engines. Hence, although the implementation
of ForSyDe in the ESL design language SystemC is reported in this thesis, it is
realized also using other modeling techniques such as MDE.

2.1.3

Co-simulation

The need for composing models of sub-parts of an electronic system captured in different modeling languages for co-simulation is not a recent problem. Probably the
first application of this technique which gained attention was co-simulating models
of hardware components (such as VHDL) with software (e.g., C code). Depending
on the abstraction level of the software, ranging from gate-level to transaction-level,
a trade-off is made between the accuracy and simulation performance. Rowson [132]
and Edwards et al. [55] provide comparative surveys on HW/SW co-simulation techniques. Loghi et al. [100] classify the HW/SW co-simulation approaches as homogeneous, heterogeneous, and semi-homogeneous. Homogeneous co-simulation frameworks such as Ptolemy [128] present all components in the same language/framework and can achieve high performance but are only suitable for early design stages.
Heterogeneous co-simulation environments take advantage of dedicated simulators
for hardware and software and can have a higher accuracy compared to homogeneous environments. Typically, a co-simulation bus is used to synchronize the
services among the simulators. Finally, semi-homogeneous co-simulation environments import the software simulator into a SLDL which is also used to model the
hardware elements and raise the abstraction level of the co-simulation bus.
With increasing interest in the networked embedded systems, it is crucial to
add the model of the communication infrastructure in the co-simulation. Fummi et
al. [60] integrate a network simulator together with hardware and software simulators. Also, in the design of hybrid control systems, the continuous-time model of
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a plant needs to be co-simulated together with the discrete behavior of the digital
part, possibly in a separate simulator. The Crescendo tool [58], composes discrete
event models expressed using the Vienna development method and continuous-time
models of the 20-sim framework to achieve such a co-simulation.
The co-simulation approach introduced in Paper I and presented in Section 3.1.5
has similarities with the semi-homogeneous co-simulation approach but takes a more
general view on the co-simulation based on the MoC of the simulator. Thus, it is
not restricted to hardware, software, or network simulators and can integrate any
simulator which has its MoC supported in the base modeling environment.
The High-level Architecture (HLA) is a relevant approach, first defined by US
department of defense and later as an IEEE standard, which aims at defining a
generic architecture for managing distributed simulations. A run-time infrastructure (RTI) handles the coordination of communication and synchronization among
the simulators (called federates). HLA follows an object-oriented approach to define
the object models and interfaces between the federates and does not explicitly define the semantics of each simulator. The co-simulation approach presented in this
thesis can reuse elements of HLA such as the data models. Recent research activities [95, 36] investigate using the HLA for distributed simulation of Ptolemy [128]
models. Section 2.1.4 reviews some of the techniques used in parallel and distributed
simulation.
A different approach to co-simulation is UniverCM [51] which proposes a bottomup view to system design. The low-level models of different system components
described in various languages are converted to a heterogeneous interchange format
which complies to a unified MoC and then integrated together. A SystemC simulation model is generated from the integrated model to perform the co-simulation of
different components. According to our adopted ontology, this approach is classified
as translation of models rather than joint using of modeling tools. UniverCM can
achieve higher (co-)simulation performance but it assumes that the source code of
all individual components are available which might be invalid in case of third-party
provided IPs.
The Functional Mock-up Interface (FMI) [34] is a recent standard for composing component models, called Functional Mock-up Units (FMUs), created using
different MBD tools. FMI supports both model exchange, where external models described as equations are integrated into a simulation environment, and cosimulation, where models with independent solvers are co-simulated independently
until synchronization and communication points in time. Broman et al. [37] identify
cases with the second version of FMI which can cause non-determinate co-simulation
and propose an extension and simulation algorithm to address this problem. The
co-simulation wrappers presented in this thesis follow the ForSyDe approach to
heterogeneous system modeling and are distinct from equation-based languages
supported by FMI.
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Parallel and Distributed Simulation

As stated earlier, most of the SLDLs in the ESL domain are based on DE simulation
and hence, most of the effort for parallel simulation in this field has been devoted to
parallel execution of DE models. Due extensive use of DE simulation in other fields,
parallel discrete-event simulation (PDES) has been considered by other communities also [109, 59]. The authors of [40] present a survey of methods for PDES for
ESL and propose out-of order PDES to enhance the performance of them. Attempts
on accelerating system simulation using massively parallel architectures have been
also performed. In the SCGPSim approach [113], source-to-source transformations
are used to convert a subset of SystemC specifications to a set of parallel threads
which are run on a general purpose graphic processing unit (GPGPU). Unlike the
above approaches, the method reported in Paper V and presented in Section 3.1.4
supports different MoCs of ForSyDe including its distributed discrete-event (DDE)
MoC.
In an actor-oriented simulation environment such as Ptolemy II [128], if the
actors of a MoC are run using separate threads (e.g., Java threads) the model can
take advantage of parallel (but not distributed) machines. Automated distributed
simulation of Ptolemy II models for the synchronous dataflow (SDF) MoC is also
investigated in [43]. The automated parallel and distributed simulation flow presented in this thesis takes advantage of a common refined layer and the structure
of ForSyDe models to use the same technique for parallelizing models in all MoCs.

2.1.5

Design Space Exploration Models

Most of the proposed system-level DSE frameworks are based on the clear separation between the functionality and the architecture [89, 22, 88] (Figure 1.2) which
resembles the famous Y-chart of Gajski [61]. Gries [67] provides a good survey of
the tools and methods for DSE in system and micro-architectural levels. Singh et
al. [145] present more recent approaches for mapping applications to multi/many
cores.
A DSE problem, as like other NP-hard combinatorial optimization problems,
can be seen as the composition of a problem model, which defines the solution space,
and a solving method, used for searching the solution space for desired solutions. In
general, solving a DSE problem involves a method for traversal of the design space
and one for evaluating each design point (also known as performance analysis) to
obtain its associated performance and cost metrics. Tahmuras adopts this view but
also views the problem model as the composition of the application, platform, and
binding sub-problems (Figure 3.12).
In the following, first different approaches for modeling and solving the DSE
problems are surveyed and then a set of generic frameworks for performing DSE
are presented.
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Solving the DSE Problems
Most often, performance evaluation and the design space traversal are performed
during solving in separate steps iteratively. Performance/cost analysis for each
design point might be done either based on fast analytical methods or detailed simulation models. Examples of analytic methods are schedulability [46], dataflow [146,
Sec.V], or event stream [151, 69] analyses. As for full system simulation, SystemCbased virtual prototypes (VPs) and transaction-level modeling [64, 76] are the
prominent approaches. Combination of both methods is also performed for a tradeoff between accuracy and speed or mapping applications with mixed-criticality requirements [111, 83, 73, 86]. Methods for exploring the design space can be categorized based on the optimization strategy (single or multi-objective) and design
space coverage strategy (search tree, local search, population-based, etc.). In this
thesis, analytical models are used for evaluation of the design points. But, in contrast to the above methods, instead of performing the performance/cost evaluation
and the design space coverage as separate steps, they are overlapped in such a way
that the constraints implied by each of them directly propagate to the other one,
effectively pruning the search space faster. For example, by fixing a variable representing the frequency of a processing element, the domain of possible values for
the variables representing the execution time of the application tasks running on it
will automatically be pruned and vice versa.
Modeling the DSE Problems
Blickle et al. [33] propose a method where the functionality is captured as a problem
graph which represents a dataflow-oriented task model, the flexible target platform
as an architecture graph, and possible mappings as edges between the two graphs,
together forming a specification graph. Cost metrics are annotated to the nodes
and edges of this graph. The DSE problem in this case is shown to be NP-hard and
thus is formulated using evolutionary algorithms for solving. This graph-based DSE
model has served as the basis for development of many other system-level design
flows. However, it does not support application models with different semantics
and it is not obvious how the architecture graph can be used to represent more
complex cases such as network on chip (NoC)-based platforms where some of the
cost metrics such as communication latency depend on the decisions made during
mapping. In this thesis, a multi-form notion of time is employed to represent
the semantics of application and platform services as set of constraints on logical
clocks. Additionally, instantiation constraints are prescribed to have a more general
representation of the flexible target platform and its possible valid instances.
A prerequisite for supporting multiple application semantics and target platform
templates in a DSE framework are generic models which are expressive enough to
express each of them and at the same time support effective solving methods. Below,
some of the generic application and platform models are mentioned. The focus is
on the methods which support analytical methods for performing the DSE.
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Benveniste et al. [29] restrict the signals of the Lee and Sangiovanni-Vincentelli
(LSV) model [97] to sequences of events and introduce an algebra of tag structures
to compose heterogeneous parallel composition of sub-systems. Heterogeneous tag
structures are related together using tag morphisms. The framework is used to
deploy a synchronous specification on a loosely synchronous target platform.
The system-level design language Rosetta [91] provides a unified semantic domain to define heterogeneous MoCs and their interaction together. Different aspects
of a system are modeled using facets, where each facet inherits its semantics from
a domain and possibly extends it. The semantics of a domain are defined in a
declarative style as a set of higher order logic constraints over items such as values, tags, and events. The Rosetta’s constraint-based semantics could potentially
be used as a self-contained and composable model of the system functionality to
construct a DSE problem. However, in Tahmuras semantic constraints are defined
only on logical clocks, which gives a simpler and more coherent structure to the
DSE construction problem.
Logical clocks were first introduced by Lamport for specifying partial order
between events happening in distributed systems and also developing synchronization algorithms [94]. Later, it has been successfully used in the synchronous languages camp and especially the multi-clock languages with a polychronous notion
of time [27]. Similarly, MARTE adopts a multiform model of time and uses a companion language named CCSL to support it [9]. Tahmuras uses the time model
of MARTE and reuses the elements of CCSL for capturing the semantics of the
application and platform services.
UML-based languages [121, 122] provide a rich set of notations for expressing
application models and different platform types but often their semantics are not
formal and clear enough to support analysis methods. For example, MARTE introduces notations to capture application, platform, and binding (called allocation)
of one to the other without specifying a design methodology. Design flows such as
Koski [84] connect diagrams of UML to other formalisms and perform the DSE.
In event-stream-based methods such as real-time calculus [151] and SymTA/S [69]
a stream of events are passed as a traffic through a set of resources. Streams are
represented as arrival curves and the time-delay of the execution service that each
resource provides is captured as a service curve. An advantage of this approach is
that the performance analysis problem can be constructed compositionally.
Data flow models are suitable for expressing streaming applications where causal
dependencies express partial orders between the events. However, special forms of
data flow models such as SDF and cyclo-static dataflow (CSDF) are equipped with
strong static analysis methods which makes them interesting for DSE. Data flow
models are used also for modeling the behavior of the platform components where
each application actor is mapped. In this way, each mapping implies altering the
application data flow graph to include the platform behavior. A comparative survey
of different data flow models is presented in [146].
Schedulability analysis primarily used for determining whether a given application model as a task set which is to be scheduled on a given platform equipped
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with a scheduling algorithm fulfills its deadlines [46]. As a result, it is less used to
formulate DSE problems in the sense it is considered in this thesis. However, in
many areas such as control applications, periodic task sets are commonly used as
the model of input application.
Generic DSE frameworks
Several approaches tackle the problem of providing a generic DSE framework for implementing electronic embedded systems. A short list of representative approaches
together with a short description of them is presented below.
SystemCoDesigner [85] has a dynamic data flow-based front-end to capture the
application functionality. But internally, it uses a similar graph-based model to
formulate the DSE problems. Evaluation of the design points are simulation-based
and the PISA interface (described below) is used to solve the multi-objective optimization problem.
The system-level DSE component of the multimedia-oriented Daedalus design
flow [118], called Sesame [126], maps application models based on Kahn process
networks (KPNs) on a predefined platform with a restricted set of generic components. The real-time version of the flow, DaedalusRT [24], claims a faster DSE
stage based on hard-real-time schedulability analysis of CSDF graphs for multiple
applications.
PeaCE [68] also targets multimedia applications with real-time constraints. It
supports application specification with two different MoCs, extended SDFs and
extended finite-state machine, while for DSE they are converted to a restricted
task model. DSE is performed in a two step iterative style based on a heuristic
which starts from a simple architecture and extends it incrementally optimize the
performance. The platform is fixed to a bus architecture and its semantics and
composition rules are implicit in the design flow.
Koski [84] uses UML state-charts, class diagrams, composite structure diagrams,
and sequence diagrams as to specify the application functionality but transforms
them to KPNs for DSE. Similar to the graph-based approach, a composite structure
diagram describes the architecture model. UML tags are used to parameterize
library components but the component semantics (or behavior model as stated in
this work) is not captured and hence is implicit in the mapping heuristics.
Metropolis [136] and its successor metroII [45] aims at providing a generic approach to PBD design and is the most relevant to the contribution of this thesis.
The Metropolis Meta-model (MMM) has a formal semantics and is powerful enough
to represent models in different MoCs and languages. The meta-model is used to
capture and analyze the system functionality, platform architecture, and mapping
as well as additional constraints based on linear temporal logic (LTL). Structurally,
a functional model consists of processes which communicate together using media
via their ports, while semantically, a set of executions consisting of sets of events
define the system behavior. Annotators annotate events with performance metrics,
schedulers are described by imperative code and perform resource, and constraint
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solvers enforce event scheduling at runtime and are described using declarative expressions. Metropolis tries to provide a unified framework to represent and exchange
information required for modeling, simulation, architectural exploration and other
analyses and letting the user to plug in the required algorithms suitable for each
domain. Compared to Metropolis, Tahmuras focuses on automatic construction of
analytic DSE problems and hence can benefit from a more coherent constraint-base
formalism. Domain specific search algorithms can still be used for efficient solving
of Tahmuras-constructed problems.
PISA [32] is a population-based optimization infrastructure which separates the
problem-specific part of an optimizer, called variator, from the problem-independent
part, named selector. In each iteration, the variator generates new individuals and
computes their objective functions while the selector chooses a set of new parents
for the variator. In contrast, although CP separates the problem model from the
solving method, it is not based on population-based search. Also, unlike PISA,
Tahmuras provides a mechanism for automatic construction of problem models.
NASA [82] presents a modular infrastructure for system-level DSE of MPSoCs.
It defines interfaces to support integration of different simulators and multiple
search algorithms which can simultaneously co-explore the design space in different
dimensions.
MULTICUBE [144] provides a method and tool for efficient multi-objective
and automated simulation-based DSE for many-cores with multiple parameters. It
supports integration of multiple simulators with a generic interface. A key feature of
this method is a set of response surface models to analytically speed up simulation.
These analytic models are dynamically trained to predict the behavior of design
points which are not yet simulated.
DOL [150] is also a notable approach which provides a complete tool set to
implement KPNs on a set of generic, but not extensible, component templates. The
application and platform models are given as XML files. DOL integrates modular
performance analysis based on event-stream model of real-time calculus in its DSE
loop and uses the PISA interface to perform a population-based DSE.
Kim et al.[90] consider the problem of mapping a task-set onto a heterogeneous
platform including processors equipped with different real-time operating system
(RTOS) scheduling policies.
Constraint-driven DSE
COSI [127] is a relevant approach which targets synthesis of optimized on-chip
communication. Based on a library of fine-grained platform components and their
composition rules, more complex communication topologies are constructed. The
concept of a communication structure, which is a set of interconnected components
with associated quantities, is used to capture the communication at different abstraction levels including the specification of the synthesis problem, the platform
instances, and refined implementations. COSI provides a generic integer linear
programming (ILP)-based formulation of the communication synthesis optimiza-
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tion problem while a heuristic is proposed for solving NoC synthesis problems.
Compared to COSI, Tahmuras considers the scheduling of the application with different semantics as a part of the DSE problem. In addition, more complex cost and
performance quantities can be captured in Tahmuras thanks to the more generic
constraints provided by a CP tool kit.
Kuchcinski [93] presents a finite-domain constraint-based model of the classic
system-level mapping and scheduling and high-level synthesis problems. He observes that in a DSE problem model there are at least two types of constraints;
the ones rooted in the functional specification such as the precedence constraints,
and the non-functional constraints such as timing, area, etc. Tahmuras takes a
step further by explicitly separating the constraints derived from the application,
the platform, and the binding problems and proposes a method for automatic construction of the DSE problem.
Bonfietti et al. [35] present a complete approach which uses CP to perform
a throughput-optimum mapping of SDF graphs of practical size onto a multi-core
platform in reasonable time. The important contribution of this work is the demonstration of feasibility of using CP to perform a complete search by effective pruning
of the search space. The throughput constraint introduced in this work is an example of solving methods which could be integrated for efficient solving of the more
generic DSE models constructed by Tahmuras.
DESERT [115] enables modeling of a design space which used for top-down
implementation of models down to a configurable architecture. The design space
is structured as a so called AND-OR-LEAF tree and symbolic search methods
based on binary decision diagrams (BDDs) are used to (semi-)automatically find
feasible solutions subject to a set of structural constraints. In the MILAN framework [111], the solutions provided by DESERT are fed to a detailed simulation tool
to investigate optimum design points with respect to a set of performance metrics.
DesertFD [54] is a successor of DESERT and employs CP to overcome the problem of exponential growth of BDDs. A property composition language is provided
to specify constraints on different parameters. In comparison, the design space in
Tahmuras is generated automatically based on the a priori characterization of the
platform template and the application semantics without user intervention. However efficient search heuristics are required to solve large problems in reasonable
time.
If the design space is highly constrained and for specific structuring of the design
space, multi-objective evolutionary methods might not be able to efficiently examine
the interesting design points. To address this, satisfiability-based constraint solvers
have been coupled with evolutionary methods to solve the highly constrained design
spaces more efficiently [101].
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The ForSyDe Methodology and Formalism

A considerable part of the contributions of thesis is dedicated to extending the
ForSyDe modeling methodology. Hence, an overview of its current state is presented in this section to provide a basis for the extensions presented in Chapter 3.
The Formal System Design (ForSyDe) methodology was originally introduced as a
modeling and refinement technique for design of SoCs and embedded systems [133].
A distinguishing feature of ForSyDe with respect to modeling is the concept of process constructors which cleanly separates the computation performed by a process
from its synchronization and communication aspects. ForSyDe encourages capturing the system functionality as an abstract specification model which can be later
refined to an implementation model by stepwise application of formally defined design transformations. A modeling language based on the functional programming
language Haskell was presented as the first realization of the suggested modeling
techniques.
The original work on ForSyDe was based on the synchronous MoC. Later,
its modeling technique has been used to formalize a modeling methodology which
target modeling of heterogeneous embedded systems and SoCs by introducing a set
of generic MoCs [148, 80]. A similar formalism has been implemented on top of the
functional language ML and also captured in a meta-modeling framework [106, 104].
Zhu [156] introduces a continuous time MoC to the methodology. Jakobsen [79]
integrates a new discrete-event MoC to ForSyDe but it is not fully operational in
special cases which is described later in Section 3.1.1.
The first attempt on implementing a similar heterogeneous extensions on top of
an imperative language is reported in [105]. Zhu [156] also reports an implementation on top of SystemC. None of these attempts introduce a systematic approach to
implement the denotational semantics of ForSyDe on top of imperative languages.
In addition, the models expressed in both of these languages are suitable only for
simulation.
In this thesis, the modeling methodology of ForSyDe is considered for extension without assuming later stages in any specific design flow. A new distributed
discrete-event (DDE) MoC is introduced and the capability to co-simulate with external models are added using the concept of wrappers. In addition, a refined layer
is introduced to guide the realization of ForSyDe on top of imperative languages.
Parallel and distributed simulation is another feature which is part of the thesis
contribution.
In the following the ForSyDe basis is introduced formally. The focus is on the
abstract syntax and the semantics of ForSyDe while the concrete syntax is defined
each modeling language which implements it.

2.2.1

The Abstract Syntax

A system is structured as a concurrent process network consisting of processes and
MoC interfaces (MIs) interconnected by signals. Processes can communicate and
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synchronize only by means of signals and therefore there is no global state in the
system. Figure 2.1 gives an example of a system model in ForSyDe.
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Figure 2.1: A ForSyDe model structured as a concurrent process network. Processes
are created using process constructors and communicate and synchronize with each
other using signals. Signals s¯1 –s¯4 belong to the synchronous MoC while s¯5 –s¯7 are
continuous-time signals.

Signals and Events
Signals are ordered sets or sequences of events, denoted as Èe0 , e1 , · · · Í. In general
the concept of events follow the one defined in the LSV framework which states
that events are tuples of tags and values [97]. However, the precise structure and
treatment of events varies in different MoCs. The following four generic ForSyDe
MoCs are introduced in prior work [133, 80, 156] and the tag structure of the events
are presented for them.
Untimed (UT) MoC where only the timing dependency among the events are
captured. Untimed events Ė are values from a value set V (Ė = V ). Ṡ is
the set of all UT signals. Untimed signals can be represented as sequences of
values. Most of the dataflow MoCs, which are suitable for modeling analyzable
streaming applications are special cases of this generic MoC.
Synchronous (SY) MoC can be used for modeling digital hardware or controloriented software. Based on the synchrony hypothesis [28], the lifetime of the
systems is divided into instances in which all computation and communications happen instantly. Synchronous signals S̄ include events that can take a
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special value Û which denotes absence of a value for an event in an instance
and thus, Ē = V ﬁ {Û}. In Figure 2.1, signals s¯1 to s¯4 belong to the SY MoC.
Timed (T) MoC is used to capture discrete-step timed systems. Timed signals Ŝ
convey events of the same structure as the SY events (Ê = Ē) but are usually
associated with more fine-grained, regularly sampled physical time units (e.g.,
nanoseconds). In addition, timed processes can consume and produce more
than one token in each evaluation cycle. However, absent events need to be
used to delay the output whenever needed to respect the causality rules.
Continuous-time (CT) MoC is suitable for modeling analog components and
physical processes. The CT MoC is a dense time model and the events cannot
be explicitly represented by a data structure. Instead, a CT signal s̃ œ S̃ is
modeled as a sequence of sub-signals s̃ = È(Fi , Ii )Í, where each sub-signal is a
tuple of a time interval Ii = [tsi , tei ) and a function Fi : Ii æ V from the time
interval to the value domain. The value of s̃ at a specific time t is Fi (t) where
t œ Ii . The sub-signal intervals form a continuous time-range over which the
signal is defined. Signals s˜5 to s˜7 of Figure 2.1 belong to the CT MoC.
These generic MoCs can be refined to more special cases such as the SDF MoC
which is a variant of the UT MoC.
Processes
ForSyDe is based on the functional paradigm. All processes in a system model and
the system model itself are functions from input signals to output signals. Processes
are either leaf or composite processes. Leaf processes, like p3 in Figure 2.1, are
created using process constructors, a key concept in ForSyDe which will be presented
in detail later. All the signals connected to a leaf processes belong to the same MoC
and hence, leaf processes are associated to a single MoC.
Hierarchy in ForSyDe is enabled by composite processes, which are purely syntactical elements. They can be created by process composition, like p5 , which is
composed of p5,1 , p5,2 and p5,3 . Composition is defined as a set of equations in [133],
which is similar to a netlist. Later, formal composition operators were introduced
to be able to extend the expressiveness of different MoCs, especially regarding feedback semantics [80]. The set of formal composition operators consists of serial and
parallel composition and a feedback operator with least fixed-point semantics based
on a prefix or Scott order of signals.
Process Constructors
In ForSyDe, the designer is required to use a process constructor to create a basic
leaf process. Formally, a process constructor is a higher-order function that accepts
functions and values as arguments and returns a process, which in turn is a function on (the history of) input and output signals. From the designer’s point of view
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a process constructor can also be seen as a formally defined template which the
designer chooses from the ForSyDe library, passes side-effect-free functions and/or
constant values to it, and obtains a valid process. A process constructor denotes
both the MoC to which a process belongs and the type of the computation performed by the constructed process. For instance, in Figure 2.1, p1 is created using
the mealySY process constructor. The designer supplies the next-state function g,
the output-decoding function f , and an initial state w0 to mealySY and receives a
process with the semantics of a Mealy state machine in the SY MoC. Process constructors are analogous to design patterns in software engineering and algorithmic
skeletons in parallel programming [42], which were later extended and formulated as
higher-order functions [44]. ForSyDe process constructors originate from the work
of Reekie [129] on functional dataflow programming. By introducing the concept
of process constructors,
• following the principle of separation of concerns, the computational aspect
of a process is separated from its communication and synchronization, giving
more structure to the models;
• the requirements for the computation and communication semantics of the
processes are satisfied by construction;
• the designer is liberated from writing boilerplate code2 and can focus on the
pure functional aspect of the processes; and
• the formal semantics of the process behavior is embedded in the model based
on the chosen process constructor, which leads to a clear path to application
of analysis and synthesis methods.
Conceptually, there are three generic types of process constructors which are repeated in all ForSyDe MoCs; namely mealy, zip, and unzip. A mealy-based process
constructor constructs a single-input, single-output state machine which is generic
enough to model different types of computations in a MoC. Support for more than
a single input/output is introduced by consuming/producing multiple values as tuples. The zip processes are used to merge two signals to a signal of tuples while the
unzip processes perform the opposite operation.
For modeling convenience, and increased analyzability, other process constructors are defined based on combination and specialization of the generic process
constructors. For example, a two-input combinational (stateless) process comb2
can be defined by combining zip with a specialization of mealy where the output
decoding function does not depend on the internal state. Figure 2.2 depicts this
2 In software engineering, parts of the code which should be replicated in different places with
minimal modifications is referred as boilerplate code.
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case for the SY MoC where comb2 SY is defined as the following.
comb2 SY = combSY ¶ zipSY
where

combSY (f ) = mealySY (_, f Õ , _)
f Õ (_, a) = f (a)

comb2SY

f

≅

zipSY

mealySY

_

f

_

Figure 2.2: Deriving other process constructors from the basic constructors.
As another example, the source process constructor is a specialization of mealy,
where the next-state function is independent of the input, effectively constructing
a process with only an output. Table 2.2 list a set of commonly used process
constructors in different MoCs.
Table 2.2: A set of common process constructors in ForSyDe.
Name

The constructed process

source
sink
combn
delay
zipn
unzipn
scan
scand
mealy
moore

a process with only an output for generating stimuli
a process with only an input for collecting the simulation results
a state-less n-input process (also called map and zipwithn in the Haskell version)
information collected during elaboration
zips n input signals to a signal of n-tuples
unzips an input signal of n-tuples to n signals
a state machine where the output is the current state
a state machine where the output is the current state with an initial delay
a state machine where the output depends on the current input and state
a state machine where the output depends on the state

MoC and Domain Interfaces
MoC interfaces (MIs) are special types of processes which are used to connect signals
of more than one MoC with different time structures. For example, in Figure 2.1,
mi2 is a MI between the SY and CT, which means that mi2 has a functionality
similar to a digital-to-analog converter.
Domain interfaces (DIs) are used to connect signals of the same MoC, but with
a different timing relation. For instance, two synchronous sub-systems might be
modeled in the SY MoC, but one has a different logical clock speed compared to
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the other. In such a case, DIs which up/down sample signals from one domain can
be used to connect them to the signals of the other domain.

2.2.2

The Semantics

As stated earlier, the semantics of computation, communication, and synchronization of the concurrent processes are described using models of computation. In
ForSyDe, these semantics are formally defined in a denotational style.
Properties of ForSyDe Processes
A simple ForSyDe process p œ P , where P is the set of all ForSyDe processes, is
defined as a function on signals.
p:SæS
For a given input signal, a process always produces the same output signal. This
does not restrict the processes to be stateless. In fact, the process can react differently to the same event depending on its internal state. But, for the same signal,
including its history, and a possible initial state, the process always produces the
same output signal. This ensures the determinism of the systems under consideration.
All ForSyDe processes have two more important properties which are monotonicity and continuity. Assume that a process has some of the input events from
its input signal available and based on them it can produce output events to its
output signal. Monotonicity means that by receiving more inputs, the process can
only produce more output events without influencing the previous ones. In other
words, the monotonicity property ensures that its is safe for a process to produce
partial outputs based on the partially received inputs.
Continuity matters when dealing with infinite input and output signals. It is
clearly desired that a process is able to start generating output events without
needing to wait for receiving infinite input events. Continuity ensures that infinite
output signals can be gradually approximated by finite signal prefixes.
An additional property called sequentiality states that in processes with more
than one input, the inputs cannot be independently processed to generate outputs.
ForSyDe leaf processes with more than one input are sequential. In some cases
were this property is undesired, composite processes can be used to capture the
independences explicitly. For a more detailed discussion on this topic refer to [80,
Section 3.5]
Operations on Signals
Before presenting the precise definition of process constructors, a set of basic operations on signals is defined.
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The operator ü : S ◊ S æ S concatenates two signals together. The function
length : S æ N0 returns the length of a signal.
In the spirit of functional treatment to list structures, the following four operations are defined. Assuming s = Èe0 , e1 , . . .Í:
• The function take(n, s) returns a signal containing the first n elements of
signal s.
I
Èe0 , . . . , en≠1 Í length(s) Ø n
take(n, s) =
s
otherwise
• The function drop(n, s) returns a signal containing all but the first n elements
of signal s.
I
Èen , . . . , elength(n)≠1 Í length(s) Ø n
drop(n, s) =
ÈÍ
otherwise
• The function head(s) returns the first element of signal s.
I
e0
s ”= ÈÍ
head(s) =
undefined otherwise
• The function tail(s) returns all but the first elements of signal s.
tail(s) = drop(1, s)
If S is the set of all ordered sets (sequences) of signals, the partitioning function
ﬁ : (N0 æ N0 ) ◊ S æ S, is used to partition a signal into chunks of events which
are consumed or emitted by processes in each cycle. A partition ﬁ(‹, s) returns
an ordered set of (sub-)signals Èri Í; i = 0, 1, . . . which when concatenated together
form s. The function ‹ defines the length of the elements of the partition such
that ‹(i) = length(Èri Í) is the length of the ith element. The helper function
parts : (N0 æ N0 ) ◊ N0 ◊ S æ S is used for defining the partitioning function and
is defined as
I
ÈÈtake(‹(i), s)ÍÍ ü parts(‹, i + 1, drop(‹(i), s)) length(s) Ø ‹(i)
parts(‹, i, s) =
ÈÍ
otherwise

parts recursively constructs a signal whose elements are sub-signals of s. Now, for
a function on natural numbers ‹ and a signal s, the partition ﬁ(‹, s) can be defined
as:
ﬁ(‹, s) = parts(‹, 0, s)
Assuming ﬁ(‹, s) = Èri Í; i = 0, 1, . . . the reminder rem(ﬁ, ‹, s) is the tail of a
partitioned signal such that
Q
R
n
s=a
ri b ü rem(ﬁ, ‹, s); s œ S, i œ N0
Èri Í=ﬁ(‹,s)
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Example 2.1. Consider the untimed process ds of Figure 2.3 which takes an
untimed signal s, down-samples it by a factor of two by averaging every two consecutive event values, and returns the result as another untimed signal sÕ . In this
case, the input and output signals are partitioned with fixed sizes and hence, ‹ and
‹ Õ are constant functions.

Figure 2.3: The down-sampling process ds. Input and output signals are partitioned
by ForSyDe processes for consumption and production in each evaluation cycle.

Process Constructors
Process constructors are higher-order functions which can accept functions and/or
values as arguments and produce processes.
Below, a formal description of the mealy process constructor in the untimed
MoCs is given.

mealyUT (“, g, f, w0 ) = p œ PU T
where p(ṡ) = ṡÕ ,
f (wi , ȧi ) = ȧÕi ,

g(wi , ȧi ) = wi+1 ,
ﬁ(‹, ṡ) = Èȧi Í, ‹(i) = “(wi ),

ﬁ(‹ Õ , ṡÕ ) = ÈȧÕi Í, ‹ Õ (i) = length(f (wi , ȧi )), rem(ﬁ, ‹ Õ , ṡÕ ) = ÈÍ,
ṡ, ṡÕ , ȧi , ȧÕi œ Ṡ, wi œ Ė, i œ N0

This process constructor accepts a function “ : Ė æ N0 , a next-state function
g, an output-decoding function f , and an initial state w0 and returns a Mealy
state machine in the untimed MoC. In the ith evaluation cycle, “(wi ) events are
consumed from the input (ȧi ) and passed together with the current state wi to f
and g to produce the output partition ȧÕi and the next state wi+1 .
The zipUT process constructor zips two input signals ṡa and ṡb to a signal of
tuples ṡÕ while their partitioning is defined by the values of a third signal ṡc via
function “a and “b .
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zipUT (“a , “b ) = p œ PU T

where p(ṡa , ṡb , ṡc ) = ṡÕ ,
Èȧi , ḃi Í = ėÕi ,

ﬁ(‹a , ṡa ) = Èȧi Í, ‹a (i) = “a (ċi ),
ﬁ(‹b , ṡb ) = Èḃi Í, ‹b (i) = “b (ċi ),

ﬁ(‹c , ṡc ) = Èċi Í, ‹c (i) = “c (ċi ),

ﬁ(‹ Õ , ṡÕ ) = ÈÈėÕi ÍÍ, ‹ Õ (i) = 1, rem(ﬁ, ‹ Õ , ṡÕ ) = ÈÍ,
ṡa , ṡb , ṡb , ṡÕ , ȧi , ḃi , ċi œ Ṡ, ė œ Ė, i œ N0

A simplified version of zipUT has constant partitioning functions and does not
require the third signal. unzipUT does the reverse operation and is defined in the
same style.
The mealyUT, zipUT, unzipUT process constructors together with their serial,
parallel, and feedback composition operators define the untimed model of computation.
Example 2.2. The down-sampling process of Example 2.1 can be defined using a
mealyU T process constructor as the following.
ds = mealyUT (“, gds , fds , _)
where
gds = _,
fds (wi , Èa1 , a2 Í) = È
“(wi ) = 2

a1 + a2
Í,
2

Example 2.3. Consider a simple system which performs a running sum on a downsampled input signal (Figure 2.4). Such a system can be defined in the net list style

Figure 2.4: Model of a simple system calculating the running sum of a downsampled signal.
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as the following.
sys(ṡ1 ) = (ṡ3 )
where
ṡ2 = ds(ṡ1 ),
ṡ3 = rs(ṡ2 ),
ṡ1 , ṡ2 , ṡ3 œ Ṡ
or alternatively using the serial composition operator such as below.
sys = rs ¶ ds
The process ds is already defined in Example 2.2. rs which performs the running
sum can also be defined in the following style.
rs = mealyUT (“rs , grs , frs , 0)
where
grs (wi , ai ) = wi + ai ,
frs (wi , ai ) = Èwi + ai Í,

“rs (wi ) = 1

A similar approach is used to define the process constructors in other MoCs.
A particular case is the timed MoC where different versions of mealyT can be
considered which separate the pure functionality from timing aspect in different
levels. A more strict separation improves analyzability by trading off expressiveness.
It is easy to express MoCs where only local causal dependencies are sufficient to
be considered but efficient modeling of systems which depend on the global metric
time can become tricky. This problem is discussed in [80, Section 5.2.2].
This approach to modeling systems has similarities to the dataflow modeling
paradigm. All processes adopt a blocking read interface, decouple the sender and
receiver processes on a signal, and are deterministic. Thus, MoCs such as communicating sequential processes, which have a non-deterministic behavior and DE [154],
which requires access to a global event queue are not directly expressed using this
formalism. However, extensions such as stochastic processes [81] are proposed for
ForSyDe which introduce nondeterminism in a controlled way. Moreover, a contribution of this thesis is introducing a new DDE MoC to the formalism which
is a distributed approach to modeling DE systems in line with the denotational
semantics of ForSyDe.
Composing Domains and MoCs
Domain interfaces were first introduced to connect two synchronous sub-domains
of the SY MoC which have a different clock rate [133]. upDI - and downDI -based
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processes perform this adaptation between two SY signals by inserting/removing
events to/from one side.
Interfacing between different MoCs is tackled using interface processes [80,
Chapter 6]. For each pair of the three generic MoCs presented in this work, an
interface process is defined to relate the time structures with each other. Figure 2.5
depicts this relation.

UT

intSup

intSdown

intTup

insertS2T
SY

T
stripT2S

intTdown

Figure 2.5: Composing different MoCs using interface processes.
The insert-based interface processes add timing information to a more abstract
MoC while the strip-based process remove the additional information from the time
structure of the events of a more detailed MoC. The domain interfaces int*up and
int*down establish a relation between different domains of the same MoC using an
integer number. The downside of this approach is that it is not scalable and for
each new MoC added to the formalism its interfaces to all other MoCs need to be
defined.
A more recent work [156] suggests to define MoC interfaces compositionally such
that for example for three arbitrary MoCs A, B, and C
miAæC = miAæB ¶ miBæC
where ¶ is the normal function composition operator. In this way, the MIs used
to connect two MoCs of neighboring time abstractions are directly defined. The
semantics of other MIs are deduced by composing already defined MIs.
Interconnection of MoCs and domains using MIs and DI can introduce cycles
which might lead to undesired conditions such as deadlock. In the general case, it is
not possible to statically detect such conditions but if the ratio between production
and consumption of tokens in different MoCs and domains is available, analysis
methods can be developed. Figure 2.6 depicts an example of such a scenario where
a cycle involves the SDF, SY, timed, and CT MoCs. Analyzing the timing structure
relations in the MIs and within each MoC reveals that the only value that the
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miSY æSDF can take in order to avoid deadlock and overflow is 3. The problem of
deadlock detection in data flow graphs has been investigated previously [77, 155].
CT-MoC
10 ns – 10 ns

p1

miCT→T

T/DDE-MoC

p2

SDF-MoC

SY-MoC
1 slot – 3 tokens

10 ns – 1 slot

miT→SY

p3

miSY→SDF

3
3

p4
2
2

p8

miT→CT
10 ns – 10 ns

p7

miSY→T
10 ns – 1 slot

p6

miSDF→SY

1
1

p5

1 slot – 1 token

Figure 2.6: Consistency between the token production and consumption rates need
to be ensured when different MIs appear in a cycle.

2.2.3

A Direct Mapping to the Functional Language Haskell

Originally, ForSyDe was realized as a modeling framework on top of the pure functional language Haskell, which exhibits a natural fit to the ForSyDe semantics.
ForSyDe signals can be seen as streams of events. There are different approaches
to defining streams and manipulating them [153]. One way is to define streams in
a recursive style using a cons operator and operate on them functionally. A lazy
evaluation mechanism is usually needed to ensure that the streams can be partly
operated on before they are fully produced. Reekie [129] uses Haskell, which is
a pure functional language with lazy evaluation semantics, to implement dataflow
process networks. This demand-driven evaluation of process networks is in fact
a dynamic scheduling mechanism which triggers processes when their output is
needed and ensures the availability of the required inputs for them.
The first implementation of ForSyDe [133] follows the same approach and implements several MoCs directly on top of Haskell, including UT, SY, CT, and a
dynamic dataflow library [96]. This implementation is in fact an EDSL which is
deployed as a library. Being a pure functional language, Haskell enforces one of the
important properties of ForSyDe models by design which is the side-effect-freeness
of the functions passed to the process constructors.
A deep-embedded version of ForSyDe-Haskell reflects the structure of the process network and the abstract syntax tree of the functions passed to process networks. This informations is retrieved using introspection (Section 3.1.2) and used
by different back-ends such as simulation and hardware generation [1].
Example 2.4. The system performing the running sum of an input which is defined
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in Example 2.3 is expressed using the shallow-embedded implementation of ForSyDe
in Haskell as the following. Note that the code uses specialized process constructors
mapU and scanU instead of the generic mealyU.
import ForSyDe . S h a l l o w
s y s = r s . ds
ds = mapU 2 f
where
f [ a1 , a2 ] = [ ( a1 + a2 ) ‘ div ‘ 2 ]
r s = scanU gamma g 0
where
g w [a] = w + a
gamma _ = 1

The System can be tested as:
user@host:~/...$ ghci runningsum.hs
...
[1 of 1] Compiling Main
( runningsum.hs, interpreted )
Ok, modules loaded: Main.
*Main> let si = signal [0, 2, 4, 6, 8, 10]
*Main> sys si
{1,6,15}

2.2.4

Extensions

ForSyDe has evolved from a design methodology based on the SY MoC to support
heterogeneous modeling and different design flows, keeping its core principles untouched. Process constructors are the key elements which are used to extend the
modeling capabilities of ForSyDe further by supporting new features or explicitly
capturing interesting aspects of system models for different design activities.
Three notable extensions to ForSyDe are the support for modeling non-determinism,
run-time adaptivity, and also data parallelism which are briefly reviewed here. As
contributions of this thesis, more extensions to ForSyDe are presented in Chapter 3
including a new DDE MoC, support for parallel and distributed simulation, and
co-simulation wrappers.
Non-determinism
ForSyDe emphasizes on constructing deterministic models for systems design. However, there are situations were non-determinism is required because of its higher
expressiveness or avoiding over-constraining the initial specifications. Jantsch et
al. [81] mention two uses of modeling non-determinism in system design and a
method to support it in ForSyDe. The purpose of using non-deterministic specifications can be either descriptive or constraining. Descriptive non-determinism is
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used when there are uncertainties regarding the functionality or timing of a system
or its surrounding environment. The constraining purpose is related to the existence of several possible alternative implementations of a system behavior among
which one will be eventually chosen by the design flow.
In ForSyDe, modeling non-determinism is based on stochastic processes. A
special process ‡ (sigma) is introduced which is essentially a pseudo-random number
generator with a specific distribution (e.g., uniform, natural, etc.). For example the
u
process ‡<s,r>
generates a random number generator with uniform distribution in
range r with the seed s. Based on ‡-processes, useful non-deterministic process
constructors can be defined.
Example 2.5. The selCombSY process constructor is a non-deterministic version
of the combSY state-less process in the SY MoC which based on the output of a ‡
process, applies one of the two functions f1 or f2 to the input.
selCombSY (f1 , f2 , r0 ) = p œ PSY

u
where p(s̄) = p1 (p2 (‡<r
, s̄)),
0 ,[0,1]>

p1 = mapSY (f ),
p2 = zipS(),

f (‡, ē) = select(‡, f1 , f2 )(ē)
The helper higher-order function select returns one of its function arguments depending on the value of its first argument.
I
f ‡=0
select(‡, f, g) =
g ‡=1
Adaptivity
Software and hardware platforms such as dynamically reconfigurable FPGAs which
provide the possibility to alter the structure and behavior of a system at runtime
introduce a new dimension in designing electronic systems. Modeling support for
adaptive systems needs to be provided by the SLDLs to be able to validate and
implement them properly.
A catalog of different design patterns for reconfigurable computing is presented
in [49], among which some are addressing system level concerns. Four general
categories of adaptivity are introduced in the context of ForSyDe [135].
• Parameter Adaptivity in which the parameters of a processes are updated
by the values of an extra signal;
• Mode Adaptivity where the processes switched among different operating
modes based on the values of an extra signal;
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• Function Adaptivity in which the functionality of the process is directly
supplied by an extra signal; and
• Interface Adaptivity which is an extension of function adaptivity where
the interface of the process can also change by the extra signal.
The concept of process constructors is extended to construct adaptive processes.
The first two cases are specializations of normal process constructors which distinguish the adaptation signal from other inputs for proper treatment in the design
flow. In order to support function adaptivity, ForSyDe signals need to be extended
such that they can contain functions as token values. This is trivial in languages
where functions are first-class citizens and possible to implement in most of mainstream languages using library extensions. The last case can be tricky to realize
since it implies a non-static process network and its implementation in ForSyDe
libraries has not been investigated yet.
Data Parallelism
Many signal processing applications perform data parallel operations. Also the
emerging massively-parallel processors such as GPGPUs expose data parallel programming models. Thus, support for data-parallelism is becoming more interesting
in the embedded and electronic systems domain.
Owens et al. [123] argue that the stream programming is a suitable model for
programming GPGPUs. ForSyDe signals are streams of tokens, where tokens can
be of a vector type. There are at least two approaches to explicitly capture dataparallel operations in ForSyDe.
In the first approach data-parallel operations can be implemented using the same
primitives used for capturing task-parallelism. For example, a signal of vectors can
be converted into a vector of signals using an unzipX process3 , each signal can be
transformed accordingly and convert the resulting vector of signals back to a signal
of vectors. This situation is depicted in Figure 2.7a. In the f2cc tool [75, 152] such
are patterns are detected in a ForSyDe model, transformed to efficient data-parallel
kernels, and finally implemented using the CUDA API.
Data parallelism can be also supported by introducing process constructors
which explicitly capture typical data-parallel operations. In [123], these operations are classified as map, reduce, scatter and gather, scan, filter, sort, and
search. Figure 2.7b shows the equivalent of the previous operation but captured
explicitly using a data-parallel-specific process constructor. An implementation of
ForSyDe can provide such process constructors. The SystemC implementation of
ForSyDe (presented in next chapter) can be instructed to use parallel programming
directives for efficient simulation of models built using these constructors.
3A

process equivalent to a chain of unzips but works on an array rather than nested tuples.
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Figure 2.7: A map data-parallel operation captured using (a) inherent task-level
parallelism of ForSyDe and (b) a dedicated process constructor.

2.3
2.3.1

Constraint Programming
Modeling: Constraint Satisfaction Problems

A constraint satisfaction problem (CSP) [131] is expressed as a set of constraints
which must be satisfied over a set of variables with given domains.
Formally, a CSP is defined as a triple (X, D, C), with X being a set of variables
where each xi œ X can take values from a domain di œ D. Each constraint c œ C
involves some variables xj , xk , . . . œ X and is a subset of possible values that each
variables can take i.e., c ™ dj ◊ dk ◊ . . . . The helper function var(c) = {xj , xk , . . .}
returns the variables involved in a constraint. A generalization of this problem
adds a (set of) objective function(s) over the variables to formulate a constraint
optimization problem.
For convenience, constraints are usually expressed as expressions containing
variables of interest, such as (x21 + 2x2 Æ 5) · (x1 ”= x2 ).
An assignment fixes a value for one or more constraint variables from their
domains. A complete assignment is one which assigns values to all the variables
and if it does not violate any of the constraints, it is also a solution to the CSP.
This simple and structured form of CSPs allows generic and problem-independent
solvers to be introduced for them.
In this thesis CSPs with finite-domain variables are considered. Restrictions on
the constraints and variable domains are made to develop more efficient solvers.
For example, if all the variables have a binary domain, then a boolean satisfiability
problem is obtained.

2.3.2

Solving: Propagation and Search

In CP, propagators implement the constraints by contracting the variable domains.
Propagators filter out the values which lead to solutions that are inconsistent with
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the specified constraints. However, constraint propagation is not sufficient to obtain
problem solutions most of the time. Often, several possible values remain in the
variable domains after constraint propagation and searching is required. A very
common approach is the tree-based search which on each node of the tree, selects
a variable and splits its domain into two sub-domains, depending on a branching
strategy, and performs the propagation again. These interleaved combinations of
branching and search is continued to lead to the final result(s).
In constraint optimization problems, after finding each solution in the search
tree, an additional constraint is posted dynamically to restrict the future solutions
to be better than the current one with respect to the given objective function.
The above method for solving a problem is said to be complete, which means
that it considers all the possible solutions in the solution space. However, if due
to the problem size and limited computational power, it is infeasible to perform a
complete search, local search heuristics can be employed instead. Multi-objective
optimization has been recently gained attention in the context of CP. Recent
work [41, 139] use large neighborhood search for handling these class of optimization
problems.
This thesis uses MiniZinc and Gecode for modeling and solving CSPs. MiniZinc [116] is a medium-level constraint modeling language which is independent of
any specific solver and can model different classes of constraint problems. MiniZinc
models are translated to the lower language FlatZinc which is then used for interfacing to a variety of solver kits while preserving solver specific optimized implementations of the constraints. Gecode [63] is a constraint development environment
which is deployed as a C++ class library. In addition to constraint modeling and an
interface to MiniZinc (FlatZinc), it comes with a library of constraints and branch
strategies. However, it enables the developers to program their own propagators,
branchers, variables, and search engines.

2.4

The Clock Constraint Specification Language

The Clock Constraint Specification Language (CCSL) is introduced as a companion language to the UML profile MARTE to be able to deeply embed the timing
semantics of the system specifications [9]. As a result, although CCSL is by itself an independent language, it should not be seen as a complete solution to the
system modeling challenge but as a language to express and annotate the timing
and causality aspects of events and actions in other models. CCSL is influenced by
the LSV tagged-signal model but instead of defining a predefined set of MoCs it
provides the means to express different MoCs.
In MARTE, time can be both physical (discrete or continuous) and logical,
which can be a user-specified clock. This thesis only considers discrete-time logical
clocks and the constraints defined on them. In addition, the time model of MARTE
is multiform, meaning that several parallel time-lines, modeled by logical clocks,
can progress non-uniformly. This matches the behavior of parallel and distributed
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systems where only a partial causal order exists between the events of a system.
The syntax and semantics of CCSL are formally defined in [6].

2.4.1

Clocks and Time Structure

A clock is a totally ordered set of instants. Thus, the normal indexing operator [ ]
is defined on them to access their individual instances. The instances of different
clocks are by default independent but can be related together using clock relations.
If C is a set of clocks and 4 is a binary relation on the instances of Cs named
precedence, the pair (C, 4) is called a time structure. 4 constraints an instance
to happen before than or at the same time with another one. Three other clock
relations are derived from precedence: coincidence (© , 4 ﬁ <) requires the two
instance to happen at the same time, strict precedence (ª , 4 \ ©), and exclusion
(# , ª ﬁ º) which forbids occurrence of two instants in the same step. Figure 2.8
introduces a graphical representation of these relations.

Figure 2.8: A visual notation for representing instant relations [7].
It is more practical to define constraints on the clocks rather than their individual instants of possibly infinite clocks.
One of the instances of each clock is highlighted as the current instance. When
a clock ticks, the succeeding instance in that clock becomes the current instance. A
schedule is a function of the form N æ 2C . For a schedule ‡ and an execution step
s œ N, ‡(s) is the set of clocks that tick in s. A clock configuration ‰‡ is again a
function C ◊ N æ N which for a schedule ‡ gives the number of times that a clock
c œ C has ticked until step n œ N. More precisely:
Y
_
n = 0 : the initial configuration
]0
‰‡ (c, n) = ‰‡ (c, n ≠ 1)
n > 0, c œ
/ ‡(n)
_
[
‰‡ (c, n ≠ 1) + 1 n > 0, c œ ‡(n)

2.4.2

Clock Constraints

A CCSL specification consists of a set of clocks and the constraints on them. Clock
constraints are either clock relations, which are generalization of instant relations on
clocks, and clock expressions, which are used for defining new clocks. An informal
presentation of some of the important clock constraints are presented below.
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Clock Relations
Clock relations are either said to be coincidence-based/synchronous/index-independent
or precedence-based/asynchronous/index-dependent. The first three relations below (sub-clocking, exclusion, and equality) are index-independent, while the last
two (strict and non-strict precedence) depend on the current instances of the clocks
and hence, are defined in terms of clock configurations.
Sub-clocking c1 is a sub-clock of c2 means that each instant of c1 must be
coincident with an instant of c2 . c1 can only tick when c2 ticks. We can also say
that c2 is a super-clock of c1 .

Figure 2.9: The sub-clocking clock relation.
Exclusion This relation enforces that there should not be any pair of instants
from the two clocks c1 and c2 which are coincident. At any execution step of a
given schedule, at most one of these two clocks are allowed to tick.
Equality/Synchrony This relation simply means that all instances of two clocks
are coincident. This relation can be seen as a special case of sub-clocking.
Strict Precedence If c1 strictly precedes c2 , it means that for all i œ N, the
ith instant of c1 strictly precedes the ith instant of c2 . Equivalently, we can say
that in each execution step n, if c1 and c2 had ticked for the same number of times
‰‡ (c1 , n) = ‰‡ (c2 , n), then c2 is not allowed to tick in the next step.
Non-strict precedence/Causality This relation is a relaxed version of the previous constraint which allows synchrony to happen. c1 precedes c2 , means that the
ith instant of c1 precedes the ith instant of c2 . In term of clock configurations,
‰‡ (c1 , n) Ø ‰‡ (c2 , n).

Figure 2.10: The non-strict precedence clock relation.
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Clock Expressions
Clock expressions define an implicit clock which can be assigned to another clock
using the clock equality relation. Clock expressions can also be categorized indexdependent or index-independent. Some clock expressions define infinite clocks while
others die after a number of ticks.
Union The union of two clocks ticks whenever one of the two clocks tick. In other
words it is the slowest super-clock of both clocks.
Intersection Each tick of the intersection of two clocks happens only when both
of them are ticking at the same time. Intersection is the fastest sub-clock of two
clocks.
Infimum The ith tick of the infimum of two clocks c1 and c2 coincides with the
ith tick of the earlier of c1 and c2 . In other words, it defines the slowest clock that
is faster than both c1 and c2 .
Supremum The ith tick of the supremum of two clocks c1 and c2 coincides with
the ith tick of the later of c1 and c2 . In other words, it defines the fastest clock
that is slower than both c1 and c2 .
Strict Sampling Sampling expressions operate on two clocks, a trigger and a
base clock. The resulting clock is a sub-clock of the base clock. This expression
gives a clock where each of its ticks coincides with the tick of the base clock that
immediately comes after a tick of the trigger clock.
Non-strict Sampling A non-strict version of the previous constraint allows the
resulting clock to tick in coincidence with a tick of the base clock that coincides
with a tick of the trigger clock.
Defer This complex expression is a generic form for implying delay constraints.
It involves a base and a trigger clock, and a possibly infinite integer sequence ns.
The expression c1 deferred c2 for ns acts in the following way: each time c1 ticks,
the first value n from the beginning of ns is removed (if ns is non-empty) and the
resulting clock is scheduled for a tick in coincidence with the nth tick of c2 in the
future.
A simpler case is when we have a constant value n instead of the sequence ns
in the constraint in which the instants of c1 are delayed on c2 for a fixed number
of ticks. An even simpler case is when c1 and c2 are the same. This is the simplest
case for delay where effectively the first n ticks of the input clock are removed.
A similar constraint filteredBy operates on a single clock and accepts a 0/1
string (instead of the integer string ns)as its parameter. The resulting clock ticks
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whenever the input clock ticks and its corresponding entry in the constructed 0/1
string is a 1. Regular expressions might be used to construct complex 0/1 strings;
for example, by concatenating an initial and a periodic string.
Example 2.6. Assuming a possible run of two clocks c1 and c2 , Figure 2.11 shows
the clocks resulting from a set of clock expressions introduced above.

Figure 2.11: Examples of clock expressions for two clocks c1 and c2 .

2.4.3

Simulation and Analysis

The simulation semantics of CCSL is formally defined based on structural operational semantics [6]. Each constraint is represented as a (set of) boolean expression
and a (set of) rewriting rules. In each step, a BDDs-based constraint solver gives
the set of clocks that are eligible to tick. Then, based on a given policy, a subset
of these clocks are selected and the rewriting rules are applied to move to the next
step. Different policies to selecting clocks for ticking is proposed including minimal,
maximal, and random. The TimeSquare tool set [48] provides a development kit to
capture and simulate CCSL specifications and connect them to different back-ends.
Gradual refinement of CCSL-based specifications for scheduling using CCSL is
studied in [125]. Performing verification for CCSL specifications is also investigated
by relating the CCSL to other formalisms such as Property Specification Language
(PSL) [62] and Esterel language [8].
We adopt CCSL for describing the semantics of applications and platforms but
use a finite-domain constraint-based solver to schedule the clocks. This is detailed
later in Section 3.2.

Chapter 3

Contributions
This chapter reviews the contributions of this thesis in the context of composable
modeling for design of embedded and CPSs. The individual contributions of the
supporting papers and the preliminaries of the encompassed topics are structured
and presented to the reader.
The Section 3.1 is dedicated to specification and behavioral modeling of systems.
The ForSyDe modeling methodology is adapted, extended with a new timed MoC,
and realized using the IEEE standard embedded domain specific language SystemC.
Parallel and distributed simulation plus the concept of wrapper processes, which
enable co-simulation and co-execution with models running in external simulators
and environments are the other contributions of ForSyDe.
Composable modeling of the DSE problems used to map the system functionality on a flexible platform is the topic of the Section 3.2. A framework, named
Tahmuras, is presented to model and characterize the structure and semantics of
the application, the target platform, and a binding of the former to the latter.
Non-functional performance and cost metrics are also addressed.
The clear, and well defined interfaces of the two presented contributions make it
possible to integrate them in a coherent design flow. Once the specification model
of the functionality of a system is captured and validated in ForSyDe-SystemC, the
model can be exported and transformed to the application format of Tahmuras for
DSE.

3.1

Extending ForSyDe for Composable Modeling

In the context of this thesis, the ForSyDe modeling methodology is adopted, extended and realized on top of the IEEE standard SystemC SLDL. In order to
enhance the support of modeling CPSs which might have a distributed notion
of time, a new MoC called distributed discrete-event (DDE) is integrated into
ForSyDe. This MoC is more efficient and flexible compared to the previous timed
MoC of ForSyDe because it avoids unnecessary production of absent events for syn53
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chronizing time between processes. Unlike the DE MoC, which relies on a global
synchronization mechanism and does not fit the ForSyDe formalism, the new DDE
MoC only relies on local communication and synchronization between processes via
signals and hence, it is more suitable for specifying distributed systems and also
distributed simulation of timed systems.
To ease the implementation of the ForSyDe formalism, which has its roots in
the declarative functional programming paradigm, on top of the industrially accepted programming and system design languages, which are based on imperative
languages, a refined layer of the ForSyDe formalism is proposed. This layer provides
syntactical extensions, semantical refinements, and a new feature called introspection. The syntactical extensions include using ports and composite processes to
support explicit (transparent) hierarchy. A refined abstract semantics is used to
express the behavior of processes in different MoCs. Because this abstract semantics is based on a simple loop (and is expressed as a simple state machine), its
imperative implementation is straightforward. Introspection is a reflection-based
mechanism for the refined layer which enables the executable ForSyDe models to
export their internal structure as an intermediate representation. In this way, the
constructed models can be fed to external analysis and synthesis tools without the
need to develop a parser front-end.
The abstract syntax and semantics of the refined ForSyDe layer is mapped to
the structural primitives and the DE kernel of the IEEE standard SystemC SLDL.
Although SystemC is based on the object-oriented paradigm, the resulting EDSL
has a helper layer which exploits the recent additions to the C++ language to
provide the original functional modeling style to the designer.
Co-simulation wrappers are another extension which support integration of foreign and legacy models with ForSyDe in a controlled style. This implies composing
models expressed in different languages together. Each external model, possibly
running in a separate simulator, is wrapped using a ForSyDe process in a MoC
which has the semantics of the external simulation engine. These wrappers are
used in a top-down design flow which incrementally refine a specification model by
replacing each process with its implementation while keeping the system validateable by simulation in each step.
A final contribution to ForSyDe is an automated flow which enables parallel and
distributed simulation of ForSyDe-SystemC models. After a profiling stage, a clustering heuristic partitions the process network of a system model and inserts special
processes which communicate the signal tokens in a message passing environment.
Each of these contributions are reported in more detail in this section.

3.1.1

Integrating A Distributed Discrete Event MoC

In Section 2.2 the timed MoC was mentioned as the current approach to model
timed systems in the presented formalism. In this thesis, the DDE MoC is introduced to ForSyDe which is a different approach to modeling systems with discrete
time behavior. The timed (T) MoC can be very inefficient when the number of
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absent events increase, especially when we have a fine time granularity, and dominate the simulation time. Reekie [129] proposes Hiatons to bundle a number of
consecutive events together which can introduce deadlocks but still the problem of
choosing the right time granularity remains. Jakobsen [79] uses a slightly different
formalization based on applicatives to introduces a DE MoC to ForSyDe. In his
proposed DE MoC, each signal has an initial value and also events are explicitly
tagged with their occurrence time to reduce the overhead of unnecessary absent
events. However, this model does not behave as intended in special cases when for
example, two consecutive events in time appear on one input of a zip atom. In
addition, due to blocking read of inputs, his model can easily lead to deadlock even
in situations when it can be avoided.
The new MoC which is introduced to the presented formalism, called DDE,
follows the discrete-event simulation approach where events are explicitly tagged
with the time they occur. In order to avoid unnecessary deadlocks, the null message
protocol (NMP) [109] is included where processes send time-tagged absent events
whenever needed to inform the succeeding processes to proceed their simulation
time. DDE signals Š have events of the form ě = (ē, t) œ Ě = Ē ◊ T where e œ Ē
is an absent-extended value to represent null messages and t is the time the event
is associated with. As the timed MoC, processes must respect the causality rules
when producing output events. Two key process constructors of the DDE MoC are
presented below.
The generic mealyDDE process constructor triggers functions f and g upon
receiving of each input token and passes the current event, either present or absent
(null) together with its time tag and the current state to them. This enables
modeling both pure untimed computations as well as time-dependent behaviors
such as time-outs. A time delay ” is added to the input event time to produce the
output event.
mealyDDE(g, f, ”, w0 ) = p œ PDDE ,
where p(š) = šÕ ,

f (wi , ǎi ) = āÕi ,

g(wi , ǎi ) = wi+1 ,
ﬁ(‹, š) = Èǎi Í, ‹(i) = 1,

ﬁ(‹ Õ , šÕ ) = ÈǎÕi Í, ‹ Õ (i) = 1,
ǎi = (āi , ti ),

ǎÕi = (āÕi , ti + ”),
š, šÕ , ǎi , ǎÕi œ Š, āi , āÕi œ S̄, wi œ Ė, i œ N0
Similar to the proposed specializations for the timed MoC [80], a trade-off between analyzability and expressiveness can be made to introduce different versions
of mealyDDE which separate the pure functionality from communication and syn-
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chronization aspects. For example, a strict version mealySDDE generates an output
absent event for each input absent event and the functions f and g do not see these
events. A more restricted case mealyUDDE also stripes off the input time tags before handling them to the functions, essentially making f and g pure mathematical
functions.
The second process constructor zipDDE provides the support for handling multiple inputs and unlike other MoCs, it constructs stateful processes.
zipDDE() = p œ PDDE

where p(ša , šb ) = ÈÍ; if ša = ÈÍ or šb = ÈÍ
Y
Õ
_
]È(z(ēa , ēb ), ta )Í ü ša
Õ
Õ
Õ
p(È(ēa , ta )Í ü ša , È(ēb , tb )Í ü šb ) = È(z(ēa , Û), ta )Í ü ša
_
[
È(z(Û, ēb ), tb )Í ü šÕa
I
Û
if ē = Û and ēÕ = Û
z(ē, ēÕ ) =
Õ
(ē, ē ) otherwise

ta = tb
ta < tb
ta > tb

ša , šb œ Š, ē, ēÕ , ēa , ēb œ Ē, i œ N0

It is proved that using the null messages to DDE models prevents unnecessary
deadlocks [109]. Compared to the original DDE model, ForSyDe designers are less
concerned with manipulation of null messages. These messages are produced by
the unzip when needed and they can be completely hidden from the user-provided
functions by introducing customized process constructors in a specific application
domain.
Example 3.1. Figure 3.1 depicts the model of a simplified logger in a network
system. As long as no faults are detected via the feedback loop, a splitter split
routes the even and odd packets to the packet verifiers pv 1 and pv 2 respectively.
The result of verification, either valid V or faulty F , are merged in the output and
also reported back to the splitter. A feedback delay of 15 ms is added to prevent
forming a combinational loop. It is easy to observe that without using the NMP,
this system can end up in a deadlock. Assume two consecutive valid even packets
arrive at times 20 ms and 40 ms. First, although the feedback delay ensures the
availability of an event on the first input of split at simulation start, split cannot
route the first packet to pv 1 because it needs to wait for arrival of an event on its
feedback input with a time tag Ø15 ms to ensure causality. This obviously cannot
happen before processing the first packet. Second, assume the splitter routes the
first message and pv 1 verifies it by producing a V message at the first input of
the merge unit. However, because merge must ensure causality, it cannot advance
its local time to 15 ms and produce any output before observing the time tag of
the next event on its second input. As a result, no events will be produced in the
feedback loop and consequently, the splitter cannot route the next packet, again
leading to a deadlock.
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Figure 3.1: A simplified network logger system with its simulation in the DDE
MoC.
The NMP prevents deadlock by generating dummy events on the unused outputs
of unzip processes in each evaluation cycle. Null events effectively propagate the
information about the local simulated time of the individual processes by promising
no further events until the time tag of the generated null message. In the logger
system example, the initial event produced by the feedback delay can be a null
message which is redirected by other processes and the delay element itself until
the local time of split permits the causal routing of the first message. In addition,
together with routing the first packet, the split generates a null event on its second
output which is redirected by pv 2 to the second input of the merge. In this case,
merge can safely generate an output which will appear in the input of split after a
unit time delay, enabling the process of the next packet.
The composite process split can for example be defined as
split = unzipDDE ¶ sp ¶ zipDDE
where the DDE process sp is modeled as below.
sp = mealyDDE(gsp , fsp , 0, V )
where

Y
_
]F w = F
gsp (w, ((ā, b̄), t)) = F w = V, ā = F
_
[
V otherwise
Y
_
Û
w=F
_
_
_
]Û
b̄ = Û
fsp (w, ((ā, b̄), t)) =
2
_
0
_
_(k1 , Û) w = V, b̄ ©
_
2
[
(Û, k2 ) w = V, b̄ © 1
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A Refined Layer for Mapping to Imperative Languages

While the declarative semantics of the ForSyDe formalism makes it easy to achieve
composable system modeling, it makes it tricky to directly implement it using
imperative industry-standard languages. Moreover, lacking support for features
such as explicit structural hierarchy prevents an easy integration into setups where
complexity management by IP-reuse is of high importance.
This thesis proposes a refined layer for ForSyDe with the following features.
• It implements the ForSyDe formalism with an imperative modeling style based
on state machines. A common abstract semantics is defined to unify the
underlying simulation machinery for different MoC.
• It adds support for hierarchy via a set of structural extensions including ports
and composite processes to ease component reuse.
• It proposes a reflection mechanism to export the expressed models to an
intermediate format via introspection for further analysis and synthesis.
Structural Extensions
Two new structural elements are introduced to ForSyDe: ports and composite processes. Processes which are constructed directly using a process constructor are
called leaf processes and were presented in Section 2.2. Composite processes are
transparent structural groupings of leaf or other composite processes without any
semantical modification. All processes are connected to input and output signals
by means of ports which are either input or output ports. Ports in the same level of
hierarchy are connected to signals by port-to-signal binding. Ports of a composite
process are bound to ports of processes in the lower level of hierarchy by port-toport binding. Figure 3.2 depicts these extensions for a system model similar to the
one presented previously in Figure 2.1.
𝒔𝟒

mi1

𝒔𝟕

p3

p45

p4

𝒔𝟔

p1

p2

𝒔𝟐

p123

𝒔𝟑

mi2

𝒔𝟓

p5

Figure 3.2: The system model of Figure 2.1 with hierarchical extensions. Dashed
lines represent port-to-port and port-to-signal bindings.
Similar to processes, composite MIs (DIs) can be created by composing leaf MIs
(DIs) with other processes, MIs, and DIs. This is useful to define more complex
interfacing between signals in terms of the primitive interfaces. For example, a more
elaborate interface between the CT and SY MoC might limit the output swing and
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quantize the input values. This behavior can be modeled as a composite MI by
combining miSY æCT with two comb processes in the SY MoC (Figure 3.3).
limiter

quantizer

miSY→CT

Figure 3.3: More complex interfaces can be defined in a compositional style.
The Refined Semantics
In addition to the functional treatment of streams, another commonly used approach for modeling streaming systems is viewing them as a set of processes interconnected by channels [96]. This view transforms the recursive definition of
processes in the streaming systems into an iterative form.
In the proposed refined semantics, ForSyDe signals are bounded FIFO buffers
and ForSyDe processes are dataflow processes which iteratively read, execute, and
produce results. The partitioning function ﬁ(‹, s) is transformed into blocking
read/write of a number of tokens identified by the function ‹ : N0 æ N0 from an
input/output signal s œ S. In line with Ptolemy II [128], a common abstract semantics is defined in the refined layer which specifies how processes in such a network
in general perform computation and communication. The process constructors of
each ForSyDe MoC can be implemented based on this abstract semantics. As a
result, all ForSyDe MoCs are implemented in a coherent framework and benefit
from the facilities provided by an implementation such as reflection and parallel
simulation.
The Abstract Semantics In the refined layer, a ForSyDe process consists of
an initialization stage init, plus a possibly infinite sequence of the following stages:
input preparation prep, execution apply, and output production prod. One consecutive execution of prep, apply, and prod is called an iteration. Figure 3.4 demonstrates
this sequence using the hierarchical state machines notation.

init

prep

apply

prod

clean

Figure 3.4: A hierarchical state machine-based representation of the refined abstract
semantics.
During init, initial memory allocations and variable initializations are performed. In prep, the process prepares the inputs for the functions(s) by reading

60

CHAPTER 3. CONTRIBUTIONS

the appropriate number of tokens from the corresponding ports or updating the
inputs from the previous iteration and setting up the location for the results of the
computation. The function(s) provided by the designer are applied to the input
data in the apply stage (if any) to produce the output. The correct number of
tokens are written to the output ports and synchronization with the system kernel
is done in the prod stage.
The iteration loop is terminated when the simulation stops, which can occur
when
• the input set is exhausted;
• an internal deadlock happens 1 ; or
• the user has interrupted it.
In this case, the code for the cleanup stage clean is executed.
Mapping the MoCs onto the Abstract Semantics
The presented abstract semantics can implement different MoCs presented in Section 2.2 and other ones formulated by the same means. As an example, implementation of the multiple-input combinational process constructor combm in previous
MoCs is shown below. For each case, it is sufficient to demonstrate how the init,
prep, apply, and prod stages are defined. The clear stage is trivial and mainly
deallocates the reserved resources. We use pseudo-code notation in this thesis.
Figure 3.5 shows the implementation of the combm family of process constructors. As stated in Section 2.2, combm can be formally defined as the combination of
zipm and a specialization of mealy process constructors, but a modeling language
can provide a direct implementation for efficiency. In each case, In and Out are the
set of input and output ports, respectively.
The SDF MoC Being an untimed MoC, events in the SDF signals are values of
some concrete data type. In the combm SDF process constructor, sufficient space
for storage of input and output tokens is reserved in the init stage based on the
consumption/production rates. Partitioning of inputs/outputs is implemented by
blocking read/write of a given number of tokens from each port. The function
application stage happens atomically on the prepared inputs to produce the output
result. Care should be taken to associate sufficient buffer size to FIFO signals so
that the simulation is not deadlocked. This calculation can be done statically on the
SDF graph, possibly obtained from the model by introspection (introduced later in
this section).
The SY MoC As discussed before, SY events are of an absent-extended data
type. combm SY is very similar to combm SDF, in which all the consumption and
production rates are fixed to one. In case the designer is sure that the events in a
1 In the SystemC implementation, this is done based on deadlock detection semantics of the
SystemC language.
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initSDF :
for all ini œ In do
alloc ci ú sizeof (ini ) for ai
end for
alloc cÕ ú sizeof (out œ Out) for aÕ
prepSDF :
for all ini œ In do
ai Ω read ci tokens from ini
end for
applySDF :

initSY :
alloc ai , aÕ
prepSY :
for all ini œ In do
ai Ω read one token from ini
end for
applySY :

aÕ Ω f (a1 , · · · , am )
prodSDF :
write cÕ tokens of aÕ to out œ Out

aÕ Ω f (a1 , · · · , am )
prodSY :
write aÕ to out œ Out

(a)
initDDE :
alloc ei : (ai , ti ), bi , aÕ
’i : bi Ω default values
’i : tic Ω tl Ω 0
prepDDE :

for all i where tic = tl do
ei Ω read from ini œ In
tic Ω time(ei )
end for
tl Ω min(tic ), ’i : bi Ω Û
for all i where time(ei ) = tl do
bi Ω value(ei )
end for
applyDDE :
if ’i : bi = Û then
aÕ Ω Û
else
aÕ Ω f (b1 , · · · , bm )
end if
prodDDE :
write (aÕ , tl ) to out œ Out
sync. with the global time at tl
(c)
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(b)

initCT :
alloc F i , I i : [tib , tie ), F Õ , I Õ , · · ·
tie Ω tl Ω 0
prepCT :
for all ini œ In do
if tie = tl then
(F i , I i ) Ω read from ini
end if
end for
applyCT :
tn Ω min(tie ), i > 0
F Õ = ⁄t.f (F 1 (t), · · · , F m (t))
I Õ Ω [tl , tn )
for all I i = [tib , tie ), i > 0 do
tib Ω tn
end for
tl Ω t n
prodCT :
write (F Õ , I Õ ) to out œ Out
sync. with the global time at tl
(d)

Figure 3.5: Implementation of the combm process constructors in the (a) SDF, (b)
SY, (c) timed, and (d) CT MoCs using the presented abstract semantics.
system are never absent, she can use the strict version of process constructors such
as scombm SY which similar to the untimed MoCs, require a simpler interface for
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the arguments of the functions passed to the process constructors without absent
extension.
The DDE MoC DDE signals carry events which are tuples of values and time
tags. The values are absent-extended to represent the null messages in the NMP [109].
Following Misra’s model, there are channel clocks tic associated with each input,
which are the maximum of the event time-tags observed on that input, and a local clock tl which is the time until which the process has simulated and produced
outputs. In each iteration, first the input channel(s) with minimum clock value are
read and the corresponding channel clocks are updated. Then, the data value of
non-null input events with minimum clock value are passed to the supplied function in the next stage. Finally, the output of the function is tagged with the local
simulated time tl and written to the output. An optional synchronization with a
global time might happen after producing the results.
The CT MoC Since the CT MoC has a dense time model, the signals are not
channels which convey individual events, but rather functions over time. Each
communicated token in a channel, sub-signal, contains a function from time to
the value domain and the interval on which it is defined. The CT MoC can be
implemented as a natural extension to the DDE MoC. However, we have exploited
the extra information provided by the ending interval of sub-signal definitions to
eliminate null messages and have a more efficient implementation. In the prep
stage, the process reads from each input port ini only if the previous sub-signal
is exhausted, i.e., the local simulated time is equal to the end of interval for the
read sub-signal (tie = tl ). A new function for the output sub-signal is created by
applying the supplied function f to the inputs. Note that f operates on the value
domain and not on functions.
Compared to the approaches which sample values a priori, our CT MoC is more
precise, because no information is lost in sampling. Also, it allows for implementation of ODE solvers with adaptive sampling rates which is more efficient compared
to the approaches with a fixed sampling.
Intermediate Representation
In EDSLs which are implemented as a library on top of a host language, part of
the system structure might be constructed at runtime of the host language. For
example, in the elaboration phase of a SystemC model, which happens during run
time of the compiled C++ code but before the start of the SystemC simulation,
it is still possible to modify the structure of the model. Consequently, a static
parser for the host language is not sufficient for reading the structure of the user
programs/models.
If ForSyDe is implemented on top of a language such as C++, due to the size
of the language, developing a full-fledged front-end is a tedious job. But, if the
executable model is able to examine its own structure, then this information can
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be exported to a proper format for manipulation by external tools. The ability of
an executable model to inspect its own structure is called introspection.
In the context of ForSyDe, the interesting information that characterize a model
are:
• the structure of the hierarchical process network represented as a directed
nested graph;
• how each leaf process is created, including the the process constructor from
which it is built and the parameters passed to it; and
• the functions passed to the process constructors.
The last piece of information is already available in the source model and is not
always interesting for the analysis tools. The first two can be embedded into the
model itself as a data structure upon instantiating the model. Upon request, a
traversal algorithm can examine the model hierarchy at run-time and export the
information as an intermediate format.
This thesis proposes a generic intermediate representation, called ForSyDeIR, which acts as an interface between modeling and analysis/synthesis tools.
A ForSyDe-IR model is a nested directed graph g œ G represented as a tuple
g = (V, E, P, A, C) of vertexes (or nodes) V , edges E, and three functions P , A,
and C. The set of graph nodes V = Vl ﬁ Vc ﬁ Vs consists of leaf processes Vl ,
composite processes Vc , and signals Vs . Each g œ G and v œ V is equipped with
a set of unidirectional input I and output O ports. For each leaf process vl œ Vl ,
the function P assigns a process constructor while the function A assigns a list of
process constructor arguments to vl . Also, for each composite process vc œ Vc , the
function C : Vc æ G assigns a nested directed graph g Õ œ G to vc , which corresponds to instantiation of g Õ as vc . It is required that this recursive definition be
finite, i.e., there cannot be infinite levels of nesting in the graph. Finally, the graph
edges E ™ (I ﬁ V.O) ◊ (O ﬁ V.I) represent ForSyDe port-to-signal and port-to-port
bindings in the model. The dot notation is used to access the named elements of
each entity.
An XML implementation of ForSyDe-IR, named ForSyDe-XML, is defined for
communicating the models between the tools. The document type definition (DTD)
of ForSyDe-XML together with the example system model of Figure 3.2 in this
intermediate representation are presented in Appendix A.

3.1.3

The SystemC-based Implementation

The refined layer introduced above is used to realize the ForSyDe formalism in
the IEEE standard SLDL SystemC. SystemC partly addresses the requirements
of the refined layer including support for simulating concurrent processes, support
for hierarchy via modules and ports, a library of communication channels, and a
partial support for reflecting the model structure.
There are several ways to map the abstract syntax and semantics of the ForSyDe
formalism to SystemC. Here, the strategy is to
• enforces the properties of ForSyDe models as much as possible;
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• reuse the standard SystemC execution kernel for implementing the supported
MoCs without extension; and
• reuse the structural primitives of SystemC.
This approach improves interoperability between the ForSyDe models and existing
SystemC IPs.
Mapping the Abstract Syntax to SystemC
Leaf and composite processes, MIs, DIs, and also their interconnection via signals
define the structure of a ForSyDe model.
Leaf processes as modules are implemented with a single sc_process to encapsulate the structural information such as port types and number of bound channels
to a port and behavioral information such as the functions invoked in each evaluation cycle in the same element. Signals are implemented using SystemC primitive
channels, which are sc_fifo-based. Process constructors are implemented as C++
template classes. Template meta-programming is a type-safe approach to implement processes which are polymorphic over their input and output types. In order
to create a ForSyDe process using such a process constructor, the user provides
the functions and values required by the process constructor as class constructor
arguments of the corresponding process constructor class upon instantiating it. In
this way, following the spirit of ForSyDe, the process constructor class implements
all the logic for communication, synchronization, and invocation of functional computations in the library. Table 3.1 summarizes these syntactical mappings.
Table 3.1: Mapping the syntax of the refined ForSyDe layer to SystemC elements.
ForSyDe Element

SystemC Mapping

process
signal
process constructor
function argument
value argument
polymorphic process and function
reflected model structure

instantiated module
SystemC channel (sc_fifo)
sc_module-derived class
std::function object
value passed to class constructor
template class and template function
information collected during elaboration

Mapping the Abstract Semantics to SystemC
All SystemC classes which realize ForSyDe process constructor are derived from a
common parent abstract class which requires them to implement a set of methods
representing different stages of the abstract semantics. Mapping the abstract semantics of each process constructor in different MoCs from the refined layer onto
SystemC is trivial. The only notable case is the CT MoC where the newly added
features of the C++11 language, lambda functions are used to create new sub-signal
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functions. Also, a recent C++ standard library addition std::function is used to
pass functions to process constructor classes.

Introspection in SystemC
A survey on different approaches for developing SystemC front-ends is presented
by Marquet et al. [102]. Among them, Quiny [142] is of particular interest since
it takes a fully reflexive approach and overloads all of the language construct to
capture the structure and behavior of the system as a runtime data structure, enabling development of self-synthesizing models, but for a limited subset of the host
language. Pinapa and its successor PinaVM [103] take an intermediate approach
by reusing a compiler front-end to have a better support of the host language, running the elaboration phase of the simulation to capture the dynamically generated
complex architecture of the system, and matching them together to have a full
representation of the system. This requires dependency on continuously evolving
APIs of compilers, making the maintenance of the tool difficult.
Thanks to the structure introduced to ForSyDe models by process constructors,
it is sufficient to rely on reflection for the process network structure and process
constructor parameters and reuse the pure functions used to express models in
the exported system formats. ForSyDe-SystemC uses this mechanism to automatically export the specified models to ForSyDe-XML. The current SystemC standard
defines an API for module hierarchy traversal [76]. For example, by obtaining a
list of the child objects of a given SystemC object using (get_child_objects()),
each object can be tested using its kind() member function recursively for further
traversal and/or a desired action.
Unfortunately this is not sufficient because to enable a full introspection, ForSyDe
models need to reflect
• the full process network graph including all the connections between the process ports;
• the process constructor from which each process is built from; and
• the values and function passed to the process constructors upon instantiation.
The required information is collected by overriding the binding operators of SystemC ports and saving all the required information locally in each SystemC module.
If only pure simulation is desired, it is possible to disable collection of these extra
information to boost the system simulation performance and consume less memory.
Note that the pure functions passed to process constructors do not use any
ForSyDe-specific API and hence, they can be directly included in a generic intermediate representation with minimum interface adaptation.
Figure 3.6 demonstrates the simplified architecture of the SystemC mapping of
the ForSyDe refined layer for using a class diagram.
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SystemC
sc_core::sc_fifo_in

sc_core::sc_module

sc_core::sc_fifo

ForSyDe-SystemC
ForSyDe::introspective_port
+ bound_port: [0..1]

ForSyDe::process
+ arg_vec: [*]

# token_type()

# forsyde_kind()
# init()
# prep()
# apply()
# prod()
# clean()
# bind_info()

ForSyDe::in_port
# bind()
ForSyDe::SY::in_port

ForSyDe::SY::mealy

ForSyDe::SY::process

ForSyDe::SY::zip

ForSyDe::introspective_channel
+ iport: [1]
+ oport: [1]
# token_type()
# moc()

ForSyDe::signal

ForSyDe::SY::signal

ForSyDe::SY::unzip

Figure 3.6: The ForSyDe process and port classes in the SY MoC, demonstrating
the captured structural information and implementation of the abstract semantics.
Connecting to Other Tools via the Intermediate Representation
Using introspection, ForSyDe-SystemC can be used as an input specification and
modeling language to different design flows. Also, due to the fact that ForSyDe
models are structured, it is straightforward to perform code generation from the
ForSyDe intermediate representation and use ForSyDe-SystemC as a simulation
back-end. This is advantageous in design flows which are based on the theory of
MoCs but have non-executable input specifications. Below a set of flows which take
advantage of ForSyDe as a front-end or simulation back-end are mentioned.
The ForSyDe-CompSOC design flow CompSOC [66] is an FPGA-based NoC
platform which can provide predictable and composable services to multiple applications and supports execution of applications specified with different MoCs. CompSOC is also equipped with a design flow for CSDF specifications which starting
from non-executable application models can perform DSE and software synthesis.
Lacking an executable front-end makes development of the applications for the designers cumbersome and reveals specification bugs late in the design flow. Altinel [4]
presents a flow which starts from executable specifications of multiple applications
expressed in ForSyDe-SystemC, generates ForSyDe intermediate representation of
the application models via introspection, and adapts them to the input format of
the CompSOC design flow. In this way, a fully automated and composable design
flow from executable specifications down to FPGA prototypes for multiple real-time
applications is realized.
The ForSyDe to CUDA C tool The ForSyDe-to-CUDA-C (f2cc) [75, 152]
targets programming of massively parallel architectures based on the ForSyDe for-
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malism. The functionality of f2cc is described in Section 2.2.4.
Usage in a model-driven engineering context Cometa [52] is an MDE approach to design of heterogeneous embedded systems. It comes as a MARTE extension and introduces weaving of application semantics using a library of MoCs to
enhance tool integration. Using model-to-model (M2M) transformations, a Cometa
model is converted to a ForSyDe intermediate representation complying to the
ForSyDe meta-model from which ForSyDe-SystemC code can be generated using
model-to-text (M2T) transformation. This gives the Cometa framework a simulation back-end. Also, transformation of synchronous Cometa specifications to the
input format accepted by a heart-beat-driven NoC design flow [130] is investigated
for a simple case study.

3.1.4

Parallel and Distributed Simulation

As the complexity of systems increases in term of their size, simulating their models
becomes infeasible using sequential simulation engines. Also, without exploiting the
computational cores of a workstation or the nodes of a high performance computing
cluster performing a sequential simulation is a waste of resources. Some SLDLs
provide support for parallel simulation while others (such as SystemC) lack such a
feature.
Considering ForSyDe processes as tasks in the parallel programming terminology, the intrinsic task-level parallelism of ForSyDe makes the expressed models a
good candidate for parallel simulation in a message passing environment. In this
thesis, a mechanism is proposed to perform parallel and distributed simulation for
ForSyDe models no matter if an to what extent the underlying language supports
parallelism. The core idea is to partition the process network and to run each partition on a simulation node which communicates and synchronizes with other nodes
using a message passing protocol.
The formalism is extended with two classes of process constructors named sender
and receiver. A sender/receiver process in each ForSyDe MoC looks like a sink/source in a partitioned process network but sends/receives its input/output tokens
to/from another partition run as a separate instance of the simulation via the communication link of a message passing environment.
Figure 3.7 shows an example of a ForSyDe model which is converted to a distributed simulation model with two simulation nodes.
Paper V defines these extensions and introduces an automated parallel simulation flow which parallelizes a sequential simulation instance. The proposed flow is
depicted in Figure 3.8. Starting from a sequential ForSyDe simulation model (possibly modeled in ForSyDe-SystemC), the intermediate representation of the system
is generated via introspection. In addition, the simulation model is profiled for a
small but representative dataset to extract the computational load of each process.
The average communication time per token in the message passing platform is also
measured. These pieces of information are used to formulate a constraint satis-
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Figure 3.7: Conversion of a (a) ForSyDe simulation model to a (b) distributed
simulation model by means of sender and receiver processes.
faction problem which performs the partitioning with the objective to balance the
simulation load and minimize the communication time between the nodes based on
an objective function. The solution to the partitioning problem is used to generate
a set of intermediate representations for the simulation nodes. Simulation code
generation is the final step for creating the distributed simulation model.
Paper V also evaluates this flow using an MP3 decoder system model. The
objective is to perform parallel simulation on a workstation utilizing 2-4 cores. A
speed-up of 1.7 has been observed for the 2-core simulation for the chosen case
study.

3.1.5

Co-simulation and Refinement-By-Replacement

Apart from abstraction, which is a key characteristic of ForSyDe, component-reuse
is one of the main approaches to deal with design of complex systems. In an
industrial setting, many components of a system come as legacy code and purchased
IP blocks which provide an efficient implementation for parts of a system. Naturally,
such external IPs do not follow the formalism of the ForSyDe system modeling
framework and very often are simulated and executed in a separate simulator or
environment. Examples of such external models are
• a system-level model running on the same simulator but with a different
formalism, such as a TLM model in SystemC;
• a system-level model running on an external simulator such as Simulink;
• a low-level model running in an external simulator, such as an RTL model
running on an HDL simulator or a compiled software running in a cycle-based
simulator;
• an implemented model, such as compiled software running on a physical processor as hardware in the loop (HIL).
There is a need to compose different simulation engines together with clear semantics to be able to integrate external models into the design flow right from the
beginning.
In Paper I, a co-simulation architecture and new types of process constructors
are introduced to integrate external models into ForSyDe which is summarized
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Figure 3.8: A parallel simulation flow for embedded systems starting from formal
executable models. The partitioning problem is formulated as a constraint satisfaction problem.
below.
The Co-simulation Architecture
Unlike the approaches which view the co-simulation problem as integrating two
simulation engines, such as co-simulation of a hardware and a software simulator
or a discrete-event and a continuous-time simulator, this works is interested in
providing a generic solution for integration of languages and tools with different
semantics.
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Some solutions propose a common interface to all simulators, known as cosimulation bus, by which all individual simulators are interconnected. An orchestrator drives the whole simulation and is responsible for performing the communication and synchronization among the simulators. This scenario is presented in
Figure 3.9.

Sim I

Sim II

Sim III

Co-simulation Bus
Modeling
Framework
Figure 3.9: Heterogeneous co-simulation using co-simulation bus with a standard
interface.
The advantage of this approach is that the interface is defined and standardized
once and any simulator which implements this interface can be connected to the cosimulation infrastructure. However, the standard interface of the co-simulation bus
needs to be expressive enough to support the semantics of all different simulators. In
addition, this puts an additional requirement on the simulator vendor to implement
the standard interface which might not happen in all cases. Also, the adaptation
between the inherent semantics of the simulator and the standard interface is hidden
in the simulator and is defined in an ad-hoc and informal style.
This thesis proposes using a different approach where a heterogeneous modeling
framework that supports different MoCs takes the role of an orchestrator. Each
simulator communicates with the orchestrator using its own MoC and thus, only
syntactical adaptation is necessary in the interface, if necessary. The semantics
of heterogeneous composition of different MoCs is handled inside the modeling
framework which provides appropriate means for this purpose. In case of ForSyDe,
well defined MIs and DIs can be used for interfacing between different MoC and
domains. Figure 3.10 illustrates such a co-simulation.
Wrapper Processes
Co-simulation wrappers are special processes which behave similar to other valid
processes in ForSyDe, but communicate their inputs and outputs and synchronize
with an external model, possibly running on a separate simulator. In this way,
external models can be included in the system model, in an isolated manner.

3.1. EXTENDING FORSYDE FOR COMPOSABLE MODELING

71

Sim I
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Sim III
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Figure 3.10: Heterogeneous co-simulation using a heterogeneous modeling framework.
A wrapper process in the SY MoC is depicted in Figure 3.11. The process con-

Model
Wrapper

External
Model

ForSyDe
Framwork
Co-simulation
Environment

Simulator

Figure 3.11: A co-simulation wrapper in the synchronous MoC.
structor wrapSYm constructs a wrapper process in the SY MoC. The constructed
process redirects the input events to an external model, possibly running on another
simulator and transfers the simulated outputs as events on its output signal. The
communication channels between the ForSyDe model and the external simulator
can be realized by any means such as TCP queues, Unix pipes, or shared memory;
but must implement the semantics of the corresponding MoC in such a way that
the partitioned subsequences Èaij Í and ÈaÕ Í correspond to the communicated tokens
uj and uÕ . The additional argument to the process constructor
is called the
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simulation function and is a sequence of simulator commands to be issued in each
evaluation cycle to the external simulator, if needed. A model wrapper might be
needed to adapt the external IP’s interface for communication and synchronization
with ForSyDe.
The wrapSYm process constructor can be defined as
wrapSY m ( ) = p œ PSY

where p(s1 , · · · , sm ) = (sÕ )
Âi (a1i , · · · , am
i )

aÕi , length(aÕi ) = 1,

ﬁ(‹, sj ) = Èaji Í, ‹(i) = 1,

ﬁ(‹, sÕ ) = ÈaÕi Í, rem(ﬁ, 1, sÕ ) = ÈÍ,
uj © Èaji Í, uÕ © ÈaÕi Í,

sj , sÕ , ai , aÕi œ S, i œ N, 1 Æ j Æ m

The
operator is read as ‘yields’. From the ForSyDe point of view, applying
the simulator commands in each evaluation cycle to the inputs yields the simulated
outputs from the external model.
In practice, customized versions of the process constructor presented above are
used for each simulator. In Paper I, three specializations of wrapSYm are presented:
• GDB wrapper which can co-simulate with a software code simulated on
an instruction set simulator (ISS) or co-execute with the processor running
the code as HIL, if the ISS or the hardware platform support GNU’s remote
debugging facilities [26].
• HDL wrapper which can co-simulate with synthesizable RTL code. The
communication is done using Unix pipes and the external model can run on
an HDL simulator which supports file IO and simulation engine control (e.g.,
via TCL) such as ModelSim.
• Simulink wrapper which can be used to wrap a Simulink model which is
executed with a discrete-time solver. The communication is done using Unix
pipes.
For each case, a model wrapper template is suggested which can potentially be
generated automatically upon using the corresponding process constructor.
Paper I, uses two case studies to demonstrate the potential of the presented
wrappers. An audio equalizer system model from [133] is chosen where a state
machine (performing distortion control) is replaced with its VHDL implementation
running on ModelSim and the audio filters of the model are replaced with their
Simulink model. In the second experiment, the encryption and decryption logic of
a transceiver system is replaced with its C implementation. The execution time of
the (co-)simulation is reported in cases where there is a pure ForSyDe model, the
compiled C code running in the Altera Nios II ISS, and the same code running on
a synthesized Nios II on an FPGA as HIL.
Wrappers enable the designer to take a bottom-up approach for constructing
system models. Individual IPs or legacy code blocks are wrapped in their respective
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MoCs and then a co-simulation can be performed. A top-down approach is also
possible which is discussed below.
Refinement By Replacement
An abstract ForSyDe model can be refined to its implementation by incrementally
replacing each process with its implementation. Thanks to co-simulation wrappers,
after each refinement-step, the system can be co-simulated by the same stimuli used
for validating the original specification.
Based on this idea, Paper II proposes a semi-formal refinement-by-replacement
design flow which incrementally refines a specification to its implementation assuming the availability of the implementation of different system components. A
set of partial refinement operations are defined to be systematically applied for
implementing a model. These operations are listed below.
• Replacement: This operation replaces a pure ForSyDe process by a wrapper
process which communicates with an external model.
• Merge: Merging two or more replaced processes happen when sharing of
resources is needed. An example is when two functions are mapped onto the
same processor and need to be simulated using the same ISS instance.
• Platform Instantiation: This operation refines the implementation and
possibly the simulation engine for a replaced process. For example, an RTL
model might be synthesized to a netlist of target platform elements.
• Communication synthesis: This operation is similar to the merge operation but is applied after platform instantiation and involves introduction of a
communication medium such as a bus between the individual refined platform
components.
• Extraction: The final operation takes the model out of the ForSyDe world,
removing platform-to-host debugging links, and performing final optimizations before deployment.
Paper II introduces an example of a workflow to be used to apply the above
operations systematically. This work also reports the implementation of the audio
equalizer system model using the refinement-by-replacement design flow.

3.1.6

Industrial Design Scenarios

The SystemC implementation of ForSyDe was first developed as an open-source
tool in the framework of the ARTEMIS project SYSMODEL. The objective of
SYSMODEL was to provide SMEs with appropriate means to exploit the benefits
of system-level modeling into their design practice. Paper IV identifies the following four design scenarios that SMEs could use for system-level modeling, and in
particular ForSyDe-SystemC, to their own benefit.
• Automated design flow: Using the automatically-generated introspection
output of ForSyDe-SystemC, the constructed models can be fed to external
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analysis and synthesis tools which are supported by the MoCs used in the
specification model.
• Refinement-by-replacement: This scenario was presented in the previous section can be used in scenarios where the implementation of the system components are available via third party vendors or legacy experience.
Co-simulation wrappers enable incremental refinement and validation of the
designs in this scenario.
• System upgrade: Many improvements to products come as incremental
updates to designs. Assuming the availability of a product implementation,
this scenario uses system models to perform a feasibility study for newly added
features and improvements. Again, co-simulation wrappers can be used to
construct system models faster using existing implemented components.
• Template-based customization: Many companies offer the possibility to
customize their products according to the specific demands of each individual
customer. In such a scenario, a template system model can be developed
once and used for feasibility study of the requested customizations and to
give early feedback to the marketing departments.
Using two cases studies, Paper IV presents how the above scenarios are applied
by the SYSMODEL partners in practice. The first example is an impulse-radio
ultra wide-band radar transceiver and the second one is a half-duplex UART-based
protocol system.

3.2

A Generic Design Space Exploration Framework for
Platform-Based Design

Based on the needs of each design project, a system engineer needs to choose a
design language to capture the system functionality depending on the semantics
of the applications and its particular domain, a flexible target platform which implements the functionality of the application with affordable cost, and a particular
mapping and scheduling policy based on the extra functional requirements of the
system such as real-time and fault-tolerance. However, the available system-level
DSE tools often fix the application, platform, and the binding models to special
cases, or in the best case, they support a restricted set of generic models. For
example, a generic DSE framework might support models of simple buses as the
communication medium in the target platform but adding the support for TDM
buses might not be possible without heavily modifying the underlying models used
and the supporting mapping heuristics in the source code of the tool. Following the
principle of separation of concerns, it would be of great advantage and importance
to import separate models for the application, platform, and binding policy into a
framework and have the DSE problem generated automatically instead of manually
developing a mapping and DSE tool for each possible combination of them.
This thesis presents Tahmuras2 , a framework which approaches the analytic
2 According

to the epic poem Shahnameh, Tahmuras is the third king of the world who “By
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Figure 3.12: The Tahmuras’ view on design space exploration problems.
DSE problem models as the composition of the application, platform, and binding
sub-problems (Figure 3.12). Tahmuras uses a DSE meta-model to explicitly capture
models of the application functionality, the flexible target platform, and the binding
policy models, plus a method and a tool to compose them together to construct and
generate an analytic DSE problem model. The declarative style of its constraintbased formulation also separates the problem model from the way it is solved,
enabling investigation and/or reuse of different search heuristics or even complete
search methods for the same DSE model.
In the reminder of this chapter, the evolution and the current status of Tahmuras
is presented in two generations. Section 3.2.2 reports the contributions of Papers VI
and VII for the first generation of the framework, which targets generating DSE
problems based on generic models of the target platform templates. Assuming the
classic task graph as the implicit semantics of the application and the execution
services provided by the platform, and a binding model, a DSE problem model can
be generated to map a given input application onto an instance of the platform
automatically. As a side-product of such a framework, a method for automatic
generation of TLM-based VPs of the outputs of the constructed DSE problems is
presented. These VPs use the interoperability layer of TLM 2.0 standard and can be
refined with more detailed models of the components for more detailed investigation
of the design points.
As for the second generation of the framework, Section 3.2.3 summarizes the
contributions of Paper IX which generalizes the DSE problem construction by introducing a framework to express generic models of the application, platform and
binding models, together with a method for generation of the DSE models from
them. In the second generation of the framework, various semantics for the system
functionality and execution services of the platforms can be expressed using clock
magic he bound two-thirds of the demons [divs]; the remaining third he crushed with his mace.
The race of divs now became Tahmuras’s slaves, and they taught him the art of writing in thirty
different scripts.” [from wikipedia] This is a good example of separation of concerns when dealing
with complex problems!
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constraints. Figure 3.13 depicts the Tahmuras’ approach to construction of DSE
problem models.
DSE Model
Application Model
• Structure
• Semantics
• Performance metrics
Binding Model
• Semantic mapping
• Additional constraints

Composition

DSE Problem
Binding
Problem

P
B

Platform Model
• Structure
• Semantics
• Cost metrics

Platform
Problem

Figure 3.13: The Tahmuras’ approach to construction of DSE problem models.

3.2.1

Composable Formulation of DSE Problems

Tahmuras supports constraint-based formulation of the DSE problem models to
achieve composability. A DSE problem is modeled as a CSP (reviewed in Section 2.3) and solved using finite domain constraint solver kits.
Assume two CSPs P1 = (X1 , D1 , C1 ) and P2 = (X2 , D2 , C2 ) in Figure 3.14. The
composition of P1 and P2 , denoted by P1 ◊ P2 is also a CSP which has the variables
X1 ﬁ X2 and constraints C1 ﬁ C2 . If P1 and P2 share variables, then call X1 ﬂ X2
the interface between P1 and P2 .
In the same style, a DSE problem model PDSE can be defined as PDSE =
Papp ◊ Pplt ◊ Pbnd , where Papp is the model for the application problem, Pplt for the
platform problem, and Pbnd for the binding problem.
Each of the above three sub-problem models can be automatically generated
from the corresponding application, platform, and binding models. These models
comply to the Tahmuras meta-model presented in Section 3.2.3.
During composition of CSP problems, a consistency check needs to be performed
to assure that all the decision variables, especially the ones used in the problem
interfaces, are defined for once and only once by one of the application, platform,
or binding models. For example, the application problem might use a variable
denoting the execution time of a task on a processing element to calculate the
throughput performance metric of the application. Such a variable is naturally
provided as the result of a cost metric calculation of the processing element and is
defined in the platform model.

3.2.2

First Generation: Generic Platform Models

The first generation of the Tahmuras framework proposes a method for decomposing the platform problem from the rest of a PBD DSE problem model. The
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Figure 3.14: Composable formulation of CSP problems.
semantics of the system functionality and the execution services of the platform are
implicit and assumed to be a task graph where the edges imply data and control
dependencies. Once a target platform template is characterized using the proposed
framework, a DSE problem model can be automatically generated for mapping
task graphs to an instance of it. This method works with best accuracy for predictable platforms where proper bounds for execution and communication times of
the platform components can be derived.
A Framework for Characterizing Platform Templates
The proposed framework for capturing target platform templates views a platform
as a set of component templates which can be instantiated, composed together,
and tuned to provide the services demanded by the application. The components
are parameterized using variables for generality but the valid values for these variables are restricted by the instantiation constraints for each component. Based on
the values set for these parameters, a set of service functions and cost indicators
characterize the services provided to the application components and their implied
costs.
Component templates A component template captures a configurable components available in a platform library and consists of
• a set of component variables with finite domain (e.g., the frequency of a
processor);
• a set of instantiation constraints restricting the set of combination of values
that each component can take;
• a set of service functions which a component provide to the mapped application elements (e.g., the bandwidth of a communication medium); and
• a set of cost indicators implied by the component (e.g., area or memory usage).
Paper VI includes a generic processing element and a configurable TDM bus as
examples of component templates characterized in this way. Each copy of the
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(constraint) variable set of a component template is called an allocation of that
component. An instantiation of a component template is an allocation of it in
which all of its variables are assigned to fixed values, complying to the corresponding
instantiation constraints.
Platform templates A platform template consists of
• a set of component templates, as presented above;
• a set of interdependent instantiation constraints which constrains the instantiation of the components and their variable values to exclude the invalid
platform instances (e.g., a bus must have the same number of ports as the
components attached to it); and
• a set of aggregate cost functions used to sum up the overall costs of a platform.
Paper VI also presents examples of two FPGA-based platform templates characterized using this framework. A platform template is instantiated when at least
one of its component templates are instantiated, complying to the interdependent
instantiation constraints of the platform.
Generating the DSE problem Assuming a platform template, we call the set
of all variables of its allocated component templates together with their involved
constraints the platform template CSP. The solutions to this CSP are the set of
all valid instantiations of the platform template. Paper VI introduces a method
to composes the CSP of a platform template with other constraints to formulate
a DSE problem model similar to the one presented by Kuchcinski [93]. A design
flow is proposed which accepts an application task graph, possibly generated automatically from a ForSyDe model via introspection. Based on a target platform
template which is characterized using the first generation Tahmuras framework, it
automatically generates a DSE problem model that can be solved using a constraint
solving kit (Figure 3.15). The characterized platform templates are captured using
a combination of eXtensible Markup Language (XML) and MiniZinc predicates.
The resulting DSE problem model is also generated in MiniZinc.
Automatic Generation of Virtual Prototypes
Virtual prototypes (VPs) are simulation models of the target platform which are
used for early development of the software when the final hardware is not available
yet. This can effectively contract the time-to-market window of a product by reducing the critical path of a design flow. Transaction-level modeling (TLM) [64, 76] is
currently the most practiced method for developing VPs. From a system-level point
of view, VPs can also be used for simulation-based DSE when analytical models
are not sufficient. In such a case, it is necessary to be able to generate such VPs
automatically from system-level specifications in order to achieve full automation
in the design flow.
Often, it is assumed that a library of simulation models (e.g., TLM models)
are available and the VP generation tool instantiates, configures, and interconnects
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Figure 3.15: A design flow based on the platform characterizations of the firstgeneration Tahmuras framework.
them. However, this assumption is invalid in case of newly developed platforms
where their TLM models are not developed yet and the current generic simulation
models might not fit them.
Paper VII proposes a method for automatic generation of VPs based on the
platform characterizations of the first generation Tahmuras framework. The core
idea is that for each type of generic services that a platform component might provide to the application, a generic TLM skeleton is introduced which annotates the
timing of each transaction using the corresponding service function of the component template. The generated VPs are based on the interoperability layer of the
TLM 2.0 standard. This makes them easy to refine with more precise models which
comply to this layer. Two generic service types (and hence, TLM skeletons) are
considered in Paper VII, namely, computation, and communication services.
The concept of virtual processors are adopted to realize generic computation
components. Virtual processors are simulation primitives which are instantiated in
place of components which have a e.g., worst-case execution time (WCET) service
function. Figure 3.16 is a conceptual view of a virtual processor and the possible
software layers involved. Following the semantics of task graphs, a SystemC process
is generated for each mapped task and inter-task communication is realized using
FIFO queues. In this way, the layers below the hardware-dependent software (HdS)
are emulated using the SystemC kernel in the generated VPs.
Similarly, a generic skeleton for communication components is introduced which
is a module with initiator and target tagged simple sockets provided by in conve-
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Figure 3.16: A virtual processor used for in the VP generation for computation
components. The shaded layers are emulated by the SystemC engine.
nient sockets library of TLM 2.0. The worst-case communication time (WCCT)
service function of the corresponding platform component template is used for annotating the communication delay that each transport suffers on the forward path
of each transaction.
Paper VII envisions he integration of the automatic VP generation in a combined
analytical and simulation-based design flow. This paper also provides a pseudo-code
for automatic generation of a VP based on the task graph of the input application,
the platform instantiations and task mapping as the output of a DSE phase, and
the platform characterization in the first generation Tahmuras framework.
Experiments
Papers VI and VII use a JPEG encoder system example to validate the ideas
of automatic DSE problem model and VP generation. Two different target platforms are characterized and considered in Paper VI. The psopc platform [108] is
a modified version of the Altera SOPC platform where its round-robin arbitration
mechanism is replaced by TDM for more predictability. The nocgen platform [119]
is a NoC-based configurable platform which is not designed for predictability but
useful communication bounds for smaller network sizes are proposed for it. Both
of this platforms are characterized using Tahmuras, run through the DSE problem
model construction flow and the resulting problems are solved using branch and
bound heuristics. The results are reported in Paper VI. The predicted execution
times of the applications by the constructed DSE problems are compared to the
measured values from the FPGA prototypes.
In Paper VII, a slight modification of the JPEG encoding system for a surveillance system is considered where the two applications need to be placed on a single
platform, one being the JPEG encoding core itself with real-time requirement and
the other one a user control application which switches the input cameras without
real-time guarantees. A dummy task is placed in the input task graph model of
the application which is a place holder for the non-real-time application. After the
DSE and VP generation phase, the dummy task can be used for development and
testing the non-real-time application.
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Second Generation: Generic Semantics

Although the first generation of Tahmuras decomposes the platform logic from
the rest of the DSE problem to support automatic construction of DSE problem
models for various platforms, it still mixes the logic of application semantics and
the binding policy. As a result, the semantics of the application is implicit, which
in this case it is assumed to be a task graph.
The second generation of the framework inherits the constraints on component
instantiation and composition but is extended with the notion of clock constraint
to explicitly capture the semantics of the applications and services provided by
platform components. Clock constraints are defined on a new element called logical clocks and are adopted from the CCSL (reviewed in Section 2.4). The second
generation of Tahmuras provides a meta-model that can be used to capture and
characterize not only different platform templates models, but also application models with different semantics, and also possibly different binding models. A method
is proposed to generate DSE sub-problems from the corresponding models and compose them automatically in order to achieve a DSE problem model. As before, the
constructed DSE models can be solved using a variety of different heuristics and
solvers.
The Tahmuras Meta-model
Figure 3.17 presents the Tahmuras meta-model. The elements of this meta-model
are:
• Decision variables which represent quantities in the design space and are
determined during the DSE (e.g., slot length of a TDM bus).
• Logical clocks are CCSL clocks that are subject to scheduling during the
DSE (e.g., firing times of an actor).
• Constraints are either instantiation or clock constraints and restrict the
possible values of the decision variables and valid schedules of the logical
clocks.
• Relations which are represented as matrices of decision variables and can be
visualized as directed graphs (e.g., data/control dependencies in a task graph,
mapping of application components to platform components, etc.).
• Metrics are similar to service functions and cost indicators in the first generation Tahmuras. They appear either as application performance or platform
cost metrics and are used for constraining and specifying the objectives of
the DSE optimization problem (e.g., throughput of an application, power
consumption of a platform, etc.).
Concretely speaking, this meta-model is used to capture a DSE model, which in
turn is composed of application, platform, and binding models, each defined below.
The Application Model The meta-model defines a generic representation to
capture both the structural and semantical aspects of the application models rele-
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Figure 3.17: The Tahmuras DSE meta-model.
vant to the DSE problem. The presented application model can be generated automatically from the models developed in a modeling framework such as ForSyDe
(e.g., using the introspection mechanism presented in Section 3.1.2). Syntactically, the application consists of a fixed number of components which might be
inter-connected using graph-like binary relations. The semantics of execution and
communication for functional components is described using a set of constraints on
the logical clocks which are associated with each component. An application model
consists of
• a set of application components;
• a set of binary relations on the components;
• a set of application clock constraints; and
• a set of application metrics.
Each application component in turn is modeled by
• a set of logical clocks;
• a set of component clock constraints; and
• a set of component metrics.
The implementation of the framework uses an XML format to represent the
models. The constraints expressed in the XML files refer to the constraint libraries
provided by the framework (Figure 3.18). Paper IX shown how an application
modeled as as SDF graph can be captured using this format.
The Platform Model Tahmuras also defines a platform meta-model to capture
flexible target platforms and generate the platform problem from them. The platform models are not restricted only to architectural structure and cost annotations
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but also the semantics of the services they provide to the application. This is necessary to achieve a self-contained representation and avoid implicit coding of the
platform semantics in the binding logic. Syntactically, the platform consists of a
variable number of instantiatable components which might be inter-connected using graph-like binary relations. Instantiation constraints define the valid platform
instances which can be investigated during DSE. The semantics of execution and
communication services that each clock provides to the application is captured using
a set of constraints on the logical clocks which are associated with each component.
A platform model consists of
• a set of platform component templates;
• a set of binary relations on the instantiated components;
• a set of platform instantiation constraints;
• a set of platform clock constraints; and
• a set of platform metrics.
Each platform component is also modeled by
• a set of variables;
• a set of component instantiation constraints;
• a set of logical clocks;
• a set of component clock constraints; and
• a set of component metrics.
The Binding Model In the context of Tahmuras, the binding model is independent of the structure and semantics of the application and the flexible target
platform. The binding model establishes binary relations between the application
and platform components and also schedules the application clocks on top of the
platform clocks. More specifically, a binding model consists of
• a set of binary binding relations from application components to the instantiated platform components;
• a set of binding constraints on the binding relations; and
• a set of binding clock constraints which sample application component clocks
on the clocks of the mapped platform component.
To compose problems generated from arbitrary application, platform and binding models, they need to agree on standard problem interfaces. Paper IX requires
the application components to either have a start and an end clock (computational), or a read and a write clock (communicational). Platform components have
an exec clock and a pair of read and write clocks for each of their ports which are
used to schedule the application clocks on them. Also, the binding problem needs
to provide a binary relation between the application components domain and the
platform components co-domain. For each application/platform component pair in
the binding relation, the application clock is sampled on the platform clock. The
union of all application clocks mapped onto a platform clock is a sub-clock that
platform clock. To avoid overlapping tasks, the exclusion constraint is posted on
every pair of clocks mapped to a platform component.
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Figure 3.18: CP modeling facilities provided by the 2nd generation of Tahmuras.
Realization
The current realization of Tahmuras uses MiniZinc and Gecode for modeling and
solving CSPs (Figure 3.18). MiniZinc [116] is a medium-level constraint modeling
language which is solver-independent and can model different classes of constraint
problems. MiniZinc models are translated to the lower language FlatZinc which
is then used for interfacing to a variety of solvers while preserving solver specific
optimized implementations of the constraints. A script accepts the application,
platform and binding models in XML format and generates a MiniZinc model of the
DSE CSP. From there, the Gecode solver is used to solve the generated problems
using given heuristic. Gecode [63] is a constraint development environment which
is deployed as a C++ class library and can be connected to MiniZinc (FlatZinc) as
a back-end. It enables the developers to program their own propagators, branchers,
variables, and search engines.
A CP formulation of the CCSL clocks and constraints imposed on them is
performed and implemented as a library in the constraint programming language
MiniZinc [116] (Figure 3.18). This formulation is presented below together with
a brief description of a representative set of the CCSL constraints is presented in
Paper IX and is summarized below.
Clocks and Time Structure A clock c is modeled as an array of 0/1 decision
variables with the length of the maximum scheduling steps. A schedule for a CCSL
specification is a function of the form N æ 2C . For a schedule ‡ and an execution
step n œ N, ‡(n) is the set of clocks that tick in n. c[n] denotes if c ticks in a
scheduling step n. A clock configuration ‰‡ is a function C ◊ N æ N which for a
schedule ‡ gives the number of times that a clock c œ C has ticked until step n œ N.
More precisely:
Y
_
n = 0 : the initial configuration
]0
‰‡ (c, n) = ‰‡ (c, n ≠ 1)
n > 0, c œ
/ ‡(n)
_
[
‰‡ (c, n ≠ 1) + 1 n > 0, c œ ‡(n)
Clock Relations Clock relation constraints post constraints on two clocks. Synchronous constraints are defined point-wise directly in each scheduling step while
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asynchronous constraints are defined using the clock configuration. For a consistent
schedule ‡ the relation (non-strict) precedence is defined for instance as
c1 Precedes c2 … ’n œ N, ‰‡ (c1 , n) Ø ‰‡ (c2 , n)
Clock Expressions Clock expressions are used to define implicit new clocks. A
newly added feature of the MiniZinc 2.0 language called MiniZinc functions are
used to provide a more natural syntax. For example, assuming an initial si and
a periodic sp string used to construct an infinite 0/1 string as sq = si .(sp )w , the
FilteredBy constraint can be defined as following.
cf , c1 FilteredBy si , sp … ’n œ N, ‰‡ (cf , n) = ‰‡ (sq , ‰‡ (c1 , n))
Case Studies
Paper IX reports the experiments performed to validate the ideas behind the second
generation of the Tahmuras framework. Two applications expressed in different
MoCs and two different target platforms are captured and composed with each other
using a simple binding policy. The first application is an untimed SDF graph while
the second application is a time-triggered periodic task set. The first platform model
used is a single-core machine (SC) running an RTOS with a preemptive scheduler.
The second platform considered is the TDM multi-processor platform. Using the
simple biding policy, DSE problem models of the three feasible combinations of
the above application and platform models are generated. A simple generic branch
and bound solve heuristic is devised which is automatically generated by the DSE
generation script. The models has been run with the satisfaction objective and
the feasibility of the output results are randomly verified manually to ensure the
correctness of the models. Efficient solving engines and search heuristics can be
considered for a performant and scalable DSE.

Chapter 4

Conclusion
4.1

Summary

Composable construction of the models of 1) the systems and 2) the DSE problems
is the main approach of this thesis to manage the complexity of system design for
embedded and CPSs. The aim is to build on top of the formalisms in declarative
modeling paradigms but realize them in industry-standard SLDLs which are mainly
based on imperative languages. For each of the above areas in the thesis scope, a
modeling framework is proposed and implemented as a prototype.
The ForSyDe modeling framework, which is based on the theory of models of
computation, is adopted and extended to serve the purpose of modeling embedded
and cyber-physical systems. A refined layer of the ForSyDe formalism is presented
which extends its syntax and refines its semantics for easier mapping to imperative
languages. This layer also proposes reflecting the internal structure of the system models via introspection to an intermediate representation to easily export the
constructed models to external analysis/synthesis tools. The refined layer is projected to the IEEE-standard SLDL SystemC during in this thesis. A key feature of
ForSyDe is the notion of process constructors which is borrowed from higher-order
functions in functional languages. Process constructors make ForSyDe extensible
and customizable for different modeling purposes and design activities. In the
context of this thesis, ForSyDe has been extended with a new DDE MoC which
is appropriate for modeling timed systems without a central time-synchronization
mechanism. The concept of co-simulation wrappers is another contribution of this
thesis. As an extension to ForSyDe, wrappers provide a mechanism to integrate
foreign models (legacy code, etc.) into ForSyDe in an isolated manner. These
wrappers have been used to propose a refinement-by-replacement design flow where
system processes are gradually refined using their implementation models, keeping
the system validatable by simulation after each refinement step. The final piece of
contribution to ForSyDe is the parallel and distributed simulation of ForSyDe models. ForSyDe is extended with facilities which can be used to execute a partitioned
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process network in parallel in a message-passing environment. An automated flow
is proposed to partition a given ForSyDe model to a parallel/distributed model
for efficient parallel/distributed simulation. The resulting EDSL is available as an
open-source library via the ForSyDe home page [148]. ForSyDe-SystemC has been
tested with several industrial and tutorial case studies and has been/is being used
in three European research projects.
The second part of the thesis is a step towards the goal of automatically constructing DSE tools based on composition of the application, platform, and binding
models; each probably provided by a separate party. In this thesis, the focus has
been mainly on automatic construction of DSE problem models while efficient solving of the models are left for future work. As a result, the Tahmuras framework
is proposed in this thesis which is based on the constraint programming paradigm.
The framework provides a mechanism for modeling and characterizing the system functionality, target platform, and binding models. These separate models
can be used to automatically generate constraint models and composed together
to form a constraint satisfaction problem representing the DSE problem of interest. Experiments with timed and untimed application semantics on different target
platforms are performed. Automatic generation of virtual prototypes is a feature
enabled by using Tahmuras for modeling and characterizing platforms. The generated models comply to the interoperability layer of TLM 2.0 which makes it
easy to refine the generated VPs with more precise component models. A basic
combined analytic/simulation-based design flow targeting mixed-critical systems is
formulated using this technique.
The ForSyDe(-SystemC) and Tahmuras frameworks validate the objective of
this thesis which is managing the complexity of embedded and CPSs using formalisms which enable the designers to construct models of systems and design
problem in a composable style. Declarative formalisms provide a better support for
composable model construction but they can be projected onto industry-standard
imperative languages to increase their acceptance.

4.2

Outlook on Future Directions

The ForSyDe and Tahmuras frameworks can be extended into several interesting
directions. A short list of different possibilities are presented below.
• ForSyDe process constructors have been mainly used to capture the execution
semantics of the system models. However, they could be extended for capturing other non-functional properties such as power consumption and safety
patterns already in system-level.
• The extensibility of ForSyDe allows integration of different MoCs. However,
ForSyDe so far has focused on static process network structures. This makes
it cumbersome to model adaptive systems such as the ones require interface
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adaptivity or more specifically, dynamic data flow MoCs such as scenarioaware data flow graphs [146].
• The Tahmuras framework supports composable construction of DSE problem
models at the moment. This can be extended to achieve composability for
constructing the search heuristics used to solve the models themselves. The
application, platform, and binding models need to be extended in such a way
that in addition to variables and constraints contain hints on efficient solving
of the generated CPSs such as the variable/value order in branch-and-bound
solving. Recent research in the constraint programming field such as search
combinators [141] are promising for this purpose.
• Many ESL design problems are formulated as multi-objective optimization
problems. Population-based methods are the most widely used search (meta) heuristics used to solve these problems. Although constraint programming
supports solving multi-objective optimization problems theoretically, this field
has recently gained interest for research. For example, large nearest neighborhood search algorithms [139] are employed to solve multi-objective CP
problems.
• ForSyDe and Tahmuras can be integrated into a correct-by-construction systemlevel design flow for software synthesis to predictable MPSoCs under realtime or mixed-criticality constraints [134]. Starting from a heterogeneous
executable specification in ForSyDe(-SystemC), validation is done via simulation, and then the intermediate XML representation is generated automatically by introspection. Next, a transformation can be introduced to convert the ForSyDe models to application models which comply to Tahmuras
meta-model. Together with a Tahmuras platform and binding model a DSE
problem model can be generated to find optimal solutions. Platforms which
promise predictable services at design time are good candidates for analytic
DSE.
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Appendix A

The ForSyDe Intermediate Representation
A.1

The ForSyDe-XML DTD

<!≠≠A ForSyDe p r o c e s s network i s a l i s t o f l e a f p r o c e s s e s and ( i n s t a n t i a t e d )
c o m p o s i t e p r o c e s s e s i n t e r c o n n e c t e d u s i n g s i g n a l s≠≠>
<!ELEMENT p r o c e s s _ n e t w o r k ( p o r t | l e a f _ p r o c e s s | c o m p o s i t e _ p r o c e s s | s i g n a l )+>
<!ATTLIST p r o c e s s _ n e t w o r k
name CDATA #REQUIRED>
<!≠≠A l e a f p r o c e s s i s c o n s t r u c t e d from p r e d e f i n e d p r o c e s s c o n s t r u c t o r s which
a c c e p t f u n c t i o n s o r i n i t i a l v a l u e s a s t h e i r arguments .≠≠>
<!ELEMENT l e a f _ p r o c e s s ( p o r t +, p r o c e s s _ c o n s t r u c t o r )>
<!ATTLIST l e a f _ p r o c e s s
name CDATA #REQUIRED>
<!≠≠A c o m p o s i t e p r o c e s s i s a l i s t o f p r o c e s s e s and t h e s i g n a l s used t o c o n n e c t
them t o g e t h e r .≠≠>
<!ELEMENT c o m p o s i t e _ p r o c e s s ( p o r t )>
<!ATTLIST c o m p o s i t e _ p r o c e s s
name
CDATA #REQUIRED
component_name CDATA #REQUIRED
>
<!≠≠A u n i d i r e c t i o n a l s i g n a l c o n n e c t s an out pu t p o r t o f a p r o c e s s t o an i n p u t
p o r t o f a n o t h e r p r o c e s s , b e l o n g s t o a MoC, and has a data t y p e .≠≠>
<!ELEMENT s i g n a l EMPTY>
<!ATTLIST s i g n a l
name
CDATA #REQUIRED
moc
( ut | s d f | sy | t | dde | c t ) " sy "
type
CDATA #REQUIRED
source
CDATA #REQUIRED
s o u r c e _ p o r t CDATA #REQUIRED
target
CDATA #REQUIRED
t a r g e t _ p o r t CDATA #REQUIRED
>
<!≠≠A p r o c e s s p o r t i s e i t h e r an i n p u t p o r t o r an o ut pu t p o r t , and b e l o n g s t o a
s p e c i f i c MoC.≠≠>
<!ELEMENT p o r t EMPTY>
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<!ATTLIST p o r t
name
CDATA #REQUIRED
moc
( ut | s d f | sy | t | dde | c t ) " sy "
direction
( i n | out ) " i n "
type
CDATA #IMPLIED
bound_process CDATA #IMPLIED
bound_port
CDATA #IMPLIED
>
<!≠≠A p r o c e s s c o n s t r u c t o r i s a s k e l e t o n which c a p t u r e s a s e t o f p r e d e f i n e d
b e h a v i o r s .≠≠>
<!ELEMENT p r o c e s s _ c o n s t r u c t o r ( argument )>
<!ATTLIST p r o c e s s _ c o n s t r u c t o r
name CDATA #REQUIRED
moc ( ut | s d f | sy | t | dde | c t ) " sy "
>
<!≠≠The argument p a s s e d t o p r o c e s s c o n s t r u c t o r s ( e i t h e r f u n c t i o n o r v a l u e ) .≠≠>
<!ELEMENT argument EMPTY>
<!ATTLIST argument
name CDATA #REQUIRED
t y p e CDATA #IMPLIED
v a l u e CDATA #REQUIRED
>

