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Abstract

This report investigates methods of optimization to make treatment plans in radio-

surgery robust to spatial uncertainty, and attempts to determine whether they could

be used with benefit in a Gamma Knife context. To make the problem mathemati-

cally feasible, regions of interest (ROIs) are approximated to move in a pre-computed

static dose cloud, which in turn is estimated by methods of linear interpolation and

linear approximation.

The movements of ROIs are modeled by transforms, of which rigid, general

affine, and a special case of non-affine transforms are treated. Of these, the rigid

transforms are used to flexibly assess various properties of the robust optimization

model; the affine transforms to model the total geometric error of the Gamma Knife,

excluding ROI delineation; and the non-affine transforms for initial modeling of the

important delineation uncertainty.

For the geometric errors, traditionally seen as small for the Gamma Knife, the

robust treatment plans are seen to compare favorably to those obtained by non-

robust optimization. Delineation errors are found to need careful modeling in order

to avoid excessively conservative plans, which may harm normal tissue.

iii



iv



Acknowledgements

This thesis project was commissioned (and funded) by Elekta Instrument AB, Stock-

holm. I would like to thank my supervisor at the company, Jens Sjölund, for intro-

ducing me to the subject, generously sharing his time, and supplying highly valued

guidance. Furthermore, many thanks to professor Krister Svanberg at KTH for

clear-headed input and appreciated encouragement. Finally, I am deeply grateful

to my family for dependable support during these past years.

v



vi



Contents

Abstract iii

Acknowledgements v

1 Introduction 1

1.1 Purpose and Objective . . . . . . . . . . . . . . . . . . . . . . . . . . . . 2

2 Background 3

2.1 Radiotherapy . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 3

2.2 Radiosurgery and the Gamma Knife . . . . . . . . . . . . . . . . . . . . 4

2.3 Treatment Planning . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 6

2.3.1 Leksell GammaPlan . . . . . . . . . . . . . . . . . . . . . . . . . 6

2.3.2 Simplifications: Voxels . . . . . . . . . . . . . . . . . . . . . . . . 7

2.3.3 Simplifications: Isocenter Placement by Grassfire Algorithm . . . 8

2.4 Optimization Functions for Treatment Planning . . . . . . . . . . . . . . 8

2.4.1 Dose–Volume Histograms and Constraints . . . . . . . . . . . . . 9

2.4.2 Radiobiology . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 12

2.5 Uncertainties and Errors in Treatment Planning . . . . . . . . . . . . . 14

2.6 Robust Optimization . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 15

2.6.1 Minimax Stochastic Programming . . . . . . . . . . . . . . . . . 16

2.6.2 Other Previous Research . . . . . . . . . . . . . . . . . . . . . . . 17

3 Context of Project 21

3.1 MATLAB GUI . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 21

3.2 Focus of Study . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 23

4 Model 25

4.1 Non-Robust Model . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 25

4.1.1 Objective Functions Revisited . . . . . . . . . . . . . . . . . . . . 26

4.2 Robust Model . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 29

4.3 Dose Matrices and the Static Dose Cloud . . . . . . . . . . . . . . . . . 30

4.3.1 The Static Dose Cloud Approximation . . . . . . . . . . . . . . . 30

vii



CONTENTS

4.3.2 Rigid Transforms . . . . . . . . . . . . . . . . . . . . . . . . . . . 31

4.3.3 Interpolation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 33

4.3.4 Linear Approximation . . . . . . . . . . . . . . . . . . . . . . . . 34

4.4 Scenario Modeling: More General Transforms . . . . . . . . . . . . . . . 37

4.4.1 Transforms and Image Registration . . . . . . . . . . . . . . . . . 38

4.4.2 Affine Transforms: Total Geometric Error . . . . . . . . . . . . . 40

4.4.3 Non-Affine Transforms: Delineation . . . . . . . . . . . . . . . . 40

5 Results and Discussion 45

5.1 Dose Matrix Approximations . . . . . . . . . . . . . . . . . . . . . . . . 45

5.2 Robust Optimization . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 49

5.2.1 Rigid Transforms . . . . . . . . . . . . . . . . . . . . . . . . . . . 50

5.2.2 Affine Transforms: Total Geometric Error . . . . . . . . . . . . . 56

5.2.3 Non-Affine Transforms: Delineation . . . . . . . . . . . . . . . . 64

6 Conclusions 67

6.1 Dose Matrix Approximations . . . . . . . . . . . . . . . . . . . . . . . . 67

6.2 Robust Optimization . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 68

A Appendix 71

A.1 Rotation Matrices and their Derivatives . . . . . . . . . . . . . . . . . . 71

A.2 Total Geometric Error for the Gamma Knife . . . . . . . . . . . . . . . 73

A.3 Determinant of Non-Affine Transform Jacobian . . . . . . . . . . . . . . 75

Bibliography 77

viii



1 Introduction

Cancer is the most common cause of death for people under 85 years of age in Sweden,

and a third of the population will be diagnosed with some form of cancer during their

lifetime. It affects cancer patients themselves as well as their family, friends and col-

leagues. Ranking among the top ten most common cancer forms in Sweden are brain

tumors, together with leukemia the most common cancer form among children and

teenagers [10].

Considering the complexity and importance of the brain due to its being the center of

the nervous system, it follows that precision and delicacy are imperative in the treatment

of brain tumors. Tumors are commonly treated either by physical removal through open

surgery, or non-invasive methods using radiation. An example of the latter is the Gamma

Knifer, which is developed and manufactured by Elekta, a Swedish company, and yearly

treats over 70,000 patients [18]. In Gamma Knife radiosurgery, gamma radiation enters

the patient’s head at several locations, converging in a focal point receiving most of the

dose. This allows for a large dose deposition in the tumor while attempting to minimize

radiation in healthy tissue.

In order to achieve set treatment goals, such as cancer cell eradication, clinicians

perform treatment planning based on tomographic images of the brain. Tumors as

well as organs at risk are delineated and some algorithm is used to find an optimized

treatment plan with appropriate doses to both. At present, Gamma Knife treatment

planning is made using Elekta-developed software called Leksell GammaPlanr. This

iterates a tailor-made stochastic algorithm toward optimal settings, with an objective

function defined in terms of quantities specific to the framework [17]. However, steps

have been made by e.g. [51] and [52] to introduce Gamma Knife treatment planning to

more standardized optimization objective functions and solution algorithms.

In radiation therapy treatment planning, uncertainties in parameters entering the

optimization framework are, if at all, acknowledged by adding margins around the vol-

umes to be irradiated—a method to be used with caution in a Gamma Knife context [36].

However, while the level of accuracy of ray delivery in the Gamma Knife allegedly is

better than 0.5 mm [18], there are a number of uncertainties originating from e.g. image

acquisition, target definition, and patient fixation that may compromise an ‘optimal’

plan’s effectiveness. It naturally follows that optimization formulations that account for

these uncertainties may to a larger degree ensure high treatment plan quality.
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1.1. PURPOSE AND OBJECTIVE

1.1 Purpose and Objective

Standard optimization problem formulations such as those in [51] and [52] can in various

ways be augmented to perform robust optimization, accounting for uncertainties in in-

put parameters. In practice, this might mean making sure the objective function for the

‘worst’ scenario (whichever it may be) for a given set of input variables is as low as pos-

sible, or optimizing the expected objective function under the probability distributions

of the uncertain parameters.

This thesis project has been performed at Elekta with the purpose of investigat-

ing whether robust optimization methods may be used with benefit in a Gamma Knife

context. As such, the main objective is to present and evaluate a contextually sound

approach to robust optimization, and to determine how its performance compares with

current methods. To restrict the scope of the thesis, it is focused on geometric uncertain-

ties, which are handled by help of the static dose cloud approximation, to be described

in the following. The next chapter introduces the subjects of radiosurgery, treatment

planning, and uncertainties, in order to allow for a more precise project description in

the chapter thereafter.
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2 Background

Below, the theory on which the rest of the thesis is based is outlined. First, radiotherapy

of cancer is introduced, followed by the special case of radiosurgery and the Gamma

Knife in particular. Next, treatment planning is discussed: Elekta’s current Leksell

GammaPlan software as well as other optimization functions that can be used in this

context. Finally, uncertainties in treatment planning are brought forward together with

robust optimization methods used to handle them.

2.1 Radiotherapy

Tumor is a medical term encompassing a large number of conditions mostly charac-

terizeable as an abnormal mass of tissue that grows uncoordinated with and at a rate

higher than that of normal tissue [56]. Diseases involving a malignant tumor, whose

cells can spread to and invade other parts of the body, are called cancer.

Cancer is commonly treated by open surgery (physical removal), chemotherapy (use

of medicines), some form of radiotherapy, or some combination thereof. Radiotherapy

involves using high-energy radiation such as X-rays or gamma rays to kill cancer cells, in

order to prevent their spreading. In some types of radiotherapy, such as brachytherapy,

this is done by placing small radioactive sources inside the body, in proximity to the

tumor. In others, going under the umbrella of external beam radiation therapy, a linear

accelerator or radioactive source produces radiation from outside the body, which targets

the tumor. This is the case for the Gamma Knife, which will be detailed below.

When a cell is irradiated, the initial physical and chemical effects are direct ioniza-

tion of critical parts as well as indirect action, where some molecule in the cell is ionized

to produce an electron—a free radical—which in turn damages the critical parts. Even-

tually, both lead to biological effects such as cell death. Notably, the possible biological

effects of radiation are many and can occur after a long period of time. Radiation can,

apart from killing cancer cells in the fairly short run, itself cause cancer in the longer

run [28].

The degree to which any of these effects occur in any tissue depends on the amount

of energy deposited—the absorbed dose. This is commonly measured in Gray (1 Gy =

1 J/kg). In treatment, one naturally wants to minimize the dose in healthy tissue while

3



2.2. RADIOSURGERY AND THE GAMMA KNIFE

ensuring sufficient dose in the tumor.

This trade-off can be addressed in several ways. In fractionated radiotherapy, the

radiation is delivered in smaller doses on several occasions, taking advantage of the fact

that healthy tissue normally recovers faster than tumors. Furthermore, in intensity-

modulated radiation therapy (IMRT), one may shape the incident radiation beams by

means of multi-leaf collimators (MLCs), leaves of e.g. tungsten positioned to block

unwanted radiation [13]. Combinations of the two are possible. Yet another way to

conform doses to targets is presented by radiosurgery, presented just below.

2.2 Radiosurgery and the Gamma Knife

The term stereotactic radiosurgery (SRS) was coined by Gamma Knife inventor Lars

Leksell in 1951 [33,48]. Explaining the term, a stereotactic frame is a three-dimensional

coordinate system with some known points of reference, guiding surgical procedures;

applying this in radiotherapy is called radiosurgery as it can be compared to physical

surgery due to the increased precision.

An example of radiosurgery is given by the Gamma Knife, developed and manu-

factured by Elekta, a Swedish company. The latest model, Leksell Gamma Knifer

PerfexionTM (LGK PFX) is seen in figure 2.1: patients are positioned on the treatment

bed and their heads are fastened to a stereotactic head frame. The radiation unit then

produces gamma radiation from a number of sources around the head, converging in a

focal point—the current isocenter—as visualized in figure 2.2. This constitutes radio-

surgery’s way of promoting normal tissue preservation: the dose remains low except for

where the beams intersect, which by moving the bed with guidance of the stereotactic

frame is chosen to be in the targeted tumor.

In more detail, the radiation unit of LGK PFX consists of 192 60Co sources on

five cylindrical rings, with varying distance and angle from source to focus, partitioned

into eight circular sectors, each sector corresponding to 24 sources. All sources in a

single sector have the same beam settings at any point in time: the beam from each

source is varied throughout treatment by help of tungsten collimators blocking unwanted

radiation. However, in contrast to collimation with MLCs, the beam from each source

is always circular-shaped and only its diameter is varied. The available collimator sizes

in LGK PFX are 4 mm, 8 mm, and 16 mm (as well as stand-by or off) [4].

Hence, treatment with LGK PFX is carried out by moving the patient through

a series of positions, or equivalently moving between a series of isocenters. At each

isocenter, having fixated the patient, each sector spends a predetermined amount of

time in each collimator state, delivering the dose to the brain tissue. The total dose

delivery at each such stop is called a shot. When moving between isocenters, radiation

is blocked from all sectors.

4



2.2. RADIOSURGERY AND THE GAMMA KNIFE

Figure 2.1: Leksell Gamma Knifer PerfexionTM. In the picture (but not in reality), the
radiation unit is visible through the cover.

Figure 2.2: Conceptual picture of Gamma Knife radiation unit with beams exiting all sectors
and intersecting in an isocenter (focal point).
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2.3. TREATMENT PLANNING

2.3 Treatment Planning

As a first step in Gamma Knife treatment, the stereotactic frame is fixated to the

patient’s head, and patient imaging is carried out. This is done by means of magnetic

resonance imaging (MRI), computed tomography (CT), or angiography, and is used to

determine size, shape, and position of tumors as well as organs at risk (OARs—organs

of importance that could be damaged during treatment) and other normal tissue in the

brain [16].

The delineation of these regions of interest (ROIs) is performed by clinicians. For

tumors, one distinguishes between the gross tumor volume (GTV), which includes what

is clearly seen in the images; clinical target volume (CTV), which adds a small margin

to include small spread of the cancer cells; and the planning target volume (PTV), used

in some cases to account for geometric uncertainty by adding an extra margin.

Next, treatment planning remains before effectuating the treatment. This means

creating, by help of the images, a plan of which isocenters—coordinates in the brain

to coincide with the focal point—to use and what time each sector will spend in each

collimator setting at each isocenter.

There are two principal types of treatment planning: forward planning and inverse

planning. This thesis mainly concerns the latter. Forward planning means that clinicians

themselves determine at least some of the ingoing parameters, after which the resulting

dose distribution is calculated and the plan quality may be evaluated. If deemed unsat-

isfactory, parameters are changed. In inverse planning, the clinician instead supplies a

desired outcome, after which e.g. an optimization algorithm calculates a suitable plan.

Naturally, the approaches may be combined and are often so in Gamma Knife treatment

planning [17].

2.3.1 Leksell GammaPlan

At present, treatment planning for the Gamma Knife is made with Elekta-developed

software called Leksell GammaPlanr 10. While the thesis will focus on other methods

for treatment planning, an outline of this approach is included for reference.

The general idea of the algorithm in Leksell GammaPlan is to represent shots by

isodose volumes, defined as all points with a higher dose than some particular level.

Formally, such a volume is given by the set {x ∈ R3 : d(x, p) ≥ d∗}, where d(x, p) is the

dose in point x due to the shot with isocenter position p and d∗ is the mentioned set

level.

To find an initial solution, a ‘ballpacking’ algorithm is executed using a number

of template shots—i.e. volumes of varying size and shape resulting from varying the

collimator settings, whose center p may be placed anywhere. These are used to cover as

much of the tumor volume as possible while avoiding overlap.

Next, the software optimizes an objective function based on related geometrical

6



2.3. TREATMENT PLANNING

quantities. First, we define the target volume TV which is the set of points pertaining

to e.g. a tumor, and the planning isodose volume PIV which is the union of all shot

volumes as defined above. Using these definitions and letting V (A) denote the volume

spanned by the points in a set A, we define the coverage

C =
V (PIV ∩ TV)

V (TV)
,

i.e. the share of the whole tumor covered by isodose volumes; the selectivity

S =
V (PIV ∩ TV)

V (PIV)
,

the share of the isodose volumes that hit the target; and the gradient index

GI =
V (PIVd∗/2)

V (PIV)
,

a measure of how sharply the doses fall off—PIVd∗/2 is defined as PIV with a lower

dose level (d∗/2) needed for points to qualify. Furthermore, we define g(GI), a piecewise

linear function of GI, and t(T ), a piecewise linear function of the total beam-on time T .

The objective function is then

f =
Cmin(2α,1) · Smin(2(1−α),1) + βg(GI) + γt(T )

1 + β + γ
, (2.1)

where α, β, γ ∈ [0, 1] are defined by the user for an appropriate trade-off between the

objectives.

Finally, Leksell GammaPlan uses a stochastic method to optimize f , in each iteration

possibly changing shot positions as well as time spent with each collimator settings. For

more detail on any of the above, refer to [17].

2.3.2 Simplifications: Voxels

Moving from the optimization framework in Leksell GammaPlan to a more general and

mathematically convenient one, some simplifications are helpful. First, we introduce

the concept of voxels. When discretizing space into a three-dimensional regular grid,

the gridpoints are called voxels. Hence we can imagine voxels as the components of a

division of a volume into a number of cuboids (often, as will be the case here, these are

all equally sized).

Voxels are of major practical importance as they allow us to e.g. track quantities

such as dose for a finite number of points rather than continuously. Similarly, integrals

of such quantities may be represented as sums.

7



2.4. OPTIMIZATION FUNCTIONS FOR TREATMENT PLANNING

2.3.3 Simplifications: Isocenter Placement by Grassfire Algorithm

As will also be detailed later on, dose calculations can be computationally demanding

and it helps to decide on a set of isocenters before determining the rest of the variables.

The rates at which doses accumulate with different collimator settings when centering

at each of these isocenters can then be precalculated and occur linearly in the objective

functions.

Such a set of isocenters can be determined using, for example, a hybrid grassfire–

ballpacking algorithm such as the one in [22]. This technique is similar to the ballpacking

algorithm used to obtain an initial solution in Leksell GammaPlan.

Using this algorithm, the isocenters of a target are determined entirely on the basis

of the target’s geometrical properties. In the ‘grassfire’-step of the algorithm, at least

one deepest voxel is found. This is done by removing one full voxel-thick layer at a time,

starting at the boundary.1 In the case that several deepest voxels are found, the ‘best’

one is chosen by a scoring algorithm. The chosen deepest voxel is added to a set of

isocenters.

Next, a sphere is centered on the current deepest voxel (isocenter). Its diameter is

chosen to be the largest of 4 mm, 8 mm, and 16 mm: the whole sphere must fit in the

tumor. This volume is then removed from the tumor and the grassfire-step is run again

to find new isocenters in the remaining tumor volume. This is repeated until not even

the smallest sphere size fits—then, we have a complete set of isocenters.

Again, refer to [22] for further detail.

2.4 Optimization Functions for Treatment Planning

We next turn to the mathematical formulations of inverse treatment planning that will

be used in this thesis. The general goal is to obtain an optimization problem on the

form 

minimize
x

f(x)

subject to gi(x) ≤ 0, i ∈ I,

gi(x) = 0, i ∈ E ,

x ∈ X ,

(2.2)

where x ∈ Rn is a vector of n target variables, f is the objective function, the gi are

constraint functions, I and E are sets of indices (I∩E = ∅), and X is the implicit feasible

set. Numerous systematic solution algorithms exist to address such a formulation, in

some cases able to find an optimal solution to the problem. In particular, if f and gi

are convex for i ∈ I, gi is affine for i ∈ E , and X = Rn (or otherwise nice enough, e.g.

constrained by non-negativitity; all constraints and this set must together form a convex

1This is analogous to setting fire all around the edge of a grass lawn: the fire supposedly burns at
the same pace from all directions until it reaches the middle.

8



2.4. OPTIMIZATION FUNCTIONS FOR TREATMENT PLANNING

set), the problem is said to be convex. It is then guaranteed to have at least one globally

optimal solution which might in many cases be found to some specified accuracy. We

will for our purposes let X = {x ∈ Rn : x ≥ 0} and I = E = ∅ until we get to robust

optimization formulations—it is then sufficient to choose a convex f to obtain a convex

problem.

If we predetermine the isocenters by e.g. the grassfire algorithm, the vector of

target variables or planning variables x will consist of the beam-on times, n in total:

any element of x represents the amount of time a certain sector spends in a certain

collimator setting at a certain isocenter.

This will normally affect the objective function through the dose distribution d(x) :

R3 −→ R, which specifies the dose deposited at each point in R3, depending on what

settings x are used. Hence, f(x) = f(d(x)).

Furthermore, the objective function f should be chosen such that a lower value of f

indicates a better treatment plan. Mostly, we will let f quadratically penalize too large

or too small values of some dose-based scalar field y(d) : R3 −→ R (dependent on the

dose distribution, this also takes scalar values at each point in space), as compared to

some reference field ŷ. In particular, these will be reduced to scalar functions y(v, d)

and ŷ(v), where v is a volume percentage: y(v, d) means the largest value of y that

a fraction v of a total volume assumes, at least, when the dose profile is d. (This

aggregation method will be revisited when introducing dose–volume histograms below.)

Using these definitions, we may similarly to [21] define a general penalty function,

to be applied on some ROI, as

f(d) =

∫ 1

0
θ(y(v, d)− ŷ(v))(y(v, d)− ŷ(v))2 dv, (2.3)

when penalizing large values, where θ(x) is the Heaviside function, replaced by θ(−x)

when penalizing small values.

To introduce some common choices of y and ŷ (and hence f), they will be described

below in a general, continuous form. In a later chapter, they will be reformulated

in the context of this thesis, with a voxel representation of the volume. While the

representation (2.3) is not in general convex, its discretized equivalent will be made so

for the functions below that are convex in dose.

2.4.1 Dose–Volume Histograms and Constraints

An often-used approach is to study directly what dose tumors, organs at risk and other

normal tissue receive—and to define y so that f penalizes doses that are too large or

too small.

In relation to this, we introduce the concept of a dose–volume histogram (DVH).

Since doses are known at all individual points in the volume, ‘sorting’ and aggregating

the doses facilitates evaluation of overall treatment plan quality. For this purpose, a

9



2.4. OPTIMIZATION FUNCTIONS FOR TREATMENT PLANNING

Figure 2.3: Example of dose–volume histogram (DVH) of a target (black curve) with minimum
dose constraint (penalizing curves in the left shaded area) and dose–volume constraint (penalizing
doses in the right shaded area).
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DVH displays the percentage of all volume which receives at least a certain dose. A

sample DVH is seen in figure 2.3: the whole volume (100%) absorbs at least 0 Gy but

the percentage goes down as the dose is raised—in the example at hand, about 50%

absorbs at least 50 Gy while no point absorbs a dose higher than 62 Gy. Hence we have

d = d(v, x), similar to how we defined y(v, d) in the previous section.

Formally, we may define the dose in a DVH curve as a function of volume fraction

(considering that we integrate over v in (2.3)), depending also on the dose distribution

d, by

DVH(v, d) = max

{
d′ ∈ R+ :

V ({p ∈ V : dp ≥ d′})
V (V)

≥ v
}
, (2.4)

where V is the set of points in a certain ROI and dp is the dose, given by the dose

distribution, in p ∈ V. As in a previous section, V (A) is the volume of a set A. Definition

2.4 is due to [21], as are the penalty functions below in this subsection.

While we will frequently use DVHs as an evaluation tool, they may also be used to

define penalty functions y. Plans found using the resulting objective functions f will be

termed “DVH-based,” although doses from any other plan may also be presented in a

DVH. In general, we will let y(v, d) = DVH(v, d) and it remains to determine a suitable

ŷ(v) = DVHref(v) = DVH(v, d̂), (2.5)

where d̂ is a reference dose distribution.

10



2.4. OPTIMIZATION FUNCTIONS FOR TREATMENT PLANNING

First, the simplest example is that of minimum and maximum dose constraints,

where too large or too small doses are penalized. We have

ŷ(v) = DVHref(v) = d∗ (2.6)

for some maximum or minimum (depending on choice of sign in θ) dose level d∗. For

example, the vertical line in figure 2.3 penalizes doses under 40 Gy: the volume fractions

corresponding to the shaded area to the left of the line is subject to a quadratically

increasing penalty as the horizontal gap from the DVH curve to the minimal dose line

increases. A fortunate property of minimum and maximum dose constraints is that they

are convex in dose [21].

Second, the DVH curves may be influenced in a more subtle way through what we

may call dose–volume constraints (DVCs). This penalizes too large or small doses held

by too large volume fractions. Formally,

ŷ(v) = DVHref(v) =

{
d∗, if v ≤ v̂
0, otherwise

(2.7)

for too small doses and

ŷ(v) = DVHref(v) =

{
d∗, if v ≥ v̂
∞, otherwise

(2.8)

for too large doses. In the first case, this means that all volume fractions up to v̂ are

subject to a minimum dose constraint, but otherwise not since 0 is anyway a lower bound

on the dose; in the second case, volume fractions over v̂ are subject to a maximum

dose constraint, but otherwise not since no dose can exceed ∞ (again, they must be

combined with the right choice of sign in θ). An example of a maximum-type dose–

volume constraint is also seen in figure 2.3: applicable to volume fractions over 30%

(this cut-off is shown by the horizontal line), doses over 50 Gy are penalized, but the

constraint line then moves to ∞, whereby no doses are penalized for v > 30%. While

DVC-based reference functions allow a greater deal of flexibility than the pure reference

dose functions above, they are generally not convex in dose [21].

Third, we may note that equation (2.5) can be considered a constraint function in

its own right, choosing any reference dose distribution d̂. The DVH curve will then be

penalized if it goes below or above this arbitrary curve; the choice of ŷ is then called

a minimum reference DVH or maximum reference DVH, respectively. As exemplified

with DVCs, use of these as reference functions does not always lead to convex penalty

functions of the dose.
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2.4. OPTIMIZATION FUNCTIONS FOR TREATMENT PLANNING

2.4.2 Radiobiology

The second category of objective functions to be considered here is based on radio-

biological models. In contrast to the purely physical quantities discussed above, these

also describe or account for the biological response in the tissue. The presented models

are the same as those implemented in [51].

Equivalent Uniform Dose

Equivalent uniform dose (EUD),2 introduced by Niemierko [43,44], is a dose level which

if it was applied uniformly to the body (i.e. if the dose distribution d was constant at

this value) would result in the same biological effect as the current dose distribution. To

do this, the EUD takes account of seriality in organs. In integral form, the “generalized”

EUD measure in [44] can be defined for a ROI V as

EUD(d) =

(
1

V (V)

∫
V
dap dp

) 1
a

, (2.9)

where p ∈ R3, V , d, and dp are defined as earlier, and a 6= 0 is a parameter.

The rationale is that some organs, e.g. the optic nerve, have high seriality, meaning

complications are likely to occur even if only a small part is damaged. In contrast,

parallel organs such as the liver have low seriality and would still perform their duties

(although less efficiently) if part of them stopped functioning. This is reflected in the

choice of parameter a: OARs with high seriality indicate a high value of a as the maximal

dose in the tissue cannot be allowed to be too large; OARs with low seriality indicate

a lower (positive) value since the average dose becomes more relevant. For tumors, a

negative value of a is used since we are mainly interested in the minimum dose. For

a ≥ 1, (2.9) is convex in dose, and for a ≤ 1 it is concave [12]—whereby its negative

value is convex in dose.

In implementation, the objective function will quadratically penalize too large or

small EUD values for tumors and OARs (to be detailed in a later chapter). The resulting

plans will be said to be “EUD-based.”

Tumor Control Probability and Normal Tissue Complication Probability

Tumor control probability (TCP) and normal tissue complication probability (NTCP)

supply radiobiologically founded estimates of the probability that all tumor cells are

eradicated and the probability that a sufficient amount of cells in an OAR are killed to

cause complications, respectively.

First, the TCP model3 as developed in [9] notes that if the mean survival probability

2In [51], this is called generalized uniform dose (gEUD) to contrast with the first EUD concept
introduced by Niemierko in [43].

3First introduced by Brahme [8].
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2.4. OPTIMIZATION FUNCTIONS FOR TREATMENT PLANNING

of a cancer cell absorbing dose dp is s = s(dp) (using our old notation for the dose in

some point), then if there are np corresponding such cells in the vicinity of a point

p ∈ R3, the probability of no cell surviving is TCPp = (1− s)np . If np is very large, this

can be approximated by

TCPp = e−nps(dp). (2.10)

If we, as in [51], describe s using the LQ model, we have that s(dp) = e−αdp−βd
2
p for two

parameters α and β [27], whereby (2.10) becomes

TCPp = e−npe
−αdp−βd2p

. (2.11)

This expression has initially been assumed to hold for a number of cells absorbing

dose dp; if we also had a number of cells absorbing another dose, the two probability

expressions would have been multiplied, whereby the expressions in the exponents would

have been added. In the limit of a continuous dose distribution d (as we have had earlier),

and assuming the approximations still hold,4 this becomes an integral

TCP(d) = e−
∫
V e
−αdp−βd2p dnp . (2.12)

Second, in the NTCP model, seriality is again of importance. We introduce the

relative seriality5 σ ∈ (0, 1]: a larger value of σ indicates a more serial organ. While

the NTCP model will not be justified in detail (refer to [31] for this), we note that its

derivation is similar to that of TCP in that probabilities of individual cells’ deaths are

used. However, it also considers how their deaths affect the organ as a whole through the

relative seriality. In addition, we only define the NTCP model for a voxel approximation

of the OAR volume. We have from [31] the definition

NTCP(d) =

(
1−

m∏
i=1

(1− P σi )
1
m

) 1
σ

, (2.13)

with Pi = e−N0,ie
−αdi−βd

2
i , in a system with m equally sized voxels: di denotes the dose

in voxel i and N0,i is the number of cells in the voxel.

When implementing TCP and NTCP in the voxel-based model, logarithm-based

functions [12, 26] will be used to transform both to respectively concave and convex

functions of the dose. Too small or large values will be penalized; resulting plans will

be called “TCP–NTCP-based.”

4Formally, this is not always valid since the infitesimal elements dnp in the integral contradicts np
being very large, however, assuming doses are close to constant in large enough sub-volumes (as we will
in the forthcoming voxel approximations) this is not a problem.

5In [31] denoted by s, which might have caused confusion here as it has already been used with
another meaning.
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2.5 Uncertainties and Errors in Treatment Planning

In all types of radiotherapy treatments, there arises a number of uncertainties, possibly

leading to errors. If not properly accounted for, they may reduce treatment quality even

though careful planning was made. In this section, a selection of error types will be

presented; ways of handling them will be discussed in the next.

Commonly, errors are said to pertain to either the category of systematic (prepara-

tion) errors or random (execution) errors. This terminology makes sense in fractionated

radiotherapy: the systematic errors arise during planning and are the same through-

out treatment while the random errors are realized anew when executing the treatment

in every fraction—making the random errors ‘blur’ the dose distribution rather than

systematically shifting it [54]. However, in Gamma Knife radiosurgery, the whole treat-

ment is often carried out in a single fraction, making this distinction less relevant. Below,

uncertainties are (roughly) described in the order they appear.

First, some errors may arise during image acquisition. Patients may be misaligned

relative to the stereotactic frame during imaging, and images themselves may have lim-

ited quality: especially MR images can be geometrically distorted [40] and there may be

other artifacts (misrepresentations of the actual tissue) in the images [1]. Misalignment

and geometrical distortion both add to spatial uncertainty ; other artifacts give rise to

errors in the dose calculation, as will be discussed below. Furthermore, images have lim-

ited resolution [54] and the voxel approximations may consequently be coarse. It follows

that very small (geometrical) errors may not have a significant effect on decision-making.

Next, errors may arise when interpreting and using the images. Artifacts as well as

e.g. inaccuracies in the conversion of CT Hounsfield units (the output of a CT scan)

to tissue electron densities [47] lead to errors in the computed dose distribution—as do

uncertainties in the dose calculations themselves [30].

In addition to the possibility that organs may be slightly ‘displaced’ with respect to

the coordinate system due to imaging errors, organ delineation involves uncertainty. It

has been shown that different clinicians’ delineations may vary considerably. Sandström

et al. [46] let 20 radiosurgery centers delineate tumors using a set of images of two

patients with different tumor types:6 for one of the tumors (admittedly difficult), only a

volume of 0.05 cm3 was agreed on by all centers, as compared with the median delineated

volume 2.88 cm3; for the other the results were less extreme with the maximum volume

being 1.55 times the minimum value. Other tumors were seen in [55] to have that ratio

ranging between 1.7–2.8 and in [58] between 2.0–2.4.

Furthermore, when evaluating plans with the radiobiological models, parameter val-

ues are uncertain for both EUD (a) [35] and TCP–NTCP (α and β) [15].

Finally, additional spatial uncertainty enters in the treatment execution. This may

relate to the mechanical accuracy of the radiation unit, the patient positioning system,

6Anaplastic astrocytoma and cavernous sinus meningioma.
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and patient misalignment with the stereotactic frame. In general there are also concerns

about individual organ motion in radiotherapy, however this is mainly relevant for organs

close to the respiratory or digestive systems [32] and thus less so in Gamma Knife

radiosurgery.

The total geometrical error, including all spatial uncertainty factors but the target

definition (delineation), have been assessed by [40] and [42] and were found to be below

1.0 mm except in some cases using MR imaging. Overall, geometrical accuracy in

Gamma Knife radiosurgery is considered high—“one of the gold standards” [40, p. 2]—

and the primary uncertainties relate to the dose distribution and to the delineation of

organs.

2.6 Robust Optimization

The above-mentioned uncertainties lead to errors which may compromise the quality

of a radiotherapy treatment plan, as the real outcome may differ unfavorably from the

expected one. It follows that the uncertainties ideally would be handled in some way in

the treatment planning phase.

In general radiotherapy, this is normally done by adding margins to the tumor: the

previously introduced PTV is used as target. However, in radiosurgery, one normally

does not use a planning volume larger than CTV [46] due to the high accuracy—indeed,

millimeter-level margins beyond the GTV have been shown to be harmful [36].

Here, we thus turn to robust optimization, methods to implement the uncertainties

in our mathematical optimization formulation so as to make it robust to possible errors.

This can be done with varying degrees of conservativeness. This thesis will in particular

consider minimax optimization, conditional value-at-risk, and stochastic optimization,

which will all be incorporated in a framework of minimax stochastic programming, but

more ways of making treatment planning robust will also be presented below.

First, minimax (or worst-case) optimization7 strives to make the worst possible out-

come as good as possible. If we originally wanted to minimize an objective function f(d)

of the dose distribution d and now let d vary with regards to variables z describing the

uncertainties (in addition to the planning variables x), we get the minimax problem

minimize
x

max
z
f(d(x, z)), (2.14)

disregarding constraints. This is the most conservative approach: no outcome is allowed

to lead to very low treatment quality if it can be avoided.

Second, conditional value-at-risk (CVaR) is slightly less conservative and considers a

number of bad outcomes simultaneously. In particular, CVaRα is defined as the expected

value of the α worst outcomes (a share of all: α ∈ (0, 1]).

7This, specifically, is called robust optimization in e.g. [21].
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Third, the least conservative measure of the three is the expected value Eπ[f(d(x, Z))]

where π denotes the probability distribution of the random variable Z, describing the

uncertainties. While this gives the best average in the long run, it may weigh improbable

but bad scenarios very lightly, to the disadvantage of the unlucky patient experiencing

such an outcome.

Regardless of the chosen method of uncertainty handling, it is often helpful (if not

necessary) to make approximations regarding the dose distribution, since its variation

with the error parameters are not easily calculated—and in general cannot be expressed

analytically. Commonly, spatial errors may be be handled using the static dose cloud

approximation, in which the head and its organs are assumed to move in the dose

distribution of the nominal scenario, where there are no errors. This approximation will

be made throughout the thesis, and we will return to it in more detail in a later chapter.

2.6.1 Minimax Stochastic Programming

Even the static dose cloud approximation does not immediately lead to a simple explicit

formula for the dose distribution. A viable option is then to divide the sample space

into a finite number of discrete scenarios: the corresponding random variable is called

S, taking values s ∈ S, where S is the set of possible scenarios.

Fredriksson [20] characterizes a class of optimization formulations called minimax

stochastic programming and evaluates some included specific formulations in intensity-

modulated proton therapy (IMPT). The formulation is otherwise general, contains min-

imax, CVaR, and expected value optimization as special cases, and allows for continous

adjustment in conservativeness between them.

Since the dose is often delivered in one fraction, as discussed in the previous section,

we will consider all Gamma Knife uncertainties as systematic. Hence we may use the

corresponding simpler formulation in [20]:

minimize
x∈X

max
a≤π≤b
1T π=1

Eπ[f(d(x, S))], (2.15)

where 1 is a vector of ones and a and b are parameter vectors satisfying 0 ≤ a ≤ b ≤ 1

and 1Ta ≤ 1 ≤ 1T b, constraining the variable probability distribution π. This may be

reformulated: since for a given x, the maximization problem in (2.15) is a linear, bounded

and feasible program in π it can be put on dual form, preserving convexity. Then,

the resulting minimization of the minimum of the dual function is just a minimization
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problem in all variables:

minimize
λ, µ, ν, x

λ+ bTµ− aT ν

subject to λ+ µs − νs ≥ f(d(x, s)), s ∈ S,

µ ≥ 0,

ν ≥ 0,

x ∈ X ,

(2.16)

where λ ∈ R, µ ∈ R|S|, and ν ∈ R|S| (|S| being the number of scenarios) are the dual

variables. This is convex when f is, and can be approached using standard solution

algorithms.

As mentioned, this general formulation can be made to vary between different de-

grees of conservativeness by varying a and b. In particular, if p denotes the vector of

actual probabilities for the different scenarios, letting a = b = p gives expected value

optimization, letting a = 0 and b = 1
αp gives CVaRα, and letting a = 0 and b = 1 gives

minimax optimization (here 0 denotes a vector of zeros).

This can be understood by inspecting (2.15): the elements of π, a probability dis-

tribution, are constrained by the corresponding elements of a and b. When a = 0 and

b = 1 we can see the objective as a weighted sum of the f(d(x, s)), s ∈ S, and π will

be chosen to emphasize the largest of those terms. The element of π corresponding to

the s of the largest f(d(x, s)) will be put to 1, and the rest will then be forced to be 0

due to the constraint 1Tπ = 1. The result is just the maximum of the f(d(x, s)). When

a = b = p, the only feasible solution of π is p and we have the expected value.

When tested in a computational study on IMPT, all robust methods in [20] deter-

mined plans with higher robustness in delivering sufficient target dose—increasing with

the method’s conservativeness—while lowering OAR dose.

2.6.2 Other Previous Research

Other approaches to robust optimization of radiotherapy can be found in the literature.

Some of those that are related to spatial uncertainty will be presented here. To repeat,

errors in multi-fraction treatments are often partitioned into systematic errors (same

throughout the whole treatment) and random errors (different in every fraction).

The technique of dividing the sample space into discrete scenarios has been used by

several authors, as has calculating expected values of functions. Men et al. [37] proposed

to optimize the expected value of selected cost functions, based on a finite set of scenarios

with assigned probabilities. The sum of the expectations in each fraction was used for

those cost functions that were related to dose per fraction and the expectation of the

sum of cost functions for those related to total dose. Bohoslavsky et al. [5] first ‘blurred’

the dose distribution to account for random errors, by convolution with their probability
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distribution, and then optimized the expected value using scenarios for the systematic

errors with nominal doses replaced with the blurred ones. Witte et al. [57] in principle

used the same approach, optimizing the expected values of objective functions based on

EUD, TCP, and NTCP. All found their methods to be promising: in e.g. [57], the organ

complication probability was halved without sacrificing tumor control rate, as compared

to a non-robust approach.

Organ motion is a common theme for robust optimization in radiotherapy, with some

specific methods for this type of error. Bortfeld et al. [6] modeled organ motion due to

breathing by different spatial probability distributions in a number of scenarios, used

in constraints to ensure sufficient expected dose to the target, all while minimizing an

objective function of the total nominal dose to any tissue. They found the target to be

less underdosed in the worst case while reducing OAR dosage by 11% on average.

Some authors have used or manipulated standard functions in a non-standard way:

Baum et al. [2] used the probability of voxel occupation as weights in a voxel-based

objective function to be minimized. Gordon et al. [23] subjected each point in a DVH to

uncertainty to obtain dose coverage histogram (DCH) criteria, which then were used in

penalty functions in the way DVH criteria normally are. The DCH is defined for every

volume fraction v and plots doses against their probability of exceeding a certain dose-

based metric. Both papers found robust plans to be equivalent or superior to compared

non-robust plans.

In other cases, probability distributions have been used to craft objective and con-

straint functions representing the probability of some outcome of interest. Chu et al. [14]

assumed normally distributed voxel doses and used constraints that ensured high prob-

abilities of them being high or low enough, considered individually. Sobotta et al. [49]

proposed deciding on a certain cost metric (e.g. penalizing doses or EUD) and com-

puting its value for a number of scenarios drawn from a probability distribution. This

sample was used to craft a normal distribution over the metric, whereby the objective

function, to be maximized, was the probability that the metric would evaluate within a

specified interval.

Other approaches in radiotherapy include the iterative one applied by Moore et

al. [39]: the objective function consisted of a weighted sum of cost functions for each

target or OAR, with a cost function defined as a non-weighted sum over each scenario

of dose–volume constraint-type penalties. After reaching an optimal solution (for the

current step), the probability of meeting a specified dose–volume constraint-related goal

was evaluated—and if not large enough, the weights for some OARs were decreased and

the objective function re-optimized. Sterpin et al. [50] avoided changing the optimization

formulation at all and instead, in a ‘backward’ fashion, manipulated the prescripted

(reference) dose to resemble a margin for static errors and by deconvolution for random

errors.

While the methods used for radiotherapy in most cases make use of the assumed
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probability distributions of the errors, some authors on IMPT tend toward worst-case

problem formulations. Pflugfelder et al. [45] used as objective function a weighted sum of

the nominal (no error) value of some chosen cost function and the value of the same func-

tion assuming a “worst case dose distribution.” This distribution results from choosing

the worst dose outcome in each voxel (disregarding possible inconsistencies between dif-

ferent voxels). This distribution was also used by Chan [11], who by penalizing too large

or too small doses could formulate a linear program. In the study, a regular minimax

formulation was also discussed but deemed computationally infeasible.

Notably, the above articles mainly concern and have only been applied on the error-

prone treatment types in conventional radiotherapy and IMPT—applications in the field

of radiosurgery seem more scarce. Deliberations on which approaches that seem more

suitable in the present case are presented in the next chapter.
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3 Context of Project

This chapter will describe the context of the project and, using the information presented

in the previous chapter, discuss which focus of study would serve best in reaching the

thesis objective.

As mentioned, this project has been performed at Elekta, the company behind the

Gamma Knife. The company’s currently used treatment planning software, Leksell

GammaPlan (section 2.3.1), is based on custom-made models and solution algorithms

and is consequently not very flexible for evaluating possible alternative optimization

objective functions and methods. To enable a simple way of doing so, Svedberg [51]

implemented a “test bench”—a graphical user interface (GUI)—for Gamma Knife op-

timization trials in MATLAB (The MathWorks, Inc.). This was based on ‘standard’

optimization formulations such as those presented in section 2.4. An overview of its

functionality is given below.

3.1 MATLAB GUI

The main GUI window from [51] can be seen in figure 3.1. In short, the user first loads

new patient data, whereby the program determines isocenter positions; then chooses

model (objective function), parameter values, and optimization options; and then starts

the optimization.

Patient data is stored in voxel form and is based on DICOM files, common in medical

imaging. When they are loaded to MATLAB, structures are created for a number of

ROIs (targets and OARs), including voxel coordinates, ROI type, and other information.

A “system” is created by deciding on the ROIs to be included in the optimization. Then,

isocenter placement is carried out in the chosen targets using an algorithm similar to

the one in section 2.3.3.

Next, a choice of which model the objective function should be based on is made be-

tween DVH (minimum and maximum dose constraints, possibly including DVCs), EUD,

and TCP–NTCP. Parameter values for the chosen model must be provided. Finally,

the optimization options remain: optimization is carried out by the fmincon function

of MATLAB using either an interior-point, SQP, active-set, or trust region-reflective

algorithm, with user input on maximum iterations, maximum objective function evalu-

21



3.1. MATLAB GUI

F
ig
u
re

3
.1
:

M
a
in

w
in

d
ow

o
f

th
e

M
A

T
L

A
B

G
U

I
of

[51].

22



3.2. FOCUS OF STUDY

ations, and numerical tolerance level. Refer to [53] for full documentation of fmincon.

The mathematical modeling will be detailed in the next chapter.

3.2 Focus of Study

This thesis project aims to evaluate the concept of robust optimization for the Gamma

Knife and will for this purpose add to the work in [51]. A robustness functionality will be

added to GUI, to allow users to test and compare robust plans, while enabling possible

further development. Again, to restrict the scope of the thesis, only spatial uncertainty

will be considered.

First, the possibility of rigid movement, of individual organs and the whole brain, will

be allowed through GUI user input. This allows for intuitive GUI usage and flexibility

in a first, overall, evaluation of the robust model. Second, as put forward in section

2.5, the total geometrical error (excluding organ delineation errors) has been measured

previously [40,42], and while not seen as the principal contributor of uncertainty in the

Gamma Knife context, it would clearly be interesting to assess whether this information

could improve treatment plan quality. This will be attempted using slightly more general

error modeling. Third, a basic case of organ deformation will mean to constitute a

building block toward handling the important delineation uncertainty—which could be

seen as a spatial uncertainty modeled by organ movement (translation and rotation)

and deformation. While this subject will be touched upon, detailed, realistic modeling

is left to future research.

The robust optimization model proposed by Fredriksson [20] (detailed in section

2.6.1) will be used as foundation for the work in the thesis, as it has several advantages

in this context over the other methods discussed in section 2.6.2. First, model usage

is flexible. In terms of objective functions, there is no need to commit to a specific

function—instead, the previously used objectives based on DVH, EUD, and TCP–NTCP

models can be made robust. For trial purposes it is also an advantage to be able to

adjust the degree of conservativeness, using the intuitive minimax, CVaR, and expected

value measures: one of them may not be right at all times. Second, possible further

development appears flexible. To incorporate new uncertainties, one may either add

new types of scenarios, which could be combined with existing ones, or handle the new

certainties directly in the objective functions, in which case the old scenarios could be

used.
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4 Model

This chapter details how the robust model is implemented: first the non-robust founda-

tion, then the robust augmentation, and finally how scenarios will be modeled for the

computational study in the next chapter.

4.1 Non-Robust Model

The practical implementation of the treatment planning optimization model is carried

out in a discretized voxel environment (section 2.3.2) and thus both variables and ob-

jective functions have to be reformulated.

The general formulation will now be (cf. (2.2))minimize
τ

f(d(τ))

subject to τ ≥ 0.
(4.1)

The target (planning) variable is denoted by τ (replacing the general x that was used

in chapter 2)—again, this consists of the beam-on times. Specifically,

τ =



τ1,1,1

τ1,1,2

τ1,1,3

τ1,2,1
...

τN,8,3


=



τ1

τ2
...
...
...

τn


, (4.2)

i.e. τ ∈ R24N = Rn: an element τi,j,k is the non-negative time sector j (8 in total)

spends in setting k (3 in total excluding off and stand-by) when at isocenter i (which

could total any integer N); 8 · 3 ·N = 24N = n variables in total.

This will normally affect the objective function through the dose vector d ∈ Rm,

which is now (rather than a continuous distribution) a vector containing the dose to

each voxel, m in total. The doses are obtained through multiplying the beam-on times

25



4.1. NON-ROBUST MODEL

by a dose matrix D:

d(τ) = Dτ. (4.3)

A dose matrix D has one row per voxel and one column per beam-on time element;

the element Dij denotes how much the dose increases in voxel i with an increase of one

time unit in beam-on time j [Gy/time unit]. It follows that D ∈ Rm×n. The (nominal)

dose matrix used in the non-robust model is obtained using an algorithm implemented

in MATLAB, which will not be discussed here.

4.1.1 Objective Functions Revisited

Below, the implemented1 objective functions—the remainder f of the formulation in

(4.1)—are stated on their discretized form. In analogy with (2.3), some will have the

form of a sum of quadratic penalties on undesired values of some function y(di) defined

for each voxel, as compared to some reference value ŷ ∈ R:

f(d) =
m∑
i=1

θ(y(di)− ŷ)(y(di)− ŷ)2, (4.4)

when penalizing too large values (the Heaviside function θ(x) replaced by θ(−x) other-

wise).

The sum in (4.4) is convex in the case that y(di) is convex in each voxel dose di:

since θ(x)x2 is convex and nondecreasing (a ‘ramp’), it follows that the composition

is convex for (y(di) − ŷ) convex, in which case the sum is convex as well [7]—i.e. for

y(di) convex since ŷ is a constant. As stated in section 2.4, this holds (with proper

multiplications by −1) for the minimum dose, maximum dose, and EUD functions, and

for the implemented functions of TCP and NTCP, which will be presented shortly.

A time-penalty is used in all models:

λ
n∑
j=1

τj , (4.5)

where λ is time’s relative importance. This is a simple way to penalize large beam-on

times but not a perfect one, since if e.g. only one sector is active at a certain isocenter,

adding another increases this measure while the actual treatment time is unchanged.

In the final objective function used, penalties of type (4.4) (and (4.5)) will be com-

bined to penalize tumors and OARs (and time) differently but simultaneously. We

introduce the sets T for tumors and R for OARs, and enable partitioning d into e.g. dt,

for the doses in voxels pertaining to a tumor t ∈ T . On the same note, mt denotes the

number of voxels in such a tumor and λt ∈ R is the chosen relative importance of the

tumor t in the objective function. When the superscript t or r is given to a function,

1In [51].
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vector, or set, it denotes a restriction to the corresponding tumor t or OAR r. Some

dependencies have been suppressed for readability.

DVH-based formulation

Maximum and minimum dose penalties are implemented in a straight-forward fashion:

fdose,max(d) =
m∑
i=1

θ(di − dmax)(di − dmax)2, (4.6)

for a maximum dose level dmax (θ(x) replaced by θ(−x) and dmax by dmin when using a

minimum dose penalty fdose,min(d)).

Dose–volume constraints (DVC) need a slightly different implementation:

fDVC,max(d) =

m∑
i=1

θ(di − dvmax)θ(dvp − di)(di − dvmax)2, (4.7)

when penalizing too large doses to a decided volume fraction v, where dvmax is the required

dose level at v and dvp is the current dose that the fraction receives. The contribution

from a voxel is non-zero when it absorbs a dose larger than the reference but smaller

than the current dose at v (again, θ(x) is replaced by θ(−x) and dvmax by dvmin for a

function penalizing too small doses fDVC,min(d)).

The full implemented DVH-based objective function is:

fDVH(d(τ)) =
∑
t∈T

λt
mt

(
f tdose,min(dt) +

∑
dv∈Ct

f tDVC(dt) + f tdose,max(dt)

)

+
∑
r∈R

λr
mr

( ∑
dv∈Cr

f rDVC(dr) + f rdose,max(dr)

)
+ λ

n∑
j=1

τj ,

(4.8)

where we also introduce C, the set of DVCs (fDVC denotes the appropriate min or max

function for the constraint at hand). Hence the full DVH-based optimization formulation

is minimize
τ

fDVH(d(τ))

subject to τ ≥ 0.
(4.9)

EUD-based formulation

The integral definition of EUD in (2.9) is for our practical purposes redefined as a sum2

EUD(d) =

(
1

m

m∑
i=1

dai

) 1
a

. (4.10)

2In fact, this is how Niemierko [44] first expressed it. The correspondence follows from that dp
V (V) , the

volume share of the infinitesimal element in the integral is replaced by the equal share 1
m

of all voxels.
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Similar to minimum and maximum dose penalties, EUD values over some reference level

EUD0 are penalized for OARs (and values under EUD0 for tumors), e.g.

fEUD,max(d) = θ (EUD(d)− EUD0) (EUD(d)− EUD0)
2 (4.11)

resulting in the objective function

fEUD(d(τ)) =
∑
t∈T

λtf
t
EUD,min(d) +

∑
r∈R

λrf
r
EUD,max(d) + λ

n∑
j=1

τj , (4.12)

finally giving the EUD-based optimization problemminimize
τ

fEUD(d(τ))

subject to τ ≥ 0.
(4.13)

TCP–NTCP-based formulation

Discretizing TCP as was done for EUD, it can be redefined3

TCP(d) =
m∏
i=1

Pi, (4.14)

where, again, Pi = e−N0,ie
−αdi−βd

2
i . We also repeat the already voxel-based definition of

NTCP:

NTCP(d) =

(
1−

m∏
i=1

(1− P σi )
1
m

) 1
σ

. (2.13)

For these functions, we will use a transformation to obtain convex functions:

TCPC(d) = −ln(TCP(d)), (4.15)

due to Choi and Deasy [12], and

NTCPC(d) = −ln(1−NTCP(d)), (4.16)

due to Hoffmann et al. [26].

Then, in the implementation by [51], penalty functions are used:

fTCP(d) = θ
(
TCPC0 − TCPC(d)

) (
TCPC(d)− TCPC0

)2
, (4.17)

penalizing TCP values below TCP0 (which e.g. may be set to 1) by using TCPC0 =

3The integral over the whole volume in (2.12) could be rewritten as a sum of integrals over in-
dividual voxels. Since the dose is assumed constant for a single voxel, these integrals evaluate to

e−αdi−βd
2
i
∫
Vi

dnp = N0,ie
−αdi−βd2i for each voxel i. The remaining sum in the exponent is rewritten as

the product in the new definition.
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−ln(TCP0), and

fNTCP(d) = θ
(
NTCPC0 −NTCPC(d)

) (
NTCPC(d)−NTCPC0

)2
, (4.18)

where NTCPC0 = −ln(1 − NTCP0) and NTCP0 is a typically small reference value of

NTCP. Both are used in the objective function

fTCP–NTCP(d(τ)) =
∑
t∈T

λtf
t
TCP(d) +

∑
r∈R

λrf
r
NTCP(d) + λ

n∑
j=1

τj . (4.19)

This corresponds to the TCP–NTCP-based optimization problemminimize
τ

fTCP–NTCP(d(τ))

subject to τ ≥ 0.
(4.20)

4.2 Robust Model

The robust optimization formulation (2.16) from Fredriksson [20] is used due to the

motivations put forward in section 3.2. Adjusted to correspond to the present original

formulation (4.1), we have

minimize
λ, µ, ν, τ

λ+ bTµ− aT ν

subject to λ+ µs − νs ≥ f(d(τ, s)), s ∈ S,

µ ≥ 0,

ν ≥ 0,

τ ≥ 0,

(4.21)

where we adjust a and b to acheive a desired level of conservativeness (such as minimax,

CVaR, or expected value), and set f to an objective function of choice—in our case,

fDVH, fEUD, or fTCP–NTCP. To repeat, this leads to a convex problem unless a DVC-

based term is included.

In the formulation, it is assumed that different error realizations (scenarios) enter the

optimization problem through their effect on the dose vector acheived for each choice of

τ , d = d(τ, s)—which, is the metric our objective functions are based on. It remains to

determine the scenario set S and how a particular scenario s affects d. Naturally, this

occurs through its effect on the dose matrix D, i.e.

d(τ, s) = D(s)τ. (4.22)
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4.3 Dose Matrices and the Static Dose Cloud

In this thesis, scenario dose matrices D(s) will be created by use of the static dose

cloud approximation. Its implementation is outlined below: first, the general idea of

using transforms on voxel coordinates to draw doses from elsewhere in the dose cloud;

then, simple rigid transforms are introduced for this purpose; finally, the last steps to

implementation are presented: one of two additional approximations must be chosen to

return the dose rates in new discrete points, for use in the dose matrix. In the next

section, transforms describing more advanced movements will be introduced.

4.3.1 The Static Dose Cloud Approximation

As previously mentioned, the dose vector’s dependency—here through the dose matrix—

on geometric perturbations is not easily modelled analytically. Due to limited computa-

tional capacity, only the nominal (no-error) dose matrix will be computed ‘exactly,’ and

dose matrices of alternative scenarios will be computed by use of the static dose cloud

approximation shortly introduced in section 2.6.

Formally, if we return to a continuous view and adopt the notation of x ∈ R3

as a point in space, the dose distribution d(τ) : R3 −→ R assigns (suppressing the

function’s τ -dependency) a dose d(x) to each point x in space. Under the static dose

cloud approximation it is assumed that if some tissue in x moves to another point

x + p in space, it receives the dose d(x + p) that the tissue there would have received

originally—it just moves in the dose cloud which itself is unaffected by the movement.

In general, if the displacements of all points in the volume are given by p(x) the dose

in x under the static dose cloud approximation is given by d(x + p(x)).

The approximation translates back to the dose matrix D: in the continuous view, its

columns correspond to scalar fields Dj : R3 −→ R, j = 1, . . . , n, representing the dose

per time unit Dj(x) to the point x related to isocenter, sector, and setting combination

j. Hence given a displacement function p(x), the jth dose per time unit in the point x

is under the static dose cloud approximation4 given by Dj(x + p(x)). The problem of

describing a scenario’s effect on the dose matrix, D(s) (and thereby on the dose d), thus

consists of finding p(x) describing the displacement of all points. This is equivalent to

finding an appropriate transform T on x, such that T (x) = x + p(x); we then denote a

transformed dose matrix column distribution by Dj [T ], so that Dj [T ](x) = Dj(x+p(x)).

In the following, we will concentrate on displacement description by full transforms T ,

rather than displacements p.

4The two ways of seeing it are equivalent since d(x + p(x)) =
∑n
j=1Dj(x + p(x))τj .
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4.3.2 Rigid Transforms

To allow for user control, some transforms are implemented into the GUI with parame-

ters determined using some input by the user. These will be rigid transforms, modeling

rigid motion of the whole patient (brain) as well as rigid motion for individual organs.

Rigid motion consists of translation and rotation around a rotational center,

c =

c1c2
c3

 . (4.23)

The total rotational effect is delivered by a rotational matrix R(s) = R(e1(s), e2(s), ψ(s))

and the translation is described by a vector

wtransl(s) =

wtransl,1(s)

wtransl,2(s)

wtransl,3(s)

 , (4.24)

whereby the complete rigid transform describing the scenario s ∈ S is described by

Ts(x) = R(s)(x− c) + c + wtransl(s), (4.25)

where rotation is applied on x− c (so that the coordinate system is centered around c;

after rotation, a translation back is made).

While translational motion works in a straight-forward way, the rotation will be

explained in greater detail. Rotation in three dimensions may be represented in various

ways, including by a rotation matrix. Fundamentally, however, we will use an axis–angle

representation, which will be converted to R for each scenario. This rests on the fact

that any complete sequence of rotations may be represented by a single rotation of angle

ψ around the rotation’s particular axis, whose direction is given by e, with components

e1, e2, and e3. Combining the axis and the angle we get an Euler vector ψe which has

three degrees of freedom since e is a unit vector—we may thus write

e3 = e3(e1, e2) =
√

1− e21 − e22, (4.26)

which we may restrict to be non-negative. This without losing generality, since (−ψ)(−e) =

ψe; if e3 = 0 we may similarly restrict e2 to be non-negative and if e2 = e3 = 0, we may

define e1 = 1. The formula [24] for converting an Euler vector to a rotation matrix is

R = I cosψ + (1− cosψ)eeT + [e]× sinψ, (4.27)
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4.3. DOSE MATRICES AND THE STATIC DOSE CLOUD

where I is the identity matrix and

[e]× =

 0 −e3 −e2
e3 0 −e1
−e2 e1 0

 . (4.28)

The elements of R are explicitly shown in appendix section A.1 (table A.1).

Transforms may be applied on all defined points x in the brain or restricted to a

single organ—or both, in a sequence where rotations on single organs are carried out

first. Thus, the rigid transform of scenario s is determined by the parameters wtransl(s),

e(s), and ψ(s) for the whole brain, in addition to wt
transl(s), e

t(s), and ψt(s) for a single

tumor t ∈ T , and the corresponding for single OARs r ∈ R. To avoid confusion, we

henceforth use the term error entity to distinguish what voxels a transformation will be

applied to (a tumor, an OAR, or the whole brain) and error type to distinguish between

translation and rotation.

Scenarios are thus created by generating their corresponding parameters. This will

be done by sampling a number of probability distributions, all assumed independent,

whose variance parameters are given as user input. For a particular error entity (we

use whole brain notation below for simplicity), each element wtransl,i, i = 1, 2, 3, of

wtransl is generated by sampling a normally distributed random variable Wtransl,i ∈
N (0, σ̂transl,i), restricted to the interval [−ŵmax,i, ŵmax,i]—larger values are resampled.5

The user inputs needed to model translation are thus the standard deviations σ̂transl,i

and the maximum allowed values ŵmax,i, i = 1, 2, 3; rotation is again slightly more

complicated.

For rotation, the rotational axis e is first generated by uniform sampling on the

half-sphere defined above. To be precise, coordinates z = (z1, z2, z3) are first created

from independent and identically distributed normal distributions: zi is an outcome

of a random variable Zi ∈ N (0, 1) for i = 1, 2, 3. Thus sampled vectors e = 1
||z||z

will be uniform on the unit sphere [41] (assuming z 6= 0). If for a sampled z, z3 < 0

(and theoretically also if z3 = 0 and z2 < 0, or z3 = z2 = 0 and z1 < 0), the point

is resampled to retain uniqueness in axis representation and thereby positivity of the

sampled e3—this is practical as it allows for formula (4.26). No user input is needed for

this step. Finally, the rotational angle ψ for the chosen axis is determined by sampling

from Ψ ∈ N (0, σ̂ψ), as in the translation case with resampling when outside the interval

[−ψ̂max, ψ̂max]. Here, σ̂ψ and ψ̂max are the necessary user inputs. For simplicity, c is

automatically calculated for each error entity and set to the mean position of that entity.

Thus, given user inputs σ̂transl,i, ŵmax,i, σ̂ψ, and ψ̂max; σ̂ttransl,i, ŵ
t
max,i, σ̂

t
ψ, and ψ̂tmax

(t ∈ T ); as well as σ̂rtransl,i, ŵ
r
max,i, σ̂

r
ψ, and ψ̂rmax (r ∈ R), for i = 1, 2, 3, sampling can

begin. The user determines how many scenarios |S| should be used in the optimization.

5This makes minimax optimization more worthwhile: otherwise, the worst-case scenario would strictly
speaking—given an infinite amount of samples—be infinitely bad.
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4.3. DOSE MATRICES AND THE STATIC DOSE CLOUD

Since this scenario-generation method is based on sampling, each scenario s is assigned

equal probability ps = 1
|S| of occuring—expected values derived from this are assumed to

be accurate due to the more frequent sampling of likely scenarios. To increase precision,

this might require a considerable amount of scenarios, a potential practical problem that

will be addressed in a later subsection.

4.3.3 Interpolation

Having now defined how the model is affected by transforms into different scenarios and

having devised one way of creating transforms, it remains to translate this to the discrete

view with dose vectors rather than dose distributions. Again, the scenarios affect doses

through their effect on the dose matrix D. Two ways of creating the dose matrices will

be presented: first, below, using interpolation, and second, in the next subsection, using

linear approximation.

Corresponding to the dose matrix D and thus to its column vectors Dj (each of their

row elements (Dj)i = Dij ∈ R giving the dose per time unit to voxel i, i = 1, . . . ,m

from isocenter, sector, and setting combination j, j = 1, . . . , n) we assume to have a

coordinate matrix XD ∈ Rm×3, each row xi ∈ R3 giving the position of center of the

corresponding voxel. Following how voxels are modeled, these points are assumed to

constitute a grid, i.e. they are regularly spaced. By the correspondence between each

Dj and XD we can define a continuous dose distribution D̃j , for which we initially

specify D̃j(xi) = Dij , i = 1, . . . ,m, and whose values in all points x ∈ R3 off the grid6

are determined by interpolation.

Interpolation in essence means computing a likely appearance of a function in points

in which it is not known. The details of how interpolation is carried out is omitted—the

griddedInterpolant class of MATLAB will be used with the linear option. In short,

linear interpolation means a linear combination of the function values in the points

closest nearby is used.

Now, since we earlier had the nominal dose matrix column vectors

Dj =


D̃j(x1)

D̃j(x2)
...

D̃j(xm)

 , j = 1, . . . , n, (4.29)

6Strictly, we only define it on points within the grid. The value in all other points may be set to 0
by convention—however if such a point is considered relevant the static dose cloud approximation is no
longer valid.

33



4.3. DOSE MATRICES AND THE STATIC DOSE CLOUD

we may now define the scenario dose matrix D(s), s ∈ S, by its columns

Dj(s) =


D̃j [Ts](x1)

D̃j [Ts](x2)
...

D̃j [Ts](xm)

 , j = 1, . . . , n, (4.30)

where Ts is the transform corresponding to the particular scenario.

4.3.4 Linear Approximation

While the above might conclude the theoretical modeling for optimization robust against

rigid transforms, simplifications could be made with regards to the practical implemen-

tation. These relate to computational speed and memory constraints when running the

optimization in the GUI: below, a way of linearly approximating scenario dose matrices

will be introduced, to allow for reduced memory usage.

As mentioned, accurate expected value representation assumes that a large number

of scenarios are generated—a demand also arising from wanting to increase confidence in

the worst-case approach. For the current setting (MATLAB implementation on regular

desktop computer7) this implies high computational demands and high memory usage:

computing the dose matricesD(s) for each scenario anew in each optimization iteration is

too slow, while computing them once and then storing for use in the iterations requires a

lot of memory, considering that m may be in the order of magnitude of several thousands

and n several hundreds. How well this is handled may vary, and other implementation

and possible simplification approaches than the one presented here may be appropriate

for other settings. Here, we will try to reduce the amount of stored matrices, without

decreasing the number of scenarios and without having to recompute at each iteration.

To do this, additional approximations have to be made.

The simplification method used here will be based on a linear approximation. In

scenario s, we explicitly have the dose matrix

D(s) =


D̃1[Ts](x1) . . . D̃n[Ts](x1)

...
. . .

...

D̃1[Ts](xm) . . . D̃n[Ts](xm)

 =


D̃1(Ts(x1)) . . . D̃n(Ts(x1))

...
. . .

...

D̃1(Ts(xm)) . . . D̃n(Ts(xm))

 . (4.31)

Letting a scenario s be represented by the ‘parameter realization’ tuple (w1, . . . , wp),

when p error dimensions (degrees of freedom) in total are included, the parameter de-

7Dell Precision M4700. OS: Windows 7 Professional; CPU: 2.70 GHz Intelr CoreTM i7-3740QM;
RAM: 8.00 GB.
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pendence may be clarified:

D(w1, . . . , wp) =


D̃1(T (x1;w1, . . . , wp)) . . . D̃n(T (x1;w1, . . . , wp))

...
. . .

...

D̃1(T (xm;w1, . . . , wp)) . . . D̃n(T (xm;w1, . . . , wp))

 . (4.32)

Now, a standard linear approximation is

D(w1, . . . , wp) = D(0) +

p∑
i=1

wi
∂D

∂wi
(0), (4.33)

where D(0) = D(0, . . . , 0), i.e. the nominal scenario.

To evaluate this, we need to find partial derivative matrices ∂
∂wi

D(w1, . . . , wp),

i = 1, . . . , p. We may emphasize the vector output of the transform T by letting

y(x;w1, . . . , wp) = T (x;w1, . . . , wp), where then

y =
[
y1 y2 y3

]T
(4.34)

is the vector input to D resulting from the parameter realization. By the chain rule,

we have for a single dose matrix element in any row k = 1, . . . ,m and any column

l = 1, . . . , n that

∂

∂wi
D̃l(y(xk;w1, . . . , wp)) =

∂

∂wi
D̃k,l(y(w)) =

3∑
j=1

∂D̃k,l

∂yj

∂yj
∂wi

, (4.35)

the middle step introducing a more compact notation. For translational motion, letting

i ∈ {1, 2, 3}, it holds that
∂yj
∂wi

= 1 if i = j and
∂yj
∂wi

= 0 if i 6= j, so only one term remains

of this sum:
∂

∂wtransl,i
D̃k,l(y(w)) =

∂D̃k,l

∂yi
, (4.36)

whereby terms in (4.33) corresponding to translation errors become

wtransl,i
∂D

∂yi
(0). (4.37)

For rotational motion, the case is slightly more complicated. Then,

∂yj
∂wi

(0) =
3∑

h=1

∂Rjh
∂wi

(0) ((xk)h − ch) , (4.38)

which follows from (4.25): we take derivatives of the matrix multiplication by R of

x − c but only the jth component is of interest (the terms c and wtransl vanish). The

partial derivatives of R are seen in appendix section A.1 (table A.2), where a problem of

accuracy emerges: all partial derivatives in e1 and e2 vanish, whereby the approximative
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rotational movement is based only on changes in ψ, for the arbitrary choice e = (0, 0, 1)—

following our choice of e1 and e2 as parameters, the approximation always describes

rotation around the third axis. To mitigate this problem, we depart from the strictly

linear model and let the rotational (ψ-based) term vary with the current e1 and e2.

Hence, the relevant term becomes

∂yj
∂ψ

(0, e) =
3∑

h=1

∂Rjh
∂ψ

(0, e) ((xk)h − ch) , (4.39)

where the wi notation is scrapped for the rotational case since ψ was shown to have the

only remaining derivative.

The formula (4.39) holds in all voxels k when considering rotation of the whole

brain; when the error entity is a single organ, no transformation is made on voxels not

corresponding to that organ, so R is a constant identity matrix for these voxels and

thus its derivative is zero. The formula also holds when multiple rotations are made in

succession on a voxel, since only the rotation with the current parameter wi is affected by

the derivative, and the rest are identity matrices in w = 0 (this holds even for arbitrary

e1 and e2, since ψ = 0). We note that this partial derivative depends on the row k of

the dose matrix—i.e. on the position of the current voxel—but not its column l.

Hence, using (4.39) we may specify (4.35) for the relevant case:

∂

∂ψ
D̃k,l(y(0, e)) =

3∑
j=1

∂D̃k,l

∂yj

3∑
h=1

∂Rjh
∂ψ

(0, e) ((xk)h − ch)

=
3∑
j=1

(Yj,∂ψ(e))k
∂D̃k,l

∂yj
,

(4.40)

where we introduce Yj,∂ψ(e), a matrix of the same size as D, in which all elements of

row k is given by (4.39). Using this matrix, we may put (4.40) on matrix form, giving

the rotational terms in the full approximation formula (4.33):

ψ
∂D

∂ψ
(0, e) = ψ

3∑
j=1

Yj,∂ψ(e) ◦ ∂D
∂yj

(0), (4.41)

where ◦ denotes the Hadamard product (pointwise matrix multiplication).

The Yj,∂ψ(e) matrices can be readily computed using the partial derivatives of the

rotation matrix R from table A.2. It then remains to determine ∂D
∂yi

(0) for i = 1, 2, 3.

As have been mentioned, the dose distributions are not available analytically, and

neither are their derivatives. Consequently, we must make approximations of some sort;

here, the central difference formula will be used. The sought partial derivatives ∂D
∂yi

(0)

state how voxel doses change by small translational errors in the ith spatial dimension;

by the considered formula, this is approximated by determining how they have changed
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by a full parameter step ŵi = ŵtransl,i forward and backward, and then calculating

average change on the whole interval:

∂D

∂yi
(0) ≈ D[Tŵi ]−D[T−ŵi ]

2ŵi
, (4.42)

where we, formally, denote by D[Tŵi ] the dose matrix resulting from applying the trans-

formation Tŵi—a translation by ŵi in the ith dimension—on its columns as in (4.30)

(we will use the interpolation method for this purpose). Normally, the step size ŵi will

be chosen to be the same as the standard deviation input σ̂transl,i, i = 1, 2, 3.

Notably, this approach drastically reduces the amount of matrices we have to store

in the case of a large number of scenarios. For each error entity, we need 3 matrices

for translational motion (∂D∂yi (0) for i = 1, 2, 3) and less than one such additional matrix

for rotational motion, memory-wise, when recalculating Yj,∂ψ(e), j = 1, 2, 3, in each

iteration. This follows from the columns of Yj,∂ψ(e) being all equal: they can be found

by linear combinations of stored vectors[
(x1)h − ch . . . (xm)h − ch

]T
, (4.43)

using elements of
∂Rjh
∂ψ (e) as coefficients, for h = 1, 2, 3. This amounts to memory need

of less than one full dose matrix (since these have at least 24 columns), whereby the full

storage requirement of |S| matrices is reduced to less than 1 + 4Ne, when considering

Ne error entities. Naturally, a loss of accuracy also follows, in addition to slightly

higher computational costs. How much the approximations affect calculated doses will

be assessed in the next chapter.

4.4 Scenario Modeling: More General Transforms

Letting the GUI user choose the inputs used to sample rigid transformations allows

for flexibility in modeling the corresponding type of scenarios. In contrast, this section

will present transforms that are found to be optimal in describing some specified, more

general, spatial error realization. First, some theory for finding such transforms is

presented. Second, the theory will be used to find transforms best matching empirical

data on actual spatial uncertainty for the Gamma Knife, from [42]. The results of

using this data in the robust model will be presented in the next chapter. Third, we

specify how delineation uncertainty might possibly be realized—not guided by actual

observations—and find appropriate transforms to describe this. The results from this

exercise are also shown in the next chapter.
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4.4.1 Transforms and Image Registration

As it turns out, the problem of finding a proper transform is theorized in the field

of image registration, there with the purpose of e.g. optimally matching two medical

images. Some theory can be made relevant to the present context (the presented concepts

constitute a very small and less general selection from [19] and [38]).

Given two images, the reference image Ir : R3 −→ R and the template image

It : R3 −→ R, the basic problem in image registration is to find a somehow optimal

transform T to be applied on It. Formally, we have an optimization problem

minimize
T

D(Ir, It[T ]), (4.44)

where D measures the distance between Ir and It[T ].8 In image registration, the distance

is often intensity-based, meaning that the values in R of Ir and It[T ] are compared—

however, using the analogy of a dose distribution as an image, we will be more interested

in feature-based distance measures which compare some specified sets of points in space.

Before elaborating on this, we discuss the form of T . Here, parametric transforms

will be considered, meaning such transforms where the resulting coordinates can be

written as linear combinations of some basis functions q(x) with coefficients wl. This

can be generally formulated as T (x) = Q∗(x)w, with T (x) the transformed coordinates,

w a vector of weights and Q∗(x) a matrix holding the named basis functions. The rigid

transforms above are an example of this, being a special case of the affine transforms.

These are in the 3D case given by

Q∗(x) =

(x)1 (x)2 (x)3 1 0 0 0 0 0 0 0 0

0 0 0 0 (x)1 (x)2 (x)3 1 0 0 0 0

0 0 0 0 0 0 0 0 (x)1 (x)2 (x)3 1

 , (4.45)

with parameters

w =
[
w1 w2 . . . w12

]T
. (4.46)

Hence every transformed coordinate is a particular linear combination of the old coordi-

nates, plus a constant.9 This corresponds to transformation, rotation, and (individual)

scaling—allowing the volume to be stretched, non-uniformly, in contrast to rigid trans-

forms. The problem is then reduced to finding the parameters w.

With this model of T , we turn to defining the objective function D, which here

will be feature-based: more specifically, it will be a landmark -based distance measure.

8The general formulation also includes a term R(T ), which measures how “unreasonable” T is,
however the transforms considered here will be nice enough to make this unnecessary.

9These transforms thus differ from the previous rigid transforms in that w = 0 corresponds to a
mapping of all points to the origin, rather than staying in the nominal scenario. However, this is of
no consequence since we will not attempt to create linear dose matrix approximations for this type of
transform.
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Landmarks are specific marked points that correspond to each other but may have

different coordinates—in the present context, this might be a characteristic point in

a tumor which changes coordinates after a deformation; however, landmarks can be

defined in a number of ways. When using landmark-based distance measures, the goal

is to choose a transform that maps one set of landmarks to its reference landmarks:

with the nominal landmarks xj , j = 1, . . . , l and corresponding reference landmarks yj ,

j = 1, . . . , l, we would ideally have T (xj) = yj , j = 1, . . . , l. Hence we use, for defined

such sets of landmarks, the optimization formulation

minimize
w

DLM(Ir, It[T ]) =
l∑

j=1

||T (xj)− yj ||2 =
l∑

j=1

||Q∗(xj)w − yj ||2, (4.47)

where the superscript LM indicates that this formulation is based on landmark theory.

The formulation (4.47) may be decoupled:

l∑
j=1

||Q∗(xj)w − yj ||2 =

3∑
i=1

l∑
j=1

(
Qj(xj)w

i − (yj)i
)2

=
3∑
i=1

||Q(x̄)wi − (ȳ)i||2,

(4.48)

where

Q(x̄) =


(x1)1 (x1)2 (x1)3 1

...
...

...
...

(xl)1 (xl)2 (xl)3 1

 , (4.49)

(Qj(xj) in the middle step referred to row j of this matrix),

wi =
[
w(i−1)+1 w(i−1)+2 w(i−1)+3 w(i−1)+4

]T
, (4.50)

and

(ȳ)i =
[
(y1)i (y2)i . . . (yl)i

]T
, (4.51)

for i = 1, 2, 3. This amounts to three independent linear least squares problems, which

may each be solved by

wi = (QTQ)−1QT (ȳ)i, (4.52)

suppressing the landmark-dependency of Q. These problems have unique solutions when

Q has full rank—a fulfilled condition when we have a sufficient amount of landmarks

and they are not all on the same line.
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4.4.2 Affine Transforms: Total Geometric Error

The above transform optimization will be used in the the next chapter, in an attempt

to use robust optimization to account for the total geometric error of the Gamma Knife.

Nakazawa et al. [42] assessed these errors by inserting radiochromic films in selected

planes in a cubic phantom of dimension 14 × 14 × 14 [cm]. The phantom repeatedly

underwent the treatment planning process with CT imaging followed by shot planning

to 16 symmetrical points in each plane, after which the ‘treatment’ was delivered and

the films examined to find the difference between the planned and actual shot position.

Hence, the method is presumed to find the total geometric error, excluding what pertains

to uncertainty in interpreting images on where doses should ideally be delivered, i.e.

delineation errors.

Unfortunately for the present application, the data presented in [42] is aggregated,

so important information is left out: the absolute errors and their standard deviation

are shown, ignoring direction; for each plane, mean errors of all 16 shots are shown

(aggregating positions); and no probability distributions or correlations are indicated.

Heavy assumptions must thus be made to be able to produce landmarks on the basis of

the data—we bear in mind that this significantly impairs the accuracy of the produced

results.

The assumptions are presented in appendix section A.2. In short, error probability

distributions are inferred in a number of points, whose error magnitudes and directions

are sampled individually, using only simple assumptions of correlation (e.g. that ro-

tational movements are all made around the same axis). Generating ‘scenarios’ using

the described procedure and data, the voxel movements in the grid will not represent

nice and consistent transformations, due to the voxels’ individual probability distribu-

tions. Enter the transform optimization from the previous section: considering each of

the considered points as a landmark, we find the affine transform best describing each

considered outcome. Hence, although the available information had severe shortcomings

in the context of the present application, we may determine meaningful scenarios from

it—although the degree to which they reflect reality is limited due to the large amount

of assumptions made.

4.4.3 Non-Affine Transforms: Delineation

A rudimentary model of delineation errors will be described here, which with made-up

parameter values will be evaluated in the next section. This aims at supplying an initial

approach to how delineation may be included in robust optimization formulations and

to how some potential problems may be handled.

A delineation error implies that a certain defined ROI will have a different shape or

position from the actual region it is supposed to model. In general, this could be con-

ceptualized as the originally defined volume moving by translation and rotation—and,
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in particular, changing shape. The simple delineation model in this section will focus on

such deformation, which leads to more general transforms than the affine ones we have

studied above. However, accurate models of deformation would probably involve using

more sophisticated parameterizations and e.g. the landmark-based transform optimiza-

tion formulation in (4.47).

First, it is noted that a potential consequence of using other transforms than affine

(or in particular, rigid) ones is that voxel volumes may change. This might cause a bias

when voxel doses are used in the objective functions: the dose of an expanded voxel

represents a larger volume, whereby e.g. a too large dose in it should be considered

more gravely than the same dose in a smaller voxel. It is natural to weight the term

contributed by a voxel by its volume. To realize this, consider two voxels, the second

being larger than the first by a factor κ̃. If these were both partitioned into a number of

smaller sub-voxels (of same size for both voxels; the sub-voxels all have the same dose

as their parent voxel), the second would contribute κ̃ times as many terms as the first

one, which corresponds to instead weighting the original contribution by this voxel by

κ̃.

In Euclidean coordinates, the volume of an infinitesimal element dx1dx2dx3 is under

a coordinate transformation from x to y(x) changed by a factor equal to the absolute

value of the transformation’s Jacobian matrix, κ̃ = |J(y(x))|. While voxels are not

infinitesimal, this approximation will be used as weights for voxels i, where i = 1, . . . ,m,

subjected to a transform yi(xi) = T (xi):

κ̃i = |J(T (xi))|. (4.53)

This leads to redefinitions of previous objective functions, e.g. (4.6):

fdose,max(d) =

m∑
i=1

κiθ(di − dmax)(di − dmax)2, (4.54)

and the corresponding for the other DVH-based functions, where

κi = κ̃i

/(∑m
i=1 κ̃i
m

)
. (4.55)

This normalization is designed to e.g. avoid exaggeration of one scenario’s importance

over another (in e.g. the nominal case, all voxels’ weights are 1, summing to m). For

EUD, we instead have the reformulation

EUD(d) =

(
1

m

m∑
i=1

κid
a
i

) 1
a

, (4.56)

while for TCP and NTCP, the N0,i-factor in the exponent of Pi for each voxel i is scaled
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up, using κ̃i rather than κi since the actual number of cancer cells should be used:

Pi = e−κ̃iN0,ie
−αdi−βd

2
i . (4.57)

We can verify that weighting is irrelevant for the affine transforms we have previously

considered: evaluating T (x) = Q(x)w as in (4.45) and (4.46), we can find the Jacobian

J(T (x)) =

w1 w2 w3

w5 w6 w7

w9 w10 w11

 , (4.58)

a constant matrix whose determinant is constant—all voxels scale by an equal factor

and there is no need for individual voxel weighting (as is verified by evaluating (4.55)

to 1). In particular, |J(T (x))| = 1 for rigid transforms since the rotation matrices are

orthogonal, so volumes do not change at all in that case.

Now, a suggested deforming transform (invented here for its desirable properties) is

defined by y(x) = Twγ (x): 
y1 = (1 + wγ1x1x2x3)x1

y2 = (1 + wγ2x1x2x3)x2

y3 = (1 + wγ3x1x2x3)x3

(4.59)

for a single octant γ, numbered γ = 1, . . . , 8 (e.g. (x1, x2, x3) ≥ (0, 0, 0)), and I other-

wise, parameterized by10

wγ =
[
wγ1 wγ2 wγ3

]T
. (4.60)

This transform will scale each component xi of x (i = 1, 2, 3) selectively: the scaling

factor is (1+wγi x1x2x3) so wγi x1x2x3 gives the change in percentages. We may normalize

the parameters by giving inputs w̄γi , i = 1, 2, 3 which are then included by

wγi =
w̄γi

max |x1x2x3|
(4.61)

for the maximum |x1x2x3| among the tumor coordinates in the octant, to more easily

control this percentage. The scaling is lower near the axes—and precisely zero at the

axes, so that the transform is continuous. The transform thus models errors for a

delineation that roughly followed the contours of the actual ROI.

The Jacobian of the transform is

J(Twγ (x)) =

1 + 2wγ1x1x2x3 wγ1x
2
1x3 wγ1x

2
1x2

wγ2x
2
2x3 1 + 2wγ2x1x2x3 wγ2x1x

2
2

wγ3x2x
2
3 wγ3x1x

2
3 1 + 2wγ3x1x2x3

 , (4.62)

10We omit showing that this can be put on the form Q(x)wγ ; however, this is easily done.
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for points in the considered octant γ, and I otherwise. Clearly, this is dependent on x, so

the voxel volumes change and weighting using (4.55) becomes necessary (for this purpose,

the determinant of the Jacobian is calculated in appendix section A.3). Furthermore,

it is readily verified in (4.62) that all partial derivatives are continuous on the axes as

well.

In this thesis, we will restrict ourselves to γ = 1, i.e. (x1, x2, x3) ≥ (0, 0, 0). However,

without complicating things too much, the region on which the scaling should act could

be suitably placed in this region by rotation—the inverse of the rotation is applied after

transforming the rotated volume. Thus, we will again sample an arbitrary rotation axis

e, but will then sample the rotation angle ψ uniformly from Ψ ∈ U(−π, π), whereby the

volumes in all octants of any frame of reference are equally likely to be transformed.

The parameters w̄γ are each sampled from N (0, σ̂i), i = 1, 2, 3, where the standard

deviations σ̂i are given as parameters, with some cut-off level |w̄γi | ≤ ŵmax,i to avoid

excessively large deformations. Voxel weights are obtained by (4.55), evaluated in the

rotated coordinate system, and then stored voxel-wise.

The transformation may be applied several times, deforming newly sampled quad-

rants each time, with newly sampled parameters wγ . This allows for more interesting

deformations: in our test case, 10 transformations will be made per scenario. For sim-

plicity, the final weights κ of a scenario are approximated by multiplying those obtained

in each transformation.

43



4.4. SCENARIO MODELING: MORE GENERAL TRANSFORMS

44



5 Results and Discussion

In this chapter, results obtained with the robust model will be presented and discussed.

Conclusions on robust optimization’s merits in the Gamma Knife context will follow

in the next chapter. Specifically, introductory results for the model’s behavior will be

presented by help of the rigid transforms, followed by a plan quality evaluation for the

total geometric errors described by the affine transforms, and lastly a short trial of the

non-affine transforms describing delineation errors.

As indicated when treatment planning was previously introduced, there is no single,

precise metric that could decide if a plan is superior to another—even less how much

better or worse. For various model choices (DVH, EUD, and TCP–NTCP), we will

first present qualitative results such as DVHs and dose distribution contours in tumor

cross-sections, and quantitative quality comparisons will be attempted using function

values as well as the actual EUD, TCP, and NTCP values.

First, however, the static dose cloud approximation of dose changes in different

scenarios will be tested. This includes both the interpolation-based approach and the

memory-efficient linear approximation.

5.1 Dose Matrix Approximations

The accuracy of the presented robust model relies on the static dose cloud approxima-

tion of dose matrix changes under various coordinate transformations. This has been

modeled using both pre-calculated interpolated values of the dose matrix, and a linear

approximation to be re-used in every optimization iteration.

To assess and compare both approximation types, we may for a chosen transform

T examine a number of metrics. Here, five transforms describing ‘small’ (0.3 mm)

and ‘large’ (0.8 mm) translations (in the first dimension), small (0.5◦) and large (2◦)

rotations, and a combination (0.3 mm translation and 0.5◦ rotation) will be used as

test cases. We number these Ti, i = 1, . . . , 5 and denote by D0[Ti] the exact dose

matrix after a transform, by Dint[Ti] the one acheived by interpolation, and by Dlin[Ti]

the one achieved by linear approximation. Differences Eint
i = Dint[Ti] − D0[Ti] and

Elin
i = Dlin[Ti]−D0[Ti] are then of interest to see the errors in calculated dose-per-time

unit elements of D.
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Table 5.1: Frobenius norm ratio ( ||E||F
||D0||F ) and median, mean, and maximum absolute percentage

change (ρmed, ρmean, and ρmax) of individual elements of the difference between the exact dose
matrix and those calculated by interpolation and linear approximation, for five scenarios.

||E||F
||D0||F ρmed ρmean ρmax

Eint
tra,small 1.3% 0.2% 1.3% 86.4%

Elin
tra,small 0.8% 0.1% 0.7% 97.7%

Eint
tra,large 2.4% 0.3% 2.4% 113.6%

Elin
tra,large 2.1% 0.2% 2.1% 561.8%

Eint
rot,small 0.8% 0.1% 0.8% 58.6%

Elin
rot,small 5.8% 2.1% 6.5% 95.2%

Eint
rot,large 2.5% 0.2% 2.5% 116.0%

Elin
rot,large 23.3% 8.2% 27.3% 502.9%

Eint
combination 1.4% 0.2% 1.4% 83.5%

Elin
combination 5.8% 2.0% 6.5% 97.9%

A selection of metrics on these differences are displayed in table 5.1, for a patient

test case that will also be used in the next section (and the details of which are more

relevant there). The Frobenius norm,

||E||F =

√√√√ m∑
i=1

n∑
j=1

E2
ij , (5.1)

is used to construct a measure of how much an approximated matrix as a whole deviates

from the exact calculation:
||E||F
||D0||F

, (5.2)

followed by percentages on the absolute differences of the individual elements: e.g.

ρ =

∣∣∣∣∣D1
ij [Ti]−D0

ij [Ti]

D0
ij [Ti]

∣∣∣∣∣ (5.3)

is calculated for i = 1, . . . ,m and j = 1, . . . , n; the median ρmed, mean ρmean, and

maximum percentage error ρmax are displayed in the table. Most percentages are seen

to be in the low single-digits but large exceptions can be found, in particular for the linear

approximation which seems to handle small translations with similar performance to the

interpolation method (indeed, slightly better except for ρmax for the large translation

case), but worse so for rotational movement. Maximum percentages are large for all

cases and methods.

While the percentages help assess the significance of errors, some dose matrix ele-

ments may be small contributors to the actual dose and their importance therefore ex-

aggerated. We thus use a reference plan τ∗ to produce error vectors einti = Dint[Ti]τ
∗ −
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Table 5.2: Euclidean norm ratio ( ||e||
||d0|| ) and median, mean, and maximum absolute percentage

change (ρmed, ρmean, and ρmax) of elements of the difference between the exact dose vector and
those calculated by interpolation and linear approximation, for five scenarios.

||e||
||d0|| ρmed ρmean ρmax

einttra,small 0.6% 0.3% 0.4% 2.7%

elintra,small 0.3% 0.1% 0.2% 1.8%

einttra,large 1.1% 0.5% 0.7% 4.8%

elintra,large 1.0% 0.3% 0.5% 4.2%

eintrot,small 0.3% 0.1% 0.2% 2.3%

elinrot,small 3.7% 2.2% 2.8% 22.4%

eintrot,large 1.0% 0.4% 0.6% 9.0%

elinrot,large 14.8% 8.9% 11.4% 92.9%

eintcombination 0.6% 0.3% 0.4% 2.6%

elincombination 3.7% 2.1% 2.7% 21.0%

D0[Ti]τ
∗ and elini = Dlin[Ti]τ

∗ − D0[Ti]τ
∗, giving the difference between the approxi-

mate and actual dose in each voxel. Corresponding metrics for these are shown in table

5.2 (where d0 = D0[Ti]τ
∗). Some alarming numbers from table 5.1 decrease consider-

ably, while the linear approximation still performs much worse than interpolation for

rotational movement.

Furthermore, some insight may be gained by visual inspection of the error distribu-

tions. This is done for the large translation (i = 2), the small rotation (i = 3), and the

combination transform (i = 5): the two-dimensional dose distribution in a central cross-

section of the test patient’s target tumor is seen in figure 5.1. What the tables conveyed

about the methods’ performance for the different error types is reflected in subfigures

5.1d and 5.1f showing more visible errors than the others. The ‘pointy’ appearance of

the tumor is due to the voxel representation.

While the interpolation approach apparently also produces significant outlier dose

errors (as seen for the large rotation case in table 5.2), results clearly indicate it is more

accurate than the linear approximation approach—indeed, fairly accurate in absolute

terms. Thus, this is used for showing some initial results of robust optimization in the

next section. Both approximation methods are then briefly compared again, on the

grounds of the optimal treatment plans that are found when they are used.
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Figure 5.1: Cross-section of tumor showing absolute difference between dose to elements of
the exact dose vector and those calculated by interpolation and linear approximation, for three
scenarios. Color scale quantity: dose [Gy].

0 0.2 0.4 0.6 0.8 1

(a) Interpolation, large translation.

0 0.2 0.4 0.6 0.8 1

(b) Linear approximation, large translation.

0 0.2 0.4 0.6 0.8 1

(c) Interpolation, small rotation.

0 0.2 0.4 0.6 0.8 1

(d) Linear approximation, small rotation.

0 0.2 0.4 0.6 0.8 1

(e) Interpolation, combination.

0 0.2 0.4 0.6 0.8 1

(f) Linear approximation, combination.

48



5.2. ROBUST OPTIMIZATION

5.2 Robust Optimization

To evaluate the robust model with scenarios obtained by means of rigid, affine, and non-

affine transforms, DICOM files from two patient cases were used: one case (patient 1) of

acoustic neuroma where the brain stem is identified as an OAR, and one case (patient

2) of meningioma with thalamic fibers as OAR stucture. In the first case, the OAR

partly surrounds the target; patient 2 poses an easier problem, with the OAR in large

parts on a relatively comfortable distance away from the tumor. While patient 2 data

was used for evaluating dose matrix approximations in the previous section, patient 1

involves more interesting plan trade-offs and will more extensively be used below. Apart

from tumor and OAR, dose to “normal tissue” (NT) will occasionally be shown below;

this in both patient cases refers to a fairly small region around the tumor. Summary

statistics of the two cases are given in table 5.3 and one DICOM picture slice for each

patient is seen in figure 5.2.

First, using the flexible rigid transforms, behavior of the robust model is evaluated

by varying various parameters, such as matrix approximation type, level of conserva-

tiveness (minimax (MM), CVaR with α = 0.05, or expected value (Exp.)), number of

scenarios, and scenario sampling. Second, actual output is assessed with the affine trans-

forms, which are (loosely) based on Gamma Knife uncertainty data. Third, we have a

first glance at how robust optimization might handle delineation uncertainty. To avoid

repetition, all models, parameters, and patients are not used at all stages. Frequently,

DVHs will be employed: the curves will then mostly show the dose distribution of the

nominal case. Indeed, this can be seen as the ‘mean’ case, since the error parameters’

probability distributions all have zero mean, and it is thus assumed to be most suited

to convey basic characteristics of different plans.

The objective function parameters (for DVH, EUD, TCP, and NTCP) are seen in

table 5.4. Many are roughly based on figures in [51], where brain stem and patient 2

data was also used; some were obtained from [3] (max doses dmax for the DVH-based

model) and [34] (the a parameters of EUD). For most parameters, however, no exact

Table 5.3: Summary information on the two patient cases.

Patient 1 Patient 2

No. voxels m 3,095 1,549

No. isocenters 2 5

No. variables n 48 120

Spacing in (x, y) [mm] 2.0 2.0

Spacing in z [mm] 1.0 1.5

Voxel size [mm3] 4.0 6.2

Target volume [cm3] 2.1 6.6

OAR volume [cm3] 10.3 3.0
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Figure 5.2: Slice of DICOM picture set for each of the two test patients. The tumors are
outlined in blue.

(a) Patient 1 (acoustic neuroma). (b) Patient 2 (meningioma).

match was found in the literature, and approximates were used instead—or, for a few

parameters, values pertaining to another organ type entirely. Thus, while there in fact

is considerable uncertainty in these parameters, they are assumed accurate since the

purpose is to evaluate how the present robust method compares to the previous non-

robust method—hence uncertainties other than spatial are disregarded.

All optimization procedures were run through the MATLAB GUI, using the fmincon

functionality. The interior point (IP) and SQP algorithms were used, and the first-order

error tolerance was set to 10−5 (10−7) when using the DVH and EUD models, and 10−6

(10−8) when using the TCP–NTCP model for patient 1 (patient 2).1

5.2.1 Rigid Transforms

Scenario generation parameters for the rigid transforms—non-zero for the whole brain

only—are presented in table 5.5 and were chosen to roughly match the error bounds

indicated by [42] (which are accounted for in more detail in the next subsection). In

particular, the rotational angles (given in degrees) were set so as not to cause unex-

pectedly large errors in any region of the brain. The table includes both a primary set

of parameters, which were used in most trials below, and a set with higher parameter

values for comparative purposes.

Table 5.6 presents summary statistics for some optimization trials, whose results

are elaborated on in this section. The statistics include the run-time needed to find a

solution—here, as previously mentioned, the absolute consumed time is not necessarily

1This setup was determined through numerous trials using all implemented algorithms and models.
Decreasing tolerance by three orders of magnitude was seen to have a marginal effect on objective
function value (with a reduction of at most c.0.5%).
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Table 5.4: Objective function parameter settings used in the optimization.

Patient 1 Patient 2

Target OAR Target OAR

λ 1.0 0.5 1.0 0.5

dmin 14 – 15 –

dmax – 10 – 15

a −10 16 −10 16

EUD0 18 9 18 10

α 0.2200 0.0491 0.2200 0.0878

β 0.0272 0.0234 0.0272 0.0293

TCP0 100.0% – 100.0% –

NTCP0 – 1.0% – 1.0%

σ – 1.0 – 0.6

N0 10 5 10 5

Table 5.5: Scenario generation parameters for the rigid transforms: one set that is used in most
trials and one set with larger magnitude used for comparison. Parameters σ̂transl,i and ŵmax,i

are set to the same for i = 1, 2, 3.

Parameter σ̂transl,i ŵmax,i σ̂ψ ψ̂max

Set 1 0.3 mm 0.8 mm 0.3◦ 0.6◦

Set 2 (comparison) 0.6 mm 1.1 mm 0.5◦ 0.9◦
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Table 5.6: Summary data from some of the optimization runs.
In

p
u

t

Objective DVH DVH DVH DVH EUD EUD TCP

Cons. level Exp. MM Exp. MM Exp. MM MM

No. scen 100 100 300 300 300 300 300

Obj. alg. SQP IP SQP IP SQP IP SQP

R
es

u
lt

Run-time [min] 0.9 1.0 3.3 3.9 7.8 9.2 34.0

No. iter 417 677 402 709 421 1,010 1,817

F. count 418 833 403 754 423 1,171 1,821

F. value 0.0578 0.0957 0.0571 0.1177 0.3788 1.4868 0.0347

Figure 5.3: Grid displacements for a selection of rigid transforms, as compared with the nominal
case.

(a) Nominal case. (b) Translation. (c) Rotation.

of interest (since it is highly dependent on implementation and computer), but the

comparative differences might be. It appears from the table that the TCP–NTCP-based

model is more computationally demanding than that based on EUD, which in turn is

more demanding that the DVH-based model. Unsurprisingly, increasing the number of

scenarios also increased the optimization run-time.

First, we consider the sampling, to ensure that relevant sets of scenarios are gener-

ated. The voxel grid displacement for a cross-section in the scenarios of two generated

transforms is seen in figure 5.3, as compared to the nominal grid. The scenarios with

the largest translation and rotation, respectively, were chosen for displacement visibil-

ity (out of 100 in total)—still, even these give rise to barely noticeable displacements,

following the small size of the error bounds.

A natural first question to ponder is how many scenarios should be sampled. For

parameter set 1, the cases of 10, 30, 100, 300, and 1,000 scenarios were sampled once,

and the resulting sample means and standard deviations are seen in table 5.7. Notably,

most sample standard deviations fell below their ‘correct’ counterpart—this is expected

since we put a cap on the possible outcomes. Otherwise, no value deviated considerably

from what might be expected except for the 10 scenario case.

However, one may expect that representation of a larger amount of scenarios leads
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Table 5.7: Sample means and standard deviation of single generated sets of parameters, with
a varying amount of scenarios, as compared to the population means and standard deviations.

w1 [mm] w2 [mm] w3 [mm] ψ

Mean S. dev Mean S. dev Mean S. dev Mean S. dev

Population 0.00 0.30 0.00 0.30 0.00 0.30 0.00◦ 0.30◦

10 scenarios 0.00 0.16 0.07 0.37 0.06 0.27 0.06◦ 0.28◦

30 scenarios −0.03 0.28 0.00 0.28 0.00 0.26 −0.05◦ 0.24◦

100 scenarios 0.01 0.27 0.00 0.32 −0.02 0.28 0.06◦ 0.26◦

300 scenarios −0.01 0.28 0.00 0.29 0.00 0.28 0.01◦ 0.25◦

1,000 scenarios 0.01 0.28 0.00 0.28 0.00 0.28 −0.01◦ 0.27◦

Figure 5.4: DVHs for the nominal case showing how solutions change with increasing number
of scenarios, for two levels of conservativeness. Solutions obtained by means of DVH-based
objective function: vertical lines correspond to minimum and maximum dose constraints. 100
scenarios (solid line) and 300 scenarios (dot-dashed line).
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to larger robustness against some unknown worst case, and that larger sampling leads

to a more accurate expected value. In figure 5.4a, the minimax solutions (for the DVH-

based objective function) for 100 and 300 scenarios are plotted in a DVH for the nominal

scenario, and in 5.4b the expected value solutions are correspondingly compared for 100

and 300 scenarios. In the first case, the solution for 300 scenarios delivered a higher

dose to the target, a natural consequence of it having to ensure sufficient dose to more

voxels, to which the original coordinates were transformed. In contrast, the 100 scenario

expected value solution closely followed that for 300 scenarios, indicating an even larger

scenario set might not be necessary for the present context.

A final test on the number of scenarios may be performed by assessing results’ re-

peatability. This will be done by comparing optimal plans for different but equally sized

samples. For the case of 300 scenarios, five optimal minimax and expected value plans,
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5.2. ROBUST OPTIMIZATION

Figure 5.5: DVHs for the nominal case showing how repeatable results seem to be with regards
to sampling, for 300 scenarios. Solutions obtained by means of DVH-based objective function:
vertical lines correspond to minimum and maximum dose constraints.

0 5 10 15 20 25 30 35
0

20

40

60

80

100

Dose [Gy]

Volume [%]

Target OAR NT

(a) Minimax.

0 5 10 15 20 25 30 35
0

20

40

60

80

100

Dose [Gy]

Volume [%]

Target OAR NT

(b) Expected value.

corresponding to five separate samplings, are compared in figure 5.5. All expected value

solutions seem to have effectuated nearly identical dose distributions in the expected

value case, a result also seen for the OAR and for normal tissue in the minimax case.

For the minimax case, there is some discrepancy in the percentage of voxels receiving the

higher dose levels, questioning whether 300 scenarios are sufficient to obtain a sufficiently

robust solution. However, in order to efficiently study other factors’ ceteris paribus effect

on robust optimization solutions, this number will be used in the following—such effects

are assumed to be identifiable if a single sampled scenario set is used. Furthermore, we

note that using the DVH-based model, larger doses do not affect the objective function

value and that the differing solutions thus may not necessarily be non-robust to unseen

scenarios. Hence, the number is deemed sufficient to our present purposes (although

perhaps not in a clinical setting).

Having fixed the sampling scale, we assess the remaining, related, freedom of choosing

scenario generation parameters. In figure 5.6, DVHs from EUD-based optimization

show the difference in solution for the minimax and expected value case, between using

parameter set 1 or 2 from table 5.5. In the expected value case, doses are overall seen to

be slightly increased when the errors tend to be larger; perhaps unexpectedly, the case

is not as clear for the minimax case, where the small-error plan delivers more dose to the

target and about as much to the OAR and normal tissue. Basing the optimization again

on DVH, as in figure 5.7, the expected behavior is seen again for the minimax case, but

the difference in the curves pertaining to the small-error and large-error plans is still very

slight. This might indicate that doses cannot be raised indefinitely to counter errors—

OAR sparing is still of importance. Furthermore, the minimax DVHs also indicate a
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Figure 5.6: DVHs for the nominal case showing how solutions change with increasing error
magnitude, for two levels of conservativeness. Solutions obtained by means of EUD-based ob-
jective function: EUDt

0 = 16 Gy and EUDr
0 = 9 Gy. Parameter set 1 (solid line) and parameter

set 2 (dot-dashed line).
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Table 5.8: DVH-based objective function values in a selection of scenarios with the non-
robust plan as well as those obtained from minimax optimization with interpolation and linear
approximation.

Best case Nominal Median Worst case

Non-robust 0.0385 0.0376 0.0556 0.1828

MM interpolation 0.0455 0.0486 0.0591 0.1157

MM lin. approx. 0.0503 0.0500 0.0617 0.1623

potential difference in how different models handle an introduction of uncertainty—more

such comparisons will be seen in the next section.

Using the scenario set-up determined above, we also test the linear approximation

in action, to see whether the lower accuracy seen in the previous section has an effect on

results. Unfortunately, this appears to be the case: a DVH-based optimization returned

the values in table 5.8 when the non-robust optimal plan and those obtained from

minimax optimization with the two dose matrix calculation approaches were evaluated

in a selection of scenarios (using the matrices obtained via interpolation). The linear

approximation plan returned the worst plan in all considered scenarios except for the

plans’ respective worst case. Thus, while one might perhaps still have use for this

approach for comparative purposes (performing tests such as has been done above), we

see that its inaccuracy may not be acceptable for producing plans whose actual quality

in any way is of interest.

In summary, we choose to use 300 scenarios in the following, as this number is

assumed to be sufficient for fairly repeatable results, as well as to use the interpola-
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Figure 5.7: DVHs for the nominal case showing how solutions change with increasing error
magnitude, for two levels of conservativeness. Solutions obtained by means of DVH-based objec-
tive function: vertical lines correspond to minimum and maximum dose constraints. Parameter
set 1 (solid line) and parameter set 2 (dot-dashed line).
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tion method for scenario matrix calculation, due to its superior performance over the

method of linear approximation. In addition, small inaccuracies in scenario generation

parameters are not seen as a critical concern for result validity.

5.2.2 Affine Transforms: Total Geometric Error

Thus having established an initial understanding of how solutions from the robust model

vary depending on input, we turn to closer inspection of the result quality. This is done

by generating affine transforms based on observed Gamma Knife spatial uncertainty,

as described in sections 4.4.1 and 4.4.2, which are then used as scenarios in robust

optimization. Using 300 scenarios, a selection of robust solutions are presented, varying

between objective function types, degrees of conservativeness, and patients. Initially,

qualitative measures such as DVHs and dose distribution cross-sections are employed;

then, a quantitative assessment is attempted.

First, however, we check what scenarios are created: building the affine model in-

volved a great deal of assumptions and it is not self-evident that they lead to reasonable

results. As for the rigid transform case, a small selection of grid displacements are seen

in figure 5.8. The two scenarios portrayed represent a small expansion and contraction,

respectively, again barely discernible to the eye. Rewriting the affine transforms on the

form T (x) = Ax + wtransl, where wtransl contains the translation parameters w4, w8,

and w12, and A the rest, we may use singular value decomposition

A = UΣV T , (5.4)
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Figure 5.8: Grid displacements for a selection of affine transforms, as compared with the
nominal case.

(a) Nominal case. (b) Slight expansion. (c) Slight contraction.

Table 5.9: Statistics over 10,000 sampled affine transforms, compared to the used set of 300
scenarios.

(wtransl)1 [mm] (wtransl)2 [mm] (wtransl)3 [mm] |ψ|
Mean S. dev Mean S. dev Mean S. dev Mean S. dev

10,000 scenarios 0.00 0.22 0.00 0.21 0.00 0.32 0.63◦ 0.40◦

300 scenarios 0.03 0.22 0.00 0.21 −0.02 0.31 0.64◦ 0.42◦

Σ1 Σ2 Σ3

Mean S. dev Mean S. dev Mean S. dev

10,000 scenarios 100.0% 0.4% 100.0% 0.4% 100.0% 0.4%

300 scenarios 100.0% 0.4% 100.0% 0.4% 100.0% 0.4%

where Σ is a diagonal matrix representing scaling in the direction of each axis (after

transformation by V T ) and RA = UV T is the rotation matrix best describing the trans-

form [25] (in terms of being the rotation matrix closest to A in a Frobenius norm sense).

Using, furthermore, that if a rotation matrix RA represents a rotation of positive angle

|ψ|, then it holds that Tr(RA) = 1 + 2 cos |ψ| (following what eigenvalues a rotation ma-

trix has [29] and a property of the trace), we may analyze aggregated sample estimates

of translation, stretching, and rotation separately. This is done for a large amount of

generated transforms—10,000—in table 5.9, compared to a sampled set of 300 scenar-

ios, which will be used in the following. No figure appears unreasonable, although the

rotational angle on average appears to be larger in magnitude than was assumed in the

previous section. In addition, the statistics for the smaller sampled set match those for

the larger one reasonably well.

To introduce actual evaluation of different plans, a particular cross-section of patient

1 (showing tumor and OAR) is seen in figures 5.9–5.11, illustrating how robust plans

handle uncertainty. The figures show how the dose distribution changes between the

nominal and the worst case for the non-robust optimal solution (based on DVH), using

the non-robust plan and those obtained by minimax robust optimization with the DVH
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Figure 5.9: Two-dimensional cross-sections showing dose distribution for the non-robust op-
timal plan. Tumor in bottom-right corner and OAR to the left. Color scale quantity: dose
[Gy].
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(a) Nominal case.

0 10 20 30 40

(b) Worst case.

and TCP–NTCP models, respectively. Clearly, both robust plans anticipate errors by

delivering a higher dose: the tumor then moves in a static dose cloud which does not

fall off as quickly from its initial position. However, they appear to differ in what way

they do so: the isodose contours have differing appearances.

To study this difference more closely, DVHs for the nominal scenario comparing the

non-robust plan to its robust counterparts, both with worst-case, CVaR, and expectation

level of conservativeness, are seen in figures 5.12, 5.14, and 5.15, for all three objective

function models. In addition, figure 5.13 shows how the DVH-based plans perform in

the worst-case scenario. For these plans, the nominal-case DVH shows an increase in

delivered dose with level of conservativeness, with the minimax solution delivering most

to all studied regions; even with the expected value plan, doses clearly exceed those for

the nominal case (as a result, they in large extent stay away from the minimum-dose

constraint in the worst case). However, this distinct trend is not as evident for the other

models. A corresponding divergence does not occur until the end of the curves; for some

volume fractions, the non-robust plan dose exceeds that of the others. This indicates

that robustness was acheived by ‘clever’ replanning, as opposed to a brute force-type

dose increase. It should be noted that for the DVH-based plan, OAR doses remain close

to those for the non-robust plan in the nominal case, so the dose increase there was also

intelligently designed (again, large doses are not penalized in the target or in normal

tissue).

Finally, we turn to evaluate how plans fared quantitatively. Table 5.10 comprehen-

sively shows how chosen metrics vary for both patients, with non-robust and robust

plans, and in six different settings: the best case, nominal, median, and worst case sce-

narios, as well as calculated CVaR and expected values. This is done for all objective
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Figure 5.10: Two-dimensional cross-sections showing dose distribution for the DVH-based
minimax optimal plan. Tumor in bottom-right corner and OAR to the left. Color scale quantity:
dose [Gy].
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(b) Worst case.

Figure 5.11: Two-dimensional cross-sections showing dose distribution for the TCP-based
minimax optimal plan. Tumor in bottom-right corner and OAR to the left. Color scale quantity:
dose [Gy].
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(a) Nominal case.
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(b) Worst case.
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Figure 5.12: DVHs for the nominal case showing how solutions change with differing levels
of conservativeness. Solutions obtained by means of DVH-based objective function: vertical
lines correspond to minimum and maximum dose constraints. Non-robust (solid line), minimax
(dot-dashed line), CVaR (dashed line), and expected value (dotted line).

0 5 10 15 20 25 30 35 40 45 50 55 60
0

20

40

60

80

100

Dose [Gy]

Volume [%]

Target OAR NT

Figure 5.13: DVHs for the worst case showing how solutions change with differing levels of
conservativeness. Solutions obtained by means of DVH-based objective function: vertical lines
correspond to minimum and maximum dose constraints. Non-robust (solid line), minimax (dot-
dashed line), CVaR (dashed line), and expected value (dotted line).
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Figure 5.14: DVHs for the nominal case showing how solutions change with differing levels of
conservativeness. Solutions obtained by means of EUD-based objective function: EUDt

0 = 16
Gy and EUDr

0 = 9 Gy. Non-robust (solid line), minimax (dot-dashed line), CVaR (dashed line),
and expected value (dotted line).
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Figure 5.15: DVHs for the nominal case showing how solutions change with differing levels of
conservativeness. Solutions obtained by means of TCP–NTCP-based objective function. Non-
robust (solid line), minimax (dot-dashed line), CVaR (dashed line), and expected value (dotted
line).
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function models: for EUD, the actual EUD values under the plan were calculated for tu-

mor and OAR; correspondingly, TCP and NTCP values were calculated for that model;

for DVH, no single metric is avaliable except for the objective function value. Again,

this is of interest only for some comparative purposes: we may determine if a plan is

better than another (according to how ‘better’ is defined in the optimization set-up),

but not how much better.

As mentioned, patient 2 by most standards is an easier problem, dose planning-wise,

than patient 1—yet for the worst case when using the TCP–NTCP model, TCP is down

to a menacing 1.8%. By contrast, all robust models give high-90% worst case TCP

values. In particular, the minimax solution guarantees almost-sure 99.6% even in the

worst case. We note here a relevant interpretation of the expected value solution using

the TCP–NTCP model: following the law of total probability, rewriting TCP to clarify

it is a probability P(TC), we have that

|S|∑
s=1

P(TC|s)P(s) = P(TC), (5.5)

i.e. this metric gives us the ‘total’ tumor control probability under the probability

distribution of the scenarios. Apparently, this may be raised from 93.6% to 99.9% for

patient 2, as well as from 89.6% to 96.4% for patient 1—the fact that the CVaR solution

may score higher on this metric than the expected value solution reflects that NTCP

is also a factor in the objective function (indeed, we did not maximize the expression

in (5.5) but instead minimized an objective function penalizing unwanted TCP and

NTCP values in each scenario). For patient 2, all robust plans outperform the non-

robust one for the TCP metric without raising NTCP overall—the trade-off is more

visible for patient 1. While mostly being able to raise TCP levels, it comes at the cost

of higher NTCP. However, all high values of NTCP for the robust plans are matched

by a corresponding increase for the non-robust plan—hence, they in large part reflect

the treatment planning difficulties that follow from uncertainty and the overall problem

setup.

EUD values similarly convey the possible benefits of a robust formulation: for patient

2, all robust plans deliver sufficient EUD (as defined in table 5.4) to the tumor without

raising OAR EUD above EUD0. In the case of patient 1, physical constraints again

prevent that fortunate outcomes for the CVaR metric and the worst case scenario, but

robust plans still perform better than the non-robust plan. Finally, DVH-based plan

outcomes validate the optimization setup in that minimax, CVaR, and expected value

plans all perform best in their respective focus areas—in this case, there are no trade-offs

to account for. Notably, all robust levels of conservativeness outperform the non-robust

plan on these metrics: not accounting for bad scenarios in any way evidently makes the

plan vulnerable to errors.
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Table 5.10: Results for non-robust (NR) and robust (MM, CVaR, and Exp.) plans for both
patients and all objective functions (DVH, EUD, and TCP–NTCP). Values of obj. function f
(DVH case), EUD for tumor and for organ (EUD case), as well as TCP for tumor and NTCP
for organ (TCP–NTCP case) calculated in all scenarios and sorted from best to worst. Beam-on
time T given for all plans.

Best Nom. Med. Exp. CVaR WC T [min]
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R NR 3.83 3.79 7.82 10.14 34.10 65.73 28

MM 6.52 7.33 9.05 10.08 20.37 22.09 83

CVaR 5.59 6.36 7.99 8.92 18.47 26.77 54

Exp. 4.29 4.57 6.63 7.96 20.51 30.43 45

P
a
t.

2

T
.

&
O

A
R NR 0.48 0.46 2.31 8.74 70.44 132.76 75

MM 0.77 0.77 0.77 0.77 0.77 0.78 99

CVaR 0.76 0.76 0.76 0.76 0.77 0.82 99

Exp. 0.68 0.68 0.68 0.71 1.20 2.17 85

Best Nom. Med. Exp. CVaR WC T [min]
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NR 18.4 17.9 17.5 17.3 15.4 14.3 65

MM 19.0 18.3 18.1 18.0 16.6 16.1 104

CVaR 19.0 18.4 18.1 18.0 16.7 16.0 92

Exp. 19.0 18.4 18.1 17.9 16.4 15.6 97

O
A

R

NR 7.9 9.3 9.5 9.6 11.1 12.0 65

MM 9.1 10.3 10.3 10.3 11.3 11.7 104

CVaR 9.1 10.2 10.3 10.3 11.3 11.9 92

Exp. 8.4 9.7 9.8 9.9 11.2 11.9 97
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.
2 T
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NR 18.3 18.0 17.0 16.3 10.5 8.2 64

MM 21.8 21.1 20.7 20.5 18.3 18.0 80

CVaR 21.8 21.1 20.7 20.5 18.3 18.0 80

Exp. 21.8 21.1 20.7 20.5 18.3 18.0 80

O
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R

NR 2.1 4.0 4.0 4.1 6.0 6.3 64

MM 2.1 3.5 3.6 3.6 5.1 5.4 80

CVaR 2.1 3.5 3.6 3.6 5.1 5.4 80

Exp. 2.1 3.5 3.6 3.6 5.0 5.4 80

Best Nom. Med. Exp. CVaR WC T [min]
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NR 96.5% 94.8% 92.5% 89.7% 67.0% 46.3% 63

MM 98.7% 97.5% 96.6% 95.4% 84.5% 79.8% 95

CVaR 98.9% 98.2% 97.4% 96.4% 87.3% 83.0% 84

Exp. 98.2% 97.5% 96.3% 94.8% 81.8% 71.3% 75

O
A

R

NR 9.8% 15.1% 15.5% 15.7% 21.8% 25.3% 63

MM 14.1% 19.9% 20.2% 20.3% 26.4% 29.8% 95

CVaR 14.2% 20.3% 20.6% 20.8% 27.1% 30.7% 84

Exp. 11.8% 17.8% 18.2% 18.4% 24.9% 28.7% 75

P
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.
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or

NR 99.8% 99.8% 99.1% 93.6% 39.9% 1.8% 82

MM 100.0% 100.0% 100.0% 99.9% 99.7% 99.6% 90

CVaR 100.0% 100.0% 100.0% 99.9% 99.7% 99.4% 89

Exp. 100.0% 100.0% 99.9% 99.9% 98.9% 97.9% 86

O
A

R

NR 0.9% 1.1% 1.1% 1.1% 1.5% 1.6% 82

MM 1.0% 1.1% 1.2% 1.2% 1.4% 1.5% 90

CVaR 1.0% 1.1% 1.2% 1.2% 1.4% 1.5% 89

Exp. 1.0% 1.1% 1.2% 1.2% 1.5% 1.6% 86
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Figure 5.16: Grid displacements for a selection of non-affine transforms, as compared with the
nominal case.

(a) Nominal case. (b) Deformation 1. (c) Deformation 2.

Table 5.11: Minimum, maximum, and mean standard deviation of voxel volume change factors
κ̃, in addition to nominal, minimum, and maximum tumor volume over 50 sampled scenarios.

Av. min κ̃ Av. max κ̃ Av. σκ̃ Nom. vol. Min. vol. Max. vol.

0.32 2.30 0.07 2.09 cm3 2.07 cm3 2.11 cm3

5.2.3 Non-Affine Transforms: Delineation

As a final test case, 50 deformation scenarios—modeling delineation errors—were gen-

erated using the parameterized transform described in section 4.4.3, for patient 1. Pa-

rameters use were ŵmax,i = 3
2 σ̂i and σ̂i = 0.2, i = 1, 2, 3. Due to the smaller number

of scenarios, only minimax and expected value-based robust plans will be discussed

below—CVaR becomes much alike minimax in this case, since the 5%-worst expected

outcome simply corresponds to the average of the worst 2–3 scenarios. However, poten-

tial ensuing bias in scenarios is not deemed critical: in reality, some tumor regions may

also be more prone to delineation error (of course, these regions were randomly chosen

in this case).

Only the tumor was subjected to delineation error, and perfect geometric accuracy

was assumed otherwise. Figure 5.16 shows how two of the sampled scenarios compare

to the nominal grid—a more marked difference than in the rigid and affine cases.

The grid displacement examples clearly indicate that voxel volumes change, as we

expect from theory. Table 5.11 show statistics on volume change factors, as well as

on the resulting tumor size. On average, some voxels more than doubled their volume

while some shrunk to about the third of their initial size. However, the maximum total

volume of sampled delineated tumors did not in any of the cases change by more than

roughly 1%—the previously mentioned results in [46] thus indicate that this model is

less conservative than a realistic application would call for.

We may again visualize in a cross-section how dose distribution outcomes are affected

by the error outcome. This is done in figures 5.17 (non-robust plan) and 5.18 (minimax

plan based on TCP), where the nominal case is seen to have a too tightly delineated
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Figure 5.17: Two-dimensional cross-sections showing dose distribution for the non-robust plan.
The deformation is projected on the cross-sectional plane. Color scale quantity: dose [Gy].
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(a) Nominal case.
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(b) Delineation error (deformation).

Table 5.12: Performance of TCP–NTCP-based non-robust, minimax, and expected value plans.

Best Nom. Med. Exp. WC T [min]

T
u

m
or

NR 97.0% 94.8% 88.2% 82.2% 22.9% 63

MM 99.6% 99.3% 98.6% 97.6% 91.9% 133

Exp. 99.5% 98.9% 97.9% 96.2% 83.5% 95

O
A

R

NR 15.1% 15.1% 15.1% 15.1% 15.1% 63

MM 28.9% 28.9% 28.9% 28.9% 28.9% 133

Exp. 24.1% 24.1% 24.1% 24.1% 24.1% 95

rightmost edge as compared to the error case. For the non-robust plan, the cross-section

thus encloses a part of the dose cloud of lower dose than was designed for the tumor; the

robust plan made sure the dose was sufficiently high in that area too (in the nominal

cases, the rightmost part of the dose distribution is somewhat erroneously depicted due

to interpolation issues).

Finally, a DVH showing TCP–NTCP-based non-robust and robust (for minimax,

CVaR, and expected value) solutions’ appearance in the nominal case is seen in figure

5.19. When comparing to the TCP–NTCP-based DVH for the case of affine transforms

(figure 5.15), it emerges that even higher doses are used in the present robust plans.

As seen in table 5.12, the resulting more robust TCP values come at a price: NTCP

values increase considerably for both robust solutions. A contributor to this may be

tumor–OAR overlap: the model does not account for error correlation between different

ROIs, and the OAR was assumed to be perfectly delineated (which, in addition, is why

NTCP is constant). Some tumor voxels may thus pick their dose in the static dose cloud

from points also pertaining to the OAR—naturally, a difficult trade-off to manage.
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Figure 5.18: Two-dimensional cross-sections showing dose distribution for the TCP-based
minimax optimal plan. The deformation is projected on the cross-sectional plane. Color scale
quantity: dose [Gy].
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Figure 5.19: Comparisons between different TCP–NTCP-based solutions in the nominal sce-
nario. Non-robust (solid lines), minimax (dot-dashed lines), and expected value (dashed lines).
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6 Conclusions

The main objective of this thesis is now addressed: how well do robust optimization

methods perform in a Gamma Knife context? For this purpose, the robust model built

in chapter 4 is examined, both with respect to the key assumption of a static dose cloud,

and regarding plan quality outcomes. Below, conclusions are drawn from the results in

the previous chapter, which are briefly summarized. In addition, some model flaws are

acknowledged, and ways to mitigate them are suggested accompanied by other ideas for

further research.

6.1 Dose Matrix Approximations

The robust model was built to handle spatial uncertainty, whereby the whole brain and

the individual tumors realized their geometric errors by moving in a static dose cloud.

As the dose distribution corresponding to this cloud was given by the nominal dose

matrix D and thus only known in a set of discrete points, the cloud itself also had to be

approximated.

In section 5.1, it was seen that the linear approximation of dose changes seemed

fairly accurate for translational errors, but less so for rotations. In turn, the ‘full-

storage’ linear interpolation method in large part kept errors at small single percentage

levels. When performing robust optimization using each of the approximations, it was

found that the inaccuracies of the linear approximation approach led it to produce plans

that were clearly worse than those made with the interpolation method. Although it

is acknowledged that the evaluation itself was made using dose matrices calculated

by interpolation, results indicate the linear approximation method is not sufficiently

accurate, while that of interpolation appears promising.

To increase accuracy of the interpolation method, more advanced techniques could

be used: for example, MATLAB offers spline-based and cubic-based interpolation. In

addition, plans should ideally be evaluated using exactly calculated dose matrices—in

the present study, there was insufficient computer power to do this reasonably fast.

In fact, scenario matrices could probably be perfectly precise (within the bounds of

what accuracy is normally attained) in more ideal settings, if calculated before the

optimization and fully stored.
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6.2 Robust Optimization

Most plan optimizations were run using the linear interpolation representation of the

static dose cloud; it is assumed that it is sufficiently accurate for conclusions on plan

performance to be drawn.

Overall, it is concluded from optimization over scenarios based on the empirically

founded affine transforms that robust optimization may change Gamma Knife treat-

ment plans for the better. For patient 2 of the previous chapter, this was unambiguous:

representing a relatively uncomplicated planning problem, all robust plans could avoid

disastrous worst-case scenarios and ensure satisfactory EUD levels and high (low) TCP

(NTCP) values across all modeled outcomes. For patient 1, tougher trade-offs were

made but the robust plans arguably still implied improvements to their non-robust

counterparts, in that for both expected value and tail values (worst case and CVaR),

EUD metrics for both target and OAR, as well as TCP values, clearly performed better.

While comparisons were not made with plans found using the Leksell GammaPlan soft-

ware (in current clinical use), it is argued that the presented approach has the advantage

of only comparing plans trying to reach precisely the same goal (clearly identifying the

effect of robustness).

The results are associated with a number of uncertainties—in addition to that of

the dose matrices. Underlying the model is the voxel approximation of the brain, whose

characteristic dimensions were clearly larger than the errors considered, for both patient

cases. Since the ROIs’ surface areas therefore are coarse, it may be argued that small

errors are in any case ‘swallowed’ by the modeling inaccuracies. However, this might also

be seen as another argument for studying delineation errors more closely. In addition,

one may worry about the admittedly unreliable objective function parameter values.

But these, again, are unlikely to affect our ceteris paribus results—instead, they would

constitute a relevant suggestion for robust optimization implementation on their own.

These concerns apply to the non-robust and robust models alike, while others are

particular to implementation of the latter alone. Multi-fraction radiosurgery would

require allowing for random errors, whose effect differ in character from the setup errors

presently included. This is an issue of extending the scenario generation and objective

function, and could be done using the same basic techniques of transforms in the static

dose cloud as presented here. Furthermore, the number of scenarios were kept lower

than would perhaps have been desired due to efficiency reasons; this would however be

less of an issue using a faster implementation.

More importantly, the assertion of the model being of value in a Gamma Knife

context depends on the scenarios being based on realistic error values. This is a truth

with modification: several bold assumptions were made to attain usable transforms.

While results for the rigid model did not suggest fundamentally different results for

slightly changed parameter values, creating accurate transforms is necessary for ensuring
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usable optimal treatment plans. Data underlying the transforms, which would not

necessarily have to be affine, could perhaps be created by methods similar to that applied

by [42], with the exception of (1) recording errors in more coordinates, (2) recording

non-absolute error probability distributions, and (3) importantly, describing correlations

between different voxels’ movements.

Notably, the geometric errors described by our affine transforms are not considered a

large source of error for the Gamma Knife. This makes modeling of the primary spatial

uncertainty, delineation, seem all the more relevant—to which a first step was taken

in this thesis. In general, the optimal robust plans answered to errors by delivering

a higher dose to the tumor (although not in all cases: increasing parameters of the

rigid transform sampling had slight or negative effect on delivered dose in the nominal

scenario). While DVHs indicated that this was done economically, in that OAR doses

did not increase by as much, it follows that OAR sparing changes for the worse—this was

e.g. seen for the NTCP values under robust plans for the affine transforms. In addition,

this holds in particular for the cases encountered with the delineation error model. Both

the non-affine and the rigid models were sampled uniformly, in the sense that errors in

any direction were equally likely, a setting that is bound to approximate margin-type

conservativeness, at least for the minimax case. As mentioned, margins should be used

cautiously for the Gamma Knife [36], and it is thus imperative to use whatever data is

available on errors’ expected behavior, in order to avoid excessive conservativeness.

Statistical observation of what errors are most frequently made in delineating differ-

ent tumor types, together with careful consideration of suitable transform types, would

therefore be most welcome in modeling delineation errors. To the extent it is possible,

minimizing uncertainty is naturally the first choice in avoiding unwanted outcomes; be-

yond that, a treatment planner should ideally have all information possible to make an

informed decision based on their preferred choice of conservativeness.
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A Appendix

Below, tables and calculations of some components of the robust model are shown.

A.1 Rotation Matrices and their Derivatives

The elements of rotation matrices parameterized by axis–angle representation are ex-

plicitly stated in table A.1. Furthermore, their partial derivatives with respect to the

parameters are seen in table A.2.

Table A.1: Entries (i, j) of the rotation matrix parameterized by ψ, e1, e2, and e3. The second
variant lets e3 =

√
1− e21 − e22.

R R(ψ, e1, e2)

(1, 1) (1− cosψ)e21 + cosψ (1− cosψ)e21 + cosψ

(1, 2) (1− cosψ)e1e2 − e3 sinψ (1− cosψ)e1e2 −
√

1− e21 − e22 sinψ

(1, 3) (1− cosψ)e1e3 + e2 sinψ (1− cosψ)e1
√

1− e21 − e22 + e2 sinψ

(2, 1) (1− cosψ)e1e2 + e3 sinψ (1− cosψ)e1e2 +
√

1− e21 − e22 sinψ

(2, 2) (1− cosψ)e22 + cosψ (1− cosψ)e22 + cosψ

(2, 3) (1− cosψ)e2e3 − e1 sinψ (1− cosψ)e2
√

1− e21 − e22 − e1 sinψ

(3, 1) (1− cosψ)e1e3 − e2 sinψ (1− cosψ)e1
√

1− e21 − e22 − e2 sinψ

(3, 2) (1− cosψ)e2e3 + e1 sinψ (1− cosψ)e2
√

1− e21 − e22 + e1 sinψ

(3, 3) (1− cosψ)e23 + cosψ (1− cosψ)(1− e21 − e22) + cosψ
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Table A.2: Entries (i, j) of partial derivatives of the rotation matrix parameterized by ψ, e1,
and e2.

∂R

∂ψ

∂R

∂ψ
(0, e)

∂R

∂ψ
(0)

(1, 1) (1 + sinψ)e21 − sinψ e21 0

(1, 2) (1 + sinψ)e1e2 −
√

1− e21 − e22 cosψ e1e2 −
√

1− e21 − e22 −1

(1, 3) (1 + sinψ)e1
√

1− e21 − e22 + e2 cosψ e1
√

1− e21 − e22 + e2 0

(2, 1) (1 + sinψ)e1e2 +
√

1− e21 − e22 cosψ e1e2 +
√

1− e21 − e22 1

(2, 2) (1 + sinψ)e22 − sinψ e22 0

(2, 3) (1 + sinψ)e2
√

1− e21 − e22 − e1 cosψ e2
√

1− e21 − e22 − e1 0

(3, 1) (1 + sinψ)e1
√

1− e21 − e22 − e2 cosψ e1
√

1− e21 − e22 − e2 0

(3, 2) (1 + sinψ)e2
√

1− e21 − e22 + e1 cosψ e2
√

1− e21 − e22 + e1 0

(3, 3) (1 + sinψ)(1− e21 − e22)− sinψ 1− e21 − e22 1

∂R

∂e1

∂R

∂e1
(0, e)

∂R

∂e1
(0)

(1, 1) 2(1− cosψ)e1 0 0

(1, 2) (1− cosψ)e2 + e1√
1−e21−e22

sinψ 0 0

(1, 3) (1− cosψ)

(√
1− e21 − e22 −

e21√
1−e21−e22

)
0 0

(2, 1) (1− cosψ)e2 − e1√
1−e21−e22

sinψ 0 0

(2, 2) 0 0 0

(2, 3) −(1− cosψ) e1e2√
1−e21−e22

− sinψ 0 0

(3, 1) (1− cosψ)

(√
1− e21 − e22 −

e21√
1−e21−e22

)
0 0

(3, 2) −(1− cosψ) e1e2√
1−e21−e22

+ sinψ 0 0

(3, 3) −2(1− cosψ)e1 0 0

∂R

∂e2

∂R

∂e2
(0, e)

∂R

∂e2
(0)

(1, 1) 0 0 0

(1, 2) (1− cosψ)e1 + e2√
1−e21−e22

sinψ 0 0

(1, 3) −(1− cosψ) e1e2√
1−e21−e22

+ sinψ 0 0

(2, 1) (1− cosψ)e1 − e2√
1−e21−e22

sinψ 0 0

(2, 2) 2(1− cosψ)e2 0 0

(2, 3) (1− cosψ)

(√
1− e21 − e22 −

e22√
1−e21−e22

)
0 0

(3, 1) −(1− cosψ) e1e2√
1−e21−e22

− sinψ 0 0

(3, 2) (1− cosψ)

(√
1− e21 − e22 −

e22√
1−e21−e22

)
0 0

(3, 3) −2(1− cosψ)e2 0 0
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A.2 Total Geometric Error for the Gamma Knife

Table A.3 shows the original data from [42] and the inferred normal distribution vari-

ances, whose underlying assumptions are outlined below.

First, we will assume that the underlying probability distribution for errors δi(x) in

a single point x is Gaussian, for each error direction i = 1, 2, 3. Further assuming zero

mean for all these distributions, it follows that the data’s mean and standard deviation

assessments pertain to a half-normal distribution. These are initially only given for

planes, which we denote by x̄j (for dimension j = 1, 2, 3), so that the given parameters

in [42] describe the distributions δHN
i (x̄j) ∈ HN , which we will convert, first, to the

distributions δi(x̄j) ∈ N . We have two assessments of these distributions’ variance

parameter:

1V[δi(x̄j)] =

E[δHN
i (x̄j)]√

2
π

2

, and 2V[δi(x̄j)] =
V[δHN

i (x̄j)](
1− 2

π

) . (A.1)

In general, these will not be equal, so we use the geometric mean as variance parameter,

i.e. V[δi(x̄j)] =
√

1V[δi(x̄j)]2V[δi(x̄j)]. The original data and the calculated normal

distribution variances are seen in table A.3.

Second, we want to assess these distribution parameters for a number of points x

on a grid, rather than the means for each plane. Choosing one plane x̄j from each

dimension j in table A.3, the planes will intersect in the point x = (x̄1, x̄2, x̄3) given by

their respective positions. For these points, we have two assessments of the standard

deviation for errors in each direction (e.g. one from the plane j = 2 and one from the

plane j = 3 for the error in the direction j = 1). Taking geometric means again we get

V[δi(x)] =
√
V[δi(x̄j)]V[δi(x̄k)] (A.2)

for i, j, and k different from each other. This gives us a grid of 5 · 5 · 5 = 125 points,

with error distribution parameters for each point taking account of the its position.

However, since errors were only given on cross-sectional planes, the expression in (A.2)

is independent of the position in the ith dimension—no radial variation is given on

the axes. We introduce this by assuming that the above holds for x̄i = 0), and that

the ith error variance changes by a factor equal to the mean of how it changes on the

corresponding steps on the other axes.

Third, the first step to taking account of correlation is partitioning the errors in each

point into different error types (for each dimension). While the total errors may in fact

be realized in more complicated ways than this, we let the error distributions of point

x, called δi(x) for dimension i = 1, 2, 3, consist of translation δti(x), rotation δri (x), and

stretching δsi (x) (a special case of general deformation), so that the total such error is

δi(x) = δti(x) + δri (x) + δsi (x). Assuming that the components are independent, we have
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for the variance that

V[δi(x)] = V[δti(x) + δri (x) + δsi (x)] = V[δti(x)] + V[δri (x)] + V[δsi (x)], (A.3)

so decomposition of the variation parameters is a straight-forward task, given the right

assumptions. Assuming that the central point is always fixed with regards to rotation

and stretching, the error there pertains only to translation, which furthermore is assumed

to be the same throughout space. Hence V[δti ] = V[δti(0)] is constant and subtracted

from the variances in all the other points.

It remains for this step to disentangle rotation and stretching, which is more compli-

cated (entailing ‘uglier’ assumptions). We first assume that the remaining variance on

the axes, in the radial direction, pertain to stretching. Since radial error variances are

not given on points off the axis, their sizes are approximated by linear interpolation1

using the square roots of the axes’ radial stretch variances—the standard deviations. In

order not to complicate things, these are then decomposed to their components in the

ith directions, i = 1, 2, 3, which after squaring are removed from the total remaining

variances recorded at those points. The remainder is assumed to pertain to rotation:

in order to in a simple way allow for rotation in any direction it is again aggregated by

taking the arithmetic mean of the variance components

V[δr(x)] =
V[δr1(x)] + V[δr2(x)] + V[δr3(x)]

3
, (A.4)

to avoid bias stemming from some component being zero. For completeness, we also

mention that in the case that a variance to be subtracted at any step is larger than the

remainder (e.g. if V[δti(0)] > V[δi(x)] for some i and x), the remainder is set to zero.

Fourth, correlations between different points’ distributions are assumed, enabling

the specification of scenarios. Random sampling will be used, just as for the rigid

transforms. Only one sample from N (0, 1) is needed for each translation dimension: all

points then move the corresponding amount (if for translation in the ith direction, z was

sampled, the move of point x is z
√

V[δti(x)]). The corresponding holds for stretching,

except that all points move in their radial directions, entailing that points on opposite

sides of the origin move in opposite directions. Finally, a rotational axis is sampled

(as for the rigid transforms) whereby N (0, 1) is sampled again: the sample z specifies

the magnitude αz
√
V[δr(x)] of rotation, where α is a constant linearly depending on

the point’s distance to the axis.2 All voxels’ individual movements are then made to

correspond to a rotation with the same direction around the current axis: the sampled

rotational magnitude αz
√
V[δr(x)] divided by the distance to the rotational axis equals

the move in radians, entailing that a rotation matrix from the axis–angle representation

1And extrapolation, due to the poor sampling grid.
2Here, α = 0 when x coincides with the axis; α = 1 when the distance corresponds to half its distance

to the origin; and α = 2 when it equals the distance to the origin—hence it controls for distance to axis
while assumed to give magnitude matching the modeled distribution ‘on average.’
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may be found for use on each voxel (cf. equation (4.27)).

Table A.3: Absolute mean errors (E[δHN
i (x̄j)]), their standard deviations (

√
V[δHN

i (x̄j)]), and

the inferred normal distribution standard deviations (
√

V[δi(x̄j)]), for dimensions i = 1, 2, 3 and
j = 1, 2, 3.

E[δHN
i (x̄j)]

√
V[δHN

i (x̄j)]
√
V[δi(x̄j)] E[δHN

i (x̄j)]
√

V[δHN
i (x̄j)]

√
V[δi(x̄j)]

x̄1 i = 2 i = 3

0.40 0.21 0.42 0.64 0.35 0.68

0.33 0.25 0.41 0.56 0.33 0.62

0.26 0.19 0.32 0.38 0.24 0.44

0.24 0.18 0.30 0.57 0.40 0.69

0.33 0.29 0.45 0.64 0.31 0.64

x̄2 i = 1 i = 3

0.23 0.18 0.29 0.45 0.29 0.52

0.35 0.24 0.42 0.41 0.15 0.36

0.24 0.20 0.32 0.31 0.26 0.41

0.34 0.23 0.40 0.33 0.23 0.40

0.32 0.28 0.43 0.49 0.38 0.62

x̄3 i = 1 i = 2

0.36 0.26 0.44 0.61 0.33 0.65

0.24 0.21 0.32 0.29 0.19 0.34

0.27 0.14 0.28 0.20 0.15 0.25

0.46 0.33 0.56 0.31 0.21 0.37

0.45 0.37 0.59 0.41 0.13 0.33

A.3 Determinant of Non-Affine Transform Jacobian

The determinant of the Jacobian in (4.62), used to create voxel weights for the non-affine

model, is given by:

|J(Twγ (x))| = (1 + 2wγ1x1x2x3)
(
(1 + 2wγ2x1x2x3)(1 + 2wγ3x1x2x3)− w

γ
2w

γ
3x

2
1x

2
2x

2
3

)
− wγ1x

2
1x3

(
wγ2x

2
2x3(1 + 2wγ3x1x2x3)− w

γ
2w

γ
3x1x

3
2x

2
3

)
− wγ1x

2
1x2

(
wγ3x2x

2
3(1 + 2wγ2x1x2x3)− w

γ
2w

γ
3x1x

2
2x

3
3

)
= 1 + 2(wγ1 + wγ2 + wγ3 )x1x2x3

+ 3(wγ1w
γ
2 + wγ1w

γ
3 + wγ2w

γ
3 )x21x

2
2x

2
3 + 4(wγ1w

γ
2w

γ
3 )x31x

3
2x

3
3.

(A.5)
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