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Abstract

There is seemingly a never-ending consumer demand for mobile terminals such as cel-
lular phones and personal digital assistants (PDAs). Each new generation of terminals
comes with more elaborate functions than in the previous generation. This trend results
in a higher performance demand on the computer architecture that performs the
required computations within the terminal. To satisfy the projected requirements on
coming generations of mobile terminals, we propose an architecture that when intelli-
gently managed can provide the necessary performance at low power and energy con-
sumption. This architecture, a chip-multiprocessor (CMP), thus a multi-processor
implemented on a single chip, has in combination with adaptive scheduling strategies
the potential to efficiently fullfill future requirements.

This licentiate thesis spans over several studies done on the effectiveness of the
adaptive CMP. In our studies, we have shown that an adaptive CMP can satisfy the
same performance requirements as a comparable uni-processor, still consuming less
power and energy. Furthermore, we have made an effort to accurately model the work-
load behaviour of mobile terminals, which is of paramount importance when compar-
ing candidate architectures. In the future, apart from proposing more adaptive
scheduling techniques, we expect to do more thorough studies on workload modeling
as well as on the operating system influence on the overall performance and power
consumption.
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1 Introduction

This thesis summarizes contributions done in the area of Adaptive Chip-Multiprocessors for

reduced energy consumption future mobile terminals. The purpose was to gain knowledge

about whether a multi-processor system implemented on a single silicon die, thus a Chip-Mul-

tiprocessor (CMP), could be a suitable hardware platform for future mobile terminals such as

Personal Digital Assistants (PDAs), cellular phones and other battery-driven devices. It was

evident that this type of platform has the potential to satisfy the performance demand of future

mobile terminals, but it was not evident whether it can be done efficiently enough to keep the

energy and power consumption on a low level, which is one of the most important criterias

besides the performance. This project is multi-faceted, thus it touches on multiple domains

such as operating system scheduling algorithms and strategies, real-time requirements, compu-

ter architecture design, simulation methodology, workload modeling, and power and energy

consumption modeling.

So far, the conclusion from our studies confirms our intuition, thus that an adaptive CMP

can be made efficient in terms of satisfying the performance demand at the same time as

energy and power consumption is decreased. Although our studies answered many of the ques-

tions raised from the beginning, they have also generated new and interesting questions that

could be explored in the future. We have also seen an increased interest in this topic from both

the industrial and academic worlds.

2 Motivation

The field of computer science has evolved tremendously during only a half century. Starting

from around 1945, the evolution of electronic digital computers began with the advent of Elec-

trical Numerical Integrator And Calculator (ENIAC), a machine weighing around 27 tons with

18,000 vacuum tubes and that consumed 160 kilowatts of power, causing brownouts in whole

cities sometimes when turned on. It could perform 5000 additions, 357 multiplications or 38

divisions per second and required approximately 200 square meters of space for storage. 

During the coming decades, computers were able to shrink in size and cost due to technol-

ogy improvements and innovations from the research community. This development has fun-

damentally changed the landscape of computer architecture research. Admittedly, the driving

force is still often to extract as much performance as possible from the architecture, but size is

generally not the issue any more. Instead, other design factors emerged such as maximizing the

utilisation of silicon area, minimizing power consumption and heating, time-to-market issues,

integration issues, and standards. This is one reason why it is not feasible to simply take old

system designs and re-implement them using new process technology. The reason is because

designers of older systems did not have todays challenging factors in mind at design time. 

Nowadays, we have reached the point where the computing power of ENIAC can be per-

formed by a device that can easily fit in a pocket. This rapid development has enabled new

fields such as mobile computing to emerge, with its own benefits, requirements, and chal-
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lenges. To understand the implications within this field one need to look at the trends that

affect it.

Ever since the mid-sixties, the advances in process technology followed the prediction orig-

inally made by Gordon Moore, co-founder of Intel, which stated that the number of transistors

per square inch available on a silicon die will be doubled each year. As this integration pro-

gressed, increasingly more components could be integrated together to the point where a whole

system could be put on a single silicon die, forming a System-on-a-Chip (SoC). Nowadays,

when almost one billion transistors are available, the problem is not whether integration is pos-

sible but how to utilize the available silicon area as efficiently as possible. This problem is

often referred to as the productivity gap. This trend has also affected the evolution of mobile

terminals such as Personal Digital Assistants (PDAs) and cellular phones in a positive way

because they can increase the amount and quality of services for the user.

Today, it is common that users of e.g. a cellular phone can choose from functions other than

making phone calls such as listen to music, watch video snippets, play games, and take pic-

tures with the integrated camera. The coming generations of mobile terminals will most proba-

bly continue on the path of this ongoing trend and increase the number of integrated functions.

However, the integration of functionality does not come for free as it will pose new challenges

in terms of the design of the underlying architecture. More functionality means that the compu-

tational power need to be increased because the amount of data and calculation complexity is

steadily increasing. This poses new challenges on the computer architecture design as new

ways need to be found to satisfy the increased performance demand. However, the perform-

ance demand cannot be satisfied without respecting the boundaries of other important factors

limited source of energy, weight, and cost. The following sections will discuss the implications

with designing future mobile terminal architectures.

2.1 Shifting to Parallel Architectures

The consumer demand for increasingly complex and functional mobile terminals can be trans-

lated into an increased demand in performance. As the need for functions such as video confer-

encing, speech recognition, security, advanced gaming, and multimedia services begin to

emerge, one has to provide the necessary computing power to be able to deliver sufficient qual-

ity of service (QoS). 

Today, it is common that a mobile terminal system consists of a simple RISC-like embed-

ded processor with possibly a Digital Signal Processor (DSP) or hardware accelerator to satisfy

the performance demand. When the demand increases the designer of the system has a number

of options. One could increase the running frequency of the existing processor, which results in

increased power consumption. Another option is to wait for the next generation of process

technology, where the same processor can be re-implemented with higher frequency at same or

lower voltage level. This approach has its limitations because one cannot increase the fre-

quency indefinitely and the voltage level can only be decreased to a certain limit. Also, the cost

of implementing the design using latest process technology is very expensive. Furthermore,
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today, when time-to-market is more important than ever, it is questionable if one can afford to

loose market shares waiting for the next generation of process technology to arrive. 

Instead, another option could be to shift to a more efficient architecture design. Several

designs are possible, each with their own benefits and drawbacks. Historically, one can see that

the embedded processor design, in particular high-end embedded processors, is following the

same or at least similar development as the workstation and server architecture designs with a

few years delay [18]. Currently, one can see superscalar processors such as XScale,

ARM1020E, and MIPS4k emerge as an option for mobile terminal designs.

The idea behind superscalar architectures is to be able to execute multiple instructions

simultaneously by having multiple processor pipelines. This way, one could execute instruc-

tions out-of-order with the help of additional hardware that managed dependencies between

instructions. Since pipelines are deeper in superscalar processors to increase the overall fre-

quency, one started to incorporate speculative execution with branch prediction to minimize

the pipeline stalls related to calculating the target address of branches. 

A superscalar processor architecture can increase the number of executed instructions per

cycle (IPC) by extracting instruction-level parallelism (ILP) more efficiently compared to a

single-pipelined processor. However, studies have shown that it is questionable weather the

performance gained from advanced superscalar architectures is satisfactory in relation to the

increase in power consumption [11]. Also, it has been shown that there is an upper bound on

the available ILP in applications, thus there is a limit to the performance that can be gained

from this approach [21]. Since this approach has certain limitations, other more promising

architectures have been proposed. 

Current high-performance computer architectures in the server and workstation domain are

multi-processor architectures and simultaneous multi-threaded architectures (SMT). SMT

architectures are similar to superscalar architectures but with the difference that additional

hardware is added capable of holding multiple thread contexts at the same time. A context

switch can be performed by a predefined scheme or when a thread experiences a long latency

operation. The benefit of a SMT architecture is that it can extract both ILP and thread-level

parallelism (TLP), thus it has the potential to extract more performance from applications than

conventional single-pipelined and superscalar architectures. The drawback with this architec-

ture is that it is not very scalable, which is of paramount importance. When scaling a SMT, one

need to duplicate the hardware needed for keeping thread contexts, which is not beneficial for

SMT architectures that relies on fast access to thread context hardware.

Multi-processor systems extract performance in a similar way as in SMTs. The difference is

that the computation is distributed among independent units that can run in parallel. Conse-

quently, when a processor stalls, others can still continue their execution. This way, multi-proc-

essor systems have the potential to extract parallelism on both thread-level (TLP) and

instruction-level (ILP). Of course, the level of TLP depends on the amount of available threads

or processes, whereas the level of ILP depends on the complexity of each computation unit in

the multi-processor, thus a simple processor extracts less ILP than a complex counterpart.



4

2.2 The Adaptive Chip-Multiprocessor

The advances in process technology has made it possible to implement a chip-multi-processor

(CMP), thus an entire multi-processor system that fits on a single silicon die. This option opens

up design alternatives that were not feasible before. By putting multiple processors on the

same die, one does not need to do time-consuming and power-hungry off-chip accesses in

order to communicate between the computational units. Also, the width of the interconnect

used for global communication is no longer restricted by the pin count, which simplifies imple-

mentation of wide buses or exotic interconnect topologies. Because of the possibility to run

threads or processes in parallel on a CMP, there is a higher probability that the utilization factor

is increased, thus the percentage of the chip that is utilized at a given time instant. When the

activity is raised, the power consumption increases and one has to take measures to decrease it

to be able to use it in environments where the energy source is limited.

The concept behind the Adaptive Chip-Multiprocessor (ACMP) is to provide enough per-

formance for future mobile terminals with minimized power and energy consumption.

Although mobile terminals are in main focus, this architecture is not limited to the mobile

domain, thus it can be applicable in high-performance computing where low power consump-

tion is crucial because it can minimize the amount of needed cooling equipment. As an exam-

ple, two-thirds of the space inside the Itanium server box consists of cooling equipment [3].

The type of CMP evaluated in our studies consists of a number of embedded single-pipe-

lined low-voltage low-frequency processors interconnected with an atomic bus. Since the

processors work at low-voltage and low-frequency, the total power consumption of the CMP is

low even in the cases when all processor are needed. Power consumption is further lowered by

taking advantage of the power-modes of the embedded processors using adaptive scheduling

strategies. The details of the adaptive CMP architecture will be discussed in chapter 5.

It should be noted that our contribution does not come from the architecture proposal itself,

since such architecture has been proposed before [7]. Instead, we are focusing on the mecha-

nism that makes the CMP adaptive, which comes from the use of power-saving techniques

through the use of a modified process scheduler. The general idea is to use the operating sys-

tem scheduler to do dynamic activation and de-activation of processors according to pre-

defined strategies as the workload changes over time.

2.3 Power and Energy Consumption Implications

Reducing power and energy consumption is of paramount importance in order to make a

mobile terminal design successful. There are several reasons for this; A reduced power con-

sumption can reduce the working temperature of the chip, which simplifies packaging and also

reduces the price of the terminal. However, reducing power consumption does not always

reduce the energy consumption, which will be clarified in subsequent sections.

A reduced energy consumption can increase the standby-time of the terminal which reduces

the user annoyance related to recharging the battery too often. A reduced energy consumption

could also mean that one can get the same standby-time as earlier but with a smaller sized bat-
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tery, which reduces the overall size and weight of the terminal. A smaller battery is beneficial

from an environmental aspect as well.

To fully understand the implications of our proposed solution, one need to understand how

power and energy is consumed in a CMOS device. Energy is a product of time and power con-

sumption and is measured in Joules (eq. 1). A low energy consumption is desirable because it

can increase the standby time of the mobile terminal. The relationship between power and

energy has some interesting implications which will be clarified in the coming paragraphs. 

Power consumption in a CMOS device is consumed both statically and dynamically. Cur-

rently, the majority of the power is consumed dynamically, but devices implemented using

future process technologies will most likely consume as much static as dynamic power con-

sumption due to increased leakage currents [2, 14]. 

As can be seen from eq. 3, dynamic power is a function of the voltage level ( ), frequency

(f), capacitive load (C), and the activity factor ( ). The activity factor represents the number of

transitions between a logic zero and a logic one, which corresponds to charging of capaci-

tances. One observation is that a near-cubic reduction of dynamic power consumption can be

achieved by reducing the voltage and frequency. Dynamic power consumption can also be

reduced by reducing or eliminating the transistor switching activity.

Another source of dynamic power consumption is the current dissipated from short circuits

in transistors during switching. Short circuit currents are dissipated when a logical value of a

transistor is in the process of doing a transition of its output. During this transition there is a

small period of time, where there is a direct path from the supply voltage and the ground,

which results in dissipated currents (see eq. 4)

The static power consumption comes from non-ideal switch behaviour of transistors, thus

the transistors leak currents (see eq. 5).

(1)

(2)

(3)

(4)

(5)

There is often a misconception that reduced power consumption automatically reduces the

energy consumption, which is not entirely true. It can be seen from eq. 1 that energy is reduced

if the duration of the power consumption is reduced or if same task can be done at the same

pace but with less power consumption, otherwise the energy consumption will remain the

same. What this means in reality can be exemplified with a processor executing a task that

takes 10 time units to complete at frequency f. If one halves the frequency and executes the

same task again, we can see from eq. 3 that the power consumed due to switching decreases

linearly with the frequency. Since the majority of the power is consumed dynamically, one

Vdd

α

Energy Power Time⋅=

Ptotal Pswitch Pshort circuit Pleakage+ +=

Pswitch V=
dd
2

f CL α⋅ ⋅ ⋅

Pshort circuit (sc) Vdd Isc⋅=

Pleakage Vdd I⋅
leakage

=
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could also say that the total power consumption is decreased linearly with the running fre-

quency of the processor. Now, when the power consumption is halved, one has to pay attention

to the duration of which this power is consumed. When reducing the frequency, not only is the

power consumption reduced but also the execution time is increased. This means that the task

that needed 10 time units to complete in the first case now needs 20 time units to do the same

work when the frequency is halved, which results in unchanged energy consumption.

Another misconception is to only focus on reducing dynamic power consumption when

saving energy. It is true that dynamic power consumption stands for majority of the power con-

sumed in a CMOS device today. However, in the future static power consumption will be at

least equally important as dynamic power consumption. The reason is that leakage current

increases as new process technologies fail to produce transistors with ideal properties. Nowa-

days, focus is on reducing dynamic power consumption through scaling of voltage and fre-

quency levels. This technique stretches the execution time of the application, thereby

consuming less power and energy due to the relationship in equation 3.

The problem with this approach is in scenarios where the static power accounts for equal or

larger portion of the total power consumption than the dynamic power consumption. When

scaling voltage and frequency, one saves dynamic power, but actually loses static power. The

end-result is that dynamic voltage and frequency scaling saves dynamic power at the expense

of static power. 

Another way to save power is to execute the application in ordinary pace and to shut down

the device when it is not used any more. This way, the savings in dynamic and static power

consumption is equal, which is a promising approach for designs using future process technol-

ogies.

3 Contributions

This chapter summarizes the contributions in terms of publications in the area of Adaptive

Chip-Multiprocessors. Our studies have resulted in three accepted publications and one techni-

cal paper. The following sections will discuss each published paper in more detail.

3.1 Paper I: An Adaptive Chip-Multiprocessor Architecture for Future Mobile 
Terminals

This paper is a summary of our first study in which the concept of an adaptive chip-multiproc-

essor (ACMP) architecture is presented and compared against a more conventional alternative.

Although parallel architectures for mobile devices have been proposed before, this is the first

time to our knowledge both dynamic and static power consumption of such platforms is evalu-

ated under a clearly defined workload environment. The energy consumption of the adaptive

chip-multiprocessor is minimized through dynamic management of processor power states as

the workload changes over time.
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We used a simple scheduling strategy where half of the idle processor processors are put

into standby mode and the other half in shutdown mode. The motivation behind this schedul-

ing strategy was to mix processors that could respond quickly and processors that save both

static and dynamic power. Using a crude multiprogrammed workload model with applications

released at arbitrary instants in time, we compared an ACMP with up to four processors

against an uni-processor with the corresponding computing power. The results showed that

there were several factors in difference in energy efficiency in favour to the ACMP using triv-

ial power-saving strategies and 50% less energy consumed compared to an uniprocessor with

scaled voltage and frequency to the minimum required level.

The conclusion from this study was that the benefits of the ACMP outperformed the uni-

processor in efficiency. The reason was that the ACMP had the computing power in terms of

processors and caches distributed over the chip, which allows a more fine-grained power-sav-

ing technique through management of each individual component versus the uniprocessor that

could only be entirely active or inactive. The study also showed that the overhead of using the

power-modes of the processor was modest. Finally, the workload model used in this study was

a first step in proposing a realistic model of an environment in future mobile terminals.

3.2 Paper II: A Workload Model for Energy and Performance Estimation of 
Adaptive Chip-Multiprocessors

Throughout our studies, we have aimed to model the performance demand i.e. workload posed

on the mobile terminal as realistically as possible. The way the workload is modelled has a

major impact on the results and therefore, we believe that it is important to have a clear and

deterministic model that can be re-produced for comparative studies. We assume that the

behaviour of the workload of future mobile terminals is going to have a “bursty” behaviour,

meaning that applications will have an un-predictable release time. For most of the time, we

expect that the performance demand is modest but will at times explode into high perform-

ance-demanding peaks. These peaks are difficult to predict and we need a architecture that can

efficiently cope with the demanding peaks as well as the modest workloads.

During our studies, we identified a lack of methodology for modeling bursty multi-pro-

grammed workloads. Therefore, we have made an effort in proposing a methodology for gen-

erating of multi-programmed workloads. We did put a priority on using a model that could

represent the bursty behaviour we expected. Therefore, the work of M. Wang et. al. served as a

basis of our workload model [22]. This model was originally developed to model web, I/O, and

disk traffic. It is based in the observation that these workloads have a self-similar property, thus

peaks occur on a global scale as well as on a local scale. A workload model is built using a sub-

division algorithm, resulting in a trace that can be verified against real loads. Also, one can

analyse real loads and reconstruct their behaviour with this model. 

In our paper we use the traffic model to model the undeterministic arrival pattern of applica-

tions in a mobile terminal. Using the traffic model, we replace each data point, originally rep-

resenting a small operation e.g. a 1 Kbyte disk read, with a release of an application from a
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benchmark suite. This paper is basically a summary of our methodology for generating this

workload model and how it is integrated and used in our simulation environment.

3.3 Paper III: Sim-ACMP: An adaptive Chip-Multiprocessor Simulator

This technical paper contains more detailed information than chapter 6 of this thesis about the

simulation framework that has been used in paper number 2 and 41. It presents the outcome of

this implementation effort and what kind of architectures can be modeled using this simulator.

The paper consists of a initial section describing the original simulator and what kind of aug-

mentations are needed. Then, a description of the target architecture is given followed by a

more detailed look at the modifications done to each part of the simulator. One significant dif-

ference between our augmentation and the original simulator is the way applications are exe-

cuted on the architecture model. In the original model, only a single applications could be

executed at a time whereas our augmented simulator can measure effects of multiple applica-

tions released at different instances in time. Finally, the last section presents experimental

results that verify that the timing and energy deviation compared to a more detailed simulator

is acceptable. The contribution of this implementation effort is that one can measure both tim-

ing and energy tradeoffs between uni-processor and multi-processor systems using multi-pro-

grammed workload scenarios at acceptable accuracy.

3.4 Paper IV: A Low Power Strategy for Future Mobile Terminals

In this paper, same architectures are evaluated as in paper I, but with different power-saving

scheduling techniques. Two new scheduling techniques are proposed; one that prioritizes per-

formance and one that prioritizes low power consumption. The results showed that up to 74%

less energy is consumed using the first strategy in a four-way CMP compared to an uni-proces-

sor using Dynamic Voltage Scaling (DVS) and that further 8% of power was saved using the

second strategy at the expense of increased response-time of non-time-critical applications. 

Although no deadlines of time-critical applications are missed using either architectures or

strategy, the performance implications was not fully investigated. By looking at our previous

study we identified the lack of insight into the overhead of system level events such as system

calls and task switches. Therefore, a small study was included in this paper where the impact of

these events are analysed. Furthermore, a focus is put on both dynamic and static power con-

sumption and a refined workload model with bursty behaviour is used in the simulations. 

The study indicates that the operating system overhead can affect the end-result, which

gives us the conclusion that we do not have the full picture until an operating system is inte-

grated into our simulation environment. Currently, a master thesis is under way that is address-

ing this issue [6].

1An earlier and slightly different simulator implementation was used in the study in paper I.
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4 Related Work

Many power-saving techniques for various computer architectures have been proposed

throughout the years. They vary in flavour from solutions in autonomous hardware versus

high-level scheduling directives, from dynamically to statically applied techniques, and from

scaling of voltage and frequency versus shutting down idle components. 

The most common approach for mobile terminals so far is to use an uni-processor as a base-

architecture and then apply different power-saving techniques to it using techniques integrated

into the OS scheduler. Using an uni-processor, one can save power by shutting it down when it

is not used i.e. idle. This technique, system shutdown, saves both static and dynamic power

consumption when used. The savings are proportional to the idle time in the system, thus the

more idle time in the system the more power can potentially be saved. 

Another technique is to reduce the idle time in the system by slowing down the execution

rate of the processor. This is done by scaling down the running frequency and voltage to a level

where the stated requirements on the application execution is still satisfied. Using this tech-

nique, Dynamic Voltage Scaling (DVS), one can achieve a near cubic reduction in dynamic

power consumption and a linear reduction in static power consumption.

The LongRun™ Dynamic Power Management in the Transmeta Crusoe processors is an

example of applied DVS through autonomous hardware [8, 13]. The purpose is to build up a

history of how much idle time is present in normal execution mode and then enter Longrun

mode with reduced voltage and frequency proportional to the historical information. Accord-

ing to their own estimations, by using LongRun one can reduce the power consumption by a

factor of 3 to 30 compared to a typical x86 processor [10]. This approach implicitly assumes

that the load of future executions can be correctly estimated by its history. We believe that the

behaviour of future workloads will have a very undeterministic behaviour, thus it will be very

difficult to predict their performance demand. Therefore, an approach such as LongRun has

difficulty with coping the rapidly changing performance demand the we believe future work-

loads will pose on mobile terminals. The consequences of using LongRun could be that it will

raise the frequency and voltage too late when performance is needed during sudden workload

peaks, which results in missed deadlines of time-critical applications.

Although system shutdown is widely used today through power management protocols

such as Advanced Configuration and Power Interface (ACPI) [1], there is not that many strate-

gies specially suited for parallel architectures that do fine-grained power management using

dynamically changing system information. Instead, these interfaces are usually coarse-grained

with few states, e.g. day mode and night mode, where the day mode is concerned with whether

peripherals should be disabled during the day when the system is more active and night mode

is concerned with disabling the entire system when the system is usually less active.

One can also make the operating system scheduler power-aware, thus let the scheduling

decision be affected by application-specific information regarding both performance and

power consumption requirements. For instance, P. Yang et. al. proposed both off-line and on-
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line energy-aware scheduling for embedded multi-processor SoCs [23]. This approach starts

off-line by generating curves consisting of energy consumption for a give cycle budget for

each of the threads. A genetic algorithms is used to find a number of possible schedules. Then,

during run-time, the scheduler tries to find the best possible option using heuristic search. A

mixed-integer linear programming algorithm was used to model the run-time scheduling prob-

lem because a heuristic was not developed at the time of the study. Although 20% to 40%

energy was saved when applying the solution to a ADSL modem design, the result was heavily

influenced by the overhead of the runtime scheduler. Also this approach requires that most of

the characteristics of the threads are known off-line, which we believe is not the case in an

dynamic and undeterministic environments such as a mobile terminal.

Another approach was proposed by J. Pouwelse et. al., where PowerScale, an extension of

an existing scheduling algorithm applied on an uni-processor [16]. PowerScale is an combina-

tion of an interval-based scheduler for unknown workloads and an energy-priority scheduler

(EPS) that favours tasks with low energy consumption. In this paper, an conclusion is made

that bursty applications like video encoding cannot be handled well by the interval-based com-

ponent of PowerScale and must be modified to explicitly state their future workloads. This

puts a major restriction on the flexibility of the mobile platform. Measurements show that EPS

reduces energy consumption with 50% for a bursty video encoding application without miss-

ing any frame deadlines.

Although many CMPs exist in both industrial and academic worlds, very few have been

designed with low power consumption in mind. However, there are exceptions; a CMP for

smart terminals was proposed by Edahiro et. al. that consisted of additional hardware, a Power

Management Unit (PMU), that could disable processors and caches through switches control-

ling different power domains on the chip [7]. The CMP consists of four 2-way superscalar

processors with shared 64-Kbyte instruction cache and a shared 64-Kbyte data cache. The

drawback with this architecture is that the caches are shared and does not allow a part of the

cache to be disabled, which enables only coarse-grained power management. To our knowl-

edge, no study has shown how the PMU’s should be used.

5 The Adaptive CMP Architecture

The adaptive property of the proposed CMP architecture is central in our contribution and is
the mechanism that keeps the CMP from consuming too much power and energy. There are
several types of CMPs that could benefit from our proposed solution. However, we are espe-
cially focusing on CMPs suitable for mobile devices, thus that provides performance at low
power and energy consumption. These CMPs often consists of simpler computation units that
can run in low voltage levels. Figure 1 shows an example of an architecture that we are consid-
ering, which is a CMP consisting of a number of simple processors connected by an intercon-
nect, typically an atomic bus. Furthermore, a large sized cache is put on-chip to reduce the
number of off-chip accesses, which are expensive in terms of latency, power, and energy con-
sumption.
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To enable adaptivness, there has to be both hardware and software that supports and enables

this mechanism. The following two sections will further clarify what kind of requirements the

adaptivness poses on the system in order to be fully usable.

5.1 Adaptive CMP Hardware

The type of hardware adaptiveness we are considering relies on the ability to dynamically dic-

tate the activity of the sub-components on the chip i.e. processors, caches, etc. A typical proc-

essor for embedded and mobile systems already supports most of the mechanisms needed to

make a CMP adaptive. Typically, embedded processor designers or manufacturers have sup-

port for one or several power-saving modes in their design. A power-mode serves the purpose

of reducing or halting the activity of the processor so that power and energy consumption can

be reduced. It is usually entered when the operating system or the user decides that the proces-

sor is not needed, thus there are no more jobs left. One can enter a power-mode in multiple

ways. For instance, the MIPS 4Kp processor can be in one of two modes, running or sus-

pended, and can do either register-controlled or instruction-controlled power management. In

register-controlled power management a bit in the status register CP0 indicates whether the

processor should be in a power mode or not. This bit can be set by external signals. The

instruction-controlled power mode is entered by using the WAIT instruction. When the power

mode is entered, the processor clocks are stopped but the timer and a few pins are active. Any

interrupt or exception causes the processor to resume normal operation.

In the ARM 1022E processor, a power-mode is entered by setting Power Manager register

bits through the co-processor interface. The ARM processor can be put in either run, standby,

dormant, or shutdown mode. The run mode represents the normal operation of the processor.

In standby mode, the clock-tree of the processor is disabled, which means that the processor

cannot execute any instructions as long as it is in this mode. The benefit with this mode is that

the activity-factor  (see eq. 3), representing the transistor switching, virtually becomes zero.

This means that the majority of the power consumed, thus the dynamic power, is minimized. In

dormant mode, the power rails of the processor is disabled but the cache power rails are still

active. The transition to this mode can result in a lost processor context, although the caches

can still answer to external requests. In this mode both dynamic power and some static power

is minimized. Finally, in shutdown mode, both the clock-tree and the power lines are disabled

Figure 1:An example ACMP configuration.
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of both processor and cache, resulting in total deactivation of this unit. In this mode, virtually

no power is consumed at all. In this mode, care has to be taken so that coherence can still be

maintained between the caches. This can be for instance be achieved by flushing local cache

information to higher levels of memory sub-system before entering this mode.

The transitions between different modes can usually not be done without some sort of pen-

alty, thus there are several implications that need to be considered. First, when entering a

power-saving mode, the execution of instructions are halted, which means that jobs will not

finish as long the processor is in that power-saving mode. Secondly, each power mode is asso-

ciated with an overhead when entering the power-mode and resuming execution. For instance,

when going to dormant mode in the ARM 1022E processor, one has to save the processor core

state and later restore it when returning to running mode. To make such a transition involves a

certain amount of overhead in performance and power consumption that need to be considered.

The overhead is even larger when transitioning to and from shutdown mode. Here both the

processor and cache state is lost, which means that upon re-entering the running mode and

restoring the processor state, the cache will be empty or considerable time is needed to restore

the state if it has been previously saved, which can hurt the performance. All these factors need

to be considered when making a decision of whether to transfer to a power mode.

However, there could be remedies against drastic performance losses like those earlier

described. K. Flautner proposed the use of drowsy caches, an approach that enables cache lines

to stay in reduced leakage state and still be accessible at the cost of a small performance loss

[12]. The results show that 50-75% of the total consumed energy in the caches can be saved

and that 80-90% of the cache lines can be maintained in drowsy state with a performance over-

head of 1%.

5.2 Adaptive CMP Software

The power-modes of the embedded processors is the supporting hardware mechanism for the

adaptive CMP architecture. However, some form of entity need to decide when a power-mode

should be entered and which of the available modes to use at any given time instant. In our

case, we decided that this decision-making should be done by the operating system (OS)

scheduler by adding power-aware strategies or algorithms to the existing process scheduler.

This choice is motivated by several factors that favours this approach. The job of a scheduler is

to manage processes or threads, thus it has a central role in the operating system and has access

to information about the state of most resources in the system. Therefore, because it has access

to all that information it can also make a good judgement on whether a processor need to be

active or de-activated. Also, because the hardware of the adaptive CMP architecture is mostly

standard off-the-shelf processors, it makes the adaptivness mostly a software approach, which

makes it more flexible than more hardware-oriented solutions. The integration of the power-

aware strategies or algorithms should be straightforward, thus it should not conflict with the

rest of the system hardware or software. Instead, the contribution comes from the strategies or

algorithms used to enforce adaptivness, this because there are endless combinations and varia-
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tions of such strategies to evaluate. Therefore, in our initial studies we explored the most obvi-

ous and simple strategies first to get some initial results that could point in favour or against

our approach.

When using a power-aware scheduler in an architecture like the adaptive CMP, many differ-

ent approaches are possible and even the most simple strategies becomes non-trivial. For

instance, the most obvious approach is to follow a strategy where processors are disabled only

when they become idle, thus when there are no more scheduled jobs for that particular proces-

sor. This is perhaps the standard approach in most multi-processor systems today. Even though

this approach is trivial in nature, there are still several options to how the de-activation of a

processor should be done. For instance, using a ARM processor model with its associated

power modes, one has to choose which one of the modes should be used and when to de-acti-

vate a certain processor. The complexity comes from considering the overhead with choosing a

specific power mode and still be capable to respond quickly when performance is needed. In

general, when leaving the decision-making to the scheduler of whether a processor should be

active or not results in an endless range of possibilities only restricted by the hardware. 

The adaptive part of the scheduler is not limited to deciding whether to activate or de-acti-

vate a processor at a certain time. Other interesting approaches include allocating or migrating

non-critical tasks to the same processor or dynamically adjust the individual frequency and

voltage level of each processor. 

6 Simulation Methodology

We use simulation as a methodology to estimate the efficiency of the adaptive CMP. There are

several benefits with using simulators. First, the most apparent benefit is its flexibility making

it possible to change various parameters of the CMP without having to wait for a chip to be

manufactured for each different configuration. Usually, simulators are flexible enough so that

extensions and modifications are doable, which is desirable in our case. Also, especially simu-

lators with coarse-grained level of detail are fast, which enables more studies at a given

amount of time. The drawback of using coarse-grained level of detail is that it has a lower level

of accuracy, which means that results coming from such simulations should account for a cer-

tain amount of deviation. Therefore, the aim with using a coarse-grained simulator is not to

estimate an absolute estimate i.e. a result that is as close to the real hardware in absolute fig-

ures as possible. Instead, it is to use models such that relative comparisons can be made

between different design parameter settings. Furthermore, all the results derived from our stud-

ies can be explained with intuitive reasoning.

The following sections gives a general description of the simulator and its timing and

energy models that is used throughout our studies. Further details of the simulator structure are

presented in the technical report that is included in this thesis.
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6.1 CMP Simulator

At the time of our first study, there was no apparent choice of simulator. Several multi-proces-

sor simulators existed, each with their own benefits and drawbacks. Our requirement was to be

able to simulate a multi-processor system consisting of simple single-pipelined processors, a

cache hierarchy, and a simple global interconnect such as an atomic bus. The intention to sim-

ulate a simple system as possible is intentional because it is not apparent that the ratio between

performance and power consumption is best using high-performance processors and complex

interconnects. Therefore, it was more logical to start investigating the simplest designs and

consider more complex designs in the following phases of the project. 

We are not only interested in estimating the performance of the CMP architecture, but also

its power and energy consumption. Since a multi-processor simulator with these requirements

was not available, we needed either to implement a simulator of our own or to extend an exist-

ing simulator that could easily be equipped with energy models. Also, we needed a simulator

where the source code was free to use and modify, which is a benefit in the academical world. 

Considering the stated requirements above, the approach we chose was to extend an exist-

ing uni-processor simulator with freely available source code and with possibility to easily

integrate energy models. This simulator comes from SimpleScalar, a suite of simulators com-

monly used in the computer architecture research community [5]. Starting from sim-cache, a

functional2 cache simulator, we extended it to simulate a multi-processor system by duplicat-

ing the processor a cache models so that an architecture such as the one described in chapter 5

could be modelled. Furthermore, a model of an atomic bus with an arbitration unit was added

between the private first-level caches and the shared unified second-level cache. To be able to

compare between different architecture setups and scheduling strategies, we needed both tim-

ing and energy models to measure their impact on the efficiency of the system. The following

two sections will describe our timing and power models in more detail.

6.2 Timing Models

The original version of the simulator did not originally include any timing models. In order to

measure the timing of the CMP architecture, we needed timing models of each sub-component

type such as the on-chip processors, caches, interconnect, and the off-chip bus and DRAM.

The timing model for the cache hierarchy and main memory was available from sim-outorder,

an existing out-of-order processor simulator in the SimpleScalar suite, which could easily be

integrated into our simulator. 

The timing model of the processor is simple because it does not simulate the internal work-

ings of the processor due to its functional structure. For that reason, our timing model is based

on an assumption that the execution of an instruction takes one cycle if no memory latency is

experienced. An additional cycle is added on a data cache hit to add an additional overhead to

compensate for the occurrence of various hazards such as pipeline stalls due to dependencies

2A functional simulator does not have a notion of timing, thus it only follows the semantics of an instruction exe-
cution.
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between instructions. Memory latency is added when cache misses occur or when the bus is

occupied upon a request, so an “ideal” single-pipelined processor with executed instructions

per cycle (IPC) equal to one is not a correct description of our model. 

The timing of the atomic bus is trivial because each transaction is locked until a request has

finished its transaction. During that time, other requesting processors not granted by the arbi-

tration unit simply have to wait for their turn. Finally, the timing of the off-chip bus and mem-

ory was updated with figures from a data-sheet of a 133 MHz DDR RAM circuit.

6.3 Energy Models

To be able to measure the power and energy consumed by the adaptive CMP, we need models

that can estimate the consumption of each sub-component in the system. This includes the

processors, global clock-tree, global interconnect, and the caches. To model these components

we use models from different domains. 

Wattch is an superscalar, out-of order processor simulator from SimpleScalar extended by

David Brooks with power models [4]. It includes power parameters using different process

technologies for the processor, clock-tree, and caches. In our simulator, we used the clock-tree

and cache models from Wattch, whereas the model for the processor was substituted with a

simpler model proposed by [19]. Using this model, each execution of an instruction is associ-

ated with an energy cost, which is an approach with sufficient accuracy for the processor mod-

els we are considering. The power and energy model for the interconnect, thus an atomic bus,

was derived from wire capacitance formulas [17]. The power and energy consumption for the

off-chip bus and memory was derived from the IRAM project [9].

7 Workload Model

The way SimpleScalar simulators and simulators are implemented in general, only a single

application can be run at a time during a simulation session. Although this approach can give

valuable information about the efficiency of an architecture such as an uniprocessor, a CMP

with multiple processors need a slightly different model of the performance demand to be fully

tested. This performance demand, or workload, can instead consist of either threads or sequen-

tial applications in a multiprogrammed workload. We are using simple applications that are

typical in telecommunications environments [15]. 

By choosing the first option, one has to create a threaded version of each application and

then integrate a programming model using a thread library into the SimpleScalar environment,

which is not a trivial task. Furthermore, the programmers ability to efficiently parallelize the

applications will affect the end-result, which is not desirable. The second option is to keep the

applications intact and instead create a multi-programmed workload, thus a workload where

whole applications are executed, or released, according to a specific strategy, algorithm, or sta-

tistical probability.
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7.1 Modeling Bursty Behaviour

We believe that the behaviour of a mobile terminal strongly affects its performance, power and

energy consumption. Therefore, it is important to as realistically as possible model how the

external environment poses a load on the targeted system. In our first study, we could clearly

see the need for a simple and predictable multi-programmed workload model. The reason is

that we are considering mobile terminals with a high level of flexibility much like todays

workstations, thus the environment is very dynamic and its characteristics heavily depends on

the behaviour of the user. The burstyness of the workload are manifested in peaks in the work-

load where the performance demand is very high. These peaks do not occur often and they are

very difficult to capture with solutions that is based on predicting their arrival. Our proposed

workload model, which was used in our second and third study, is based on a web, I/O, and

disk traffic model with a bursty behaviour modelling based on self-similarity [22].

The workload model consists of applications from Mediabench, a benchmark suite that rep-

resents applications common in telecommunication environments i.e. speech recognition,

security, image compression, video compression [15]. We have divided these applications in

two sets; the first set consists of time-critical applications that have explicit deadlines, whereas

the second set consists of applications with no deadlines, thus they can be executed in best-

effort mode, meaning that they will be executed when there is time left after the high-priority

applications have finished their execution.

8 Future Work

There are many possible directions in which this research project could continue. The studies

done so far give a coarse-grained indication on the efficiency of the adaptive CMP. More in-

depth analysis is needed on the cause and effect of the architecture design and scheduling deci-

sions. Improvements and further studies can be done on scheduling algorithms and strategies,

in the realism of the simulation environment, and modeling methodology. All of these possible

improvements have been divided into short-term or long-term goals. The following sections

will describe them in more detail.

8.1 Short-Term Goals

Combining scheduling strategies

Every scheduling strategy we have proposed thus far have been evaluated in isolation with dif-

ferent workload scenarios. However, it is most likely that there is no single scheduling strategy

that is optimal for all possible workload scenarios. Therefore, it would be interesting to analyse

the effect of combining scheduling strategies and to dynamically shift between them according

to some predefined rule. The outcome would be that both response time of applications and the

energy consumption could be improved. This study will be done sometime during the second

quarter 2004.
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Measuring Operating System Overhead

Many microarchitectural simulators only simulate user-level activities, thus the effect, or over-

head, of the operating-system is seldom considered and presented in results from published

papers. We have addressed this issue to further increase the level of realism in our studies and

are currently under way to integrate a Linux kernel in our simulation environment [6]. The out-

come of this effort will give an unique possibility to estimate both performance and power con-

sumption overhead when applied to a CMP and to analyse trade-offs against competing

solutions. The effect of system-level events such as system calls, TLB miss handling, and

taskswitches will be fully visible, which will help to give a more broader view of the results.

This study will be done during the first and second quarter of 2004.

8.2 Long-Term Goals

Improving Power Models

As stated earlier, the static power consumption will increase its contribution to the total power

consumption. This is due to increased leakage currents by using coming generations of process

technologies. The models currently used for estimating power consumption in CMOS designs

usually only consider the dynamic power consumption whereas the static power consumption

is either modelled in a crude way or not at all. Therefore, better models for static power con-

sumption will be needed in order to make an more accurate estimation of the total power con-

sumed in devices implemented using coming process technologies. Furthermore, the power

consumption of the interconnect is estimated using simple wire capacitance formulas that

apply to simple buses. These formulas need to be updated to be able to model other topologies

and effects such as coupling capacitances.

Architectural Exploration of the CMP

Throughout our studies, we have estimated the effectiveness of the adaptive CMP using the

same architecture configuration, thus a CMP consisting of single-pipelined processors, a two-

level cache hierarchy, and an atomic bus as an interconnect structure. It would be most interest-

ing to make a more thorough study on other system configurations where the levels and sizes

of caches are varied and various interconnect topologies are evaluated. The processor models

can also be modified to see if other designs are more efficient.

Increasing the Programmability of the CMP

To increase the efficiency of the CMP, we would like to use a workload consisting of threaded

applications. Threaded application allows us to extract more fine-grained parallelism than

using a multi-programmed workload model. The problem is currently how to generate the

threads. It is known in general that one loses ease of programmability when going from uni-

processor systems to multi-processor systems. The task of programming a CMP is non-trivial

and a fair amount of hardware knowledge is needed before one can make efficient programs.

However, effort is being made to make this transition easier, such as OpenMP, which is an

Application Program Interface (API) that supports shared-memory parallel programming. By
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putting preprocessor directives in sequential source code, one can generate a threaded applica-

tion suitable for the ACMP. The applicability of OpenMP for the ACMP is an interesting study

that could be made in the future.

Future Scheduling Directions of Adaptive CMPs

We have only started to investigate the endless possibilities of the adaptive CMP platform. We

have shown using simple scheduling strategies that it can be very efficient in terms of both per-

formance and power consumption. However, there are a number of possible studies that

directly comes to mind when considering future directions. It is known that the drawback of a

multi-processor system compared to an uniprocessor is the case of when TLP is low, thus when

there are only few applications available for execution. In this case, the uni-processor can run

this application in its maximum frequency (f), whereas a processor in a CMP typically has a

maximum frequency of f/N (N is number of processors). Early on, M. B. Srivastava et. al.

stated that the an optimal multi-processor would be a system consisting of a number of proces-

sors with modest capability and one high-performance processor to handle the cases with low

TLP [20]. To alleviate this problem, one might consider a CMP where each processor has the

capability to dynamically change its frequency and where the maximum frequency is f, but

typically f/N. In this case, when TLP is low, one can shut down all processors except one

whose frequency is raised to f. This way, we can efficiently handle the cases then TLP is both

low and high. However, one need to consider the consequences of using this strategy so that

the overhead with shutting down and waking up processors is not higher than the gains of

using this approach.
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