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Abstract 
 

Metadata are data about data. They describe characteristics and content of 
an original piece of data. Geographical metadata describe geospatial data: 
maps, satellite images and other geographically referenced material. Such 
metadata have two characteristics, high dimensionality and diversity of 
attribute data types, which present a problem for traditional data mining 
algorithms.  

Other problems that arise during the exploration of geographical metadata 
are linked to the expertise of the user performing the analysis. The large 
amounts of metadata and hundreds of possible attributes limit the exploration 
for a non-expert user, which results in a potential loss of information that is 
hidden in metadata.  

In order to solve some of these problems, this thesis presents an approach 
for exploration of geographical metadata by a combination of automatic and 
visual data mining.  

Visual data mining is a principle that involves the human in the data 
exploration by presenting the data in some visual form, allowing the human 
to get insight into the data and to recognise patterns. The main advantages of 
visual data exploration over automatic data mining are that the visual 
exploration allows a direct interaction with the user, that it is intuitive and 
does not require complex understanding of mathematical or statistical 
algorithms. As a result the user has a higher confidence in the resulting 
patterns than if they were produced by computer only. 

In the thesis we present the Visual data mining tool (VDM tool), which 
was developed for exploration of geographical metadata for site planning.  
The tool provides five different visualisations: a histogram, a table, a pie 
chart, a parallel coordinates visualisation and a clustering visualisation. The 
visualisations are connected using the interactive selection principle called 
brushing and linking.  

In the VDM tool the visual data mining concept is integrated with an 
automatic data mining method, clustering, which finds a hierarchical 
structure in the metadata, based on similarity of metadata items. In the thesis 
we present a visualisation of the hierarchical structure in the form of a 
snowflake graph.  
 
Keywords: visualisation, data mining, clustering, tree drawing, geographical 
metadata. 
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Introduction  
 

Search and selection of available geographical data is one of the main 
tasks in geographical applications. Nowadays huge amounts of geographical 
data are stored in databases, data warehouses and geographical information 
systems, and these data collections are rapidly growing. Considering this and 
the user’s lack of awareness about available geographical data, it is 
necessary to provide tools to assist the user in the task of data selection. 

The concept of metadata was applied to geographical data in order to 
determine the availability and suitability of a geographical dataset for an 
intended use. Geographical metadata describe geospatial data: maps, satellite 
images and other geographically referenced material. Such metadata describe 
availability of data for specific geographical locations, fitness for use of the 
available datasets for the purpose defined by the user, accessibility of the 
data identified as desirable by the user and information needed to acquire 
and process the data. Geographical metadata have two distinct 
characteristics, high dimensionality and diversity of attribute data types. In 
recent years an increasing amount of geographical metadata has been 
produced, forming a vast potential source of information for the user of 
geographical datasets.  

By the word “data” we usually mean the recorded facts. The word 
“information” however denotes the set of underlying meaningful patterns in 
the data. The information is potentially important, but has not yet been 
discovered. Data mining is the discipline that deals with this task: to extract 
previously unknown and potentially useful information from data.  

The research described in this thesis addresses some of the issues and 
problems of exploration of geographical metadata. We introduce a 
combination of automatic and visual data mining methods to explore such 
metadata. 

The thesis consists of two parts. The theoretical background is given in 
chapters 1, 2 and 3, while chapter 4 presents a new application of automatic 
and visual data mining on geographical metadata and chapter 5 conclusions 
and plans for future research. 

Chapter 1 gives an overview of data mining. First we present several 
classifications of data mining methods. Several current applications of data 
mining are described, focusing on applications on geospatial data. Finally 
some common data mining algorithms are described, with focus on 
clustering, which is the algorithm that we use in our approach for exploration 
of geographical metadata. 

Chapter 2 introduces information visualisation, describes its role in data 
mining and gives a survey of visualisation methods. We also briefly discuss 
how to create a visual data mining application. 
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Chapter 3 is about geographical metadata. We give an overview of 
various standards and definitions of geographical metadata and discuss 
problems and challenges for data mining in such data. Some existing 
geographical metadata information systems and mining applications are also 
mentioned. 

Chapter 4 describes the Visual data mining tool, which is based on a 
combination of automatic and visual data mining methods and was created 
for exploration of geographical metadata for site planning. We describe the 
visualisations provided in the VDM tool as well as clustering, an automatic 
data mining algorithm that is part of the tool. To integrate clustering with the 
visual exploration we developed a special visualisation of the clustered 
structure, a snowflake graph. The construction of this structure is described 
in detail. Finally, an example of a practical application of the VDM tool on 
geographical metadata is given. 

The thesis ends with a discussion of results and plans for future research 
in chapter 5. 
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1. Data Mining 
 
1.1. Definition and goal of data mining 
 

During the last decades the development of the technology for acquiring 
and storing digital data resulted in the existence of huge databases. This has 
occurred in all areas of human activity, from the every day practice (such as 
telephone call details, credit card transaction data, governmental statistics, 
etc.) to the more scientific data collection (such as astronomical data, 
genome data, molecular databases, medical records, etc.). These databases 
contain potentially useful information, which might be of value of the owner 
of the database. The discipline concerned with extracting this information is 
data mining (Hand et al., 2001).  

Fayyad and Grinstein (2002) define data mining as follows: 
 
Data mining  is the process of identifying or discovering useful and as 

yet undiscovered structure in the data. 
 
The term structure refers to patterns, models or relations over the data. A 

pattern is classically described as a congested description of a subset of data 
points. A model is a statistical description of the entire dataset. A relation is 
a property describing some dependency between attributes over a subset of 
the data. 

The definition above refers to observational data as opposed to 
experimental data. Data mining typically deals with data that have already 
been collected for some purpose other than the data mining analysis. This 
means that the data mining did not play any role in the strategy of how this 
data was collected. This is the significant difference between data mining 
and statistics, where data are often collected with a task in mind, such as to 
answer specific questions, and the acquisition method is adapted accordingly 
(Mannila, 2002). 

The patterns and relationships discovered in the data must be novel. 
There is not much point in rediscovering an already known relationship 
within the data, unless the task is to confirm a prior hypothesis about the 
data. Novelty itself is not the only property of the relationships we seek. 
These have to be understandable and meaningful as well as novel, to bring 
some new knowledge to the user (Hand et al., 2001). 

The datasets examined in data mining are often large. Small datasets can 
be efficiently explored by traditional statistical data analysis. Large amounts 
of data pose problems different from those encountered in classical statistical 
analysis. These problems relate to logistical issues such as how to store and 
access the data as well as more fundamental questions, such as how to ensure 
the representativeness of data, or how to decide whether an apparent 
relationship is not just an arbitrary occurrence not reflecting reality (Hand et 
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al., 2001). The logistical issues have been gradually separated from the 
actual mining in the course of the technological development and are often 
referred to as data warehousing. Data warehousing is a process of organising 
the storage of large, multivariate data sets in a way that facilitates the 
retrieval of information for analytic purposes (StatSoft, 2004).  

Data mining is often set in the broader context of knowledge discovery in 
databases – KDD. The KDD process involves several stages: selecting the 
target data, pre-processing the data, transforming the data if necessary, 
performing data mining to extract patterns and relationships, and, finally, 
interpreting the discovered relationships (Hand et al., 2001). Traditionally 
the field of KDD relates to several other fields of data exploration: statistics, 
pattern recognition, machine learning and artificial intelligence. Statistics 
applies various mathematical and numerical methods to determine the fit of 
mathematical models to the data. It usually focuses on methods for verifying 
a prior hypothesis about the data and determines the level of the fit of a 
model to a small set of data points, which represent the observations. The 
decision on which models to use and the assessment of the fit of the model to 
the data is performed by the human user – the statistician. The completely 
opposite concept of data exploration, originating from the computational 
approach, has over the last decades emerged in computer science. The 
concept is based on algorithmic principles that enable the detection or 
extraction of patterns and models from data without involvement of the 
human user. This concept evolved into several related fields: pattern 
recognition, artificial intelligence, machine learning and knowledge 
discovery in databases. All these focus on automation rather than on a 
human driving the data exploration process (Fayyad and Grinstein, 2002).  

Each of these data exploration fields provides valuable tools for 
extracting knowledge from increasingly larger databases. Humans inhabit 
low-dimensional worlds. We can perceive and analyse three or four 
dimensions of the physical world and some additional ones if we count all 
the natural senses. But how are we to deal with data that has one hundred 
dimensions? Or one thousand? Or even tens of thousands, which is 
sometimes the case in scientific and commercial data. The construction of 
computational tools that reduce the complexity of the higher dimensions to a 
human-perceptible level of a few dimensions has thus become indispensable. 
Today’s data mining algorithms are increasingly more complex and draw on 
computational and mathematical methods from a number of fields, such as 
probability theory, information theory, estimation, uncertainty, graph theory 
and database theory (Fayyad and Grinstein, 2002). 
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1.2. Classifications of data mining methods 
 

Data mining methods can be classified according to several different 
criteria. In this section we present three classifications, based on the mining 
task, the extent of the mining and the data to be mined. 
 
 
1.2.1. Classification according to the task 
 

Data mining methods are classified into three distinctive groups 
according to the exploration task: predictive data mining, exploratory data 
mining and reductive data mining (StatSoft, 2004). 
 
 
Predictive data mining 

The goal of predictive data mining is to identify a model or a set of 
models in the data that can be used to predict some response of interest. This 
is the most common type of data mining and consists of the following three 
steps: data exploration, model building or pattern identification and finally 
model application. The exploration stage begins with pre-processing of the 
data to bring it into a manageable form and continues with the exploration 
methods, which range from simple regression models to elaborate 
exploratory analyses, depending on the nature of the data mining problem. 
The goal of the exploration stage is to identify the most relevant variables 
and determine the complexity of the models that can be taken into account in 
the next stage. The second stage of the predictive data mining, the model 
building, involves considering various models and choosing the best one 
based on their predictive performance. In the final stage, the model 
application, the best model selected in the previous stage is applied to the 
new data in order to generate predictions or estimates of the expected 
outcome (StatSoft, 2004).  

Methods used in predictive data mining include classification, regression, 
bagging, boosting and meta-learning.  

The aim of predictive data mining is to build a model that will permit the 
value of one variable be predicted from the known values of other variables. 
The two most common methods that deal with such a problem are 
classification and regression. In classification the variable being predicted is 
categorical while in regression it is quantitative. A large number of methods 
have been developed in statistics and machine learning for these two 
approaches (Hand et al., 2001). 

Bagging, also known as voting or averaging, combines the predictions 
generated from multiple models or from the same type of model for different 
learning data. Multiple predictions are generated and the one that is most 
often predicted by different models, is taken as the final one.  
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Boosting is a method that generates a sequence of data mining models 
and then derives weights to combine the predictions from those models into 
a single prediction, a weighted average of models. 

Another method to combine predictions from different models is meta-
learning. The predictions are used as an input into a meta-learner, which 
attempts to combine them in order to create a final best predicted 
classification. The meta-learner is most commonly a neural-network system, 
which will attempt to learn from the data how to combine the predictions 
from the different models to yield maximum accuracy (StatSoft, 2004). 

 
 

Exploratory data mining 
The task in exploratory data mining is to explore the data and to identify 

hidden structures. The methods for exploratory mining include 
computational methods for exploratory data analysis, drill-down analysis, 
neural networks and graphical methods (StatSoft, 2004). 

The computational methods for exploratory data analysis can be grouped 
into basic statistical methods and more advanced multivariate exploratory 
methods, designed to identify patterns in multivariate datasets. The basic 
statistical methods include examining the distribution of the variables, 
analysis of correlation of matrices and frequency tables. Some of the most 
common multivariate methods are cluster analysis, factor analysis, 
discriminant function analysis, multidimensional scaling, linear and non-
linear regression, correspondence analysis, time series analysis and 
classification trees (StatSoft, 2004). 

Drill-down analysis denotes the interactive exploration of data. The 
process begins by considering some simple break-downs of data by a few 
variables of interest. Various descriptions are produced for each group, such 
as tables, histograms, statistics and graphical summaries. These descriptions 
help the user to drill-down the data and decide to work with a smaller subset 
of data that fits his requirements. The process is repeated until the bottom 
level with raw data is reached (StatSoft, 2004).  

Neural networks are analytic methods, designed after the processes of 
learning in the human cognitive system and the neurological functions of the 
brain. The brain functions as a highly complex, non-linear and parallel 
computer and an artificial neural network tries to emulate the analysis 
performed by the brain through a learning process. The neural network is a 
massively parallel distributed processor made up of simple processing units - 
neurons, which has a natural ability for storing experiential knowledge and 
making it available for use in further analysis. The knowledge is acquired by 
the network from its environment through a learning process and stored in 
the interneuron connections, in the synaptic weights. The procedure used to 
perform the learning process is called a learning algorithm, the function of 
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which is to modify the existing synaptic weights of the network according to 
the learned knowledge (Haykin, 1998). 

Graphical data visualisation methods can help with the identification of 
relations, trends and biases hidden in unstructured datasets. These include 
brushing, fitting, plotting, data smoothing, overlaying and merging of 
multiple displays, categorising data, splitting or merging subsets of data in 
graphs, aggregating data in graphs, identifying and marking subsets of data 
that meet certain specific conditions, shading, plotting confidence areas and 
confidence intervals, generating tessellations and spectral planes, layered 
compressions and projected contours, data image reduction methods, 
interactive and continuous rotation, cross-sections of three-dimensional 
displays and selective highlighting of specific subsets of data (StatSoft, 
2004). 
 
 
Reductive data mining 

The objective of reductive data mining is data reduction. The goal is to 
aggregate or amalgamate the information in very large datasets into smaller 
manageable subsets. Data reduction methods vary over a range of methods, 
from simple ones such as tabulation and aggregation, to more sophisticated 
methods, such as clustering or principal component analysis (StatSoft, 2004). 

Clustering is a method of dividing available data into groups - clusters, 
which share similar features. The similarities are not known in advance, the 
process finds them while running and is therefore an unsupervised statistical 
learning method. Instead of using the data items, the user can base his further 
analysis on the resulting data groups (Jain et al., 1999).  

Principal component analysis finds a projection of the multidimensional 
data on the two-dimensional display space, which has the property that the 
sum of squared differences between the data points and their projections to 
this plane is minimal. This two-dimensional plane is spanned by the linear 
combination of the dimensions that has the maximum sample variance. This 
variance shows the extent of largest variability of the data to the user. In this 
case the reduction does not consider the amount of data, but the number of 
dimensions (Hand et al., 2001) 
 
 
1.2.2. Local and global data mining 

 
Mannila (2002) divides data mining into global methods, which try to 

model the whole data, and local methods, which try to find useful patterns 
occurring in the data.  

One tradition in data mining views the mining as the task of 
approximating the distribution. Once we understand the distribution of data, 
we can compute all sorts of statistics and measures from it. The idea behind 
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this concept is to develop modelling and descriptive methods that 
incorporate an understanding of the generative process producing the data, 
which makes this process global in nature. This approach is often referred to 
as probabilistic modelling. 

The other tradition focuses on discovering frequently occurring patterns 
in the data. Each pattern and its frequency indicate only a local property of 
the data and can be understood without having information about the rest of 
the data. But while the patterns themselves are local, the collection of 
patterns gives some global information about the dataset. 

Mannila (2002) discusses the problem of merging the two approaches by 
connecting the frequencies of certain patterns in the data with the underlying 
joint distribution of the data. 
 
 
1.2.3. Classification according to the type of data and the mining 
environment 
 

Hsu (2003) classifies several current and future trends in the data mining 
field according to the type of data used and the mining environment. In this 
section we present an overview of his classification. The trends include web 
mining, text data mining, distributed or collective data mining, ubiquitous 
data mining, hypertext and hypermedia mining, visual data mining, 
multimedia data mining, spatial and geographical data mining, time series 
and sequence data mining, constraint-based data mining and phenomenal 
data mining. 

 
 

Web mining 
Web mining is the extraction of interesting and potentially useful patterns 

and implicit information from artefacts or activity related to the world wide 
web. The main tasks of this type of mining include retrieving web 
documents, selection and analysis of web information, pattern discovery in 
and across web sites and analysis of the discovered patterns. It is categorised 
into three areas: web-content mining, web-structure mining and web-usage 
mining (also known as web-log mining). Web-content mining is concerned 
with the knowledge discovery from web-based data, documents and pages. 
Web-structure mining tries to extract knowledge from the structure of web 
sites, using the hyperlinks and other linkages as the data source. Web-usage 
mining is focused on the behaviour of the web user, it models how a user 
will use and interact with the web (Hsu, 2003). 
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Text data mining 
The amount of the information in the raw text is vast, but it is a difficult 

source of data to mine and analyse automatically due to the unstructured way 
in which the information is coded in the text. Major methods of text data 
mining include feature extraction, clustering and categorisation. Feature 
extraction attempts to discover significant vocabulary from within a natural 
language text document. Clustering groups documents with similar contents 
into dynamically generated clusters. Text categorisation takes samples that 
fit into pre-determined categories or themes, these are fed into a trainer, 
which generates a classification used to categorise other documents (Hsu, 
2003). 

 
 

Distributed or collective data mining 
Most of the data mining currently developed is focusing on a database or 

a data warehouse physically located in one place. Distributed or collective 
data mining however deals with a case when data is located in different 
physical locations. The goal is to effectively mine distributed data located in 
heterogeneous sites, applying a combination of localised data analysis 
together with a global data model, which combines the results of the separate 
analyses (Hsu, 2003). 

 
 

Ubiquitous data mining 
The development of mobile devices, such as laptops, palmtops, mobile 

phones and wearable computers allows an ubiquitous access to large 
amounts of data. Ubiquitous computing is being expanded with the advanced 
analysis of data to extract useful knowledge that can be used on the spot. The 
key issues consider theories of ubiquitous data mining, algorithms for mobile 
and distributed applications, data management issues and architectural issues 
(Hsu, 2003). 

 
 

Hypertext and hypermedia data mining 
Hypertext and hypermedia data mining use as an input data that includes 

text, hyperlinks, text mark-ups and other forms of hypermedia information. 
It is closely related to web mining, but has a wider range of potential data 
sources, including online catalogues, digital libraries, online information 
databases and hyperlink and inter-document structures as well as the 
hypertext sources used in web mining (Hsu, 2003). 
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Visual data mining 
Visual data mining is based on the integration of concepts from computer 

graphics, information and scientific visualisation methods and visual 
perception in exploratory data analysis. Visualisation is used as a 
communication channel between the user and the computer in order to 
discover new patterns in the data. The concept integrates the human ability 
of perception with the computational power and storage capacity of the 
computer (Hsu, 2003). 

 
 

Multimedia data mining 
Multimedia data mining is the mining of various types of data, such as 

images, video and audio data and animation. It is related to the areas of text 
mining as well as hypertext and hypermedia data mining. An interesting area 
is audio data mining – mining the music. The idea is to use audio signals to 
indicate the patterns of data or to represent the features of the data mining 
results (Hsu, 2003). 

 
 

Spatial and geographic data mining 
Spatial and geographic analyses include a more complex kind of data 

than the typical statistical or numeric data. Much of this data is image-
oriented and can represent a great deal of information if properly analysed 
and mined. Tasks include understanding and browsing spatial data, 
uncovering relationships between spatial data items and between non-spatial 
and spatial items, as well as using spatial databases. This kind of applications 
are found in fields like astronomy, environmental analysis, remote sensing, 
medical imaging, navigation, etc. (Hsu, 2003). 

 
 

Time series and sequence data mining 
Time series data mining involves the mining of a sequence of data that 

can either be referenced by time or is simply a series of data that are ordered 
in a sequence. One aspect here focuses on identifying movements that exist 
within the data. These can include long-term or trend movements, seasonal 
variations, cyclical variations and random movements. Other methods 
include similarity search (occurrence of the same pattern as a given one), 
sequential pattern mining (frequent occurrence of similar patterns at various 
time points) and periodicity analysis (identification of recurring patterns) 
(Hsu, 2003). 
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Constraint-based data mining 
Many of the automatic data mining methods lack user control. One form 

of integrating a form of user involvement into the data mining process is to 
introduce constraints that guide the process. These include knowledge 
constraints that specify the type of knowledge to be mined, data constraints 
that identify the data to be used in a specific task, level constraints which 
identify the level or dimensions to be used in the current data mining query 
and rule constraints which specify the specific rules that should be applied 
for a particular data mining task (Hsu, 2003). 

 
 
Phenomenal data mining 

Phenomenal data mining focuses on the relationships between data and 
the phenomena that are inferred from the data. An example are inferred 
phenomena such as age, income, etc. of the customers in a supermarket from 
the receipts of purchases (Hsu, 2003). 

 
 
1.3. Applications of data mining 
 

Data mining can be found in many areas of human activity, from daily 
life to scientific applications. In this section we present an overview of 
scientific applications of data mining as described in Han et al. (2002): in 
biology and medicine, in telecommunications and in climatology and 
ecology. Han et al. (2002) also discusses data mining in geospatial data, but 
we leave that for the next section, where we explicitly focus on data mining 
applications for such data. 

 
 

Data mining in biomedical engineering 
Biology has in the last years been in the whirl of an informational 

revolution. Large scale databases of biological data are being produced, 
which requires biologists to create systems for organising, storing and 
analysing it. As a result, biology has changed from a field dominated by the 
“formulate hypothesis, conduct experiment, evaluate results” approach to a 
more informationally directed field, with a “collect and store data, mine for 
new hypotheses, confirm with data or experiment” approach (Han et al., 
2002).  

Bioinformatical data mining explores data from biological sequences and 
molecules, produced by DNA sequencing and mapping methods. Some of 
the main challenges include protein structure prediction, genomic sequence 
analysis, gene finding and gene mapping (Hsu, 2003). Various methods have 
been developed to explore genome data, aimed primarily at identifying 
regular patterns or similarities in the data. Commonly used analysis methods 
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include clustering methods, methods based on partitioning of data as well as 
various supervised learning algorithms (Troyanskaya et al., 2001). 

Another major challenge for data mining in biomedicine is the integration 
of data from various sources, such as molecular data, cellular data and 
clinical data in a way that allows the most effective knowledge extraction 
(Han et al., 2002). 

 
 

Telecommunications 
Data collected in the telecommunications field has an advantage over 

other types of data, being of a very high quality. The most common data type 
here is a stream of call records in telephony, which can be used for toll-fraud 
detection (Han et al., 2002). 

Telecommunications fraud is a world-wide problem. The percentage of 
fraudulent calls is small with respect to overall call volume, but the overall 
cost is significant, since the calls are usually to mobile or international 
numbers, which are the most expensive to call to. The frauds are also 
dynamic: as soon as the call bandits realise they are in danger of being 
detected, they circumvent the security measures by inventing new diversions 
(Cox et al., 1997).  

In toll-fraud detection data mining was used to change the ways for how 
anomalous calls were detected. Fraud detection has moved from global 
threshold models which were used before the 1990s and produced many 
false alarms, to customised monitoring of land and mobile phone lines, 
where data mining methods based on customer’s historic calling patterns are 
used. Methods for detecting telephone-fraud data were also developed using 
other types of data mining, for example visual data mining (Cox et al., 
1997). 

Similar methods are applied to credit card transactions, where the data 
type of streams of records is similar to the telephone data  (Han et al., 2002).  

 
 

Climatological and ecological data 
The large amount of climatological and environmental data collected 

through Earth-observation satellites, terrestrial observations and ecosystem 
models offers an ideal opportunity to predict and prevent future ecological 
problems on our planet. Such data consists mostly of Earth imagery and can 
be used to predict various atmospheric, land and ocean variables. Data 
mining methods includes modelling of ecological data as well as spatio-
temporal data mining (Han et al., 2002).  

The difficulties of mining environmental and climatological data are 
numerous. For example, in the spatial domain, the problem is too many 
events, while in the temporal domain the events are rare (as some events 
occur only seldom, for example, El Niño occurs only every four to seven 
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years). Another problem is connected to integrating data from heterogeneous 
sources: earlier data come from manual terrestrial observations, while newer 
data originate from satellites. Once patterns are discovered, it is difficult to 
distinguish the spurious ones from the significant ones, since completely 
coincidental correlations can exist in otherwise non-correlated data. When 
genuine patterns are discovered, a human expert with domain knowledge is 
needed to identify the significance of the patterns (Han et al., 2002). 

Methods for analysing climatological and environmental data include 
statistical methods, clustering and association rules as well as visual data 
mining (Han et al., 2002, Macedo et al., 2000). 
 
 
1.4. Data mining of geospatial data 
 
1.4.1. Problems and challenges when mining geospatial data 
 

Due to the development of data collection and data processing 
technologies, the amount and coverage of digital geographic datasets have 
grown immensely in the last years. These include vast amounts of 
georeferenced digital imagery, acquired through high-resolution remote 
sensing systems and other monitoring devices as well as geographical and 
spatio-temporal data collected by global positioning systems or other 
position-aware devices. International information infrastructure initiatives 
facilitate data sharing and interoperability making enormous amounts of 
spatial data sharable worldwide (Han et al., 2002). 

Traditional spatial analysis methods can effectively handle only limited 
and homogeneous data. Geospatial data is neither. Geospatial databases are 
typically large and the data heterogeneous. Therefore data mining  methods 
have to be developed which can handle the new forms of geospatial data, not 
only the traditional raster and vector formats, but also semi-structured and 
unstructured data, such as georeferenced streams and multimedia data. The 
methods would also need to be able to deal with geographical concept 
hierarchies, granularities and sophisticated geographical relationships, such 
as non-Euclidean distances, direction, connectivity, attributed geographical 
space and constrained structures (Han et al., 2002). 

Current methods for analysing geospatial data include spatial clustering 
algorithms, outlier analysis methods, spatial classification and association 
analysis and visual data mining methods (Han et al., 2002). 
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1.4.2. Data mining applications for geospatial data 
 
In this section we present some existing data mining applications for 

geospatial data. 
 
 

Naval planning applications 
Ladner and Petry (2002) present an integration of three distinct data 

mining methods into a geospatial system used for prediction of naval 
conditions for advisory information to naval planners for amphibious 
operations. The first method is a regression algorithm from the support 
vector approach, which builds predictive models of sea conditions from data 
about waves, winds, tides and currents. The other two algorithms are the 
attribute generalisation and the association rules algorithm that provide a 
generalisation of some potentially relevant aspects of the data being 
considered. These two were applied to sea-floor data from ten different 
locations all over the world. The intention was to characterise various sea 
bottom areas for the planning of a mine deployment/hunting missions. 
 
 
Statistical and spatial autocorrelation model for spatial data mining 

Chawla et al. (2001) present an approach for supervised spatial data 
mining problems, PLUMS – Predicting Locations Using Map Similarity. 
The model consists of a combination of a statistical model and a map 
similarity measure. The goal is to incorporate the characteristic property of 
spatial data – the spatial autocorrelation – in the statistical model. The model 
is evaluated by comparing its performance to other spatial statistical methods 
on a set of bird-nesting data. 
 
 
Spatial analysis of vegetation data 

May and Ragia (2002) apply data mining to vegetation data in order to 
discover dependencies of a plant species on other species, on local 
parameters and on non-local environment parameters. The data used are 
vegetation records, which contain information about which plants occur 
together at a certain site. They are the basis for classifying plant 
communities and are used for determining ecological conditions favourable 
for the existence of a community. The data mining method applied is 
subgroup mining, which is used to analyse dependencies between a target 
variable (the occurrence of plant species) and a large number of explanatory 
variables (the occurrence of other species and various ecological 
parameters). The method searches for interesting subgroups that show some 
type of deviation. The approach was applied to a biodiversity dataset 
recorded in Niger, where vegetation records were georeferenced and 
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associated with a set of environmental parameters including climate data and 
soil information.  

The analysis was performed using a spatial data platform SPIN!, which 
integrates GIS and data mining algorithms adapted to spatial data (May and 
Savinov, 2003). 
 
 
Spatio-temporal data mining of typhoon images 

Kitamoto (2002) introduces a system IMET – Image Mining 
Environment for Typhoon analysis and prediction, which is designed for the 
intelligent and effective exploration of a collection of typhoon images. The 
collection consists of several ten thousands of typhoon images from both 
hemispheres in which typhoon cloud patterns are discovered using several 
data mining algorithms. Principal component analysis is applied to reduce 
dimensionality. The principal component analysis results reveal latitudinal 
structures and spiral bands. Clustering shows an ordering in the typhoon 
cloud patterns and can be used for prediction. Temporal data mining 
methods are also applied to the image collection, but the results are not 
satisfactory due to the difficulties associated with the non-linear dynamics of 
the atmosphere. 

 
 

Visual data mining of spatial data sets 
Keim et al. (2003) present an overview of several visualisation systems 

for analysis of spatial data. Three problems are tackled: consumer analysis, 
e-mail traffic analysis and census demographics. The authors use different 
visualisation systems for point-, line- and area-phenomena to show that the 
visualisation of spatial data can be helpful for exploration of large spatial 
datasets. 

Another system that implements visual data mining for geospatial data is 
GeoVISTA Studio, which is a codeless programming environment that 
supports construction of sophisticated geoscientific data analysis and 
visualisation programs. It offers an experimental environment within which 
the systems for exploratory data analysis, knowledge discovery and other 
data modelling and visualising can be developed by the geoscientists 
themselves, who are thus able to focus on solving their domain problems 
rather than on tedious programming. Various visualisations are offered 
within the environment. Two experiments are demonstrated to show the 
ability of the system: an environmental assessment of land cover 
classification in the analysis of a forest habitat and a study of county-level 
similarities and differences on socio-demographic data (Takatsuka and 
Gahegan, 2002). 

A system called Descartes implements visual exploration of spatially 
georeferenced data, such as demographics, economical or cultural 
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information about geographical objects or locations. It consists of automated 
presentations of data on maps and facilities to interactively manipulate these 
maps. The system selects suitable visualisation methods according to 
characteristics of the variables to be analysed and relationships among those 
variables. The goal of the system is to use the embedded cartographic 
knowledge in order to present the non-cartographers with automatically 
generated proper presentations of their data, thus saving the users’ time for 
more important tasks such as data analysis and problem solving. (Andrienko 
and Andrienko, 1999). Additionally the system offers an intelligent guidance 
subsystem, which makes the tool easy to understand and use, since it is 
intended for a broad community of users and accessible through internet 
(Andrienko and Andrienko, 2001). Lately the system has been extended by 
new visualisation methods for spatio-temporal and time series data mining 
(Andrienko et al., 2003) as well as receiving a new name, the CommonGIS 
system (CommonGIS, 2004). 

 
 

1.5. Some common data mining algorithms 
 
In this section we give an overview of some of the most common data 

mining algorithms and a more detailed description of clustering, which was 
the automatic data mining algorithm used in our application as presented in 
chapter 4.  

 
 

1.5.1. An overview of the basic data mining algorithms 
 
Data mining algorithms look for structural patterns in data which can be 
represented in a number of ways. The basic knowledge representation styles 
in the data are rules and decision trees. They are used to predict a value of 
one or several attributes from the known values of other attributes or from 
the training set data. Rules are also adaptable to numeric and statistical 
modelling. Other structural patterns in date are instance-based 
representations, which focus on the instances themselves, and clusters of 
instances (Witten and Frank, 2000). This section gives a brief description of 
the data mining methods that generate the above-mentioned knowledge 
representations: rules, decision trees, instance-based representation and 
clusters. 
 
 
Classification rules 

Classification rules aim at dividing the dataset into several groups or 
classes, defined by the different values of the predicted attribute. A 
classification rule consists of two parts: the antecedent or the precondition 



17 

and the consequent or the conclusion. The antecedent is a series of tests that 
usually compare an attribute value to a constant, while the consequent 
determines the class or classes that apply to an instance covered by the rule 
or perhaps a probability distribution over the classes for a particular attribute 
that is being predicted. The preconditions are connected in a logical 
conjunction, while the rules themselves are usually connected in a 
disjunction. An example of classification rules for weather data on attributes 
“outlook”, “temperature” and “wind” that predicts an attribute which tells us 
if it is a good time to go for a walk, is: 

 
If outlook=sunny AND temperature = mild AND wind = none THEN walk=yes. 
If outlook=rainy AND temperature = cold AND wind = strong THEN walk=no. 
 

These two rules predict the value of the attribute “walk” according to the 
values of three other attributes. In this case the data has been split into two 
classes, one where the value of the “walk” attribute is “yes” and another one 
where the value of this attribute is “no”.  

There are several ways to create classification rules. The simplest is the 
“one-rule” 1R algorithm, which generates a set of rules that all test one 
particular attribute. For each value of this attribute, the algorithm finds the 
class of the predicted attribute that appears most frequently in the training 
data and assigns this class to all the data instances that are being tested.  

Another approach to create classification rules is by coverage: we take 
each class and try to find a rule that splits the dataset into a subset that is 
inside (covered by) this class and a subset which is not covered by the class. 
By adding the tests to each rule we can partition the data at different levels 
of error (Witten and Frank, 2000). 
 
 
Statistical modelling 

Statistical modelling allows all attributes to make contributions to the 
decision about the classification of each data instance. The assumption is that 
all the attributes are equally important and independent of one another, 
which is unrealistic for real-life datasets. The method is based on the well 
known Bayes’s rule of conditional probability: if we have a hypothesis H 
and evidence E, which follows from that hypothesis, then the probability of 
H given E equals: P(H/E) =(P(E/H)P(H)) /P(E). For each hypothesis H the 
evidence E can be broken into several pieces of evidence Ei, depending on 
all given attributes. Assuming these attributes are independent of each other, 
we can substitute the P(E/H) with the product of conditional probabilities 
P(Ei/H), and determine the value P(H), which is the prior probability, from 
the training data. This method is know as “Naïve Bayes”, because it is based 
on Bayes’s rule and naively assumes independence. It works well when 
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combined with the pre-processing attribute selection procedures that serve to 
eliminate non-independent attributes (Witten and Frank, 2001). 
 

 
Decision trees 

A decision tree is a tree that classifies each data instance by applying to it 
a test at each node. The instance is entered to the tree at the root and passed 
down from the parent node to one of the children nodes according to the test 
performed in the parent node. When the data instance reaches a leaf node, a 
class is assigned to it. The leaf nodes give a classification or a set of 
classifications or a probability distribution over all possible classifications to 
each data instance that reaches the leaf.  

The trees can be of various types. If the attribute that is tested at a node is 
a nominal one, the number of children is the number of possible values of 
the attribute. In this case the attribute tested will not be tested again further 
down in the tree, since the children nodes cover all its possible values. If the 
attribute is numeric, the test at the node determines whether its value is 
greater of lesser than a constant, giving a two-way split. The same attribute 
can be again tested lower in the tree against some other constant. 

The basic algorithm to construct a decision tree is the “divide and 
conquer” method. The “divide and conquer” algorithm selects the attribute to 
place at the root of the tree and makes one branch for each possible value. 
This splits the dataset into subsets, one for every value of the attribute. Then 
the process is repeated recursively for each of the subsets. If at any time all 
instances in one subgroup have the same classification, the algorithm has 
reached a leaf and stops developing this part of the tree. The only problem 
left is to decide which attribute to split on at each level to construct the 
optimal tree. Another problem is that the tree constructed by the “divide and 
conquer” algorithm is usually over fitted to the training data and does not 
generalise well to the whole set. This can be solved by pruning the tree. The 
two widely known algorithms that take care of these two problems are the 
C4.5 and C5.0 algorithms (Witten and Frank, 2001). 
 
 
Association rules 

Association rules are similar to classification rules, except that they can 
predict any attribute, not just the class, or even a combination of attributes. 
Another difference from the classification rules is that association rules are 
not intended to be used together as a set, as classification rules are, because 
different association rules generally predict different things. Because many 
different rules can be generated even from a small dataset, we narrow the 
interest to those that apply on a high number of instances and have a high 
accuracy, which means that the rule predicts correctly for a majority of 
instances it applies to (Witten and Frank, 2001). 
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Numeric prediction: linear models, support vector machines, regression and 
model trees 

Decision trees and rules work best with nominal attributes. For numeric 
attributes, there are three options: the numeric-value tests are included in the 
decision tree or classification rules, the values are prediscretised into 
nominal ones, or we can use methods that are specifically designed for 
numeric attributes such as linear models and their variations. 

The simplest numeric method is linear regression. Here the value of the 
class is predicted as a linear combination of the attributes with the 
predetermined weights – a hyperplane. The weights are calculated from the 
training data by optimisation: the sum of squared differences between the 
actual and predicted class values over the training dataset has to be minimal.  

Support vector machines are generalisations of the linear regression 
method. They use linear models to implement non-linear class boundaries. 
The algorithms transform the input data using a non-linear mapping into a 
new space, where the linear prediction model is used to find an appropriate 
hyperplane which gives the best prediction. This hyperplane is then mapped 
back into the initial space, where it yields a non-linear classification of data. 

In some cases decision trees can be used to predict numeric attributes. 
They are the same as the ordinary decision trees for nominal data, except that 
at each leaf they store either a class value that represents the average value of 
instances that reach that leaf or a linear regression model that predicts the 
class value of the instances that reach the leaf. The former kind of tree is 
called a regression tree, while the latter kind is called a model tree (Witten 
and Frank, 2001).  

 
 

Instance-based learning 
In instance-based learning the training examples are stored verbatim and 

a distance function is used to determine which member of the training set is 
closest to an unknown test instance. Once the nearest training instance has 
been located, its class is assigned to the test instance. This method is called 
the nearest neighbour method and the only difficulty about it is how to 
define the distance function, which is dependent on the type of the data we 
are dealing with. In some cases a predefined number k of nearest neighbours 
is determined, which are used to assign the class – this is the k-nearest 
neighbours method. The class of the test instance is derived in different 
ways: either by a simple majority vote over the k neighbours or using some 
other method to define the test instance class from the class values of the k 
neighbours (Witten and Frank, 2001). 
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1.5.2. Clustering 
 

Clustering is the unsupervised classification of data instances into 
groups/clusters according to similarity. These reflect some underlying 
mechanism in the domain from which the instances are drawn, which causes 
some instances to bear a stronger resemblance to each other than they do to 
the remaining instances (Witten and Frank, 2001).  

The difference between the unsupervised clustering and the supervised 
classification is that in the case of supervised classification the instances are 
assigned to predefined groups – classes, whose descriptions are obtained 
from the training set. In clustering the clusters are not predefined, but are 
data-driven instead: the grouping is obtained solely from data and generated 
without any involvement of training data (Jain et al., 1999). 

Similarity is determined according to some similarity measure, which can 
be of various kinds, depending on the type of data and exploration task. 
Common similarity measures are Euclidean distance with different metrics 
for different tasks, squared Mahalanobis distance, count-based measures for 
nominal attributes, similarity measures between strings for syntactic 
clustering, measures that take into account the effect of the neighbouring 
data points and others (Jain et al., 1999). 

In the simplest case a clustering algorithm assigns a cluster to each  
instance and the instance can belong to one cluster only. Other clustering 
algorithms allow one instance to belong to more than one cluster or they 
associate instances with clusters probabilistically rather than categorically. In 
this latter case there is a probability or a degree of membership in each 
cluster associated with each data instance. (Witten and Frank, 2001). 

Clustering algorithms can be either hierarchical or partitional. 
Hierarchical clustering produces a nested structure of partitions while 
partitional methods produce only one partition. Algorithms can be either 
agglomerative, which begin with each data instance that form the smallest 
possible clusters and then successively merge the clusters together until a 
stopping criterion is satisfied, or divisive, that begin with the complete set of 
data as one large cluster and perform splitting until again some stopping 
criterion is reached. Clustering can be hard, which allocates each data 
instance to a single cluster, or fuzzy, which assigns degrees of membership 
in several clusters to each data instance. A clustering algorithm can be 
deterministic or stochastic: this applies to partitional clustering, which 
optimises a squared error function. The optimisation can be performed either 
deterministically using traditional derivational methods or through a random 
search for the minimum (Jain et al., 1999). 

In the following we present an overview of four of the most common 
clustering algorithms according to Jain et al. (1999). 
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Hierarchical clustering 
Hierarchical clustering organises the clusters in a hierarchy. The root 

cluster represents all data instances available and is split into several subsets, 
each of them a cluster of items more similar to each other than to items in 
other subsets. These subsets form children nodes of the root. The children 
are then split recursively using the same method. The resulting structure of 
clusters is usually represented in the form of a mathematical tree and is 
called a dendrogram. The hierarchical structure of clusters shows the nested 
partitions of patterns and the similarity levels at which the partitions change. 
The data instances in the resulting tree are represented as the leaf-nodes on 
the lowest level in the tree structure, while the internal nodes represent 
metadata clusters on different levels of similarity (Jain et al., 1999, Fisher, 
1996). 

 Most hierarchical clustering algorithms are variants of the single-link 
and complete-link algorithms. These two differ in the way of defining the 
similarity  between two clusters. In the single-link method the distance 
between two clusters is the minimum of the distances between all pairs of 
data instances from the respective clusters. In the complete-link algorithm 
the distance between two clusters is the maximum of all pair-wise distances 
between data instances in both clusters (Jain et al, 1999).  

The most widely used systems that implement the hierarchical clustering 
are the COBWEB algorithm by Fisher (1987) for nominal attributes and 
CLASSIT algorithm by Gennari (1990) for numeric attributes (Witten and 
Frank, 2001).  

 
 

Partitional clustering 
A partitional clustering algorithm determines a single partition of the data 

instead of a hierarchical structure. Such algorithms have advantages in 
applications involving large datasets for which the construction of a 
dendrogram is computationally demanding. A problem for the use of 
partitional clustering algorithms is the choice of the number of desired 
output clusters. The partitional algorithms produce clusters by optimising a 
criterion function defined either locally on a subset of data or globally over 
the whole dataset (Jain et al., 1999). 

The best known partitional clustering method is the k-means algorithm. 
The parameter k represents the number of clusters that have to be constructed 
and has to be prespecified before the algorithm is run. In the first step of the 
algorithm k data points are chosen randomly to represent cluster centres. All 
other points are assigned to one of these k points according to Euclidean 
distance. Next, the mean or the centroid of all the points in each cluster is 
calculated – these centroids are then taken as the cluster centres on the next 
step and the whole procedure is repeated until cluster membership is stable, 
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which means that no data points change their cluster membership from one 
step to another (Witten and Frank, 2001). 

Jain et al. (1999) present several variations of the k-means method. One 
of the variations permits splitting and merging of the resulting clusters. The 
algorithm ISODATA employs this method. Another variation of the k-means 
clustering involves selecting a different criterion function, for example a 
Mahalanobis distance instead of the Euclidean distance (Jain et al., 1999). 

Graph theoretic clustering algorithms also fall into the group of 
partitional clusterings. The best known of these constructs a partition of the 
data by constructing the minimal spanning tree of the data points and then 
deleting the longest edges of this tree to generate clusters (Jain et al., 1999). 

 
  

Statistical clustering 
A statistical clustering algorithm is based on a mixture model of different 

probability distributions, one for each cluster. It assigns instances to classes 
probabilistically, not deterministically. The goal of clustering from the 
probabilistic perspective is to find the most likely set of clusters given the 
data and the prior expectations. A mixture is defined as a set of k probability 
distributions, representing k clusters. Each distribution gives the probability 
that a particular data instance would have a certain set of attribute values if it 
were known that to be a member of that cluster. Each cluster has a different 
distribution. Any instance really belongs to only one cluster, but it is not 
known which one. The clusters are also not equally likely, there is some 
probability distribution that reflects their populations. The clustering 
algorithm takes a set of instances and a prespecified number of clusters and 
determines out each cluster’s mean and variance and the population 
distribution between the clusters (Witten and Frank, 2001). 

The most well-known algorithm that implements this approach is the EM 
(Expectation Maximisation) algorithm. In this algorithm the parameters of 
the population distribution are unknown as are the mixing parameters and 
these are estimated from the data (Jain et al., 1999). 

A popular system implementing probabilistic clustering is AUTOCLASS 
by (Witten and Frank, 2001). 

 
 
Fuzzy clustering 

Traditional clustering algorithms generate partitions of data where each 
data instance belongs to one and only one cluster. The clusters in such a hard 
clustering are disjoint. Fuzzy clustering on the other hand associates each 
data instance with a membership function for each cluster. The output of 
such clustering is not a partition of data, but an assignation of cluster 
memberships to all data instances. Each cluster is a fuzzy set of all data 
instances (Jain et al., 1999). 
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The most popular fuzzy clustering algorithm is the fuzzy c-means (FCM) 
algorithm, which works in the same way as k-means algorithm, except that it 
uses fuzzy membership for the clusters instead of the usual binary 
membership (Jain et al., 1999). 
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2. Information visualisation in data mining 
 
2.1. Definition and goal of data visualisation 
 

When exploring data, humans look for structures, patterns and 
relationships between data elements. Such analysis is easier if the data are 
presented in graphical form, which is what visualisation is. A visualisation 
fulfils various purposes: it provides an overview of complex and large 
datasets, shows a summary of data and helps in the identification of possible 
patterns and structures in the data. The goal of the visualisation is to reduce 
complexity of a given data set and, at the same time, lose the least amount of 
information. (Fayyad and Grinstein, 2002) 

It is defined as follows: 
 
Visualisation is the graphical (as opposed to textual or verbal) 

communication of information (data, documents, structure) (Grinstein and 
Ward, 2002). 

 
A fundamental component of visualisation that permits the user to modify 

the visualisation parameters, is interaction. The user can interact with the 
presented data in a number of different ways, such as browsing, sampling, 
various types of querying, manipulating the graphical parameters, specifying 
data sources to be displayed, creating the output for further analysis or 
displaying other available information about the data (Grinstein and Ward, 
2002). 

 
 

2.2. The role of visualisation in data mining  
 

The amount of data that has to be analysed and processed for making 
decisions has significantly increased in the recent years of fast technological 
development. It has been estimated that every year a million of terabytes of 
data are generated, of which a large amount is in digital form. This means 
that in the next three years there will be more data generated than in the 
whole recorded history of humankind (Keim et al., 2002). The data is 
recorded because people believe it to be a source of potentially useful 
information. Since the sensors and monitoring systems used for generating 
data capture many parameters, the result is multidimensional data with a 
high dimensionality, which makes finding the valuable information a 
difficult task (Keim, 2002). 

The automatic algorithms for data mining are able to analyse and extract 
increasingly more complex structures from data. A consequence of the use of 
such algorithms is that the human user has been estranged from the process 
of the data exploration. The process has also become more difficult to 
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comprehend for the user, who has to understand both the structure of the data 
and the details of the exploration process. This is why the integration of the 
visualisation into the data mining process can be of significant importance. 
Visualisation can help in the data mining process in two ways. First, it can 
provide visual comprehension of the complicated computational approaches 
and second, it can be used to discover complex relations between data which 
are not detectable by current computational methods, but which can be 
traced by the human visual system. The iteration of visualisation and 
automatical data mining in turn makes it easier for the user to recognise 
interesting patterns. By including the human in the data mining process we 
combine the flexibility, creativity and knowledge of a person with the 
storage capacity and computational power of the computer. Human ability of 
perception enables the user to analyse complex events in a short time 
interval, recognise important patterns and make decisions much more 
effectively than any computer can do. In order to achieve this, the user must 
have the data presented in a logical way with a good overview of all 
information. This is the reason that the development of effective 
visualisation methods is becoming more and more important (Ankerst, 2000, 
Fayyad and Grinstein, 2002, Wierse, 2002). 

The integration of the visualisation in the data mining process is often 
referred to as visual data mining or as visual data exploration. Visual data 
mining connects concepts from various fields, such as computer graphics, 
visualisation methods, information visualisation, visual perception and 
cognitive psychology. Ankerst (2000) defines visual data mining as follows: 

 
Visual Data Mining is a step in the knowledge discovery process that 

utilises visualisation as a communication channel between the computer and 
the user to produce novel and interpretable patterns.  
 

The basic idea of visual data mining is to present the data in some visual 
form, allowing the human to get insight into the data, draw conclusions and 
directly interact with the data. The process of visual data mining can be seen 
as a hypothesis generating process: after first gaining the insight into data, 
the user generates a hypothesis about the relationships and patterns in the 
data (Keim, 2002). 

The main advantages of visual data exploration over automatic data 
mining are that the visual exploration allows a direct interaction with the 
user and provides an immediate feedback, that it is intuitive and that it 
requires none or only little understanding of complex mathematical or 
statistical algorithms. As a result the user has a higher confidence in the 
resulting patterns than if they were produced by computer only. Recent 
research has proved that a suitable visualisation reduces the time to 
recognise information and to make sense of it. The human user also provides 
additional domain knowledge and applies it to more effectively constrain the 
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automatic mining. Another advantage of the visual data exploration over the 
automatic mining methods is that it can easily manage inhomogeneous and 
noisy data, which is difficult to mine with purely automatic methods 
(Ankerst, 2000). 

Based on the sequence of the automatic data mining step and the 
interactive visual part, Ankerst (2000) proposes the following classification 
of the approaches of visual data mining: 
- visualisation of the data mining result: the patterns produced by an 
automatic data mining algorithm are visualised in a post-processing step to 
make them interpretable, 
- visualisation of an intermediate result: an intermediate result of the data 
mining algorithm is visualised, from which the user detects relations and 
patterns which he then uses for further analysis with the same or some other 
automatic data mining algorithm, 
- visualisation of the data: data is visualised as a pre-processing step before 
any data mining algorithm has been applied on it in order to discover and 
remove any inconsistent or suspicious items from the data. 
 
 
2.3. Classification of visualisation methods 
 

Keim (2001) presents a classification of visualisation methods according 
to three criteria: the data type to be visualised, the type of the visualisation 
method and the interaction and distortion. These three criteria are orthogonal 
to each other and form a three-dimensional visualisation space. This means 
that any of the visualisations can be used for any of the data types and with 
any of the interaction methods. Keim defines the following data types: one-
dimensional data, two-dimensional data, multi-dimensional data, text and 
hypertext, hierarchies and graphs and finally algorithms and software. The 
visualisation types are standard 2D/3D displays, geometrically transformed 
displays, icon-based displays, dense pixel displays and hierarchical displays. 
The interactions and distortion methods are interactive projection, interactive 
filtering, interactive zooming, interactive distortion and interactive brushing 
and linking.  

Other two classifications divide visualisations into geometric or 
symbolic, or into static or dynamic. The data in a geometric visualisation 
method is represented using lines, surfaces or volumes. In such case the data 
is most often numeric and was obtained as a result of some physical model, 
simulation or computation. Symbolic visualisation on the other hand 
represents non-numeric data using pixels, icons, arrays or graphs. In both the 
geometric and the symbolic case the visual representation on the screen can 
either have two or three dimension or be stereoscopic. The division between 
static and dynamic methods is based on the type of data represented, whether 
the data itself are static or change over time (Grinstein and Ward, 2002). 
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The rest of this chapter consists of a survey of the most common 
visualisation methods according to one of the three criteria by Keim (2001): 
the visualisation type. 

 
 

2.3.1. Standard 2D/3D displays 
 

These visualisation types are well known and commonly used and 
include histograms, various x-y plots (scatter plot), line graphs (kernel plot, 
contour plot), pie charts, etc. 
 
 
Line graphs, isosurfaces and rubber sheets 

The visualisations in this group are the typical mathematical 
representations of one to four-dimensional data in a two or three-dimensional 
orthogonal coordinate system. 

A line graph is formed by connecting points in a two-dimensional 
coordinate system whose positions are determined by values of data items in 
two distinct dimensions.  

Two-dimensional isosurfaces show the dependence of one dimension on 
two other dimensions. They are generated from a discrete grid of values with 
interpolation and displayed using either contour lines in a two-dimensional 
coordinate system or a surface in a three-dimensional coordinate system. A 
rubber sheet is a three-dimensional surface formed by mapping the values in 
a two-dimensional field to elevation and connecting the points with a 
triangular mesh (Grinstein and Ward, 2001). In geographical information 
science the rubber sheet is known as a triangulated irregular network, a TIN 
(Longley et al., 2001). 

Three-dimensional isosurfaces are constructed in the same way as two-
dimensional isosurfaces, except they are displayed on the screen as a set of 
contour surfaces instead of contour lines (Grinstein and Ward, 2001). 
 
 
A histogram 

The most common method for visualisation of data objects with a single 
dimension is a histogram, which presents the number of data instances with 
have a particular attribute value or which are in consecutive intervals. The 
method is less reliable for small data sets, because it could show unrealistic 
random fluctuations and multimodality due to a bad choice of the sample. 
The reliability of the method increases with the number of points in the 
sample, giving a more realistic picture on big data sets. 

Histograms help with identification of suspicious data records – these 
could be clearly seen in a histogram and could consequently be removed in 
order to prevent them from affecting the results of the further analysis. An 
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example of this is shown in figure 1, which shows a histogram of blood 
pressure data with a suspicious column of 35 persons who seem to have had 
blood pressure zero at the moment of measurement, which is clearly 
impossible if these persons were alive when the measurements were taken. A 
possible explanation is that data records for these persons were missing. 
They were accordingly assigned value 0 as a code for a missing data (Hand 
et al., 2001) 
 

 
 

Figure 1: A histogram of blood pressure data 
(reproduced from Hand et al. 2001, courtesy of David Hand and The MIT Press) 

 
 
A kernel plot 

By plotting the estimated density of the distribution over the sample 
instead of the actual number of data elements in each class we construct a 
kernel plot.  

The density is estimated using a kernel function. A common kernel 
function is a normal Gaussian curve. The quality of the estimate depends on 
the shape and on the width of the kernel function. By changing the 
parameters of the kernel function (e.g. width and type), we can achieve an 
optimised fit of the estimate to the actual data distribution. Figure 2 shows a 
typical kernel plot (Hand et al, 2001) 
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Figure 2: A kernel plot of weight for a group of 856 people 

(reproduced from Hand et al. 2001, courtesy of David Hand and The MIT Press) 
 
 
A box and whiskers plot 

By using higher statistical moments of data we can produce an interesting 
representation of data with a single dimension, a box and whiskers plot.   

The main feature of the plot is a box which includes the bulk of the data, 
usually extending itself from the first to the third quartile. The first quartile is 
the value which has the property that one fourth of the data points have a 
lower value and three fourths of points a higher value. The third quartile has 
three fourths of points with a lower value and one fourth with a value above 
it. Inside the box we plot one of the first moments (the mean, the median or 
the mode) and on each side we add whiskers to the box that reach to the end 
of data interval. Figure 3 shows a box and whiskers plot on plasma glucose 
concentration for two groups of people (Hand et al., 2001). 
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Figure 3: A box and whiskers plot on body mass index  for two distinct classes of 
people  

(reproduced from Hand et al. 2001, courtesy of David Hand and The MIT Press) 
 
 
A scatterplot 

A scatterplot is a visualisation of two-dimensional data. Each dimension 
is assigned to one of the two axes and all data points are then plotted into 
such a graph, as shown in figure 4.  

 

 
 

Figure 4: A standard scatterplot for two variables 
(reproduced from Hand et al. 2001, courtesy of David Hand and The MIT Press) 
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The visualisation is appropriate for detecting correlation between the two 
variables, but it has the disadvantage of showing unrealistic patterns, when 
there are too many data points and overprinting occurs. Overprinting 
conceals the strength of actual correlation between the variables and, in an 
extreme case, all we get is a blank rectangle which gives no result (Hand et 
al., 2001). 

 
 
An independence diagram 

An independence diagram is a variation of a scatterplot and shows 
dependencies between two dimensions. The dimensions are divided into 
equidistant ranges, which form a grid. Into each cell of the grid, a number of 
data items is stored. The grid is displayed, scaling the two axes so that the 
displayed width of each range is proportional to the total number of data 
items in that range. Each cell is also allocated brightness according to the 
density of data items in it. This visualisation method is an improvement from 
the scatterplot, since it is not sensitive to outliers and overprinting (Berchtold 
et al., 1998). 
 
 
A contour plot 

A contour plot is a two-dimensional equivalent of a kernel plot. We 
create an approximate surface of density of two-dimensional data and show 
it by printing its contours.  

 
Figure 5: A contour plot of loan application data 

(reproduced from Hand et al. 2001, courtesy of David Hand and The MIT Press) 
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This visualisation presents a solution to the overprinting problem of a 
scatterplot. As in a kernel plot we can vary the shape and the width of the 
surface, which affects the quality of the result. A typical contour plot can be 
seen on figure 5. It shows a contour plot of 96000 cases of applications for a 
loan. The vertical axis displays the age of the applicant and the horizontal 
axis indicates the day on which the application was made (Hand et al., 2001). 
 
 
A pie chart 

A pie chart is a visualisation of one attribute. It shows the proportional 
size of values of the chosen attribute, represented by angular segments of a 
circle. The segments are usually displayed in different colours. A typical pie 
chart with a legend is illustrated in figure 6. The visualisation is useful when 
the user would like to recognise a dominant value of the attribute (StatSoft, 
2004).  

 

 
 

 
Figure 6: A pie chart 

 
 
 
2.3.2. Geometrically transformed displays 
 

The aim of geometrically transformed visualisations is to find an 
interesting transformation or geometric projection of a multidimensional 
dataset. Due to the many possibilities of mapping the multidimensional data 
on the two-dimensional screen, this group includes visualisation  methods 
which can be very different from one another (Keim, 2002).  
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A scatterplot matrix 
A scatterplot matrix (figure 7) is a generalisation of a scatterplot into n 

dimensions. We create scatterplots for each two dimensions and arrange 
them into a matrix. Points, corresponding to the same object, can be 
highlighted in each scatterplot for better recognition – this method is called 
brushing (Hand et al., 2001).  

 

 
 

Figure 7: A scatterplot matrix for 8-dimensional data 
(reproduced from Hand et al. 2001, courtesy of David Hand and The MIT Press) 
 
 

Variations on the scatterplot matrix 
There are several variations on the scatterplot matrix visualisation. A 

hyperslice is a matrix of panels, where slices of a multivariate function at a 
certain point of interest are displayed. Another similar method is a hyperbox, 
which projects pair-wise data plots onto panels of a n-dimensional box 
(Hoffman and Grinstein, 2002). 
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Another variation of a scatterplot matrix is a trellis plot: two fixed 
dimensions are displayed on the main two axes, then scatterplots for each 
range of other dimensions are generated. Figure 8 shows a trellis plot of 
physiological data with four scatterplots with best-fitted lines in each. The 
upper two graphs show ages 29 to 42 while the lower two graphs show ages 
18 to 28 – these are the two ranges of the age variable. The split in the 
horizontal direction is between male and female persons. This method can be 
used for any other type of two-dimensional visualisations, not only 
scatterplots (Hand et al., 2001). 
 

 
  

Figure 8: A trellis plot with four scatterplots 
(reproduced from Hand et al. 2001, courtesy of David Hand and The MIT Press) 
 
 
A permutation matrix and a survey plot 

In a permutation matrix a histogram is generated for each dimension. 
These histograms are displayed one above the other, so that the values for 
one data item are aligned in a column precisely one above the other. The 
patterns in the data can be easily recognised by permuting or sorting the 
rows of columns. Figure 9 shows a permutation matrix for 5-dimensional 
data (Hoffman and Grinstein, 2002). 

If we take a permutation matrix, shorten each column in each histogram 
for 50%, add a mirror histogram under each existing one and rotate the 
whole display for 90°, we get a survey plot. The use of colours and sorting 
shows which dimensions are best for classifying data. An example of a 
survey plot is shown in figure 10 (Hoffman and Grinstein, 2002).  
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Figure 9: A permutation matrix 
(reproduced from Hoffman and Grinstein, 2002, courtesy of Georges Grinstein and 

Elsevier).  
 
 

 
 

Figure 10: A survey plot 
(reproduced from Hoffman and Grinstein, 2002, courtesy of Georges Grinstein and 

Elsevier). 
 
 

Projection pursuit 
Various projections to a selected pair of two dimensions, such as we 

encounter in scatterplot matrix and its variations, do not guarantee the best 
view of data. The solution to this is to derive a projection where a particular 
goal is achieved. For example, we might want to find a projection with a 
property that the sum of squared differences between data points and their 
respective projections is minimal. The direction of such projection is called 
the principal component direction. A similar goal might be to find a 
projection that discriminates two data classes. Visualisations that try to 
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discover an appropriate projection are known as projection pursuit methods. 
They are usually computationally demanding (Hofmann and Grinstein, 
2002). 

 
 

Parallel coordinates  
The parallel coordinates visualisation maps the m-dimensional space onto 

the two display dimensions by using m equidistant vertical axes. The axes 
correspond to the dimensions and are linearly scaled from the minimum to 
the maximum value of the corresponding dimension. Each data item is 
presented as a polygonal line intersecting each of the axes at the point which 
corresponds to the data value. The parallel coordinates visualisation reveals a 
wide range of data characteristics, such as different data distributions and 
functional dependencies. There is one disadvantage: as with the scatterplot 
overprinting of polygonal lines can occur when displaying large amounts of 
data. An example of a parallel coordinates visualisation is shown in figure 11 
(Keim et al., 1996). 

 

 
Figure 11: A parallel coordinates visualisation 

(reproduced from Hoffman and Grinstein, 2002, courtesy of Georges Grinstein and 
Elsevier). 

 
 
Variations on the parallel coordinates visualisation 

The parallel coordinates visualisation has inspired several variations: one 
of them is a circular parallel coordinates visualisation, in which the axes are 
placed as rays originating from one point and extending to the perimeter of a 
circle (figure 12). The line segments are longer on the outer part of the circle, 
where higher data values are mapped. This asymmetry in data values makes 
it easier to detect certain patterns (Hoffman and Grinstein, 2002). 
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Figure 12: A circular parallel coordinates visualisation 
(reproduced from Hoffman and Grinstein, 2002, courtesy of Georges Grinstein and 

Elsevier). 
 

A further generalisation of the circular parallel coordinates visualisation 
is a n-dimensional radial visualisation, Radviz, which uses a similar display 
as the circular parallel coordinates (i.e. n axes emanating from the centre of 
the circle), but represents data items using springs between special fixed 
points, the so-called data anchors, and actual data items. When the data 
anchors are placed on a rectangular grid instead in a circular arrangement, 
the visualisation changes its name to Gridviz (Hoffman and Grinstein, 2002). 
 
 
Non-linear projection visualisations 

Patterns in higher dimensional spaces can be based on distances between 
data points. When these points are linearly projected to the two display 
dimensions, as they are in most of the above mentioned geometrical 
transformation methods, the true distance between points is lost in the 
projection. A visualisation that projects data to two dimensions while 
preserving the distances between all points is called multidimensional 
scaling. There are many different methods for multidimensional scaling, 
differing in data transformations. Multidimensional scaling is appropriate for 
flat multidimensional data: data that is in fact two-dimensional, but is 
warped, curved or otherwise distorted in the n-dimensional space – as for 
example, a crumpled piece of paper in the three-dimensional space (Hand et 
al., 2001) 
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2.3.3. Iconic displays 
 

There are two types of iconic visualisation, based on the arrangement of 
the icons in the display. These can be arranged either in a loose arrangement 
or in a dense display which reveals a pattern in data by its texture. In each 
case, iconic display methods visualise multidimensional data by mapping the 
attribute values of each data element onto features of an icon (Hofmann and 
Grinstein, 2002).  

The three most common iconic visualisations, which we describe in this 
section, are star icons, Chernoff faces and stick figure icons. Other examples 
of iconic display methods include needle icons, colour icons and tile bars 
(Keim et al., 2002). 
 
 
Star icons 

Star icons belong to the first type of the iconic displays. In a star icon 
lines in different directions emanating from a central point represent 
different dimensions while the length of the radius in each direction 
represents the value in the respective dimension. This is similar to displaying 
data in a polar coordinate system. There is one icon for each n-dimensional 
data point. The icons are usually arranged on the display in a grid manner. 
Figure 13 shows an example of the star icons visualisation (Grinstein and 
Ward, 2002). 
 
 
Chernoff faces 

Another well-known iconic display are Chernoff faces. Human beings 
have a highly developed ability to perceive subtle changes in facial 
expressions.  Even in a very simplified drawing of a face a small difference 
is registered as a different emotion. This ability has been applied to pattern 
recognition in lists of large dimensional data. The dimensions are mapped to 
the properties of a face icon - the shape of the eyes, nose and mouth and the 
shape of the face itself. (Ankerst, 2000). Figure 14 shows a display of nine 
randomly generated faces, created with Dickson’s implementation of 
Chernoff faces as a Mathematica  notebook (Weisstein, 2003). In this 
display, the dimensions are mapped to head eccentricity, eye size, eye 
spacing, pupil size, slant of the brows, nose size, mouth size and size of the 
mouth opening. 
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Figure 13: Star icons 
(reproduced from Hand et al. 2001, courtesy of David Hand and The MIT Press) 
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Figure 14: Chernoff faces 
 
 
Stick figure icons 

Stick figure icons allow visualisation of a large amount of data and 
belong to the second type of iconic displays. Data dimension values are 
mapped on the parameters of the icon, such as the length or rotation of each 
limb. These icons are then densely packed on the display, which results in 
texture patterns that vary accordingly to the characteristics of the data and 
are detectable by perception (Hofmann and Grinstein, 2002). 
 
 
2.3.4. Dense-pixel displays 
 

Dense pixel visualisations map each pixel value to a coloured pixel and 
group the pixels belonging to each dimension into adjacent areas. These 
visualisations allow displays of the largest amount of data among all 
visualisations, because they use up only one pixel per data item. The various 
distributions of pixels on the screen serve various purposes of recognition of 
patterns, local correlations and dependencies in the data (Keim, 2002). 

 
 
Circle segments and a recursive pattern visualisations 

A recursive pattern visualisation is based on a recursive forth and back 
arrangement of the pixels and is aimed at representing data with a natural 
order according to one attribute, such as for example time series. The basic 
element on each recursion step is a rectangle whose height and width are 
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recursively determined. In the first step the elements correspond to single 
pixels. These elements are during the next step of the recursion arranged in a 
larger rectangle in a snake-like curve: first from left to right, on the next line 
from right to left, then again from left to right, etc. The same arrangement is 
repeated on all recursive levels with the basic elements from the previous 
recursion step. This idea is illustrated in figure 15 (Keim et al., 2002).  

 

 
 
Figure 15: The basic idea of the recursive pattern and circle segments visualisations 

(reproduced from Keim et al., 2002, courtesy of Daniel Keim) 
 

 
 

Figure 16: A circle segments visualisation  
(reproduced from Keim, 2002, courtesy of Daniel Keim) 
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The display area in a circle segment visualisation is a circle, divided into 
equal segments, one segment for each dimension. Each attribute value within 
the segments is visualised by a single coloured pixel. The pixels are plotted 
from the centre of the circle outwards following a line orthogonal to the 
segment halving line. The result is again a snake-like plotting path that 
orthogonally crosses the segment halving-line back and forth until reaching 
the circle border. The closer the points are to the centre of the circle, the 
denser the attributes are, which enhances the visual comparison of their 
values. The basic idea behind the circular segment idea is shown in figure 15 
and a finished visualisation in figure 16 (Keim et al. 2002). 
 
 
2.3.5. Hierarchical displays 
 

Hierarchical visualisations are used to represent a hierarchical 
partitioning of the data (Keim, 2002). Examples include dimensional 
stacking, worlds within worlds, fractal foam visualisation, dendrograms, 
structure-based brushes, Magic Eye View, treemaps, sunburst, hierarchical 
clustering view and H-BLOB.  
 
 
Dimensional stacking 

Dimensional stacking is a recursive embedding method. Each dimension 
is discretised into a small number of bins and the display area is broken into 
a grid of subimages. The number of sub-images is based on the number of 
bins associated with the two outer dimensions, specified by the user. The 
sub-images are decomposed further based on the number of bins for two 
more dimensions. This continues recursively until all dimensions have been 
assigned. An example of dimensional stacking display is shown in figure 17 
(Grinstein and Ward, 2002). 
 

 
 

Figure 17: Dimensional stacking 
(reproduced from Hoffman and Grinstein, 2002, courtesy of Georges Grinstein and 

Elsevier). 
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Worlds within worlds 
The worlds within worlds visualisation or the n-vision visualisation 

extends the dimensional stacking idea into the third dimension. To explore a 
n-dimensional space the dimensions are recursively nested three at the time 
from outer to inner cubes (the analogue of the rectangles in dimensional 
stacking). The outer dimensions are fixed to constant size while the inner 
dimensions can be resized and navigated (Hoffman and Grinstein, 2002).  
 
 
Fractal foam 

In the fractal foam visualisation the correlation between dimensions is 
represented recursively. The starting dimension, chosen by the user, is 
represented as a coloured circle. Other dimensions are represented as smaller 
circles running around the main circle. The size of the surrounding circles 
represents the correlation coefficient between the first dimension and the 
surrounding dimensions. This process is then recursively repeated on each of 
the smaller circles. Figure 18 shows an example of the fractal foam 
visualisation (Hoffman and Grinstein, 2002). 
 

 
 

Figure 18: A fractal foam visualisation 
(reproduced from Hoffman and Grinstein, 2002, courtesy of Georges Grinstein and 

Elsevier). 
 
 
A dendrogram 

A dendrogram (figure 19) is the simplest form in which the hierarchical 
structure of data can be represented. The data items are represented by leaves 
on the final level in the tree structure, while the nodes higher up in the tree 
represent groups - clusters of data items at different levels of similarity (Jain 
et al., 1999). The classical way to represent the dendrogram is to draw it as a 
rooted-tree, with the root anchored centrally on the top of the image and the 
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children vertices drawn downwards using straight or bended lines 
(Kaufmann and Wagner, 2001). 
 

 
Figure 19: A dendrogram 

 
 

 
 

Figure 20: A combination of a dendrogram and a scatterplot  
(reproduced from http://www.cs.umd.edu/hcil/pubs/screenshots/HCE.shtml, 

courtesy of Jinwook Seo) 
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A dendrogram is often combined with other visualisations. Seo and 

Shneiderman (2002) have connected a two-dimensional scatterplot with the 
dendrogram and used the tool to explore genetical data (figure 20). The large 
image in the lower part of the screenshot shows the detailed view for the 
selected cluster, shown as the dark yellow rectangle in the lower left part of 
the dendrogram. 
 
Structure-based brushes  

Fua et al. (2000) developed a visualisation for the hierarchical 
partitioning of data called structure-based brushes (figure 21). The outer 
triangle shows the complete hierarchical tree (a), the leaf contour (c) shows 
the actual shape of the hierarchical tree by connecting all the leaf nodes 
together in a line. The coloured bold line across the tree (b) is the profile line 
where the tree is cut to produce the cluster partition at a specified level of 
detail. The handles (e) and the triangular section (d) form a wedge in the 
hierarchical space. The colour line below the tree (f) represents the colours 
assigned to different sections of the hierarchy. The structure can be used 
together with other types of visualisations, for example a parallel diagram. 

 

 
 

Figure 21: Structure-based brushes  
(reproduced from Fua et al., 2000, courtesy of Elke A. Rundensteiner) 

 
 
The Magic Eye View  
The Magic Eye View is another visualisation of the hierarchical tree. It maps 
the hierarchical structure on a hemisphere (figure 22). The projection of the 
hemisphere from a different angle to the two-dimensional surface below can 
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be used to produce a zoomed focus view, enlarging a part of the structure 
that is closer to the angle of projection (Kreuseler and Schumann, 2002). 
 

 
 

Figure 22: The Magic Eye View  
(reproduced from Kreuseler and Schumann, 2002, courtesy of Matthias Kreuseler). 

 
 

A treemap 
A treemap is a space-filling visualisation method that divides the display 

area into a nested sequence of rectangles whose areas correspond to an 
attribute of the data set. The rectangle representing an item is sliced at each 
recursive step by parallel lines into smaller rectangles representing its 
children. At each level of the recursion the orientation of the lines is 
switched from horizontal to vertical or vice versa. The rectangles can be 
arranged in the display area using various layouts according to the desired 
recognition task. An example of a treemap is shown in figure 23 (Bederson 
et al, 2002). 
 

 
 

Figure 23: A treemap with the basic slice-and-dice layout 
(reproduced from Bederson et al., 2002, courtesy of Ben Bederson) 
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Wills (1998) presented a visualisation of the hierarchical structure of 
data, which, similarly to a treemap, is also based on a space-filling recursive 
division of a rectangular area. The hierarchical clustering view, as the 
visualisation is called, does, on the other hand, display individual data items 
as well as clusters and solves some other problematic issues regarding a 
treemap.  
 
 
A sunburst 

A sunburst visualisation shows the hierarchical structure of the data in a 
radial layout, as shown in figure 24. A small circle in the centre of the image 
represents the root of the hierarchy. For each recursive level a ring is added 
to the graph. The rings are subdivided in sectors according to the number and 
size of the children on the respective level. The children nodes are drawn 
within the arc belonging to their parent node. The colour of an item 
represents its characteristics (for example, in the first version of the sunburst 
visualisation which was developed for representing the file structure on a 
disk, the colour represented the type of the file, while the directories were 
always white). The user can interact with the visualisation and move up and 
down in the data hierarchy (Stasko and Zhang, 2000). 
 

 
 

Figure 24: A sunburst 
(reproduced from Stasko and Zhang, 2000, courtesy of John Stasko). 
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H-BLOB 
Sprenger et al. (2000) developed a visualisation called H-BLOB for the 
hierarchical structure of data. In the first stage a cluster tree is computed. The 
clusters are then visualised by a hierarchy of implicit isosurfaces. These 
surfaces are wrapped around the groups of points belonging to the same 
cluster (figure 25). 
 

 
 

Figure 25: H-BLOB, visualising the hierarchical structure using isosurfaces 
(reproduced from Sprenger et al., 2000, courtesy of Markus Gross) 

 
 
2.4. Creating visualisations and visual data mining systems  
 

There are several factors that must be considered when selecting an 
appropriate visualisation for data exploration. One of these are the 
limitations of the current display technology, which supports only between 
one and three million pixels, while typical data sets contain anywhere from 
hundreds of bytes to terabytes of information. The sparseness/density of data 
is another crucial question. Such data might require computationally 
demanding pre-processing using interpolation, which might additionally 
cause artefacts and miscommunication of the nature of data (Grinstein and 
Ward, 2002). 

Another factor that determines the effectivity of a visualisation is the 
exploration task. No visualisation of multidimensional data serves all 
purposes. Some visualisations are better for showing the hierarchical 



49 

structure in the data, some show clusters or outliers, others can display two 
or three-way correlations. Some can handle large data sets of complex data, 
others are more suited for smaller data sets. This means that a visual data 
mining system should include as many different visualisations as possible to 
be effective and applicable to all cases of data exploration. Currently there is 
no package that would satisfy this condition, as most packages concentrate 
on a specific subset of visualisation methods. Additionally there are very few 
systems that integrate both visualisation and automatic data mining 
algorithms (Hofmann and Grinstein, 2002). 

There are a number of visualisation systems being developed all over the 
world. Some of them support a wide variety of applications, provide a 
number of visualisation methods and in some cases even environment for 
visual programming. Some examples of widely known systems include AVS 
(visualisation of geometry and field data), NetMap (a visualisation tool for 
exploration of relational databases), MatLab and Mathematica (numeric 
computation and visualisation systems) and Xgobi (a public-domain system 
for visualisation of multivariate data). A more extensive list can be found in 
Hoffman and Grinstein (2002). Numerous smaller non-commercial systems 
either focus on a particular type of visualisation or are developed for 
exploration of a particular type of data, such as genome data, astronomical 
data, statistical data, transactions, etc.  
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3. Geographical metadata 
 
3.1. Definition of metadata 
 

Metadata are data about data. A metadata record consists of a set of 
attributes or elements, necessary to describe the original piece of data. A 
library card catalogue is the standard example of metadata: each card 
represents a much larger body of information, the book or other item 
catalogued. Typical metadata attributes on such a card would include author, 
title, date of publication, subject coverage and the location of the book on the 
shelves in the library (Hillmann, 2003). 

The link between a metadata record and the resource it describes can be 
of two types: the metadata record is either separate or embedded in the 
resource itself. The first type can be typically found in catalogues of either 
non-digital or digital data, while the second type is predominantly found in 
electronic text on websites and used by web search machines (Hillmann, 
2003). 

 
 

3.2. Geographical metadata: definition and standards 
 

Geographical metadata are metadata that describe any piece of geospatial 
data: maps (analogue or digital), images or other geographically referenced 
data (SCI, 2004).  

Metadata presents the best way to share information without having to 
provide the actual data. This is especially true in the case of geographical 
metadata, where the original data is often unreachable and/or expensive. 
Another advantage of metadata is that they document the collection and pre-
processing of geographical data, which makes the data usable for other 
potential future analysis. Sharing the metadata means that the metadata must 
be compatible. Therefore metadata need to conform to internationally 
acknowledged standards to make them readable, retrievable and 
interoperable for users all over the world (SCI, 2004).  

Geographical metadata can be described using one of the two major 
standards: ISO 19115 standard for geographical metadata (ISO, 2003), 
published in 2003 by the International Standard Organisation ISO and 
Content Standard for Digital Geospatial Metadata (CSDGM, 2003), 
published in 1998 by the Federal Geographic Data Committee of the USA.  
There are efforts in progress to harmonise these two standards and make 
them interoperable (FGDC, 2003). Other metadata standards that are not 
specifically aimed at describing geographical data but are in some cases 
applicable to it, even if they were originally created for other kinds of data, 
are Dublin Core (Hillmann, 2003), Categories for the Description of Works 
of Art (CDWA, 2000) and MAchine-Readable Cataloging (MARC, 2004). 
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In this section we give a detailed description of the two geographical 
metadata standards and an overview of the others. 
 
3.2.1. ISO 19115 – Geographical Information – Metadata 
 

The ISO 19115 standard on metadata for geographical information has 
been developed within the International Standard Organisation ISO as late as 
2003. Its objective is to provide a structure for describing digital 
geographical data. It defines metadata elements, provides a schema and 
establishes a common set of metadata terminology, definitions and extension 
procedures. It provides information about the identification, the extent, the 
quality, the spatial and temporal schema, spatial reference and distribution of 
digital geographical data (ISO, 2003).  

 
Element Status Element Status 
Dataset title M Spatial representation type O 
Dataset reference date M Reference system O 
Dataset responsible party O Lineage O 
Geographical location C On-line resource O 
Dataset language M Metadata file identifier O 
Dataset character set C Metadata standard name O 
Dataset topic category M Metadata standard version O 
Spatial resolution  O Metadata language C 
Abstract describing the dataset M Metadata character set C 
Distribution format O Metadata point of contact M 
Additional extent information 
for the dataset (vertical and 
temporal) 

O Metadata time stamp M 

 
Table 1: Overview of the core metadata elements of ISO 19115 standard. Status: 

M – mandatory, C – mandatory under certain conditions, O – optional (ISO, 2003). 
 

The standard defines an extensive set of metadata elements, out of which 
typically only a subset is used. There are more than 400 metadata elements 
specified in the standard. These are grouped into metadata entities which are 
grouped into fourteen main metadata packages. The packages are: metadata 
entity set information, identification information, constraint information, 
data quality information, maintenance information, spatial representation 
information, reference system information, content information, portrayal 
catalogue information, distribution information, metadata extension 
information, application schema information, extent information and finally 
citation and responsible party information (ISO, 2003). 

As it is essential that a basic minimum number of metadata elements is 
maintained for a dataset, the standard provides also a set of core metadata 
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elements that adequately describe a geographical data set. The set of these 
elements is described in table 1 (ISO, 2003). 
 
 
3.2.2. CSDGM - Content Standard for Digital Geospatial Metadata 
 

Content Standard for Digital Geospatial Metadata was created by the 
Federal Geographic Data Committee, which is the coordinating body of the 
development of the National Spatial Data Infrastructure in USA. It was 
developed following an executive order of the US president in 1994 in order 
to promote sharing of  geospatial data through all sectors in the USA: 
governmental, private, non-profit as well as the academic community 
(CSDGM, 1998). 

The objectives of the CSDGM standard are to provide a common set of 
terminology and definitions for the documentation of digital geospatial 
metadata. The structure of the standard includes seven main fields of 
attributes, each of them structured into several subfields. Some of the fields 
are mandatory, others are mandatory if applicable or optional. An overview 
of fields is shown in table 2 (CSDGM, 1998). 

 
Field groups Status Metadata fields Status 

1.1. Citation M 
1.2. Description M 
1.3. Time Period of Content M 
1.4. Status M 
1.5. Spatial Domain M 
1.6. Keywords M 
1.7. Access Constraints M 
1.8. Use Constraints M 
1.9. Point of Contact O 
1.10. Browse Graphic O 
1.11. Data Set Credit O 
1.12. Security Information O 
1.13. Native Data Set Environment O 

1. Identification 
information 

M 

1.14. Cross Reference O 
2.1. Attribute Accuracy MIA 
2.2. Logical Consistency Report M 
2.3. Completeness Report M 
2.4. Positional Accuracy MIA 
2.5. Lineage M 

2. Data Quality 
Information 

MIA 

2.6. Cloud Cover O 
3.1. Indirect Spatial Reference MIA 
3.2. Direct Spatial Reference MIA 
3.3. Point and Vector Object Information M 

3. Spatial Data 
Organization 
Information 

MIA 

3.4. Raster Object Information M 
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4.1. Horizontal Coordinate System 
Definition 

MIA 4. Spatial Reference 
Information 

MIA 

4.2. Vertical Coordinate System 
Definition 

MIA 

5.1. Detailed Description M 5. Entity and 
Attribute  
Information 

MIA 
5.2. Overview Description M 

6.1. Distributor M 
6.2. Resource Description MIA 
6.3. Distribution Liability M 
6.4. Standard Order Process MIA 
6.5. Custom Order Process MIA 
6.6. Technical Prerequisites O 

6. Distribution 
Information 

MIA 

6.7. Available Time Period O 
7.1. Metadata Date M 
7.2. Metadata Review Date O 
7.3. Metadata Future Review Date O 
7.4. Metadata Contact M 
7.5. Metadata Standard Name M 
7.6. Metadata Standard Version M 
7.7. Metadata Time Convention MIA 
7.8. Metadata Access Constraints O 
7.9. Metadata Use Constraints O 
7.10. Metadata Security Information O 

7. Metadata 
Reference  
Information 

M 

7.11. Metadata Extensions MIA 
 

Table 2: Overview of metadata fields of the CSDGM standard. Status: M – 
mandatory, MIA – mandatory if applicable, O – optional (CSDGM, 1998). 

 
 
3.2.3. Other metadata standards 
 

The three most common standards for metadata that are not specifically 
aimed at geographical metadata are Dublin Core for general metadata, 
CDWA - Categories for the Description of Works of Art for art data and 
MARC - MAchine-Readable Cataloging for library material. 
 
 
Dublin Core 

The Dublin Core metadata standard is an attribute set for describing a 
wide range of networked resources. It consists of two levels: simple and 
qualified. Simple Dublin Core consists of fifteen basic elements. Qualified 
Dublin Core adds another element to the simple Dublin Core set and a group 
of element refinements, that refine the semantics of the basic elements in a 
way that could be useful in resource discovery. The fifteen basic elements of 
the Dublin Core metadata set are: title, creator, subject, description, 
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publisher, contributor, date, type, format, identifier, source, language, 
relation, coverage and rights (Hillmann, 2003).  

The Dublin Core standard has been developed by an international 
interdisciplinary group of professionals in information science, librarianship, 
text encoding, museums and other related fields. The characteristics of this 
standard are simplicity of creation and maintenance, commonly understood 
semantics, international scope with versions in many languages and  
extensibility to other types of metadata by way of adding new elements 
(Hillmann, 2003). 

 
 

CDWA – Categories for the Description of the Works of Art 
The CDWA standard was developed in the 1990s in a group of art 

historians, museum curators and registrars, art librarians, art information 
professionals and information providers in order to describe the content of 
art databases. The standard was formulated for the needs of art academic 
scholars and researchers (CDWA, 2000). 

The standard consists of thirty categories, which are split into 
subcategories. Some of these categories and subcategories are characterised 
as core categories. These represent the minimum information necessary to 
uniquely and unambiguously identify a particular work of art or a museum 
object. The thirty categories of the CDWA standard are: object/work, 
classification, orientation/arrangement, titles or names, state, edition, 
measurements, materials and techniques, facture, physical description, 
inscription/marks, condition/examination history, conservation/treatment 
history, creation, ownership/collecting history, copyright/restrictions, 
styles/period/groups/movements, subject matter, context, exhibition/loan 
history, related works, related visual documentation, related textual 
references, critical responses, cataloguing history, current location, 
descriptive note, creator identification, place/location identification, generic 
concept identification and subject identification (CDWA, 2000). 

 
 

MARC - MAchine-Readable Cataloging 
The MARC standard defines a metadata format that provides the 

mechanism by which computers exchange, use and interpret bibliographic 
information. Its data elements make up the foundation of most library 
catalogues used today (MARC, 2004). 

The standard consists of several various formats for different types of 
data: bibliographic data, authority data, classification data, community 
information and holdings data. The format for bibliographic data is the most 
widely used and is designed to describe bibliographic information about 
bibliographic data which consists of the following categories: books (textual 
material that is monographic in nature), continuing resources (textual items 
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with a recurring pattern of publication, e.g., periodicals, newspapers, 
yearbooks), computer files (used for computer software, numeric data, 
computer-oriented multimedia, online systems or services), maps (all types 
of cartographic materials, including sheet maps and globes in printed, 
manuscript, electronic, and microform), music (printed and manuscript 
notated music), sound recordings (non-musical and musical sound 
recordings), visual materials (projected media, two-dimensional graphics, 
three-dimensional artefacts or naturally occurring objects) and mixed 
materials (archival and manuscript collections of a mixture of forms of 
material) (MARC, 2004). 

A MARC metadata record is composed of three elements: the record 
structure that is an implementation of the ISO 2709 standard on Information 
and Documentation – Format for Information Exchange, the content 
designation which identifies and further characterises the data elements 
within a record and finally the content which defines the characteristics of 
the object described. The content is usually defined by other standards such 
as cataloguing rules, classification schemes, subject thesauri, code lists or 
other conventions used by the organisation that creates a record (MARC, 
2004). 
 
 
3.3. Data mining of geographical metadata  
 

In this section we explain the problems and issues regarding mining of 
geographical metadata and provide some examples of attempts of such 
analysis. 
 
 
3.3.1. Problems and challenges for mining of geographical metadata 
 

Geographical metadata conforming to any of the above mentioned 
standards has the following two characteristics: it is highly dimensional with 
in some cases several hundreds of attributes/dimensions, and the attributes 
are represented in various data formats (numerical, nominal and ordinal data 
types and free-text fields). These two characteristics present a problem for 
the success of automatic data mining algorithms when applied to 
geographical metadata. The high dimensionality causes problems for 
computation and visualisation of metadata. The large variability of data 
formats presents a design problem, for example, when deciding how to 
compare attributes of different formats, i.e. how to compare a numerical 
value and a free-text field (Podolak and Demšar, 2004).  

Another problem is caused by missing metadata attributes. In all metadata 
standards some attributes are optional, others are mandatory. The analysis of 
metadata might require a comparison of attributes. This is difficult if some of 
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the values are missing. Metadata is usually presented in matrix form, where 
columns represent attributes and rows represent metadata items. Missing 
values in such a matrix can be either singular values or whole empty 
columns and rows. Fields with missing values can either be empty or they 
can have a particular value (i.e. 0) that has been chosen to represent a 
missing value. An automatic data mining algorithm might have a problem 
distinguishing which is the case with the missing value or it might exceed its 
range and either stop the procedure or return a wrong result (Albertoni et al, 
2003a). 

Two other problems that may arise during the exploration of geographical 
metadata are connected to the expertise of the user performing the analysis. 
If the amount of metadata is large, this can disorientate the user in the 
exploration. He can not form a realistic overview of the available metadata. 
On the other hand, the user might not be familiar with all the attributes that 
can be taken as the basis of the exploration. For example, the ISO 19115 
standard for geographical metadata defines several hundreds of attributes, 
while the metadata are usually explored by considering only a few of these 
attributes that are chosen according to the user’s requirements. If the user has 
only a partial knowledge of available attributes, his requirements are limited 
to a small subset of the attributes. This constrains his exploration and might 
result in a loss of information that is potentially hidden in the rest for the 
user unknown attributes (Albertoni et al., 2003a). 
 
 
3.3.2. Geographical metadata information systems and mining applications 
 

The more geographical information and data there are produced the more 
important it is to create mechanisms which organise the data and include 
information on where to find these data. Such systems include digital 
libraries, metadata information systems and various catalogues of geospatial 
data. Within the last few years an increasing number of such systems has 
been developed on a regional, national and international level. The problem 
is that these are based on a number of different standards and formats, not 
only for metadata, but also for geographical data themselves. This makes it 
difficult for a user to get comparable information from different metadata 
information systems (Balfanz and Göbel, 1999). 

Some of the systems that explore and organise geographical metadata are 
the Alexandria Digital Library Project (ADL, 2004, Frew et al., 1999), the 
GeoLens Catalog Server (Shklar et al., 1997), Digital Earth (DEI, 2001), 
MetaViz, InfoCrystal, VisDB and TileBars (Göbel and Jasnoch, 2001) and 
the Visual Metadata Browser – the VisMeB (Klein et al., 2003). 

The Alexandria Digital Library (ADL, 2004) is a distributed digital 
library for geographically referenced information. The two goals of the 
Alexandria Digital Library are to make it as easy as possible for new 
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information collections to be added to the library and for the users of the 
library to issue a single query against multiple heterogeneous data 
collections. The second goal requires all collections to support identical 
metadata and presents a need for effective algorithms that support 
organisation, publication and discovery within metadata for georeferenced 
documents and geospatial and other types of strongly structured scientific 
data (Frew et al., 1999, ADL, 2004).  

The main goal of the GeoLens project is to manage geospatial metadata 
to aid discovery and retrieval of geospatial data. The project uses remote 
sensing imagery and other geospatial data available on the internet. GeoLens 
consists of two components: the GeoLens Catalog Server that supports 
exploration of different distributed catalogues and provides interoperability 
between several metadata standards and the GeoLens Metadata Browser 
which is a client-side application designed to explore the metadata on the 
Catalog Server. The Metadata Browser capabilities include: presenting 
metadata attributes complying to different metadata standards,  providing 
facilities for querying the GeoLens Catalog Server and facilitating plug-in 
services for display of metadata. It also acts as an agent between the Catalog 
Server and the geospatial data service providers (Shklar et al., 1997). 

Digital Earth is a virtual representation of our planet that enables a person 
to explore and interact with the vast amounts of natural and cultural 
information gathered about the Earth. The emphasis of Digital Earth is on 
the secondary users of the data, people who were not involved in the 
collection of the data, but can use the raw data for their particular purposes.  
Some of the tools and technologies behind the projects are standards, storage 
and organisation of metadata for interoperability as well as web mapping, 
interactive three-dimensional visualisations, storage and access of large 
multi-resolution datasets. Digital Earth is currently accessible for general 
purposes on the internet. Additional high-performance access (for example, 
three-dimensional virtual reality displays) is available at fixed installations in 
museums, libraries or educational institutions (DEI, 2001). 

A more and more popular approach to explore geographical metadata is 
through visualisation. The exploration tools for geographical metadata 
usually provide some kind of keyword search, geographical search and 
occasionally also temporal search mechanisms. Search results are presented 
as textual result lists, which makes the comparison and interpretation of 
results difficult. The applications offer access to a large amount of 
geographical data, but provide the user only with a very basic level of 
interactivity and control of the search. To overcome the lack of usability in 
such systems for environmental and geospatial data Göbel and Jasnoch 
(2001) present an overview of visual applications for exploration of 
geographical metadata. These include MetaViz, which uses visualisations 
and spatial metaphors to generate effective and intuitive representations of 
metadata, InfoCrystal, which uses abstract Venn diagrams to facilitate query 
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process and refine query formulation, as well as VisDB and TileBars, which 
are visual data mining systems aimed at highly dimensional databases and 
text documents respectively.  

The Visual Metadata Browser – VisMeB is a metadata visualisation 
system that aims to improve the process of search for relevant information. It 
consists of several metadata visualisations: a Circle Segment View, a 
ScatterPlot, consisting of a two and three-dimensional scatterplots, and a 
SuperTable, which in itself is a combination of different visualisations: Bar 
charts, TileBars and highlighted text. With additional interaction 
functionalities, such as textual querying, synchronous linking of all 
visualisations, moveable filters, zooming and drill-down functionality it is 
one of the more sophisticated tools for exploration of geographical metadata 
(Klein et al., 2002, Klein et al., 2003, Reiterer et al., 2003). 
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4. Integration of visual and automatic data mining 
 

This chapter describes a tool for exploration of geographical metadata for 
site planning, based on a combination of automatic and visual data mining 
methods. The Visual Data Mining tool (VDM tool) described here was 
developed as one of the tools for visualisation of geographical metadata 
during the project INVISIP – “INformation VIsualisation for SIte Planning”, 
supported by the European Commission in the Information Society 
Technology programme (IST 2000-29640). One goal of the project was to 
create a framework to support all involved parties in the site planning 
process: municipal authorities, planning offices, data suppliers and citizens. 
Different methods for visualisation of information were developed, in order 
to improve the tasks of search for and analysis of the available information, 
and to facilitate the decision-making process based on an existing metadata 
information system for geographical data. The framework created within the 
project can be used in various fields of application, though its actual 
implementation concentrates on metadata for site planning. The VDM tool is 
the implementation of the visual data mining for the metadata of 
geographical data for site planning (Albertoni et al., 2003b).  

The VDM tool was developed in a team consisting of three project 
partners: Institute of Applied Mathematics from Genoa, Italy, Agricultural 
University of Krakow, Krakow, Poland and Royal Institute of Technology, 
Stockholm, Sweden. The author of the thesis contributed to the VDM tool by 
initiating and developing the hierarchical visualisation for clustering. Other 
four visualisations were developed by Institute of Applied Mathematics and 
Agricultural University of Krakow. The clustering algorithm was devised in 
cooperation of all three partners and implemented by Agricultural University 
of Krakow. 

In this chapter we describe the VDM tool, its visualisations, 
functionalities and architecture. We briefly discuss the implementation of the 
clustering algorithm for the geographical metadata and give a detailed 
description of the hierarchical visualisation for clustering. Finally we give a 
hypothetical example of how the tool can be used to explore geographical 
metadata. 
 
 
4.1. Visual data mining of geographical metadata 
 
4.1.1. Visual data mining in site planning 
 

Site planning is the process of arranging structures and shaping the spaces 
between the structures within a given area. It places the objects in space and 
time and can concern a small cluster of houses, a single building and its 
grounds or a whole community built in a single operation (Lynch and Hack, 
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1984). Site planning is a complicated process that needs large amounts of 
data in order to find the best placement for a new site. The basic problem in 
the process of site planning is the search for actual existing data and its 
analysis. There are several types of data that are needed to analyse and 
realise planning objectives: geographical data, textual data, images, cadastral 
data, etc. (Göbel and Jasnoch, 2001). 

The process of visual data mining in the metadata of geographical data 
used in the site planning process is shown in figure 26. The site planning 
problem that the tool is meant to solve is to find the optimal subset of all the 
existing geographical datasets for the particular site. The optimisation 
criteria for this subset are user defined, e.g. discover the most up-to-date 
datasets, discover the datasets with the appropriate resolution, etc. These are 
the suitability criteria that the user formulates according to his specific 
analysis goal (traffic analysis, environmental aspects, etc.).  In automatic 
data mining these criteria are expressed as logical statements, connected by 
either conjunctions or disjunctions into complex queries. In visual data 
mining the user displays the metadata in various visualisations, which are 
chosen according to the suitability criteria and then performs his analysis by 
interactively selecting a subset of metadata in the visualisations. The 
selection is also based on the suitability criteria (Albertoni et al., 2003b).  

 

 
 

Figure 26: The visual data mining process on geographical metadata 
 

By using different visualisations, one or several metadata attributes can 
be displayed. The visualisations are used to recognise patterns in the data. 
The user performs an interactive selection, which is based on the subset of 
items that he is interested in. The user’s input is the desired selection of 
subsets. When the selection is performed, it is performed simultaneously in 
all visualisations. The result of the selection is a restriction of the search 
space which may show new patterns to the user, some of which he might not 
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have been aware of before. The whole process can then be repeated on the 
selected subset of metadata records. New visualisations based on additional 
criteria can be added. The interactive selection is then performed in both old 
and new visualisations. The user has full control over the search activity by 
interacting with and operating on the visualisations. The process continues 
until the user is satisfied with the result, which represents a solution to his 
initial problem. The final result is a subset of metadata that contains the most 
suitable geographical datasets for the user's purpose (Albertoni et al., 2003b). 

The visual approach to metadata exploration can be used for confirmative 
analysis, where the user already has some idea what he is looking for and 
only needs to confirm a prior hypothesis, as well as for explorative analysis, 
where no prior hypothesis about the search goal exists. In the latter case, the 
user starts from scratch and forms the hypothesis along with the selection. 
He visualises some arbitrary attributes, recognises a pattern, adopts this 
pattern as one of his initial criteria and repeats the process from the 
beginning. The interaction between the user and the computer and the 
simultaneous selection of metadata in all visualisations form a dynamic 
process that can be repeated a number of times, until a satisfactory outcome 
has been found (Albertoni et al., 2003b). 

 
 

4.1.2. Geographical metadata in the INVISIP project 
 

The geographical metadata produced in the INVISIP project, conforms to 
the ISO 19115 standard. It was collected during the initial stage of the 
project, when case studies about the site planning process were carried out in 
four European countries that participated in the project. Participating 
countries were Sweden, Italy, Germany and Poland. The collected metadata 
describes site planning data from the following cities or communities: 
Stockholm, Genoa, Krakow and Wiesbaden. Additionally, metadata from an 
existing metadata information system developed by one of the German 
partners in the project was added to the metadatabase. There are around 2500 
metadata items in the metadatabase. Additional items can be added to the 
metadatabase by the local site planner using the INVISIP framework, 
describing either the user’s own geographical data, geographical data on 
internet or data from other sources. 

Since the original data was from four countries, there arose a question 
what to do about the language of metadata items. This was not a problem in 
case of nominal and numerical attributes, where a correct value could be 
chosen from a list of preset values (e.g. a list with five languages). But the 
question was what to do with free-text fields. These should in principle also 
contain exclusively English text, but since the metadatabase was created by 
the site planners locally, there were quite many metadata instances that had 
free-text descriptions in other languages, German metadata from the existing 
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metadata information system being the major problem. This multilingual 
issue had to be taken into account when planning the exploration of 
metadata. 

 
 

4.1.3. The description of the VDM tool 
 

The VDM tool is a compound of five visualisations and two interaction 
functionalities. The visualisations are grouped into visualisations for one 
attribute, which include a histogram (figure 27) and a pie chart (figure 28) 
and visualisations for several attributes which include a table visualisation 
(figure 29) and a parallel coordinates visualisation (figure 30) (Albertoni et 
al., 2003b). The fifth visualisation displays the hierarchical structure in the 
metadata and was developed in order to display the results of the integrated 
automatic data mining algorithm – clustering (Demšar, 2004). Both the 
clustering algorithm and the hierarchical visualisation are discussed in 
separate sections later on in this chapter. 
 

 
 

Figure 27: The histogram from the VDM tool 
 
There are two different types of interaction in the VDM tool: the 

interaction between a single visualisation and the user and the interaction 
among different visualisations (Albertoni et al., 2003b). 
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Figure 28: The pie chart from the VDM tool 
 

 
 

 
 

Figure 29: The table visualisation 
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Figure 30: The parallel coordinates visualisation 
 

The interaction between a visualisation and the user lets the user explore 
the content of the visualisation and to graphically extract the selected subset 
of metadata. The graphical selection of a subset of metadata is based on the 
selection of graphical entities in the visualisation. Each graphic entity is 
linked to the value of the attribute or the metadata instance which it 
represents. Graphical entities are different in different visualisations: they are 
angular segments of a pie chart, bars of a histogram, rows of a table, lines in 
a parallel coordinates visualisation or leaf-to-root paths in the clustering 
visualisation. The values of the attributes are shown in the legend next to the 
visualisation. The user can select a desired subset of objects by clicking on 
the graphical entities that represent their attribute values or by choosing one 
or several values in the legend. A special type of graphical selection is 
implemented in the parallel diagram. Unlike in the other visualisations the 
polygonal lines represent the metadata instances rather than values of one 
attribute. If we select one value of one attribute, the highlighted lines show a 
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correlation of this value with the other attributes in the parallel coordinates 
visualisation. Figure 30 shows an example: the selected polygonal lines in 
red show the correlation between the specified cost of the datasets (10 euros) 
with their format and their language. The datasets with this cost can be 
obtained in four different data formats, but they are all in English. (Albertoni 
et al., 2003b). 

The second kind of interaction was developed in order to discover 
correlation among graphic entities represented in different visualisations. 
The visualisations are connected according to the concept of brushing and 
linking (Hand et al., 2001). Brushing is an interactive selection process, 
while linking connects the selected data from the current visualisation to 
other visualisations and the metadatabase in the background. If the metadata 
is displayed in several different visualisations (of one type or of more 
different types) and the user decides to perform a selection of objects in one 
of them, the graphical entities that represent this selection and correspond to 
the same subset of selected metadata objects are highlighted in each 
visualisation. When the selection is performed, all other graphical entities 
disappear from each open visualisation. This principle is illustrated in the 
section 4.4., where we present a hypothetical metadata exploration using the 
VDM tool (Albertoni et al., 2003b). 

 
 

4.1.4. The architecture of the VDM tool 
 

The visualisation framework in INVISIP is a web-based software, 
developed in Java, in order to support exploration of metadata from different 
sources. The VDM tool, as a part of the INVISIP framework, is designed as 
a Java applet. The tool consists of three main components: the data manager 
which connects the VDM tool to different resources of metadata, the control 
panel which manages the connection between all visualisations, and the 
visualisation wrapper which provides a common template for the different 
visualisations (Albertoni et al., 2003b). 

The data manager handles input and output of data. The data connection 
implemented is based on open database connection (ODBC). The VDM tool 
can therefore be used with various databases such as Oracle, mySQL, etc. 
(Albertoni et al., 2003b). 

The control panel is the main component of the VDM tool, providing a 
graphical user interface (GUI) as shown in figure 31. The left side of the 
control panel displays the list of metadata attributes, which are read from the 
metadatabase. The right side shows visualisations. For each visualisation 
only those attributes on the left side are available, which can actually be 
displayed with the respective visualisation. For example, free-text attributes 
(such as title, abstract, etc.) are disabled for a pie chart (as in the figure 31), 
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because they can not be displayed by this visualisation. The control panel 
activates the visualisations of selected attributes (Albertoni et al., 2003b). 

 

 
 

Figure 31: The control panel GUI of the VDM tool 
 

All visualisations are implemented as Java classes with a common 
ancestor, the visualisation wrapper class. The visualisation wrapper is an 
abstract class that provides the interface between the visualisations and the 
control panel as well as functionalities to draw and update the graphics 
contained in each visualisation. It is also responsible for the look & feel 
(colours, character fonts, etc.) of all visualisations and for the common 
characteristics such as toolbar and menu (Albertoni et al., 2003b). 
 
 
4.2. Clustering of geographical metadata  
 

In order to try to solve some of the problems of metadata exploration, 
discussed in the section 3.3. about geographical metadata, we have applied 
an automatic data mining algorithm to the metadata in a pre-processing step. 
This solves the problem related to the large amount of metadata: if the 
underlying structure of metadata is discovered and displayed to the user prior 
to the visual analysis, this can improve pattern recognition and make the 
exploration more effective. The structure we are looking for should be based 
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on the similarity of metadata elements, since similar datasets are often 
relevant for the same search request. when working with geographical data. 
An algorithm that discovers such similarity structure in data is clustering 
(Podolak and Demšar, 2004). 

Besides discovering the similarity structure in the metadata, the clustering 
has another advantage. Since clustering is an unsupervised classification and 
the hierarchical structure is obtained solely from the data, this means that the 
user does not have to have any initial idea about how to group the metadata. 
There is no need to prespecify conditions for grouping and there is no need 
to use training data. This means that the similarity pattern that the discovered 
structure shows is a new pattern for the user, one that he was not aware of 
before the exploration. The discovered structure  represents a simplification 
of the metadata and the analysis of the data can be limited to each cluster 
instead of to each single metadata element (Albertoni et al., 2003a). 

We use a hierarchical clustering algorithm, which organises the metadata 
in a hierarchy. As mentioned before (section 1.5.2.) the hierarchy is usually 
displayed in the form of mathematical tree, also called a dendrogram (see 
section 2.3.5.). The root vertex of such a tree represents all metadata 
instances available. It is split into several subsets, each of them a cluster of 
items more similar to each other than to items in other subsets, forming the 
children vertices of the root. The children are then split recursively using the 
same similarity criteria. This structure has some interesting properties. A 
parent vertex contains the union of elements that appear in its children. In 
general, clusters at a higher level of the tree contain elements that are less 
similar than elements that belong to the clusters that appear at a lower level 
(Albertoni et al., 2003a).  

 

 
 

Figure 32: An example of the tree structure, inferred by the hierarchical 
clustering 

 
Figure 32 shows an example of a hierarchical tree. Metadata elements in 

this figure are represented as numerically labelled points. The node A, which 
is the root of the tree, contains all elements belonging to the nodes B and C. 
The elements in node A are not as similar to each other as the elements in 
clusters B and C respectively. The applied concept of similarity is stricter if 
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we are further down in the tree, which means that the data exploration can be 
performed at different levels of detail. By navigating in the tree, the user can 
trace the data from the most general to the most special and vice versa 
(Albertoni et al., 2003a). 

When defining the similarity measure for clustering, we had to tackle 
another problem related to geographical metadata, namely how to deal with 
all the various data types of metadata attributes. To solve this we developed 
a special similarity measure which is defined specifically for different types 
of attributes (Podolak and Demšar, 2004). 

 When defining the similarity measure, the numerical and nominal 
attributes do not present any particular problem. For the continuous type 
attributes the similarity is defined using the standard Euclidean distance. In 
case of nominal attributes, their values can either be equal or not and the 
similarity measure of two items is a binary one: if the attribute has the same 
value in two metadata items, then the distance function for this attribute and 
for these two metadata items has value 0, otherwise its value is assigned to 1 
(Podolak and Demšar, 2004).  

The definition of the similarity between the free-text attributes presents a 
bigger problem. These attributes need pre-processing before the distance 
function can be defined. The first step in the pre-processing is to divide all 
free-text fields into individual words. The stems are found for each word and 
words that share the same stem are converted into a uniform word. This step 
is necessary in order to ensure that the algorithm does not depend on 
conjugations, which is important since we are dealing with metadata in five 
different languages (English, German, Italian, Polish, Swedish). For 
example, English words ‘building’, ‘buildings’, ‘builder’, ‘build’, etc., are all 
converted into ‘build’. The stems in different languages are compared to 
each other using a precompiled list of the most common site planning words 
in all five languages, so that the stems which mean the same in any of the 
five different languages are recognised as synonyms (Podolak and Demšar, 
2004).  

In the next step of the algorithm the stems are ranked with the TF*IDF 
measure of importance of the word to the document (Salton, 1989). The term 
frequency TFi,j is the number of occurrences of a specific term (or word) Ti 
in a specific text document Dj. The inverse document frequency IDFi,j is 
derived from the document frequency DFi,j, which is the number of 
documents in a collection of m documents in which the term Ti occurs. The 
inverse document frequency is then calculated as: 

 
These two measures are combined into the term weight Wi,j, which is defined 
as: 
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and which defines the importance of a term Ti in the document Dj (Salton, 
1989, Baldi et al., 2003).  

The next step in the algorithm is to select the most important words 
according to their term weight Wi,j from a vector of binary attributes which 
states whether the word has occurred in a particular metadata instance. These 
vectors and the similarity functions of the other attributes are used as the 
input to the Cobweb hierarchical clustering algorithm which produces a 
hierarchical tree of clusters (Podolak and Demšar, 2004).  

The algorithm is implemented in Java, using the Weka package that 
contains an implementation of the Cobweb algorithm. Weka is a collection 
of machine learning algorithms for data mining tasks which contains tools 
for data pre-processing, classification, regression, clustering, association 
rules and visualisation. It is well-suited for developing new machine learning 
schemes. Weka is open source software issued under the GNU General 
Public License (Witten and Frank, 2000). 
 
 
4.3. Visualisation of the hierarchical structure 
 

After producing the hierarchical tree from the metadata, the next task was 
to visualise it for the user and integrate it in the VDM tool. 

In section 2.3.5. we presented a survey of visualisations of hierarchical 
structure in the data. Most of the visualisations listed there have certain 
disadvantages when it comes to their integration with our VDM tool. The 
visualisations that draw the structure as a classical top-down rooted tree (i.e. 
a dendrogram and all its variations, the structure-based brushes and the 
Magic Eye View) are difficult to read when a large amount of data is 
displayed, especially when it comes to recognising finer details of the 
structure on the leaf level. The patterns in such a drawing are difficult to 
recognise. Visualisations of the other type which do not directly show the 
tree structure, but represent hierarchy using different graphical entities and 
relationships between them (i.e. a treemap, a sunburst and dimensional 
stacking), are fairly complex and may be difficult to grasp for a non-expert 
user. The complexity in these methods is a serious obstacle when trying to 
integrate such a visualisation into the visual data mining process (Demšar, 
2004). 

We developed a special visualisation of the hierarchical structure which is 
suitable for integration with the interactive selection of a subset of metadata 
items that our implementation of the visual data mining is based on. In this 
visualisation we represent the hierarchical structure as a dendrogram, but 
instead of using the traditional top-down drawing approach, we draw it as a 
radial tree. In a radial display the root of the tree is placed in the centre of the 
image, in contrast with traditional top-down tree-drawing methods, which 
anchor the root of the tree in the centre of the upper edge of the screen. The 
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root’s outgoing edges are distributed at equal angles around the root. The 
children vertices of the root are drawn on the circumference of the circle, 
which has its centre in the root. This structure is recursively continued at 
each level: each vertex is the centre of a circle, its incoming edge and 
outgoing edges are evenly distributed in this circle, and the children vertices 
placed on the circle’s circumference as shown in figure 33. We propose to 
call such a structure a snowflake graph. The vertices and edges of the tree are 
coloured according to a colour scheme that corresponds to the similarity of 
metadata elements (Demšar, 2004). 

 

 
Figure 33: The recursive construction of a snowflake graph 

 
Drawing the hierarchical structure in the form of a radial tree as a 

snowflake graph solves some of the difficulties with readability in the usual 
presentations of the hierarchical structure, since the drawing space available 
is more optimally used than in the classical top-down drawing of a rooted 
tree. The snowflake graph can also be easily integrated in the visual data 
mining using the brushing and linking principle (Demšar, 2004).  

In the rest of this section we present a detailed description of the radial 
drawing algorithm, the colour scheme of the snowflake graph and the 
principle of the integration with the VDM tool, as developed by the author of 
the thesis. 
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4.3.1. The radial tree-drawing algorithm 
 

The description of the radial tree-drawing algorithm sounds simple, but its 
implementation is actually quite complex. The geometrical positions of the 
vertices in the visualisation window are calculated in two traversals of the 
tree. The first is a recursive traversal which defines the radii of each circle. 
The second traversal is non-recursive and calculates the absolute position of 
each vertex on the screen (Demšar, 2004).  

 

 
 
Figure 34: The definition of r, rj, d and a for the vertex v with its child vertex vi. 

 
 

 
 

Figure 35: Absolute positioning of a vertex – transformation from radial to 
Cartesian coordinates 

 
A vertex v has the following parameters: 

(x, y) – the absolute position of the vertex v, 
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r – the absolute radius of the circle on which the children vertices of the 
vertex v are placed, 
d – the radius of the circle which the children’s respective circles touch 
(figure 34), 
rj – the maximal possible radius for the circles of the children vertices if we 
distribute these around the parent vertex v at equal angles (figure 34), 
a - the angle that belongs to each child vertex vi when they are equally 
distributed around the parent vertex v (figure 34), 
j - the absolute angle of the incoming edge of the vertex v, measured from 
x-axis in the counter-clockwise direction (figure 35) (Demšar, 2004).  

The values r, rj, d and a are calculated for each vertex during the first 
recursive traversal of the tree. This procedure is an adapted version of the 
first recursive traversal from the circular drawing algorithm for rooted trees 
by Melançon and Herman (1998). The recursive method setRadii assigns 
all the above-mentioned values to vertex v: 

 
method setRadii (vertex v) { 
  if v=leaf { 
    d=0; 
    rj=const; 
  } 
  else { 
    loop over children vi of v { 
      setRadii(vi); 
    } 
    set d, alpha, rj; 
  } 
  r = rj + d; 
} 

 
For a leaf vertex v, d gets value zero and rj a constant value, which is the 
minimal possible edge length. In our implementation we set this length to 
15 pixels, since the vertices are drawn as full circles with a diameter of 10 
pixels. For an internal vertex v, we call the method setRadii recursively on 
all its children and then assign the values to the d, a and rj. The value of d 
is set to the maximum value of the absolute radii of all children vertices of 
the vertex v. This is a heuristics proposed by Melançon and Herman (1998). 
The angle a is one half of the n+1th  part of the full angle 2p, where n is the 
number of children of the vertex v, which means that it is one half of the 
angle that encloses the circle of each child vertex (figure 34). The full angle 
is divided into n+1 parts, since we need to equally distribute not only the n 
edges that belong to the children vertices but also the edge towards the 
parent vertex of the vertex v. The value for rj is obtained from d and a 
according to the geometric relationship which states that the tangent of the 
angle a equals the quotient of rj and r (as can be deduced from figure 34). 
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To avoid division by zero when a equals p/4 (which happens if a vertex has 
three children, n=3), a special formula was derived for this case. The three 
values are calculated as: 

 
where n is the number of children of the vertex v, ri is the absolute radius r 
of each child vertex vi, i=1, … n, and 

. 
The absolute radius r for the vertex v is the sum of rj and d regardless if v is 
a leaf or an internal vertex: r=rj+d (Demšar, 2004). 

The next step in the algorithm is to traverse the tree structure again (but 
this time non-recursively) and to calculate the absolute position for each 
vertex. The position is derived from the radius r and the angle j. During the 
traversal of each vertex we also assign the absolute angle j to all its 
children (Demšar, 2004).  

The Cartesian and polar coordinates of the root are set to: 

 
where w is the width and h the height of the visualisation window in which 
the snowflake graph is displayed (Demšar, 2004). 

The second traversal of the tree is a classical depth-first traversal and 
begins at the root. At the vertex v the first thing we do is to assign the 
absolute angle ji to each child vertex vi of the vertex v, i=1,…,n: 

 
The angles ji are obtained by equally distributing the n+1 edges (the n 
edges belonging to the children and the incoming edge of the vertex v) into 
the full angle 2p with the apex in the vertex v. We need to add j+p to each 
angle, since they are measured counter-clockwise from the incoming edge, 
which intersects the horizontal x-axis at the angle j (Demšar, 2004). 

The absolute position of each vertex v (except for the root, where the 
position is preset as described before) is derived from the absolute 
coordinates (xp, yp) of the parent vertex, the absolute radius rp of the parent 
vertex and the angle j (this angle was assigned to v when we traversed its 
parent vertex). The situation is illustrated in figure 35. The absolute 
coordinates of the vertex v, (x, y), are calculated as: 

 
Once the absolute positions of all vertices are known, the tree is drawn in 
the visualisation window (Demšar, 2004).  
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The algorithm was developed using the traditional right-handed 
Cartesian coordinate system, with the origin in the lower left corner of the 
display and the positive values of x and y increasing towards the right and 
upwards respectively. We used Java for the implementation of the 
algorithm, which affects the geometric positioning. Graphics in Java uses a 
left-handed coordinate system, where the origin is in the upper left corner 
and the positive directions are towards the right and downwards for x and y 
respectively. For our algorithm this means that the vertices’ absolute 
positions are mirrored over the x axis downwards and the angles are 
measured clockwise instead of counter-clockwise. The calculations remain 
the same.  The direction of the coordinate system has no effect on the 
distances between vertices and the appearance of the snowflake graph 
(Demšar, 2004). 
 
 
4.3.2.The colour scheme and the similarity of metadata elements 
 

The similarity of the metadata elements in the snowflake graph is 
represented in two ways. In the hierarchical tree the metadata elements 
whose leaf-to-root paths meet in a near-by ancestral vertex are more similar 
to each other than the metadata elements, whose leaf-to-root paths meet 
higher up in the tree. To this natural structure we added a colour scheme for 
the edges and vertices, where the similarity of the colours corresponds to 
the similarity of metadata elements (Demšar, 2004). 

The colour model that our scheme is based on is the HSB (hue-
saturation-brightness) colour model (Foley et al., 1990). This model 
represents colours in a cylindrical three-dimensional coordinate system. 
The subspace where the model is defined is an upside-down hexagonal 
pyramid, which has the apex in the origin of the coordinate system. 
Brightness is assigned to the central axis of the pyramid. The other axis, 
saturation, is perpendicular to the central line of the pyramid and intersects 
the other axis in the origin. The third dimension, hue, is represented by the 
angle on the regular hexagon, which is the base of the pyramid and is 
perpendicular to the brightness axis. The brightness axis and the hexagon 
intersect at the brightness value 1. Brightness and saturation are both 
defined in the range [0,1]. The sides of the hexagon are 1 unit long and the 
saturation of the colour is represented by the distance from the hexagon’s 
central point towards its edge. The apex of the pyramid (the origin) is black 
and the central point in the hexagon is white (h=0, s=0, b=1). In some 
cases a cone instead of the hexagonal pyramid and a unit circle instead of 
the hexagon are used. The usual orientation of the hue hexagon or circle is 
as follows: red colour at 0°, green at 120° and blue at 240° in the counter-
clockwise direction (Foley, 1990). 
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Figure 36: Colouring the children of the root by their position in an inverted hue 

circle. 
 
The colour scheme for the vertices and the edges of the snowflake graph 

is defined in two steps: the first step is to colour the children of the root and 
the second step to colour all the other vertices. The incoming edge of a 
vertex is assigned the same colour as the vertex (Demšar, 2004). 

The children of the root and their respective incoming edges are 
coloured according to their position in an inverted hue circle (figure 36). 
The hue circle is mirrored over the line at 0°, another effect of the left-
handed coordinate system of Java graphics. Red remains in the same 
position as in the original HSB model, but green and blue colours swap 
places at 120° and 240° respectively, as illustrated in figure 36 (Demšar, 
2004).  

To all other vertices and their respective incoming edges we assign a 
colour derived from the colour of the parent vertex. The hue of each child’s 
colour is the same as the hue of the parent vertex, but the saturation and 
brightness change linearly with the number of each child. If the parent’s 
hue, saturation and brightness are (h, s, b), then each child’s hue, saturation 
and brightness (hi, si, bi) equal to: 

 
for each child vertex vi, where i = 1, … n, and n is the number of children of 
the parent vertex. Figure 37 shows the colouring principle for the vertices 
on the deeper levels. The linear dependency of the saturation and brightness 
of the children on the number of each child yields a linear relationship 
between the brightness and saturation. The choice of the appropriate linear 
dependency for saturation and brightness on the number of each child is 
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based on the perceptible distinction of the colours of the consecutive 
children vertices. The linear dependency between the saturation and 
brightness is illustrated in the figure 37 (Demšar, 2004). 
 

 
Figure 37: Colouring the vertices on a deeper level in the tree from a saturation (s) 

and brightness (b) graph. 
 

 
4.3.3. Integration of clustering in the VDM tool 
 

The snowflake graph was designed with integration into the process of 
brushing and linking in mind. This process is the interactive selection 
process of our visual data mining implementation, described by Albertoni 
et al. (2003b). The interactive selection procedure is based on the user’s 
selection of one or more graphical entities that represent metadata items in 
each visualisation. Such an entity in the snowflake graph is a leaf of the tree 
together with the corresponding leaf-to-root path. This path consists of 
consecutive vertices and edges that form the shortest connection in the tree 
between the leaf and the root. If only one metadata item is to be selected, 
the user can click on the leaf that represents this item and at the same time 
not only the clicked vertex but also its leaf-to-root path is highlighted. If the 
user wishes to select multiple metadata items which form a cluster, he 
should click on the internal vertex that represents the cluster in question. 
This selection highlights the vertex that represents the cluster, the path from 
the cluster vertex to the root and the subtree which belongs to the respective 
cluster, i.e. a subtree whose root is the cluster vertex and which consists of 
all subclusters of this cluster on all lower levels in the tree down to the leaf 
level. An example of two selected metadata items and their respective leaf-
to-root paths is shown in figure 38. 
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Figure 38: A selection of two leaves and their respective leaf-to-root paths in the 

snowflake graph. 
 
 
4.4. An example of application 
 

In this section we describe how the VDM tool can be used for exploration 
of geographical metadata during the data acquisition phase, i.e., when the 
user is searching for appropriate geographical data for his task.  

Let us assume that the goal of the user is to find Italian datasets for site 
planning, where the main topic of the datasets is society. This goal can be 
translated into three constraints, applied on three attributes of the metadata. 
The “site planning” is a value in the attribute APPLICATION, “Italian” is 
one of the possible values for the attribute LANGUAGE and “society” one 
of the possible values for the attribute THEMECODE. These constraints  are 
the suitability criteria formulated by the user. 
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Figure 39 : A pie chart on application and a histogram on language 
 

According to the suitability criteria the user opens two visualisations: a 
pie chart on APPLICATION and a histogram on LANGUAGE (figure 39). 
Then the user introduces the first constraint by graphically selecting the 
APPLICATION value “site planning” in the pie chart (figure 40). At the 
same time all the datasets that were selected in the pie chart are highlighted 
in red in all other open visualisations (the histogram in this case). The parts 
of columns, which are highlighted in red in the histogram in figure 40, 
represent all the datasets that have the APPLICATION value “site planning”. 
The user is satisfied and performs the real selection, which makes all other 
metadata items (except the “site planning” ones) disappear from all 
visualisations (figure 41). 

 
 

 
 

Figure 40: Graphical selection of site planning in the pie chart 
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Figure 41: After the selection of site planning metadata items 
 
 
 

 
 

Figure 42: The user adds a parallel coordinates visualisation on reference date and 
theme code to the existing visualisations 
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The pie chart is useless from this point on, as it only shows the 100% of 
the site planning metadata items (all the rest have been removed from the 
metadata set that the analysis is performed upon), so the user needs other 
visualisations to go on with the metadata exploration. He opens a parallel 
coordinates plot on two attributes, the REFDATE and the THEMECODE as 
illustrated in figure 42.  

The second constraint is introduced: the user is only interested in Italian 
datasets. He performs a graphical selection in the histogram by clicking on 
the column that represents the datasets in Italian or, alternatively, chooses 
the value Italian from the legend in the histogram window. The Italian 
column is highlighted and at the same time all the lines that represent the 
Italian metadata items are highlighted in red in the parallel coordinates 
visualisations (figure 43). After the selection is performed, all except the 30 
Italian metadata items disappear from both visualisations (figure 44). 

 
 

 
 

Figure 43: Graphical selection of  Italian metadata items 
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Figure 44: After selection of all Italian datasets 
 

 
 

Figure 45: The user adds clustering to the existing visualisations 
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The histogram has served its purpose, therefore the user closes it and 

opens the clustering visualisation instead. The clustering is performed on the 
currently selected subset of metadata and the resulting hierarchical structure 
is drawn as a snowflake graph in a new visualisation window as shown in 
figure 45.  
The user is interested in metadata items that have the THEMECODE value 
“society”. This is the third constraint that he introduces by selecting this 
value in the parallel coordinates visualisation (figure 46). The selected subset 
of metadata is highlighted in the parallel coordinates as well as in the 
clustering visualisations. A closer look shows that there are only two 
metadata items that suit the constraint about society (figure 46). The user 
would however like to have more than just two datasets to choose from. 
Therefore he decides to perform another selection based on similarity of 
metadata items. In the clustering visualisation he selects the first two larger 
clusters that belong to each of the two highlighted metadata items. As the 
metadata items are represented by the leaves in the snowflake graph, the first 
larger cluster is the parent vertex of each of the leaves. Therefore, the user 
selects the parent vertices of both leaves, which adds seven other metadata 
items to his initial selection. These metadata items are the most similar ones 
to the original two (figure 47). 
 

 
 

Figure 46: Selection of society in the parallel coordinates visualisation 
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Figure 47: Selection of the most similar elements to the two metadata items from 
the previous selection 

 
 

 
 

Figure 48: The final result in the parallel coordinates visualisation 
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After the selection is performed (figure 48), there are nine metadata items 
left in the user’s subset, which is a number he is satisfied with. He would 
like to know what kind of metadata items he has ended up with. The final 
step of the analysis is therefore to open a table on TITLE and URL 
attributes, which shows the user which geographical data the metadata items 
that he selected actually represent and where they can be obtained via 
internet (figure 49). If the resulting datasets do not completely meet his 
criteria, he can start the analysis from the beginning with different suitability 
criteria and different visualisations. 

 

 
 

Figure 49: A table with title and URL of the final selected subset of geographical 
metadata 
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5. Conclusions, discussion and future research 
 
Geographical metadata are becoming available in an increasing amount 

and present an important source of information for various purposes and 
various fields of application. One such field is site planning. In site planning 
the search for suitable data presents a basic problem and locating the most 
up-to-date geographical data is crucial for successful decision-making.  

In the thesis we presented an approach for exploration of geographical 
metadata, based on a combination of visual and automatic data mining 
methods. Exploring the metadata using this approach helps the user to 
acquire new knowledge about the metadata, consisting of relationships, 
correlations and similarities among the data and to find a compromise 
between what he is looking for and what is available. This is a user-friendly 
way to perform a search for geographical data and to support decision-
making within the site planning process.  

The user can get lost during the visual exploration of metadata if a large 
amount of metadata is available or if he is not familiar with the many 
attributes that the metadata space consists of. When searching for 
appropriate geographical data, similar datasets are often relevant for the 
same search request. Clustering structures the metadata elements according 
to similarity and thus facilitates the metadata exploration.  

The clustering visualisation presented in the thesis in the form of the 
snowflake graph is an easy navigatable structure that solves some of the 
difficulties with readability in the usual presentations of the hierarchical 
structure. The visualisation is very intuitive and not difficult to grasp even 
for the novice user. It is not difficult to understand the meaning of the 
internal vertices and leaves, the hierarchy expressed with the edges and the 
similarity presented by the colour of the vertices and edges. Once the user 
grasps this, the structure becomes easy to navigate, which leads to discovery 
of correlations among metadata elements that would otherwise remain 
unnoticed.  

In the thesis we presented the definition and construction of the 
snowflake graph. What remains for the future is to compare and evaluate it 
against other existing hierarchical visualisations and to find out how well 
this visualisation is suited for various purposes. For example, how easy or 
difficult it is to detect clusters, outliers, important features or to find classes, 
rules and models in the data.  

At the moment, the VDM tool presented in this thesis is one of the few 
available attempts of integrating an automatic data mining algorithm with the 
visual data mining. There are several possibilities open for the further 
research and development of this tool. For example, automatic data mining 
methods that could solve the problem of missing metadata fields and 
instances could be integrated in the tool. Usually the algorithms for data 
mining require a complete data matrix as input and lose efficiency if values 
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are missing. Methods for inputting missing data would therefore be desirable 
in order to minimise the effect of incomplete datasets on the data mining 
algorithms. The tool should be able to identify and input the missing values 
of metadata by analysing the set of available metadata. A possible approach 
for this could be based on a combination of a classification algorithm applied 
to the metadata attributes and an algorithm that completes the missing 
metadata values.  

In the current VDM tool there is so far no possibility to search for data 
according to its geographical position. One way to expand the tool would be 
to develop new visualisations that would focus on the spatial aspect of 
metadata. For example, one could have a map of the country or region 
presented along with the other visualisations and the locations of each 
metadata item marked on this map. This would enable the user to perform a 
selection of metadata items according to their spatial position. 

Another possible direction for future research is to use the VDM tool on 
another type of data, not only geographical metadata and evaluate it against 
other similar applications.  
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