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Sammanfattning 
Förmaksflimmer är en vanlig hjärtrytmrubbning som kännetecknas av en 

avsaknad eller oregelbunden kontraktion av förmaken. Sjukdomen är en riskfaktor 

för andra allvarligare sjukdomar och de totala kostnaderna för samhället är 

betydande. Det skulle därför vara fördelaktigt att effektivisera och förbättra 

prevention samt diagnostisering av förmaksflimmer.  

 

Kliniskt diagnostiseras förmaksflimmer med hjälp av till exempel pulspalpation 

och auskultation av hjärtat, men diagnosen brukar fastställas med en EKG-

undersökning. Det finns idag flertalet algoritmer för att detektera arytmin genom 

att analysera ett EKG. En av de vanligaste metoderna är att undersöka 

variabiliteten av hjärtrytmen (HRV) och utföra olika sorters statistiska beräkningar 

som kan upptäcka episoder av förmaksflimmer som avviker från en normal 

sinusrytm. 

 

I detta projekt har två metoder för att detektera förmaksflimmer utvärderats i 

Matlab, en baseras på beräkningar av variationskoefficienten och den andra 

använder sig av logistisk regression. EKG som kommer från databasen Physionet 

MIT används för att träna och testa modeller av algoritmerna. Innan EKG-signalen 

kan användas måste den behandlas för att ta bort olika typer av brus och artefakter.  

 

Vid test av algoritmen med variationskoefficienten blev resultatet en sensitivitet 

på 91,38%, en specificitet på 93,93% och en noggrannhet på 92,92%. För logistisk 

regression blev sensitiviteten 97,23%, specificiteten 93,79% och noggrannheten 

95,39%. Algoritmen med logistisk regression presterade bättre och valdes därför 

för att implementeras i Java, där uppnåddes en sensitivitet på 91,31%, en 

specificitet på 93,47% och en noggrannhet på 95,25%. 
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Abstract 
Atrial fibrillation is a common heart arrhythmia which is characterized by a 

missing or irregular contraction of the atria. The disease is a risk factor for other 

more serious diseases and the total medical costs in society are extensive. Therefore 

it would be beneficial to improve and optimize the prevention and detection of the 

disease.  

 

Pulse palpation and heart auscultation can facilitate the detection of atrial 

fibrillation clinically, but the diagnosis is generally confirmed by an ECG 

examination. Today there are several algorithms that detect atrial fibrillation by 

analysing an ECG. A common method is to study the heart rate variability (HRV) 

and by different types of statistical calculations find episodes of atrial fibrillation 

which deviates from normal sinus rhythm.  

 

Two algorithms for detection of atrial fibrillation have been evaluated in Matlab. 

One is based on the coefficient of variation and the other uses a logistic regression 

model. Training and testing of the algorithms were done with data from the 

Physionet MIT database. Several steps of signal processing were used to remove 

different types of noise and artefacts before the data could be used. 

 

When testing the algorithms, the CV algorithm performed with a sensitivity of 

91,38%, a specificity of 93,93% and accuracy of 92,92%, and the results of the 

logistic regression algorithm was a sensitivity of 97,23%, specificity of 93,79% and 

accuracy of 95,39%. The logistic regression algorithm performed better and was 

chosen for implementation in Java, where it achieved a sensitivity of 97,31%, 

specificity of 93,47% and accuracy of 95,25%. 
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1 INTRODUCTION 

  Background 

Atrial fibrillation (AF) is a serious heart condition where the atria contracts 

irregularly and in rapid succession so that blood is not completely pumped into 

the ventricles [1]. During AF episodes there are a lot of electrical signals in the atria 

which disturbs the normal pace making function, which leads to a disturbance in 

the normal contraction [1].  

 

AF is the most common type of heart arrhythmia and is associated with an 

increased risk of stroke and premature death [2]. Although some people develop 

symptoms such as palpitations, dizziness and chest pains, many have undetected 

AF while the risks are still present. This puts emphasis on screening methods that 

preferably should be performed on a continuous basis for the general population 

and more frequently for people with an elevated risk of AF, such as patients 

suffering from other cardiac diseases.  

 

One way to detect AF is by studying the electrocardiogram (ECG), which is a 

method to measure the electrical conduction in the heart and displays the different 

events during the heart’s contraction.  By analysing the ECG and looking at specific 

markers which shows activity of the atria, episodes of AF can be identified.  

 Problem description 

Because AF can occur in a range from a few seconds to hours, short term ECG 

measurements are not useful. Instead portable devices such as Holter monitors are 

used to record data over a period of 24 hours or more, which will then be collected 

and analysed by cardiologists. To study such long term recordings takes 

considerable time and effort, therefore research on automatic detection algorithms 

have emerged as an important next step in AF diagnostics. There is still much room 

for further research however, both in terms of algorithm optimization as well as 

realizing practical implementations by for instance automatic collection of data 

using mobile phones or by analysis via a web service as computer-aided detection 

(CAD). This would save the patient and caregivers time and can be highly 

beneficial in terms of resources. 
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  Aim 

There are many different algorithms for detecting atrial fibrillation, each with 

various advantages and disadvantages. Therefore, the first part of this project 

consists of a literature study to gain insight into the current state of AF detection. 

Two algorithms will then be selected for evaluation and optimization to achieve a 

high enough sensitivity and specificity for screening of AF. The most promising 

algorithm will be implemented in Java so that with future development the code 

could be launched as a web service with automatic collection, analysis and 

feedback to hospitals. This project has two main goals: 

 

� Evaluate and optimize two AF detection algorithms in Matlab using the 

Physionet MIT database 

� Implement one of the algorithms in Java 

 Demarcations 

Two algorithm concepts were chosen and only data from the Physionet MIT 

database was used for the evaluation. One of the algorithms was implemented in 

Java. Although the implementation had no specific demands on performance, such 

as memory usage or execution time, it should be as efficient and quick as possible 

to allow for future development into a web service. 
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2 THEORETICAL FRAMEWORK 

 Electrical conduction system of the heart 

The heart is the organ that maintains the systemic, coronary and pulmonary 

circulations [3]. The intrinsic electrical conduction system (see Figure 1) regulates 

the contractions of the different parts of the heart by propagating electric impulses 

to different parts of the heart [4].  

 

The conduction pathway of the heart starts in the sinoatrial (SA) node located in 

the right atrium where specialized cells depolarize spontaneously, the signal is 

spread through the atria rapidly making them contract. Afterwards the signal 

travels down to the conduction site from the atria to the ventricles; the 

atrioventricular (AV) node, which is located in the heart wall between the right 

atrium and the right ventricle. The AV node delays the depolarization to reach the 

ventricles for a short period of time so that the blood has time to flow into the 

ventricles from the contracting atria. After the signal has passed through the AV 

node, it travels through the bundle of His which leads to the apex of the heart so 

that it contracts upwards. The depolarization is spread from the AV node to the 

ventricles which contract and pushes out blood to the rest of the body [1, 3]. 

 
Figure 1: The electrical conduction system of the heart [5]. 

Electrocardiography (also abbreviated ECG) is one of the most common methods 

to analyse and diagnose the heart. Electrodes on the skin detects the electrical 

activity of the heart’s conduction system and records it to an ECG which normally 

shows a characteristic curve during normal sinus rhythm, as seen in Figure 2 [6]. 
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ECG is used to investigate various heart problems, e.g. coronary heart disease, 

infarction, arrhythmias, thrombosis/embolism, hypo- or hyperkalemia [7-9].  

 

The wide field of application makes this non-invasive and inexpensive method 

practical and well-used in the health care. A standard 12 leads ECG with ten 

electrodes is normally used, there other variants such as the 3 leads ECG or the 5 

leads ECG which are used during transport or sometimes in an ICU, but the 12 

leads ECG gives more details and monitors all areas of the heart [4].  

 
Figure 2: PQRST-waves during one round of the cardiac cycle [10]. 

As previously mentioned, the ECG from a patient with normal sinus rhythm 

follows a specific pattern, where deviations or varying intervals between the 

different complexes can easily be detected, even though interpretation may be 

difficult. The PQRST complex can be deconstructed into smaller waves that 

correspond to different events during the cardiac cycle [1, 11, 12]: 

 

• P-wave - atrial depolarization 

• Q-wave - depolarization of the inter-ventricular septum 

• R-wave - main depolarization of the ventricles 

• S-wave - the late depolarization of the ventricles 

• T-wave - ventricular repolarization 
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 Atrial fibrillation 

AF is one of the most common heart arrhythmias, which is characterized by an 

absence- or irregular rate of the atrial depolarization. During AF there is an excess 

of electrical signals in the atria which disrupts the normal pacing function, this 

leads to a disturbance in the normal contraction and prevents effective blood filling 

of the ventricles [13]. The AV node prevents the electrical chaos from reaching the 

ventricles and takes over the function of sending the signals, the result is an 

irregular and sometimes rapid contraction of the ventricles [13]. 

 

There are different theories of how AF starts and maintains, the most common 

theories are [13]:  

 

• Ectopic foci, sites outside the SA node with impulse-generating cells. The 

sites can be located on the atria or even on the pulmonary veins.  

• Re-entry, loop which goes to cells that already fired by the same electrical 

impulse. 

• Multiple randomly propagating waves, that interact in different ways with each 

other, they can keep producing “daughter wavelets” which maintains AF 

episodes.  

 

AF can be divided into three different types depending on the duration of 

recurrent AF episodes [11-13]. 

 

• Paroxysmal atrial fibrillation: episodes that spontaneously terminate within 

seven days. 

• Persistent atrial fibrillation: episodes that last longer than seven days or 

require treatment to terminate 

• Permanent atrial fibrillation: episodes that doesn’t terminate by itself or with 

treatment 

AF is by itself not necessarily life-threatening, but the condition increases the risk 

for more severe conditions, e.g. stroke or heart failure [14]. Commonly, symptoms of 

AF might not be noticeable or even present at all; hence detection of AF can be an 

incidental finding. However, all risks associated with AF will still be present even 

if the symptoms are not. If symptoms do occur, they usually appear as palpitations, 

shortness of breath, weakness or exercising problems, chest pain, dizziness, 

fainting, fatigue, confusion, etc. [13]. It is common that AF coexists with other 

cardiovascular risk factors and disorders [11]. 

 

The prevalence of AF in the UK has increased during the last two decades [11]. In 

the adult Swedish population the prevalence is about 2,9%, but under-diagnosis is 

common and the number is estimated to be closer to 4% [15]. The prevalence is 
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increased with the patients age and according to the results in the Elderly SAFE 

study AF is found in about 7-8% patients aged 65 or older in UK [11]. Aging is not 

the only risk factor, other factors such as high blood pressure, other types of heart 

diseases, alcohol and obesity also increases the probability of having AF [11].  

 

The medical costs for AF is relatively high when combining different stages of 

treatment; patient management, AF related complications and indirect medical 

costs [16]. A study in the UK examined the national costs in year 1995 and 

estimated it to be up to 531 million pounds or 1,2% of the overall health care 

expenditure in the UK, and with the observation that the disease increases in 

prevalence and incidence with time, the costs could increase [2]. Such high costs 

implies that any improvement in the prevention or earlier detection of AF could 

have a high impact in overall health care. 

 Current state of AF detection 

Because AF often is symptomless, many people go undiagnosed of this heart 

condition. Today there are no specific strategies that deals with screening of this 

type of silent AF, but common methods include routine pulse palpation of 65 years 

or older patients and screening for patients that have suffered from transient 

ischemic attacks (TIA) or other cardiac related diseases [17]. It is also common that 

AF is found when screening for other purposes. When AF is suspected, an ECG of 

the patient is required to ensure that the diagnosis is correct, but because AF might 

not occur during the short period of a normal ECG test, long term ECG of 24 hours 

is then usually performed. The measurement is done by a Holter monitor which 

gathers information during daily routines [14].  

 

A 24 hour ECG contains an extensive amount of data that is very time consuming 

and tiring to analyse visually, therefore computerized detection could be an 

important tool to ensure correct classification as well as to minimize the workload 

for the cardiologists. It is not expected that an automated detection algorithm will 

fully replace experienced physicians when determining AF in an ECG. It is likely, 

however, that automatic detection could be reliable enough to aid physicians by 

examining the enormous amount of ECG data and pointing them to where AF is 

mostly likely to have occurred.  

 

There are two principal methods of detecting AF when analysing the ECG. These 

are either based on the missing or abnormal P-waves or on the heart rate variability 

(HRV), defined as the time difference between consecutive heartbeats. Algorithms 

that are based on the HRV are generally more robust than those based on absent 

P-waves. This is because the amplitude of the P-wave is relatively low and can 

easily either be covered in noise or removed by noise reduction algorithms, 

therefore P-wave analysis methods should be used carefully [12].  
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Several algorithms based on HRV analysis exist. Tateno et al. [18] used the 

Kolmogorov-Smirnov (K-S) test, which compares a sample distribution with a 

reference distribution corresponding to AF. They reported a sensitivity of 66% and 

specificity of 99% when based on the RR-intervals, and 94,4% and 97,2% 

respectively when based on ΔRR intervals. 

 

Lake et al. [19] tried to estimate the coefficient of sample entropy (COSEn) to 

quantify the regularity of the data and achieved an sensitivity of 91% and 

specificity 94%.  

 

One of the best performing algorithms proposed today was developed by Huang 

et al. [20], which uses the ΔRR interval distribution curve (dRDDC) to detect 

possible AF events and then classify it as onset, cessat or none by using four steps: 

histogram analysis, standard deviation analysis, numbering aberrant rhythms 

recognition and finally a K-S test. They reported a sensitivity of 96,1% and 

specificity of 98,1%. 

 

One of the most commonly reported algorithms for AF detection uses the 

coefficient of variation (CV) [21], which is a measurement of dispersion of data and 

is closely related to the standard deviation. It has been evaluated by Langely et al. 

[21] to produce a sensitivity of 94,6% and specificity of 92,1% in one particular 

database, and 90,5% sensitivity and 89,6% specificity in another database.  

 

Another algorithm, that was reviewed by Desok et al. [22] is AF detection by 

training a model using logistic regression where different statistical measurements 

and other features of the HRV is used as input variables. They devised three 

separate models, one for day time, one for night time and one for the entire day. 

The resulting accuracy was reported as 95,2% for the entire day and 97,1% when 

the day was divided into two parts.  

 

There are more algorithms that have been explored in literature and it is evident 

that there is a wide range of possible methods that would be suitable when making 

the AF search in long term recordings more effective. In this report, the most 

important factor, apart from acceptable accuracy, were that they should be 

computationally light to increase the rate at which records can be processed. This 

is important if many physicians would use this service as the wait time for results 

would be decreased.  They should also be relatively simple to implement as it can 

be a difficult endeavour to perform digital signal processing (DSP) in Java. It was 

also considered that it would be beneficial if the two algorithms had similar pre-

processing steps as to allow for saving time and to focus on optimisation on the 

pre-processing steps and the algorithms.  
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The two algorithms that were deemed most suitable for further analysis in this 

report were; CV threshold as it is reported to be commonly used, very quick to 

calculate and provides simple implementation in Java. The other algorithm was 

logistic regression analysis, which was considered interesting because it is rather 

unexplored and makes sense logically as a type of machine learning technique that 

is trained by actual cases of AF. All features required for logistic regression are also 

very quick to calculate and simple to implement. As an additional benefit, CV and 

logistic regression share many pre-processing steps. 

 HRV – heart rate variability 

The HRV started to be used clinically in the middle of the 20th century, although 

variations in heart beat intervals had been observed much earlier, and since then 

the analysis and usage has been developed [23]. It consists of the time intervals 

between consecutive R-peaks (see Figure 3) and is extracted from e.g. ECG, pulse 

oximetry or photoplethysmograph (PPG) signals. The time period for accumulation of 

data is usually either short-term or long-term, 5-20 minutes or 12-24 hours 

respectively. Depending on the time period different types of analyses can be 

performed.  

 

 
Figure 3: The HRV consists of successive intervals between the R-peaks.  

 

One lead ECG is the most common method and starts by detecting the R-peaks 

and calculating the distance between each successive peak. The tachogram, a series 

of RR intervals, can then be analysed using various methods. The PP intervals 

should actually be used as they constitute the atrial depolarization, but the PR 

interval is normally relatively constant which means that the RR intervals can be 

used instead to represent SA node activity indirectly [24]. This is beneficial because 

of the fact that the R-wave is much easier to detect than the P-wave. 

 

 The SA node controls the depolarization of the heart by receiving inputs from the 

autonomic nervous system or from hormones. It is important to note that a natural 

variation of the heart rate is healthy and occurs constantly. For example the heart 

rate changes naturally during the breathing cycle due to a phenomenon called 

respiratory sinus arrhythmia. During inhalation the vagal nerve activity is 
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suppressed which makes the heart rate increase, during exhalation the activity in 

the nerve continues [25, 26].  

 

Even though the ECG is usually filtered to reduce noise and other unwanted 

characteristics such as baseline wander, the HRV will in many cases still contain 

various types of artefacts. They are characterized by sudden spikes in the HRV 

where the interval can be either abnormally long or short. This can be caused by a 

series of reasons such as false peak detection or missed beats due to bursts of noise 

originating from the equipment, patient movement or premature beats. Premature 

beats, also called ectopic beats, occur between regular heartbeats and can originate 

from ectopic foci anywhere from the heart except from the SA node. These beats 

may have a regular beat morphology and in such cases are usually picked up by 

the R-peak detection. Not only will this create an abnormally short interval, most 

of the times it will also hinder the next regular beat from occurring due to the 

refractory period which will cause a compensatory pause and prolong the following 

RR interval. Even though ectopic beats are physiological by nature, they are 

typically harmless and can be seen as artefacts in the HRV [24]. 

 HRV features 

There are numerous methods to analyse and quantify the HRV to search for AF as 

well as other heart conditions, which can be divided into two subgroups: time 

domain measures and frequency domain measures. In the time domain, different 

statistical measurements and geometric methods can be used on the available 

normal to normal (NN) intervals (which in this case are the RR-intervals), while in 

the frequency domain the analysis is focused on the power spectral density of the 

HRV [26]. 

2.5.1 Time domain features 

One of the most basic feature is the standard deviation of NN-intervals, which can 

be calculated from the HRV as a whole (SDNN), or averaged over short segments 

of usually 5 minutes (SDANN). The standard deviation expresses the dispersion 

of a dataset in relation to the mean value, and a higher value means more dispersed 

data. It is the square root of the variance and can be calculated with: 

 

 ���� � � 1� � 1 	
�� � ����
��� , (1) 

 

Where �� is the k:th NN interval and � is the mean length of the M intervals ��. 

[24] 
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The coefficient of variation (CV) is also a measurement of dispersion which is 

based on the standard deviation. It is normalized using the mean value, which also 

makes it independent of the unit [27]. The CV can quantify the natural variation in 

HRV which is present in a normal sinus rhythm, in contrast to an unnatural 

variation, during AF.  

 

The calculations adjust depending on the data representation. If the whole 

population is included in the dataset, the equation for population standard deviation 

is used. On the other hand, when only having a sample of the population, the 

population standard deviation can be estimated using the sample standard deviation. 

The same equation for population standard deviation can be used as an estimator; 

however it is biased and will normally produce a lower result for a sample. Let �� 	…	�� be the data samples, μ is the mean value of the samples and N the sample 

size, σ denotes the population standard deviation:  

 

 
� � �1� 	
�� � ����

��� 	. 
 

(2). 

If N is too small the bias will have a greater impact on the result, therefore an 

unbiased version of sample standard deviation can be used. For this calculation 

Bessel’s correction is used in the equation. Let �� denote the corrected sample 

standard deviation:  

 

 
�� � � 1� � 1 	
�� � �̅���

��� 	 . 
 

(3). 

It is also possible to quantify the HRV in terms of interval differences, where one 

of the most common methods is to take the root mean square of successive 

differences (RMSSD). The root mean square (RMS) is achieved by simply 

calculating the square root of the mean of the squares of the signal, in this case the 

interval differences. Another feature that is based on interval differences is the 

percentage of adjacent NN intervals that differ by more than 50 ms (PNN50). The 

50 ms threshold was suggested by Ewing et al. [28] and has since been widely 

accepted and used, although some scepticism do exist as to whether a lower value 

than 50 ms should be used instead [29]. Although both of these features assess the 

high frequency components of the signal, RMSSD contains more detail of the short 

term variability than PNN50, and is also more susceptible to artefacts [24]. SDANN 

and CV, on the other hand, correspond to slow variations in the HRV [26]. 

 

The geometric methods are also calculated within the time domain, but unlike the 
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methods mentioned above, they analyse certain shapes and patterns that form in 

the density distribution of the HRV. The histogram is a great tool for this purpose 

which divides the different interval lengths into equally spaced bins. The bin width 

cannot be too large or to small in order to produce a meaningful histogram, and is 

usually set to 7,8125 ms which stems from a common sample period of commercial 

ECG equipment (sample frequency of 128 Hz)  [26].  

 

 
 

Figure 4: The TINN feature is calculated from the HRV histogram as the base width of a triangle that approximates the 

dominant peak. I.e TINN=M-N. 

  

One feature that is based on the histogram is triangular interpolation of the NN 

interval histogram (TINN). It uses the fact that the HRV should produce a 

dominant peak in the histogram that can be approximated by a triangle; the TINN 

measure is then the base width of this triangle (Figure 4). The triangle is formed by 

a linear best fit that is usually expressed by the minimum squared difference (the 

least squares method), and the base width is then determined by taking the 

difference between the two points where the lines cross the x-axis (more on least 

squares in Appendix A1). For AF episodes, the highly irregular NN-intervals will 

broaden the main peak significantly which will result in much higher TINN values 

than for normal episodes. The main benefit of using geometric measures is their 

relative robustness to artefacts in the HRV. The drawback is that they require a 

greater number of NN intervals in order build up the histogram enough to produce 

useful measurements [26]. 
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2.5.2 Frequency domain features 

There most common approach to analyse the frequency components of the HRV is 

to look at the power spectral density (PSD), which is often achieved by using the 

Discrete Fourier Transform (DFT) on the HRV [23]. The PSD will show how much 

power that is contained within each frequency level on a discrete scale determined 

by the sampling rate of the signal. As previously touched upon, a portion of the 

variability of the heart rate is attributed to certain physiological factors such as 

respiration, temperature control, and blood pressure control, which causes distinct 

peaks in different frequency intervals. The frequency band in which these 

mechanisms operate are called the low frequencies (LF) and high frequencies (HF), 

which spans between 0,04-0,15 and 0,15-0,45 Hz respectively, see Figure 5. The LF 

and HF features are therefore simply the total power observed within these 

corresponding frequency regions [24]. 

 

 
 

Figure 5: Power spectrum of a two minute segment of an HRV tachogram. There is a peak around 0-0,1 Hz 

corresponding to LF power, and a peak around 0,4 Hz corresponding to HF power. 

 Logistic regression 

Logistic regression is a statistical tool that can be used to fit a probability curve to 

a binary variable that is dependent on one or more explanatory variables or 

features. In other words, if you have a dependent variable that can only take on two 

different values, i.e. “is there AF or not?” you can use logistic regression to predict 

the outcome of this variable by training a model of variables that somehow change 

in relation it.  

 

As with regular linear regression, a simple linear model would be preferable in 
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logistic regression as well, as it is simple and relatively easy to interpret. To apply 

such a model to a probability which ranges between zero and one makes little 

sense, however since the linear equation would stretch from negative to positive 

infinity. The probability must therefore first be transformed to log odds using the 

logit function: 

 

 
�� �  !"#$
%�� � log ) %�1 � %�*	,	 

 

(4) 

where %� is the underlying probability that the dependent variable takes on the 

value one [30] . 

   

The log odds, unlike probability, has an infinite range in both negative and positive 

directions while still being confined to zero and one, which means that it can be 

modelled by a linear equation of the form:  

 

 �� � + + -�.�� + -�.�� + ⋯ + -0.�1	, (5) 

 

where + is the intercept, -�, -�, … , -1 are the slope coefficients and .��, .��, … , .�1 

are the features of the dependent variable.   

 

Equation (5) can then be rearranged to produce a probability curve that fits within 

the boundaries of zero and one as:  

 

 log ) %�1 � %�* � + + -�.�� + -�.�� + ⋯ + -0.�1	 (6) 

 

 → %� � 3456789756:89:5⋯56;89<1 + 3456789756:89:5⋯56;89< 	,	 (7) 

or 

 

 %� � 3=91 + 3=9 	. (8) 
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 CV algorithm 

A method to detect AF is to use the CV as a measure on a segment of the HRV. 

During AF the HRV will be more varied and the CV can represent the variation, 

by setting an appropriate threshold, segments with AF can be identified. The 

algorithm takes successive segments of the HRV and estimates the CV for that 

segment according to: 

 
>? � �� 

 

(9) 

The cv denotes the coefficient of variation, � the standard deviation and μ the 

arithmetic mean value.  

 

 
 

Figure 6: The CV calculated for 2 minute intervals for 2 hours (hour 2 to 4) in record 05091, the two big peaks at about 

28 minutes and 34 minutes which shows an elevated CV are in fact short episodes of AF. 

 

This algorithm is common and is sometimes used together with other detection 

methods. The segment length differs but is often between 70 and 300 seconds. 

There have been tests with shorter time, e.g. as low as 10 seconds, but it needs a longer 

time period to stabilize and produce a result as good as using 300 seconds [31]. There are 

also tests which groups a specific number of beats into segments to analyse, instead 

of a segment of a specific time [18]. An illustration of the CV algorithm used on an 

ECG record with AF can be seen in Figure 6. 
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 ROC analysis 

Receiver operating characteristics (ROC) is a method to visualize the performance 

of a system with a binary classifier which uses sensitivity and specificity as 

variables [32]. The classifier is evaluated by varying the discrimination threshold 

over the whole range of possible values, which will produce results for each 

threshold that can be compared between different tests and records [33]. The 

method shows the trade-off between sensitivity and specificity but is not suitable 

for tests with more than two possible outcomes and two dichotomies [34]. The 

analysis is also very much dependent on the correctness of the reference dataset as 

an incorrectly identified or a missed episode of AF would cause a change in 

sensitivity and specificity.  

 

For a binary classifier, such as identifying AF episodes or absence of them, there 

are four different outcomes: 

 

• True positive (TP), AF episode is present and is correctly classified 

• False positive (FP), type I error: AF episode is not present but algorithm 

detects an occurrence 

• True negative (TN), AF episode is not present and is correctly classified 

• False negative (FN), type II error: AF episode is present but algorithm does 

not detect it 

 
 

Figure 7: A confusion matrix used to visualize the performance of a binary classifier 

For every threshold; the number of true positives, false positives, true negatives 

and false negatives are registered and saved in a confusion matrix (Figure 7). From 

this table many different statistical measurements can be derived, it also displays 

data in a raw format to make the calculations transparent and repeatable. The ROC 

requires two statistical measurements; sensitivity and specificity. Sensitivity, also 

known as the true positive rate, measures the probability to correctly identify an 

AF episode. Sensitivity, also known as the true negative rate, measures the 

probability to correctly identify an episode without an AF episode. [35] The 

sensitivity is calculated by  
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 �3@�#$#A#$B � ∑ �D3	%!�#$#A3�∑ �D3	%!�#$#A3� + ∑ EF �3	@3"F$#A3�	, (10), 

 

and the specificity is calculated by  

 

 �%3>#G#>#$B � ∑ �D3	@3"F$#A3�∑ �D3	@3"F$#A3� + ∑ EF �3	%!�#$#A3�	. (11). 

 

In a ROC analysis, the sensitivity and specificity are calculated for every increment 

of the threshold. The sensitivity is then plotted against the false positive rate (1 - 

the specificity) to produce the ROC curve [34]. The point with the shortest distance 

to the upper left corner [0, 1] is found using the distance formula, see equation (12), 

which corresponds to the best threshold to use in the algorithm.  

 H � 	I
�� � ���� + 
B� � B��� 
(12) 

 

If the classification is completely random the result in a ROC graph would be a 

straight diagonal line from [0,0] to [1,1] (y = x) [33]. Outcomes on this line contains 

no useful information and should therefore be avoided.  

 
Figure 8: Pairs of sensitivity and specificity plotted as discrete points in a ROC graph showing performance of an 

imaginary classifier. 

Looking at Figure 8, points under the line, such as E, may have information that 

can be extracted using various methods [33, 36]. The ideal threshold would 

correspond to D in the upper left corner at [0,1], which represent a case where all 

episodes are found by the algorithm and none of them are false [37]. Results on the 

lower left side of the graph, such as A, can be seen as conservative, which means 
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that they make predictions with high specificity while the true positive rate often 

is not very high. Results on the right side of the graph are liberal, they make weak 

positive predictions with low specificity, such as point B, catching most of the 

positive incidences while having trouble identifying each individually [37].  

 

There are also other measurements of performance that can be derived from the 

confusion matrix. The positive predictive value is calculated using equation (13) 

and expresses the probability that a positive prediction is a true positive: 

 

 J!�#$#A3	%�3H#>$#A3	AF D3 � ∑ �D3	%!�#$#A3�∑ �D3	%!�#$#A3� + ∑ EF �3	%!�#$#A3�	. (13). 

 

The accuracy is calculated using equation (14) and shows how close the 

measurements of a test is to the true value, either a true negative or a true negative 

according to the golden standard, 

 

 K>>D�F>B � ∑ �D3	%!�#$#A3� + ∑ �D3	@3"F$#A3�∑
J!�#$#A3� + �3"F$#A3�� 	. (14). 

 ECG pre-processing 

The ECG is typically contaminated by various sources of noise, such as baseline 

wander. It is characterized by a low frequency drift of the ECG signal, usually well 

below 0,5 Hz as seen in Figure 9. This distortion of the isoelectric line and the heart 

beat morphology lacks any physiological origin and as such will adversely affect 

most ECG analyses. One major issue is that baseline wander will reduce the 

performance of R-peak detection, which is a crucial part of calculating the HRV. 

The main causes are respiration and electrode impedance variations due to 

perspiration, other possible contributors are poor electrode contact and body 

movements [24, 38].  

 

 
Figure 9: An ECG contaminated with baseline drift. 
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Another common contamination of the ECG is power line interference, caused by 

electromagnetic fields originating from cables and surrounding equipment. This 

noise can be modelled as a sinusoid with frequencies centred around 50 or 60 Hz 

in addition to potential harmonics, as seen in Figure 10. It is most important to 

remove for analyses of low amplitude waveforms such as the P- and T-wave, as it 

might obscure the underlying signal. Nevertheless, power line interference is 

relatively simple to remove and should always be a first step in ECG pre-

processing [24]. 

 

Removing baseline wander is also an essential part of ECG pre-processing and 

there are many different methods available to do this; IIR and FIR high-pass 

filtering, zero phase filters, wavelet transformation, moving average filters, 

polynomial fitting and more. The efficiency of these algorithms is comparable and 

because of its flexibility, the wavelet transformation was chosen [39]. The wavelet 

approach is a relatively simple and effective method to solve this problem [40], and 

can at the same time be used for signal denoising to remove power line interference 

and other high frequency noise. 

 

 
Figure 10: An ECG signal contaminated with powerline noise. 

2.9.1 The wavelet transform 

The wavelet transform can be seen as tool to decompose a signal into its frequency 

components while still retaining the ability to localize it in time, unlike the Fourier 

transform which is time averaged. This is achieved with the use of wavelets, which 

are oscillating functions localized in time. The decomposition is made by 

dilation/contraction and shifting of a so called mother wavelet into a family of 

wavelets. Although all wavelets follow a specific structure, there are different 

families with different characteristics such as the Haar, Daubechies, Morlet and 

symlet wavelets [41, 42] .  

 

The wavelet family can also be seen as a filter bank which allows for a scale 
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representation of a signal by passing it through high pass and low pass filters. This 

will create a set of coefficients called approximation- and detail coefficients that 

represents low and high frequencies of the signal, respectively. Further 

decomposition to higher scales (coarser resolution) is then achieved by iterating 

the filter procedure on the resulting approximation coefficients, creating a wavelet 

decomposition tree where each level of the tree corresponds to a certain frequency 

range. Since the signal is passed through two separate filters, two sub-signals will 

in turn be created both the same number of samples as the original signal, i.e. 

artificial data will be constructed. This is counteracted by down sampling the 

coefficients after each decomposition iteration by half. The whole procedure is 

shown in Figure 11. To recover the signal, the reverse procedure is followed where 

the coefficients are up sampled, filtered and merged together [40]. 

 

 
Figure 11: The wavelet decomposition tree where x[n] is the signal, g[n] is a LPF, h[n] is a HPF. The HPF will produce 

detail coefficients while the LPF produces approximation coefficients, which are then down sampled to half. This procedure 

is then repeated on the approximation coefficients to go further down in scale. 

The flexibility of the wavelet transform comes with the fact that coefficients at each 

scale can be modified or discarded in order to highlight or remove certain aspects 

of a signal, such as the low frequency baseline wander, or high frequency noise. 

As can be seen in Figure 12, detail coefficients of the finer scales usually contain 

mostly noise, while at the coarser scales the approximation coefficients can be used 

to highlight slower changes such as the baseline drift [41]. 
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Figure 12: a) The original signal x0(t) is shown together with the detail coefficients of subsequent scales. It can be seen 

that the noise is predominantly located at the three first scales. b) The signal is here shown together with the 

approximation coefficients. The higher scales contain low frequency components such as baseline drift.    

(For a more in depth look at the discrete wavelet transform refer to Appendix A2) 
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3 METHODOLOGY 

 Algorithm overview 

The two explored algorithms (CV threshold and Logistic regression analysis) have 

identical pre-processing steps and both make use the CV feature in the 

classification. An overview of the logistic regression algorithm can be seen in 

Figure 13 and Figure 14, where the first figure explains the steps taken when 

training the classifier and the second figure is for classification and validation 

using the model obtained from the training. Similarly an overview of training the 

CV algorithm can be seen in Figure 15 and testing of the algorithm in Figure 16.  

The pre-processing steps are explained in more detail below.  

 

 
Figure 13: A block diagram of the steps required when training the logistic regression model for future classification of 

AF. 

 

 
Figure 14: A block diagram of the steps required when testing the ECG for AF, using the logistic model obtained by the 

training described above. 

 

 
Figure 15: A block diagram of the process of finding a threshold for the CV algorithm. 

 
Figure 16: A block diagram of the process of testing the CV algorithm with a predetermined threshold. 
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Pre-processing of the ECG is important as it generally contains various types of 

noise, such as baseline wander and powerline interference. The method used for 

denoising is based on the discrete wavelet transform (DWT).  

 

The next step is to derive the HRV from the RR-intervals, which was done by 

simply calculating the time difference between each consecutive heartbeat. 

Clearly, the R-peaks of the ECG had to be detected beforehand and was achieved 

by using a well-established method from Pan and Tompkins [43] which is 

described in Section 3.3.2 R-Peak detection. 

 

In spite of rigorous denoising of the ECG signal, it is natural that some peaks might 

be missed and some spurious ones might be detected. The HRV will therefore 

sometimes contain artefacts that can adversely affect the performance of the AF 

detection algorithm. The HRV was therefore filtered by applying a dynamic 

threshold to the absolute percentage change of adjacent RR-intervals. Any interval 

change that exceeded this threshold was replaced by the mean value of the 

previous and next accepted interval. 

 

The HRV can change drastically from person to person, where a high variability is 

often seen in healthier people, while people with health issues typically have a 

lower variability. These differences can be quite substantial and will lead to a 

significant dispersion of the features calculated within the time domain, which in 

turn will adversely affect the performance of the AF detection algorithm. This 

could be circumvented by normalizing the HRV data before the features were 

calculated. Features obtained from the frequency domain would not require 

normalization. 

 

Because the HRV data is unevenly sampled (Each “sample” of the HRV is mapped 

to the corresponding location of the adjacent peaks that make up this specific time 

difference), it is necessary to resample before transforming to frequency domain 

by using FFT or other power spectrum estimation methods, e.g. auto regressive (AR) 

and welch periodogram. The reason for this lies in constraints posed by the DFT. 

Linear interpolation was therefore used to up-sample the HRV to 2 Hz evenly 

spaced samples. An alternative approach is to use Lombs periodogram which is 

suitable for unevenly sampled data [24].  

 

After all of this pre-processing the tachogram was divided into 2 minutes segments 

and then quantified using different time/frequency domain indexes. For one of the 

explored algorithms, CV was obtained for each segment and with the use of a ROC 

analysis, an optimal threshold could be chosen.  
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In the second algorithm, based on logistic regression, the following features were 

extracted; SDANN, RMSSD, PNN50, TINN, HF and LF. They were then sent to a 

statistical evaluation program, together with the target vector, to train a logistic 

regression model, which could then be used in the classification.  

 Physionet database 

ECG data was obtained from the atrial fibrillation database (AFDB) from Physionet 

MIT-BIH, which consists of 25 long-term (10 hour long) ECG records. The database 

is maintained by personnel at MIT, Beth Israel Deaconess Medical Center, Boston 

University and McGill University. [44] 

 

The records consists of two ECG leads during 10 hours with a sample rate of 250 

Hz, this means a lot of data and the records were divided into smaller parts of 2 

hours each. This made handling and presentation of data more convenient, it also 

helped to avoid Java heap memory problems. [44] 

 

Each record had previously been examined by physicians and episodes had been 

annotated with e.g. normal sinus rhythm, AF or atrial flutter. These annotations were 

available on the Physionet homepage and were used to evaluate the performance 

of the algorithms. Because the algorithms cannot distinguish between atrial 

fibrillation of atrial flutter, all annotations of atrial flutter were regarded as AF 

instead.  

 

The WFDB Toolbox for Matlab was used for importing and converting data to 

different formats. It is a set of Java and Matlab wrapper functions, which makes 

system calls to the WFDB Software Package. The package is written in C and by 

using the wrapper functions, it is possible to make functions calls directly from 

Matlab. 
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 ECG pre-processing 

3.3.1 Signal denoising using the wavelet approach 

The baseline of the ECG signal corresponds to a low frequency drift of the ECG 

signal, which in turn is represented by the approximation coefficients of the 

wavelet transform. The baseline could therefore be approximated by first 

decomposing the signal into its approximation and detail coefficients, and then 

reconstructing the signal from only the resulting approximation coefficients while 

the details were discarded. This approximated baseline could then be subtracted 

from the original ECG signal to produce a baseline free ECG. The scale was 

determined by a relationship according to the following equation: 

 

 EL � EMF ∗ ∆	, (15) 

 

where a is the scale, ∆ is the sampling period, EM is the center frequency of the 

mother wavelet and EL is the pseudo-frequency corresponding to the scale, i.e. the 

frequency of the baseline wander [40]. 

 

The choice of wavelet family is very important as the morphology of the ECG must 

remain unchanged. Here the Daubechies 4 (Db4) wavelet was chosen because of 

its similarities with the ECG [40]. The center frequency of Db4 is around 0,71 Hz, 

using equation (15) and keeping in mind that baseline wander lies below 0,5 Hz, 

the scale can be calculated to be 7 for a signal with 128 Hz sample frequency and 8 

for a signal with 250 Hz sampling frequency.  

 

The high frequency noise removal of the ECG is done by thresholding the detail 

coefficients at the first two decomposition levels. Several different thresholding 

rules exists and the threshold can be applied either as a hard of soft threshold [45]. 

A hard threshold sets the absolute values that fall below it to zero, while keeping 

the rest. In contrast, a soft threshold, which was used in this report, follows: 

 

 P � QR�#"@
P�S
|P| � �, |P| U 0,																																							|P| W 		 X	, (16) 

 

where w is a wavelet coefficient and T is the threshold. An appropriate 

thresholding rule is the universal threshold proposed by [46] as: 

 

  � �I2 log �	, (17) 

where N is the number of coefficients and � � �Z[
\�],^_`a , �K� �b3H#F@	Fc�! D$3	H3A#F$#!@.  
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3.3.2 R-Peak detection 

The R peak detection was done with an implementation of a Pan-Tompkins 

algorithm implemented in Matlab by Hooman Sedghamiz (Linköping University). 

It is a real-time R-peak detection algorithm that uses several processing steps on 

any ECG lead (Figure 17).  

 
Figure 17: Steps of the Pan-Tompkins R-peak detection algorithm. 

 

First the signal passes through a low-pass and high-pass filter that makes up a pass 

band at 5-12 Hz to maximize the QRS energy in the ECG [43, 47]. The signal is then 

differentiated to generate information about the slope of the QRS complexes, and 

is then passed through a non-linear squaring function which makes all data 

positive and emphasizes higher frequencies [43].  

 

A moving-window integration is then performed which generates more 

information of the waveform characteristics [43]. The window width is adjusted 

for the sampling rate and should be chosen to include the broadest QRS complexes 

but at the same time not so wide that it overlaps and merges a QRS complex and 

the following T-wave [43, 48].  

 

When observing the integrated waveform a fiducial mark is placed on the rising 

edge, which represents the maximal slope or the R-peak in the original ECG [43]. 

The algorithm does not detect a peak until the falling edge has reached half of the 

maximal value, this can make the placement of the fiducial mark easier because 

the R-peak has a fixed position in the waveform width [43, 49].  

 

The algorithm uses two sets of thresholds for observing the signal (QRS) peaks and 

noise [43]. The SNR increases after the pre-processing which enables threshold 

levels close to the noise peak levels, and thus improves detector sensitivity [47]. 

One set of thresholds is related to the moving integration window and the other 

one if no QRS complex is detected within a set time [43]. A peak is detected when 

a local maximum is found within a time interval and its value exceeds a certain 

high threshold else it is considered a noise peak [43]. If no R peak has been found 

within a set time another lower threshold is used for a back search algorithm to 

identify any missed peaks [43]. The other set of thresholds are used for analysis of 

the final filtered ECG signal, this is performed in isolation from the other peak 

detection algorithm [43]. Finally, a peak is detected only if it is noticed in both the 

integrated and filtered signal [43].  
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The back search algorithm consists of two RR interval averages, one is the eight 

most recent beats and the other the average of the eight most recent beats that fell 

within certain limits [43]. The usage of these two different intervals aids the 

algorithm to adjust to changing heart rates. The heart rate is defined as normal if 

the eight most recent RR intervals are within the predefined limits [43]. Each step 

of this process is visualized in Figure 18. 

Figure 18: The first graph shows the raw ECG signal (blue) and the filtered signal (red).  The second graph shows the 

differentiated (black) and the squared signal (red). Afterwards the signal is integrated, as seen in the third graph. The 

peaks can then be found and marked, which is shown in the fourth and fifth graph. [50] 

The algorithm was evaluated by the authors with the Physionet MIT database and 

had a total detection failure of 0,675%, a sensitivity of 99,76% and a positive 

predictive value of 99,56% [43]. One year later Hamilton and Tompkins updated 

the original Pan-Tompkins algorithm to give a sensitivity of 99,69% and a positive 

predictive value of 99,77% [49]. The R-peak detection creates an array of data 

points containing the location of all detected peaks. The HRV could then be formed 

by calculating the time difference between each consecutive peak. 
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3.3.3 Evaluation of ECG pre-processing 

To evaluate the denoising performance, an artificial ECG with known noise was 

created. The ECG itself was created using the Matlab built in function ecg(), and 

then smoothed with a Savitzky-Golay FIR filter. White Gaussian noise (WGN), 50 

Hz interference and baseline wander between 0,075 and 0,225 Hz was then added 

to the signal. The total signal to noise ratio (SNR) was distributed between the 

different noise types in a series of configurations so that the efficiency of the noise 

reduction could be determined for each type of noise. After the ECG had been 

filtered, the residual noise was extracted by subtracting the true ECG from the 

filtered, which yielded the SNR of each configuration. 

 

To test how well the peak detection managed to locate the correct fiducial point on 

each heartbeat, the simulated ECG was again used. The fiducial point for the first 

heart beat was set to be the location of the maximum value within the first ECG 

period, and knowing that the peak to peak distance was 250 samples for each 

interval, a vector of all true peak locations could be formed. The root mean square 

error (RMSE) was then used to compare true peaks with the locations found using 

the R-peak detection in Java and Matlab. 

 

Another point of interest is to compare the algorithm implementation in Java and 

Matlab to see if they can manage to locate/miss the same peaks. This could be 

achieved by running the algorithms on a few records and then comparing the time 

stamps of the located fiducial marks. Because the Java implementation suffered 

from slight difficulties in marking the correct R-peak location, a time window of 

16ms (1/250 sample interval) was used, inside which a Java and Matlab time stamp 

were considered equal. 
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 HRV pre-processing 

3.4.1 HRV Cleaning 

It has been stated that an RR interval can be considered abnormal if its length 

deviates by more than 20% of the previous RR-interval [24]. To apply a static 

threshold is problematic because of the fact that ectopic beats can occur within this 

range [51], and more importantly it would also eliminate much of the data in 

segments with AF episodes where interval lengths change drastically (an 

illustration of this can be seen in Figure 19). Instead the absolute percentage change 

of each adjacent RR-interval was calculated from  

 

 ∆dd1 � e100 ∗ dd1 � dd1f�dd1f� e	, (18) 

 

where n denotes the n:th interval.  

 

 
 
Figure 19: Figure to the left: HRV from record 04043 with artefacts and an AF episode at around the 20 minute mark. 

Figure to the right: The percentage change in adjacent RR intervals. A static discrimination threshold at 20% would not 

only remove the artefacts, but also the AF episode at 20 minutes. 

A dynamic threshold calculated over a 1,5 minute segment was then applied to ∆dd and values falling above this were considered as artefacts. The equation used 

for the threshold was first chosen to be a scaled mean, but this meant that segments 

with a high number of artefacts would produce an excessively high threshold and 

many artefacts would be missed. The equation was therefore modified to also take 

into account the variance of a small sliding window within the segment so that the 

threshold is decreased as sharp spikes appear while leaving AF segments relatively 

intact.  
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The final threshold was chosen as: 

 

 g1 � 10 + 5,5 ∗ |� � log
�1��|, @ � 1,2,…	 (19) 

 

where g1 is the threshold of the n:th interval within a 1,5 minute segment, � is the 

mean of ∆dd over the complete segment and	�� is the variance of Δdd over a 5 

sample (0,02 seconds) long sliding window.  

 

If an RR-interval was found to be an artefact, it would be replaced by the mean 

value of the previous and the next accepted RR-interval.  

3.4.2 Normalization and resampling 

There are numerous factors that determine the HRV of a person, such as the HR 

and respiration rate. It is also known that healthier individuals generally have a 

higher variability than people suffering from some heart condition. This inherent 

spread of HRV amplitudes can be quite prominent, not only between different 

individuals, but for the same person at different times as well. To normalize the 

data in some fashion is therefore a crucial step to achieve reliable AF detection. 

 

Typically when normalizing, all data is rescaled to fit between intervals of zero to 

one or any other arbitrary range. This does not make much sense in this case 

however because segments that are completely free of AF would be scaled to very 

similar values as segments with AF, which would produce a vast number of false 

positives. Instead the HRV was normalized to a mean interval as described in [52, 

53]  as: 

 ddjjjj� = 0,75 ∗ ddjjjj�f� + 0,25 ∗ dd�	, 
(20) 

 

where ddjjjj is the mean interval and dd is a regular R-R interval. The normalized 

HRV was then calculated as: 

 

 
dd1lmn =

dd

ddjjjj
∗ 100	. 

 

(21) 

For features calculated from the frequency domain, normalization is not required 

and might even distort the useful information provided by them. For these features 

another type of pre-processing is required instead, which is to resample the data. 

Because the HRV is not a signal that is directly sampled from some measuring 

device, but instead consists of RR-intervals located at different positions in time, it 

will clearly be unevenly sampled. This is a problem because the most common 

method for estimating the PSD for frequency domain features is the DFT, which is 

reliant on evenly sampled data to produce meaningful information. The 
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resampling was made using linear interpolation and upsampled to 2 Hz. 

 

For features within the time domain the unevenly sampled data causes no issues. 

However to accurately evaluate the results from the classifiers, the reference 

segments had to be exactly aligned with the classified segments, which required 

all features to be calculated from segments of equal length.  Note though that this 

is only required when evaluating the results of the classifier, and is not necessary 

in a normal environment. 

 Atrial fibrillation detection algorithms 

3.5.1 The logistic regression classifier 

The logistic regression training was done in Statgraphics Centurion XVI, which is 

a program that can be used for a wide variety of different statistical methods. Each 

feature was extracted from Matlab, along with a classification target vector, and 

then sent Statgraphics which could automatically perform the logistic regression 

and produce a model. It also showed a prediction performance chart of different 

thresholds as to indicate a possible optimal value.  

 

In an attempt to improve the classification performance, a second order 

polynomial regression model was also tried. It took on the following form: 

 

 %� =
3=9

1 + 3=9
	 , where	 

(22) 

 

 �� = 
+ + -�.�� + -�.�� +⋯+ -0.�1�
�	, (23) 

 

where + is the intercept, -�, -�, … , -1 are the slope coefficients and .��, .��, … , .�1 

are the features of the dependent variable.   

 

Another way to possibly improve the performance would be to remove outliers 

from the extracted features. This was tried using the Thompson Tau method on all 

features except for PNN50, in which too much of the data turned out to be 

removed.   

3.5.2 Feature selection and calculation 

The explanatory variables that were used for the logistic regression analysis were: 

SDANN, CV, RMSSD, PNN50, TINN, LF and HF. Each feature has to be evaluated 

within a certain time frame, the length of which decides the temporal resolution of 

the AF detection. It is natural to want the resolution to be as high as possible, but 
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by decreasing the time window the features become less accurate and more 

sensitive to noise. According to other work [31], the lowest segment length that 

results in a significant difference between NSR and AF episodes varies between 

different features, where LF has the highest time requirement of 250 seconds. This 

seemed rather lengthy, therefore two minute segments were tested. Each segment 

was classified as AF or NSR in accordance with the annotations from the Physionet 

database and the Mann-Whitney-Wilcoxon (MWW) test was then performed using 

Matlab. This non-parametric method tests for equal medians and does not require 

any assumptions on the distribution of the data. It is also more robust than a t-test 

when dealing with many outliers as the mean then tends to be skewed.  

 

Stepwise regression is also a possibility when selecting features for logistic 

regression. This can be done in two ways, backward and forward selection. In 

backward selection, the selection process starts with all variables and performs a 

criterion test of the variables one by one to decide if it should be removed or not. 

In forward selection the model starts with only a constant and tests each variable 

to decide which ones to include. This is quite a controversial method of feature 

selection however and has been highly disputed [54, 55]. But for the stepwise 

regression, only backward selection was tried.   

 

 
 

Figure 20: Histogram of an HRV segment with long tails. The start of the first regression line, and the end of the second 

regression line, is set to a point close to the main peak. This is done to avoid exaggerated TINN values which would 

occur if the tails also were included in the least squares fit. 

All feature calculations were performed as described in section 2.5, with the only 

feature that is worth elaborating on further being TINN since the rest are rather 

self-explanatory and the implementation was straight forward. As explained in 

section 2.5.1, the TINN values were obtained by using the least squares method on 
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the NN-interval histogram, and while this method is simple by itself, some 

modifications had to be made. Firstly, if the histogram contained long tails with 

many outliers, the TINN value would become exaggerated since those few values 

would most likely only be artefacts. This could be circumvented by setting the 

starting point for the first regression line, and end point for the second regression 

line, to be the first bin with amplitude two or less before the main peak and after 

respectively, this is illustrated in Figure 20. Secondly, the regression lines had to 

pass through the maximum value of the main peak as stated by [26]. This was 

achieved by shifting the histogram data so that the maximum value was relocated 

to the origin: 

 �st�uv = � − �nLw		, 
(24) 

 Bst�uv = B − BnLw	. 
(25) 

 

The least squares method could then be performed on the shifted data with the 

intercept equal to zero, so that only the slope F would determine the line. The 

regression lines would then take the form of:  

 

 Bst�uv = F ∗ �st�uv, 
(26) 

 

where the N and M values could be located by transforming back and setting y 

equal to zero. I.e. for the first regression line N would be found by: 

 

 
B − ynLw = F
� − �nLw� → yB = 0 → � = �z → −ynLw = F
� − �nLw� 

→ � = �nLw −
ynLw

F
. 

 

 

Repeating this using the slope of the second regression line instead would produce 

M, which in turn would yield TINN=M-N. 

 

When comparing feature calculations between Matlab and Java the MWW test was 

again used. Features were extracted from Java and sent to Matlab for evaluation. 

A correlation test was also made to ensure that the causality of changes in HRV 

(due to AF) and features were the same for Matlab and Java. 

3.5.1 CV threshold with ROC analysis 

To generate the thresholds used for the CV algorithm all records were processed. 

Each 10 hour record was divided into five segments (two hours long) which 

individually were tested against a different discriminating threshold. By studying 

the results an appropriate threshold for each record was selected [33, 56]. When 

testing the CV algorithm for a specific record a mean threshold from all other 

records were used, thus producing a unique threshold for each record that was 
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being tested. Basically the algorithm was trained without the data that it was 

afterwards tested on.  

 

The algorithm was tested by calculating the CV for successive two minute 

segments and comparing it with a selected threshold, if the value was above the 

threshold it was classified as AF otherwise as normal. The results were then 

compared with the annotations from Physionet MIT database which acts as the 

golden standard.  

 Java implementation 

The algorithm chosen for Java implementation was the logistic regression 

algorithm. It was chosen because of its higher prediction performance (as seen in 

the results section).  The steps implemented in Java can be seen in Figure 21. 

 

 
Figure 21: A block diagram over the logistic regression algorithm implementation in Java. 

 

The steps are identical to the Matlab testing flow chart with the exception that the 

evaluation was not performed in Java but in Matlab. Another thing worth 

mentioning is that the logistic regression models that were used were the same 

ones that had been trained using features extracted from Matlab, i.e. no new models 

based on the Java feature calculation were created.  

 Algorithm evaluation 

The validation method used was leave-one-out cross-validation, which is a method 

that is used in order to train a model on as much data as possible, while still 

producing unbiased results. It works by training a model on all records except for 

the one that is being evaluated and then repeating this process for all records.  
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4 RESULTS 

 ECG denoising evaluation 

From Table 1 it is evident that the baseline wander as well as powerline 

interference could be effectively removed even at high amplitudes. WGN was 

much more resilient however and could only be slightly reduced, where for 

instance 0 dB WGN and no other noise would result in a filtered signal of only 6,07 

dB SNR.  

 
Table 1: This table shows the result from filtering an ECG signal contaminated with different noise sources with different 

amplitudes. x stands for no noise of this type of source applied. 

Powerline 

(dB) 

Baseline 

(dB) 

WGN 

(dB) 

Noisy signal 

SNR (dB) 

Filtered signal 

Matlab SNR (dB) 

Filtered signal 

Java SNR (dB) 

11,7 11,7 15,0 7,77 20,7 20,7 

0,00 0,00 15,0 -3,08 19,4 19,4 

0,00 0,00 0,00 -4,77 6,02 6,02 

x x 15,0 15,0 20,8 20,8 

x x 10,0 10,0 16,0 16,0 

x x 0,00 0,00 6,07 6,07 

0,00 0,00 x -3,01 24,2 24,2 

x x x inf (no noise) 44,1 43,9 

 

The baseline and powerline removal was also evaluated by calculating the power 

in each respective frequency range (50-60 Hz for powerline and less than 0,5 Hz 

for baseline). This was then compared to the power of the noise free signal. The 

SNR configuration used was 5,7 dB powerline, 5,7 dB baseline and 15 dB WGN. 

This was also done for an ECG from the AFDB.  

 
Table 2: The baseline and powerline noise could be evaluated by determining the power at the respective frequency ranges 

and compared before and after denoising. The record used in this comparison was the first two hours of 08455. 

  Ideal signal 

(mV2) 

Noisy signal 

(mV2) 

Filtered signal 

Matlab (mV2) 

Filtered signal 

Java (mV2) 

50 Hz 

power 

Simulated ECG 1,40e-07 0,0577 1,97e-07 1,81e-07 

ECG from AFDB N/A 0,00820 3,03e-04 4,43e-05 

0-0,5 Hz 

power 

Simulated ECG 1,26e-13 0,0577 1,62e-06 1,77e-06 

ECG from AFDB N/A 0,529 0,00301 0,00394 

 

The results of the denoising algorithm applied to real ECG data from AFDB can be 

visualized in Figures Figure 22,Figure 23 and Figure 24. The first figure shows the 

baseline approximated from the ECG, which was then subtracted from the ECG to 

yield the ECG in Figure 23. The Java implementation of the denoising showed 

almost identical values to the ones achieved using Matlab.  
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Figure 22: The baseline (blue dashed) is approximated from the ECG (black solid) and then subtracted to yield a baseline 

free ECG. 

 

 

 

 

Figure 23: The baseline removed from the signal (blue line) 

 

In Figure 24, you can clearly see the reduced noise from the upper plot, which 

shows the noisy ECG, compared to the same ECG after the denoising.  
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Figure 24: The upper plot shows an ECG with powerline interference and the plot below shows the same ECG after 

filtering. 

 R-peak detection 

For Matlab the RMSE value was calculated to 0, which indicates that there is no 

difference between the fiducial points of these locations compared to the true ones.  

It was noted that the locations in Java were offset by 9 samples, which resulted in 

a RMSE value of 8,7 samples. By removing the offset, the RMSE value could be 

reduced to 0,6 samples, which indicates that there is a small discrepancy between 

the actual fiducial mark and the marked ones. Further inspection revealed a 

maximum of 4 sample difference. 

 

When comparing Matlab and Java peak detection, 97,23% of the same peaks was 

found in Java as compared to Matlab. The comparison is very much relative and 

does not indicate which one is better, but it can at least give an assurance that the 

two R-peak detection algorithms have similar performance.  

 

It is also worth mentioning that the Java implementation requires eight beats at the 

start of the algorithm to initialize where no peaks will be marked. Eight beats can 

however be considered negligible in long term recordings such as the ones used in 

this report. 
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 HRV cleaning 

It is not as straight forward to evaluate the results for the HRV cleaning as it is for 

denoising or peak detection, as it is difficult to create a simulated ECG with a true 

representation of the HRV containing ectopic beats and other artefacts. Instead a 

visual inspection of different HRV segments from the AFDB was made, whereby 

focus lied on making sure that real data was affected as little as possible and 

artefacts were removed. Results for a few different two hour recordings can be 

seen in Figure 25-Figure 27. 

 

 
 

Figure 25: The sharp spikes that signify artefacts are removed while the AF episode at the 20 minute mark is remained 

intact after cleaning.   

 

 
 

Figure 26: At around the 72 minute mark there is a very short episode of AF as annotated by the AFDB. The rest of the 

sharp spikes should be considered artefacts. Most, but not all, are removed after cleaning. 

 



 

 

39 

 

 
 

Figure 27: In this two hour HRV recording there is permanent AF. The cleaning algorithm managed to leave it mostly 

intact while removing some sharp spikes that may, or may not have been artefacts. 

 Feature selection and calculation 

The Mann-Whitney-Wilcoxon test resulted in p-values of 0 for all features tested, 

which indicates that there is a significant difference between features extracted 

from NSR segments and segments with AF episodes. Boxplots of each feature can 

be seen in Figure 28. It is clear from the plot that the number of outliers is extensive 

and overlaps significantly between the groups for all features. 
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Figure 28: Boxplots of all different HRV features where the data is grouped as either normal sinus rhythm (NSR) or 

atrial fibrillation (AF). 

The Thompson Tau test reduced the number of outliers considerably as can be seen 

in the boxplots of Figure 29, where the most considerable reduction was for the 

NSR group of the PNN50 feature. The only value not removed from this group 

was in actuality zero. In general, the NSR group seemed to be affected the most by 

the outlier removal.  
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Figure 29: Boxplot of HRV features after removal of outliers. While some outliers still exists, the number is heavily 

reduced. 

When the features were compared between Matlab and Java, the MWW test 

showed that there were significant differences in medians in all of the features. 

SDANN, CV, PNN50 and TINN showed very high correlation with their Java 

counterpart. RMSSD and HF also showed high correlation but to a lesser extent, 

while the LF feature show quite low correlation. P-values and correlation 

coefficients are presented in Table 3.  

 
Table 3: P-values from the Mann-Whitney-Wilcoxon test and correlation coefficients between features in Java and 

Matlab.  

Feature SDANN CV RMSSD PNN50 TINN LF HF 

p-value 6,6e-12 1,4e-11 0,00 5,4e-18 1,2e-07 3,3e-10 3,2e-17 

Correlation 0,94 0,94 0,80 0,98 0,94 0,15 0,67 
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 Logistic regression algorithm results 

Using all 23 available records in the Physionet MIT-BIH database for AF for both 

training and cross-validation and with a threshold set at 0,2, produced the results 

in Table 4. The breakdown shows that the accuracy of most records is high or even 

great, while four of the records show extraordinarily poor performance. The 

records that the algorithm achieved poor results on were 04126, 05261, 06995 and 

08219, which had specific issues that are looked at in more detail in section 4.9. For 

now they will be referred to as noisy records. The total sensitivity, specificity and 

accuracy were 96,22%, 85,44% and 89,94% respectively. 

 
Table 4: Results for the logistic regression algorithm run on all available records. 

 

Because of the poor performance of the noisy records, a comparison was made 

where they were included versus excluded from the logistic regression training. In 

this comparison these records were also omitted from the testing to give a fair 

assessment of how they influenced the model training. The sensitivity as well as 

accuracy (albeit very slightly) were increased (+1,06 pp and +0,04 pp respectively), 

while specificity was decreased (-0,85 pp) when the records were excluded. The 

results can be seen in Table 5. The threshold was chosen to achieve highest possible 

accuracy and was set to 0,2 in both cases.  

Record TP FP TN FN Sensitivity ± CI (%) Specificity ± CI (%) Accuracy ± CI (%) 

04015 6 20 274 0 100,0 ± 0,00  93,2 ± 2,41  93,3 ± 2,36  

04043 66 28 178 28 70,2 ± 7,74  86,4 ± 3,92  81,3 ± 3,69  

04048 1 2 292 5 16,7 ± 25,0  99,3 ± 0,79  97,7 ± 1,43  

04126 12 109 178 1 92,3 ± 12,1  62,0 ± 4,70  63,3 ± 4,56  

04746 163 0 133 4 97,6 ± 1,94  100,0 ± 0,00  98,7 ± 1,09  

04908 28 27 245 0 100,0 ± 0,00  90,1 ± 2,97  91,0 ± 2,71  

04936 229 10 37 24 90,5 ± 3,02  78,7 ± 9,79  88,7 ± 3,00  

05091 1 0 293 6 14,3 ± 21,7  100,0 ± 0,00  98,0 ± 1,33  

05121 198 7 94 1 99,5 ± 0,82  93,1 ± 4,14  97,3 ± 1,53  

05261 4 60 229 7 36,4 ± 23,8  79,2 ± 3,91  77,7 ± 3,94  

06426 287 10 0 3 99,0 ± 0,97  0,00 ± 0,00  95,7 ± 1,93  

06453 1 5 290 4 20,0 ± 29,34  98,3 ± 1,23  97,00± 1,62  

06995 140 94 66 0 100,0 ± 0,00  41,3 ± 6,38  68,7 ± 4,39  

07162 292 0 0 8 97,3 ± 1,53  NA  97,3 ± 1,53  

07859 300 0 0 0 100,0 ± 0,00  NA  100,0 ± 0,00  

07879 182 15 103 0 100,0 ± 0,00  87,3 ± 5,03  95,0 ± 2,06  

07910 44 6 248 2 95,7 ± 4,93  97,6 ± 1,56  97,3 ± 1,53  

08215 241 0 59 0 100,0 ± 0,00  100,0 ± 0,00  100,0 ± 0,00  

08219 78 158 64 0 100,0 ± 0,00  28,8 ± 4,99  47,3 ± 4,73  

08378 65 7 213 15 81,3 ± 7,16  96,8 ± 1,94  92,7 ± 2,47  

08405 215 1 83 1 99,5 ± 0,76  98,8 ± 1,94  99,3 ± 0,77  

08434 13 25 262 0 100,0 ± 0,00  91,3 ± 2,73  91,7 ± 2,62  

08455 206 1 93 0 100,0 ± 0,00  98,9 ± 1,74  99,7 ± 0,55  

Total 2772 585 3434 109 96,22 ± 0,58 85,44 ± 0,91 89,94 ± 0,59 
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Table 5: Comparison of the logistic regression algorithm when trained with noisy records and without (04126, 05261, 

06995 and 08219 excluded). 

Case TP FP TN FN Sensitivity ± CI 

(%) 

Specificity ± CI 

(%) 

Accuracy ± CI 

(%) 

All records included in 

training 

2538 164 2897 101 96,17 ± 0,61 94,64 ± 0,67 95,35 ± 0,46 

Noisy records omitted 

from training 

2566 190 2871 73 97,23 ± 0,52 93,79 ± 0,72 95,39 ± 0,46 

 

A breakdown of all records when the noisy records were excluded can be seen in 

Appendix B1.  

The results for the logistic regression algorithm when outliers were removed from 

the features before training, together with results from the second order 

polynomial model and backwards selection model, can be seen in Table 6. As a 

comparison, the first order model with outliers included is also presented in the 

table. In all of these models, the noisy records were excluded from the training and 

testing. When outliers were removed, the total sensitivity was increased by 0,19 pp 

while the specificity was drastically reduced by 10,81 pp which also caused the 

accuracy to fall by 5,72 pp. The second order model was slightly worse than the 

first order in all three aspects; sensitivity was reduced by 0,19 pp, specificity 

reduced by 0,59 pp and accuracy reduced by 0,41 pp. When certain features were 

left out from the model using backward selection, the results were exactly the same 

as when all features were left in.  

 
Table 6: Results of different changes to the logistic regression model (04126, 05261, 06995 and 08219 excluded). 

Case TP FP TN FN Sensitivity ± CI 

(%) 

Specificity ± CI 

(%) 

Accuracy ± CI 

(%) 

First order, outliers 

included 

2566 190 2871 73 97,23 ± 0,52 93,79 ± 0,72 95,39 ± 0,46 

First order, outliers 

omitted 

2571 521 2540 68 97,42 ± 0,51 82,98 ± 1,11 89,67 ± 0,66 

Second order, outliers 

included 

2561 208 2853 78 97,04 ± 0,54 93,20 ± 0,75 94,98 ± 0,47 

First order, backward 

selection 

2566 190 2871 73 97,23 ± 0,52 93,79 ± 0,72 95,39 ± 0,46 

 

To test for overfitting, the algorithm was run on the training data for each model, 

using first order regression models trained with outliers and all features. The mean 

value of the sensitivity, specificity and accuracy amongst all training sets were, 

97,51%, 93,89% and 95,57% respectively. The detailed results can be seen in 

Appendix B2. 
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 Coefficient of variation algorithm results 

The algorithm was tested on 23 records from the Physionet MIT-BIH database for 

AF. Leave-one-out cross validation was performed to produce a specific threshold 

for each record. Results for each record as well as the total can be seen in Table 7. 

The total sensitivity was 81,99%, specificity 90,15% and accuracy 86,86%. 
 

Table 7: Results from training and testing the CV algorithm on all available records.  

 

As seen in Table 7, some of the records produced remarkably poor results. These 

were therefore taken out of the threshold training to test if removing the records 

would improve the performance. The algorithm was trained again with the same 

data excluding records 04043, 07859 and 08219. The results can be seen in Table 13 

in Appendix B3 and the sensitivity increased to 91,38% from 91,02%, specificity to 

93,93% from 91,97% and accuracy to 92,92% from 91,60%.  

  

Record TP FP TN FN Sensitivity ± CI (%) Specificity ± CI (%) Accuracy ± CI (%) 

04015 4 18 276 2 66,7 ± 31,6 93,9 ± 2,29 93,3 ± 2,36 

04043 34 12 194 60 36,2 ± 8,13 94,2 ± 2,68 76,0 ± 4,04 

04048 2 6 288 4 33,3 ± 31,6 98,0 ± 1,35 96,7 ± 1,70 

04126 12 50 237 1 92,3 ± 12,1 82,6 ± 3,67 83,0 ± 3,56 

04746 163 0 133 4 97,6 ± 1,94 100,0 ± 0,00 98,7 ± 1,09 

04908 22 16 256 6 78,5 ± 12,7 94,1 ± 2,34 92,7 ± 2,47 

04936 204 8 39 49 80,6 ± 4,07 83,0 ± 8,99 81,0 ± 3,71 

05091 3 10 283 4 42,9 ± 30,7 96,6 ± 1,74 95,3 ± 2,00 

05121 166 8 93 33 83,4 ± 4,32 92,1 ± 4,41 86,3 ± 3,25 

05261 9 64 225 2 81,8 ± 19,1 77,9 ± 4,01 78,0 ± 3,92 

06426 287 8 2 3 99,0 ± 0,97 20,0 ± 20,7 96,3 ± 1,78 

06453 1 11 284 4 20,0 ± 29,3 96,3 ± 1,81 95,0 ± 2,06 

06995 111 5 155 29 79,3 ± 5,62 96,9 ± 2,26 88,7 ± 3,00 

07162 300 0 0 0 100,0 ± 0,00 NA 100,0 ± 0,00 

07859 75 0 0 225 25,0 ± 4,10 NA 25,0 ± 4,10 

07879 158 11 107 24 86,8 ± 4,11 90,7 ± 4,39 88,3 ± 3,04 

07910 43 4 250 3 93,5 ± 5,97 98,4 ± 1,28 97,7 ± 1,43 

08215 203 0 59 38 84,2 ± 3,85 100,0 ± 0,00 87,3 ± 3,15 

08219 69 97 125 9 88,5 ± 5,93 56,3 ± 5,46 64,7 ± 4,53 

08378 0 38 262 0 NA 87,3 ± 3,15 87,3 ± 3,15 

08405 215 2 82 1 99,5 ± 0,76 97,6 ± 2,73 99,0 ± 0,94 

08434 0 37 263 0 NA 87,7 ± 3,11 87,7 ± 3,11 

08455 205 0 94 1 99,5 ± 0,79 100,0 ± 0,00 99,7 ± 0,55 

Total 2286 405 3707 502 81,99 ± 1,19 90,15 ± 0,76 86,86 ± 0,67 
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Table 8: A comparison between different test cases 

 

The model that had been trained on only the accepted records performed slightly 

better than the model trained on all records as seen in Table 8. The detailed results 

for each record when problematic records were left out of the training and testing 

can be seen in Appendix B3. 

 

To test for overfitting, the algorithm was also run on the training data which 

produced a mean sensitivity of 78,59%, mean specificity of 94,37% and mean 

accuracy of 87,19%. The detailed results for each records training set can be seen 

in Appendix B4. 

 Comparison of logistic regression and CV 

When comparing the worst case scenario for both algorithms (including noisy 

records), the logistic regression algorithm has superior sensitivity and accuracy, 

while the specificity is lower. A best case scenario comparison where unusually 

poor resulting records were removed showed that the sensitivity and accuracy 

again were better for logistic regression, while specificity was higher for the CV 

algorithm. Results can be seen in Table 9. 

 
Table 9: Comparison of results between CV and Logistic regression algorithms. The worst case scenario includes all 

records, while best case scenario has removed some unusually poor records from both algorithms.  

  TP FP TN FN 
Sensitivity ± 

CI (%) 

Specificity ± 

CI (%) 

Accuracy ± 

CI (%) 

Worst case  CV 2286 405 3707 502 81.99 ± 1.19 90.15 ± 0.76 86.86 ± 0.67 

 Log-reg 2772 585 3434 109 96.22 ± 0,58 85.44 ± 0,91 89.94 ± 0,59 

Best case CV 2185 219 3390 206  91,38 ± 0,94 93,93 ± 0,65 92,92 ± 0,54 

 Log-reg 2566 190 2871 73 97,23 ± 0,52  93,79 ± 0,72  95,39 ± 0,46  

 

  

Case Sensitivity ± CI 

(%) 

Specificity ± CI 

(%) 

Accuracy ± CI 

(%) 

Trained and tested on all records 81,99 ± 1,19 90,15 ± 0,76 86,86 ± 0,67 

Trained on all records, tested on accepted  91,02 ± 0,97 91,97 ± 0,73 91,60 ± 0,59 

Trained and tested on accepted records 91,38 ± 0,94 93,93 ± 0,65 92,92 ± 0,54 
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 Logistic regression implemented in Java 

For the Java implementation, first order regression models with outliers included 

in the training, but noisy records omitted, were used. The results of the 

classification performance were comparable to those of Matlab.   

 
Table 10: Results for the logistic regression algorithm implemented in Java (records 04126, 05261, 06995 and 08219 

excluded). 

 Review of poor performance records  

As previously mentioned, the logistic regression algorithm performed poorly 

when classifying records 04126, 05261, 06995 and 08219, as all resulted in elevated 

numbers of false positives. These records did not stand out considerably in the CV 

algorithm, but did still show many false positives. Further inspection revealed that 

in three of the cases; 05261, 06995 and 08219, the ECG contained large sections 

where there were frequent missing P-waves leading to RR-intervals much shorter 

than the previous, followed by what seemed to be a compensatory pause that 

exceeded the normal RR-interval length. The frequency of these abnormalities 

would occasionally be as high as once every three heart beats. Illustrations of this 

occurrence can be seen in Figure 32 and Figure 33, where segments of affected 

areas of the ECG are depicted together with the HRV. Figure 30 and Figure 31 

shows detailed segments over 10 seconds where this phenomenon is explicit, while 

Record TP FP TN FN Sensitivity ± CI (%) Specificity ± CI (%) Accuracy ± CI (%) 

04015 6 21 273 0 100,0 ± 0,00  92,9 ± 2,46  93,0 ± 2,42  

04043 82 38 168 12 87,2 ± 5,64  81,6 ± 4,43  83,3 ± 3,53  

04048 2 11 283 4 33,3 ± 31,56  96,3 ± 1,82  95,0 ± 2,06  

04746 163 0 133 4 97,6 ± 1,94  100,0 ± 0,00  98,7 ± 1,09  

04908 28 30 242 0 100,0 ± 0,00  89,0 ± 3,12  90,0 ± 2,84  

04936 235 5 42 18 92,9 ± 2,65  89,4 ± 7,38  92,3 ± 2,52  

05091 1 0 293 6 14,3 ± 21,69  100,0 ± 0,00  98,0 ± 1,33  

05121 199 15 86 0 100,0 ± 0,00  85,2 ± 5,80  95,0 ± 2,06  

06426 288 10 0 2 99,3 ± 0,80  0,00 ± 0,00  96,0 ± 1,86  

06453 1 12 283 4 20,0 ± 29,34  95,9 ± 1,89  94,7 ± 2,13  

07162 299 0 0 1 99,7 ± 0,55  NA  99,7 ± 0,55  

07859 300 0 0 0 100,0 ± 0,00  NA  100,0 ± 0,00  

07879 182 16 102 0 100,0 ± 0,00  86,4 ± 5,17  94,7 ± 2,13  

07910 44 4 250 2 95,7 ± 4,93  98,4 ± 1,28  98,0 ± 1,33  

08215 240 0 59 1 99,6 ± 0,68  100,0 ± 0,00  99,7 ± 0,55  

08378 64 10 210 16 80,0 ± 7,33  95,5 ± 2,30  91,3 ± 2,66  

08405 216 0 84 0 100,0 ± 0,00  100,0 ± 0,00  100,0 ± 0,00  

08434 13 28 259 0 100,0 ± 0,00  90,2 ± 2,87  90,7 ± 2,75  

08455 205 0 94 1 99,5 ± 0,79  100,0 ± 0,00  99,7 ± 0,55  

Total 2568 200 2861 71 97,31 ± 0,79 93,47 ± 0,00 95,25 ± 0,55 
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Figure 32 and Figure 33 shows longer segments of one minute each which give a 

better overview of the problem. The record 04126 did not show these problems, 

but contained considerable noise in the ECG which neither the ECG pre-processing 

nor the HRV cleaning could drastically reduce.  

 

 

 
Figure 30: 10 seconds of ECG with superimposed HRV from the record 06995. It shows missing P-waves and abnormally 

sudden changes in the HRV. 

 

 

 

 

 
Figure 31: 10 seconds of ECG with superimposed HRV from the record 08219. It shows the same phenomenon as the 

figure above with missing P-waves and abnormally sudden changes in the HRV. 
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Figure 32: One minute overview of the record 08219 which illustrates sharp changes in the HRV following a certain 

pattern.   

 

 

 

 

 

Figure 33: The same problem as seen in Figure 32, but with record 06995.  
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5 DISCUSSION 

 ECG Pre-processing 

The denoising algorithm used proved to be successful when removing baseline 

wander and powerline interference. On the other hand, white Gaussian noise 

seemed to be much more difficult reduce. The algorithm could effectively increase 

the SNR by around 5-6 dB when only WGN was introduced to the signal, in 

contrast to around 27 dB when -3 dB powerline plus baseline was introduced 

without WGN. The reason for the low performance of the WGN reduction most 

likely comes from the fact that it has equal power over the whole spectrum. To 

remove all of this noise would therefore also remove much of the useful 

information of the signal. It is worth noting however that the ECG signals from the 

AFDB did not contain much white noise, and in general it should not be too 

prevalent in other recordings either.  

 Logistic regression algorithm 

The logistic regression algorithm produced results that were comparable to 

previous work [22]. Although it does not manage to achieve as high specificity as 

some of the other algorithms with similar sensitivity [20, 57], it performed well 

enough to suit its purpose which is to reduce the amount of data that a physician 

has to evaluate. The reported results were achieved with a threshold set to 0,20 in 

Matlab and 0,35 in Java and if higher sensitivity or specificity is desired the 

threshold can be changed, naturally with a decrease in the other variable. The 

thresholds that were chosen provided the highest possible accuracy, but this is not 

always the best option as it in some cases might be more valuable to capture all 

episodes of AF with the drawback of having more false positives.  

 

The second order polynomial that was tried showed lower prediction performance 

than a first order model. This was likely due to overfitting caused by the fact that 

a second order model allows for curvature in the regression line, which would 

follow the overlapping data in too much detail. This model was therefore not 

regarded as a possible option. Removing outliers form the data yielded even worse 

results than the second order model, with only 89,67% accuracy compared to 

95,39% when the outliers were left in the training. This was likely due to large 

amounts of data being removed from the NSR group causing the models to be 

skewed towards lower values, so that even the slightest change in features would 

make the model rise significantly and thereby produce false positives. This theory 

is also supported by the fact that despite the high threshold used (0,95), the number 

of false positives was still high.  
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When trying backward selection to possibly remove redundant features from the 

model, the prediction performance was surprisingly exactly the same. The most 

noticeable change that had been made was the exclusion of the RMSSD feature in 

all but one of the models. The second most removed feature was PNN50, which 

was excluded from the regression model in four of the cases. Although there was 

no benefit (nor loss) in the prediction performance, fewer features to calculate 

would make the algorithm run faster.  

 

Running the algorithm on the testing data for the first order model showed similar 

results to that of the blind tests, which indicates that there is not a significant 

amount of overfitting in the models.  

 

The peculiar patterns in the ECG records reviewed in section 4.9 matches well with 

the description of supraventricular premature beats (SVPB), which are signified by 

an abnormal P-wave and a normal QRS complex morphology, as well as a specific 

length of the sinus beats that enclose the SVPB. While the logistic regression 

algorithm classified these areas as AF episodes, resulting in false positives, it can 

be argued that dismissing them as artefacts would be counterproductive as it has 

been shown that frequent occurrences of this type of ectopic beats is a high risk 

factor for future episodes of AF [58].  While it would be better for the algorithm to 

be able to distinguish between different types of arrhythmias and even different 

types of AF, it is not currently within its capabilities. However, we believe that it 

is better to pass certain abnormalities in the ECG as AF even though they signify 

something different, and let a physician decide the outcome of the results, rather 

than risking the possibility of losing valuable information.  

 

When inspecting other problematic areas lower than usual sensitivity or specificity 

it was evident that some of the AF episodes were too short to cause any significant 

difference in the features, which would cause false negatives. Also, in the 

transitions between AF and NSR, there would generally be a slight build-up/fall-

off time for the regression model and some false negatives/positives would be 

detected as a result. This also extends to areas with frequent changes between AF 

and NSR, where the algorithm can have trouble keeping up. Other parts where 

there were many false positives generally showed a high number of artefacts or 

irregularities in the HRV, which could either be traced back to excessively noisy 

ECGs or patterns which were labelled as normal but showed aberrant behaviour 

as described above. Illustrations of some of the problems addressed here are 

shown in Figure 34-Figure 36. 
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Figure 34: Classification of AF in record 04746. At around the 32 and 36 minute marks there are short episodes of AF 

that were missed by the algorithm. The AF episodes were too short to create any significant changes in the HRV features. 

 

 
Figure 35: Classification of AF in record 04043. The AF episode at the 20 minute mark is classified correctly, but at the 

end of the episode a false positive is detected because of the fall-off time for the algorithm.  

 

 
Figure 36: Classification of AF in another section of 04043. In this section, it is mainly the quick changes between AF 

and NSR that leads to many false positive classifications.  
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 CV algorithm 

The performance of the CV algorithm varied depending on which records that 

were tested. Overall the performance was similar to results reported by other 

implementations, but for a few records the results were notably subpar.  

 

The lower performance depended partially on that the CV feature in some cases 

represented the data incorrectly, which occurred when a few short episodes of AF 

befell within the same two minute HRV segment. There was also a problem with 

some very long AF episodes when the variation during AF is much smaller than 

usual; the CV then becomes too low because the variation is also low, which is the 

case for record 07859, see Figure 37.  

 

In some cases the annotations from Physionet classify AF episodes longer or 

shorter than the algorithm does. When analysing the data there are sometimes no 

indication of AF according to the annotations, but it is difficult to mark the exact 

onset or offset of an AF episode. This becomes a problem when, as mentioned 

earlier, there are several successive short AF episodes. Because the CV algorithm 

takes two minute segments, a very short episode does not influence the CV much 

and can therefore become undetected. This occurs in record 04043. There is also 

noise and artefacts that the ECG cleaning or the HRV cleaning could not remove. 

 

The poor results of the two problematic records 04043 and 07859 is essentially not 

an issue of data with noise or artefacts, but rather exposes the weaknesses of the 

algorithm.  

 

 
Figure 37: Classification of AF in record 07859 which contains a long episode of AF, the HRV are varying, but not enough 

for the algorithm to detect.   

When comparing the results with other implementations of the algorithm the 

performance are similar. Tateno and Glass [18] reported a sensitivity of 86,6% and 

a specificity of 84,3%. The test data is however different and in other reports 

sometimes not specified, which makes it difficult to compare the results. The 

model has no significant issues with overfitting, as running the algorithm on the 
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data that it was trained on produced similar performance to running it on blind 

tests. 

 

One of the major drawbacks of this method is that it solely depends on one feature 

of the HRV, and if it fails to represent the data correctly the performance of 

classification will be heavily reduced. To make the algorithm more robust it is often 

used together with other methods that can perform well in cases where the CV 

feature cannot. It would be beneficial to do this either by including other features 

(SDANN, PNN50, et cetera, such as in the logistic regression algorithm) or by 

combining it with an entirely different method such as the K-S test or by studying 

the sample entropy.  

 

The usage of a dynamic threshold was considered to make the algorithm more 

robust for alterations in the input data, but no adequate solution was found.  
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 Java implementation 

The Java implementation of the denoising showed nearly identical results to that 

of the Matlab version. One difference however was the runtime of the both 

implementations. While the Matlab version took around 0,5 seconds to complete 

the whole denoising of a two hour record of ECG data, it took the Java version 

around 13 seconds for the same task. This was the best time that could be achieved 

after optimization, where the first implementation took more than 30 minutes for 

two hours of ECG data. The bottleneck lies in the convolution of wavelet 

coefficients with the signal, which is required for both decomposition and 

reconstruction in each of the seven or eight scales. The convolution theorem, which 

states that convolution in time domain equals multiplication in the Fourier 

domain, was used and because of the lack of native optimized vector 

multiplication in Java, element wise multiplication was first done using simple for-

loops. This was far too ineffective however and caused the >30 minute 

computation time. By replacing the for-loops where applicable with operations 

from an optimized library (Apache Commons Math), the computation time could 

be reduced to around 13 seconds. The performance issue in Java leads us to believe 

that the wavelet transform, while flexible and provides good performance, might 

be too computationally taxing in this application and it might be better to use 

another method such as a simple zero-phase IIR filter instead. 

 

The Java implementation of the R-peak detection sometimes missed the fiducial 

mark of the R-peak of ± 2 samples (8 ms), which would lead to errors in the HRV. 

The HRV generally lies between 600 ms and 1200 ms which would mean that this 

error would translate to 0,7-1,3% of an RR-interval. This is certainly not something 

that would severely reduce the effectiveness of the AF classification performance, 

but could of course have some, albeit slight, significance. Because the R-peak 

detection algorithm implementations in Matlab and Java were somewhat different, 

they did not locate the exact same peaks. Although the difference was only slight, 

this could also attribute to any difference that could be seen between the two 

classification performances.   

 

When the features obtained from the Java program were compared to the features 

from Matlab, significant differences were found in all cases. It is not certain 

whether the underlying cause stems from the calculations or from the underlying 

data, i.e. differences in the calculated HRV. Although, because most calculations are 

standard operations with little room for deviation; the latter case is much more 

plausible. In any case, in view of the fact that the correlation between the features 

of the different programs were generally high, barring LF, the behaviour of the 

regression model should be similar in both cases.  
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The logistic regression models that were used in Java were the same ones that were 

derived using the feature data from the Matlab version. This should not have much 

impact on performance even though the values of the features were different, 

which was also reflected by the similar performance results. Worth noting is that 

it lead to a higher threshold in Java than for similar values of sensitivity and 

specificity, which implies that the Java features had higher values overall. For 

future applications of the Java implementation, it would probably be beneficial to 

estimate a new regression model based on the features from Java instead. 

 General 

In both algorithms the segment length for classification was two minutes. This time 

requirement is an intrinsic flaw of the algorithms because the HRV features need 

time to correctly represent the data. There will always be a trade-off between time 

resolution and prediction performance, and two minute segments were proven to 

be long enough for features to discriminate between AF from NSR. At the same 

time it was not considered too long as to hinder the purpose of the algorithm. 

Ultimately, the goal of this algorithm is not to achieve the exact time-stamps of 

each AF beat as to replace trained physicians, but rather to guide them and lessen 

their workload. It would certainly be better if the algorithm was more precise but 

in this context a two minute resolution is satisfactory. 

 Ethical aspects 

As the end goal of this project would be to design a system where sensitive 

personal information would be sent wirelessly between the patients, the AF 

detection servers and hospitals, there are some ethical implications that would 

have to be dealt with. First and foremost, rigorous encryption of the ECG data 

would have to be employed in order to make certain that only concerned parties 

(such as the examining physician) would be allowed access to the information. It 

is also important to realize that wireless transmission would require the Holter 

device or an auxiliary device to connect directly to the internet, which means it 

would be susceptible to malicious software.  

 

An ethical dilemma that must be considered is the choice of the discriminating 

threshold for the algorithm, which will decide the outcome of the sensitivity and 

specificity. It is natural to want to place emphasis on the sensitivity as it is more 

important to find all cases of patients with AF, as opposed to minimising the 

number of false classifications. It can however be argued that the benefits gained 

from increasing the sensitivity suffer from diminishing returns, since after a certain 

point the algorithm will find enough AF episodes for the physician to draw 

conclusions and decide on a diagnosis and increasing the sensitivity further would 

only provide superfluous information. An increase in specificity instead would in 
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this case minimize the data and increase work efficiency. 

 

The possibilities of taking your own ECG is currently increasing as PC’s, tablets, 

mobile phones etc. have increasingly more powerful hardware and can be 

connected with devices that can take an ECG. Some smartphones have a heart rate 

sensor built in, but the quality of these should probably be questioned. It would be 

beneficial for private persons to be able to perform the screening tests themselves, 

but the results should be carefully interpreted by a physician and should not be 

used for self-diagnosis.   

 Economic aspects 

While introducing a whole new system often is expensive, a web based AF 

detection service only adds functionality in an already existing system. The initial 

costs of integrating the AF detection process would include modifications to the 

Holter monitor in order to enable wireless transmission of the ECG data, or to add 

an auxiliary device such as a tablet which would handle the transmission. Servers 

hosting the AF detection application would also have to be purchased, as well as 

further development of the software. Long term costs would consist of server 

maintenance and power consumption. On the whole, the expenses could be held 

very low indeed. 

 

The economic benefits of an automated AF detection service is apparent when 

considering both the high prevalence of AF and the inefficient use of resources that 

involves having to manually search through hours upon hours of ECG data. An 

increase in the speed and efficiency in which diagnoses can be determined will 

allow for a more wide spread screening processes of the general public, which in 

turn will result in more early AF discoveries whereby prevention methods could 

be employed before it can develop into something much more dangerous and 

costly. It can be argued, however, that using screening as a primary prevention 

tool could become cost ineffective as other, simpler and cheaper methods, may 

possibly be overlooked; such as exercise and eating healthier.  
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6 CONCLUSIONS 

The two algorithms for AF detection that were selected for implementation and 

evaluation in Matlab were the CV algorithm and the logistic regression 

algorithm. The algorithms were trained and tested using data from the 

Physionet MIT database.  Some changes were tried on the logistic regression 

algorithm in an attempt to improve it; a second order polynomial model was 

tried instead of the standard first order, outliers were removed from the 

features before training and stepwise selection of features used in the 

regression analysis was employed. The first two changes proved to be 

detrimental to the algorithm while the last one did not change the performance 

at all. In the end, the logistic regression algorithm still provided higher 

prediction performance than the CV algorithm and was therefore selected to be 

implemented in Java, which produced similar results as the Matlab 

counterpart. The general performance of the algorithm is considered to be 

satisfactory for its intended purpose, which is to alleviate the workload and 

ease of analysis for physicians. 
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7  RECOMMENDATIONS AND FUTURE WORK 

One of the main ideas behind implementing an AF detection algorithm in Java was 

to allow for future development and finally launch the program as a web service. 

The web service would then allow for long term ECG monitors to connect to our 

servers and transmit data wirelessly once every two hours or so. The data would 

be analysed by the algorithm and finally the results would be forwarded to a 

hospital where a trained physician could analyse the flagged areas of the ECG. It 

is important to emphasize that any future development based on this 

implementation must take into consideration that the results from the algorithm 

can be difficult to interpret, and only people with sufficient training should be 

allowed access to it. This means that for instance self-diagnostic applications and 

other implementations outside a hospital environment should be avoided as far as 

possible.  

 

In this project only data from the Physionet MIT database was used for training 

and testing. There are other databases with ECG data that are available and could 

be included in the training and testing of the algorithms, which would allow for 

more robust predictions.   

 

There is a variety of features used in the logistic regression algorithm, but there are 

more that could be included in the selection as well. More features does not 

automatically result in better models and could even be detrimental, but it is worth 

trying.  

 

By itself the CV algorithm has low robustness, it performs worse than it generally 

does in certain situations and unexpected events can decrease the performance. It 

would be interesting to combine the algorithm with another method which can 

counteract the weaknesses.  

 

Some steps in the signal processing can be optimized, e.g. the R-peak detection 

performance and processing time could be reduced. The artefact reduction for the 

HRV could also be improved further as it did not always manage to remove all 

artefacts, especially if the ECG was very noisy. 
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APPENDIX A – Mathematical framework 

A1 The method of least squares 

The least squares method is used in linear regression to fit a line through points of 

data. The basic idea is that we want to minimize the residual which is represented 

by the square of the vertical offset from the line to each data point. The residual for 

a given line G
�� = F + c� and dataset y
��, B��,			.		.		.		, 
�� , B��z	is: 

 

 
{
F, c� = 	|B1 − 
F�1 + c�}�

�

1��
. 

 

(27) 

As the residual is dependent on the variables a and b, which represents the slope 

and intercept of the line respectively, the aim is to find the set of values that 

produce the lowest residual possible. This is done by deriving (27) with respect to 

both a and b and finding the minima, i.e. where the derivative is equal to zero: 

 

 
~{
~F = 0	, ~{

~c = 0. (28) 

 

This will yield an equation system of two equations and two unknowns (a and b) 

which follows: 
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(29) 

from which it is possible to calculate a and b to:  

 

 F = �∑ �1B1�1�� − ∑ �1�1�� ∑ B1�1��
�∑ �1��1�� − 
∑ �1�1�� �� , (30) 

 

 
c = ∑ B1�1��

� − F∑ �1�1��
� = Bj − F�̅, 

 

(31) 

where  Bj and �̅ are the mean values of y and x respectively [59]. 
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A2 The discrete wavelet transform 

The wavelet transform is a time-frequency signal analysis (TFSA) tool that 

decomposes a signal into a multi resolution representation with components at 

different scales, and has become a favourable method for TFSA among researchers 

[41]. Two main types of wavelet transforms exist, the continuous and discrete 

versions. Here the discrete wavelet transform will be covered.  

 

Wavelets are in effect basis functions with specific structures, and although several 

different wavelet families exist, they all must follow a set rule of mathematical 

criteria. A wavelet family is at its core composed of two parent wavelets, the 

wavelet function or mother wavelet ψ(t), and the scaling function or father wavelet 

ϕ(t). Using a dyadic grid (i.e. set to a power of 2), these parent wavelets can in turn 

be used to form other wavelets at different scales and locations following these 

equations: 

 

�n,1
$� = 2fn �⁄ �
2fn$ − @� 
 

(32) 

 

�n�,1
$� = 2fn� �⁄ �
2fn�$ − @� 
 

(33) 

Where b = b], b] + 1,…	,  
b]	#�	F	G#�3H	#@$3"3�� represents the scale, and n 

represents the location. A graphical illustration of a set of parent wavelets can be 

seen in Figure 38. As the scale grows larger, the mother wavelet will dilate in the 

time domain which means that the transform will provide information at the lower 

frequencies, while a lower scale will produce a finer frequency resolution [60].  

 

 
 
Figure 38: Four different family of wavelets; the Haar, Daubechies 4, Symlets 6 and Coiflets 6. 

It then follows that for a continuous function	�
$�, the wavelet transform is the 



 

 

68 

 

inner product of �
$� and	�n,1
$�: 
 

n,1 = 〈�, �n,1〉 = � �
$��n,1
$�
�

f�
H$ (34) 

 

Where n,1 denotes the wavelet coefficients or detail coefficients. The scaling 

function is concerned with smoothing of the signal and produces approximation 

coefficients when convolved with the signal:  

 

 

�n�,1 = 〈�, �n�,1〉 = � �
$��n�,1
v�H$
�

f�
 

 

(35) 

By combining the detail and approximation coefficients, the continuous function 

�
$� can thereby be represented as a series expansion according to: 

 

�
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v� + 	 	 n,1�n,1
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(36) 

 

Where ∑ �n�,1�n�,1
v��1�f� = �n�
$� is a continuous approximation of the signal at 

an arbitrary scale	b], and ∑ n,1�n,1
v��1�f� = Hn
$� is the signal detail at scale	b. 

 

It can then be deduced from (37) that a higher resolution of the signal can be found 

simply by adding the signal approximation to the signal details at a lower scale: 

 
�nf�
$� = �n
$� + Hn
$� 

 
(38) 
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APPENDIX B – Tables of interest 

B1 Logistic regression – Noisy records excluded 
Table 11: Results for training and testing the logistic regression algorithm without noisy records (04126, 05261, 06995 

and 08219 excluded). 

  

Record TP FP TN FN Sensitivity ± CI (%) Specificity ± CI (%) Accuracy ± CI (%) 

04015 6 23 271 0 100,0 ± 0,00 92,2 ± 2,57 92,3 ± 2,52 

04043 83 36 170 11 88,3 ± 5,44 82,5 ± 4,34 84,3 ± 3,44 

04048 2 5 289 4 33,3 ± 31,56 98,3 ± 1,24 97,0 ± 1,62 

04746 163 0 133 4 97,6 ± 1,94 100,0 ± 0,00 98,7 ± 1,09 

04908 28 31 241 0 100,0 ± 0,00 88,6 ± 3,16 89,7 ± 2,88 

04936 229 10 37 24 90,5 ± 3,02 78,7 ± 9,79 88,7 ± 3,00 

05091 1 0 293 6 14,3 ± 21,7 100,0 ± 0,00 98,0 ± 1,33 

05121 198 11 90 1 99,5 ± 0,82 89,1 ± 5,08 96,0 ± 1,86 

06426 209 10 0 1 99,7 ± 0,56 0,00 ± 0,00 96,3 ± 1,78 

06453 1 5 290 4 20,0 ± 29,34 98,3 ± 1,23 97,0 ± 1,62 

07162 297 0 0 3 99,0 ± 0,94 NA 99,0 ± 0,94 

07859 300 0 0 0 100,0 ± 0,00 NA 100,0 ± 0,00 

07879 182 15 103 0 100,0 ± 0,00 87,3 ± 5,03 95,0 ± 2,06 

07910 44 7 247 2 95,7 ± 4,93 97,2 ± 1,68 97,0 ± 1,62 

08215 241 0 59 0 100,0 ± 0,00 100,0 ± 0,00 100,0 ± 0,00 

08378 67 9 211 13 83,8 ± 6,76 95,9 ± 2,19 92,7 ± 2,47 

08405 216 1 83 0 100,0 ± 0,00 98,8 ± 1,94 99,7 ± 0,55 

08434 13 26 261 0 100,0 ± 0,00 90,9 ± 2,78 91,3 ± 2,66 

08455 206 1 93 0 100,0 ± 0,00 98,9 ± 1,74 99,7 ± 0,55 

Total 2566 190 2871 73 97,23 ± 0,52 93,79 ± 0,72 95,39 ± 0,46 
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B2 Logistic regression – Test for overfitting 

Table 12: Results from running the logistic regression algorithm on the training data to test for overfitting (04126, 05261, 

06995 and 08219 excluded). The record indication on the left means that the algorithm was run on all of the records that 

was used to train the model for that specific record.  

  

Record TP FP TN FN Sensitivity ± CI (%) Specificity ± CI (%) Accuracy ± CI (%) 

04015 2570 168 2599 63 97,6 ± 0,49 93,9 ± 0,74 95,7 ± 0,45 

04043 2491 155 2700 54 97,9 ± 0,47 94,6 ± 0,70 96,1 ± 0,43 

04048 2573 183 2584 60 97,7 ± 0,48 93,4 ± 0,77 95,5 ± 0,46 

04746 2411 188 2740 61 97,5 ± 0,51 93,6 ± 0,74 95,4 ± 0,47 

04908 2552 157 2632 59 97,7 ± 0,48 94,4 ± 0,72 96,0 ± 0,44 

04936 2338 167 2847 48 98,0 ± 0,47 94,5 ± 0,68 96,0 ± 0,44 

05091 2572 186 2582 60 97,7 ± 0,48 93,3 ± 0,78 95,4 ± 0,47 

05121 2377 177 2783 63 97,4 ± 0,53 94,0 ± 0,71 95,6 ± 0,46 

06426 2285 178 2873 64 97,3 ± 0,55 94,2 ± 0,70 95,5 ± 0,46 

06453 2573 183 2583 61 97,7 ± 0,48 93,4 ± 0,78 95,5 ± 0,46 

07162 2272 182 2879 67 97,1 ± 0,57 94,1 ± 0,70 95,4 ± 0,47 

07859 2270 187 2874 69 97,1 ± 0,57 93,9 ± 0,71 95,3 ± 0,47 

07879 2390 170 2773 67 97,3 ± 0,54 94,2 ± 0,71 95,6 ± 0,46 

07910 2530 181 2626 63 97,6 ± 0,50 93,6 ± 0,76 95,5 ± 0,46 

08215 2329 184 2818 69 97,1 ± 0,56 93,9 ± 0,72 95,3 ± 0,47 

08378 2504 176 2665 55 97,9 ± 0,47 93,8 ± 0,74 95,7 ± 0,45 

08405 2358 187 2790 65 97,3 ± 0,54 93,7 ± 0,73 95,3 ± 0,47 

08434 2560 165 2609 66 97,5 ± 0,50 94,1 ± 0,74 95,7 ± 0,45 

08455 2368 187 2780 65 97,3 ± 0,54 93,7 ± 0,73 95,3 ± 0,47 

Mean x x x x 97,51 93,89 95,57 
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B3 CV algorithm – Noisy records excluded 

Table 13: Results of training and testing the CV algorithm on accepted records (excluding records 04043, 07859 and 

08219)  

 

  

Record TP FP TN FN Sensitivity ± CI (%) Specificity ± CI (%) Accuracy ± CI (%) 

04015 4 18 276 2 66,7 ± 31,6 93,9 ± 2,29 93,3 ± 2,36 

04048 2 6 288 4 33,3 ± 31,6 98,0 ± 1,35 96,7 ± 1,70 

04126 12 50 237 1 92,3 ± 12,1 82,6 ± 3,67 83,0 ± 3,56 

04746 163 0 133 4 97,6 ± 1,94 100,0 ± 0,00 98,7 ± 1,09 

04908 22 16 256 6 78,6 ± 12,7 94,1 ± 2,34 92,7 ± 2,47 

04936 204 8 39 49 80,6 ± 4,07 83,0 ± 8,99 81,0 ± 3,71 

05091 3 10 283 4 42,9 ± 30,7 96,6 ± 1,74 95,3 ± 2,00 

05121 166 8 93 33 83,4 ± 4,32 92,1 ± 4,41 86,3 ± 3,25 

05261 9 64 225 2 81,8 ± 19,1 77,9 ± 4,01 78,0 ± 3,92 

06426 287 8 2 3 99,0 ± 0,97 20,0 ± 20,74 96,3 ± 1,78 

06453 1 11 284 4 20,0 ± 29,3 96,3 ± 1,81 95,0 ± 2,06 

06995 111 5 155 29 79,3 ± 5,62 96,9 ± 2,26 88,7 ± 3,00 

07162 300 0 0 0 100,0 ± 0,00 NA 100 ± 0,00 

07879 158 11 107 24 86,8 ± 4,11 90,7 ± 4,39 88,3 ± 3,04 

07910 43 4 250 3 93,5 ± 5,97 98,4 ± 1,28 97,7 ± 1,43 

08215 203 0 59 38 84,2 ± 3,85 100,0 ± 0,00 87,3 ± 3,15 

08378 38 0 262 0 100,0 ± 0,00 100,0 ± 0,00 100,0 ± 0,00 

08405 217 0 83 0 100,0 ± 0,00 100,0 ± 0,00 100,0 ± 0,00 

08434 37 0 263 0 100,0 ± 0,00 100,0 ± 0,00 100,0 ± 0,00 

08455 205 0 95 0 100,0 ± 0,00 100,0 ± 0,00 100,0 ± 0,00 

Total 2185 219 3390 206 91,38 ± 0,94 93,93 ± 0,65 92,92 ± 0,54 
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B4 CV algorithm – Test for overfitting 

Table 14: Results from running the CV algorithm on the training data to test for overfitting using all available records. 

The record indication on the left means that the algorithm was run on all of the records that was used to train the model 

for that specific record. 

 

Record TP FP TN FN Sensitivity ± CI (%) Specificity ± CI (%) Accuracy ± CI (%) 

04015 2115 122 2645 518 80,3 ± 1,27 95,6 ± 0,64 88,2 ± 0,72 

04043 2020 126 2729 525 79,7 ± 1,32 95,6 ± 0,63 87,9 ± 0,73 

04048 2066 131 2636 567 78,5 ± 1,31 95,3 ± 0,66 87,1 ± 0,75 

04126 2069 471 3490 570 78,4 ± 1,31 88,1 ± 0,84 84,2 ± 0,74 

04746 1912 140 2788 560 77,4 ± 1,38 95,2 ± 0,65 87,0 ± 0,75 

04908 2064 125 2664 547 79,1 ± 1,31 95,5 ± 0,64 87,6 ± 0,74 

04936 1872 131 2883 514 78,5 ± 1,38 95,7 ± 0,61 88,1 ± 0,72 

05091 2107 130 2638 525 80,1 ± 1,28 95,3 ± 0,66 87,9 ± 0,73 

05121 1921 130 2830 519 78,7 ± 1,36 95,6 ± 0,62 88,0 ± 0,73 

05261 2069 461 3500 570 78,4 ± 1,31 88,4 ± 0,84 84,4 ± 0,73 

06426 1781 129 2922 568 75,8 ± 1,45 95,8 ± 0,60 87,1 ± 0,75 

06453 2073 129 2637 561 78,7 ± 1,31 95,3 ± 0,66 87,2 ± 0,75 

06995 2069 418 3543 570 78,4 ± 1,31 89,5 ± 0,80 85,0 ± 0,72 

07162 1773 137 2924 566 75,8 ± 1,45 95,5 ± 0,61 87,0 ± 0,75 

07859 1978 133 2928 361 84,6 ± 1,23 95,7 ± 0,60 90,9 ± 0,64 

07879 1922 129 2814 535 78,2 ± 1,37 95,6 ± 0,62 87,7 ± 0,73 

07910 2020 132 2675 573 77,9 ± 1,34 95,3 ± 0,66 86,9 ± 0,75 

08215 1877 137 2865 521 78,3 ± 1,38 95,4 ± 0,62 87,8 ± 0,73 

08219 2069 377 3584 570 78,4 ± 1,31 90,5 ± 0,76 85,7 ± 0,71 

08378 2046 135 2706 513 80,0 ± 1,30 95,3 ± 0,65 88,0 ± 0,73 

08405 1871 138 2839 552 77,2 ± 1,40 95,4 ± 0,63 87,2 ± 0,75 

08434 2075 116 2658 551 79,0 ± 1,30 95,8 ± 0,62 87,7 ± 0,73 

08455 1865 137 2830 568 76,7 ± 1,41 95,4 ± 0,63 86,9 ± 0,75 

Mean x x x x 78.59 94.37 87.19 


