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men i Informations-och Kommunikationsteknik torsdagen den 04 Juni 2015
klockan 9.00 i Sal B, Electrum, Kista.

c© Xueqian Zhao, April 2015

Tryck: Universitetsservice US AB



iii

Abstract

Featured with good scalability, modularity and large bandwidth,
Network-on-Chip (NoC) has been widely applied in manycore Chip
Multiprocessor (CMP) and Multiprocessor System-on-Chip (MPSoC)
architectures. The provision of guaranteed service emerges as an im-
portant NoC design problem due to the application requirements in
Quality-of-Service (QoS).

Formal analysis of performance bounds plays a critical role in en-
suring guaranteed service of NoC by giving insights into how the design
parameters impact the network performance. The study in this thesis
proposes analysis methods for delay and backlog bounds with Net-
work Calculus (NC). Based on xMAS (eXecutable Micro-Architectural
Specification), a formal framework to model communication fabrics,
the delay bound analysis procedure is presented using NC. The micro-
architectural xMAS representation of a canonical on-chip router is pro-
posed with both the data flow and control flow well captured. Further-
more, a well-defined xMAS model for a specific application on an NoC
can be created with network and flow knowledge and then be mapped
to corresponding NC analysis model for end-to-end delay bound cal-
culation. The xMAS model effectively bridges the gap between the
informal NoC micro-architecture and the formal analysis model. Be-
sides delay bound, the analysis of backlog bound is also crucial for pre-
dicting buffer dimensioning boundary in on-chip Virtual Channel (VC)
routers. In this thesis, basic buffer use cases are identified with cor-
responding analysis models proposed so as to decompose the complex
flow contention in a network. Then we develop a topology independent
analysis technique to convey the backlog bound analysis step by step.
Algorithms are developed to automate this analysis procedure.

Accompanying the analysis of performance bounds, tightness eval-
uation is an essential step to ensure the validity of the analysis models.
However, this evaluation process is often a tedious, time-consuming,
and manual simulation process in which many simulation parameters
may have to be configured before the simulations run. In this thesis, we
develop a heuristics aided tightness evaluation method for the analyt-
ical delay and backlog bounds. The tightness evaluation is abstracted
as constrained optimization problems with the objectives formulated
as implicit functions with respect to the system parameters. Based on
the well-defined problems, heuristics can be applied to guide a fully
automated configuration searching process which incorporates cycle-
accurate bit-accurate simulations. As an example of heuristics, Adap-
tive Simulated Annealing (ASA) is adopted to guide the search in the
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configuration space. Experiment results indicate that the performance
analysis models based on NC give tight results which are effectively
found by the heuristics aided evaluation process even the model has a
multidimensional discrete search space and complex constraints.

In order to facilitate xMAS modeling and corresponding valida-
tion of the performance analysis models, the thesis presents an xMAS
tool developed in Simulink. It provides a friendly graphical interface
for xMAS modeling and parameter configuring based on the power-
ful Simulink modeling environment. Hierarchical model build-up and
Verilog-HDL code generation are essentially supported to manage com-
plex models and conduct simulations. Attributed to the synthesizable
xMAS library and the good extendibility, this xMAS tool has promising
use in application specific NoC design based on the xMAS components.

Keywords: Network-on-Chip, Performance analysis, Network Cal-
culus
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Chapter 1

Introduction

1.1 Background

N etwork-on-Chip (NoC) [1][2] emerges as a promising alternative to
classical bus-based and Point-to-Point (P2P) communication architec-

tures due to interconnect scaling demands in designing Chip Multiprocessors
(CMPs) and System-on-Chip (SoC) architectures with numerous homoge-
neous and heterogeneous cores and functional blocks. The research on NoC
has been very active in the community with the increasing integration ca-
pacity of manycore systems. Surveys such as [3][4][5][6][7] and books such as
[8][9] have been published on various aspects of research and design problems
of NoC.

With the development of manycore architectures, NoCs provide bet-
ter scalability, higher data throughput and better support on modular-
ity compared to bus connected systems. Manycore systems from industry
such as the 64-core Multiprocessor System-on-Chip (MPSoC) Tilera TILE64
[10][11], the 80-core CMP processor Intel TILE80 [12], TI MPSoC platform
OMAP [13] and the 256-core processor Kalray MPPA (Multi-Purpose Pro-
cessor Architecture) -256 [14] have been built based on NoCs. Among a
variety of topologies, 2D mesh-like topology is popular in NoC designs [15].
As shown in Figure 1.1 (a), the Kalray MPPA-256 system comprises 16 clus-
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2 CHAPTER 1. INTRODUCTION

ters with 16 processing cores inside each. The clusters are interconnected
by 4 × 4 torus NoC while TILE64 in Figure 1.1 (b) adopts 8 × 8 2D mesh
NoC to interconnect the 64 cores.

(b)(a)

Figure 1.1: (a) Kalray MPPA-256 manycore processor with 16 clusters con-
nected by 4×4 2D torus NoC, each cluster contains 16 processing cores [14];
(b) Tilera TILE64 MPSoC with 64 cores connected by 8× 8 2D mesh NoC
[11].

Though NoCs can be flexibly adapted to large scale systems and provide
large communication bandwidth, some applications on the NoC based CMP
and MPSoC systems have requirements on guaranteed service to ensure
the service quality, such as multimedia, set-top boxes, gaming devices and
so on. To provide guaranteed service, Time Division Multiplexing (TDM)
[16][17][18] is proposed in packet switching network to set up the virtual
connection between source and destination as in Æthereal [19], dAElite [20],
and Nostrum [17]. Circuit switching network [21] provides another way to
ensure the guaranteed service with the dedicated communication connec-
tion for flows. The TDM techniques are also incorporated in circuit switch-
ing networks [22][23][24] as well as Space Division Multiplexing (SDM) [25].
Techniques such as in [26] propose the cost-effective switch architecture to
guarantee Quality-of-Service (QoS) provision as well as congestion control.

However, to fully utilize the network resources, the best-effort networks
are preferred while bringing about more nondeterminism to the network
performance. This is due to the resource contentions among packet streams
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on the shared network resources during packet delivery. In order to obtain
quick and effective insights into how the design parameters affect network
performance, formal analysis is needed to not only direct the design from the
early stage, but also provide reasoning on the guaranteed service that the
current design can offer. The MPPA-256 manycore system in Figure 1.1 (a)
just uses formalism to provides QoS guarantees such that the end-to-end
delay bound is ensured [27].

1.2 Motivation

For NoC based system designs, formal performance analysis and QoS archi-
tectures are two key challenges [5] due to guaranteed performance require-
ments under cost and power constraints. These guarantees include not only
hard guarantees for real-time critical communication but also soft guarantees
for real-time non-critical communication.

To provide guaranteed service of packet delivery, design parameters (such
as resource allocation policy, buffer size boundary etc.) in the design space
usually need to be evaluated in the early stage of NoC design. Simulation
based approach is widely adopted to analyse network performance and evalu-
ate the design parameters, because it can model router details and accurate
behavior of a network. However, simulations are usually time consuming
and difficult to cover all the system states [28]. By contrast, formal analy-
sis is more competent in investigating how network parameters and traffic
scenarios affect the network performance. By closed-form formulas, it pro-
vides a once-for-all solution with less efforts rather than simulating various
configurations and scenarios. Formal analysis results also give an initial and
quick insight into the design parameters even though the accuracy might be
rough.

For NoC, several formal analysis methods can provide reasoning on de-
sign space exploration for guaranteed service. Fine-grained analysis models
such as [29][30][31] analyse the packet latency with queueing theory. Buffer
backlogs in an NoC can also be formally analysed. Probabilistic methods,
such as Poisson process [32] and queueing theory [33] are applied to anal-
yse the buffer utilization. To overcome the limitation of assuming traffic
arrivals as Poisson processes, the method based on machine learning [34]
and the model considering a more generalized traffic model [35] are devel-
oped. Physics inspired methods are also proposed to better characterize the
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traffic in NoC [36][37][38], and thus help improve the accuracy of latency
analysis and buffer sizing. Data flow analysis models such as Synchronous
Data Flow (SDF) [39] and Cyclo-static Data Flow (CSDF) [40] provide an-
other formal approach to calculate the buffer requirement in a system with
the flow dependencies well captured. Network Calculus (NC), originated in
1991 by Cruz [41], approximates the mostly non-linear queueing system as
a min-plus linear one. Thus it emerges as a promising alternative/comple-
mentary method to queueing theory [42]. Besides, NC does not require the
accurate characterization of traffic arrivals as long as the traffic conforms
to an upper-bound called arrival curve. More comparison and introduction
of the above formalisms can be found in [6], which gives a good review of
mathematical methods of NoC performance analysis.

Any analytical model has the necessity to ensure its correctness and
evaluate the accuracy before they are loaded to quickly assess the design
parameters. But it is usually nontrivial to fulfill the model evaluation. Tak-
ing performance analysis by NC as an example, the tightness evaluation of
delay/backlog bound is usually complicated and tedious due to the complex
resource contentions in the network. On one hand, the complexity of direct
and indirect resource contentions (e.g. links and buffers) may increase with
the network size rapidly. On the other hand, the worst case analytical bound
may be rather difficult to reach and hard to be observed from simulations,
as formal models cover all cases in the network. Under this background, it
has stringent requirements of developing an efficient method for model val-
idation which is tightness evaluation in the context of performance bound
analysis.

In this thesis, the research develops delay bound analysis techniques
based on microarchitetural modeling of on-chip routers. The backlog bound
analysis techniques and algorithms for NoC are proposed. Then, the tight-
ness evaluation problem of the analytical bounds is studied. Finally, the
whole process from NoC modeling to analysis model evaluation is embodied
in a tool based on Simulink.

1.3 Network Calculus

1.3.1 Introduction

The Network Calculus theory originated from macro-networks in the con-
text of offering performance guarantees in Internet and ATM (Asynchronous
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Transfer Mode). The seminal paper was written by Cruz in 1991 [41]. Since
then, a large number of researchers have contributed to developing this
theory, for example, relating it to min-plus, max-plus algebra [43] and to
filtering theory [44], generalizing it to stochastic network calculus [45], as
well as applying the theory for practical use, for example, in offering QoS in
rate-guaranteed services in ATM, and differentiated and integrated services
of Internet [43]. A survey on deterministic service curve models is reported
in [46]. Stochastic network calculus, which relaxes the hard bounds in NC, is
systematically developed in [47] and then summarized in the textbook [45].
The tutorials and surveys on stochastic network calculus can be found in
[48][49]. In [50], both deterministic and stochastic service curve models are
surveyed. Over years of developments, NC has become a solid foundation
theoretically and practically in promising service guarantees in communica-
tion networks.

As NC develops, it has also been applied to realtime embedded systems,
SoCs [51], and wireless sensor networks. Its application in realtime systems
can be found in realtime calculus [52][53] where it is extended to compute
per-node worst-case delay bound under various scheduling polices, such as
fixed priority, Time Division Multiple Access (TDMA), Earliest Deadline
First (EDF), etc. As a result of per-node guarantee, realtime calculus makes
system-wide worst-case performance analysis compositional. In SoCs, Sym-
TA/S (Symbolic Timing Analysis for Systems) [54] applies the idea of traffic
shaping to increase the minimum distance between events and thus reduce
peak workload bursts so as to improve worst-case performance. In wireless
sensor networks, NC is used to do worst-case performance analysis [55][56]
and to conduct performance analysis on flow-splitting strategies [57], re-
transmission models [58], and worst-case delay bound and buffer cost [59]. In
[60], through a probabilistic study on multimedia playout buffer, stochastic
network calculus is applied to show the potential of saving on-chip memory
resources when relaxing hard QoS requirements.

In recent years, NC has been applied to on-chip micro-networks. In this
regard, the application of NC for NoCs has taken a clear-box rather than
a black-box approach since the simple on-chip hardware router enables to
analyse the flow contention, buffering and multiplexing, and flow control
behaviors much more closely. In [61], the authors identify three basic flow
contention patterns, namely nested, parallel and crossed, and calculate the
per-flow Equivalent Service Curve (ESC) to calculate the delay bound. Fur-
thermore, in [62] more sophisticated resource sharing such as link sharing,
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buffer sharing and control sharing are studied. By resolving the resource
sharing scenarios, the worst-case delay bound analysis technique is devel-
oped. In [63], network calculus model is extended to analyse delay bound of
flows with self-similar traffic. The study in [64] calculates delay bound for
multi-path routing. Besides the calculation of delay bound, NC can also cal-
culate backlog bounds of buffers by finding the maximum difference between
the injected traffic volume and the ejected traffic volume over time. In [65],
NC is applied to calculate the backlog bounds and help allocate the buffer
size in a 2D mesh network. The method in [66] calculates delay bound with
NC in a real-time system to control the Voltage Frequency Scaling (VFS) to
reduce energy. In [67], the worst-case backlog bound of the reorder buffer
in multi-path routing is calculated by NC. The work in [68] optimizes buffer
cost of NoC through (σ, ρ) flow regulation based on the lossless regulation
spectrum proposed in [69]. Recently, stochastic network calculus has also
been applied to NoC in [70].

1.3.2 Preliminaries

In this section, we present the assumptions and the global symbols for NC
through the thesis. Following the definitions and theorems in [43], this
section introduces basic functions, arrival curve, and service curve in NC.
Then the calculation of delay and backlog bounds are introduced. More
specifically for NoC, the delay bound analysis technique is summarized.

Symbols and Assumptions

In this thesis, we globally use the symbols in Table 1.1 for network calculus.
The symbols for a specific problem will be defined locally in the problem.

We make the following basic assumptions:

• We consider feedforward network for NC analysis, in which no cyclic
dependencies exist among the flows.

• Flow fi conforms to a linear arrival curve αi = γbi,ri
, where ri and bi

are the rate and the burstiness, respectively; otherwise this condition
can be maintained by employing a leaky-bucket regulator [41].

• The network uses deterministic routing and static Virtual Channel
(VC) allocation such that each flow has a deterministic route inside
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Table 1.1: Symbols and definitions

Symbol Explanation

fi The ith flow
fi,j Aggregate flow composed of fi and fj
fij Flow from node i to node j
αi Arrival curve of fi with burstiness bi and rate ri
α∗i The output arrival curve of node i
α∗i,j Output arrival curve of aggregate flow fi,j
βi The ith service curve
βCi,Ti Latency-rate service curve with rate Ci and latency Ti
φi The weight of flow fi for weighted round robin arbitration
β̂ji The Equivalent Service Curve (ESC) of router j for flow fi
βsysi The system ESC for fi
Csysi The service rate of the system ESC for fi
Dmax The maximum packet delay from simulation
D̄ Flow’s delay bound calculated by closed-form formula
Bi
max The maximum backlog of buffer Bi obtained from simulation

B̄ Analytical backlog bound of buffer B
ξ Tightness of delay bound or backlog bound
∧ The minimum operation, a ∧ b = min{a, b}
� The min-plus de-convolution operation, (f�g)(t) = supu≥0{f(t+

u)− g(u)}
⊗ The min-plus convolution operation, (f ⊗ g)(t) = inf0≤s≤t{f(t−

s) + g(s)}
[x]+ The maximum of x and 0, namely [x]+ = max{x, 0}
bxc The maximum integer less or equal to x, e.g. b2.5c = 2
inf The infimum of a set, e.g. inf[a, b] = a
sup The supremum of a set, e.g. sup[a, b] = b
sgn The sign function, sgn(x) = x/|x| for x 6= 0, otherwise 0

and outside the routers. Buffers are served in the First-In-First-Out
(FIFO) order.
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• Network service elements such as link, multiplexer and packet sink are
modeled by the Latency-rate (LR) service curve [71] βC,T . The link is
work-conserving with capacity C.

Basic Functions and Operations

The definitions of several basic functions in NC, which are all wide-sense
increasing1, are presented as follows.

Definition 1.1 (Burst-delay function δT ). For delay T ≥ 0,

δT (t) =
{

+∞, t > T

0, t ≤ T
. (1.1)

Definition 1.2 (LR function βC,T ). For rate C ≥ 0 and delay T ≥ 0,

βC,T =
{
C(t− T ), t > T

0, t ≤ T
. (1.2)

Definition 1.3 (Affine function γb,r). For rate r ≥ 0 and burst b ≥ 0,

γb,r =
{
rt+ b, t > 0
0, t ≤ 0

. (1.3)

In the following, we define the operations of min-plus convolution and
de-convolution.

Definition 1.4 (Min-plus convolution). Let f and g be two wide-sense
increasing functions, the min-plus convolution of f and g is

(f ⊗ g)(t) = inf
0≤s≤t

{f(t− s) + g(s)}. (1.4)

Definition 1.5 (Min-plus de-convolution). Let f and g be two wide-sense
increasing functions, the min-plus de-convolution of f and g is

(f � g)(t) = sup
u≥0
{f(t+ u)− g(u)}. (1.5)

1Consider a function f , we say f is wide-sense increasing if and only if for all t1 ≤ t2
we have f(t1) ≤ f(t2).
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Arrival Curve and Service Curve

Arrival curve and service curve are two key concepts in network calculus.
Arrival curve defines the upper bound of the injected traffic during any time
interval. It is defined as follows.

Definition 1.6 (Arrival curve). Let R(t) be the cumulative traffic function
which defines the traffic volume coming from the flow within time interval
[0, t]. We say a wide-sense increasing function α(t) is the arrival curve of
R(t) if ∀t1, t2, 0 ≤ t1 ≤ t2, it satisfies

R(t2)−R(t1) ≤ α(t2 − t1). (1.6)

Linear arrival curve [41] is widely used to characterize the flow injection
in a network. For a flow fi, it is defined as αi = γbi,ri

= rit + bi, where ri
is the sustainable arrival rate, bi is the burstiness. A flow can be shaped to
conform to a linear arrival curve by applying regulators [41], for example,
leaky buckets. A regulator which enforces an arrival curve αi = rit + bi
allows the flow to send at most bi packets at once, but the sending rate
cannot exceed ri over the long run. Figure 1.2 (a) shows an example of
linear arrival curve α(t) = γb,r which constrains a periodic on-off traffic
R(t).

t

R(t)

®(t) = °b;r

b

data 
volume

(a) (b)
t

®(t) = °b;r

b

¯(t) = ¯C;T¹B

T

data 
volume

¹D

Figure 1.2: (a) Linear arrival curve; (b) Delay bound and backlog bound.

Service curve models a network element, e.g. a router or a channel,
expressing the service capability. Its formal definition by min-plus algebra
is as follows.

Definition 1.7 (Service curve). Let R(t) and R∗(t) be the input and output
of a flow through a system, respectively. Then the system serve the flow with
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a service curve β if and only if β is a wide-sense increasing function, β(0) = 0
and R∗(t) ≥ R(t)⊗ β(t).

The LR function βC,T = C[t−T ]+ can model the minimum service curve
for a variety of network scheduling algorithms [71] where C is the service
rate, and T is the maximum latency. Here [x]+ equals 0 if x ≤ 0, else x. The
burst-delay function δT (t) can model a delayer or express the propagation
delay in the network.

Buffer sharing is a common resource contention among the flows in a
network. We use the left-over service curve (Theorem 6.2.1 in [43]) to resolve
buffer sharing. Consider that two flows f1 and f2 aggregate into a shared
FIFO buffer and then are served by β1 = βC1,T1 . we can calculate the ESC
of f1 as β̂1

1 = [β1 − α2]+ = βC1−r2,T1+b2/C1 , and similarly for f2.

Three Bounds

Based on the abstraction of arrival curve and service curve, three bounds
can be calculated by network calculus: the delay bound, the backlog bound,
and the output bound (output arrival curve).

Assume a traffic flow f constrained by arrival curve α(t) traversing a
system that provides a service curve β(t), the delay bound of f is calculated
by

D̄ = sup
t≥0

{
inf
τ≥0
{α(t) ≤ β(t+ τ)}

}
. (1.7)

The delay bound is graphically the maximum horizontal deviation between
α(t) and β(t), as shown in Figure 1.2 (b). The backlog bound is calculated
as the largest vertical distance between α(t) and β(t), and mathematically
is

B̄ = sup
t≥0
{α(t)− β(t)}. (1.8)

Consider the case with linear arrival curve and LR service curve as shown
in Figure 1.2 (b), the delay bound can be calculated as D̄ = T + b/C, and
the backlog bound is B̄ = b+ rT .

The output arrival curve is calculated by min-plus de-convolution be-
tween α(t) and β(t), as

α∗ = (α� β)(t) = sup
u≥0
{α(t+ u)− β(u)}. (1.9)

Particularly, if f is constrained by a linear arrival curve γb,r, and served by
a LR service curve βC,T , the output arrival curve is γb+rT,r.
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Concatenation Property

Assume a flow f traverses two systems that provide service curves β1 and
β2, respectively. Then the ESC provided by the concatenated system is

β(t) = (β1 ⊗ β2)(t) = inf
0≤s≤t

{β1(t− s) + β2(s)}. (1.10)

In particular, if β1 and β2 are both LR service curves, i.e. β1 = βC1,T1 and
β2 = βC2,T2 , then β = β1 ⊗ β2 = βC1∧C2,T1+T2 . We can thus deduce the
system ESC for a given flow by applying the concatenation property, and
further calculate the end-to-end delay bound.

Delay Bound Analysis Technique

When applying NC to conduct performance analysis of NoC, we say that
a flow is a unicast stream of data from a source to a destination along a
deterministic path. The delay bound of a flow fi is calculated by finding
the greatest horizontal distance between its arrival curve αi and the system
ESC βsysi . We call this flow tag flow to contrast other contention flows. The
key idea is to compute its end-to-end ESC considering all resource sharing.
According to [61][62], the delay bound analysis procedure can be summarized
as follows:

Step 1 Resolve link sharing and calculate the ESC at each node;

Step 2 Resolve buffer sharing and calculate the left-over service curve [45]
of the tag flow;

Step 3 Compute the system ESC for the tag flow;

Step 4 Derive the closed-form delay bound formula of the tag flow.

1.4 Thesis Organization

The remainder of this thesis is organized as follows.

Chapter 2

Based on eXecutable Micro-Architectural Specification (xMAS), a formal
framework modeling communication fabrics, this chapter presents the QoS
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analysis procedure using Network Calculus (NC). In this chapter, the method
of expressing a router’s micro-architecture in xMAS is described. Given an
xMAS model, a scheme is proposed to map the xMAS model to its NC
model, upon which existing QoS analysis techniques can be applied to com-
pute end-to-end delay bound per flow. This work is published in:

• Xueqian Zhao and Zhonghai Lu, ”Per-Flow Delay Bound Analysis
Based on A Formalized Microarchitectural Model,” in Proceedings of
the 7th ACM/IEEE International Symposium on Networks-on-Chip
(NOCS’13), Tempe, USA, April 2013. (Best paper candidate)

Chapter 3

This chapter presents a formal analysis procedure and a topology indepen-
dent technique to analyse the backlog bounds given traffic flows in a VC
network. Algorithms are developed to automate the analysis procedure.
The study in this chapter identifies basic buffer use cases and proposes cor-
responding formal models such that complex communication and contention
scenarios are decomposed. This work is published in:

• Xueqian Zhao and Zhonghai Lu, ”Backlog Bound Analysis for Virtual-
Channel Routers,” IEEE Computer Society Annual Symposium on
VLSI (ISVLSI’15), Montpellier, France, 2015.

Chapter 4

In this chapter, a meta-heuristics aided technique is developed to automate
the tightness evaluation of delay and backlog bounds. The tightness evalu-
ation of analytical bounds are formulated as constrained optimization prob-
lems. The well-defined problems enable a fully automated configuration
searching process guided by a heuristic algorithm with cycle-accurate simu-
lations integrated. This work is published in:

• Xueqian Zhao and Zhonghai Lu, ”Empowering Study of Delay Bound
Tightness with Simulated Annealing,” in Proceedings of Design, Au-
tomation and Test in Europe Conference and Exhibition (DATE’14),
Dresden, Germany, March 2014.
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• Xueqian Zhao and Zhonghai Lu, ”Heuristics Aided Tightness Evalu-
ation of Analytical Bounds in Networks-on-Chip,” IEEE Transactions
on Computer-Aided Design of Integrated Circuits and Systems, 2015.
(E-version online)

Chapter 5

This chapter presents the xMAS based tool for NoC design and tightness
evaluation of the performance analysis models. An xMAS tool is developed
in Simulink to facilitate building xMAS models intuitively. Synthesizable
Verilog-HDL code of the model can be generated for NoC design or cycle-
accurate simulation. The tightness evaluation technique is also integrated
into this tool to provide an integral process from xMAS modeling to model
validation. This work is written in the following manuscript:

• Xueqian Zhao and Zhonghai Lu, ”A Tool for xMAS Based Mod-
eling and Analysis of Communication Fabrics in Simulink,” (Journal
submission)

Chapter 6

This chapter summarizes the thesis and proposes prospective directions in
the future.





Chapter 2

xMAS Based Delay Bound
Analysis

2.1 Introduction

Top-down system design starts from high level models. One major ad-
vantage of using a high level model is to abstract away low-level details

and capture only relevant information, which can be used for formal verifica-
tion and for design space exploration. By verifying basic system properties
and design decisions, system designers can gain not only insights but also
confidence for the follow-up implementation. One example of such models
for designing communication fabrics is the eXecutable Micro-Architectural
Specification (xMAS) model [72] developed by Intel researchers.

xMAS is a formal framework modeling communication fabrics. The
xMAS library consists of a small set of formally defined building blocks or
primitives modeling traffic source and sink, arbitration, communication and
synchronization. A communication fabric can be modeled by instantiating
and connecting components from the xMAS library, resulting in a struc-
tural representation. The representation is an executable model expressed
with well-specified semantics using synchronous equations. Also, the repre-
sentation is a graphical diagram which intuitively captures both data flow

15
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and control flow. xMAS was initially defined in [72]. Its use in verifying
the safety and deadlock freedom properties of communication fabrics can
be found in [73] and [74], respectively. In practice, xMAS has been used to
model and validate the micro-architecture of a number of complex industrial
designs. Nevertheless, performance analysis based on xMAS models remains
an open problem.

This chapter presents a worst-case communication time analysis tech-
nique based on xMAS models, with focus on flow-wise end-to-end delay
bound. Specifically, given a network model plus necessary traffic character-
istics, the methodology defines a step-by-step procedure in order to com-
pute per-flow delay bound. Starting from the micro-architecture diagram of
a canonical on-chip Virtual Channel (VC) router, we show how the xMAS
primitives can be used to construct a formalized model, which can integrally
rather than separately capture both the data flow and the control flow. Then
based on the xMAS model, we show how it can be mapped to produce its
Quality-of-Service (QoS) analysis model. Since the QoS analysis is based
on Network Calculus (NC), a mathematical formalism for reasoning about
performance and backlog bounds in communication networks [41][43][44],
we naturally call it an NC model. After obtaining the NC model, previous
analysis techniques can be applied or extended to compute an end-to-end
delay bound for each flow in the network.

While inheriting the analysis techniques from [62][61], this work differs
from previous works in that it is grounded on a formalized communication
model. Via this model, we see the light of a formalized holistic approach,
which integrates a router’s micro-architectural details to generate a well-
defined structured intermediate model (in this case, the xMAS model). Fur-
thermore, an NC model can be constructed from the xMAS model. As such,
the xMAS model seamlessly bridges the gap between an informal router
micro-architecture diagram and a formal NC analysis model, thus making
the analysis approach integrated and well founded.

In this chapter, we describe how to express a router’s micro-architecture
in xMAS. Given an xMAS model, a scheme is proposed to map the xMAS
model to its NC model, upon which QoS analysis can be performed. Then
the methodology is exemplified to validate its correctness and tightness.
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2.2 The xMAS Modeling Framework

2.2.1 The xMAS Primitives [72]

The xMAS modeling framework hosts a concise set of primitives for modeling
concurrent communication and synchronization behavior, namely, source,
sink, queue, function, merge, switch, fork, and join.

source sink function queue merge switch fork join

f k

Figure 2.1: The xMAS modeling primitives

Figure 2.1 shows the symbols of the primitives. Their basic functions
can be explained as follows:

• Source: A source is a component which attempts to send a packet
non-deterministically. It has only a single outport.

• Sink: A sink is the dual of a source. It is a component which non-
deterministically consumes a packet. It has only one inport.

• Function: A function is a primitive to model transformations on the
input data, generating the output data. For example, a memory turns
requests into responses after some access latency.

• Queue: A queue is a First-In-First-Out (FIFO) buffering component
with a standard interface comprising a read port and a write port.
The queue has two parameters: size k (the number of elements it can
contain) and a type (the type of elements it can contain).

• Merge: A merge models multiplexing and arbitration, selecting one
packet among multiple competing packets. A merge has multiple input
ports and one output port. A special merge is one at which data from
different inputs never arrive at the same time, and thus no arbitration
is needed. The special merge functions as an aggregator.
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• Switch: A switch is a primitive to route incoming packets to exactly
one of the outputs, modeling de-multiplexing. It consists of one input
port and two or multiple output ports.

• Fork: A fork is a primitive with one inport and two outports. In-
tuitively, a fork takes an input packet and creates a packet at each
output. It ensures that a transfer only occurs when the input is ready
to send and both the outputs are ready to receive.

• Join: A join is the dual of a fork. It has two inports and one outport.
Intuitively, a join takes two input packets (one at each input) and
produces a single output packet. It ensures that a transfer only occurs
when the two inputs are ready to send and the output is ready to
receive.

2.2.2 Example of Formal Definitions

Each of the xMAS primitives has a formally defined semantics. We take the
fork and the join as two examples. A detailed coverage of the primitives and
other formal definitions can be found in [72].

(a) The fork primitive (left) and its signal 
equivalent (right)

(b) The join primitive (left) and its signal 
equivalent (right)
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Figure 2.2: Fork and Join primitives with their full signals

Figure 2.2 shows the fork and join primitives and their full signals. Each
input and output channel, x, in a primitive encapsulates exactly three signals
when unfolded: x.data, x.irdy, and x.trdy, which represent the data, initiator
ready (the data is valid or invalid), and the target ready (whether the target
is ready to receive data or not).

The fork primitive has one input, i, producing two outputs, a and b. By
definition, the signal relations can be formally defined using the following
equations:

a.irdy := i.irdy and b.trdy a.data := f(i.data)
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b.irdy := i.irdy and a.trdy b.data := g(i.data)
i.trdy := a.trdy and b.trdy

where f and g are two parameters which define the two mapping functions,
one from i.data to a.data, and the other from i.data to b.data, respectively.

The join primitive takes two inputs, a and b, producing one output o.
The formal definitions are as follows:

a.trdy := o.trdy and b.irdy
b.trdy := o.trdy and a.irdy
o.irdy := a.irdy and b.irdy o.data := h(a.data, b.data)

where h is the parameter which defines the mapping function from a.data
and b.data to o.data.

2.2.3 Example of Macro-block: Modeling A Credit Logic

One can use the primitives to construct macros. To exemplify the usage of
the primitives, we show how to model a credit counter as a macro, which
can be used to realize a common link-level flow control function to avoid
buffer overflow.

i o
k

token
k

i o

Figure 2.3: An xMAS model for a credit counter

Figure 2.3 illustrates the credit counter (the box on the right-hand side)
and its macro-block symbol (the left-hand side symbol). The credit counter
has one inport, i, for producing credits and one outport, o, for consuming
credits. Internally, it has five components: one queue with size k, one fork,
one join, one source and one sink. The fork connects its inport with a token
source and its two outports with the queue and the outport of the credit
counter. The join connects its outport with a sink and its two inports with
the queue and the inport of the credit counter.

Initially, since the queue has a size of k, it can absorb up to k tokens (one
token for one credit). This means that the credit counter can output up to
k credits. A signal at the inport of the credit counter will trigger the sink
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to absorb one token from the queue, thus making one room for producing
one more credit.

In the following, we show how the basic building block of Networks-on-
Chip (NoCs), a typical VC router, can be neatly modeled using the xMAS
primitives.

2.3 Router Modeling in xMAS

2.3.1 Router’s Micro-architecture Diagram
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Figure 2.4: Micro-architecture of a 2-by-2 router with 2 VCs per inport

Figure 2.4 draws the micro-architecture of a typical packet-switching VC
router. For simplicity, we show a 2×2 router, which has two inports and
two outports. Each input has two VCs, which share an input channel to the
2×2 crossbar. On the data path, it has a queueing unit and a crossbar. On
the control path, it has a Routing unit, a VC allocator, an Arbiter and a
Credit Management unit. The Routing block computes the outport through
checking the packet header with a routing algorithm. The VC Allocator
block allocates a specific VC in the downstream router to packets. The Ar-
biter arbitrates on flows’ requests to use and thus share the input channel to
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the crossbar and the output Physical Channel (PC) bandwidth. Depending
on how the VCs are sized, it performs either wormhole switching or virtual
cut-through switching, specifically, flit-size VCs for wormhole and packet-
size VCs for virtual cut-through switching. With wormhole switching, the
VCs are allocated per-packet while the PCs per-flit (flit is the flow control
unit). With virtual cut-through switching, both VCs and PCs are allocated
per-packet.

The router performs the conventional credit-based link-level flow control,
meaning that a flit or packet can be sent out downstream via the data
forward channel only if there is a buffer space available in the allocated
VC of the downstream router. Whenever the downstream router transmits
the flit or packet forward, it will feed a credit (indicating one free buffer)
back to the upstream router through the credit feedback channel. The Credit
Management block enables the link-level flow control to avoid buffer overrun.
It owns an array of credit counters. Each credit counter corresponds to a
specific VC in the downstream router, and counts the number of free buffers
in the VC. It counts down by 1 upon sending out a packet from the current
router to the VC, and counts up by 1 upon receiving a credit for the VC
from the downstream router. With the 2×2 router, the array has a size of 4,
as there are 4 VCs in the downstream router. The counters have an initial
value equal to the VC capacity.

As can be observed, the router micro-architecture can accurately capture
the data flow, i.e., how packets are moved into VCs from inports and how
they go through the crossbar to outports. Drawing such a graph is a common
practice to convey the router’s micro-architecture. However, it is difficult
and somewhat awkward for such micro-architecture models to capture the
control flow, i.e., how the packet movement is explicitly controlled by the
credit availability.

In the following, we create an xMAS model to express the router’s micro-
architecture, capturing both data flow and control flow in integration.

2.3.2 Router’s xMAS Model

Figure 2.5 depicts an xMAS model for the VC router. The data flow is
modeled by the switch, the queue and the merge. Specifically, the switches,
sqi (i = 1, 2) and sci (i = 1, 2) model the de-multiplexers (DMX) of the
queuing unit and crossbar, respectively. The merges, mqi (i = 1, 2) and mci
(i = 1, 2), model the multiplexor (MUX) of the queuing unit and crossbar,
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Figure 2.5: An xMAS model for the VC router

respectively. There exists a direct one-to-one correspondence between the
data-flow components in the micro-architecture diagram and that in the
xMAS model. The arbitration policies can be viewed as being embedded in
the merges mqi (i = 1, 2) and mci (i = 1, 2).

The more interesting part is the modeling of the control flow and its
interaction with the data flow, particularly, how the credit-based flow control
affects the data flow. Two synchronization primitives, join and fork, nicely
serve this purpose. As can be seen in the synchronization block in Figure
2.5, there is a pair of join and fork, ji and ki (i = 1, 2), connected to each
output channel. The join ensures that a buffer space in the allocated VC
at the downstream router is available whenever dispatching a flit or packet
from one of the four VCs. The fork produces a credit backward to the
upstream router for a corresponding credit counter whenever a flit or packet
leaves the router.

The credit management block can be explicitly modeled with the xMAS
primitives, as illustrated in Figure 2.5. There are four credit counters, cci
(i = 1, 2, 3, 4), each corresponding to a VC in the downstream router. A
credit is received from the downstream router through one of the two credit
channels and the 2-input-4-output macro-block, and then distributed to one
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of the four credit counters as a ’colored’ token. The four queues cqi (i =
1, 2, 3, 4) connected with the four credit counters are used to store credits
when credits are received but cannot be consumed immediately by the two
join components through the 4-input-2-output macro-block. The two join
components connect the four credit counters through the 4-input-2-output
macro-block. This means that any of the four VCs in the current router
are allowed to transmit packets to any of the four VCs in the downstream
router.

As can be observed from this example, the xMAS model can explicitly
capture the control flow (through the credit counter) and its interaction with
the data flow (through join and fork). In fact, we can see that the two pairs
of synchronization primitives (join, ji, and fork, ki, where i = 1, 2) for flow
control lie on the data movement path.

2.3.3 Discussion on the Router’s xMAS Model

Note that mapping the router’s micro-architecture to its xMAS model is
not unique, since, in principle, the flow control behavior may be modeled at
different places on the data path. The modeling alternatives reflect different
design decisions. In Figure 2.5, we model it after the crossbar (see the
positions of j1 and j2). This means that the router requires credit availability
after the crossbar arbitration. Alternatively we could also model it after the
queuing unit and before the crossbar. This captures another design intention
which requires credit availability before entering the crossbar arbitration.
Since a credit is only needed at the moment when a packet is sent out, i.e.,
after the crossbar arbitration (mc1 and mc2), we model it after the crossbar.

The routing unit and VC allocator are not explicitly modeled, but should
be implicitly reflected in the flow path. The routing unit determines the de-
livery path for each flow. The VC allocator determines which VC to use
per-packet for each flow. In general, a routing algorithm may dynamically
choose different paths for a flow to deliver packets, exploiting the diversity
of network connectivity. A VC allocator may dynamically allocate differ-
ent VCs to transmit the packets of a flow according to the VC availability,
i.e., per-packet VC allocation. However the dynamic path selection and the
dynamic VC allocation makes the complex performance analysis problem
even more complicated. Also, to understand the dynamic case, we have to
start with understanding the static case. Therefore, we assume in the fol-
lowing (1) deterministic routing, i.e., each flow has a single path which can
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be pre-determined, given its source and destination addresses; (2) determin-
istic VC allocation, meaning that the set of VCs which a flow passes in order
is pre-determined, i.e., per-flow VC allocation. In implementation, a flow
ID embedded in packets can be used to realize the per-flow VC allocation.
With these two deterministic assumptions, we know exactly the path for
each flow’s traversal inside the routers and outside the routers (the physical
channels).

2.4 QoS Analysis Methodology

2.4.1 Overview

Delay Bound

Network-Flow Diagram

xMAS Model 

Worst-case 
Performance Analysis

Network Calculus (NC) Model

Figure 2.6: The xMAS based QoS analysis flow

Figure 2.6 gives an overview of the QoS analysis methodology. It starts
from a network-flow diagram which illustrates both network (topology, router
micro-architecture) and flow information (passing PCs and VCs). Then a
specific xMAS model is created. Based on the specific xMAS model, we
can further derive its NC model for interested flows. Finally, QoS analy-
sis is performed on the NC model applying and extending existing analytic
techniques.

2.4.2 Modeling A Network-flow Diagram in xMAS

To develop an xMAS model for a specific application on a specific communi-
cation platform, we need to know both the network information and the flow
information (routing path), which are captured in a network-flow diagram.
As discussed in Section 2.3.3, to facilitate analysis, we assume that each flow
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has a deterministic routing path, and when passing a VC router, it always
uses the same VC. At a first glance, the deterministic routing assumption
appears too strong since network routing should enjoy the path diversity of-
fered by the network. However, in practical System-on-Chip (SoC) designs,
when compared to oblivious and adaptive routing algorithms, determinis-
tic routing algorithms, for example, the source routing and dimension-order
routing, are often preferred, because they have less implementation com-
plexity, and can help to achieve deadlock freedom, simplify validation and
debugging.

By assuming specific communication patterns with deterministic paths
(PCs plus VCs), the routers can be much more simplified because redun-
dant VCs, components and unnecessary connections can be pruned. This
highlights the benefits of application-driven NoC designs [75], which could
largely simplify the resources and their connections. As a consequence, we
will obtain a specialized xMAS model with only relevant primitives and
their connections after modeling a network-flow diagram in xMAS, as to be
exemplified in Section 2.5.1.

2.4.3 Mapping an xMAS Model to An NC Model

Naturally we first model each xMAS primitive in NC. In Figure 2.1, there
are eight primitives, which can be paired into four groups: source-sink com-
ponents (source and sink), function and queue components (function and
queue), blocking n-to-1 components (merge and join), nonblocking 1-to-n
components (switch and fork). Merge and join are blocking because packets
may be blocked due to arbitration and waiting for credits. Typically, there
is a queue for temporary packet storage at the ingress channels of a merge
or join component directly or indirectly. Switch and fork are nonblocking,
because, once the input data move to a switch or a fork, they can be sent
to one or multiple channels without blocking.

• Modeling source-sink in NC: The xMAS source is non-deterministic.
Here we assume that the traffic injection is upper-bounded by a linear
arrival curve, α(t) = b + rt, where b constrains traffic burstiness and
r the sustainable rate. In case that traffic flows do not conform to
a linear arrival curve, the leaky-bucket traffic shaping technique [76]
may be used to enforce the conformance. The xMAS sink provides
sufficient bandwidth to drain data but may incur nondeterministic
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delay. We consider a Latency-rate (LR) type of sinks whose service can
be modeled as a LR server [71] βR,T , where T denotes the maximum
processing delay and R the average service rate.

• Modeling function-queue in NC: The function primitive models data
transformation. In a communication fabric, it can be used to model
the behavior from memory request to response. For the NC analysis,
it serves as a cut point to turn one round-trip communication into two
unicast communications so that the request and response flows can be
analysed separately. The xMAS queue can be used for two purposes:
(1) It models nonblocking transport delay. Then it can be modeled as
a δ-delay element [43], which has a burst delay function δT (t) = +∞
for t > T , and 0 otherwise. (2) It is an explicit queueing component,
which can be directly mapped to a buffer in NC.

• Modeling blocking n-to-1 components in NC: The blocking compo-
nents, merge and join, result in delay, backlog and rate control. There-
fore they are modeled as a server or service element in NC. Specifically,
the merge can be modeled as an arbitration server (arbiter), βσ, while
the join component as a flow control server, βτ .

• Modeling nonblocking 1-to-n components in NC: The nonblocking
components, switch and fork, do no incur delay and rate control func-
tion in general, and thus are not treated as a service element. Rather
they serve as a connector in the NC model to provide connectivity,
allowing traffic or credit splitting and aggregation.

Beyond xMAS primitives, xMAS macros may be often used in designs.
This necessitates a mapping from xMAS macros to NC elements. For ex-
ample, the credit counter in xMAS could be mapped to a delay element in
NC, since it incurs a control function for when a packet can be forwarded.

We call the two levels of functional mapping, i.e., from xMAS primi-
tives to NC elements and from xMAS macros to NC elements, the xMAS-
component to NC-element mapping. With the xMAS-component to NC-
element mapping built up, we can map each xMAS component (primitive
or marco-block) in an xMAS model to its NC element in a one-to-one cor-
respondence.

After the component mapping, we map the connections among the com-
ponents. In most cases, it is a straightforward mapping, i.e., after making a
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one-to-one mapping of the xMAS primitives and macros to their NC coun-
terparts, the connections can be directly inherited from the xMAS model.
However, there is an exception. At a fork whose outports are connected to
a sink and a credit counter, the sink service should occur before the credit
generation. Thus the sink should be modeled before the fork in the NC
model, as we shall show in the example in Section 2.5.

2.4.4 QoS Analysis Based on the NC Model

After obtaining the NC model, we conduct the per-flow end-to-end delay
bound analysis with three major steps:

1. Transform the closed-loop NC model into an open-ended NC model
using the method in [62]. The credit-based flow control can be treated
as providing a control service to the data flow, thus a loop-less service
element, flow controller τ , can be inserted into the data path.

2. Derive per-flow end-to-end Equivalent Service Curve (ESC) from the
open-ended model, using the techniques presented in [61][62] and [43].
At this step, we mainly investigate the flow interference patterns con-
cerning link sharing and buffer sharing, taking direct and indirect con-
tention into account. In the end, we obtain an end-to-end ESC for a
flow.

3. Finally, together with the flow’s arrival curve, we can use the basic
results of network calculus [43] to compute its end-to-end delay bound.

2.5 An Illustrative Example

2.5.1 From Network-flow Diagram to xMAS model

We give a full example illustrating the procedure from a network-flow di-
agram, to its xMAS model, to its NC models (initial model and refined
model), and exhibiting how the per-flow end-to-end delay bound can be
computed.

Figure 2.7 draws a network-flow diagram where two flows f0 and f1 pass
two concatenated routers, R1 and R2. Entering into two VCs at R1 (f1, f2
use V C1 and V C3, respectively), the two flows multiplex over one shared
output channel and are merged into one aggregate flow {f0, f1}. Then the
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Figure 2.7: Network-Flow diagram with flows passing buffers and channels

aggregate flow shares the ingress VC, V C1, at R2. Finally, the aggregate flow
goes through the same output channel of R2. Though the example is simple,
it captures all three relevant resource sharing scenarios: link (PC) sharing
at R1, buffer sharing at R2 and credit feedback control sharing between R1
and R2. Note that, in the example, the un-used components and connections
are drawn in dashed lines. As such, we see ’customized’ routers and specific
flows. This specialization leads to a specific and simplified xMAS model.

Credit 
Feedback

Credit 
Feedback

vc1

vc3 mc1
j1 k1

vc1

k2

cq1 cc1

Figure 2.8: The xMAS model for the example

According to the general model represented in Section 2.3.2, Figure 2.8
depicts the xMAS model for the example. In order to give meaningful re-
sults, two traffic sources are added for flows f0 and f1, and one sink to show
their delivery end.
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2.5.2 Mapping the xMAS Model to Its NC Model

ff0; f1g

Figure 2.9: The initial NC model for the example

Following the mapping scheme described in Section 2.4.3, we obtain the
initial NC model depicted in Figure 2.9 for the example. The merge mc1
maps to the arbiter server with a service curve, βσ = γ0,C⊗δ0, where C is the
link (PC) capacity; βRfc is the service function of the flow controller (join
j1). βσs = γ0,Cs ⊗ δTs is the LR service curve of the sink in R2 with latency
Ts and service rate Cs. The credit logic (cc1 and its associated queue, cq1)
maps to a delayer βν = δTc , where Tc models the credit feedback delay. The
two forks, k1 and k2, do not provide any service but provide connections for
the data flow and the credit flow. One note to make here is that, not like its
xMAS model, the sinking server in the NC model is placed before the credit
generation. The reason is that a credit is only generated after a packet is
served. This is why we have the service first and the credit second.

2.5.3 Per-flow Delay Bound Analysis

We first give assumptions, symbols and notations used in the analysis. We
assume that flow fi (i = 0, 1) conforms to an affine arrival curve αi(t) =
γbi,ri

(t), where bi is the burstiness and ri the traffic rate. Function γbi,ri
(t) =

rit + bi for t > 0, and 0 otherwise. The routers with FIFO queues use
Weighted Round Robin (WRR) for sharing links. The output arrival curve
of fi at router Rj is denoted as αRj

i . The service curve of router Rj is βRj

and the ESC that Rj offers to flow fi is denoted as β̂Rj

i . For the VCs, we
assume flit-size buffers. For the flows, we assume single-flit packets.

Let f0 be the tag flow for which we shall derive its delay bound, and f1
the interference flow. The delay bound formula for f0 can be deduced by
the following five fine steps.
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• Step 1: Break the closed feedback loop in Figure 2.9, and calculate the
ESC of the closed loop subsystem.

The service curve provided by R2 to the aggregate flow {f0, f1} is βσs =
γ0,Cs ⊗ δTs . We use the method in [62] to eliminate the feedback loop and
graphically turn Figure 2.9 into Figure 2.10. The service function of the
flow controller τ is calculated by the sub-additive closure as

βτ = βR2 ⊗ βν +B = γ0,Cs ⊗ δT +B,

where T = Ts + ν, B is the size of the VC in router R2.

ff0; f1g

Opened Loop Service

Figure 2.10: The refined NC model removing the feedback loop

Then we calculate the ESC of the subsystem (highlighted in the dashed
red line), which is obtained after breaking the closed feedback loop. We
have

β̂loop = βτ ⊗ βσs

=

γ0,Cs ⊗ δTs , B ≥ CsT∧
n≥0
{(γ0,Cs ⊗ δTs+nT + nB)}, B < CsT

.
(2.1)

This formula also gives the boundary condition of the VC size, B < CsT ,
for the back-pressure occurrence as a result of flow control.

• Step 2: Calculate the ESCs at the arbiter βσ.

Let φ0 and φ1 be the weights in processing time at the WRR arbiter
for f0 and f1, respectively. Thus the ESCs for f0 and f1 before the flow
controller are

β̂0 = w0β
σ ⊗ δφ1 , β̂1 = w1β

σ ⊗ δφ0 ,

where allocated bandwidth ratios w0 = φ0/(φ0+φ1), and w1 = φ1/(φ0+φ1).
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• Step 3: Calculate the left-over service of the opened loop for f0.

We first calculate the arrival curve of f1 before the flow controller, as

αloop1 = γb1,r1 � β̂1 = γb′1,r1 ,

where b′1 = b1 + r1φ0 is the burst of f1 after the arbiter. Then we obtain the
ESC of the opened loop for f0 as

β̂loop0 = [β̂loop − αloop1 ]+

=

γ0,Cs−r1 ⊗ δTs+b′1/Cs
, B ≥ CsT∧

n≥0
{(γ0,Cs−r1 ⊗ δTs+nT+b′1/Cs

+ nB)}, B < CsT
.

• Step 4: Derive the end-to-end ESC for f0.

Then the ESC that the end-to-end system provides to f0 is

β̂sys0 = β̂0 ⊗ β̂loop0

=

γ0,Csys ⊗ δTsys , B ≥ CsT∧
n≥0
{(γ0,Csys ⊗ δTsys+nT + nB)}, B < CsT

,

where Csys = (w0C) ∧ (Cs − r1), and Tsys = Ts + b′1/Cs + φ1.

• Step 5: Deduce the closed-form delay bound formula for the tag flow
f0.

The delay bound for flow f0 is computed by finding the greatest horizon-
tal distance between the arrival curve α0 and the system ESC β̂sys0 . With
Csys ≥ r0, we have

D̄0 =

Tsys + b0
Csys

, B ≥ CsysT
Tsys + b0

Csys
+ (T − B

Csys
)b b0B c, B < CsysT

. (2.2)

Note that this delay bound is for queuing delay and does not include
transport delay Dt. To include the transport delay, the total delay bound
becomes D̄t

0 = D̄0 +Dt.
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2.5.4 Validation and Tightness

To validate the analytical results, we compare them against RTL simulation
results. The xMAS primitives are implemented at RTL, which is cycle-
accurate bit-accurate. Based on the RTL library of the xMAS primitives,
the example is constructed. Given traffic flows and different buffer sizes, we
simulated with sufficient time to find the maximum delays, which are then
compared to the calculated delay bounds to validate the correctness and
tightness of the analytical results. We define tightness as the percentage of
the maximum simulated delay to the corresponding analytical bound.

We looked into two cases. In both cases, the flow control loop is present.
But due to different VC sizes, the flow control effect is different. Case 1
has no back-pressure, as the VC has large enough buffer size to tolerate
worst-case traffic burstiness. Case 2 has back-pressure, as the VC’s buffer
size is not large enough and thus back-pressure may occur. We studied flow
f0. The transport delay is 3 cycles.

Case 1: Without back-pressure, the ingress buffer size in router R2, B ≥
92. The arrival curves of the two flows are f0 : α0(t) = γ3,0.2(t) = 3 + 0.2t
and f1 : α1(t) = γ3,0.2(t) = 3 + 0.2t. The service curve of the sink is
βσs = γ0,0.9 ⊗ δ100 = 0.9[t − 100]+. The service curve of the arbiter σ is
βσ = γ0,1 ⊗ δ0 = 1[t − 0]+. As a special case of WRR, the arbiter uses RR
policy, i.e., φ0 = φ1 = 1 cycle (to process 1 packet). The credit feedback
delay is 2 cycles, namely βν = δ2.

With these parameters, the boundary condition for back-pressure occur-
rence is B < 92. Since B ≥ 92, the back-pressure does not occur. The
simulated maximum delay of f0 is 108 cycles, while its calculated delay
bound equals 114 cycles. Thus the tightness of the delay bound is 94.7%.

Case 2: With back-pressure, the ingress buffer size B = 6. The arrival
curves of the flows are f0 : α0(t) = γ5,0.3(t) = 5 + 0.3t and f1 : α1(t) =
γ2,0.4(t) = 2 + 0.4t. The service curve of the sink is βσs = γ0,0.9 ⊗ δ500 =
0.9[t − 500]+. The arbiter and the credit feedback are the same as in Case
1.

With these parameters, the boundary condition for back-pressure oc-
currence is B < 452. Since B = 6, the back-pressure occurs. Figure 2.11
illustrates a sequence of 30,000 packet samples with simulated delays for
this case, where the analytical bound is also drawn. As can be seen, the
analytic delay bound constrains all simulated packet delays, verifying the
analytical correctness. The simulated maximum delay of f0 is 511 cycles,
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Figure 2.11: The analytical bound versus the simulation result when B = 6

while its calculated delay bound equals 517 cycles. Thus the delay bound
has a tightness of 98.8%.

Discussion: We would give a note on the validation approach used
here. We use simulation to validate analysis. This should not be treated
as a formally sound approach. Rather it is used as a best-effort, practical
approach for approximation to increase confidence. There are mainly two
reasons: (1) Simulation is good at dealing with the average case but difficult,
if not impossible, to cover worst-case scenarios. Exhaustive simulation is
generally prohibitive. (2) The analysis considers worst-case resource sharing
for all flows under any conditions. This may lead to pessimistic results, and
may or may not happen during the actual flow transmission in simulation.

2.6 Summary

Based on the xMAS model, we have presented a QoS analysis technique com-
prising three steps. First a specific and simplified xMAS model is created
starting from a network and flow diagram. Then an NC model is derived
from the xMAS model following a mapping scheme. Finally existing analysis
techniques can be applied to obtain per-flow end-to-end delay bound. Com-
pared with the analysis flow without using the intermediate xMAS model,
the xMAS-based analysis makes the mapping from a network-flow diagram
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to its NC model well defined due to the expressiveness strength of xMAS in
integrating both data and control flows. The analytical approach has been
validated through an illustrative example, showing very good tightness.



Chapter 3

Backlog Bound Analysis

3.1 Introduction

Buffer dimensioning is one of the major concerns for Networks-on-
Chip (NoCs) due to the design tradeoffs among performance, power

dissipation and cost. Buffers consume a considerable portion of the router’s
power consumption as well as the area [33]. In Intel’s Terascale 80-core chip
[77], the input buffers consume up to 22% of the router power. Thus buffer
analysis and dimensioning have been a critical problem for NoC designs.

Theoretically, any non-zero size can be used for buffer design in on-chip
routers by applying local handshaking or feedback flow control to prevent
buffer overflow. However, to enable fully utilizing the channel capacity, the
buffer size has to cover at least the credit round trip time [28]. Therefore
the credit round-trip time determines the lower bound of Virtual Channels
(VCs) in the routers. The question we are after in this chapter is the least
upper bound of VCs. This is important because we want to achieve maximal
network performance with minimal buffering cost. In general, with buffered
flow control schemes, NoCs achieve more efficient flow control by adding
buffers, thus improving delay and throughput [28]. However the improve-
ment saturates upon reaching a threshold value called backlog bound in the
paper. Above the threshold, adding buffers becomes in vain.

35
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Several methods have been used to dimension the buffer size either with
iterative simulations or by formal analysis. The simulation based method
in [78] allocates the buffer sizes by iterative trials. Although it tries to find
the minimized buffer size, the upper bound of the required buffer size is
not explored, and it becomes time exhaustive for a design with complicated
contentions or a large system size.

Given traffic characteristics or conforming the traffic to specific con-
straints (for example, applying regulators [41]), the buffer backlogs in an
NoC can be formally analysed. Probabilistic methods, such as Poisson pro-
cess [32] and queueing theory [33], can be used to analyse the buffer uti-
lization. However, they assume independent traffic arrivals, which is not so
reasonable in on-chip networks because the contentions among the flows will
result in interdependencies between the packets from different flows. Data
flow analysis models such as Synchronous Data Flow (SDF) [39] and Cyclo-
static Data Flow (CSDF) [40] provide another formal approach to calculate
the buffer requirement in a system with the flow dependencies well captured.
However, SDF and CSDF are generally restrictive in static firing rules.

In recent years, Network Calculus (NC) is also used to help customize the
buffer size for application specific NoCs [65]. A worst-case backlog analysis
technique is recently presented in [79]. This technique first generates a
Directed Contention Graph (DCG) and then traverses the graph to derive
backlog bound. However it is restricted to one buffer per router inport.
The DCG can directly reflect the flow route and contention, but it has no
explicit buffer and server information, making it difficult to handle a typical
router with multiple VCs. Moreover, the underlying router (without VCs)
employs a service model incorporating credit-based flow control with fixed
buffer size, but the goal for backlog analysis is to determine the buffer size
rather than assuming a given buffer size. In contrast, our technique in this
chapter considers a typical router with multiple VCs. It is based on NC
analysis graph which captures not only flow route and contention but also
explicit buffer and server information.

This chapter focuses on analysing the backlog bounds for the buffers
inside the routers based on NC. The resource contentions among flows are
captured and resolved, and the communication problem is decomposed into
basic analysis cases to calculate the closed-form formula for the involved
buffers. We conduct per-buffer backlog bound analysis node by node, which
requires to calculate the arrival curves of all the feeding flows for each buffer.
This calculation is much different from per-flow delay bound analysis which
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deduces the closed form formula by calculating the system Equivalent Ser-
vice Curve (ESC). An analysis procedure is proposed to analyse the backlog
bounds given traffic flows on a VC network. Algorithms are developed to
automate the analysis procedure. The application and tightness of the pro-
posed analysis technique are illustrated by a case study of an on-chip Video
Object Plane (VOP) decoder.

3.2 The Backlog Bound Analysis Problem

Figure 3.1 shows a 3 × 3 mesh network together with the router micro-
architecture showing only the relevant components. The router is a typical
input-queuing VC router with each input physical channel (link) equipped
with two VCs. Three flows f1, f2 and f3 are routed by deterministic routing
in the network. The VCs are statically allocated to each flow. We denote Ri
(i = 1 . . . 9) as the ith router in the mesh, BiXj as the jth VC of direction
X in router Ri. For example, B4N1 refers to the first VC of the northern
input in the fourth router R4.
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Figure 3.1: An on-chip network example with flows annotated.

Both link sharing and buffer sharing exist in Figure 3.1. Flows f1 and f2
aggregate in R4 and have link sharing at the eastern output channel. Then
they aggregate into the same VC B5W2 , thus have buffer sharing. f1 and f3



38 CHAPTER 3. BACKLOG BOUND ANALYSIS

also have link sharing at the southern output channel of R6, but not share
any buffer because they eventually go to different VCs in R9.
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Figure 3.2: The NC analysis graph of the illustrative example.

Our goal is to calculate the backlog bound of each VC involved in the
communication. The initial step is to model the network-flow information
as illustrated in Figure 3.1 to produce an NC analysis graph or model. As
presented in [80], this is fairly straightforward. We map a VC to a queue
and multiplexer or link to a server β. Then we obtain the NC analysis graph
for the example as illustrated in Figure 3.2. Looking into the graph closely,
we can make two observations: (1) The backlog bound analysis is a local
problem, which means, to get per-buffer backlog bound, we only need to
know the input arrival to a buffer and the service provided to the buffer.
Indeed this is in contrast to per-flow delay bound analysis [61][80], which is
an end-to-end problem since it has to consider the servicing behavior from
source to destination. (2) Because of the local nature, the backlog analysis
problem is rather regular in the sense that we can decompose any complex
buffer and link sharing scenarios into primitive cases, and further develop a
regular analysis procedure which can be automated via an algorithm.

In the following, we discuss the basic resource-sharing cases and their
NC analysis models.

3.3 Elementary Analysis Cases and Models

3.3.1 Single Flow Cases

• Case 1: A single flow passes a single node
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This is the simplest case, with just one node. The NC model is shown in
Figure 3.3.
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¯1
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1

B1

Figure 3.3: A single flow through a single node.

We can calculate the backlog bound of B1 as

B̄1 = v(α, β1) = b+ rT1. (3.1)

Though this case is very simple, it tells two important principles for
studying the backlog bounds of buffers: 1) As a local problem, the backlog
bound model needs node by node analysis; and 2) We can deduce the backlog
bound as long as both the arrival curve and the service curve of the server
node are given or obtained. In the successive cases, these two principles are
applied to deduce the backlog bound for each buffer.

• Case 2: A single flow passes two nodes in a tandem

The second case is shown in Figure 3.4. The input of the second node is
from the output of the first node. In order to calculate B̄2, we need to
calculate the output arrival curve of β1 rather than directly use the arrival
curve parameters.
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B1 B2
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2

Figure 3.4: Single flow through two nodes.

The calculation of B̄1 is the same as in case 1. We focus on the calculation
of B̄2. First, we calculate the output arrival curve of the first node. Due
to the finite capacity C of a real channel, the output cannot exceed γ1,C
according to Lemma 1 in [81]. Thus output arrival curve α∗1 is calculated as

α∗1 = (α� β1) ∧ γ1,C = γb+rT1,r ∧ γ1,C , (3.2)
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where b is the burstiness of the flow, r the arrival rate, and T1 the latency
of service curve β1. Thus we calculate the backlog bound of B2 as

B̄2 = v(α∗1, β2) = v(γb+rT1,r ∧ γ1,C , βC2,T2)

=
{

(C − r)t0 + rT2 + 1, T2 ≥ t0
(C − C2)t0 + C2T2 + 1, T2 < t0

,
(3.3)

where t0 = (b+ rT1 − 1)/(C − r).

• Case 3: A single flow passes three nodes in a tandem

In case 2, we deduce the formula of the backlog bound considering the finite
channel capacity. In this case, we continue to add the third node after the
first two nodes. The calculation of B̄1 and B̄2 are the same as in case 2.

However, for B̄3, according to the principles proposed in case 1, we first
calculate the output arrival curve α∗2 and we should consider two nodes
before β3. We treat all the nodes before the third node as a whole to tighten
the output arrival curve to B3 as highlighted by the dashed line in Figure 3.5.
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Figure 3.5: Single flow through three nodes.

The channel capacity is greater than all the service rates, thus it does not
affect the burstiness of the flow. The ESC of β1 and β2 is β̂12 = β1 ⊗ β2 =
βC12,T12 , where C12 = C1∧C2, T12 = T1 +T2. Then the output arrival curve
α∗2 can be calculated as α∗2 = min{α� β̂12, γ1,C} = γb+rT12,r ∧ γ1,C . Thus we
calculate the backlog bound of B3 as

B̄3 = v(γb+rT12,r ∧ γ1,C , βC3,T3)

=
{

(C − r)t0 + rT3 + 1, T3 ≥ t0
(C − C3)t0 + C3T3 + 1, T3 < t0

,
(3.4)

where t0 = (b+ rT12 − 1)/(C − r).
This case suggests a way to extend the backlog bound analysis model

for complex cases. We always focus on the target node, and treat the nodes
before it as a subsystem to calculate the ESC.
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3.3.2 Aggregate Flow Cases

• Case 4: Two flows merge into one aggregate flow

Figure 3.6 shows the NC model where the aggregate flow f1,2 is composed
of flow f1 with arrival curve α1 and flow f2 with arrival curve α2.
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B2f1 : ®1

f2 : ®2

Figure 3.6: Two flows aggregate through nodes.

We use the aggregate flow parameters to calculate the backlog bound.
The calculation method for B̄1 and B̄2 is the same as in case 2 in Sec-
tion 3.3.1. According to the property of superposition, the arrival curve of
the aggregate flow is α12 = α1 + α2 = γb12,r12 , where b12 = b1 + b2 and
r12 = r1 + r2. Then B̄1 is calculated as

B̄1 = v(α12, β1) = b12 + r12T1, (3.5)

and B̄2 is

B̄2 =
{

(C − r12)t0 + r12T2 + 1, T2 ≥ t0
(C − C2)t0 + C2T2 + 1, T2 < t0

, (3.6)

where t0 = (b12 + r12T1 − 1)/(C − r12).

• Case 5: Two flows merge and two separate flows out

We consider the scenario that the aggregate flow is split after the buffer
sharing as shown in Figure 3.7. f1,2 is split into two parts: the packets of f1
and f2 feed into B2 and B3, respectively. The calculation of B̄1 is the same
as in case 4. We focus on B̄2 and B̄3.

To calculate the output arrival curve α∗1, we first calculate the ESC of β1
for f1 as β̂1

1 = [β1 − α2]+ = βC1
1 ,T

1
1
, where C1

1 = C1 − r2 and T 1
1 = T1 + b2

C1
.

Then we calculate α∗1 as α∗1 = (α1 � β̂1
1) ∧ γ1,C . Thus we obtain

B̄2 = v(α∗1, β2) =
{

(C − r1)t0 + r1T2 + 1, T2 ≥ t0
(C − C2)t0 + C2T2 + 1, T2 < t0

, (3.7)
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Figure 3.7: Aggregate input with split output flows.

where t0 = (b1 + r1T
1
1 − 1)/(C − r1). B̄3 is calculated in the same way and

obtains the similar formula.

• Case 6: Two separate flows in and one aggregate flow out

As shown in Figure 3.8(a), packets are injected into B1 and B2 from two
individual flows f1 and f2. Then these two flows merge at the server β1 and
share the output channel. β1 is the service provided by the multiplexing
channel with service rate of C and latency of 0.
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Figure 3.8: Transform (a) the case with two separate flow inputs and single
aggregate output into (b) the NC model after resolving link sharing.

The link sharing requires arbitration. We assume Weighted Round Robin
(WRR) as an example. Other scheduling algorithms such as FIFO, priority-
based polices can be used as well [43]. Let φ1 and φ2 be the weights of f1
and f2 respectively, we calculate the ESC of β1 for f1 as

β̂1
1 = φ1

φ1 + φ2
βC,0 ⊗ δφ2 = βC1

1 ,T
1
1
,

where C1
1 = φ1

φ1+φ2
C, T 1

1 = φ2 and for f2 as

β̂1
2 = φ2

φ1 + φ2
βC,0 ⊗ δφ1 = βC1

2 ,T
1
2
,
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where C1
2 = φ2

φ1+φ2
C and T 1

2 = φ1. The NC model is transformed into the
one shown in Figure 3.8 (b). Then we obtain the backlog bound of B1 and
B2 as

B̄1 = v(α1, β̂
1
1) = b1 + r1T

1
1 ,

B̄2 = v(α2, β̂
1
2) = b2 + r2T

1
2 .

(3.8)

The output arrival curves after β̂1
1 and β̂1

2 are α∗1 = (α1 � β̂1
1) ∧ γ1,C =

γb1+r1T 1
1 ,r1
∧ γ1,C and α∗2 = (α2 � β̂1

2) ∧ γ1,C = γb2+r2T 1
2 ,r2
∧ γ1,C . Thus the

output arrival curve before B3 is α∗1,2 = (α∗1 + α∗2) ∧ γ1,C = γb12,r12 ∧ γ1,C ,
where b12 = b1 + b2 + r1T

1
1 + r2T

2
1 and r12 = r1 + r2. Then we obtain the

backlog bound B̄3 as

B̄3 =
{

(C − r12)t0 + r12T2 + 1, T2 ≥ t0
(C − C2)t0 + C2T2 + 1, T2 < t0

, (3.9)

where t0 = (b12 − 1)/(C − r12).
Without loss of generality, the arbitration policy in Case 6 is not neces-

sarily WRR, though we use WRR to show the calculation of β̂1
1 and β̂1

2 in
Figure 3.8 (b). For example, priority based arbitration may be employed in
a design; and the calculation of the ESCs to resolve link sharing can refer
to Section 1.3.2 in [43].

• Case 7: Flow splitting with multiple servers

When an aggregate flow is switched in the on-chip router, the aggregate
flow may be split into sub-flows. Figure 3.9 shows a flow splitting case where
two flows are considered for brevity. The aggregate flow feeding the FIFO
buffer B1 is split into two sub-flows which are served by Guaranteed-rate
(GR) servers [82] β1 and β2, respectively. Here, a server is said to be a GR
server with rate C and error term E if it guarantees that for any packet pk
of the flow, the departure time dk of pk satisfies dk ≤ GRCk(C) +E, where
GRCk(C) = max{ak, GRCk−1} + lk/C, GRC0(C) = 0, ak and lk are the
arrival time and packet length of pk, respectively.

Following Theorem 2 in [83], the backlog bound of B1 is calculated as

B̄1 = min
{(∑

i

ri
)∑

i

bi
Ci

+
∑
i

bi, Cmax ·
∑
i

bi
Ci

+ ρCmax ·max
i

Li
Ci

}
,

(3.10)
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Figure 3.9: The flow splitting case with aggregate input.

where ρ =
∑
i
ri
Ci
≤ 1, Cmax = max{Ci}, i = 1, 2, and Li is the maximum

packet length of flow fi.
For the system comprising B1, β1, and β2 in the dashed rectangle in

Figure 3.9, it has the aggregate flow f1,2 as input and outputs two sub-
flows. According to Theorem 4 in [83], the ESC provided by the system for
fi (i = 1, 2) is

βsysi (t) =

(1− ρ̄)Ci · t−

Li + Ci ·
∑
j 6=i

bj
Cj

+

, (3.11)

where ρ̄ =
∑
j 6=i

rj

Cj
< 1. After we obtain the ESC of each flow, the output

arrival curve α∗i (i = 1, 2) in Figure 3.9 is calculated as

α∗i = (αi � βsysi ) ∧ γ1,C . (3.12)

The flow splitting case in Figure 3.9 can be generalized to involve over
2 flows with more complex splitting and aggregation.

3.3.3 Summary and Discussion

We propose seven basic scenarios and the corresponding network calculus
models to calculate the backlog bounds. From the perspective of calculation,
Case 2, Case 5, Case 6 and Case 7 are able to cover all the contention sce-
narios and calculation methods. Case 2 provides the concatenation model
for buffers and servers in a tandem. The split model is proposed in Case 5
to resolve buffer sharing. Then Case 6 gives the merge model to resolve link
sharing. For flow splitting with shared buffer and multiple servers, Case 7
provides the formulas to calculate backlog bound of the shared buffer and
the ESC for each sub-flow.

However, Case 1, Case 3 and Case 4 are still meaningful in implying
important principles to complete the calculation models. Case 1 shows the
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basic calculation model and implies that the backlog bound analysis requires
node by node analysis and can be calculated once both of the arrival curve
and the service curve are obtained. Case 3 tells that we can treat all the
nodes before the analysed buffer as a subsystem, thus the calculation of
the output arrival curve before the buffer can be significantly simplified.
Case 4 uses the superposition of arrival curves when the analysed buffer
has aggregate input and aggregate output. In this case the aggregate flow
is treated as a whole.

For all the basic models, an implicit stability condition should be met
especially for flow aggregations. The flow arrival rate should not surpass the
ESC rate provided by the system. Otherwise the backlog goes to infinity.

3.4 Analysis Procedure and Algorithms

In the following, we propose the analysis procedure and the algorithm for
node-by-node backlog bound analysis, followed by the calculation of the
example in Section 3.4.2.

3.4.1 Analysis Procedure

We propose iterative analysis steps to calculate the backlog bounds for the
buffers in the network. The calculation status is updated after each iteration.
Thus intermediate results, e.g. ESCs and output arrival curves, are reused
for the uncalculated buffers in the next iteration. The analysis procedure is
composed of three main steps, described as follows:

Step 1: Resolve all the link sharing contentions and calculate the cor-
responding ESCs with the method in Case 6.

Step 2: Go through all the buffers whose backlog bounds are not cal-
culated yet.

Step 2.1: If both the arrival curve and the service curve are available
(or given), calculate the backlog bound with the model in Case 2.

Step 2.2: Calculate the output arrival curve after this buffer. In case
of buffer sharing, if the buffer still outputs an aggregate flow, calculate the
output arrival curve as in Case 4. If the aggregate input is split into separate
flows, calculate the left-over service curve for each flow, then calculate the
output arrival curves for each flow as in Case 5. If the aggregate input
is split and served by multiple servers, calculate the backlog bound of the
shared buffer and the output arrival curves as in Case 7.
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Step 3: If all the buffer backlog bounds are calculated, stop; otherwise,
return to Step 2 .

3.4.2 Analysis Example

We calculate the buffer backlog bounds for the example in Figure 3.1 to
show the analysis procedure. The NC model of the illustrative example are
obtained by a straightforward mapping as shown in Figure 3.2. The closed-
form formulas of backlog bounds can be deduced based on the basic models
in Section 3.3 following the analysis procedure in Section 3.4.1.

• Initial Step: Resolve the link sharing.

As shown in Figure 3.2, f1 and f2 have link sharing at the output of
R4; f1 and f3 have link sharing at the output of R6. The NC model is then
transformed into Figure 3.10 after resolving link sharing.
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Figure 3.10: The NC model after resolving link sharing.

Assume the WRR arbitration is adopted, let φ1, φ2 and φ3 be the weights
of f1, f2 and f3, respectively. we obtain the ESCs of β4 for f1 and f2 are

β̂4
1 = φ1

φ1 + φ2
β4 ⊗ δφ2 = βC4

1 ,T
4
1
,

and
β̂4

2 = φ2
φ1 + φ2

β4 ⊗ δφ1 = βC4
2 ,T

4
2

where C4
1 = φ1

φ1+φ2
C4, T 4

1 = T4 + φ2. C4
2 = φ2

φ1+φ2
C4, T 4

2 = T4 + φ1.
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Analogously, we obtain the ESC of β6 for f1 and f3 are

β̂6
1 = φ1

φ1 + φ3
β6 ⊗ δφ3 = βC6

1 ,T
6
1
,

β̂6
3 = φ3

φ1 + φ3
β6 ⊗ δφ1 = βC6

3 ,T
6
3
,

where C6
1 = φ1

φ1+φ3
C6, T 6

1 = T6 + φ3. C6
3 = φ3

φ1+φ3
C6, T 6

3 = T6 + φ1.

• Step 1: Calculate the backlog bounds of B4N1, B4S1 and B6N1.

We check the buffers in Figure 3.10 and find that the backlog bounds of
B4N1 , B4S1 and B6N1 can be calculated since their arrival curves and service
curves have been obtained. We use the method in Case 1 to calculate the
backlog bounds as

B̄4N1 = v(α1, β̂
4
1) = b1 + r1T

4
1 , (3.13)

B̄4S1 = v(α2, β̂
4
2) = b2 + r2T

4
2 , (3.14)

and
B̄6N1 = v(α3, β̂

6
3) = b3 + r3T

6
3 . (3.15)

Then we calculate the output arrival curves after these three buffers with
the methods in Case 2 and Case 6. The output arrival curves after B4N1

and B4S1 are
α∗1 = (α1 � β̂4

1) ∧ γ1,C = γb∗1,r1 ∧ γ1,C ,

α∗2 = (α2 � β̂4
2) ∧ γ1,C = γb∗2,r2 ∧ γ1,C ,

where b∗1 = b1 + r1T
4
1 , b∗2 = b2 + r2T

4
2 . Then the output arrival curve of the

aggregate flow {f1, f2} is

α∗1,2 = (α∗1 + α∗2) ∧ γ1,C = γb∗1+b∗2,r1+r2 ∧ γ1,C .

As for the output arrival curve after B6N1 , it is calculated as

α∗3 = (α3 � β̂6
3) ∧ γ1,C = γb∗3,r1 ∧ γ1,C

where b∗3 = b3 + r3T
6
3 .

We check that there are still buffers left to be calculated. Thus we step
to next iteration and update the network calculus diagram to Figure 3.11.
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Figure 3.11: The updated NC diagram after the first iteration, where B4N1 ,
B4S1 and B6N1 are cut off.

• Step 2: Calculate the backlog bounds of B5W2 and B9N1.

As illustrated in Figure 3.11, we go through all the buffers and find that
the backlog bounds of B5W2 and B9N1 can be calculated. We first calculate
the backlog bound of B5W2 as

B̄5W2 = v(α∗1,2, β5) =
{

(C − r12)t12 + r12T5 + 1, T5 ≥ t12

(C − C5)t12 + C5T5 + 1, T5 < t12
, (3.16)

where t12 = (b∗12 − 1)/(C − r12), b∗12 = b∗1 + b∗2 and r12 = r1 + r2.
The backlog bound of B9N1 is calculated with the method in Case 2 as

B̄9N1 = v(α∗3, β9) =
{

(C − r3)t3 + r3T9 + 1, T9 ≥ t3
(C − C9)t3 + C9T9 + 1, T9 < t3

, (3.17)

where t3 = (b∗3 − 1)/(C − r3).
Next, we calculate the output arrival curves after these two buffers. We

skip the output arrival curve of B9N1 here, because f3 has reached its des-
tination and there is no buffer succeeding B9N1 any more. The aggregate
flow {f1, f2} is split into separate flows after B5W2 , Thus we first calculate
the left-over service curves for each flow with method in Case 5, as

β̂5
1 = [β5 − α∗2]+ = βC5

1 ,T
5
1
, β̂5

2 = [β5 − α∗1]+ = βC5
2 ,T

5
2
,

where C5
1 = C5 − r2, T 5

1 = T5 + b∗2/C5, C5
2 = C5 − r1 and T 5

2 = T5 + b∗1/C5.
Then we calculate the output arrival curves of each flow after B5W2 as

α∗′1 = (α∗1 � β̂5
1) ∧ γ1,C = γb∗′1 ,r1 ∧ γ1,C ,
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α∗′2 = (α∗2 � β̂5
2) ∧ γ1,C = γb∗′2 ,r2 ∧ γ1,C

where b∗′1 = b∗1 + r1T
5
1 and b∗′2 = b∗2 + r2T

5
2 .

We check to find that there are still buffers left to be calculated, thus
we step to the next iteration and the network calculus diagram is updated
to Figure 3.12.
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Figure 3.12: The updated NC diagram after the second iteration, where
B5W2 and B9N1 are cut off.

• Step 3: Calculate the backlog bounds of B6W1 and B6W2.

Similar to the previous iterations, B6W1 and B6W2 are checked to meet
the requirements of calculating their backlog bounds. Their backlog bounds
are calculated as

B̄6W1 = v(α∗′1 , β̂6
1) =

{
(C − r1)t1 + r3T

6
1 + 1, T 6

1 ≥ t1
(C − C6

1 )t1 + C1
6T

6
1 + 1, T 6

1 < t1
, (3.18)

and

B̄6W2 = v(α∗′2 , β2) =
{

(C − r2)t1 + r2T2 + 1, T2 ≥ t2
(C − C2)t1 + C2T2 + 1, T2 < t2

, (3.19)

where t1 = (b∗′1 − 1)(C − r1) and t2 = (b∗′2 − 1)(C − r2).
Flow f2 reaches its destination after passing B6W2 , thus we skip the

calculation of its output arrival curve here. We calculate the output arrival
curve before B9N2 as

α∗′′1 = (α∗′1 � β̂6
1) ∧ γ1,C = γb∗′′1 ,r1 ∧ γ1,C

where b∗′′1 = b∗′1 + r1T
6
1 .

B9N2 is still left after this iteration, and we continue to the next iteration.
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• Step 4: Calculate the backlog bounds of B9N2.

The backlog bound of B9N2 is calculated as

B̄9N2 = v(α∗′′1 , β9) =
{

(C − r1)t′1 + r1T9 + 1, T9 ≥ t′1
(C − C9)t′1 + C9T9 + 1, T9 < t′1

, (3.20)

where t′1 = (b∗′′1 − 1)(C − r1).
We find that f1 reaches its destination and there is no buffer after B9N2 ,

and we skip the calculation of the output arrival curve here. We check that
there is no buffer left, so the calculation procedure is completed.

We summarize the calculated results of the analysis procedure in Ta-
ble 3.1 to give an overall view of the process.

Table 3.1: Overview of the calculation procedure

Iteration Output (backlog bounds) Output arrival curves

Initial Resolve link sharing α1, α2, α3
1 B̄4N1 , B̄4S1 , B̄6N1 α∗1,2, α∗3
2 B̄5W2 , B̄9N1 α∗′1 , α∗′2
3 B̄6W1 , B̄6W2 α∗′′1
4 B̄9N2 –

3.4.3 Analysis Algorithms

We present algorithms in this section to automate the backlog bound anal-
ysis procedure. Denote P = {pi} the set of flow paths, B = {Bi} the set of
buffers and B̄ = {B̄i} the set of backlog bounds, Bnc the set of buffers whose
bounds are not calculated yet, FBi the set of flows feeding Bi, βBi the set
of service curves at Bi and α∗Bi

the set of (output) arrival curves before Bi.
We define vi =< α∗Bi

, Bi, βBi , FBi > as the vertex corresponding to Bi in
the backlog analysis graph G =< V,E > where V = {vi} and E = {ei}, and
ei =< vi, vj > as the edge between vi and vj . The symbols and explanations
are listed in Table 3.2.

Algorithm 3.1 constructs the NC analysis graph G according to the set of
buffers, service curves, and the path information of the flows in the network.
Let n be the number of the buffers to be analysed in the network, m be
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Table 3.2: Notations used in the algorithms

Symbol Explanation

F = {fi} Set of flows in network
B = {Bi} Set of buffers in network
B̄ = {B̄i} Set of all the backlog bounds in network
Bnc Set of buffers with bounds not calculated
P = {pi} Set of paths of all the flows
FBi Set of the flows that pass Bi
βBj Set of Service curves at Bi
α∗Bi

Set of output arrival curves before Bi
V = {vi} Set of nodes, vi =< α∗Bi

, Bi, βBi , FBi >

E Set of channels < vi, vj >
G =< V,E > Directed acyclic graph

the number of flows, k be the largest length of all the paths of the flows.
In Algorithm 3.1, the for-loop initializes V with the complexity of O(n).
Function GenerateEdges(pi) generates the edges of G according to the path
information with complexity of O(k). Thus the for-loop which generates G
has complexity of O (m(n+ k)).

Algorithm 3.2 takes the graph G and the buffer set B as the input. The
backlog bounds are iteratively calculated until no buffer is left, namely Bnc =
Φ. The set of the backlog bounds B̄ is returned, where B̄ = {B̄i |Bi ∈ B}.

The link sharing is resolved in Algorithm 3.2 with the complexity of
O(n2). The function ResolveLinkSharing(vi, vj) calculates ESCs with the
method in Case 5 and updates the service curve information in vertices
vi and vj . The while-loop iteratively calculates the backlog bounds as in
Step 2 and Step 3 in Section 3.4.1. In the worst case, only one buffer is
calculated each time, and the outer loop executes n times while the internal
for-loop runs

∑n
i=1 = n(n+1)/2 times. Thus the complexity of the iterative

calculation is O(n2), and we obtain the complexity of Algorithm 3.2 as
O(n2).

The overall complexity of calculating the backlog bounds in a network
with Algorithm 3.1 and Algorithm 3.2 is O(n2 +mn+mk). Considering an
N×N network, we have n ∝ N2, m ∝ N2, and k ∝ N . Thus the complexity
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Algorithm 3.1: Construct the NC diagram G for analysis
Input: B, βB, P
Output: The directed acyclic graph G =< V,E >
Initialize: V ← Φ, E ← Φ

1 ConstructGraph(B, βB,P)
2 begin
3 foreach Bi ∈ B do
4 vi ←< Φ, Bi,Φ,Φ > ; // Initialize V
5 end
6 foreach pi ∈ P do
7 if Bj is in pi then
8 vj .FBj ← vj .FBj ∪ {fi};
9 vj .βBj ← vj .βBj ∪ {βi} ;

10 if Bj is the first node then
11 vj .α

∗
Bj
← vj .α

∗
Bj
∪ {αi} ;

12 end
13 end
14 E ← E ∪GenerateEdges(pi) ;
15 end
16 return < V,E > ;
17 end

is O(N4) with respect to the network dimension.
Algorithm 3.2 shows the method to deduce the backlog bounds for all

the buffers in the network. However, we sometimes are only interested in the
backlog bounds of a specific buffer in the network. Algorithm 3.2 covers this
case, but the time complexity is unnecessarily high because it calculates the
results not needed at the same time. In contrast, Algorithm 3.3 calculates
the tagged buffer recursively without calculating unnecessary intermediate
results.

Algorithm 3.3 takes the analysis graph G and the node vi which includes
the tag buffer Bi as the inputs, and returns the backlog bound B̄i of the
tag buffer. Let n be the number of buffers in the analysis, m be the number
of flows, k be the largest hops of flow paths. Algorithm 3.3 recursively
calculates the output arrival curve of node vi. In each recursion, the function
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Algorithm 3.2: Calculate the buffer backlog bounds
Input: G =< V,E >, B
Output: The set of all the backlog bounds B̄
Initialize: B̄ ← Φ, Bnc ← B

1 CalcBacklogBound(G,B)
2 begin
3 foreach vi ∈ V do
4 foreach vj ∈ V and j 6= i do
5 if vi.βBi equals vj .βBj then
6 ResolveLinkSharing(vi, vj);
7 end
8 end
9 end

10 while Bnc 6= Φ do
11 foreach vi.Bi ∈ Bnc do
12 if Ready(vi.α∗Bi

, vi.FBi) and vi.βBi 6= Φ then
13 B̄ ← B̄ ∪ CalcBound(vi) ;
14 Bnc ← Bnc \ {Bi} ; // Update Bnc
15 UpdateArrivalCurves(vi, Next(vi)) ;
16 end
17 end
18 end
19 return B̄ ;
20 end

Ready(vi.α∗Bi
, vi.FBi) judges whether vi is ready to calculate the backlog

bound for Bi according to the arrival curves of the flows in vi.FBi . If the
calculation condition is not met, it first resolves possible link sharing at vi,
then continues to calculate the output arrival curves of all the predecessors
of vi recursively. The worst case time complexity occurs when the algorithm
goes through all the flows and recurses to each flow’s injection node. Thus
the complexity of Algorithm 3.3 is O(mk).

The cost of resolving the link sharing is one of the major terms (n2) of
the complexity. However, we can actually decrease the cost of resolving link
sharing, because it is not necessary to go through all the nodes. We can just
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Algorithm 3.3: Calculate the backlog bound of buffer Bi
Input: G < V,E >, vi

Output: Backlog bound B̄i

1 // The function to calculate the output arrival curve of vi

2 BacklogBound CBB(G, vi)
3 begin
4 if Ready(vi.α

∗
Bi
, vi.FBi

) then
5 return CalcBound(vi) ; // calculate B̄i

6 else
7 ResolveLinkSharing(vi) ; // resolve link sharing
8 foreach vj ∈ pre(G, vi, vi.FBi

) do
9 // calculate the output arrival curves at vj

10 CBB(G, vj) ;
11 // calculate arrival curves at vi

12 vi.α
∗
Bi

= vi.α
∗
Bi
∪OutputArrival(vj , vi.FBi) ;

13 end
14 return CalcBound(vi) ;
15 end
16 end

resolving those encountered during the recursion. The only cost is to judge
the link sharing and calculate the ESCs, and these operation can be finished
in constant time. Thus the overall complexity is reduced to O(2mk +mn).

3.5 A Case Study

3.5.1 Experiment Description and Setup

We use a realistic System-on-Chip (SoC) application, the Video Object Plane
(VOP) decoder [84], as an example to validate and show the potential of
the backlog analysis method. Figure 3.13 depicts the block diagram of the
VOP decoder with the required bandwidths (in MB/s) annotated on the
communication channels. The blocks are grouped into six task clusters which
are enclosed by the dashed polygons.

As shown in Figure 3.14, the tasks are then mapped to a mesh NoC that
is implemented in Verilog-HDL for cycle-accurate simulation. For simplicity,
the processing and memory elements are not shown in Figure 3.14. The
network adopts source routing algorithm. The router has the same structure
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Figure 3.13: The blocks of the VOP decoder are divided into 6 task clusters.
The bandwidth requirements in MB/s are annotated on the communication
channels between the blocks.

as shown in Figure 4.2. In the case of channel contention, round-robin
arbitration is used. For node i in the NoC, we denote BiN/BiE/BiS/BiW as
the northern/eastern/southern/western ingress buffer, i.e. B5S represents
the southern ingress buffer of node 5. Figure 3.14 also illustrates the inter-
task flows and how the buffers are utilized by these flows. We analyse the
backlog bounds for B2W , B2S , B3W , B3S , B4E , B5E , B5S , B6N , B6S , B7N ,
B8W , B9W and B9N in this case.

We first convert the bandwidth requirement of each flow into correspond-
ing traffic injection rate in packets/cycle. We assume that the NoC works in
a medium power saving mode with frequency of 300 MHz. All packets have
the same length and each packet comprises one flit with a uniform size of 32
bits. The channel capacity is 1.0 flit/cycle. Each flow injection follows the
linear arrival model. Thus we obtain the arrival curves of all flows as listed
in Table 3.3, where bi is the burstiness of arrival curve αi for i = 0 . . . 5.

3.5.2 Results and Discussions

Following the steps in Section 3.4.1, we can calculate the closed-form formu-
las of backlog bounds for each buffer in the network, and the backlog bound
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Figure 3.14: Task-to-node mapping of the VOP decoder on a 3 × 3 NoC
with VCs.

Table 3.3: Flow configurations

Flow Arrival Curve Flow Arrival Curve

f19 α0 = 0.302t+ b0 f73 α1 = 0.250t+ b1
f85 α2 = 0.013t+ b2 f83 α3 = 0.013t+ b3
f95 α4 = 0.298t+ b4 f57 α5 = 0.294t+ b5

values are obtained by Algorithm 3.2. We give the closed-form formula of
B̄3W as an example in Equation 3.21 without details for simplicity.

B̄3W =
{

(C − r1)t0 + r1T2 + 1, T2 ≥ t0
(C − C2)t0 + C2T2 + 1, T2 < t0

, (3.21)

where t0 = (b1 + r1T
1
1 − 1)(C − r1). B̄3 is calculated in the same way and

obtains the similar formula.
We report two groups of representative results to validate the effective-

ness of our proposed method. In the first simulation, the flow burstiness are
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set as bi = 16 for i = 0 . . . 5. The packet sinking service is configured as
Cs = 0.8 and Ts = 15. In the other simulation, we set bi = 32 for i = 0 . . . 5,
Cs = 0.7 and Ts = 15. Each simulation runs for 500, 000 cycles under a spe-
cific configuration to collect the maximum backlogs. The calculated backlog
bounds and the simulated maximum backlogs of the two simulations are
listed in Table 3.4. We denote the calculated backlog bound as B̄, and the
simulated maximum backlog as Bmax.

Table 3.4: Calculated backlog bounds and simulated maximum backlogs

Bi B2W B2S B3W B3S B4E B5E B5S B6N B6S B7N B8W B9W B9N

I B̄i 13 26 49 17 1 19 37 1 1 18 12 10 20
Bi
max 12 23 40 16 1 17 26 1 1 17 11 9 17

II B̄i 24 48 102 22 1 29 79 1 1 25 22 18 34
Bi
max 23 44 100 17 1 17 39 1 1 17 21 17 17

The results in Table 3.4 indicate that the calculated backlogs can bound
the maximum simulated backlogs tightly. The difference between the sim-
ulated and theoretical bounds is due to the limitation of simulation, as the
occurrence of worst case requires exhaustive simulations of traffic and ser-
vice configurations, which is hard to fulfill in experiments. We observe that
not all the simulated backlogs closely approach the calculated bounds simul-
taneously. This is not surprising because the formal analysis covers all cases
but the worst case backlogs may not occur for all the buffers simultaneously
under the same simulation configuration. In fact, we can observe that an-
alytic backlog bounds which are not tight in one simulation configuration
may become tight in another simulation configuration. For example, B3W
in result I has a difference of 9 (18%) but in result II only 2 (1.9%).

3.6 Summary

Formal analysis of the backlog bound of virtual channels in on-chip routers
provides quick insight into the buffer dimensioning boundary and the non-
uniformity of buffer requirements. In this work, we identify basic buffer use
scenarios and develop corresponding analysis models with network calculus.
A complex communication case can be decomposed into the basic cases, and
further be analysed to calculate the backlog bounds step by step following
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the proposed analysis procedure. We exemplify the analysis procedure by an
illustrative example. Algorithms are then developed to automate the per-
buffer backlog bound analysis with polynomial complexity. The case study
of an on-chip VOP decoder shows the application and fidelity of our analysis
method. Moreover, the proposed method is topology independent, thus can
be applied to various NoC designs with regular or irregular topology.



Chapter 4

Tightness Evaluation

4.1 Introduction

P resented in Chapter 2 and Chapter 3, Network Calculus (NC) [43][44]
based formal analysis has been successfully applied to calculate delay

bounds [61][62] and backlog bounds [85] in on-chip networks. However,
systematic tightness study of these analytical bounds is seldom touched,
especially for the systems with lots of parameters to be configured under
complex flow contentions.

Tightness is a metric to measure how tight the analytical result can
bound the worst case communication delay or buffer backlog in practical
working scenarios. Studying tightness has practical significance for design-
ing Network-on-Chip (NoC) as well as validating the formal analysis. From
the analysis perspective, it is studied as a reachability problem, because the
formal model covers all the cases whereas the practical delay and backlog de-
pend on implementation and parameter configuration. Simulation captures
more practical implementation details than the abstract formal analysis, and
is a pragmatic approach to validate the tightness of analytical bounds, for
example, delay bound tightness is validated by simulation results in [61] and
[62]. However, simulation is hard to cover all the system states [28]. More-
over, the worst case analytical bound may be only reached in some extreme

59
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case that might be very difficult to occur in simulations. This brings about
the challenge for the effectiveness of simulation based validation. Further-
more, we are often more interested in finding the system configurations that
lead the communication delay or backlogs close to the analytical results from
the design perspective.

The tightness study of analytical bounds comprises the delay bound
tightness and the backlog bound tightness. The delay bound is calculated
based on the per-flow end-to-end analysis after resolving the resource sharing
with the contention flows. Thus we consider a single flow in the study of
delay bound tightness. For backlog bound tightness study, multiple buffers
need to be considered as a whole as well as a single buffer. The case of a
single buffer serves to validate the analytical model which is similar to the
delay bound tightness problem. The single buffer case is meaningful for some
application scenario where the buffers can be dimensioned individually or
only a specific buffer is taken into account. For example, we can individually
consider the sizes of the Network Interface (NI) buffers in an application-
specific network. However, multiple or many buffers are generally involved
in a communication network. Thus, the overall tightness of all the buffers’
backlog bounds should be evaluated as a whole.

Unfortunately, when the system becomes complex, manual configuration
based simulation method encounters difficulties in studying the tightness
problem due to the exponentially growing search space. Manual analy-
sis becomes unrealistic because tremendous effort and time are required to
analyse the increasing complexity of contentions in the network. In this
chapter, we develop computer aided automatic search for the optimal con-
figuration leading to good tightness, and thus improve efficiency. To this
end, we first formulate the problems for delay bound tightness and back-
log bound tightness as optimization problems with a set of constraints for
each. The tightness is formalized as an implicit function with respect to
the parameter configurations in the search space. The mapping between the
configuration and the tightness is set up through cycle-accurate simulations.
Thus, the searching process can be fully automated by embedding the sim-
ulation into the procedure of solving the optimization problem. Then, we
apply a heuristic, in this work, Simulated Annealing (SA) [86][87], to search
for the optimal or suboptimal solutions. SA is known as a meta-heuristic
method for global optimization given the objective function. It is capable
of handling complex problems with multi-dimensional search space and dis-
crete variables. Moreover, it does not require an explicit objective function,
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which well fits the requirements of solving the problems in this work. Other
meta-heuristics, such as genetic algorithms, Tabu search and so on, may
also be used to search the solution. However, the comparison between these
methods is not the concern of this study. We take SA as an example in this
chapter to illustrate the proposed method.

4.2 Related Work

Tightness is an important issue of NC models, though deterministic analysis
is thought to give tight bound [42]. In [88], the authors validate the tight-
ness of the delay bound model as a reachability problem as we do in this
chapter. They prove that the delay bound is achievable by setting up spe-
cific scenarios and assumptions. However, it becomes increasingly difficult
and complicated when the flow contention and resource sharing increase in
the network. In [89], the multiplexing models for Weighted Round Robin
(WRR) scheduling are studied and empirically investigated on how the fac-
tors impact the model tightness. In this thesis, we develop a heuristics, i.e.
SA, aided automatic method rather than manual analysis to investigate the
achievable best tightness for a complex system.

Simulated annealing is a widely used meta-heuristic to search for global
optimum solutions for those Nondeterministic Polynomial-time Hard (NP-
Hard) problems. It is also applied in optimizing NoC design in the design
space to make trade-offs among various specifications. Lu et al. [90] de-
velops a clustering technique with SA to map cores to a 2D mesh NoC. In
[91], SA is used to optimize the power consumption and to design energy
efficient network. Besides, SA is also applied to optimize the test schedule
for NoC [92] under the thermal and power constraints. All these applica-
tions practically require an explicit analytical performance or power model
for the objective function.

In this work, we express tightness as an implicit function of the system
parameters, and embed the simulation process into the algorithm to set up
the mapping between tightness and configuration space. In this chapter, we
study the tightness evaluation of both delay bound and backlog bounds in a
system. Problem formulations of the tightness study problems are proposed.
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4.3 Delay and Backlog Bounds Analysis: An
Illustrative Example

Figure 4.1 shows a simple example of a two-layer communication tree with
three nodes R1, R2, and R3. Each node Ri, i = 1 . . . 3 has a local injection
flow fi and two flows from the children nodes. We denote fΩ2i and fΩ2i+1

as the aggregate inputs for Ri from the children nodes. The path of f3 is
particularly highlighted to calculate its closed form delay bound formula.
The traffic of fi conforms to an arrival curve αi = rit + bi for i = 1 . . . 7.
Assuming WRR scheduling policy, the weight of fi is φi (i ∈ {1 . . . 7,Ω2,Ω3})
when arbitrating for the shared output channel of Ri. The service curve of
Ri is βi = Ci[t − Ti]+ (i = 1, 2, 3). The channel capacity is C, and each
packet has a uniform length of 1.
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Figure 4.1: An illustrative example of a three-node tree network. Each node
has a local flow from network interface and two flows from children nodes.

Denote BiNI the NI buffer for the local injection fi (i = 1, 2, 3), B2i and
B2i+1 the input buffers of each node for the flows from children nodes. We
draw the NC analysis model as Figure 4.2 for the example in Figure 4.1.
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Figure 4.2: NC analysis model of the three-node tree network.
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We first show the analysis technique of delay bound with f3 selected as
the tag flow, and then illustrate the calculation of backlog bound for the
buffer B2. Following the steps in Section 1.3.2, we first resolve link sharing
at each node, and transform Figure 4.2 into Figure 4.3, in which β̂ij is the
equivalent service curve of Ri provided for fj , α∗ij is the output arrival curve
of fj at Ri, and α∗i is the output arrival curve of Ri.
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Figure 4.3: Diagram after resolving the link sharing with WRR arbitration
policy.

Delay Bound of f3

We calculate the delay bound of the tag flow f3 from the input of R3 to
the output of R1. For WRR arbitration, we obtain the Equivalent Service
Curve (ESC) at R3 as β̂3

3 = w3β3 ⊗ δφ6+φ7 = βw3C3,T3+φ6+φ7 , where w3 =
φ3/(φ3 +φ6 +φ7) is the bandwidth ratio of f3. We can calculate β̂3

6 , β̂3
7 , and

the other ESCs at each node analogously. We omit the details for brevity.
f3 also has buffer sharing of B3 with f6 and f7 at R1. We calculate the
output arrival curve at B3 of f6 and f7 as

α∗36 = α6 � β̂3
6 , α∗37 = α7 � β̂3

7 . (4.1)

The left-over ESC [45] provided by R1 for f3 can thus be calculated as β̂1
3 =

[β̂1
Ω3
−(α∗36 +α∗37)]+, under the stability condition that r3 +r6 +r7 ≤ wΩ3C1.

We obtain Figure 4.4 after resolving link sharing and buffer sharing in
Figure 4.3, and obtain the system ESC for f3 in Figure 4.4 with the concate-
nation property as βsys3 = β̂3

3 ⊗ β̂1
3 . The closed-form delay bound formula is
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Figure 4.4: The system ESC for f3 after resolving buffer sharing.

thus obtained as

D̄ =T3 + φ6 + φ7 + T1 + φ1 + φΩ2 +
b∗6,7

φΩ3C1

φ1 + φΩ2 + φΩ3

+

b3

φ3C3

φ3 + φ6 + φ7
∧ (

φΩ3C1

φ1 + φΩ2 + φΩ3

− r6 − r7)

, (4.2)

where b∗6,7 = b6 + r6(T3 + φ3 + φ7) + b7 + r7(T3 + φ3 + φ6).

Backlog Bound of B2

After resolving link sharing as in the calculation of delay bound, we can
analogously calculate the output arrival curves for each flow at R2 as in
Equation 4.1. The output arrival curve at the tag buffer B2 is

α∗2 = α∗22 + α∗24 + α∗25.

We then calculate the backlog bound B̄2 as Equation 4.3 taking the channel
capacity into account.

B̄2 = sup
t≥0
{α∗2(t)− β̂1

Ω2(t)} =
{

(C − rΩ2)t0 + rΩ2 T̂1 + 1, T̂1 ≥ t0
(C − Ĉ1)t0 + Ĉ1T̂1 + 1, T̂1 < t0

, (4.3)

where rΩ2 = r2 + r4 + r5, b∗Ω2
= b2 + b4 + b5 + r2(φ4 + φ5) + r4(φ2 + φ5) +

r5(φ2 + φ4), t0 =
b∗Ω2
−1

C−rΩ2
, Ĉ1 = φΩ2

φ1+φΩ2+φΩ3
C1, T̂1 = T1 + φ1 + φΩ3 .

We do not consider credit based feedback flow control in this example,
because we aim to determine the boundary size of the tag buffer given arrival
curves and service curves. This size is important because it tells the min-
imum buffer size which allows best performance, meaning that increasing
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this buffer size will no longer improve performance. In the following sec-
tions, we also formulate the problems concerning no flow controls. Even if
flow control is used inside the network, our method in this work still applies
to the NI buffers which are located at the network edge.

4.4 Problem Formulation for Tightness Study

4.4.1 Challenge in Tightness Study

The Tightness Study of Analytical Bounds

The analytical bound calculated by the network calculus analysis model cov-
ers all possible system states. However, in realistic on-chip network designs,
we are more interested in how close the real simulated maximum delay and
backlog can approach the bounds under practical configurations. Thus we
define the tightness as the ratio of the real simulated maximum result to the
calculated bound as

ξ =
Max. SimulatedResult

Analytical Bound
× 100%. (4.4)

This definition works well and is used in several works (e.g. [62][61])
to validate the developed network calculus model. One may think that the
tightness metric seems not so good when both of the maximum simulated
result and the corresponding analytical bound are very small even though
the simulated result is very close to the calculated bound. For example, we
get both 80% of tightness with 4/5 and 40/50 whereas the latter has a much
larger difference. We do need to examine the absolute difference between
the simulated result and the calculated bound when we evaluate the model
especially when the delay or backlog is small. However, it does not affect the
use of this definition to search for best tightness with the method proposed
in this work.

The Problem Exemplification

Consider finding a parameter configuration of the small example in Fig-
ure 4.2 to reach the worst case delay. There are 29 parameters to be con-
figured including the flow rates, burstiness, weights, service rate and service
latency. Assume each parameter has just 5 candidate values, there would be
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529 (> 1.86× 1020) combinations in total. It is apparently unrealistic to use
brute-force search. One may consider analysing the conditions of causing
the worst case of link sharing and buffer sharing, and set up the relations
between the parameters. However, for the whole system, the packet with
worst case delay may not experience worst delays in both link sharing and
buffer sharing. Moreover, manual analysis and parameter setup still de-
mand significant effort and time. Thus it is non-trivial at all to manually
find the configuration which results in the worst case delay. Moreover, the
involvement of multiple buffers in a system also increases the complexity of
maximizing the overall backlog bound tightness when we consider the tight-
ness of backlog bounds. The case with multiple buffers inevitably has more
constraints on the configuration searching.

In the following, we formalize this configuration searching as optimiza-
tion problems.

4.4.2 Formalization as Optimization Problems

Consider the given system, let P = {pj | j ∈ I} be the parameter set of
the system where pj is the jth parameter, and I is the index set of the
parameters. We say a parameter subset si ⊆ P is a configuration of the
system if each parameter pj ∈ si satisfies the constraints on it. We denote
lj and hj the lower bound and upper bound of pj , respectively. The set of
configurations is called the configuration space and denoted as S = {si}.

Delay Bound Tightness

we define the tightness as the ratio of the real simulated maximum delay to
the calculated delay bound as

ξD = Dmax

D̄
× 100%. (4.5)

where Dmax is the maximum simulated delay of the tag flow and D̄ is the
calculated delay bound by network calculus.

Let ζD be the closed-form formula to calculate the delay bound for the
tag flow in the system. We have D̄ = ζD(S) where S is the configuration
space. However, for the simulated maximum delay Dmax, there is no explicit
function to set up the relation between Dmax and the configuration space
S. We use function h(Dmax,S) = 0 to implicitly define Dmax as a function
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of S. We have the optimization problem defined below to find a parame-
ter configuration s such that we maximize the tightness ξ(S) as defined in
Equation 4.5 under this configuration.

Input: The configuration space S which is defined by the parameter con-
straints.
Output: (1) A specific configuration s ∈ S which leads to best tightness;
(2) The tightness value ξ(s) with respect to s.

Objective : min J(S) = 100%− ξD(S) (4.6)

s.t.



lj ≤ pj ≤ hj , ∀pj ∈ P
ri ≤ Csysi , ∀i ∈ I
bi ∈ Z+, ∀i ∈ I
Ti ∈ Z+, ∀i ∈ I
φi ∈ Z+, ∀i ∈ I

(4.7)

In the formulation, function J is the cost function with respect to the
configuration space S, Z+ is the set of positive integers, P is a set of parame-
ters, and I is an index set. For each parameter pj ∈ P, we constrain its value
between its lower bound lj and upper bound hj . The inequality ri ≤ Csysi

ensures the stability condition for the system, namely the equivalent sys-
tem service rate for flow fi should not be less than the flow’s sustainable
arrival rate ri. Moreover, the flow burstiness bi should be a positive integer,
because we count the traffic with discrete data unit such as flit or packet
for on-chip networks. So are the constraints for router service latency Ti
and flow weights φi which take cycles as the unit in digital clocked systems.
Using processing time, i.e. cycles, as the flow weight is widely used in ar-
bitrations such as WRR. As the arbitration policy may vary with different
designs, we may change the constraint on φi accordingly.

Single Buffer Backlog Bound Tightness

We first consider the tightness of the backlog bound of a single buffer. Fol-
lowing Equation 4.4, we define the backlog bound tightness of buffer B as

ξB =
Bmax

B̄
× 100%, (4.8)
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where Bmax is the maximum simulated backlog of B and B̄ is the calculated
backlog bound by network calculus.

Denote ζB the closed-form formula to calculate the backlog bound for
the tag buffer. The backlog bound is calculated as B̄ = ζB(S). The backlog
bound is expressed as a function defined on the configuration space. Con-
sider the simulated maximum backlog Bmax, there is no explicit function to
relate it to S. We use function g(Bmax,S) = 0 to implicitly define Bmax as
a function of S. Then, analogous to the delay bound tightness optimization
problem, we have the single buffer backlog bound tightness optimization
problem defined as follows to find a configuration s such that we maximize
the tightness of the tag buffer ξB(S) = Bmax(S)

B̄(S) as defined in Equation 4.8.

Input: The configuration space S.
Output: (1) A specific configuration s ∈ S leading to best backlog bound
tightness; (2) The value ξB(s) with respect to s.

Objective : min J(S) = 100%− ξB(S) (4.9)

s.t.



lj ≤ pj ≤ hj , ∀pj ∈ P
ri ≤ Csysi , ∀i ∈ I
bi ∈ Z+, ∀i ∈ I
Ti ∈ Z+, ∀i ∈ I
φi ∈ Z+, ∀i ∈ I

(4.10)

The constraints on the parameters are the same as those for the delay
bound problem.

Multi-Buffer Backlog Bound Tightness

Analogous to the formulation in Section 4.4.2, we denote ζBk
as the closed-

form formula to calculate the backlog bound of Bk, and Bk
max the maximum

simulated backlog of Bk. Consider a set of n buffers, the simulated maxi-
mum backlogs are implicitly determined by function g̃({Bk

max},S) = 0. The
backlog bound tightness of Bk is ξBk

= Bi
max

B̄k
× 100%. We aim to maximize

ξBk
(S), and the multi-buffer backlog bound tightness optimization problem

is formulated as follows.
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Input: The configuration space S.
Output: (1) A specific configuration s ∈ S leading to best backlog bound
tightness; (2) The set of values {ξBk

(s)} with respect to s.

Objective : min{Jk(S) = 100%− ξBk
(S) | k = 1 . . . n} (4.11)

s.t.



lj ≤ pj ≤ hj , ∀pj ∈ P
ri ≤ Csysi , ∀i ∈ I
bi ∈ Z+, ∀i ∈ I
Ti ∈ Z+, ∀i ∈ I
φi ∈ Z+, ∀i ∈ I

(4.12)

Thus, the tightness study of the multi-buffer backlog bounds is essen-
tially a multi-objective programming problem. We transform it into a single
objective problem with so-called linear scalarization with equal weights of
each buffer as 1/n [93]. We define the overall backlog bound tightness of the
system as

ξavg = 1
n

n∑
k=1

ξBk
. (4.13)

Equation 4.13 provides the sufficient condition to get the Pareto optimality
for multi-objective optimization [93].

Moreover, the multi-buffer tightness problem differs from the case of sin-
gle buffer in the need of considering the variance of the backlog tightness
since multiple buffers are concerned. The average value alone is not suffi-
cient to reflect how well the actual backlogs approach the analytical bounds.
Taking the variance into account is also important especially for designing
module routers with a uniform buffer size. Denote ξ̃ =< ξ1, ξ2, . . . , ξn >, we
calculate the deviation of the backlog bound tightness as

dev(ξ̃) =

√√√√ 1
n

n∑
k=1

(ξBk
− ξavg)2. (4.14)

Then we elaborate the optimization problem as follows concerning the tight-
ness variation to find a configuration s such that we maximize the overall
backlog tightness ξavg(S) as defined in Equation 4.13.
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Input: The configuration space S.
Output: (1) A specific configuration s ∈ S for best overall tightness; (2)
The tightness value ξavg(s) and the deviation dev(ξ̃).

Objective : min J(S) = 100%− ξavg(S) (4.15)

s.t.



dev(ξ̃) ≤ c, ∀s ∈ S
lj ≤ pj ≤ hj , ∀pj ∈ P
ri ≤ Csysi , ∀i ∈ I
bi ∈ Z+, ∀i ∈ I
Ti ∈ Z+, ∀i ∈ I
φi ∈ Z+, ∀i ∈ I

(4.16)

where c is a constant to determine the constraint on the tightness variance.
In this section, the tightness study problems of analytical bounds are

abstracted as optimization problems each with the objective of maximiz-
ing the corresponding tightness. To find the solution of the formulated
optimization problem, an optimization algorithm is required to search the
optimum of the objective function. However, the formulated problems are
mixed integer programming problems, as bi, Ti and φi are integers and ri
and Ci are real numbers. Moreover, the cost function J(S) is an implicit
function with respect to the configuration space S. Heuristics, such as SA,
genetic algorithms, Tabu search and so on, can be used to search the global
optimum or sub-optimum of the problem. As an example of heuristics, we
propose Adaptive Simulated Annealing (ASA) [94], a variant of SA, to solve
the optimization problems. In the ASA algorithm, no explicit information
is required for the cost function.

4.5 ASA Aided Configuration Search

4.5.1 Overview

Manual configuration is difficult to find the configuration for maximum tight-
ness due to the challenge that we have exemplified in Section 4.4.1. To auto-
mate this configuration search, we apply heuristics, i.e. ASA, based on the
problem formulations to guide the configuration search process. The proce-
dure is illustrated in Figure 4.5, in which Step 5 applies heuristics instead
of manual configuration to complete a fully automated iteration process.
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Figure 4.5: Overview of the ASA aided configuration search.

The five main steps in Figure 4.5 work as follows.

Step 1 We start from assigning an initial set of parameters to the sys-
tem. This parameter configuration is selected randomly or according
to some empirical results.

Step 2 Then, the cycle-accurate simulation is conducted to collect the
buffer backlog and the packet timing information such as the packet
injection time and ejection time.

Step 3 We process the obtained data and get the maximum backlog or the
packet delay for this simulation. Each time this step is executed, we
find a point in the solution space of the equations h, g, and g̃, which
implicitly define the maximum simulated results with respect to the
configuration space S.

Step 4 We evaluate the tightness ξ for current iteration, and judge whether
the termination condition is met. If it is met, stop and output the
found tightness and the corresponding configuration. Otherwise, con-
tinue to the next step.

Step 5 The next set of parameters (candidate configuration) is generated
according to the SA algorithm. We return to the second step and
continue the process above to evaluate the tightness under the new
configuration.
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4.5.2 Meta-Heuristic: Adaptive Simulated Annealing [94]

ASA, as a variant of SA with fast annealing, mainly consists of three aspects,
namely the annealing schedule, the state generation, and the acceptance
criterion. In particular, ASA adjusts the temperature schedule and the
state generation according to the algorithm progress through so called re-
annealing, and is generally more efficient than canonical SA.

Annealing Schedule

For the search space determined by m parameters, ASA applies individual
annealing schedule for temperature Tj of dimension j to generate the param-
eter value pj of state s = {pj |j = 1 · · ·m}. The temperature at annealing
time i (also called the iteration number) is

Tj(i) = T0j exp(−cji
1
m ),

where T0j is the initial temperature for Tj and cj is a number determined ac-
cording to the control options. More specifically, let Tfj be the expected final
temperature and if be the corresponding annealing time of the annealing
process, the ratio T0j/Tfj is called the temperature scale. Then cj is calcu-
lated as cj = qj exp(−vj/m), where Tfj = T0j exp(−qj) and if = exp(vj).
Tfj and if are controlled by the user options and set as constants. We use
the default values in our work. The annealing schedule of the cost acceptance
is similar to that of the parameter value, as

Tcost(i) = T0cost exp(−ccost · i
1
m
cost).

The initial temperature T0j = 1, and T0cost is set as the cost value of the
first trial, namely the initial cost value. Each cj is set as the same value c,
and ccost = crc where rc is a user controlled constant.

State Generation

ASA generates the candidate configuration si+1 from si = {pij |j = 1 · · ·m}
for annealing time i+ 1 by

pi+1
j = pij + yj(hj − lj),

where yj is a generated random variable in interval [−1, 1], hj and lj are
the upper bound and the lower bound of pj as defined in Section 4.4.2. yj
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is determined by yj = sgn(uj − 0.5)Tj [(1 + 1/Tj)|2uj−1| − 1], where uj is
generated from the uniform distribution and uj ∈ [0, 1]. Setting the range
of y as [−1, 1] is to ensure that the range of pi+1

j can still cover [l, h] for a
given pij . In case that pi+1

j exceeds [l, h], the value of yj is regenerated until
pi+1
j satisfies the constraint.

Acceptance Criterion

After the new state si+1 is generated, Metropolis Criterion exp(dE/Tcost) >
random(0, 1) is adopted to determine whether to accept the new state, where
dE is the difference between the cost values under the candidate configura-
tion si+1 and the last configuration si.

Re-annealing

Re-annealing is done adaptively by periodically rescaling the annealing time
i in ASA, considering different changing sensitivities of the cost value with
respect to pj in different dimensions. Let J be the most recent minimum
value of the cost function J during the annealing process. The sensitivity of
J with respect to pj is defined as αj = ∂J/∂pj . The annealing time ij for
the jth dimension and the temperature are set to

i′j = [ln(Tj0/Tji)/cj ]m, T ′ji′ = Tji(αmax/αj),

where αmax = max{αj}. The initial temperature Tj0 is set to 1 to begin
the search. Re-annealing performs as if the search ranges of the relatively
insensitive parameters are stretched out and thus each dimension is searched
fairly in terms of sensitivity.

The re-annealing process of the cost acceptance temperature is done sim-
ilarly. When re-annealing is performed, the initial acceptance temperature
is set to the most recent minimum cost value, and the annealing time icost
is also set accordingly. The termination of the annealing process is rather
flexible depends on how the control options are set for the ASA package. In
our case, we limit the total number of accepted states. Other options such
as limiting the total number of generated states and limiting the repeat-
ing times of the cost value can also be used. For more details of the ASA
algorithm, one can refer to [94] and the package manual [95].

ASA well meets the requirements of solving the problems in Section 4.4.2.
It is able to deal with global optimization on multivariate nonlinear stochas-
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tic systems. ASA is recommended for those situations in which the system
structure is not so clear and with complex constraints. More specifically to
the type of problems in Section 4.4.2, there are multiple (discrete) variables
and thus each problem has a multi-dimensional search space. Besides, the
optimization problems are nonlinear with implicit cost functions.

4.5.3 Cost Function Algorithm of ASA

The cost function for the ASA algorithm is implemented by users according
to the specific problem. For this work, we describe the cost function for
the backlog bound problem as Algorithm 4.1. The cost function for the
delay bound problem can be implemented similarly, and is not presented for
brevity. Algorithm 4.1 takes the candidate configuration s as the input and
outputs the cost value and a flag value to indicate whether to accept s or
not.

Algorithm 4.1 comprises three parts. It first checks the system stability
condition. Function CalcESCRate(fi) calculates the service rate of the sys-
tem ESC for flow fi. For each flow, if the system service rate is less than the
flow’s arrival rate, the system is considered as instable and consequently the
candidate configuration s is rejected by setting the flag as 0. The second
part renews the simulation results by function RenewHDLSim(s) which
updates the system configuration with s. Then in the third part, the back-
log bound is calculated by the closed form backlog bound formula ζBi(s).
The simulated maximum backlog is obtained through post-simulation data
processing, and the tightness is calculated either for the tag buffer in the sin-
gle buffer case or for the average of the multi-buffer case. The constraint on
tightness deviation is also checked to judge the acceptance of the candidate
configuration s. Note that the implicit function h or g is actually deter-
mined in cycle-accurate simulations. We can always find a simulated result,
e.g. dmax, from each simulation under a specific configuration s, thus to set
up the mapping between the configuration space S and the corresponding
maximum simulated result, e.g. Dmax.

The overall time complexity of the SA process depends on the annealing
schedule of SA. Algorithm 4.1 only implements the evaluation process of
the cost function. However, we can still give some quantitative analysis.
Let N be the number of iterations calling Algorithm 4.1, w be the number
of flows, and n be the number of buffers to be investigated. Assume Og
is the time complexity of solving g(Bmax,S) = 0 or g̃({Bi

max},S) = 0,
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Algorithm 4.1: Cost function in ASA for the backlog bound tightness
problems

Input: Candidate configuration s.
Output: Cost value J , cost flag θ.

1 // Stability condition judgement
2 foreach fi do
3 // calculate system ESC rate for fi
4 Csysi = CalcESCRate(fi) ;
5 if Csysi < ri then
6 J = 100%, θ = False ; // reject s
7 return {θ, J} ;
8 end
9 end

10 // Update parameters, run cycle-accurate simulation
11 RenewHDLSim(s) ;
12 if Single buffer problem for Bi then
13 B̄i = ζBi(s) ;
14 Calculate Bi

max through data processing ;
15 ξBi = Bi

max/B̄i ∗ 100% ;
16 J = 100%− ξBi ; // tightness of B̄i
17 else
18 foreach Bi do
19 B̄i = ζBi(s) ;
20 Calculate Bi

max through data processing ;
21 ξBi = Bi

max/B̄i ∗ 100% ;
22 end
23 J = 100%−mean({ξBi}) ; // avg tightness
24 if dev({ξBi}) > c then
25 J = 100%, θ = False ; // reject s
26 return {θ, J} ;
27 end
28 end
29 θ = True ; // accept s
30 return {θ, J} ;
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namely the time complexity of running the cycle-accurate simulation by
function RenewHDLSim(s). The function CalcESCRate(fi) has constant
time complexity because the system service rate is calculated by closed-form
formulas. Thus the time complexity of Algorithm 4.1 is O(N(w+n+Og)).
Generally, the time of running a cycle-accurate simulation is much longer
than the program execution time, thus we have Og � (w + n). Then the
time complexity is approximately O(N · Og).

4.6 Case Studies

We design experiments to show the whole process of applying the proposed
ASA aided method to search for the best tightness of the analytical bounds.
We study three cases with the topology of binary tree, mesh and ring, re-
spectively.

4.6.1 Binary Tree Network and Setting

We consider an all-to-one communication case which is a typical communi-
cation pattern for parallel applications [15], as illustrated in Figure 4.6. The
nodes are organized in the topology of a 4-layer binary tree. This network in-
cludes three types of nodes: the root node R1, the trunk nodes R2 ∼ R7 and
the leaf nodes R8 ∼ R15. The root R1 is the common destination of all the
injected flows and sinks packets with a service curve of β1 = C1[t−T1]+. Ex-
cept for the root R1, each node Ri has a local traffic injection fi, i = 2 . . . 15
with arrival curve αi = rit + bi, and transfers packets to the parent node
Rbi/2c with a Latency-rate (LR) service curve βi = Ci[t−Ti]+. A trunk node
Ri transfers packets from two children nodes and meanwhile has a local flow
injection. It outputs an aggregate flow to its parent node. As for the leaf
node, each one only has local flow injection.

Denote Ωi the sub-tree with node Ri as the root, fΩi the output flow
at the root of Ωi. Thus fΩi is an aggregate flow for Ω2 ∼ Ω7 and a single
flow for Ω8 ∼ Ω15. For example, we have fΩ8 = f8 at the output of R8,
and fΩ4 = {f8, f9, f4}, fΩ2 = {fΩ4 , fΩ5 , f2} as aggregate flows at R4 and
R2, respectively. The flows aggregate upstream into the ingress buffer of the
parent nodes layer by layer and share the output channels at the root node
and the trunk nodes. We use Weighted Round Robin (WRR) to arbitrate
the shared output channels.
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Figure 4.6: The topology of the depth-4 binary tree network.

Each node Ri has at most three buffers, of which two are ingress buffers
for the flows fΩ2i and fΩ2i+1 and the third is the network interface (NI)
buffer for the local injection fi. We denote Bi the ingress buffer of Ri for
flow fΩi and BiNI the NI buffer for flow fi, as annotated in Figure 4.6. We
set that each input port of a node has a sufficiently large buffer organized
in First-In-First-Out (FIFO) order to avoid dropping packets.

4.6.2 Closed-form Formulas of the Analytical Bounds

Closed-form Delay Bound Formula

We deduce the closed form delay bound for the flows injected at the bottom
layer. Due to the topological symmetry, we select f8 as the tag flow. The
delay bounds of the other bottom layer flows can be calculated similarly.

Let K = {1, 2, . . . , 15} ∪ {Ω1,Ω2, . . . ,Ω15} be the index set, φi be the
weight of fi in processing time, and wi be the allocated bandwidth ratio
for i ∈ K. Each of the subtrees Ω8 ∼ Ω15 has only one flow injection, thus
we have φΩi = φi for i = 8 . . . 15. We can then resolve the link sharing
and buffer sharing by the techniques in [62][61]. For example, fΩ8 has link
sharing with fΩ9 and f4 at node R4, the ESC of R4 for fΩ8 is calculated as
β̂4

Ω8
= wΩ8β4⊗δφΩ9+φ4 , where wΩ8 = φΩ8/(φΩ8 +φΩ9 +φ4) is the bandwidth

ratio for fΩ8 . Because the root node has no local injection, the parameters
of f1 are r1 = 0, b1 = 0, and φ1 = 0.
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The example in Figure 4.1 is indeed a basic structure of the binary tree
in Figure 4.6. Following the method in Section 1.3.2, we first resolve the
link sharing at R1 to obtain the ESC for subtree Ω2. Then resolve the link
sharing and the buffer sharing among fΩ4 , fΩ5 and f2 at R2, thus we get
the system ESC for fΩ4 . Continue to resolve the link sharing and the buffer
sharing at R4, and we obtain the system ESC for the tag flow f8. Finally,
we have the closed-form delay bound formula as

D̄ = T sys8 +
b8

Csys8
, (4.17)

where T sys8 = T8 + T2 + φ2 + φΩ5 + T1 + φ3 + [bΩ5 + rΩ5(T2 + φ2 + φΩ4) +
b2 + r2(T2 + φΩ4 + φΩ5)]/(wΩ2C1) + r8[b9 + r9T9 + r9(T4 + φΩ8 + φ4) + b4 +
r4(T4 + φΩ8 + φΩ9)]/[wΩ4C2 ∧ (wΩ2C1 − r5 − r10 − r11 − r2)], Csys8 is the
system service rate for f8 calculated in Equation 4.23 (See Section 4.6.3).

Closed-form Backlog Bound Formula

After resolving the link sharing in the system, we can calculate the output
arrival curve of Ri (i = 2 . . . 15) as

α∗i (t) = b∗Ωi
+ rΩit, (4.18)

where

b∗Ωi
=
{
bΩi +

∑
j∈Ii

(rΩi − rj)φj , i = 2 . . . 7
bi + riTi, i = 8 . . . 15

, (4.19)

Ii = {i,Ω2i,Ω2i+1} is the index set at node Ri, bΩi = b∗Ω2i
+ b∗Ω2i+1

+ bi is
the burstiness of fΩi , rΩi is the arrival rate of aggregate flow fΩi , and equals
the sum of all the sub-flows.

Considering the channel capacity of C packet/cycle, we calculate the
backlog bound of Bi (i = 2 . . . 15) as

B̄i = sup
t≥0
{α∗i (t)− β̂

b i
2 c

Ωi
(t)}

=

(C − rΩi)ti + rΩi T̂
b i

2 c
i + 1, T̂

b i
2 c

i ≥ ti
(C − Ĉb

i
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i )ti + Ĉ
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i T̂
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i + 1, T̂
b i

2 c
i < ti

,

(4.20)

where β̂
b i

2 c
Ωi

is the ESC provided by Rb i
2 c

for flow fΩi , Ĉ
b i

2 c
i = wΩiCb i

2 c
,

ti = (b∗Ωi
− 1)/(C − rΩi), T̂

b i
2 c

i = Tb i
2 c

+ φb i
2 c

+ φΨ(Ωi). Ψ(Ωi) is a function
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to calculate the brother of Ωi, for example Ψ(Ω5) = Ω4. As for the network
interface buffers, we calculate their backlog bounds as

B̄iNI =
{

supt≥0{αi(t)− β̂ii(t)}, i = 2 . . . 7
supt≥0{αi(t)− βi(t)}, i = 8 . . . 15

, (4.21)

where β̂ii is the ESC provided by Ri for flow fi when resolving the link
sharing. We can obtain similar forms as in Equation 4.20, and we omit the
details for brevity.

Particularly, we select B2 as the tag buffer, and obtain the closed form
formula of B̄2 from Equation 4.20 as

B̄2 =
{

(C − rΩ2)t2 + rΩ2 T̂
1
2 + 1, T̂ 1

2 ≥ t2
(C − Ĉ1

2 )t2 + Ĉ1
2 T̂

1
2 + 1, T̂ 1

2 < t2
, (4.22)

where rΩ2 =
∑3
i=1

∑2i−1−1
j=0 r2i+j , Ĉ1

2 = φΩ2/(φΩ2 + φΩ3)C1, T̂ 1
2 = T1 +

φΩ3 , t2 = (b∗Ω2
− 1)/(C − rΩ2), b∗Ω2

=
∑11
i=8 riTi +

∑3
i=1

∑2i−1−1
j=0 b2i+j +∑

i=2,4,5
∑
j∈Ii

(rΩi − rj)φj , rΩ4 = r4 + r8 + r9, rΩ5 = r5 + r10 + r11.

4.6.3 Adaptive Simulated Annealing Setup

We set the parameters for the experiment following the problem formulations
in Section 4.4.

Objective Function

We use Equation 4.6, Equation 4.9, and Equation 4.15 as the objective
function for the delay bound problem, the single buffer problem and the
multi-buffer problem, respectively. Functions h(·, ·), g(·, ·), or g̃(·, ·) is im-
plemented by cycle-accurate simulation with Verilog-HDL to obtain Dmax,
Bmax or {Bi

max} with respect to each configuration. The parameter set
P = {bi, ri, φi, φΩj , Cj , Tj |i = 2 . . . 15, j = 1 . . . 15}, thus the configuration
space S =

{
s = {pj}|pj ∈ P, lj ≤ pj ≤ hj

}
, where the constraint for param-

eter pj is specified as follows.

Initial Configuration and Parameter Ranges

The parameters of the system are divided into two categories. One is for
fixed parameters and the other is for variable parameters with constraints.
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We set the service curve of the leaf nodes and the trunk nodes with fixed
rate of 1 packet/cycle and no latency, namely Ci = 1, Ti = 0 for i 6= 1.
This setting means that these nodes transfer the arrived packets without
processing delay with rate 1.0 packet/cycle. The weights φΩi = φi, for
i = 8 . . . 15, because these leaf nodes just output a single flow rather than
an aggregate flow. Then the system stability condition is checked with the
calculated Csysi .

In this case, there are 50 variables in total to be determined by ASA. The
initial value of the parameters are selected randomly. Here, we initiate the
parameters as ri = 0.02, bi = 1, φi = 1 for i = 2 . . . 15; φΩj = 1, 1, 3, 3, 3, 3
for j = 2 . . . 7, and C1 = 0.8, T1 = 5. The constraints for these parameters
are as listed in Table 4.1.

Table 4.1: Parameter constraints for ASA in the binary tree case.

Parameters Constraints

Arrival rate ri 0.01 ≤ ri ≤ 0.22, for i = 2 . . . 15
Flow burstiness bi 1 ≤ bi ≤ 16, and bi ∈ Z+, for i = 2 . . . 15
Flow weight φi 1 ≤ φi ≤ 5, and φi ∈ Z+, for i = 2 . . . 15
Subtree weight φΩi 1 ≤ φΩi ≤ 15, φΩi ∈ Z+, for i = 2 . . . 7
Service rate C1 0.3 ≤ C1 ≤ 0.99
Service latency T1 2 ≤ T1 ≤ 25 , and T1 ∈ Z+

System ESC rate Csysi ri ≤ Csysi , for i = 2 . . . 15

The system stability condition ensures that the service provided by the
root node is sufficient to serve all the injected flows. The system equivalent
service rate Csysi for fi is

Csysi =



wiCi ∧ (wΩiCb i
2 c
− rΩ2i − rΩ2i+1), i = 2, 3

wiCi ∧
(
wΩiCb i

2 c
∧ (wΩb i

2 c
Cb i

22 c

−rΨ(Ωi) − rb i
2 c

)− rΩ2i − rΩ2i+1
)
, i = 4 . . . 7

Ci ∧ wΩiCb i
2 c
∧
(
wΩb i

2 c
Cb i

22 c
∧

(wΩb i
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Cb i

23 c
− rΨ(Ωb i

2 c
) − rb i

22 c
)

−rΨ(Ωi) − rb i
2 c
)
, i = 8 . . . 15

(4.23)
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where rΩi is the arrival rate of fΩi which equals the sum of all the arrival
rates injected in Ωi. Taking the calculation for f4 as an example, Csys4 =
w4C4 ∧

(
wΩ4C2 ∧ (wΩ2C1 − rΩ5 − r2)− rΩ9 − r8

)
.

4.6.4 Results and Analysis of Delay Bound Tightness

The experiments are run on a 64-bit Linux platform with 4 Intel Xeon
5150 CPUs working at 2.66 GHz. Every Verilog-HDL simulation is run
with Modelsim-SE 6.6d for 500,000 cycles. Each iteration in ASA requires
about 40 seconds to do the cycle-accurate simulation, data processing, and
corresponding I/O operations.

Table 4.2: Configuration found by ASA for best delay bound tightness.

(a) All variable parameters.

i ri bi φi φΩi Csysi

2 0.050 14 3 8 0.157
3 0.032 7 2 7 0.158
4 0.046 12 2 5 0.107
5 0.015 13 1 4 0.107
6 0.043 1 3 1 0.109
7 0.056 12 3 2 0.126
8 0.101 3 3 - 0.162
9 0.014 13 4 - 0.075
10 0.034 6 2 - 0.126
11 0.183 2 3 - 0.275
12 0.039 16 4 - 0.105
13 0.052 15 5 - 0.118
14 0.060 6 4 - 0.130
15 0.118 4 2 - 0.188

(b) With fixed parameters.

i ri bi Csysi

2 0.053 15 0.143
3 0.088 15 0.143
4 0.088 6 0.255
5 0.036 1 0.255
6 0.096 1 0.115
7 0.097 5 0.115
8 0.028 1 0.195
9 0.027 14 0.194
10 0.015 5 0.234
11 0.022 15 0.241
12 0.015 14 0.034
13 0.064 11 0.083
14 0.030 3 0.048
15 0.088 8 0.106

The parameter configuration found by ASA is listed in Table 4.2(a),
including the arrival rate ri, the burstiness bi, the flow weight φi of flow fi
for i = 2 . . . 15, the weight φΩi of subtree Ωi for i = 2 . . . 7 and the calculated
system service rate Csysi for fi. The searching process costs about 4 hours
after 350 cycle-accurate simulations.
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The service rate and the service latency of the root node are C1 = 0.916
and T1 = 11, respectively. The maximum simulation delay Dmax is 132
cycles obtained from over 50,000 packets as shown in Figure 4.7 , and the
delay bound D̄ equals 134.9 cycles by Equation 4.17. Thus, the tightness
under this SA-found configuration is ξ = Dmax/D̄ × 100% = 97.8%.
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Figure 4.7: Simulation result with the found configuration. The maximum
simulated delay is 132 cycles, and the calculated delay bound is 134.9 cycles.

The parameters in Table 4.2(a) make good sense in the view of worst
case occurrence. The contention flows of f8 are f9, f4, fΩ5 , f2, fΩ2 , and fΩ3 .
It can be verified that the burstiness of these contention flows are all greater
than their weights, e.g. b9 > φ9. This helps to make the worst case occur
when the flows content for the output channels.

To investigate the efficiency of our SA-based method, we run Pure Ran-
dom Search (PRS) 350 times with the same constraints as in Table 4.1. The
best tightness obtained from PRS is 91.7%, and the tightness reaches 90%
for 7 times (2 percent). We extend the PRS process to run 1500 times,
of which there are also 2 percent reaching tightness of 90% with the best
one reaching 92.9%. By SA, we can reach tightness of 98%. These results
show that SA based method is more efficient in searching the best tight-
ness, though random simulations can result in good tightness because tight
cases do not only occur at extreme conditions. To investigate the tight-
est cases, only random simulations are not enough. We need to control
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the search process in a way to optimally find the configuration parameters.
Meanwhile, we observe very inefficient configuration generating during the
PRS process, because each candidate configuration is generated completely
randomly and independently. PRS even needs to generates over 5 million
candidate configurations to get a valid one that satisfies the constraints in
Table 4.1. For large scale systems with more constraints, PRS will become
poorer in scalability compared with SA.

4.6.5 Results and Analysis of Backlog Bound Tightness

Single Buffer Case

Let B2 be the tag buffer, the configuration found by ASA to maximize the
tightness for B2 is listed in Table 4.3(a), including the arrival rate ri, the
burstiness bi, the flow weight φi of fi for i = 2 . . . 15, the weight φΩi of fΩi

for i = 2 . . . 7, and the calculated system service rate Csysi for fi.

Table 4.3: Configuration for best backlog bound tightness.

(a) Single Buffer Case.

i ri bi φi φΩi Csysi

2 0.067 12 4 6 0.267
3 0.039 9 3 6 0.233
4 0.162 3 3 5 0.209
5 0.041 10 2 6 0.200
6 0.039 10 5 5 0.194
7 0.085 6 2 4 0.194
8 0.015 3 4 - 0.062
9 0.072 1 2 - 0.119
10 0.017 9 4 - 0.185
11 0.044 11 4 - 0.212
12 0.017 9 1 - 0.100
13 0.072 15 4 - 0.227
14 0.021 10 5 - 0.130
15 0.081 4 2 - 0.190

(b) Multi-Buffer Case.

i ri bi φi φΩi Csysi

2 0.060 6 4 4 0.121
3 0.121 8 3 8 0.130
4 0.126 10 3 14 0.151
5 0.117 14 1 15 0.151
6 0.080 13 4 12 0.263
7 0.058 6 4 8 0.161
8 0.025 7 1 - 0.050
9 0.018 11 2 - 0.043
10 0.041 5 1 - 0.075
11 0.020 5 1 - 0.054
12 0.019 14 2 - 0.202
13 0.039 13 3 - 0.222
14 0.166 1 5 - 0.269
15 0.021 7 2 - 0.124

The found service rate and service latency of the root node are C1 =
0.848 and T1 = 7. The maximum simulated backlog Bmax is 41, and the
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calculated backlog bound B̄ is 42. Thus we get the tightness under the found
configuration is ξ = Bmax

B̄
× 100% = 97.6%. The whole searching process

takes 4.8 hours with 420 cycle-accurate simulation conducted.

Multi-Buffer Case

We set the upper bound of the tightness deviation as c = 25%. Table 4.3(b)
reports the parameter configuration found by ASA to maximize the overall
tightness.

The service rate and the service latency of the root node are C1 = 0.944
and T1 = 25, respectively. The best average tightness is 88.4% with the
deviation of 15.8%. The whole searching process takes about 21.6 hours
during which 1900 cycle-accurate Verilog-HDL simulations are run.

4.6.6 Analysis and Discussion

We can first verify that all the parameter values in Table 4.2(a) and Table 4.3
meet the constraints in Table 4.1. For each ri, we have ri ≤ Csysi , indicating
that the system is stable under the resulting configurations. In the case of
multi-buffer, the result deviation also satisfies its constraints.

In the single buffer case, the tightness reaches 97.6% and the absolute
difference between Bmax and B̄ is only 1, indicating excellent tightness of the
analytical bound. The average tightness in the single buffer case is 80.2%
with deviation of 23%. However, when we optimize the overall tightness for
all the buffers, the average value increases to 88.4% with improved deviation
of 15.8%. These results show that our method of searching the configurations
for best tightness of the analytical bounds works effectively.

4.6.7 Further Results and Discussion

Our method can also help evaluate the analytical model in real designs with
some fixed parameters. For example, the arbitration scheme may fix the flow
weights, and the service capability of sinking packets may also have been
determined in the design. Taking the binary tree as an example, we may
have all the flow weights fixed, φi = 1 for i = 2 . . . 15 and φΩj = 1, 1, 3, 3, 3, 3
for j = 2 . . . 7, and have the sinking service fixed, C1 = 0.8 and T1 = 10. We
keep the same constraints of ri and bi as in Table 4.1, and use the same initial
values as previously. Thus the quantity of variable parameters decreases to
28. The searching process costs about 2.6 hours with over 230 iterations.
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The tightness reaches ξ = 98.3% with D̄ = 118.5 cycles and Dmax = 117
cycles. The resulting flow rates ri and burstiness bi are listed in Table 4.2(b).

Consider the study of backlog bound tightness, we fix all the flow weights
in the binary tree as φi = 2 for i = 2 . . . 15 and φΩj = 2, 2, 6, 6, 6, 6, and fix
the sinking service as C1 = 0.8 and T1 = 8. The number of variable param-
eter is reduced to 28 with the same constraints of ri and bi as in Table 4.1.
Using the same initial configuration as previously set, the configurations
found by ASA are listed in Table 4.4.

Table 4.4: Configurations found by ASA for best backlog bound tightness
with fixed weights and sink service.

(a) Single Buffer Case.

i ri bi Csysi

2 0.067 12 0.267
3 0.039 9 0.233
4 0.162 3 0.209
5 0.041 10 0.200
6 0.039 10 0.194
7 0.085 6 0.194
8 0.015 3 0.062
9 0.072 1 0.119
10 0.017 9 0.185
11 0.044 11 0.212
12 0.017 9 0.100
13 0.072 15 0.227
14 0.021 10 0.130
15 0.081 4 0.190

(b) Multi-Buffer Case.

i ri bi Csysi

2 0.060 6 0.121
3 0.121 8 0.130
4 0.126 10 0.151
5 0.117 14 0.151
6 0.080 13 0.263
7 0.058 6 0.161
8 0.025 7 0.050
9 0.018 11 0.043
10 0.041 5 0.075
11 0.020 5 0.054
12 0.019 14 0.202
13 0.039 13 0.222
14 0.166 1 0.269
15 0.021 7 0.124

The tightness of the single buffer case reaches 97.1% with Bmax = 34
and B̄ = 35. The searching time costs 11 hours after 1000 iterations. As for
the multi-buffer case the overall tightness reaches 88.0% with the deviation
of 18.5% after 45 hours of searching (4042 iterations). Though reduced
variable parameters lead to smaller search space, the flexibility of reaching
the global optimum may be also decreased. Thus longer searching time is
possibly required.
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4.6.8 Summary of the Binary Tree Case

In this section, we have illustrated the application of the proposed method to
evaluate the tightness of analytical bounds through a case study with 4-layer
binary tree topology. We summarize the experiment results in Table 4.5,
which shows the maximum simulated results, calculated bounds, and the
corresponding tightness.

Table 4.5: Summary of the experiment results of the binary tree case.

Case Tightness Problem Simmax D̄/B̄ ξ Variation

Delay Bound 132 134.9 97.8% −
All Variable Single Buffer backlog 41 42 97.6% −

Multi-Buffer backlog − − 88.4% 15.8%

Delay Bound 117 118.5 98.3% −
Fixed Para. Single Buffer backlog 34 35 97.1% −

Multi-Buffer backlog − − 88% 18.5%

From Table 4.5, we can see that our method effectively finds the config-
uration for good tightness of delay bound or backlog bound. The obtained
average tightness in the multi-buffer case is relatively lower compared with
the single buffer case, because the buffers in the system are difficult to ap-
proach their backlog bounds simultaneously under the same configuration
as shown in Table 4.3(a). Besides, the experiment time is consistent with
the time complexity analysis in Section 4.5.3.

4.6.9 Case Study with Mesh Topology

In this section, we apply our method on the mesh topology with all-to-
one gathering communication which belongs to hotspot traffic pattern. We
consider to maximize the delay bound tightness with our method in a 4× 4
mesh and a 5× 5 mesh, respectively. For each topology, we study the sub-
case with fixed parameters as well as the case with all variable parameters.

Figure 4.8 shows a 4× 4 mesh with R11 as the sink node. All the flows
from other nodes gather at R11 with the XY routing. We assume that each
router provides the same service curve β = C[t − T ]+, each flow has the
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Figure 4.8: All-to-one communication in a 4× 4 NoC, node R11 is the sink.

same weight φ and arrival curve α = rt + b. All the buffers are set to be
sufficiently large to avoid dropping packets. We use a 2-D coordinates (x, y)
to denote each node as annotated in Figure 4.8. Let fi be the flow injected
at Ri, we select f1 as the tag flow. For a n × n mesh with the sink node
(x, y), following the deduction in [61], we obtain the closed-form delay bound
formula of f1 as

D̄ =
y−1∑
j=1

b

Cx+y−j · (
1

C + r
·

1
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·
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(4.24)

where r1 = (n − y + 1)r, b1 = (n − y + 1)(b + rT (n − y)/2), r2 = nr,
b2 = nb+rT (n2+2y2−2ny+n−2y)/2; r∗1 = (y−1)r, b∗1 = (y−1)(b+rTy/2),
r∗2 = (n − y)r, b∗2 = (n − y)(b + rT (n − y + 1)/2), r∗3 = (n − x)r2, b∗3 =
(n− x)(b2 + r2T (n− x+ 1)/2); and r3 = r∗1 + r∗2 + r∗3, b3 = b∗1 + b∗2 + b∗3.
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Following the procedure of setting ASA in Section 4.6.3, we present the
parameter constraints in Table 4.6. We set (3, 3) the sink node for the 4× 4
mesh, and (5, 5) for the 5× 5 mesh.

Table 4.6: Parameter constraints for ASA in the mesh case.

Parameters Constraints Initial Value

Arrival rate r 0.005 ≤ r ≤ 0.05 0.02
Flow burstiness b 1 ≤ b ≤ 16 , and b ∈ Z+ 1
Flow weight φ 1 ≤ φ ≤ 5, and φ ∈ Z+ 1
Service rate C 0.1 ≤ C ≤ 0.998 0.8
Service latency T 2 ≤ T ≤ 10, and T ∈ Z+ 2
Stability condition (n2 − 1)r ≤ C −

In the cases with fixed parameters, we fix the service rate and service
latency of the routers as C = 0.95 and T = 1, respectively. The parameter
values found by ASA are listed in Table 4.7, and the tightness results are
summarized in Table 4.8.

Table 4.7: Configurations found by ASA in the mesh case.

Mesh Size Case r b φ C T

4× 4 All Variable 0.005 16 5 0.923 2
4× 4 Fixed Para. 0.008 16 1 − −
5× 5 All Variable 0.005 14 5 0.900 2
5× 5 Fixed Para. 0.005 7 5 − −

We can observe from Table 4.8 that our method effectively finds good
tightness for the mesh network. The cases with fixed parameters cost less
iterations than the case with all variable parameters to find the best tightness
in both of the 4×4 mesh and the 5×5. This makes sense because the search
space is dramatically reduced in the cases with fixed parameters. As for the
parameter values found in Table 4.7, the arrival rate is rather small and the
burstiness is relatively large. This configuration results in very bursty traffic
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and causes large queueing delay to approach the worst-case delay.

Table 4.8: Summary of the experiment results with mesh topology.

Mesh Size Case Dmax D̄ ξ Iteration

4× 4 All Variable 262 282.0 92.9% 285
4× 4 Fixed Para. 252 269.1 93.7% 54
5× 5 All Variable 367 403.1 91.0% 336
5× 5 Fixed Para. 178 188.4 94.5% 260

The iteration counts in the mesh case are smaller than in the binary
tree case, because the search space is much smaller since less parameters
are involved in the search. However, the tightness results are generally not
as good as in the binary tree case. In the mesh case, all the nodes have
the same arrival curve parameters, and all the routers have the same service
curve. This constraint dramatically reduces the flexibility of searching the
worst case.

4.6.10 Case Study with Ring Topology

Ring is also a typical topology applied in on-chip interconnect networks. In
this section, we apply our method to the ring topology with a quasi Tornado
traffic pattern as shown in Figure 4.9. Each router Rj , j = 1 . . . 5, 8 in the
eight-node ring has a local injection flow fj with arrival curve αj toward
destination R(j+3) mod 8. All routers transfer packets with fixed rate of 1
packet/cycle per output channel.

We select f1 as the tag flow and apply our method to maximize its
delay bound tightness. Each configuration has 22 parameters including the
burstiness and rates of flows and the arbitration weights of the inputs of
Ri, i = 1 . . . 5. We omit the details of the delay bound formula and parameter
constraints due to the limit of space. The best tightness found by our method
is 90.9% with only 3 cycles of difference between the maximum packet delay
(Dmax = 23) from cycle-accurate simulations and the calculated delay bound
(D̄ = 25.3).
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Figure 4.9: Eight-node ring with distributed flows.

4.6.11 Summary and Discussion

The experiment results indicate that our method can effectively find good
tightness under different topologies and various network sizes. Our method
is topology independent and can also be applied to the case employing flow
control, though we do not consider flow control for simplicity in the case
studies. Note that performance analysis methods are not contributions of
our paper, though we apply existing methods to calculate analytical bounds.
To take flow control into account, one can follow the analysis model in
[96] and accordingly revise the calculation of the closed-form delay/backlog
bound formula and then apply our method.

4.7 Summary

The tightness study of the analytical bounds is an essential and non-trivial
problem for NoC design. The large search space of the system configuration
increases the difficulty of investigating worst cases and validating the for-
mal analysis for delay and backlogs. In this work, we propose the heuristics
aided method, i.e. ASA, for tightness study of delay and backlog bounds.
We consider not only the single buffer case but also the case with multiple
buffers. The problems are well formalized as optimization problems to en-
able the computer aided configuration search. Moreover, the cycle-accurate
simulation is embedded into the evaluation of the objective function and thus
fully automate this searching process. Experiment results of networks with
different topologies and traffic patterns indicate that our method can effec-
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tively handle complex systems with discrete variables and multi-dimensional
search space.

Not limited to the tightness study of analytical bounds, the proposed
method can also be applied to other problems with the similar nature. For
example, by modeling the average packet latency of an NoC as an implicit
function of the design space, the method can be analogously applied to opti-
mize the average packet latency via selecting the network design parameters
such as routing algorithm, buffer dimensioning, and channel allocation pol-
icy etc. This work provides a potential scheme to achieve accuracy with
time efficiency when optimizing the design objectives. Though time con-
suming, using simulations instead of analytical models can obtain genuine
cycle-accurate behavior of a design. The time efficiency of the method is
achieved by applying heuristics to guide the searching process rather than
blindly searching the design space without guidance towards optimum. Fur-
thermore, the heuristic algorithm is not limited to simulated annealing and
can be flexibly replaced by the one most appropriate to a specific design
problem.





Chapter 5

An xMAS Tool in Simulink

5.1 Introduction

The eXecutable Micro-Architectural Specification (xMAS) framework de-
veloped by Intel researchers [97] provides a concise set of primitives for

efficient high level modeling of communication fabrics. xMAS has been ef-
fectively applied in formal verifications such as the Quality-of-Service (QoS)
properties of Networks-on-Chip (NoCs) [98][99], architectural level cache
coherency [100] and so on. In this thesis, we have developed the micro-
architectural modeling technique of on-chip router based on xMAS in Chap-
ter 2. All the applications of xMAS first require the modeling representation
of the problem based on xMAS. In the work of [72][73][74][97] and [101], the
xMAS model is described by C++ code with primitives described as objects.
Then formal verification models are generated after specific properties are
added. The code described model, however, is not so scalable when building
a large system with irregular topology. In [102], a graphical user interface
named WickedXmas is developed for xMAS based on C#. The xMAS model
is saved as a textual file and converted into C code for the formal verification
engine. WickedXmas provides a more intuitive interface for xMAS model-
ing. However, the model is flattened without hierarchical modeling support.
Moreover, the support on macro-block and extendibility is limited.

93
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This chapter presents an xMAS tool based on Simulink to provide a uni-
fied environment for performance bound analysis and tightness evaluation of
NoC. The tool supports from xMAS modeling of the router flow diagram to
cycle-accurate simulation and performance bound evaluation. By this tool,
we can efficiently and intuitively construct xMAS diagrams. Verilog-HDL
(Hardware Description Language) code is generated from the xMAS model
for either cycle accurate bit accurate simulations or building macroblocks.

5.2 Motivation

The xMAS based modeling and design have requirements of a specialized
tool to help compose the micro-architectural diagram and translate it into
HDL code for implementation and performance analysis. The motivation
of developing an xMAS tool comes from three aspects: 1) the essential
complexity of an xMAS diagram; 2) the requirement on quick macro-block
development; and 3) the further support on cycle accurate simulation of the
designed NoC for performance analysis.

Implicit Complexity of xMAS Diagram xMAS diagram can provide
very concise and intuitive expression of the interconnect micro-architecture.
However, each channel that connects the primitive ports consists of a group
of signals in two directions. This results in complexity when we translate the
xMAS diagram into corresponding HDL code. Besides, xMAS diagram de-
picts the communication fabrics at the primitive level, and usually involves
lots of channels when modeling an NoC. Moreover, some primitives requires
parameter assignment when we implement the HDL code. For example, we
need to assign the weights of each inport for a merge primitive if we apply
Weighted Round Robin (WRR) arbitration. This sort of parameter assign-
ment is implicit for the xMAS semantics whereas it is explicitly inevitable
for the HDL design.

Macro-block and Hierarchical Model Development Macro-block pro-
vides flexibility to extend the canonical xMAS primitive set. By mac-
roblocks, we can build abundant xMAS modules to enable module reuse
and hierarchical modeling, which helps handle complex systems. Macro-
block and hierarchical modeling are two effective methods to cope with
complex design and improve the model comprehensibility. With the aid of
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a specialized tool, a hierarchical xMAS model is supposed to be intuitively
represented and composed as well as efficiently translated into corresponding
HDL description.

Cycle Accurate Simulation and Model Evaluation xMAS model
bridges the gap between the NoC micro-architecture and the performance
analysis model. After formal performance analysis cycle accurate simulation
becomes an important step to validate the analysis model, as performed in
[80]. However, the process of searching for worst-case is usually non-trivial.
The integration of this searching process into the xMAS tool will dramati-
cally improve the validation efficiency.

5.3 xMAS Tool Development

5.3.1 Overall Architecture

Figure 5.1 illustrates the architecture of the xMAS tool which consists of
five parts: Global Settings, xMAS Model Representation, Verilog-HDL Gen-
eration, Analysis Model Validation, and Performance Analysis Interface.
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Figure 5.1: The architecture of the xMAS based design and validation tool.
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Global Settings This part comprises the globally shared libraries and
configuration files, including the xMAS HDL library, the mapping rules to
relate xMAS model to corresponding HDL module, the global parameters
for HDL generation, and the library for cycle-accurate simulations.

xMAS Model Representation The xMAS model representation pro-
vides the graphical user interface (GUI) based on Simulink [103] to intu-
itively build and present the xMAS model. It contains an xMAS primitive
library corresponding to the HDL implemented primitives in the global li-
brary. Moreover, hierarchical modeling is supported to build and illustrate
complex xMAS models.

Verilog-HDL Generation The Verilog-HDL code of the xMAS model
built in the GUI is generated either as a macro-block or a testbench file
to run simulations. This component takes the xMAS model and the global
setups as input. The library description of a macro-block is generated when
the output is a macro-block. This macro-block can be added to the global
library as a basic unit to build more complex models. The hierarchical
generation is also supported for hierarchical models from the xMAS model
representation.

Performance Analysis Interface After setting the parameters in the
xMAS model, this part extracts the model configurations such as flow routes,
flow parameters, buffer sizes etc. for performance analysis such as delay and
backlog bounds calculation.

Analysis Model Validation This part takes the Verilog testbench and
the performance analysis result as the inputs. It applies Simulated Annealing
(SA) to guide the cycle accurate bit accurate simulations to reach the best
tightness of the performance analysis results, and thus helps evaluate the
analytical models.

5.3.2 Simulink Based User Interface

Introduction

We develop the xMAS modeling interface in Simulink, which is a block dia-
gram environment developed by MathWorks for modeling and model-based
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design [103]. Simulink provides a graphical editor, customizable block li-
braries for modeling. Furthermore, it integrates with MATLAB computing
environment tightly to support various numeric data types and flexible data
processing. Thus, Simulink has the following advantages for xMAS model-
ing:

• Provides powerful and intuitively graphical environment for drawing
diagrams;

• Supports abundant data types and facilitates parameter configuration
with type check;

• Provides good interface for future extension, especially for performance
analysis integration and data processing.

Figure 5.2 shows a 2× 2 crossbar model that is composed of two 2-outport
switch primitives and two 2-inport merge primitives. The parameter con-
figuration page of the merge primitive has two parameters: the number of
input ports with the type of integer and the weight assignment for WRR
arbitration with the type of integer array.

merge

switch

Figure 5.2: A 2× 2 crossbar xMAS model built in Simulink.

xMAS Library in Simulink

As illustrated in Figure 5.2, the inport amount of the merge primitive is
configurable. To ensure enough flexibility, we extend the xMAS primitive
set in two aspects to facilitate modeling NoC micro-architectures. For one
thing, we extend the 2-port primitives, such as fork, join, merge, and switch
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to multi-port primitives. This is especially useful for merge and switch as
they model multiplexer and de-multiplexer in an NoC router, respectively
[80]. The semantics of the multi-port primitives can be defined similarly
to their canonical counterparts. Take a 3-port switch as an example, let
s(x) : α → PortID be the switching function that maps the packet to one
of the three outports. We can formally define the signal relations as follows.

a.irdy := i.irdy and (s(i.data)==a) a.data := i.data
b.irdy := i.irdy and (s(i.data)==b) b.data := i.data
c.irdy := i.irdy and (s(i.data)==c) c.data := i.data
i.trdy := (a.irdy and a.trdy) or (b.irdy and b.trdy) or (c.irdy and c.trdy)

The semantics of fork, join and merge can be defined in the same way.
For the other thing, to facilitate performance analysis of the modeled com-
munication fabrics, we add individual primitives of Latency-rate (LR) server
[71] and regulator [41] to the xMAS primitive set. These two primitives are
essentially specific implementations of the primitive function, thus they have
similar semantics as function. However, the output signals o.irdy and i.trdy
are determined by the implementation of specific algorithm each. Algorith-
mic details of these two primitives are presented in Section 5.4.

Simulink provides flexible ways to develop user-defined library. We build
the xMAS library based on the subsystem encapsulation techniques, since
we mainly need the interconnect between xMAS primitives and the corre-
sponding parameter setups. The primitive icons and parameter definitions
are implemented in the mask1 code of the subsystem. Each time when the
parameter value is changed, the background code is executed to check the
parameter validity and set the port configuration. These masked subsystems
are designed to allow self-modifying, thus the primitives with multiple in-
ports/outports can change the number of inputs/outputs dynamically. For
example, the merge block in Figure 5.2 has configurable inport number, and
is configured as 2 in the dialog box. If the number of inport is configured as
3 instead, the 2-inport merge will turn into a 3-inport merge and the weight
assignments will meanwhile be checked. As an example, Algorithm 5.1 im-
plements the xMAS merge block in Simulink by masking a subsystem. The
masks for other primitives and macroblocks can be implemented similarly.

1A mask in Simulink is a user-defined interface to encapsulate the block’s/subsystem’s
details so as to design the block’s own icon, help document, and parameter configuration.
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Algorithm 5.1: Implement the xMAS Merge block as a masked
Simulink subsystem

Initialize: cntInport ← 2, weights ← [1, 1]; Draw the block icon.
1 while True do
2 if any parameter value is changed then
3 validity ← maskParaCallBack () ; // Check the parameter validity
4 if validity == False then
5 assertError () ;
6 else
7 Update the parameter values.
8 // If the inport amount is changed, redraw the icon
9 if cntInport is changed then

10 curNumInport ← getInports (curBlock) ;
11 // The inport amount is decreased, remove inports
12 if cntInport < curNumInport then
13 numDelete← curNumInport− cntInport ;
14 // Get the inport connectivity
15 inportStatus← getConnectivity(curBlock) ;
16 foreach p← last(inportStatus) do
17 if p == False then
18 delInport (curBlock, index (p)) ;
19 numDelete← numDelete− 1 ;
20 inportStatus← inportStatus\{p} ;
21 end
22 if numDelete == 0 then
23 Break ;
24 end
25 end
26 // In case that connected inport needs to be deleted
27 while numDelete > 0 do
28 // Delete the last inport
29 p← last (inportStatus) ;
30 delInport (curBlock, index (p)) ;
31 numDelete← numDelete− 1 ;
32 inportStatus← inportStatus\{p} ;
33 end
34 else
35 // In case the inport amount is increased, add inports
36 numAdd← cntInport− curNumInport ;
37 while numAdd > 0 do
38 addInport (curBlock) ;
39 numAdd← numAdd− 1 ;
40 end
41 end
42 reorderLabels(curBlock) ; // Reorder the port labels
43 redrawIcon () ; // Redraw the icon
44 end
45 end
46 end
47 end
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The outermost loop of Algorithm 5.1 is an infinite loop to monitor the
diagram change, which is a mechanism provided by Simulink. If the parame-
ter value is changed as shown in Figure 5.2, the validity of the new value will
first be checked. In case that the parameter related to the block appearance
(for example, the number of inports) is changed, Algorithm 5.1 will delete
or add inports of the block as done in line 9-43. Then, the updated port la-
bels are reordered alphabetically, and the icon is repainted. The parameter
value is initialized as the default value in the library when a new primitive is
added to the xMAS model from the library. For example, in Algorithm 5.1
the merge primitive block has two inports and arbitration weights of [1, 1]
by default. When an xMAS model is loaded into Simulink, the parame-
ter values of the blocks are initialized as the value set in the model rather
than the default value. The parameter initialization and icon redrawing of
a block are invoked in cases such as library update, adding new primitive to
the model, loading a model, grouping primitives as a subsystem and so on.
In case that the block’s inport/outport amount is decreased, the algorithm
first removes the dangling ports after checking the port connectivity as in
line 12-25. If connected ports are to be removed, they are eliminated in
reverse alphabetical order as shown in line 27-33.

Based on the Simulink library, one can drag and place the primitives
from the library to quickly build an xMAS model which is saved to a text
described data structure. In the following section, we introduce the structure
and the semantics of the Simulink model file.

Semantics of Simulink Model File

We need to parse the Simulink model file in order to obtain the topology,
connectivity, and parameter configurations from the xMAS model. The
structure of a Simulink model file can be described by BNF (Backus-Naur
Form) [104] expressions as follows.
〈SimulinkModel〉 ::= ‘Model’ ‘{’ 〈members〉 ‘}’
〈members〉 ::= 〈name〉 〈value〉 | 〈object〉 ‘{’ 〈members〉 ‘}’
〈value〉 ::= 〈object〉 | 〈string〉 | ‘"’ 〈string〉 ‘"’ | 〈float const〉 |

〈integer const〉 | 〈empty〉 | 〈array〉 | 〈matrix〉
〈object〉 ::= 〈name〉 ‘{’ 〈members〉 ‘}’
〈array〉 ::= ‘[’ 〈elements〉 ‘]’
〈matrix〉 ::= ‘[’ 〈elements〉 ‘;’ 〈elements〉 ‘]’
〈elements〉 ::= 〈value〉 | 〈elements〉 ‘,’ 〈value〉
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The Simulink model file is stored as a textual ”.mdl” file which describes
the properties, parameters and positions of the blocks as well as the positions
and properties of the interconnect lines between the blocks. Based on the
BNF description, a parser can be developed to parse the Simulink model
file. Next, we propose the method to generate Verilog-HDL code according
to the xMAS model.

5.3.3 Verilog-HDL Generation

Library Description and Mapping Setups

By parsing the Simulink model, we can obtain the xMAS model information
including flow routes, connectivity, primitives, and their parameter setups.
In order to generate the corresponding HDL code for the xMAS model,
we build the corresponding synthesizable library of the xMAS primitives in
Verilog-HDL. A mapping between the Simulink and HDL libraries are set
up to determine the parameter values when translating the Simulink model
into HDL implementation.

We reuse the parser for the Simulink model file, and describe the HDL li-
brary in the similar format as the model file while the keywords are changed.
In the following, the library description of a 2-port merge primitive is illus-
trated in List 5.1 as an example.

List 5.1 defines a Verilog module with the Name of ”merge primitive”.
This module has 2 inports and 1 outport indicated by the keyword Ports.
Then each port is described following the keywords Inport or Outport.
Each port has a port ID and a group of signals of which type, name in xMAS,
and name in Verilog are described. We take the first inport in List 5.1 an
example as follows.

# the f i r s t inpor t o f the 2−port merge p r i m i t i v e
Inport {

PortID 1
Input [ ” w i r e ” , ” i r d y ” , ” i i rdy merge a ” ]
Input [ ” v e c t o r ” , ” data ” , ” iv data merge a ” ]
Output [ ” w i r e ” , ” t r d y ” , ”o trdy merge a” ]

}

This inport has port ID of 1, two Input signals and one Output signal.
Take the first input signal as an example, its signal type is ”wire” in Ver-
ilog; the signal name in xMAS is ”irdy”; and its signal name in Verilog is
”i irdy merge a”. The keyword Parameter defines the name, type, and
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List 5.1: An example of the library description.
1 # the d e s c r i p t i o n o f a 2−port merge p r i m i t i v e
2 Module {
3 Name ” me rge p r im i t i v e ”
4 Ports [ 2 , 1 ]
5 Inport {
6 PortID 1
7 Input [ ” w i r e ” , ” i r d y ” , ” i i rdy merge a ” ]
8 Input [ ” v e c t o r ” , ” data ” , ” iv data merge a ” ]
9 Output [ ” w i r e ” , ” t r d y ” , ”o trdy merge a” ]

10 }
11 Inport {
12 PortID 2
13 Input [ ” w i r e ” , ” i r d y ” , ” i irdy merge b ” ]
14 Input [ ” v e c t o r ” , ” data ” , ” iv data merge b ” ]
15 Output [ ” w i r e ” , ” t r d y ” , ”o trdy merge b” ]
16 }
17 Outport {
18 PortID 1
19 Input [ ” w i r e ” , ” t r d y ” , ” i trdy merge ” ]
20 Output [ ” v e c t o r ” , ” data ” , ” ov data merge ” ]
21 Output [ ” w i r e ” , ” i r d y ” , ” o irdy merge ” ]
22 }
23 Parameter {
24 WEIGHT A [ ” i n t e g e r ” , 1 ]
25 WEIGHT B [ ” i n t e g e r ” , 1 ]
26 }
27 }

default value of each parameter in the HDL implementation. We take the
parameters of the 2-inport merge as an example as follows.

# the parameters o f the 2−port merge p r i m i t i v e
Parameter {

WEIGHT A [ ” i n t e g e r ” , 1 ]
WEIGHT B [ ” i n t e g e r ” , 1 ]

}

In this example, two parameters named ”WEIGHT A” and ”WEIGHT B”
are both of type ”integer” and have the default value as 1. By specifying the
Ports and Name property in the description, a primitive is uniquely indexed
by the tuple < Name, Ports >. The 2-inport merge in the example thus
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can be uniquely indexed by < merge primitive, [2, 1] > considering that a
merge primitive may have various number of inports.

Using the same semantics, we define the mapping rules to set up the
relationship between the xMAS Simulink library and the HDL library of the
primitives. An example of the merge primitive is shown in List 5.2.

List 5.2: An example of the mapping rule.
1 # mapping the Simulink l i b r a r y to the \ac{hdl } l i b r a r y
2 # the 2−port merge p r i m i t i v e
3 Rule {
4 Simulink Block ”Merge”
5 Verilog Module ” me rge p r im i t i v e ”
6 Ports [ 2 , 1 ]
7 Parameter {
8 we igh t s [ ”WEIGHT A” , ”WEIGHT B” ]
9 }

10 }

For each mapping rule, the Simulink block name and the HDL module
name combined with the Ports property set up a one-to-one mapping be-
tween the Simulink block and the corresponding HDL module. The keyword
Parameter specifies the parameters that take effect in assigning the values
to their counterparts in the HDL module. For example, in List 5.2, the
parameter ”weights” accepts an integer array as input in Simulink, and el-
ements of the array are assigned to the parameters in the HDL module. In
contrast, the other parameter of the merge block which specifies the inport
number in Simulink is not configured in the mapping rule. By this sort of
parameter mapping, one can selectively configure the parameters that need
to be considered and leave the other assigned by default values.

Hierarchical Modeling and Generation

Hierarchical modeling is essential when dealing with large and complex mod-
els. Simulink well supports grouping blocks into subsystems hierarchically.
In this section, we develop algorithms to generate HDL code hierarchically
following the xMAS diagram structure.

Let G be the xMAS diagram, L the library of the HDL implemented
xMAS primitives, andM the set of mapping rules, we propose Function gen-
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erateModule and Function constructInstanceSet to recursively generate the
hierarchical HDL code given the xMAS model G.

Function generateModule(G, L, M)
Input: xMAS model G, library L, mapping rules M
Output: HDL module inst corresponding to G
Initialize: Load the HDL library L and mapping rules M

1 begin
2 // Obtain all the HDL instances
3 instSet ← constructInstanceSet (G, L, M) ;
4 // Get module’s inports and outports
5 portSet ← constructPortSet (instSet) ;
6 // Get module’s parameters
7 parSet ← constructParameterSet (instSet) ;
8 // Generate module’s HDL description
9 generateHDL (instSet) ;

10 // Generate library description of module
11 generateLibDescription (portSet, parSet) ;
12 // Make the instance of module
13 inst ← makeInstance (G, portSet, parSet) ;
14 return inst ;
15 end

For a given xMAS model G, Function generateModule first obtains all
the instances of the blocks in G by calling Function constructInstanceSet.
Then the ports and parameters in G are extracted to generate the HDL
module for G. Function generateModule returns the instance of G.

In Function constructInstanceSet, the instance of each block in the li-
brary is generated directly according to the description in L. However, if
the block is a subsystem, then Function generateModule is called to gener-
ate the instance of the subsystem first. After all the instances in the input
model G are generated, the instance set is returned.

The calling between Function generateModule and Function constructIn-
stanceSet forms an indirect recursive procedure to traverse the xMAS model
G with depth-first strategy. Considering that a large xMAS model may have
many ports and parameters, we generate the library description of the gen-
erated module automatically. One can reuse the module after just adding



5.3. XMAS TOOL DEVELOPMENT 105

Function constructInstanceSet(G, L, M)
Input: xMAS model G, library L, mapping rules M
Output: Instance set instSet corresponding to G
Initialize: Load the HDL library L and mapping rules M

1 begin
2 foreach block p ∈ G do
3 if p is a library primitive then
4 inst ← makePrimInstance (L, M) ;
5 end
6 if p is a sub-diagram then
7 inst ← generateModule (p, L, M) ;
8 end
9 // Add inst to the instance set

10 instSet← instSet ∪ {inst} ;
11 end
12 return instSet ;
13 end

the generated description to the original library description file.
To illustrate the module generation procedure, an illustrative example

in Figure 5.3 shows the topology of an xMAS model and the traversal path
of the recursive function in the hierarchy tree. In Figure 5.3, a circle repre-
sents an xMAS primitive and a square represents a subsystem. The xMAS
model A is the top module to be generated as shown in Figure 5.3(a). A
contains four primitive blocks (A.1 - A.4) and a subsystem B which has five
primitives (B.1 - B.5) and a subsystem C inside. C only contains primi-
tive blocks (C.1 - C.3). The hierarchical relationship is illustrated as a tree
in Figure 5.3(b) where the leaf nodes are primitive blocks and the tandem
nodes are subsystems.

Denote GA, GB, GC the xMAS model of module A, B, and C, respec-
tively. We can generate the Verilog-HDL code of A by the function gener-
ateModule(GA, L,M). Starting from node A in Figure 5.3(b), the following
steps according to Function generateModule and Function constructInstance-
Set are taken to travel through the tree in depth-first order.

• Step 1 : Call constructInstanceSet(GA, L,M) to generate the instance
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Figure 5.3: An illustrative example to show the hierarchical code generation
procedure with (a) xMAS model topology and (b) the traversal path of the
recursive process in the hierarchy tree.

set of A. Instances of A.1, A.2, and A.3 are generated because they
are primitive blocks.

• Step 2 : Call generateModule(GB, L, M) to generate the instance of
module B, since B is a subsystem and its Verilog instance cannot be
generated from the library.

• Step 3 : Call constructInstanceSet(GB, L, M) to construct the in-
stance set of B. Primitive blocks B.1, B.2, and B.3 are visited when
the code generation reaches the subsystem C inside B.

• Step 4 : Call generateModule(GC , L, M) to generate the instance of
module C. After adding the instances of C.1, C.2, and C.3 to the
instance set of C, the parameters and ports of C are obtained and the
instance of C is generated.
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• Step 5 : Return to function constructInstanceSet(GB, L, M) and add
the instance of C to module B’s instance set. Then, continue to gen-
erate instances of B.4 and B.5. Since all the blocks in B have been
generated, obtain the parameters and ports of B and generate its in-
stance.

• Step 6 : Return to function constructInstanceSet(GA, L, M) and add
the instance of B to A’s instance set. Next, generate instance of A.4
and return to function generateModule(GA, L, M). Construct the
parameters and ports of module A and generate its Verilog-HDL code.

The traversal path of the recursive process is shown by the dotted lines
with arrows in Figure 5.3(b).

Testbench Generation

Testbench generation enables the cycle-accurate bit-accurate simulations of
the xMAS modeled communication fabrics. The generation of testbench
from a given xMAS model is similar to the process of generating a Verilog-
HDL module. As illustrated in Figure 5.4, a Verilog testbench file generally
comprises six parts: header, precompile directives, parameter declarations,
signal declarations, stimuli and control, and instantiations of the system un-
der test. The content of header, precompile directives are generally fixed.
The parameters, signals, instantiations are generated from the instance set
obtained by Function constructInstanceSet. Different from module (macro-
block) generation, testbench does not have port declarations whereas a sec-
tion of stimuli and control is added to provide clock and reset signals and
monitors to collect simulation data as shown in Figure 5.4. After generating
the testbench, one may need to add more stimuli or controls to the part
”Stimuli & Control”, for example, adding probes to signals to collect the
packet latency.

For the xMAS modeled systems, the injection is issued by the source
primitives, and the communication destination is defined by the sink prim-
itives. In case there exist dangling channels, the unconnected signals will
be assigned with constant enable signals to ensure the running of simula-
tions. Monitors are added to the tag flow’s source and destination to collect
latency data. Buffer backlogs can also be monitored in the same way by
adding probes.
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Figure 5.4: Generate Verilog testbench file from the xMAS model.

To illustrate the structure of the Verilog testbench, List 5.3 shows an ex-
ample with some code segments omitted for brevity due to the space limit.
In List 5.3, line 1-8 forms the file header providing an overall introduction of
copyright, file name, version and date etc. Then line 10-13 describe the pre-
compile directives to tell the clock period and the timescale for simulation.
After the module declaration, parameter declarations including global pa-
rameters and local parameters in the testbench are described in line 16-19.
The signals to interconnect the primitive instantiations are declared after
the parameter declaration in line 21-23. The code segment from line 26 to
line 42 adds stimuli to signals and collect data by writing the simulation
results into files. This part also control simulation process through the Ver-
ilog system tasks such as ”$finish”. Since we inject traffic through the source
primitive, the generated testbench generally only add stimuli for global sig-
nals such as reset and clock. The last part is for primitive instantiations
from line 44 to line 58.

5.3.4 Flexibility for Extension

Simulink essentially provides very flexible ways to develop self-defined blocks
and extend the user-defined library. Based on the Simulink priorities and
the flexible configuration for HDL code generation, the tool well supports
the user to extend the xMAS library and provide flexibility in designs. The
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List 5.3: An example of the Verilog testbench.
1 // Copyright (C) 2015 Xueqian Zhao . Al l r i g h t s r e s e r v e d .
2 // FILE NAME : case1 tb . v
3 // DEPARTMENT : ESY/ICT/KTH Royal I n s t i t u t e o f Technology
4 // AUTHOR: Xueqian Zhao , xueq@kth . se
5 // VERSION DATE AUTHORDESCRIPTION
6 // 1 . 0 2015/03/25 Xueqian Zhao , f i l e c r e a t e d
7 // PURPOSE :
8 // The V e r i l g module/ tes tbench o f xMAS model ’ case1 ’ .
9

10 ‘ i f n d e f CLK PERIOD TOP
11 ‘ d e f i n e CLK PERIOD TOP 2
12 ‘ e n d i f
13 ‘ t i m e s c a l e 1 ns /1 ns
14 module c a s e 1 t b ;
15 // // Parameter D e c l a r a t i o n s
16 ‘ i n c l u d e ” g l o b a l p a r a m e t e r . v ”
17 parameter TAGGED BURST = 5 ;
18 . . . . . . . . .
19 parameter TAGGED FLOW ID = 1 ;
20 // // S i g n a l D e c l a r a t i o n s
21 wire o i r d y s o u r c e f 1 ;
22 . . . . . . . . .
23 wire [ PACKET LENGTH−1:0] o v d a t a s i n k ;
24
25 // // S t i m u l i and c o n t r o l
26 reg i c l k ;
27 reg i r e s e t n ;
28 i n t e g e r fp b1 , fp b2 , fp b3 , fp t1 , f p t 2 ;
29 always #(‘CLK PERIOD TOP /2) i c l k = ˜ i c l k ;
30 i n i t i a l f o r k
31 fp b1 = $fopen ( ” b1 1 . t x t ” ) ;
32 . . . . . . . . .
33 f p t 2 = $fopen ( ” tou t 1 . t x t ” ) ;
34 $fmonitor ( fp b1 , ”%d \ t %d ” , q u e u e p r i m i t i v e b 1 . b a c k l o g , $ t i m e ) ;
35 . . . . . . . . .
36 $fmonitor ( fp t2 , ”%d \ t %d ” , wv packet id2 , $ t i m e ) ;
37 i f ( ! ( fp b1 && fp b2 && fp b3 && f p t 1 && f p t 2 ) ) beg in
38 $ f i n i s h ;
39 end
40 #1 i c l k = 0 ;
41 #1 i r e s e t n = 0 ; #18 i r e s e t n = 1 ;
42 j o i n
43 // // I n s t a n t i a t i o n s and I n t e r c o n n e c t s
44 s o u r c e p r i m i t i v e #(.FLOW ID(TAGGED FLOW ID) , . PACKET TYPE(REQUEST) )
45 s o u r c e f 1 (
46 . o v d a t a s o u r c e ( o v d a t a s o u r c e f 1 ) ,
47 . o i r d y s o u r c e ( o i r d y s o u r c e f 1 ) ,
48 . i t r d y s o u r c e ( o t r d y r e g u l a t o r f 1 ) ,
49 . i c l k ( i c l k ) ,
50 . i r e s e t n ( i r e s e t n ) ) ;
51 . . . . . . . . .
52 s i n k p r i m i t i v e s i n k p r i m i t i v e f 1 (
53 . o v d a t a s i n k ( o v d a t a s i n k ) ,
54 . o t r d y s i n k ( o t r d y s i n k ) ,
55 . i v d a t a s i n k ( o v d a t a s e r v i c e s i n k ) ,
56 . i i r d y s i n k ( o i r d y s e r v i c e s i n k ) ,
57 . i c l k ( i c l k ) ,
58 . i r e s e t n ( i r e s e t n ) ) ;
59 endmodule
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following steps tell how to add macro blocks into the xMAS library for reuse:

1. Build the xMAS model and group all the blocks into a subsystem in
Simulink;

2. Open and unlock the xMAS library in Simulink, add the subsystem
into the library;

3. Generate the Verilog-HDL code of the xMAS model with the library
description generated at the same time;

4. Add the mapping rule of the generated module as in Section 5.3.3.

5.4 Tightness Evaluation Support

This section proposes the support on tightness evaluation of the xMAS tool.
Figure 5.5 illustrates the overview of the xMAS based tightness evaluation
process.

From the xMAS model constructed in Simulink, two flows are issued:
Simulation and Analysis. On one hand, the Verilog-HDL code of the xMAS
model is generated for either the macro-block or the testbench. Then cycle-
accurate bit-accurate simulations are carried out to obtain the maximum
delay or backlog bounds. On the other hand, flow information and the pa-
rameter configurations are extracted from the xMAS model as inputs of the
Network Calculus (NC) analysis model. After the analytical bounds are ob-
tained, they are compared with the simulation results. The comparison is
finally judged by the heuristic algorithm and the next set of parameter con-
figuration is generated to search for the best tightness. The heuristics guided
tightness evaluation process eventually outputs the parameter configuration.

Next, we start from the regulator and the LR server in the xMAS prim-
itive set and their implementations in HDL.

5.4.1 Regulator and LR Server

Regulator and LR server are two specific implementations of the xMAS
function primitive. We add them as new primitives to the xMAS primitive
set to support xMAS based performance analysis [105]. In this section, we
present the Verilog-HDL implementable algorithms of the regulator and the
LR server, respectively.
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Figure 5.5: Overview of the xMAS based tightness evaluation process.

Regulator Algorithm

The regulator is implemented as a token bucket [106]. The depth of the
token bucket b determines the largest burstiness of the output traffic. The
token is injected into the bucket with rate r, thus in any time interval ∆t
the ejected traffic is bounded by r∆t+ b.

To make the worst case appear as much as possible, we intend to let
the traffic always be injected with largest burstiness. Thus we only let the
regulator issue packets when the token bucket is full. Once the issue process
is started, the regulator continuously lets packets pass until the token bucket
is emptied [69]. As shown in Figure 5.6, this process finally forms an ON-
OFF traffic bounded by arrival curve α = γb,r = rt + b, t > 0, otherwise
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Figure 5.6: Linear arrival curve, LR service curve, periodic ON-OFF traffic
and delay/backlog bound by network calculus.

Let Nt be the number of tokens in the token bucket currently, Flag be
the variable to indicate the state of the regulator, 1 for the ON state and 0 for
the OFF state. This regulating process can be described by Algorithm 5.2.
It should be noted that the outer for-loop indicates that the statements
inside it are executed only when the clock event (positive edge) occurs.

We note that when judging whether the token bucket is full or not, we
use condition ’Nt ≥ b’ (line 2) and when we inject tokens into the bucket we
use ’Nt ← Nt + r’ (line 15) which does not judge the bucket overflow. This
may do cause token overflow (< 1) at some cycles, however, it can make the
regulated traffic goes along the arrive curve γb,r tightly. Otherwise, if we
use ’Nt > b− r’ and ’Nt ← (Nt + r ≥ b)?b : (Nt + r)’ instead, the practical
traffic may deviate γb,r gradually. This phenomenon occurs because the
implementation is based on discrete time. The token is injected discretely
with increment of r rather than continuously. Each time the cutoff, because
of token bucket overflow, will cause some deviation and eventually results
in considerable difference from the expected output arrival curve.

Latency-rate (LR) Service Curve Algorithm

The implemented LR server provides periodical ON-OFF service. In the
OFF state the service stops serving for TW cycles; and in the ON state,
the service continuously serves TA cycles, until the average service rate
TA/(TW + TA) in this ON-OFF period reaches the desired value C of the
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Algorithm 5.2: Regulator with token bucket to provide periodical
ON-OFF traffic

Input: Token arrival rate 1 > r > 0 and burstiness b
Output: Periodical ON-OFF traffic conforms to arrival curve γb,r
Initialize: Nt ← b, Flag ← 1

1 foreach clock positive edge event do
2 if Nt ≥ b then
3 Flag ← 1 ; // Set state as ’ON’
4 end
5 else
6 if Nt < 1 then
7 Flag ← 0 ; // Set state as ’OFF’
8 end
9 end

10 if Flag == 1 then
11 Issue() ; // Output a packet
12 Nt ← Nt + r − 1 ; // Decrease the token number by 1− r
13 end
14 else
15 Nt ← Nt + r ; // Increase the token number by r
16 end
17 end

service curve. We eventually obtain the service curve of βTA/(TW +TA),TW
=

TA
TW +TA

[t− TW ]+.

WAIT ADMIT WAIT ADMIT WAIT ADMIT WAIT

TW TA TW TA TW TA TW

Figure 5.7: The serving process of the implemented LR server.

The working process of the LR server is illustrated in Figure 5.7. Each
upward arrow represents a packet, and the dash line indicates the additional
packets served in the ON state to reach a possible higher average service
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rate than the specified service rate. By this way, we intend to implement
the least service rate of the server as TA/(TW + TA) which accords with the
characteristic of LR service curve. The number of additional served packet
in each period is controlled by an integer random number ε. The working
process can be described as Algorithm 5.3.

Algorithm 5.3: LR service curve implemented by periodical ON-OFF
service

Input: Service rate C = a/b (b ≥ a) and latency T of the LR server
Output: The server offers least service rate of C with maximum

latency T
1 TW ← 0, TA ← 0 ;
2 ε← Random() ; // Generate the integer random number ε
3 foreach clock positive edge event do
4 if TW < T then
5 TW ← TW + 1 ; // Loop until the OFF session is over
6 end
7 else
8 if TA

TW +TA+ε <
a
b then

9 TA ← TA + 1 ; // Loop until the average rate
reaches C

10 Continue ; // Jump to the beginning of the loop
11 end
12 else
13 TW ← 0 ; // Reset TW for the next OFF session
14 TA ← 0 ; // Reset TA for the next ON session
15 ε← Random() ;
16 end
17 end
18 end

The number of additional packets admitted due to ε in each period,
represented by the dashed arrows in Figure 5.7, is

∆TA = ε

b− a
. (5.1)

From Equation 5.1, we can see that ∆TA → 0 if ε � b − a, and that the
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minimum service rate of C = a/b is achieved. Otherwise we can calculate
the rate variation caused by ε as

∆C = b− a
b
· ε

T + ε
= (1− C) · ε

T + ε
.

In Algorithm 5.2 and Algorithm 5.3, the arrival rate and service rate
are decimals. When implementing these algorithms in HDL, the rates are
multiplied by a factor to avoid float point operations. For example, in order
to obtain the precision of 0.001, we use a factor of 1000. Moreover, the
division operation in line 8 of Algorithm 5.3 is recast as multiplication to
facilitate the HDL implementation.

5.4.2 SA Guided Cycle-accurate Bit-accurate Simulations

We automate and integrate the simulation process into the tool following
the technique in Chapter 4. Figure 5.8 shows the platform diagram with the
control flow annotated between the involved programs. The platform com-
prises three parts: Simulated Annealing, Parameter Update, and Cycle Ac-
curate Simulation. Since the three parts are realized by different programs,
they exchange data between one another through I/O files as marked by the
parallelograms in Figure 5.8.

The Adaptive Simulated Annealing (ASA) package is employed in MAT-
LAB through the interface ASAMIN developed by Shinichi Sakata [107].
The cost function is implemented as a MATLAB function which takes the
parameter configuration as the input, and returns the cost value and the
acceptance status to ASA. The ASA package is compiled together with the
ASAMIN code into a MATLAB Executable (MEX) file to be dynamically
called by MATLAB .

The parameter values are updated through text processing, since they are
configured in the Verilog-HDL testbench. We use AWK [108], a lightweight
tool for text processing, to conduct the parameter renewal according to
the directives in the configuration file for AWK. Each time when the new
parameter values are assigned by MATLAB, an AWK script is executed to
renew the Verilog-HDL testbench.

The cycle-accurate simulation is conducted after the parameter values
are renewed. The working library is updated by incrementally compiling
the updated Verilog testbench. Simulation results such as the packet delay
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Figure 5.8: Platform overview of the analysis model evaluation.

and the buffer backlogs, are collected during each simulation and returned
to MATLAB for further data processing.

The three parts in Figure 5.8 need appropriate coordination between
them to accomplish the automated simulation process guided by heuristics.
We illustrate the cooperation between the involved programs within each
SA iteration as the sequence diagram in Figure 5.9. The ASA interface and
the scripts in Figure 5.8 are omitted in Figure 5.9 for clarity, since they just
conduct intermediate control and text processing.

When a new state is generated by ASA, the cost function is invoked.
The analytical bound is first calculated by the closed form formula in the
MATLAB program. Then MATLAB specifies the parameters to be updated
and requests AWK for parameter updating. After confirming the parameter
renewal, Modelsim is called to incrementally compile the renewed testbench
to update the working library. Next, cycle-accurate simulation is invoked
and the simulation results are collected to MATLAB for further data pro-
cessing. In the end of the SA iteration, the new cost value is returned to
the ASA program to determine the subsequent SA process. We note that
the three functional parts in Figure 5.8 may be realized by alternative tech-
niques as long as they are properly coordinated. For example, one can apply
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Figure 5.9: The sequence diagram to show the cooperation between different
programs within an SA iteration.

a different technique to update the parameter values for the cycle-accurate
simulation.

5.5 A Case Study

5.5.1 Example Description and Setup

The example in Figure 5.10 is extracted from the xMAS model of agent
communication in [72]. Two agents P and Q communicate through the
shared physical channel. For each agent, it can inject packets locally and
receive the data (request or response) from the other.
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Figure 5.10: The two-agent communication example modeled by xMAS [72].

The left half and the right half are symmetrical in this communication
example. We take the left half to show the delay bound analysis as annotated
in Figure 5.11.

The request and response have individual ingress buffers. Thus the re-
quest flow freq and the response flow frsp do not compete for the ingress
buffers. In order to find out the delay bound of the communication in which
the request is initiated by the local source (point A1) of one agent and trans-
formed to response (point A2) in the other agent, we consider the time for
the injected packets to travel from the injection point (A1/B1) to the desti-
nation (A2/B2). Specifically, the problem is to find the delay bound for the
request flow freq, which traverses from A1 to A2 as shown in Figure 5.11.

The path of request flow freq is illustrated in red in Figure 5.11, which
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Figure 5.11: Two-agent communication example model by xMAS with its
corresponding NC analysis model. The traffic comprises the locally gener-
ated request freq (the red line) and the response for the request frsp (the blue
line) of the other node. These two flows have individual ingress buffers but
share the physical link in the fabric. The corresponding analysis model is
illustrated, which involves link sharing and credit based flow control through
the credit feedback channel.

starts from the source (point A1) and ends after being sunk at the destination
(point A2). The transformation function, which transforms request into
response, is included in the path because it is part of the data flow and
therefore is related to the transfer delay bound. Flow frsp as shown in blue
is formed by the responses of the requests from the other node. It starts
after the packet transformation and ends at the sink.

The corresponding analysis model based on network calculus is illus-
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trated beside the xMAS diagram in the shadowed box by the method pro-
posed in [80]. Flows firstly go through the arbiter σ; they are constrained by
flow controllers τ1, τ2 (τ1 for the request flow, τ2 for the response flow) and
merge into the link buffer µ; then each flow goes through individual ingress
buffer and is served by the sink σs or the transform function σx. Note that
the credit feedback path starts from the output of σs or σx because the
number of returned credits equals the number of packets issued.

5.5.2 Network Calculus Based Analysis Model

The NC analysis model in Figure 5.12 comprises five types of network ele-
ments: the functional modules σ, σx and σs in the agents, flow controller
τ1 and τ2 for each flow, the flit forward delayer on the physical channel µ,
the credit feedback delayer ν1 and ν2 and the ingress buffers. The corre-
spondence between the xMAS model and the network calculus model can
be viewed comparatively in Figure 5.11.

Figure 5.12: The NC model of the two-agent communication example.

Note that the credit based flow control is abstracted as an embodied
network element. In the xMAS model, the flow first goes through the primi-
tive ”join” and then ”merge” (the arbiter). The ”join” primitives in agent P
actually define the condition for packets to enter the transmission process.
Thus it is combined with the credit counter in agent Q and is modeled as
an individual flow controller τ .

As for the packet transform module σx and the sink σs, their behavior
affects the flow control process. Because only if the packet is issued from
the ingress buffer and is sunk or transformed will the credit counter be
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changed according to the property of ”fork”. The buffers dx1, cx1 and cx2
are modeled as delayers.

The service curves of the delayers µ and ν are

βµ = δm(t) βν = δc(t), (5.2)

where m is the delay of buffer dx and c is the credit feedback delay.
The symbols and definitions used in the example are summarized in

Table 5.1.

Table 5.1: Symbols in the two-agent communication example

Symbol Explanation

σ The arbiter (”merge”) in agent P
σx The packet transform function in agent Q
σs The response sink in agent Q
τ1 Flow controller for flow freq
τ2 Flow controller for flow frsp
µ The shared link buffer dx1, modeled as a forward delayer
ν Credit feedback delayer
k The depth of the ingress buffers
m The delay of the link buffer dx1
c The credit feedback delay
αreq Arrival curve of request flow freq
αrsp Arrival curve of response flow frep
βσi Service curve of the module σi, i ∈ {x, s}
βµ Service curve of the forward delayer
βν Service curve of the credit feedback delayer
βτi Service curve of the flow controllers i, i = 1, 2

5.5.3 Delay Bound Analysis

We make basic assumptions according to the communication scenario in
Figure 5.11:
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• The ”merge” (arbiter) employs WRR policy at the packet level and
dispatches time slots φreq to the request flow and φrsp to the response
flow, respectively;

• Buffers are organized in unit of packet, namely each cell of the buffer
can hold one packet;

• The injected flows (requests) are bounded by linear arrival curves
αreq = γb1,r1 and αrsp = γb2,r2 , where ri and bi are the rates and
the bursts of the token bucket regulators;

• All modules σi have or can be modeled as a LR service curve. Note
that the ”merge” with WRR can be modeled as a LR server. We have
βσ = βC,T and βσi = βCi,Ti , i ∈ {x, s};

Following the delay bound calculation method developed in [61], the
closed-form delay bound formula of freq can be calculated through four
steps as follows.

• Step 1: Calculate the Equivalent Service Curve (ESC) of the flow con-
troller to break the feedback loop in Figure 5.12.

According to [96], the ESC of flow controller τ1 can be written as

β̂τ1 = βσ ⊗ βµ ⊗ βσx ⊗ βν + k

= δT ⊗ γ0,C ⊗ δm ⊗ γ0,Cx ⊗ δTx ⊗ δc + k

= βCx,Tx+T+m+c + k,

(5.3)

where notation β̄ means the sub-additive closure of β. We finally get the
result as

β̂τ1 =

δ0 ∧ (βCx,Treq + k), k ≥ CxTreq∧
n≥1
{(βCx,nTreq + nk)}, k < CxTreq

, (5.4)

where Treq = Tx + T + m + c, the operation
∧
{·} is to get the infimum of

a series of curves. When the ingress buffer is sufficiently large, there is no
credit back pressure any more and the flow controller has no effect on the
flow’s delay bound. For flow freq, it is the case when k ≥ CxTreq, and for
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flow frsp when k ≥ CsTrsp. Let Trsp = Ts + m + c, we obtain the ESC of
flow controller τ2 similarly as

β̂τ2 =

δ0 ∧ (βCs,Trsp + k), k ≥ CsTrsp∧
n≥1
{(βCs,nTrsp + nk)}, k < CsTrsp

. (5.5)

Thus the model is simplified without the feedback loop as shown in
Figure 5.13.

Figure 5.13: The analysis model after breaking the feedback loop.

• Step 2: Resolve the link sharing and calculate the ESC provided by
agent P for freq.

According to the assumptions, the flows are served in turn by agent P
with WRR policy. The Round-Robin period is φreq + φrsp, and the time
slots assigned to each flow depend on their weights. The maximum waiting
time of a flow appears when the flow just misses its time slot, and waits
until the time slot of the other is over. For flow freq, this delay is φrsp, and
for freq it is φreq.

Let β̂1 be the ESC provided by agent P for flow freq. It is formulated as

β̂1 = φreq
φreq + φrsp

βC,T ⊗ δφrsp ⊗ β̂τ1 . (5.6)

Substitute Equation 5.4 into Equation 5.6, we obtain

β̂1 =

βw1C,T+φrsp ∧ (βCreq ,T+Treq+φrsp + k) , k ≥ CxTreq∧
n≥1
{(βCreq ,T+nTreq+φrsp + nk)} ∧ δ0 , k < CxTreq

, (5.7)

where w1 = φreq/(φreq + φrsp), Creq = min{w1C,Cx}. Similarly, the ESC
provided by agent P for frsp can be obtained as β̂2. Then, Figure 5.13 is
further simplified to Figure 5.14.
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Figure 5.14: The analysis model after resolving link sharing.

• Step 3: Calculate the overall ESC of flow freq along its path.

Figure 5.14 shows that the model is simplified to a series of nodes (network
elements) in tandem. Thus the system ESC of flow freq can be computed as

βsysreq = β̂1 ⊗ βµ ⊗ βσx

=

βCreq ,T ′req
, k ≥ CreqTreq∧

n≥0
{(βCreq ,T ′req+nTreq + nk)}, k < CreqTreq

,
(5.8)

where T ′req = T + φrsp +m+ Tx.

• Step 4: Finally, the delay bound of flow freq is deduced through its
arrival curve and system ESC.

Assume Creq ≥ r1, the closed form delay bound formula for flow freq is
calculated as

D̄req =

T
′
req + b1

Creq
, k ≥ CreqTreq

T ′req + b1
Creq

+ (Treq − k
Creq

)b b1k c, k < CreqTreq
, (5.9)

where T ′req = Tx+m+T+φrsp, w1 = φreq/(φreq+φrsp), Creq = min{w1C,Cx},
Treq = Tx +m+ T + c.

5.5.4 Verilog-HDL Generation and Model Evaluation

Code Generation

We build the xMAS model of the two-agent example in Simulink as shown
in Figure 5.16 (a). The packet transformation service is replaced by an LR
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server block which is a specific implementation of the function primitive. To
indicate the sinking point of freq in the Verilog code, a sink block is added
after the pack transformation service. The xMAS model is then translated
into Verilog-HDL code which is illustrated in Figure 5.16 (b) as a full signal
diagram.

Model Evaluation

The model evaluation results comprises two cases as indicated in Equa-
tion 5.9. The channel delay m = 1; and the credit feedback delay c = 3.
They are parameters with fixed values.

Case without flow control effect By setting b1 = 1, r1 = 0.7, b2 = 7,
r2 = 0.25, C = 1, φreq = 4, φrsp = 1, Cx = 0.9, Tx = 10, and the ingress
buffer size k = 15, the maximum simulated packet delay is 17 cycles while the
calculated delay bound is 17.25 as shown in Figure 5.15 (a). The tightness
value is 98.6% indicating that the calculated bound is tight.
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Figure 5.15: Delay bound evaluation results of the xMAS two-agent com-
munication example (a) without flow control effect and (b)with flow control
effect .

Case with flow control effect In this case, the parameter values are set
as b1 = 5, r1 = 0.45, b2 = 7, r2 = 0.25, C = 1, φreq = 1, φrsp = 1, Cx = 0.9,
Tx = 51, and the ingress buffer size k = 7. The obtained maximum simulated
packet delay is 64, and the calculated delay bound is 67 leading to tightness
of 95.2%.
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Figure 5.16: The xMAS two-agent communication example with (a) the model represented in Simulink; (b)
the full signal diagram corresponding to the generated Verilog-HDL code.
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5.6 Summary

In this chapter, an eXecutable Micro-Architectural Specification (xMAS)
based tool in Simulink is developed to facilitate quick modeling and cycle-
accurate bit-accurate simulations. The tool provides a unified environment
for the techniques proposed in Chapter 2-4, from high-level modeling to sim-
ulations and tightness evaluation. Through an xMAS example from Intel
researchers, the work flow of the tool is demonstrated.

The xMAS primitives are implemented at Register Transfer Level (RTL)
and synthesizable, though the tool is especially developed for xMAS based
high level modeling and analysis. It can be applied as a promising tool in
application specific NoC design at the compositional primitive level rather
than modular router level to reduce hardware redundancy.





Chapter 6

Summary and Future Work

6.1 Thesis Summary

Emerging as a promising alternative to the classical on-chip intercon-
nect fabrics for multicore and manycore architectures, Network-on-

Chip (NoC) has been extensively applied in Chip Multiprocessor (CMP) and
Multiprocessor System-on-Chip (MPSoC) designs due to its good scalability
and modularity. For NoC based CMP and MPSoC systems, requirements
of guaranteed performance from applications, e.g. multimedia, make perfor-
mance bound analysis an important research topic of NoC design. In this
thesis, formal analyses of delay and backlog bounds are conducted based on
Network Calculus (NC). To evaluate the bounds calculated by the analyti-
cal models, this study proposes the tightness evaluation method to ensure
validity of the analytical bounds. Moreover, the tool based on xMAS and
Simulink is developed to facilitate NoC design and model evaluation.

Chapter 2 develops the delay bound analysis techniques based on the
xMAS modeling framework, which is developed by Intel researchers to for-
mally represent the on-chip communication fabrics. This study builds the
micro-architectural representation of the NoC router with xMAS in a clear-
box view. Based on a set of well defined xMAS primitives, both the data flow
and the control flow in a router are captured to further model a network-flow
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diagram. The xMAS represented network-flow diagram is then mapped to
the NC analysis model according to a set of mapping rules that relate the
xMAS primitives (e.g. a queue) to corresponding elements in NC (e.g. a
buffer or a delayer). After we obtain the NC analysis model, the analysis
techniques based on NC can be applied to derive the closed form delay bound
formula of the tag flow. The analysis techniques employ the xMAS model as
a middle-layer representation to bridge the gap between the informal router
micro-architecture diagram and the formal analysis model of NC.

In chapter 3, backlog bound analysis techniques of the buffer in Virtual
Channel (VC) routers are developed based on NC. Different from the backlog
analysis for macro-network (e.g. Internet), a buffer in the NC analysis model
of NoC just represents a concrete buffer in on-chip network. Based on the
flow contention scenarios in a VC router, we identify the basic analysis cases
in two categories and propose individual analysis model for each case. Thus
a given NC analysis model can be decomposed into these elementary cases
and calculated. The step by step analysis procedure is proposed and can be
automated by algorithms with polynomial complexity. Case study results
indicate that the analysis results are correct and tight.

Tightness evaluation of the analytical bounds is important and necessary
to provide confidence for the formal analysis. It is essentially a reachability
problem that finds the worst case result to reach the calculated bounds. This
tightness evaluation is mostly an empirical process due to the large search
space of the system configurations. In order to turn this manual evaluation
into an efficiently automated searching process, we formalize the tightness
evaluation problems of delay and backlog bounds as optimization problems
with various constraints. Then meta-heuristics such as Simulated Anneal-
ing (SA) is applied to guide the search for the optimum or sub-optimum
solutions of the formulated problems so as to find the best tightness. By
incorporating simulation results with meta-heuristics, the dependency on
explicit mathematical tightness model with respect to system configuration
parameters is decoupled. Results of the case studies show that good tight-
ness of the analytical bounds by NC is reached effectively.

In order to provide an integrated process from the high level xMAS
modeling of the communication fabrics to cycle-accurate simulations and
tightness evaluation, we develop an xMAS tool based on the Simulink plat-
form which is known as a productivity tool for model driven design in in-
dustry. The tool represents the xMAS primitives as Simulink blocks with
configurable parameters. Thanks to the friendly user interface of Simulink,
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the xMAS tool provides an intuitive way for xMAS based design to model
the communication fabrics. Each Simulink block of the xMAS primitive
has a counterpart of Verilog-HDL implementation. Thus the xMAS mod-
els hierarchically built in Simulink can be translated into hierarchical HDL
implementation that can be used to conduct cycle-accurate bit-accurate sim-
ulations. The tightness evaluation is also provided by the tool such that the
cycle-accurate simulation results are used in the heuristic aided search pro-
cess. Moreover, the tool can also be applied to design communication fabrics
especially application specific NoCs based on the synthesizable primitives.

6.2 Future Work

Guaranteed service oriented performance analysis of NoC has very rich con-
tent to study and investigate. In this thesis, we have focused on the formal
analysis of delay and backlog bounds and the tightness evaluation of the cal-
culated bounds. The tool based on the xMAS modeling framework and the
Simulink platform is developed to support performance analysis and model
evaluation. Out of these studies, there are still some open research issues
which we list as follows.

• Automation of the Quality-of-Service (QoS) analysis procedure and
the integration of the procedure into the xMAS tool
As revealed in this study, the mathematical derivation of delay and
backlog bounds can be quite lengthy and complicated. The manual
calculation approach is hard to scale with the system size. Based on
the well defined steps, it is achievable to automate the delay bound
analysis as well as the backlog bound analysis. Further integration of
the automated analysis into the xMAS tool will promote the efficiency
and scalability of tightness evaluation. In fact, the xMAS tool well
captures the network micro-architectural structure, flow topology, and
resource contention as the initial input to the analysis procedure.

• Joint tightness analysis of delay and backlog bounds
We have studied the tightness evaluation problem of delay and back-
log bounds individually. The joint tightness of both delay and backlog
bounds would be an interesting problem to investigate. The tightness
evaluation method proposed in this thesis may be straightforwardly
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extended to formulate the joint tightness problem as multi-objective
optimization problems. However, more constraints may need to be
considered after analysing the correlation between delay bound tight-
ness and backlog bound tightness and the conditions of worst case
occurrence for each bound.

• Extension of the heuristics guided search to more design metrics
Design metrics such as energy and area are also important measure-
ments of an NoC. The optimization problems of these metrics can
be formulated similarly with the constraints and parameters altered.
The method of heuristics guided search can also be applied to opti-
mize these metrics due to two reasons. First, the objective function we
formulated in tightness evaluation does not require the explicit math-
ematical expression as long as the metric value can be obtained when
the system configuration changes. Second, our method incorporates
the accuracy of simulations with the efficiency of meta-heuristics so as
to benefit from both.

• Extension of the analysis from network analysis to system analysis
So far, we have studied the performance analysis, more specifically
the delay bound within the on-chip network. However, in many cases,
the flow latency from source to destination also much affected by the
service outside the boundary of NoC. For example, in a memory access
transaction, some delay is required to wait for the data returned from
the memory after the request reaches the memory node. In this case,
the memory service time should be considered though it is out of the
network. The formal analysis techniques still work at the system level,
however, the service provided by the processing element outside the
network as well as the router should be counted into the analysis.

• Unified framework to analyse both average case and worst case
The performance analysis on average case and worst case are currently
separated due to they apply different formalisms. For example, queue-
ing theory is widely used to analyse the average latency and buffer
backlog in a queueing network, while NC is applied to calculate delay
and backlog bounds. A unified framework which incorporates analysis
of both average case and worst case will significantly help comprehend
the network performance for flows with different QoS requirements.
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• Component level design support of the xMAS tool for application spe-
cific NoC
Application specific NoC design adopts customized interconnect topol-
ogy to avoid redundancy and thus reduce hardware cost. As studied in
the thesis, xMAS is competent in expressing the micro-architecture of
the routers including data flow and control flow. The current HDL im-
plementation of the xMAS library is at Register Transfer Level (RTL)
and synthesizable. Moreover, hierarchical xMAS modeling has been
well supported in the xMAS tool. This feature significantly reduces
the complexity of component level NoC design. To better support the
NoC design from components (primitives), the xMAS tool will incor-
porate more flexible options on arbitration policy, buffer organization
and switching method.
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