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Abstract
The purpose of this thesis is to develop an algorithm which solves the Vehicle Relocation
Problem in the One-Way Car-Sharing (VRLPOWCS) as fast as possible. The problem
describes the task of relocating the cars to areas with the largest demand. The
chauffeurs who relocate the cars are transported by shuttle buses. Each car is assigned
an individual relocation utility. The objective is to find shuttle tours that maximise in
a given time the relocation utility while balancing the distribution of the cars. The
VRLPOWCS is formulated as a mixed integer linear program. Since this problem is
NP-complete we choose the branch-and-cut method to solve it. Using additional cutting
planes – which exploit the structure of the VRLPOWCS – we enhance this method.
Tests on real data show that this extended algorithm can solve the VRLPOWCS faster.

Sammanfattning
Syftet med detta examensarbete är att utveckla en algoritm som löser fördelningsproblemet av car-sharing bilar (VRLPOWCS) så snabbt som möjligt. Problemet beskriver
uppgiften att flytta bilarna till områden där efterfrågan är störst. Bilarna flyttas av
chaufförer som är transporterade med bussar. Varje bil ges ett flyttningsvärde. Målet är
att hitta resor för bussarna så att inom ett visst tidsintervall det totala flyttningsvärdet
är maximerat med hänsyn till en given fördelning. VRLPOWCS formuleras som ett linjärt heltalsprogrammeringsproblem. Eftersom problemet är NP-fullständigt, använder
vi branch-and-cut metoden för att lösa det. Metoden utvidgar vi med cutting planes
vilka utnyttjar VRLPOWCS strukturen. Tester med olika riktiga data visar att den
utvidga algoritmen kan lösa VRLPOWCS snabbare.

Zusammenfassung
Das Ziel dieser Arbeit ist die Entwicklung eines Algorithmus, der das Umparkproblem im
Free-Floating Carsharing (VRLPOWCS) schnellstmöglich löst. Beim Umparkproblem
werden Carsharing Fahrzeuge in Gebiete mit der höchsten Nachfrage umverteilt. Dabei
werden die Autos von Fahrern umgeparkt, welche von Kleinbussen transportiert werden.
Jedem Auto wird ein individueller Nutzenwert zugewiesen. Das Ziel des Umparkproblems ist das Finden von Bustouren, die in gegebener Zeit den Umparknutzen unter
Beachtung einer gewissen Verteilung der Fahrzeuge in den Zielräumen maximieren.
Das VRLPOWCS wird als ganzahlig-lineares Optimierungsproblem formuliert. Zur
Lösung des VRLPOWCS wird ein Schnittebenenverfahren verwendet, da das Problem
NP-vollständig ist. Das Verfahren wird mit Schnitten verbessert, die die Struktur
des VRLPOWCS ausnutzen. Testläufe mit echten Daten zeigen, dass der erweiterte
Algorithmus das VRLPOWCS schneller lösen kann.
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Chapter 1
One-way car-sharing
“The concept of using a car but not owning one.”

1

The term “car-sharing” describes shared vehicle programs which give people the possibility to use temporarily a car. This idea was born in 1948 in Zurich, Switzerland,
when a housing community started to commonly use vehicles in the “Selfage” program.
In the next decades some more projects were initialised in Europe and the United
States, but car-sharing eked out a niche existence until the 1990s [Mil+05].
The trend towards urbanisation in the recent years lead to the rediscovery of car-sharing
as a solution to the changed mobility behaviour in big cities. Since the millennium
years, car-sharing became more and more popular and several car-sharing companies
have offered their services to a growing number of customers. In Germany, for example,
the number of car-sharing vehicles grew from 1,500 in 1999 to 15,500 in 2015 according
to the Bundesverband CarSharing, Germany’s national car-sharing association (see
Fig. 1.1). At the begin of 2015 1,040,000 customers – 37.4 percent more than in 2014 –
were registered with 150 German car-sharing providers [Bun15b]. Today, in almost every major city in Germany several providers offer their services. In Sweden, car-sharing
has not been that popular although in 1983 the car-sharing program “Vivalla bil”
opened in Örebro [Ber98]. However, since December 2014 a big car-sharing provider
offers its services in Stockholm.
There are several models of car-sharing services, among them one-way car sharing
which is very popular in Germany. In the one-way car-sharing – also called free-floating
car-sharing – the car-sharing providers define zones in the city where the cars can be
parked. These zones usually cover the city centre and hotspots like railway stations
or airports. The customers can use web-based services to locate available cars and
member cards to access them. The usage of the cars is typically charged per minute,
starting at the moment when the customers open the cars and ending when they park
them somewhere in the predefined zones.

1

See [LMN01].
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Figure 1.1: Evolution of car-sharing in Germany since 1997 [Bun15a]. The yellow bars show
the number of authorised chauffeurs in Germany (“Fahrberechtigte”, left y-axis),
the black line the number of car-sharing cars available (“CarSharing-Fahrzeuge”,
right y-axis).

The possibility for the customers to leave the cars after the usage at an arbitrary
location makes it necessary for the provider to relocate the cars.

2

1.1 Vehicle relocation in the one-way car-sharing

1.1 Vehicle relocation in the one-way car-sharing
In the one-way car-sharing, the distribution of the cars in the city is mainly influenced
by the customers’ demand which depends on the time of day and location.
Imagine Friday night in a major city. People have spent some leisure time in the city
centre and now want to go home. Many of those who are living in the outer districts of
the city do not want to use public transport at night. Instead, they prefer to use carsharing vehicles since it is faster and more convenient. For that reason, many cars are
moved from the city centre to the suburbs on Friday night. On Saturday almost none
of these cars is used for rides to the city centre because many people stay at home or
use other forms of transport. Meanwhile, other people spend Saturday shopping in the
city centre. Some of them want to bring their bulky purchases home using a car-sharing
vehicle. Unfortunately, it is almost impossible to find one since most of the cars are
still in the outskirts. Consequently, the demand in the city centre exceeds the supply,
while in the outer zones a lot of cars are sitting idle. A similar situation arises also during weekdays when many people use those cars for driving the last mile home from work.
This uneven distribution results in a challenge for car-sharing companies who want
to maximise their revenues by providing their customers the best possible service.
Therefore, the providers need to relocate the cars to meet the (expected) demand. The
demand for car-sharing vehicles is normally not the same in every zone. At hotspots
like city centres, railway stations or airports, the need for such cars is usually higher. In
suburbs or commercial zones, it is typically lower. Based on the previously determined
demand, the providers divide the zones into two classes. The from-zones are those
zones where the expected demand is lower than the current number of cars located
(suburbs, commercial zones), whereas the to-zones comprise all the areas with an
expected high demand (city centres, railway stations, airports). The task is then to
reduce the surplus of cars in the from-zones and to increase the number of cars in the
to-zones. For that purpose, the from-zones are considered as sources from which cars
can be taken to satisfy the expected demand in the to-zones. The to-zones can be seen
as sinks: cars can be moved to them but not away. As a consequence, an additional
relocation between the to-zones will not be considered.
One possibility to relocate the cars is to offer the customers incentives for moving the
cars (for example free minutes or lower minute prices). This passive relocation has the
disadvantage that the providers cannot completely control which cars are moved to
which to-zone. An alternative is the active relocation done by the providers. Thereby,
the vehicles are moved between the zones by chauffeurs who are transported by
shuttle buses. Every chauffeur is assigned to a shuttle for a complete tour due to
organisational reasons. The bus takes the chauffeurs from the start-depot to the
selected from-zone cars and drops them off sequentially. After arriving at the predefined

3
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to-zones, the chauffeurs park the cars and walk to the meeting point. There they are
picked up by the shuttle bus. Having collected all the chauffeurs, the shuttle heads
for the next group of from-zone cars. This pick-up and drop-off can be repeated until
the maximal working time is reached. Then the shuttle takes the chauffeurs to the
end-depot, which may not necessarily be the start-depot. Fig. 1.2 illustrates the idea
of the relocation process.
f1

t1
f2

f3
f7

t2

ds

f4

dt

f8

t3

f5

f6

Figure 1.2: Example of a relocation tour where a shuttle (blue arcs) twice drops off three
chauffeurs at from-zone nodes and then picks them up in the to-zones. Out of
eight cars available, the chauffeurs relocate six (black arcs).

While moving cars from the from-zones to the to-zones, the chauffeurs can stop at
petrol stations to refuel the cars. When the cars are refuelled during the relocation
the provider economise, using one employee to carry out two tasks. This is often
necessary as refuelling car-sharing cars may be not convenient for the customers. Of
course, the providers could also offer rewards to the customers for refuelling the cars.
However, it is doubtful if this motivates the customers to stop by a petrol station
since the refuelling costs time. For this reason, we assume that the providers do the
refuelling and therefore prefer to relocate cars with a lower fuel level.
The car-sharing companies’ aim is to increase the utilisation rate of the cars by adapting
the distribution of the vehicles between the zones to the expected demand. For this

4
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purpose the providers distinguish not only between from-zones and to-zones but also
between the particular to-zones. This allows them to control the distribution of
the cars which are to be relocated among the individual to-zones. Therefore, the
providers determine the expected demand for each to-zone before the relocation takes
place. This prediction is then used to assign individual weights to the to-zones. The
higher the expected demand for a to-zone, the higher its weight and the more cars –
with respect to other to-zones – should be moved to this to-zone. The maximal number
of cars that can be parked in a to-zone is limited due to restricted parking space, which
varies for every to-zone.

1.2 Scope of the thesis
The relocation problem was addressed by R. Bürkle, C. Grupp, M. Kaiser and M.
Knoll [Bür+14], a group of mathematics students who worked on this problem during
a course in summer 2014 at the Technische Universität München (TUM), Germany.
They formulated this problem as a mixed-integer linear program and were able to solve
it with heuristic methods. The model uses four index-sets and therefore the number
of variables is comparably high. It is apparent that this high complexity influences
negatively the computational time for solving the problem, especially for big problem
instances (by means of number of cars and to-zones). Hence, one could consider simpler
models like planing only drop-off tours or using just one shuttle bus. On the other hand,
by renouncing as many simplifications as possible, this model gives a more realistic
representation of the problem.
The scope of this thesis is to develop an algorithm which solves an extension of the
four-index model as fast as possible. As one can show, the relocation problem is NPcomplete. That means, there is no algorithm known by now which can solve the problem
in polynomial runtime. Consequently, one has to make use of combinatorial optimisation methods. The method chosen in this thesis is the branch-and-cut algorithm which
is used by almost every modern Mixed-Integer Programming (MIP) solver [FLS10].
Since these solvers have to be able to solve different types of optimisation problems, the
cuts they use are typically cutting planes which can be generated independently of the
problem. These cuts cannot exploit the special structure of the corresponding problem.
Therefore, the aim of this thesis is to find such special cuts for the relocation problem
which improve the performance of an existing branch-and-cut method. To validate
the usefulness of the additional cuts as well as to asses their impact, the developed
branch-and-cut algorithm has to be tested on real-life instances.

5
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Summarising, six objectives are defined:
1. Discussion and adaptation of the four-index model.
2. Identification of useful additional cutting planes which exploit the structure of
the relocation problem.
3. Implementation of the developed branch-and-cut algorithm for the relocation
problem in a computer program.
4. Testing the program with real-life instances.
5. Analysis of the test results.
6. Developing of a branch-and-cut method for solving the relocation problem.
We achieve these objectives as follows:
In Chapter 2 we state the Vehicle Relocation Problem (VRLPOWCS) in the One-Way
Car-Sharing. Then we discuss the four-index model and show that this formulation of
the VRLPOWCS is correct.
Chapter 3 presents problems which are related to the VRLPOWCS. Using these
relations we prove that the VRLPOWCS is NP-complete.
After giving an introduction to the theory of branch-and-cut in Chapter 4, we present
and discuss in Chapter 5 several cutting planes which we deduced from the Orienteering
Problem and adapted to the VRLPOWCS. In addition, we propose separation methods
for three of these cutting planes and show certain correlations between them.
Chapter 6 describes the implementation of the proposed branch-and-cut algorithm in a
computer program which can solve the VRLPOWCS. In Chapter 7 we state the set-up
of the tests and present the test criteria we use for evaluation. In Chapter 8 we analyse
and discuss the numerical results of the tests under several perspectives.
This thesis is closed in Chapter 9 with a summary and an outlook on further research
questions regarding the Vehicle Relocation Problem in the One-Way Car-Sharing.

6

Chapter 2
The vehicle relocation problem in the
one-way car-sharing
The informal description of the relocation process in the previous chapter shows
that it is a non-trivial task to find an optimal solution to this problem. Therefore,
a mathematical model is introduced to describe the so called Vehicle Relocation
Problem in the One-Way Car-Sharing (VRLPOWCS). This formulation is
based on a mixed-integer linear program (MIP) proposed by R. Bürkle, C. Grupp, M.
Kaiser and M. Knoll [Bür+14]. In this chapter we first define the VRLPOWCS formally
and point out special characteristics of the problem. Then we discuss the adaptations
and extension we made to the four-index model for our purposes. The correctness of
this formulation is showed, too. Furthermore, we prove that this formulation already
implies certain constraints, among others the subtour elimination constraints. Finally,
we a symmetry breaking inequality for excluding certain symmetries in the model.

2.1 Problem statement
In this section we formally introduce the VRLPOWCS. To describe this problem
mathematically, the following sets and parameters are introduced:
Let V be a finite node set which is partitioned into three subsets: V = {ds , dt }⊍Vf r ⊍Vto .
ds and dt describe the start-depot and the end-depot. Recall that these two depots
do not necessarily have to be the same. The from-zone nodes Vf r ⊊ V stand for
the locations of the cars parked within the from-zones which can be relocated. As
mentioned before, the car-sharing provider does not want to relocate all cars parked
in the from-zones. Hence, in the problem only those cars (which correspond to the
from-zone nodes) appear which were selected in advance as candidates for a relocation.
Every from-zone node i ∈ Vf r is associated with a non-negative utility value ui ∈ Q≥0 .
Vto ⊊ V denotes the to-zone nodes. Every to-zone node t ∈ Vto is assigned a to-zone
capacity Qt ∈ N. It describes the maximal number of cars that can be moved to to-zone
t ∈ Vto due to limited parking space in the to-zones. Furthermore, every to-zone t ∈ Vto
has an individual weight ωt ∈ N. These weights are used to distribute the cars between

7

Chapter 2 The vehicle relocation problem in the one-way car-sharing
the to-zones according to the expected demand. The higher the expected demand of a
to-zone, the higher its weight. Dividing the weights by the total weight, Ω = ∑t∈Vto ωt ,
one obtains the relative weight ωΩt ∈ (0, 1] of the corresponding zone t ∈ Vto . Thus,
the relative weights allow a more demand-driven distribution by preferring distinct
to-zones. This is elaborated in more detail in Section 2.2.6.
The arc set A ⊊ V × V indicates the possible journeys of the shuttles and cars between
the nodes i ∈ V and j ∈ V, not the actual road network in the city. Therefore, it contains
the following arcs:
• [ds , j, ], ∀j ∈ Vf r ,
• [i, j], ∀i ∈ Vf r , j ∈ V /{ds , dt },
• [i, j], ∀i ∈ Vto , j ∈ V /{ds }.
The function

ty ∶ A Ð→ N0

assigns every arc [i, j] ∈ A a non-negative weight. This weight is the shuttle travel
time, tyi,j ∶= ty ([i, j]) ∀[i, j] ∈ A. Note that due to one-way streets, road works or traffic
situations the travel time from node i to j may be in general not the same as from j to
i. This justifies also the usage of a directed graph (see Definition 2.1). The maximal
shuttle working time is limited by Z ∈ N.
The set of car arcs, Acar ∶= {[i, j] ∶ i ∈ Vf r , j ∈ Vto } ⊊ A includes all arcs which can
be used by the cars. For all car arcs [i, j] ∈ Acar , a second weight is assigned by the
function
tx ∶ Acar Ð→ N0 .
It describes the car travel time, txi,j ∶= tx ([i, j]) ∀[i, j] ∈ Acar .
These sets and functions induce the so called relocation graph.
Definition 2.1 (Relocation graph)
Let V , A, ty and tx be defined as stated above. The weighted, directed graph G =
(V, A, ty , tx ) is called the relocation graph.
As mentioned in Section 1.1, a fleet of shuttle buses transports the chauffeurs. The
shuttle set K = {1, . . . , K}, K ∈ N, contains all the buses which are available. Every
shuttle k has a capacity Ck ∈ N which denotes the maximal number of seats.
Each shuttle can repeat the drop-off and pick-up process at most R ∈ N times. This
requires the introduction of the segment set R = {1, . . . , R}. A segment r ∈ R begins
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and ends when a shuttle k ∈ K heads from a to-zone node i ∈ Vto to a from-zone node
j ∈ Vf r . The last segment 1 ≤ rlast ≤ R ends when the shuttle arrives in the end-depot.
Observe that R is an upper limit on the maximal number of segments allowed. That
means, a shuttle does not have to use all segments but can return to the end-depot before. Then it remains there since it is not allowed to leave the end-depot any more. It is
important to choose R as small as possible since it influences the problem size. However,
one cannot determine R optimally in advance since this value is part of the optimal solution of the VRLPOWCS. As a consequence, one has to approximate R (see Section 8.5).
Due to the introduction of segments one has to differentiate in which segment a node is
visited. Consequently, one has to clone the graph G R times and connect the individual
segment levels (cf. Fig. 2.1). By introducing segment-nodes and segment-arcs, the
nodes V and the arcs A are distinguished by their segment level.
Definition 2.2
a) Let R = {1, . . . , R}, R ∈ N, be the set of segments. Define Ṽ ∶= V × R, the set of
segment-nodes. For every subset S ⊂ V define analogously S̃ ∶= S × R.
b) Ã ⊊ Ṽ × Ṽ , is the set of segment-arcs. It contains the following directed arcs:
(i) [(ds , 1), (j, 1)], ∀j ∈ Vf r ,
(ii) [(i, r), (j, r)], ∀i ∈ Vf r , j ∈ V /{ds , dt }, 1 ≤ r ≤ R,
(iii) [(i, r), (j, r)], ∀i ∈ Vto , j ∈ Vto ∪ {dt }, 1 ≤ r ≤ R,
(iv) [(i, r), (j, r + 1)], ∀i ∈ Vto , j ∈ Vf r , 1 ≤ r ≤ R − 1.
The cars cannot change the segment-level, i.e. they can be only moved in the same
segment. Hence, the set Ãcar is defined as follows:
Ãcar ∶= {[(i, r), (j, s)] ∈ Ã ∶ i ∈ Vf r , j ∈ Vto , r = s}.
Remark 2.3 (Equivalence classes on the segment sets)
Ṽ contains R times the node set V (cf. Fig. 2.1). That is, every node i ∈ V has R
clones which differ by the segment. This induces an equivalence relation:
Ψ = {((i, r), (j, s)) ∈ Ṽ × Ṽ ∶ i = j}.
Thus, the equivalence class [i]Ψ = {(j, r) ∈ Ṽ ∶ j = i, r ∈ R} represents all segment-nodes
(i, r) ∈ Ṽ . To simplify notation, node i ∈ V is in the following considered as representative for the equivalence class [i]Ψ .
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Analogously, one can define an equivalence relation on the set of segment-arcs Ã:
Φ = {([(i, r), (j, s)], [(g, p), (h, q)]) ∈ Ã × Ã ∶ i = g, j = h}.
The corresponding equivalence classes are
[[(i, j)]]Φ = {[(g, p), (h, q)] ∈ Ṽ ∶ i = g, j = h ∈ R}.
They contain all the segment-arcs which connect the same nodes on different segments.
Like for the segment-nodes, arc [i, j] ∈ A represents in what follows equivalence class
[[(i, j)]]Φ .
The weight functions defined for the relocation graph have to be adapted to the
segment-arcs. Since the weights do not depend on the particular levels, the functions
are defined on the corresponding equivalence classes.
The weight function
t̃y ∶ Ã/ ∼Ψ Ð→ N0 , [i, j]Ψ ↦ ty ([i, j]), h
assigns to every arc in the arc equivalence class [i, j]Ψ ∈ Ã/ ∼Ψ the shuttle travel time
of the corresponding arc [i, j] ∈ A in the relocation graph.
In the same way the weight function
t̃x ∶ Ãcar / ∼Ψ Ð→ N0 , [i, j]Ψ ↦ tx ([i, j])
assigns to every car arc in the car arc equivalence class [i, j]Ψ ∈ Ãcar / ∼Ψ the car travel
time of the corresponding arc [i, j] ∈ Acar in the relocation graph.
These sets allow to define the segment-graph which contains R clones of the relocation
graph (see Fig. 2.1).
Definition 2.4 (segment-graph)
Let Ṽ , Ã, t̃y and t̃x be defined as stated above. The weighted, directed graph
G̃ = (Ṽ , Ã, t̃y , t̃x ) is called the segment-graph.
Every shuttle bus can complete a tour on the segment-graph. Such a VRLPOWCS-tour
is defined as follows.
Definition 2.5 (VRLPOWCS-tour)
Let G̃ = (Ṽ , Ã, t̃y , t̃x ) be the segment-graph. Furthermore, let K = {1, . . . , K}, K ∈ N,
be the set of available shuttles and R = {1, . . . , R}, R ∈ N, the set of available segments.
Ck ∈ N denotes the maximal seat capacity of shuttle k ∈ K, Z ∈ N the maximal shuttle
working time. A VRLPOWCS-tour Tk = (a1 , . . . , am ), k ∈ K, is a sequence of m ∈ N
arcs al ∈ Ã, 1 ≤ l ≤ m, such that:

10

2.1 Problem statement

Figure 2.1: Illustration of a segment-graph. Each segment in the segment-graph defines a
new level of the relocation graph by cloning all nodes.

1. Every segment-node (i, r) ∈ Ṽ is visited at most once.
2. The first arc starts in the start-depot and is traversed in the first segment, i.e.
a1 = [(ds , 1), (j, 1)] for some j ∈ Vf r .
3. The tour is connected and every segment-node entered in some arc is left in the
next arc (except the start- and end-depot), i.e.
al−1 = [(i, r), (j, s)] ⇒ al = [(j, r), (h, p)] for i, j, h ∈ V, 1 ≤ r ≤ s ≤ p ≤ R,
2 ≤ l ≤ m.
4. The last arc connects a to-zone node with the end-depot dt in some segment
1 ≤ r ≤ R: am = [(i, r), (dt , r)], i ∈ Vto .
m

5. The travel time of the tour does not exceed a given time limit Z ∈ N: ∑ tyal ≤ Z.
l=1

If shuttle k̂ is not used for a tour, the corresponding VRLPOWCS-tour is an empty
sequence, Tk̂ = ().
In the VRLPOWCS, multiple tours can be combined. Consequently, the VRLPOWCS
is defined in the following way.
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Definition 2.6 (Vehicle Relocation Problem in the One-Way Car-Sharing)
Given
• G̃ = (Ṽ , Ã, t̃y , t̃x ), the segment-graph,
• K = {1, . . . , K}, K ∈ N, the set of available shuttles,
• R = {1, . . . , R}, R ∈ N, the set of available segments,
• Ck ∈ N, the maximal seat capacity of shuttle k ∈ K,
• Z ∈ N, the maximal shuttle working time,
• Qt ∈ N, the capacity of to-zone t ∈ Vto ,
• ωt ∈ N, the weight of to-zone t ∈ Vto ,
• ui , the utility value assigned to from-zone node i ∈ Vf r ,
find a set of VRLPOWCS-tours, T = (T1 , . . . , TK ), such that:
1. Every from-zone node i ∈ Vf r is visited at most once.
2. The cars are relocated such that in no to-zone node t ∈ Vto the capacity limit Qt
is exceeded.
3. The relocation utility is maximised with respect to the smallest possible deviation
from the distribution of the cars among the to-zones as imposed by the weights
ωt , t ∈ Vto .
Having defined the VRLPOWCS, in the next section we present a mixed-integer linear
program which formulates this problem.

2.2 Mathematical modeling
In the following we show how we formulate the VRLPOWCS stated in Definition 2.6
as an mixed-integer linear program. Therefore, the index sets, parameters, variables
and (in)equalities related to this optimisation problem are discussed. As previously
mentioned, this model is an extension of another formulation (cf. [Bür+14]). The
main amendments we did concern the objective function, the introduction of softconstraints and the timing constraints. An overview of the entire program can be found
in Appendix A.
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2.2.1 Assumptions
To state a mathematical formulation of the VRLPOWCS, certain assumptions have to
be made.
• It is assumed that the cars designated for relocation are “locked” for the customers.
That means, the shuttles do not have to adapt their routes during the tours due
to the fact that existing cars “vanish” or new ones “appear”.
• Furthermore, it is presumed that the from-zones are widely distributed whereas the
parking places in the to-zones are rather clustered. This justifies the assumption
that the shuttle bus drops off the chauffeurs near the particular cars in the
from-zones while in the to-zones the shuttle stops only once at a predefined
meeting point. The chauffeurs need therefore some transfer time to get to the
from-zone cars and later to the meeting point in the to-zone. This transfer time
U ∈ N is assumed to be the same for all zones and for all chauffeurs and is added
to the travel time of the cars.
• The shuttle fleet is considered to be homogeneous, i.e. all buses have the same
capacity C ∈ N: Ck = C ∀k ∈ K. In addition, it is assumed that every shuttle is
fully occupied.
• The time unit used in this model are seconds.
• The (minimal) travel times between the particular stops are computed in advance
by aid of a route planner.
• The shuttle buses are presumably minibuses. Consequently, the net travel time
for the cars and the buses is the same. The decision if a car has to be refuelled is
also taken in advance. The time for fuelling is then already included in the travel
time of the corresponding car. Thus, the travel time of the cars is in general
longer as the one of the shuttles since the cars have eventually to be refuelled.
• The function

u ∶ Vf r Ð→ [1, 2], i ↦ 2 − fi ,

defines the utility values. It depends solely on the relative fuel level of the
corresponding car i ∈ Vf r , fi ∈ [0, 1]. ui ∶= u(i), describes the relocation utility of
the car associated with from-zone node i ∈ Vf r .

2.2.2 Sets
The model is defined on the relocation graph G = (V, A, ty , tx ) (see Definition 2.1)
since the usage of distinct decision variables already induces the segment-graph (cf.
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Remark 2.7).
Vf r = {1, . . . , nf }, nf ∈ N, denotes the from-zone nodes, Vto = {1, . . . , nt }, nt ∈ N, the
to-zone nodes. Sometimes it can be useful to decompose V into two other subsets,
V = Vout ⊍ Vin with Vout = {ds } ∪ Vf r and Vin = Vto ∪ {dt }.
The sets K and R are defined as stated in Section 2.1. That means, the number of
available shuttles K (and thus of available chauffeurs), and the maximal number of
segments allowed R is set in advance.

2.2.3 Parameters
Besides the parameters which are used under certain assumptions (see Section 2.2.1),
the model uses the parameters as described in Section 2.1:
• Qt ∈ N, capacity of to-zone t ∈ Vto .
• wt ∈ N, weight of to-zone t ∈ Vto .
• Z ∈ N, maximal working time for the shuttles.

2.2.4 Variables
To formulate the optimisation problem five variables are used:
The binary variable yi,j,k,r (called shuttle decision variable) decides if shuttle k ∈ K
goes from node i ∈ V to node j ∈ V in segment r ∈ R. It is defined as
yi,j,k,r

⎧
⎪
⎪1, if shuttle k ∈ K goes from node i ∈ V to node j ∈ V in segment r ∈ R,
=⎨
⎪
⎪
⎩0, else.

Remark 2.7 (Shuttle decision variables induce a segment-graph)
The shuttle decision variables yi,j,k,r allow to distinguish which arc [i, j] ∈ A is used
in which segment r ∈ R by a shuttle k ∈ K. Hence, the shuttle decision variables
define which segment-arcs [(i, r), (j, s)] ∈ Ã are traversed by shuttle k and thus also
which segment-nodes (i, r) ∈ Ṽ are visited. Consequently, the usage of these variables
induces the node set Ṽ y = Ṽ and the arc set Ãy ⊋ Ã. In combination with some
distinct constraints (see Section 2.2.6), this arc set Ãy can be restricted to Ãyrest such
that Ãyrest = Ã holds. Summarising, by aid of the shuttle decision variables the
segment-graph G̃ can be induced.
Thus, it is sufficient to use the relocation graph G as framework for assigning the
parameters (travel times, weights and capacities of the to-zones, relocation utilities of
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the from-zones) to the nodes i ∈ V and arcs [i, j] ∈ A, which represent the equivalence
classes of segment-nodes Ṽ / ∼Φ and segment-arcs Ã/ ∼Ψ .
Analogously to the shuttle decision variable, the binary variable xi,j,k,r (car decision
variable) determines if a car parked at from-zone node i ∈ Vf r is moved to to-zone
node j ∈ Vto by a chauffeur who has been dropped off by shuttle k ∈ K in segment
r ∈ R:

xi,j,k,r

⎧
1, if a car is moved from i ∈ Vf r to j ∈ Vto by a chauffeur that has been
⎪
⎪
⎪
⎪
= ⎨ dropped off by shuttle k ∈ K in segment r ∈ R
⎪
⎪
⎪
⎪
⎩0, else.

Due to different travel times for the shuttles and for the cars, the drop-off and the
pick-up times have to be coordinated. This is done by using the timing variable
wi,k,r ∈ N. It defines the time point at which shuttle k ∈ K arrives at node i ∈ V in
segment r ∈ R and is limited by the maximal working time Z ∈ N.
The distribution of the cars among the to-zones is modelled by aid of soft-constraints
(see inequalities (2.15) and (2.16)). For that purpose, two penalty variables are
introduced: pt ∈ [0, +∞) measures the positive deviation of the car distribution in the
corresponding to-zone t ∈ Vto , qt ∈ [0, +∞) the negative deviation.

2.2.5 Objective
The Vehicle Relocation Problem in the One-Way Car-Sharing asks for a solution
that maximises the utility of relocating cars from from-zones to to-zones in a given
time period while taking into account some given distribution between the to-zones.
Thus, both requirements – maximise the total relocation utility and distribute the cars
between the to-zones according to the predefined distribution – have to be incorporated
in the objective function.
To obtain the total relocation utility, one has to sum up the utility values of all cars
which are relocated. This is the case when ∑j∈Vto ∑k∈K ∑r∈R xi,j,k,r = 1. Consequently,
the first component of the objective function is
∑ ui ⋅ ( ∑ ∑ ∑ xi,j,k,r ).
i∈Vf r

j∈Vto k∈K r∈R

The distribution of the cars between the to-zones according to the weights is formulated
in this model by aid of soft-constraints. The deviation of the actual distribution from
the imposed one is therefore penalised by subtracting the penalty variables from the
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total relocation utility. Hence,

− ∑ (pt + qt )
t∈Vto

is added as the second component to the objective function. Both components are
then combined in a convex combination. A trade-off parameter λ ∈ [0, 1] controls
the impact of the soft-constraints (the higher lambda, the more the distribution is
taken into account). Summarising, the objective function of the VRLPOWCS looks as
follows:
max ((1 − λ) ⋅ ∑ ui ⋅ ( ∑ ∑ ∑ xi,j,k,r ) − λ ⋅ ∑ (pt + qt )).
i∈Vf r

j∈Vto k∈K r∈R

(2.0)

t∈Vto

2.2.6 Constraints
Before stating the constraints, a simplifying notation is introduced:

Notation
As mentioned above, the model is formulated on the relocation graph G = (V, A, ty , tx ).
Consequently, the shuttle decision variables yi,j,k,r are only defined for arcs [i, j] ∈ A.
Thus, given two node sets V1 , V2 ⊆ V , the sum over the shuttle decision variables has
to be of the form
∑ yi,j,k,r .
[i,j]∈A∶
i∈V1 ,j∈V2

Although mathematically correct, this notation is rather cumbersome. Therefore, this
notation is substituted by the following one:
∑ ∑ yi,j,k,r .
i∈V1 i∈V2

Strictly speaking, this notation is wrong since it includes arcs which are not defined in
the relocation graph, too. However, this notation increases the readability and thus it
is used in the thesis to define the sum over a set B = {[i, j] ∈ A ∶ i ∈ V1 , j ∈ V2 }.
The constraints can be categorised into five classes: connectivity constraints, drop-off
and pick-up constraints, timing constraints, to-zone constraints and variable-defining
constraints.
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Connectivity constraints
Setting the corresponding car decision variables to zero, it is guaranteed that the cars
can be moved only to to-zones
xi,j,k,r = 0

∀i ∈ V, j ∈ V /Vto , k ∈ K, r ∈ R,

(2.1)

and never again out of any to-zone
xi,j,k,r = 0

∀i ∈ Vto , j ∈ V, k ∈ K, r ∈ R.

(2.2)

The outflow (of the shuttles) from the start-depot is restricted to one by
∑ yds ,j,k,1 ≤ 1 ∀k ∈ K.

(2.3)

j∈Vf r

The inequality states that the shuttles can (but do not have to) leave the start-depot.
The reason for this is the fact that eventually not all K shuttles are necessary for
relocating cars and therefore the provider can economise by using the minimal number
of shuttles required.
As mentioned in Remark 2.7, the model is formulated on the relocation graph which
contains only distinct arcs. However, in contrast to the segment-graph, the relocation
graph does not distinguish the arcs by segments. Consequently, these arcs have to be
excluded by setting the outflow out of the start-depot in any segment (except the first
one) to zero,
yds ,j,k,r = 0 ∀j ∈ Vf r , k ∈ K, r ∈ R/{1}.
(2.4)
Since the shuttles do not have to leave the start-depot, they should be forced to enter
the end-depot only if they do a tour. Thus, the inflow to the end-depot has to equal
the outflow from the start-depot
∑ ∑ yi,dt ,k,r − ∑ yds ,j,k,1 = 0
i∈Vto r∈R

∀k ∈ K.

(2.5)

j∈Vf r

The flow conservation is ensured by three constraints in the model. This is also based
on the fact that the shuttle decision variables induce an arc set Ãy which has to be
restricted to Ãyrest (see Remark 2.7). The first constraint
∑ yi,j,k,1 = ∑ yj,i,k,1
j∈V

∀i ∈ Vf r , k ∈ K,

(2.6)

j∈Vout

states that in the first segment the outflow has to equal the inflow for any from-zone
node.
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By definition of a VRLPOWCS-tour, a new segment r ∈ R/{1} can be only begun by
traversing an arc leading from a to-zone node to a from-zone node. Thus, the outflow
for every from-zone node visited in a segment r ∈ R/{1} has to equal the inflow from
any other from-zone node in the same segment r or the inflow from a to-zone node
which was visited in segment r − 1, i.e. one segment before. This is formulated in the
second flow conservation constraint:
∑ yi,j,k,r = ∑ yj,i,k,r + ∑ yj,i,k,r−1
j∈V

j∈Vf r

∀i ∈ Vf r , k ∈ K, r ∈ R/{1}.

(2.7)

j∈Vto

To-zone nodes can be preceded or succeeded by any nodes except the start-depot which
is already excluded by the definition of the relocation graph. Thus, it is sufficient to
require for all to-zone nodes that the inflow equals the outflow.
∑ yi,j,k,r = ∑ yj,i,k,r
j∈V

∀i ∈ Vto , k ∈ K, r ∈ R.

(2.8)

j∈V

As mentioned before, it suffices to visit each node in a from-zone at most once since
every node i ∈ Vf r represents a single car that can be moved. Hence, the total inflow
for every from-zone node j ∈ Vf r should not exceed one:
∑ ∑ ∑ yi,j,k,r ≤ 1

∀j ∈ Vf r .

(2.9)

i∈V k∈K r∈R

In contrary, the to-zone nodes can be visited multiple times due to the fact that several
cars can be relocated to the same to-zone.
Remark 2.8 (Arc decision variables imply node decision variables)
In many models, a third binary variable, say zi,k,r , is defined to decide if node i ∈ V is
visited by shuttle k ∈ K in segment r ∈ R:
zi,k,r

⎧
⎪
⎪1, if node i ∈ V is visited by shuttle k ∈ K in segment r ∈ R
=⎨
⎪
⎪
⎩0, else.

However, the shuttle decision variables already imply zi,k,r since
zi,k,r = ∑ yi,j,k,r ∀i ∈ V, k ∈ K, r ∈ R
j∈V

and ∑j∈V yi,j,k,r ≤ 1 by virtue of constraint (2.3). The car decision variables in combination with constraint (2.9) also imply zi,k,r , but only for from-zone nodes i ∈ Vf r
zi,k,r = ∑ xi,j,k,r ∀i ∈ Vf r , k ∈ K, r ∈ R
j∈Vto
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as well as to-zone nodes j ∈ Vto
zi,k,r = ∑ xi,j,k,r ∀j ∈ Vto , k ∈ K, r ∈ R.
i∈Vf r

In addition, the timing variable wi,k,r ∈ N is only defined when a node i ∈ V is visited
by shuttle k ∈ K in segment r ∈ R. Consequently, it is not necessary to introduce such
a node decision variable.

Drop-off and pick-up constraints
By setting the shuttle inflow equal to the car outflow at every from-zone node i ∈ Vf r ,
the following constraint allows the shuttle to drop off a chauffeur only at a car which
is relocated:
(2.10)
∑ yi,j,k,r = ∑ xi,j,k,r ∀i ∈ Vf r , k ∈ K, r ∈ R.
j∈V

j∈Vto

For regulating the pick-up of the chauffeurs, two inequalities are necessary. The first
inequality makes sure that the shuttle picks up a chauffeur who has relocated a car to
to-zone j ∈ Vto in the same segment. Therefore, the shuttle inflow has to be greater
than or equal to the value of the corresponding car decision variable:
xi,j,k,r ≤ ∑ yj,l,k,r

∀i ∈ Vf r , j ∈ Vto , k ∈ K, r ∈ R.

(2.11)

l∈V

The second inequality ensures that to-zone j ∈ Vto is only visited by a shuttle if at least
one car has been relocated to this node. This is achieved by limiting the shuttle outflow
in every to-zone node by the aggregated car inflow in the corresponding to-zone node:
∑ yj,l,k,r ≤ ∑ xi,j,k,r
l∈V

∀j ∈ Vto , k ∈ K, r ∈ R.

(2.12)

i∈Vf r

Note, (2.11) and (2.12) guarantee that a chauffeur is picked up by the same shuttle
that has dropped him off. This is required due to organisational reasons (see Section 1.1).
The shuttle-fleet has a (homogeneous) maximal transportation capacity which cannot
be exceeded. Consequently, every shuttle can visit in every segment at most C ∈ N
from-zone nodes. That is, the total outflow in all from-zone nodes for shuttle k in
segment r has to be less than or equal to the capacity C:
∑ ∑ yi,j,k,r ≤ C

∀k ∈ K, r ∈ R.

(2.13)

i∈Vf r j∈V
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To-zone constraints
Every to-zone has a maximal capacity Qt which must not be exceeded. Therefore, the
total number of cars that are moved to the zone (i.e. the sum over all car decision
variables summed over all shuttles and all segments) is limited by Qt :
∑ ∑ ∑ xi,t,k,r ≤ Qt

∀t ∈ Vto .

(2.14)

i∈Vf r k∈K r∈R

As mentioned before, the weights ωt of the to-zones are based on demand predictions.
Thus, some slight deviation from the given distribution (by means of number of cars)
may be allowed. As a consequence, the weighted distribution is formulated as softconstraints in this model. “Soft constraint are those [constraints] we would like to be
true - but not at the expense of the others.” [Uni09]. The first constraint controls the
undercut of the required number of cars, i.e. that the percentage of the total number
of cars, which should be relocated to this zone (determined by wΩt ), is not significantly
higher than the actual number of cars relocated to this zone.
wt
⋅ ∑ ∑ ∑ ∑ xi,j,k,r − ∑ ∑ ∑ xi,t,k,r ≤ pt
Ω i∈Vf r j∈Vto k∈K r∈R
i∈Vf r k∈K r∈R

∀t ∈ Vto .

(2.15)

Analogously, the second constraint ensures that the distribution is not exceeded at any
to-zone t ∈ Vto
−

wt
⋅ ∑ ∑ ∑ ∑ xi,j,k,r + ∑ ∑ ∑ xi,t,k,r ≤ qt
Ω i∈Vf r j∈Vto k∈K r∈R
i∈Vf r k∈K r∈R

∀t ∈ Vto .

(2.16)

The penalty variables pt and qt have to be at least as large as the corresponding
differences. Thus, the more a soft-constraint is violated and consequently the larger the
difference, the larger is pt or qt . Since the penalty variables are negatively included in the
objective (2.0), the optimal solution will presumably resemble the desired distribution.
Timing constraints
In order to coordinate the drop-off and pick-up between the shuttle and the chauffeurs,
five timing constraints are necessary. The starting time of all shuttles is set to zero
wds ,k,1 = 0

∀k ∈ K.

(2.17)

wj,k,r , the earliest arrival time at an incoming node j ∈ V /{ds , dt } for some shuttle k in
segment r, can be modelled in the following way: wj,k,r has to be greater than or equal
to wi,k,r , the starting time at the preceding node i ∈ Vf r plus U , the transfer time of
the chauffeur, plus tyi,j the travel time of the shuttle from node i to node j. This is of
course only true if the shuttle goes from i to j, i.e. if yi,j,k,r = 1. Otherwise, the time
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variables do not need to be determined. Based on these considerations one obtains the
following inequality:
yi,j,k,r ⋅ (wi,k,r + U + tyi,j − wj,k,r ) ≤ 0

∀i ∈ Vf r , j ∈ V /{ds , dt }, k ∈ K, r ∈ R.

(2.18)

As one can see, (2.18) is a non-linear inequality. Nevertheless, the inequality can be
linearised with the aid of the modified big-M method [KTF09, p. 105]. By using a
sufficient large constant, called big-M, it is guaranteed that no feasible solution is
excluded when linearising the inequality. The smallest possible big-M for inequality
(2.18) is (Z + U + tyi,j ). Consequently, introducing the term (Z + U + tyi,j ) ⋅ (1 − yi,j,k,r )
one obtains the linear drop-off timing constraint
wi,k,r + U + tyi,j ≤ wj,k,r + (Z + U + tyi,j ) ⋅ (1 − yi,j,k,r ) ∀i ∈ Vf r , j ∈ V /{ds , dt }, (2.19)
k ∈ K, r ∈ R.
The following lemma shows that the linear and the non-linear constraints are equivalent.
Lemma 2.9 (Linearised timing constraint)
Let G = (V, A, ty , tx ) be the relocation graph, K the set of available shuttles, R the set
of available segments. Furthermore, let the shuttle decision variables yi,j,k,r and the
timing variables wi,k,r as well as all parameters be as stated above and constraints (2.0)
- (2.17) and (2.24) - (2.28) hold. Then the linearised drop-off timing constraint (2.19)
is equivalent to the non-linear drop-off timing constraint (2.18).
Proof. Consider the two possible cases:
(i) Shuttle k drives in segment r from node i to j. Then yi,j,k,r = 1 and thus
(2.19)

wi,k,r + U + tyi,j ≤ wj,k,r

⇔

wi,k,r + U + tyi,j − wj,k,r ≤ 0

(2.18).

(ii) Shuttle k does not use arc [i, j] in segment r. Then yi,j,k,r = 0 and (2.18) becomes
0 ⋅ (wi,k,r + U + tyi,j − wj,k,r ) ≤ 0.
That means, the timing variable wj,k,r is not determined and can be freely chosen.
Inserting yi,j,k,r = 0 into (2.19) yields in
wi,k,r ≤ wj,k,r + Z ⇔ wi,k,r − Z ≤ wj,k,r .
Since wi,k,r ≤ Z by constraint (2.26), the inequality above holds for arbitrary
wj,k,r ∈ [0, Z]. Thus, (i) and (ii) show that (2.19) and (2.18) are equivalent.

2
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Analogously, one models the minimum travel time for a shuttle during a pick-up (which
ends after picking up the last chauffeur)
wi,k,r + U + tyi,j ≤ wj,k,r + (Z + U + tyi,j ) ⋅ (1 − yi,j,k,r )

∀i ∈ Vto , j ∈ Vin ,

(2.20)

k ∈ K, r ∈ R ,
for starting a new segment
wi,k,r−1 + U + tyi,j ≤ wj,k,r + (Z + U + tyi,j ) ⋅ (1 − yi,j,k,r )

∀i ∈ Vf r , j ∈ Vto ,

(2.21)

k ∈ K, r ∈ R/{1}
as well as the transfer time of the cars (with additional time for fuelling)
wi,k,r + U + txi,j ≤ wj,k,r + (Z + U + txi,j ) ⋅ (1 − xi,j,k,r )

∀i ∈ Vf r , j ∈ Vto ,

(2.22)

k ∈ K, r ∈ R.
At the beginning of a tour no transfer time is required. Hence, each shuttle can drive
directly from the start-depot to the first from-zone node
tyds ,j ≤ wj,k,1 + (Z + tyds ,j ) ⋅ (1 − yds ,j,k,r )

∀j ∈ Vf r , k ∈ K.

(2.23)

Variable-defining constraints
yi,j,k,r and xi,j,k,r are decision variables and thus binary:
yi,j,k,r ∈ {0, 1}

∀i ∈ V, j ∈ V, k ∈ K, r ∈ R,

(2.24)

xi,j,k,r ∈ {0, 1}

∀i ∈ Vf r , j ∈ Vto , k ∈ K, r ∈ R.

(2.25)

The timing variable wi,k,r is limited by the maximal working time
wi,k,r ≤ Z

∀i ∈ V, k ∈ K, r ∈ R.

(2.26)

It is not necessary to explicitly require that wi,k,r is non-negative because this is already
implied by virtue of (2.17).
The penalty variables pt and qt have to be positive as they are subtracted in the
objective function
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pt ≥ 0

∀t ∈ Vto ,

(2.27)

qt ≥ 0

∀t ∈ Vto .

(2.28)

2.3 Correctness of the model

2.3 Correctness of the model
The model stated in Section 2.2 formulates the VRLPOWCS as defined in Definition 2.6
correctly. This can be shown as follows:
Implicit usage of a segment-graph
In Remark 2.7 it was already mentioned that the usage of shuttle decision variables
yi,j,k,r – defined on the relocation graph G – induces the segment-graph G̃ (see Definition 2.4). However, it was also observed that the induced arc set has to be restricted.
This is ensured in the VRLPOWCS model by adding the following two constraints:
• Constraint (2.4) forbids every shuttle to use an arc leading out of the start-depot
in any segment which is not the first one.
• Constraint (2.7) ensures that only arcs leading from a to-zone to a from-zone can
be used for starting a new tour.
VRLPOWCS-tours
A tour that is feasible for some shuttle k to the VRLPOWCS-model (referred as
shuttle-tour) is a VRLPOWCS-tour as defined in Definition 2.5. To see this, one has
to check that a shuttle-tour fulfils the requirements of Definition 2.5.
1. The timing constraints (inequalities (2.17) and (2.19) - (2.23)) ensure that wi,k,r
is only assigned a value between 0 and Z if segment-node (i, r) is visited by
shuttle k. This time point is unique (cf. Proposition 2.10). Consequently, every
segment-node can be visited at most once in a shuttle-tour.
2. Constraint (2.3) states that if a shuttle is used for a tour, it has to leave the
depot in the first segment in the first arc.
3. The flow conservation in the shuttle-tour is ensured by the three constraints (2.6)
- (2.8). Consequently, a shuttle-tour has to be connected.
4. By virtue of constraint (2.5) and the definition of the relocation graph – no arc
is leading out of the end-depot – the last arc of a shuttle-tour has to lead to the
end-depot.
5. (2.26) ensures that the timing variables wi,k,r are limited by Z. Due to inequalities
(2.19) - (2.23), wi,k,r < wj,k,s holds if i is visited before j, r ≤ s (see proof of
Proposition 2.10). Consequently, a shuttle-tour cannot exceed the time limit Z.
Summarising, a valid shuttle-tour is a VRLPOWCS-tour.
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Feasible solution to the VRLPOWCS
A set of K shuttle-tours is a feasible solution to the VRLPOWCS (as defined in
Definition 2.6), since:
1. Every from-zone node can be visited at most once by the set of shuttle-tours due
to constraint (2.9).
2. Inequality (2.14) guarantees that the maximal capacity Qt of the to-zones t ∈ Vto
cannot be exceeded by the set of shuttle-tours.
3. The shuttle-tour is selected such that in the objective function (2.0) the relocation
utility is maximised with respect to the distribution. The two soft-constraints
(2.15) and (2.16) control the deviation of the actual distribution from the one
induced by the weights wt . Any deviation is penalised in the objective function
(2.0) by using the penalty variables pt and qt defined in constraints (2.27) and
(2.28). In combination with the trade-off parameter λ, a minimisation of the
deviation for the shuttle-tour set can be achieved.
The relocation utility is maximised because the model is formulated in such way that no
superfluous nodes are visited. This is ensured by the definition of certain constraints.
Maximising the relocation utility
Inequalities (2.1) and (2.2) ensure that cars can be moved only from from-zone nodes
to to-zone nodes in the same segment. Furthermore, a from-zone segment-node can be
only visited in a shuttle-tour if there is a car located that has to be moved. This is
guaranteed by constraint (2.10). By virtue of constraints (2.11) and (2.12), a to-zone
segment-node is only visited in a shuttle-tour if at least one car has been moved to it
in the same segment. A to-zone segment-node (j, r) ∈ Ṽto is visited if and only if at
least one car is moved to it from a from-zone segment-node (i, r) ∈ Ṽf r visited in the
same segment. Summarising, these constraints ensure that only those nodes are visited
which help to maximise the relocation utility.
The timing constraints (2.19) - (2.23) coordinate the drop-off and pick-up process by
linking the timing variable wi,k,r with the shuttle decision variable yi,j,k,r and the car
decision variable xi,j,k,r . This helps to minimise possible waiting times of the shuttles
as well as of the chauffeurs and therefore to maximise the number of nodes that can be
visited by a shuttle in the limited working time Z ∈ N.
Concluding, in this section we have shown that our formulation of the VRLPOWCS is
correct.
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2.4 Implied inequalities
The model defined in Section 2.2 contains all constraints necessary to formulate the
VRLPOWCS correctly. In particular, these inequalities (especially (2.19), (2.20) and
(2.21)) imply two important inequalities: First, they ensure that every level-node
is visited at most once, which is crucial for the correctness of the model. Second,
the timing constraints already imply the subtour elimination constraints. These two
implications are shown in the following.

2.4.1 One-off visit during a segment
The attentive reader may have noticed that constraint (2.9) allows each from-zone
node i ∈ Vf r to be visited by at most one shuttle, whereas there is no similar constraint
for to-zone nodes j ∈ Vto . In fact, there is no reason to forbid multiple visits of a
to-zone nodes like in the case of from-zone nodes (see (2.9)). Nevertheless, a to-zone
segment-node must not be visited twice by the same vehicle k in one segment r. This
is crucial for the validity of several valid inequalities (cf. Chapter 4) as well for the
correctness of the VRLPOWCS (see Section 2.4.2).
The following proposition proves that this requirement is implicitly fulfilled by using
timing variables in the VRLPOWCS-model as stated in Section 2.2.
Proposition 2.10 (Unique time point)
Let G = (V, A, ty , tx ) be the relocation graph, K the set of available shuttles and R the
set of available segments. Given for some shuttle k ∈ K a shuttle-tour Tk which is
feasible solution to the VRLPOWCS model stated in Section 2.2. Then wi,k,r , r ∈ R,
is uniquely defined for all segment-nodes (i, r) ∈ Ṽ visited by shuttle k. Consequently,
each segment-node is visited at most once.
Proof. Assume segment-node (i, r) ∈ Ṽ is visited twice in some segment r ∈ {1, . . . , R}.
For simplification, (i, r) is distinguished such that (i1 , r) ∈ Ṽ denotes the segment-node
when visited for the first time, (i2 , r) ∈ Ṽ when visited for the second time. The
VRLPOWCS is defined on the relocation graph (see Definition 2.1) which allows no
loops. Therefore, at least one other segment-node (j, r) has to be visited in between.
Therefore, the following two decision variables are set to one: yi1 ,j,k,r = 1 and yj,i2 ,k,r = 1.
W.l.o.g. let i, j ∈ Vf r . By virtue of the drop-off timing constraint (2.19) this leads to
the following contradiction:
wi,k,r = wi1 ,k,r < wi1 ,k,r + U + tyi1 ,j ≤ wj,k,r ≤ wj,k,r + U + tyj,i2 ≤ wi2 ,k,r = wi,k,r .
Thus, every segment-node can be visited at most once and its time point is uniquely
defined.
2
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2.4.2 Subtour elimination
One of the fundamental constraints of a Vehicle Routing Problem (VRP) is the
prohibition of subtours. A subtour is a disjoint cycle on a graph G = (V, A) which is
not interconnected. Hence, if one does not forbid such subtours, it is possible to obtain
solutions where the nodes of the graph are partitioned into several cycles, i.e. induced
subgraphs. For each such a cycle there exists a VRP tour but since the cycles are not
interconnected, there may not exist a VRP tour for the graph G. Such subtours can –
among others – be excluded by introducing Subtour Elimination Constraints. They
were initially formulated by Dantzig, Fulkerson and Johnson [DFJ54]
∑ ∑ ∑ yi,j,k,r ≤ ∣S∣ − 1

∀S ⊆ V /{ds , dt }, ∣S∣ ≥ 2, ∀ k ∈ K.

(2.29)

i∈S j∈S r∈R

This constraint states that inside any arbitrary set S at most ∣S∣ − 1 nodes are interconnected. Consequently, there cannot be any cycles in S. Furthermore, as there have
to be ∣S∣ arcs leading out of the ∣S∣ nodes in S, there has to be at least one arc leading from a node i ∈ S to a node j ∈ V /S. That means, a tour has to leave S at least once.
As discussed in the next chapter, the VRLPOWCS contains a VRP. Consequently,
subtours have to be forbidden in the VRLPOWCS. This is achieved by requiring in
Definition 2.5 that every segment-node is visited at most once (cf. Proposition 2.10).
Nevertheless, the following corollary shows that the optimisation model defined in
Section 2.2 implicitly contains the Subtour Elimination Constraint (2.29) if the decision
variables yi,j,k,r and xi,j,k,r are binary. This is in general not the case when relaxing
the integrality restriction for these two variable. This fact is later used for generating
cuts (cf. Section 5.1.1).
Corollary 2.11
Let G = (V, A, ty , tx ) be the relocation graph, K the set of available shuttles and R the
set of available segments. Recall: S̃ ⊆ Ṽ is a set of segment-nodes. Given for some
shuttle k ∈ K a shuttle-tour Tk which is feasible solution to the VRLPOWCS model
stated in Section 2.2. Then equations (2.19) - (2.21) imply the Subtour Elimination
Constraints (2.29), i.e.
∑ ∑ ∑ yi,j,k,r ≤ ∣S̃∣ − 1

∀S ⊆ V /{ds , dt }, ∣S∣ ≥ 2, ∀ k ∈ K.

i∈S j∈S r∈R

Proof. Let S ⊆ V /{ds , dt }, ∣S∣ ≥ 2. Consider the sum
∑ ∑ ∑ yi,j,k,r .
i∈S j∈S r∈R

By virtue of Proposition 2.10, every segment-node (i, r) ∈ S̃ can be visited at most
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once. If the shuttle-tour visits not all ∣S̃∣ segment-nodes, nothing has to be shown.
If ∣S̃∣ nodes are visited, there can be at most ∣S̃∣ − 1 arcs leading from a segment-node
(i, r) ∈ S̃ to (j, r) ∈ S̃. This follows from Proposition 2.10 as every segment-node can
be visited at most once and thus no cycles can be contained in S̃. Consequently, there
can be at most ∣S̃∣ − 1 inner arcs in S̃ and the inequality holds.
2

2.5 Symmetry breaking inequality
At the end of this chapter, we introduce the symmetry breaking inequality (SBI). This
inequality is not necessary for the correctness of the VRLPOWCS formulation. However, it helps to exclude certain symmetries caused by the model.
As the shuttles are interchangeable, there exist K! permutations of every optimal
solution. This may cause unnecessarily computational effort. To avoid such situations
with homogeneous fleets, Coelho and Laporte suggest to introduce a symmetry breaking
inequality [CL13, p. 543]: By allowing shuttle k to leave the depot only when shuttle
k − 1 also leaves the depot, some symmetry (homogeneity) of the model is “broken”.
∑ yds ,j,k,1 ≤ ∑ yds ,j,k−1,1
j∈Vf r

∀k ∈ K/{1}.

j∈Vf r

Assume l < K shuttles leave the depot. These l shuttles are still interchangeable, i.e.
there are still l! permutations possible. To break even this symmetry, one can extend
the inequality. Requiring that shuttle k visits a from-zone node with a higher number
than shuttle k − 1 (e.g. shuttle k − 1 visits node 5, shuttle k node 7), one obtains
a one-to-one assignment of the shuttles. Thus, the symmetry breaking inequality is
defined as follows.
∑ j ⋅ yds ,j,k,1 ≤ ∑ j ⋅ yds ,j,k−1,1
j∈Vf r

∀k ∈ K/{1}.

(2.30)

j∈Vf r

The usage of the symmetry breaking inequality explains also, why constraint (2.3)
∑ yds ,j,k,1 ≤ 1 ∀k ∈ K
j∈Vf r

is formulated as inequality and not with equality. If this constraint would be set equal
to one, all shuttles would have to leave the depot. This could lead to infeasible solutions
in situations where l < K do a tour. If for example shuttle 5 is selected for a tour while
shuttle 4 is set to stay in the start-depot, this leads to a contradiction in the symmetry breaking inequality. Consequently, one has to allow shuttles to stay in the depot.
The result is that the first l shuttles are used and the other K−l will remain in the depot.
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Summarising, in this chapter we defined the VRLPOWCS mathematically. To solve
this problem, we proposed and discussed a mixed-integer linear program which makes
use of four index sets. We showed that this model formulates the VRLPOWCS correctly.
Furthermore, we justified why the formulation does not explicitly contain the subtour
elimination constraints. Finally, we enhanced the model with the symmetry breaking
inequality which excludes symmetries caused by the homogeneity of the shuttles.
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Related optimisation problems
To find useful cutting planes for the VRLPOWCS it makes sense to consider inequalities
which are valid for related optimisation problems. It is not hard to see that in general
the VRLPOWCS is a Vehicle Routing Problem (VRP) [TV02, p. 5]. However, it is a
special form of the VRLPOWCS since the node set V /{ds , dt } is partitioned into two
sets. While the chauffeurs have to be dropped off in Vf r , they have to be collected in Vto
by the same shuttle. As a consequence, one could compare the VRLPOWCS with the
Vehicle Relocation Problem with Backhauls (VRPB) [TV02, p. 195], sometimes called
linehaul problem. In this problem, the set of customers is divided into two subsets. The
linehaul customers where some goods have to be delivered and the backhaul customers
where some goods have to be picked up. The VRPB asks for an optimal routing of
several shuttles with a certain capacity such that all customers are served and the
transportation costs are minimised. Thereby, the backhaul customers always have to be
preceded by the linehaul customers. This is analogous to the precedence requirement
in the VRLPOWCS that the chauffeurs are first dropped off and then picked up.
Another, interesting version of the VRP is the Vehicle Routing Problem with Pickup
and Delivery (VRPPD) [TV02, p. 225], also known as dial-a-ride problem. In the
VRPPD, a fleet of vehicles must satisfy transportation requests. That is, the vehicles
have to pick up goods or persons at some point and deliver them at another one while
minimising the total transportation costs. This is similar to the requirements in the
VRLPOWCS where every car relocation can be interpreted as a transportation request
for the shuttle: the shuttle has to visit a from-zone node and after that it has to
“transport” an empty seat to a to-zone.
Although both problems are similar to the VRLPOWCS, there is a crucial difference
between them and the VRLPOWCS: In the VRPB and in the VRPPD it is known a
priori which nodes have to be visited. In the VRLPOWCS, it is part of the problem
to identify those nodes which maximise the relocation utility in a given time window.
That is, the VRP has to be combined with a Knapsack Problem (KP). In the literature
the combination of the VRP and the KP is often called Team Orienteering Problem
(TOP) [DEM13, p. 1]. In Section 3.4 it is shown that the VRLPOWCS is related to
the Orienteering Problem (OP), a special case of the TOP when only one vehicle is
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considered. As a consequence, it stands to reason to apply inequalities which are valid
for the OP as cutting planes to the VRLPOWCS (see Chapter 5).
In this chapter we show how the VRLPOWCS is related to the OP. Using this relation
and the fact that the OP is NP-complete, we prove that the OP is NP-complete, too.
To get a better understanding of the OP, in this chapter we briefly introduce the VRP,
the KP and the TOP including the particular mathematical formulations.

3.1 Vehicle Routing Problem
The Vehicle Routing Problem (VRP) was initially proposed as “Truck Dispatching
Problem” by Dantzig and Ramser in 1959 [DR60] as a generalisation of the Travelling
Salesman Problem [DFJ54]. The authors describe the problem of finding optimal
routes for a fleet of vehicles to serve a set of customers. Thanks to the numerous
applications to real-life problems, e.g. delivery and collection of goods, routing of
service staff or school-bus routing, a lot of attention has been paid to this combinatorial
optimisation problem [TV02, p. 1]. Furthermore, several extensions and generalisation
of the Vehicle Relocation Problem have been developed. For that reason, the term
“Vehicle Relocation Problem” comprises today a whole class of related optimisation
problems. A good overview over the different versions of the VRP can be found in the
book “The Vehicle Routing Problem” of P. Toth and D. Vigo [TV02].
In its basic version, the Vehicle Routing Problem is defined under the following assumptions. Let V ∶= {1, . . . , n} be a set of n ∈ N customers where every customer
i ∈ V has a positive demand di ∈ Q>0 . The demand has to be satisfied by a fleet of
K ∈ N vehicles, each with the same capacity C ∈ Q>0 . The vehicles start and end
their tours at the depot which is denoted by 0. ci,j ∈ Q+ describes the cost for the
vehicles to travel from node i ∈ V ∪ {0} to node j ∈ V ∪ {0}. If there is at least one
pair i, j ∈ V ∪ {0}, i ≠ j such that ci,j ≠ cj,i the problem is called Asymmetric Vehicle
Routing Problem.2 The Asymmetric Vehicle Routing Problem can be visualised using
a directed graph G = (V, A). For that purpose the set of customers as well as the
depot is associated with the nodes (V ≅ V ∪ {0}), whereas the arcs denote the road
sections between two customers or the node, respectively: A ∶= {[i, j] ∶ i ∈ V, j ∈ V, i ≠ j}.
One way to describe the VRP mathematically is the three-index vehicle flow formulation
[TV02, p. 15]. It uses two decision variables. The first one, xi,j,k , counts the number
of times vehicle k ∈ {1, . . . , K} traverses arc [i, j] ∈ A. The second one, yi,k , assigns
vehicle k to customer i ∈ V .

2
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In contrast to the Symmetric Vehicle Routing Problem, where ci,j = cj,i for all i, j ∈ V ∪ {0}.

3.1 Vehicle Routing Problem

yi,k

=

xi,j,k

=

⎧
⎪
⎪1,
⎨
⎪
⎪
⎩0,
⎧
⎪
⎪1,
⎨
⎪0,
⎪
⎩

if node i ∈ V is visited by vehicle k ∈ K
else,
if arc [i, j] ∈ A is traversed by vehicle k ∈ K
else.

The three-index model for the VRP is stated as follows:

K

min ∑ ∑ ci,j ∑ xi,j,k
i∈V j∈V

(3.1)

k=1

subject to
K

∑ yi,k = 1

∀i ∈ V /{0},

k=1
K

∑ y0,k = K,

(3.2)
(3.3)

k=1

∑ xi,j,k = ∑ xj,i,k = yi,k
j∈V

∀i ∈ V, k ∈ {1, . . . , K},

(3.4)

∀k ∈ {1, . . . , K},

(3.5)

∀S ⊂ V /{0}, h ∈ S, k ∈ {1, . . . , K},

(3.6)

∀i ∈ V, k ∈ {1, . . . , K},

(3.7)

∀i, j ∈ V, k ∈ {1, . . . , K}.

(3.8)

j∈V

∑ di ⋅ yi,k ≤ C
i∈V

∑ ∑ xi,j,k ≥ yh,k

i∈S j/∈S

yi,k ∈ {0, 1}
xi,j,k ∈ {0, 1}

The first three constraints, (3.2) - (3.4), make sure that each customer is visited by
exactly one vehicle, that every vehicle leaves the depot and that the inflow at every node
equals the outflow. Each vehicle has a maximal capacity which cannot be exceeded.
This is guaranteed by introducing constraint (3.5). (3.6) ensures the connectivity of
the tour performed by vehicle k. The authors point out that (3.6) may be replaced by
the subtour elimination constraints (SECs) [TV02, p. 16]
∑ ∑ xi,j,k ≤ ∣S∣ − 1

i∈S j/∈S

∀S ⊂ V /{0}, ∣S∣ ≤ 2, k ∈ {1, . . . , K} .

(3.9)

This inequality forces every vehicle k to leave every visited node set S at least once.
For further details see also the discussion in Section 2.5.
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3.2 Knapsack Problem
Another well known problem is the Knapsack Problem [PS98, p. 374]. Preparing a
tour, a hiker wants to pack his equipment into knapsack. However, the total weight of
the equipment exceeds the maximum weight the hiker is able to carry. For deciding
which equipment he should take with him, he assigns individual utility values to the
particular items. Hence, the hiker aims at maximising the value of his knapsack without
exceeding its capacity.
Let V be the set of all items, ui ∈ Q>0 , the associated utility value and ti ∈ Q>0 the
weight of item i ∈ V . Furthermore, let Z ∈ R>0 be the maximum weight of the knapsack.
Using the decision variable
⎧
⎪
⎪1, if item i ∈ V is selected
yi = ⎨
⎪
⎪
⎩0, else,
the Knapsack Problem can be modelled as:
(KP)

max ∑ ui ⋅ yi

(3.10)

i∈V

subject to:
∑ ti ⋅ yi ≤ Z,

(3.11)

i∈V

yi ∈ {0, 1} ∀i ∈ V.

(3.12)

3.3 Orienteering Problem
The Orienteering Problem (or Selective Travelling Salesman Problem [GLS98]) is a
combination of the Travelling Salesman Problem (see Section 3.1) and the Knapsack
Problem (see Section 3.2). The name Orienteering Problem is derived from the corresponding sport activity:
“Orienteering is a sport that combines both a physical and a mental element. The basic
idea in orienteering is to proceed from course start to finish by visiting a number of
control points in a predetermined order with the help of map and compass.” [IOF15].
In one version of the orienteering game, start and end points, a number of checkpoints
as well as a fixed amount of time are given. Every checkpoint is associated with a
positive score which can be collected by visiting the corresponding checkpoint. The
task for the orienteering runner is to find a subset of the checkpoints in such a way
that he maximises the total amount of collected score points without exceeding the
time frame.
Interpreting the checkpoints as vertices and the (shortest) routes leading from one
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checkpoint to another as edges, one can formulate the Orienteering Problem as a mixed
integer program.
Fischetti, Salazar-González and Toth define the Orienteering Problem on an undirected
graph G = (V, E) with n ∶= ∣V ∣ nodes [FST98]. d denotes the depot. Let ui ∈ Q>0 be
the prize associated with node i ∈ V (set uds = 0) and ti,j be the non-negative travel
time on edge (i, j) ∈ E as well as Z ∈ R>0 the maximum travel time allowed.
For S ⊂ V the authors define
δ(S) ∶= {(i, j) ∈ E ∶ i ∈ S, j ∈/ S}.
Introducing two decision variables, yi for the nodes i ∈ V , xi,j for the edges (i, j) ∈ E
yi

=

xi,j

=

⎧
⎪
⎪1,
⎨
⎪
⎪
⎩0,
⎧
⎪
⎪1,
⎨
⎪0,
⎪
⎩

if vertex i ∈ V is visited
else,
if edge (i, j) ∈ E is used
else,

the authors formulate the Orienteering Problem as the following mixed integer program:

(OP)

max ∑ ui ⋅ yi

(3.13)

i∈V

subject to:
∑ ti,j ⋅ xi,j ≤ Z,

(3.14)

(i,j)∈V

∑

xi,j = 2 ⋅ yv

∀v ∈ V,

(3.15)

∑

xi,j ≥ 2 ⋅ yv

∀S ⊂ V, ds ∈ S, v ∈ V /S,

(3.16)

(i,j)∈δ(v)
(i,j)∈δ(S)

yd = 1,
yi ∈ {0, 1}
xi,j ∈ {0, 1}

(3.17)
∀i ∈ V,

(3.18)

∀i, j ∈ V.

(3.19)

The Team Orienteering Problem (TOP) considers the OP for several vehicles, i.e. a
combination of a Knapsack Problem with a Vehicle Routing Problem. Consequently, a
third index set K = {1, . . . , K} including all vehicles is required. Furthermore, additional
constraints are introduced. For details see [DEM13].
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3.4 Relation between the VRLPOWCS and the Orienteering
Problem
As mentioned in the beginning, the VRLPOWCS is related to the OP. This can be
seen by showing that the VRLPOWCS can be modified in such way that an algorithm
which solves this problem, correctly solves an OP instance, too. An OP instance
I OP = (GOP = (V OP , E OP ), tOP , Z OP , uOP ) is defined by an undirected graph GOP
with the weight function tOP ∶ E OP Ð→ N which assigns every edge e ∈ E OP a positive
weight and an upper limit on the weights, Z OP ∈ N, as well as the utility function
uOP ∶ V OP Ð→ Q>0 which assigns every node (except the start-depot) i ∈ V OP /{0} a
positive utility.
Remark 3.1 (VRLPOWCS related to the OP)
To see that an algorithm for the VRLPOWCS solves an OP instance IOP = (VOP , AOP ),
set up the VRLPOWCS as follows:
• Vf r = VOP /{d}. The VRLPOWCS from-zone nodes comprise all OP-nodes except
the depot.
• Vto = {vt } dummy node with only one arc leading out of vt to dt . From all
(from-zone) nodes there are shuttle-arcs and car-arcs leading to vt .
• ds = d. The start-depot is set to be the OP-depot
• ds = dt . The end-depot equals the start-depot.
• K = 1, number of shuttles is set to one.
• R = 1, number of segments is set to one.
• λ = 0, trade-off parameter for soft-constraints is set to zero.
• tyi,j = tyj,i = txi,j = txj,i = tOP
i,j ∀i, j ∈ V /{dt , vt }.
• tyi,vt = tOP
i,0 ∀i ∈ V /{ds , dt , vt }.
• tyvt ,dt = 0.
• ui = uOP
∀i ∈ Vf r .
i
• Qvt = ∣Vf r ∣, capacity of the to-zone vt .
• C = ∣Vf r ∣, capacity of the shuttles.
• U = 0, transfer time for the chauffeurs.
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• Z = Z OP , maximal working time.
All the OP-nodes are defined as from-zone nodes with utility ui which corresponds to
the score points uOP
which can be collected at OP-node i ∈ V . The dummy node vt
i
is necessary since the VRLPOWCS relocates cars to to-zones and furthermore, the
end-depot (which is the start-depot) can be only entered after having visited at least
one to-zone node. Therefore, Qvt , the capacity of the single to-zone vt , is defined such
that all OP-nodes can be visited, i.e. it is set to ∣Vf r ∣. An OP-tour starts and ends in
depot 0. Consequently, in this VRLPOWCS the OP-depot d is defined as start-depot
ds as well as end-depot dt .
Since the OP is defined for one vehicle, K, the number of shuttles, is set to one. As
the capacity of the shuttle equals the number of OP-nodes it is sufficient to use only
one segment for the complete tour, i.e. R = 1.
The trade-off parameter λ is set to zero. Therefore, the shuttle visits those nodes which
maximise the relocation utility. This corresponds to maximising the collected score.
The travel times for the shuttles, tyi,j , correspond to the travel times in the OP. Since
the OP is defined on an undirected graph, the travel times between two nodes are
the same in both directions. Setting the travel times for the cars, txi,j , equal to the
shuttle travel times, no coordination of the pick-up process is required. The reason
is that the chauffeurs are arriving at the latest at to-zone vt when the shuttle arrives.
They can be immediately picked up since the transfer time U is zero. By setting the
maximal working time Z equal to the time limit of the OP, Z OP , it is ensured that
a VRLPOWCS tour does not last longer than an OP-tour. Nevertheless, the timing
constraints still ensure that every level-node (which corresponds to a node since R = 1)
can be visited at most once. Since vt is a dummy node, the transfer time from vt to
the depot is set to zero. Furthermore, the travel times from each node to vt have to
be set to the OP-travel time to the depot, tOP
i,vt . Summarising, using these settings an
algorithm that solves the VRLPOWCS can also solve an OP-instance correctly.
The main objective when considering optimisation problems is the question, if the
problem can be solved “efficiently” by an algorithm. An algorithm is often seen to
be efficient, if it requires a “[...] number of steps that grows as a polynomial in
the size of the input.” [PS98, p. 342]. Nevertheless, there are also problems for
which no efficient algorithms are known. For this reason, S. A. Cook introduced
the class of NP-complete problems [PS98, p. 355]. A NP-complete problem can be
described as a problem for which – by now – no algorithm is known which can solve
it in polynomial time [GJ79, p. 28] and if there would be such an algorithm, every
NP-complete problem could be solved in polynomial time using a polynomial time
reduction. For a detailed description of the theory of NP-completeness, refer e.g. to the
book “Computers and Intractability”, written by M. R. Garey and D. S. Johnson[GJ79].
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R. M. Karp took up the idea of NP-completeness and proved that some of the
“prominent” integer problems are NP-complete [Kar72] – among others the Knapsack
Problem. The Vehicle Routing Problem is also NP-complete [LK81, p. 222] as well
as the Orienteering Problem [LM90, p. 194]. One can show that the VRLPOWCS is
NP-complete, too.
Lemma 3.2 (VRLPOWCS-TOUR ∈ NP-complete)
VRLPOWCS-TOUR is the following problem: Given a relocation graph G = (V, A) and
α ∈ N, does there exist a set of VRLPOWCS-tours as defined in Definition 2.6 such
that the maximal utility is greater than or equal to α?
VRLPOWCS-TOUR is NP-complete.
Proof. VRLPOWCS-TOUR can be encoded by the variables used. Their number is
of polynomial size:
K ⋅ R ⋅ (∣Vf r ∣ ⋅ (∣Vf r ∣ − 1 + ∣Vto ∣ + 1) + ∣Vto ∣ ⋅ (∣Vto ∣ − 1 + ∣Vf r ∣ + 1)) + K ⋅ R ⋅ ∣Vf r ∣ ⋅ ∣Vto ∣ +
¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¸¹¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¶
´¹¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹¸ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¶ ´¹
car variables x
i,j,k,r

shuttle variables yi,j,k,r

+

K ⋅ R ⋅ ∣V ∣
´¹¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¸¹¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¶

+

timing variables wi,k,r

2 ⋅ ∣Vto ∣
´¹¹ ¹ ¹ ¸¹ ¹ ¹ ¹¶

=

penalty variables pt and qt

2

= K ⋅ R ⋅ ((∣V ∣ − 2) + ∣Vf r ∣ ⋅ ∣Vto ∣ + ∣V ∣) + 2 ⋅ ∣Vto ∣ = O(∣V ∣2 ).
Given a set of tours, one can check in polynomial time if the tour set fulfils the
constraints of the VRLPOWCS-model stated in Section 2.2. Thus, VRLPOWCSTOUR ∈ NP.
Every instance of an OP can be solved by an VRLPOWCS using the reduction
described in Remark 3.1. This reduction can be done in polynomial time. Since the
OP is NP-hard, the VRLPOWCS is NP-hard, too, and consequently the VRLPOWCS
is ∈ NP-complete.
2
Concluding, in this chapter we have identified the Orienteering Problem as problem
which is closely related to the VRLPOWCS. Using this fact we proved that the
VRLPOWCS is ∈ NP-complete which justifies the usage of the branch-and-cut method
for solving it.
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Chapter 4
An introduction to the theory of
branch-and-cut
Branch-and-cut is an algorithm designed for solving mixed-integer linear programs
(MIPs). By combining the branch-and-bound method with the cutting-plane method,
branch-and-cut unifies the idea of breaking down the feasible set of the MIP into
multiple subsets and intelligently enumerating them (branch-and-bound) as well as
iteratively refining the area of feasible solutions (cutting-plane).
We use this method for solving the VRLPOWCS. To get a better understanding of
this method, this chapter first gives a brief introduction into the two components of
the branch-and-cut algorithm before presenting the complete method.

4.1 Branch-and-bound
The branch-and-bound method is often used to solve mixed-integer linear programs of
the form:
(P ) z̄ = max cT x,
Ax ≤ b,
x ∈ Zn ,
for given A ∈ Rm×n , b ∈ Rm , c ∈ Rn . The optimal solution of (P ) is denoted by x̄,
the optimal solution value by z̄. Defining S ∶= {x ∈ Zn ∶ Ax ≤ b}, the problem can
be also stated as:
(P ) z̄ = max cT x,
x ∈ S.
As one can already deduce from the name, the branch-and-bound method combines
two processes. The branching splits the problem (P ) into sub-problems. Using bounds
on z̄, the bounding excludes those sub-problems which are sub-optimal. The general
idea of the branch-and-bound algorithm can be described as follows:
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Instead of solving (P ), consider a relaxation of the problem, denoted (Prel ).
Definition 4.1 (Relaxation)
Let (P ) be the mixed-integer linear program stated above. Given a linear function
f ∶ Rn Ð→ R with f (x) = cT x ∀x ∈ S and the optimisation problem
(Prel ) z̄rel = max f (x),
x ∈ Srel .
If S ⊆ Srel ⊆ Rn and sup f (x) ≥ sup cT x, then (Prel ) is a relaxation of (P ).
x∈Srel

x∈S

Typically, (Prel ) is chosen such that its optimal solution x̄rel can be found with low
computational effort. After solving (Prel ), one checks if x̄rel ∈ S. If this is the case,
then x̄rel is also the optimal solution to (P ) and the algorithm stops.
Otherwise, one branches the problem. That is, one splits S into k ∈ N subsets S i ⊊ S,
for 1 ≤ i ≤ k. These subsets have the following two properties:
(i) x̄rel ∈/ S i ∀1 ≤ i ≤ k,
k

(ii) x ∈ ⋃ S i ∀x ∈ S.
i=1

(i) ensures that x̄rel – which is infeasible to (P ) – is excluded from all subsets, while
(ii) guarantees that no solution feasible to (P ) is excluded. The subsets induce k
sub-problems (P 1 ) to (P k ). For each sub-problem one solves once more a relaxation
i
(Prel
) and repeats the branching if the optimal solution of the correspond relaxations
is not contained in S. Since one of the subsets includes x̄ – the optimal solution to (P )
– the branching can be repeated until x̄ is found. In the last decades, several branching
strategies were developed. A good overview over the most common branching rules can
be found in the publication “Branching rules revisited” written by T. Achterberg, T.
Koch and A. Martin [AKM05].
Some of the sub-problems generated in the branching process contain only sub-optimal
solutions. As a consequence, one should not spend time on solving these sub-problems
which are identified in the bounding process in the following way:
i
z̄rel
, the optimal value of a relaxation of a sub-problem states a lower bound on z̄ as
i
i
Srel ⊊ S: z̄ ≥ z̄rel
. Therefore, one has to consider only those sub-problems (P j ) with
j
i
z̄rel > z̄rel
, 1 ≤ j ≤ k. All other sub-problems can be neglected since their optimal value
i
cannot be better than z̄rel
.
A commonly used relaxation is the LP relaxation, denoted (PLP ): By removing
all integrality restrictions from the original MIP (P ), one obtains a linear program.
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The corresponding (relaxed) set of feasible solutions is S ∶= {x ∈ Rn ∶ Ax ≤ b}. For
distinction, this method is called LP-based branch-and-bound [AKM05, p. 43]. The
branch-and-cut method discussed in this thesis is an LP-based branch-and-bound
branching on fractional variables, which we will in the following simply denote as
branch-and-bound. Next, the particular steps of this branch-and-bound algorithm are
briefly described (see also the flowchart in Fig. 4.1).
Consider a mixed-integer linear program (P 0 ) as stated above. Let x̄0LP be the optimal
0
solution of the LP relaxation (PLP
). If the solution is integral, i.e. x̄LP ∈ S, it is also
the optimal solution to the MIP and the algorithm stops. If this is not the case, then
one selects a variable which has to be integer in the MIP formulation, but whose value
in the LP relaxation is fractional. Assume this is the i-th component (x̄LP )i . Knowing
that this value has to be integer in (P ), S can be split into two subsets
S 1 ∶= {x ∈ Zn ∶ x ∈ S and ⌊(x̄LP )i ⌋ ≥ (x)i } and
S 2 ∶= {x ∈ Zn ∶ x ∈ S and ⌈(x̄LP )i ⌉ ≤ (x)i }.
The subsets fulfil properties (i) and (ii). The corresponding sub-problems are denoted
(P 1 ) and (P 2 ), respectively. In the LP-based branch-and-bound this process is the
branching.
Having now created (P 1 ) and (P 2 ), the same idea can be applied again to both
sub-problems. That means, solving the corresponding LP relaxation of the MIPs and –
if necessary – branching on fractional variables. This procedure can be organised by a
so called search tree (see Fig. 4.2). The generated MIPs are associated with the nodes
of the tree. The node which is assigned to (P 0 ) – the original MIP – is called root
node. The nodes are aligned along their branches (cf. Example 4.2, stated below). A
leaf of the search tree is a node which has not been further branched.
If one finds in a node (P m ) an integral solution x̄m which is feasible to (P 0 ), x̄m ∈ S 0 ,
a further branching on (P m ) is not necessary. This is due to the fact that by branching
one restricts (P m ) and the optimal solution of a restriction cannot be better than
the optimal solution of the unrestricted problem. Consequently, the node (P m ) can
be fathomed. This is also the case when the LP-solution in a node is infeasible. A
fathomed node becomes automatically a leaf. If one continues the branching process
until all leaves have an infeasible or an integral solution, the leaf with the highest
optimal value gives the optimal solution to (P 0 ) [PS98, p. 436].
As mentioned above, one can make use of the bounding strategy which excludes suboptimal leafs and thus helps to keep the size of the branching tree as small as possible.
Thereby, we denote the current best solution which is feasible to (P 0 ) as incumbent
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INITIALISE
z ∗ ∶= max{cT x ∶ x ∈ S 0 }, S 0 feasible set for (P 0 )
currentbest = (⋅, ⋅, ⋅), incumbent = −∞, upperbound = +∞
Preprocess (P 0 ) and set activeset = {(P 0 )}.

NODE
If activeset empty, go to END.
Else select and remove a node (P m ) from
activeset and go to LP RELAXATION.

LP

RELAXATION
m
Solve (PLP
).
If infeasible, fathom and go to NODE.
Else retrieve solution x̄m and go to FATHOM.

FATHOM
If z̄ m ≤ incumbent go to NODE.
If x̄m ∈ S 0 , set currentbest = ((P m ), x̄m , z̄ m ) and go to NODE.
Else go to BRANCHING.
BRANCHING
Select x̄m
i fractional.
Create two new sub-problems (P m1 )
and (P m2 ) by branching on x̄m
i .
m1
m2
Add (P ) and (P ) to activeset and go to NODE.

END
Return currentbest.
Figure 4.1: The basic steps of the branch-and-bound method (cf. [Wol98, p. 158]).
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solution, or just incumbent.3 The incumbent is the key for reducing the size of the
search tree: it gives a lower bound on the optimal solution of the original problem
(P 0 ), z̄ 0 ≥ incumbent. As a consequence, any node whose LP relaxation value is less or
equal than the current incumbent, can be fathomed. The algorithm terminates when
all nodes have been fathomed. Summarising, a node is fathomed in three cases:
(i) If the LP relaxation of the corresponding problem (P m ), m ∈ N0 , is infeasible.
(fathomed by infeasibility),
(ii) If the optimal value of the LP relaxation is less or equal to the incumbent:
m
z̄LP
≤ incumbent (fathomed by bound).
(iii) If the LP relaxation satisfies all integrality conditions of (P m ) (fathomed by
integrality).
The following example illustrates the application of the branch-and-bound method to
an integer linear program and can be found in the book of Wolsey [Wol98, pp. 95]. The
example is chosen such that all three cases of fathoming a node are demonstrated.
Example 4.2 (Branch-and-bound)
Consider the following integer program (P 0 ):
(P 0 ) z̄ 0 = max 4x1 − x2
7x1 − 2x2 ≤ 14,
x2 ≤ 3,
2x1 − 2x2 ≤ 3,
x ∈ N20 .
Solving the LP relaxation of (P 0 ) one obtains the non-integral solution x̄0LP = (20/7, 3)T .
0
The optimal value of the objective function, z̄LP
= 59/7, states an upper bound (upper0
bound) for (P ). That means, no integral solution of (P 0 ) can be greater than 59/7 (in
fact, any feasible solution has to be less or equal 8 = ⌊59/7⌋). Since (x̄0LP )1 is fractional,
one can branch and consequently split S 0 – the set of all feasible solutions for (P 0 ) –
into two sub-sets:
S 1 ∶= {x ∈ N20 ∶ x ∈ S 0 and x1 ≤ 2 = ⌊20/7⌋},
S 2 ∶= {x ∈ N20 ∶ x ∈ S 0 and x1 ≥ 3 = ⌈20/7⌉},

3

At the beginning of the branch-and-bound process there is no incumbent, consequently it is set
to −∞ for maximisation problems (+∞ for minimisation problems).
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which induce the two sub-problems (P 1 ) and (P 2 ). These two problems are added
to the set of active problems, called activeset, while (P 0 ) is removed from it. Now,
1
one selects for example (P 1 ) from activeset. The optimal solution of (PLP
) is
1
T
1
1
1
15
x̄LP = (2, /2) , the optimal value z̄LP = /2 < upperbound. (P ) can be now branched
on (x̄1LP )2 , producing two new subsets:
S 11 ∶= {x ∈ N20 ∶ x ∈ S 1 and x2 ≤ 0 = ⌊1/2⌋} and
S 12 ∶= {x ∈ N20 ∶ x ∈ S 1 and x2 ≥ 1 = ⌈1/2⌉} .
(P 1 ) is removed from activeset such that this list contains now the three sub-problems
2
2
(P 2 ), (P 11 ) and (P 12 ). Because S 2 is the empty set, (PLP
) is infeasible, z̄LP
= −∞.
2
Consequently, (P ) is fathomed by infeasibility and becomes a permanent leaf of the
search tree (cf. Fig. 4.2).

x1
x2

P11

P2

2
= −∞
z̄LP

×

≥1

3
11
x̄11
LP = ( 2 , 0), z̄LP = 6

P1
x2

≤0

15
2

59
7

≥3

1
x̄1LP = ( 20
7 , 3), z̄LP =

0
x̄0LP = ( 20
7 , 3), z̄LP =

x1

≤2

P0

P12

12
x̄12
LP = (2, 1), z̄LP = 7

×
Figure 4.2: The search tree for Example 4.2. The fathomed nodes are marked with
optimal solution to (P 0 ) is given by the optimal solution to (P 12 ).

×.

The

12
T
12
The optimal solution of (PLP
) is x̄12
LP = (2, 1) , z̄LP = 7. Since this solution is the first
12
integral one, the incumbent is updated: incumbent = z̄LP
. Furthermore, node (P 12 )
is fathomed by integrality. activeset contains now only (P 11 ). The optimal solution
11
T
11
11
3
(PLP
) is x̄11
LP = ( /2, 0) . As z̄LP = 6 is less than the incumbent, (P ) can be fathomed
by bound. As the node list activeset is empty, the algorithm terminates returning the

42

4.2 Cutting planes
T
0
11
optimal solution x̄0 = x̄11
LP = (2, 1) , z̄ = z̄LP = 7 = upperbound.

The branch-and-bound method is an enumerative algorithm. Another frequently used
method for solving MIPs are cutting-plane algorithms. The next section gives an
introduction into this class of algorithms.

4.2 Cutting planes
Consider again the optimisation problem
(P ) z̄ = max cT x,
x ∈ S.
with S as defined in Section 4.1. The aim of cutting plane algorithms is to find a
H-description (cf. [Zie95, p. 4]) of conv(S), the convex hull of S. Like the branch-andbound method, these algorithms make use of the LP relaxation of the corresponding
MIP, too.
However, instead of dividing the MIP into sub-problems, the cutting-plane method
adds inequalities to the LP relaxation which do not exclude any integer feasible point
but remove undesired fractional solutions. Such inequalities are called cutting planes.
Adding cutting planes to the LP relaxation does not change the optimal solution of the
MIP (since no integer point is “cut away”), but helps to tighten the LP formulation.
Some cutting plane algorithms find integer solutions in a finite number of steps, for
example Chvátal-Gomory cuts (see [PS98, p. 337]). This family of rounding cuts are
generated from the constraints describing (PLP ). A detailed description of ChvátalGomory cuts can be found in the book “Integer programming” written by L. A. Wolsey
Wolsey:1998. Example 4.3 illustrates how these cuts can be used for solving a MIP.
Example 4.3 (Cutting-planes algorithm)
This example is taken from the book of Papadimitriou and Steiglitz [PS98, pp. 330]
and shows how a MIP can be solved using cutting planes. Consider the following MIP:
(P 0 ) z̄ 0 = max x2 ,
3x1 + 2x2 ≤ 6,
−3x1 + 2x2 ≤ 0,
x ∈ N20 .
0
The optimal solution of (PLP
) is x̄0LP = (1, 3/2)T . Exploiting this information one can
set the first cutting plane x2 ≤ 1. This inequality does not exclude any feasible solution
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of (P 0 ). Adding this cut yields (P 1 ) (see below).
1
(PLP
) attains its maximal value in x̄1LP = (2/3, 1)T . Consequently, one has to restrict
(P 0 ) even more. Using the Chvátal-Gomory cut x1 − x2 ≥ 0, which is feasible for (P 0 ),
2
one obtains (P 2 ). x̄2LP = (1, 1) maximises (PLP
). This solution is also optimal to (P 0 ),
x̄2LP = x̄0 = (1, 1)T .

The following overview shows the three optimisation problems.
⎧
⎧
⎧
z̄ 0 = max x2 ,
⎪
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⎪
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Fig. 4.3 illustrates how these cutting planes strengthen the feasible set of (PLP
).

3
max x2
2

Second cutting plane
x̄0LP
x̄1LP

First cutting plane

1
x̄2LP

0

0

1

2

3

Figure 4.3: Illustration of Example 4.3: two cutting planes are used for reducing the solution
0
space of (PLP
) (grey area). x̄2LP is the optimal solution x̄0 to (P 0 ).

The Chvátal-Gomory cuts belong to the class of cutting planes which can be generated
independently of the problem. Another strategy is to find cutting planes which exploit
the special structure of the respective problem (P ). These cutting planes can – if
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adapted properly to the corresponding problem (P )– considerably strengthen the
relaxations of (P ). Identifying such specialised cutting planes for the VRLPOWCS can
help to improve the solution of the LP relaxations in the search tree and consequently
speed up the solution process. For that reason, we present and discuss in Chapter 5
several cutting planes adapted to the VRLPOWCS.
As mentioned in the beginning of this chapter, the branch-and-bound and the cutting
plane method can be merged in a beneficial way as explained in the next section.

4.3 Branch-and-cut
The branch-and-cut method enhances the branch-and-bound method by using cutting
planes for strengthening the LP relaxations in the particular nodes of the search tree.
This is a major change in the approach [Wol98, p. 157]: Instead of re-optimising fastly
at every node, the idea is now to spend more effort on finding tight bounds at the node.
This can help to improve the quality of the corresponding LP relaxation which may
result in better incumbents which then again can help to cut off more of the branches
in the search tree. As previously mentioned, the cutting planes have to be chosen in
such way that no feasible solution of the original problem (P ) is excluded. That is,
every cutting plane has to be a valid inequality.
Definition 4.4
Let A ∈ Zm×n , b ∈ Zm , c ∈ Zn , π T ∈ Zn , π ∈ Z. Consider the mixed-integer linear
program (P ) max cT x such that x ∈ S ∶= {x ∈ Zn ∶ Ax ≤ b}. (π T , π0 ) is called a valid
inequality if π T x ≤ π0 ∀x ∈ S.
Not every valid inequality can be used as cutting plane. Consequently, one has to think
about two issues [Wol98, p. 114]:
• which valid inequalities are good or “useful” inequalities,
• how can a certain family of valid inequalities be fruitfully applied for solving (P ).
The term valid inequalities comprises not only additional (and thus eventually redundant) inequalities for (P ), but naturally all the constraints which are defining
(P ), too. To distinguish between these two classes of inequalities, the term cut is
introduced: A cut is an inequality which is not part of the current problem formulation.
One may question the purpose of adding cuts which are already valid for the MIP
and consequently for every sub-MIP in the search tree. However, since one solves LP
relaxations, it can happen that a cut is not satisfied by all relaxations. Such a cut is
called violated cut.
Useful cuts for the VRLPOWCS are for example the Generalised Subtour Elimination
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Constraints and the two-matching inequalities (see Section 5.1 for more details).
Given a class of cuts for (P ), one has to use a separation algorithm to identify the
violated cuts in the LP relaxations of the sub-MIPs. “[...] a separation algorithm is
a procedure which, given a vector x as input, either finds an inequality [...] which is
violated by x, or proves that none exists [LL02, p. 95]”.
The separation of cuts requires some computational effort which has to be included
into the overall runtime of the branch-and-cut algorithm [Wol98, p. 121]. Therefore,
it is a desired property that a separation algorithm runs in polynomial time [LL02,
p. 95]. Having found violated cuts, they are added to (P ) which is then denoted by
(P+ ). These cuts exclude solutions of (PLP ) which are infeasible to (P ). The process
of separating cuts and re-solving the corresponding relaxation is repeated until none of
the a priori defined cuts is violated or other stopping criteria are met.
The idea of the branch-and-cut method is illustrated in the flowchart in Fig. 4.4. The
box “CUT” describes the “cut module” which extends the branch-and-bound algorithm
(cf. Fig. 4.1) to the branch-and-cut method.
Concluding, the branch-and-cut method enhances the enumerative branch-and-bound
method by tightening the LP relaxation in the search tree using appropriate cutting
planes. Exploiting the special structure of the corresponding optimisation problem one
can find useful cuts which help to strengthen the LP relaxations.

46

4.3 Branch-and-cut

INITIALISE
z ∗ ∶= max{cT x ∶ x ∈ S 0 }, S 0 feasible set for (P 0 )
currentbest = (⋅, ⋅, ⋅), incumbent = −∞, upperbound = +∞
Preprocess (P 0 ) and set activeset = {(P 0 )}.

NODE
If activeset empty, go to END.
Else select and remove a node (P m ) from
activeset and go to LP RELAXATION.

LP

RELAXATION
m
Solve (PLP
).
If infeasible, fathom and go to NODE.
Else retrieve solution x̄m and go to CUT.
CUT
Separate x̄m .
If no cuts found, go to FATHOM.
Else, add cuts to (P m ) obtaining
(P+m ) and go to LP RELAXATION.
FATHOM
If z̄ m ≤ incumbent go to NODE.
If x̄m ∈ S 0 , set currentbest = ((P m ), x̄m , z̄ m ) and go to NODE.
Else, go to BRANCHING.
BRANCHING
Select x̄m
i fractional.
Create two new sub-problems (P m1 )
and (P m2 ) by branching on x̄m
i .
m1
Add (P ) and (P m2 ) to activeset and go to NODE.

END
Return currentbest.
Figure 4.4: The basic steps of the branch-and-cut method (cf. [Wol98, p. 158]).
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Chapter 5
Cutting planes deduced from the
Orienteering Problem
Most of the today’s MIP solvers offer state of the art branch-and-cut methods for
solving mixed-integer linear programs fast. Since these solvers have to be able to solve
different types of optimisation problems, the cuts they use are typically cutting planes
which can be generated independently of the problem (cf. Section 4.2). Consequently,
to improve the performance of the existing branch-and-cut methods it is often useful
to enhance these algorithms with cuts which are adapted to the special structure of
the problem to be solved. To find such special cuts for the VRLPOWCS and to use
them for improving an existing branch-and-cut algorithm is the goal of our thesis.
In Section 3.4 it was shown that the VRLPOWCS is closely related to the Orienteering
Problem (OP). For that reason, it is advantageous to consider cuts designed for the
OP and to adapt them to the VRLPOWCS. M. Fischetti, J. Salazar González and P.
Toth propose in their publication “Solving the Orienteering Problem through Branchand-Cut” [FST98] useful cuts for the OP. In this chapter we show how we adapted four
of those OP-cuts to the VRLPOWCS. Furthermore, we show how these selected cuts
can be separated in fast way when applying them in a branch-and-cut method.

Notation
To increase the readability, especially of the proofs, a simplifying notation is introduced.
S

∶= V /S

[m]

∶= {1, . . . , m}, m ∈ N

x(S, T)

∶=

yk,r (S, T) ∶=
yk,r (S)

∑ ∑ xi,j , S, T ⊆ V

i∈S j∈T

∑ ∑ yi,j,k,r , S, T ⊆ V, k ∈ K, r ∈ R

i∈S j∈T

∶= yk,r (S, S)
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5.1 Valid inequalities for the VRLPOWCS
The valid inequalities identified as useful cuts for the VRLPOWCS are the Generalised Subtour Elimination Constraints, the two-matching inequalities, the cycle cover
inequalities and the path inequalities. Every single inequality has to be adapted and –
if necessary – extended for strengthening the LP relaxations of the VRLPOWCS and
its sub-problems as much as possible. In this section we state the respective valid
inequality in the OP formulation and show how we adjusted it to the VRLPOWCS.

5.1.1 Generalised Subtour Elimination Constraints
Often mentioned in the same breath as the VRP are the Generalised Subtour Elimination Constraints (GSECs). They are essential for the correctness of the VRP model
and therefore usually part of the VRP formulation. The basic idea of the GSECs is
to select an arbitrary set S ⊊ V and to check whether there are interconnecting arcs
between S and S = V /S (cf. Fig. 5.1). Keeping in mind that in the OP not all nodes
in S have to be visited, one has to adapt the GSECs to ensure the validity of them.
Fischetti, Salazar González and Toth formulate in the following way the GSECs as a
cut for the OP [FST98, p. 136].

S

V \S

Figure 5.1: Illustration of the idea of GSECs. If nodes in S and S̄ are visited there have to
be interconnecting arcs between the two sets.

Proof. Consider the following two cases:
Case 1: Node u ∈ S is not visited, i.e. yu = 0.
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As xe ∈ {0, 1},

∑ xe ≥ 0 is always true.

e∈δ(S)

Case 2: Node u ∈ S is visited, i.e. yu = 1.
Since u ∈ S and d ∈ S, the set S has to be left and entered at least once. Consequently,
∑ x e ≥ 2 ⋅ yu = 2
e∈δ(S)

holds for every feasible solution of the Orienteering Problem.

2

Proposition 5.1 (Generalised Subtour Elimination Constraints)
Let (x, y) be a feasible solution to the Orienteering Problem as defined in Section 3.3.
Let S ⊍ S = V be a partition of V such that d ∈ S, and S ≠ ∅. Recall, xe ∈ {0, 1} is the
decision variable for the edges e ∈ E, yi ∈ {0, 1} for the nodes i ∈ V ,
δ(S) ∶= {(v, w) ∈ E ∶ v ∈ S, w ∈ S}. Given an arbitrary node u ∈ S, the Generalised
Subtour Elimination Constraints
∑ x e ≥ 2 ⋅ yu

(5.1)

e∈δ(S)

are valid for the Orienteering Problem.
The attentive reader may ask why the Generalised Subtour Elimination Constraints are
considered to be useful for the VRLPOWCS although it was shown in Corollary 2.11 that
the timing variables already imply the SECs. However, looking at the LP relaxations
generated when solving the VRLPOWCS with the branch-and-bound method shows
that there occur several subtour violations (cf. Fig. 5.2). The explanation for this
phenomenon is the relaxation of the integrality requirement of the shuttle decision
variable yi,j,k,r . This variable is linked with the timing variable wi,k,r by constraints
(2.19) - (2.22). If the decision variable is non-integral, it can happen that 0 < yi,j,k,r < 1.
If this is the case, tours may be “split” (see Fig. 5.2). That is, a split tour arrives at
different time points at the same node and consequently the arrival time of a tour is
not longer uniquely defined. Thus, the timing variables do not imply the GSECs in
the LP relaxation such that it is useful to apply the GSECs as cuts.
Adapting the Generalised Subtour Elimination Constraints
The GSECs can be adjusted to the VRLPOWCS taking into account its special
structure. The adaptation can be done for every single vehicle k ∈ K in two different
ways: Either by considering a complete tour or single (tour-)segments. In the latter
case, there does not generally exist a compulsory node v ∈ S which has to be visited
(in contrast to (5.1) where the depot is in S, d ∈ S). Thus, it may happen that none
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f4

f2

f6

ds

f5

f3

f1

t1

dt

Figure 5.2: Illustration of the optimal solution of an LP relaxation in the root node when
solving the VRLPOWCS for Instance01 (see Chapter 7) with the branch-andbound method. The graph contains a subtour (highlighted in red) between five
from-zone nodes.

of the nodes contained in S is visited. As a consequence, there is no need for an arc
connecting S and S and the left hand side becomes zero while the right hand side is
two. To meet this requirement, the Generalised Subtour Elimination Constraints for
segments (GSECsegm) have to be amended in the following way.
Proposition 5.2 (GSECsegm)
Let y be a feasible solution for the VRLPOWCS defined in Section 2.2. Given a segment
ρ ∈ R for shuttle k ∈ K, let ∅ ≠ S ⊊ V , v ∈ S, u ∈ S. Then the Generalised Subtour
Elimination Constraints for segments (GSECsegm)
yk,ρ (S, S) + yk,ρ (S, S) ≥ yk,ρ (v, V ) + yk,ρ (u, V ) − 1

(5.2)

are valid for the VRLPOWCS.
Proof. yi,j,k,r ∈ {0, 1} ∀i, j ∈ V, k ∈ K, r ∈ R. Consequently, it suffices to look at the
following three cases:
Case 1: Neither node v ∈ S nor u ∈ S is visited by shuttle k ∈ K in segment r ∈ R, i.e.
yv,i,k,r = 0 ∧ yu,j,k,r = 0 ∀i, j ∈ V :
yk,r (S, S) + yk,r (S, S) ≥ 0 ≥ yk,ρ (v, V ) + yk,ρ (u, V ) − 1 = −1 .
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Case 2: Either node v ∈ S or u ∈ S (exclusive or) is visited by shuttle k ∈ K in segment
r ∈ R, i.e. yv,i,k,r = 1 ∧ yu,j,k,r = 0 for some i, j ∈ V (or vice versa):
yk,r (S, S) + yk,r (S, S) ≥ 0 = yk,ρ (v, V ) + yk,ρ (u, V ) − 1 .
Case 3: Both nodes v ∈ S and u ∈ S are visited by shuttle k ∈ K in segment r ∈ R, i.e.
yv,i,k,r = 1 ∧ yu,j,k,r = 1 for some i, j ∈ V :
yk,r (S, S) + yk,r (S, S) ≥ 1 = yk,ρ (v, V ) + yk,ρ (u, V ) − 1 = 1 .
The three cases show that (5.2) are valid inequalities for the VRLPOWCS.

2

Remark 5.3
Note that (5.2) is defined in such a way that it can be never violated by a node pair
(v, u) ∈ S × S where v (or u) is the end-depot dt . The reason is that the outflow from
the end-depot, yk,r (dt , V ), is zero for every shuttle k ∈ K and every segment r ∈ R.
Therefore, the right hand side of (5.2), yk,r (v, V ) + yk,r (u, V ) − 1, cannot be greater
than zero whereas the left hand side of the equation, yk,r (S, S) + yk,r (S, S), is always
greater than zero. Hence, (5.2) is always valid in that case.
As mentioned before, it can happen that none of the nodes contained in a set S ⊊ V
is visited during any segment r ∈ R. This is due to the fact that there are only two
“compulsory nodes” in the problem which have to be visited: the start-depot ds and
the end-depot dt . Obviously, the start-depot is “visited” during the first segment,
but one cannot say in advance during which segment r ∈ R the shuttle returns to the
end-depot. Nevertheless, a complete tour of a shuttle (a tour is the sum of all segments
of one shuttle) always includes the start and the end-depot. Thus, one can formulate
the Generalised Subtour Elimination Constraints for tours (GSECtour). Adapting the
GSECs introduced in (5.1) the following inequality can be deduced.
Corollary 5.4
Let y be a feasible solution of the VRLPOWCS, S ⊍ S = V a partition of the node set
V such that ds , dt ∈ S and S ≠ ∅. Furthermore, let k ∈ K, ρ ∈ R and u ∈ S. Then the
inequality
(5.3)
∑ yk,r (S, S) + ∑ yk,r (S, S) ≥ 2 ⋅ yk,ρ (V, u)
r∈R

r∈R

is valid for the VRLPOWCS.
Remark 5.5
Note that the right side cannot be summed over all segments, i.e. it cannot be of
the form 2 ⋅ ∑r∈R yk,r (V, u). This is due to the fact that to-zone nodes can be visited
multiple times during a tour. For example, let v ∈ Vto be a to-zone node which is
contained in S and is visited in the first and the second segment by the same shuttle.
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Assume that the shuttle goes from S to S in the first segment and goes back to the
end-depot dt ∈ S in segment two. As v is visited twice, the left side of the inequality is
two whereas the right side would be four, . Therefore, the right side of equation (5.3)
has to be distinguished by segments which implies a differentiation by level-nodes (see
Section 2.1).
Analogously to (5.1), inequality (5.3) states that if a node u ∈ S is visited, there have
to be at least two interconnecting arcs traversed by the shuttle (cf. Fig. 5.1). The
reason is that both, the start- and the end-depot, are contained in S. Therefore, the
shuttle has to use one arc leading from S to S as well as a different arc going from S to S.
Inequality (5.3) can be even strengthened considering the following observation: When
u ∈ S is visited in segment ρ, S has to be entered in a segment r̂ not later than segment
ρ (i.e. r̂ ≤ ρ) and can be left in a segment ř not earlier than ρ (i.e. ř ≥ ρ). Thus, one
can strengthen (5.3).
Lemma 5.6
Let y be a feasible solution of the VRLPOWCS, S ⊍ S = V a partition of the node set
V such that ds , dt ∈ S and S ≠ ∅. Furthermore, let k ∈ K, ρ ∈ R and u ∈ S. Then the
inequality
(5.4)
∑ yk,r (S, S) + ∑ yk,r (S, S) ≥ 2 ⋅ yk,ρ (V, u) .
r∈R∶ r≤ρ

r∈R∶ r≥ρ

is a strengthening of (5.3).
Proof.
∑ yk,r (S, S) + ∑ yk,r (S, S) ≥
r∈R

≥

∑
r∈R∶ r≤ρ

yk,r (S, S) +

r∈R

∑

yk,r (S, S) +

r∈R∶ r>ρ

∑

yk,r (S, S) +

r∈R∶ r≥ρ

´¹¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¸¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹¶

∑

yk,r (S, S) ≥

r∈R∶ r<ρ

´¹¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¸ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹¶

≥0

≥0

≥

∑
r∈R∶ r≤ρ

yk,r (S, S) +

∑

yk,r (S, S)

2

r∈R∶ r≥ρ

This means that if (5.4) is valid for the sets defined in Corollary 5.4, inequality (5.3)
must also hold. However, the following example states that (5.4) (and consequently
(5.3)) does not “detect” every subtour violation.
Example 5.7 (Subtour which does not violate (5.4))
Consider the VRLPOWCS tour in Fig. 5.3 which consists of two segments. Shuttle
k ∈ K contains a subtour violation in the three to-zone nodes t3 , t4 and t5 . The
subtour violation occurs for set {t3 , t4 , t5 } in the first segment. However, for any S with

54

5.1 Valid inequalities for the VRLPOWCS
ds , dt ∈ S and t3 ∈ S (i.e as required in Corollary 5.4) inequality (5.4) is not violated:
∑ yk,r (S, S) + ∑ yk,r (S, S) ≥ 0.7 > 0.4 = 2 ⋅ yk,1 (V, t3 ) .
r∈R∶r≤1

r∈R∶r≥1

´¹¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¸¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¶ ´¹¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹¸ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¶
≥0

≥0.7

f3

0.7

t3

0.2

0.7

ds

1.0

f1

1.0

t1

t5

0.2

0.2

0.7

t4

0.3

Segment 1

f2

Segment 2

0.3

t2

0.3

dt

Figure 5.3: Example of a VRLPOWCS tour where the subotur (highlighted in red) is violating
(5.5a) but neither (5.4) nor (5.5b).

Example 5.7 demonstrates the need of a further strengthening of (5.4). This can be
done by relaxing the requirement that the start-depot and the end-depot have to be
contained both in S. Consequently, GSECtour comprises two equations. One for the
start-depot, the other one for the end-depot.
Proposition 5.8 (Generalised Subtour Elimination Constraints for tours)
Let y be a feasible solution for the VRLPOWCS defined in Section 2.2, S ⊍ S = V a
node partition and k ∈ K. Then the inequalities
a)

∑ yk,r (S, S) ≥ yk,ρ (V, u)

ds ∈ S ⊆ V, u ∈ S, ρ ∈ R,

(5.5a)

dt ∈ S ⊆ V, u ∈ S, ρ ∈ R

(5.5b)

r∈R∶r≤ρ

b)

∑ yk,r (S, S) ≥ yk,ρ (u, V )
r∈R∶r≥ρ

are valid inequalities for the VRLPOWCS.
Note that in inequalities (5.5) the right side is not multiplied by two – in contrast
to (5.4). The reason is that only one of the two depots must be contained in S.
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Consequently, the shuttle may need to go only once from S to S.
Proof. Analogously to the proof of Proposition 5.1, two cases have to be considered
(proving simultaneously (5.5a) and (5.5b)):
Case 1: Node u ∈ S is not visited in segment ρ ∈ R, i.e. yk,ρ (V, u) = 0 and yk,ρ (u, V ) = 0.
If node u is not visited in segment ρ, there does not necessarily have to be an arc from
S to S (or vice versa) used by the shuttle in any segment r ≤ ρ (r ≥ ρ). Thus,
∑ yk,r (S, S) ≥ 0 = yk,ρ (V, u) = 0 as well as ∑ yk,r (S, S) ≥ yk,ρ (u, V ) = 0
r∈R∶r≤ρ

r∈R∶r≥ρ

is always true.
Case 2: Node u ∈ S is visited in segment ρ ∈ R, i.e. yk,ρ (u, V ) = 1 and yk,ρ (V, u) = 1.
If node u ∈ S is visited in segment ρ, the shuttle has to leave (enter) S at least once
since ds ∈ S (dt ∈ S, respectively) and u ∈/ S. Thus, there exists at least one arc from
S to S (from S to S) which is traversed by the shuttle in some segment r ≤ ρ (r ≥ ρ).
Consequently, the following two inequalities hold:
∑ yk,r (S, S) ≥ 1 = yk,ρ (u, V ) and
r∈R∶r≤ρ

∑ yk,r (S, S) ≥ 1 = yk,ρ (V, u)

2

r∈R∶r≥ρ

Summarising, in this section we have adapted the GSECs to the VRLPOWCS and
proved their validity. In Section 5.2.1 we will show how to separate these cuts. That
is, how to choose S and S such that the corresponding inequality is violated by the
current fractional solution. Furthermore, we will discuss certain correlations between
GSECsegm and GSECtour.

5.1.2 Missing depot inequality
In the VRLPOWCS introduced in Chapter 2, equations (2.3) and (2.3) state that the
outflow from the start-depot has to be less or equal to one in the first segment and
zero in any other segment. By virtue of equation (2.5) the inflow at the end-depot
has to equal the outflow at the start-depot. As a consequence, it is possible that in
some LP-solutions in the branch-and-cut process the outflow from the start-depot
(and thus the inflow to the end-depot) is zero. However, if any other node is visited
in such an LP-solution, there has to be a subtour which is consequently “detected”
by the GSECtour and the GSECsegm separation. Let Vvis be the set of all visited
nodes, i.e. all nodes with a positive outflow in the corresponding LP-solution. Then
the separation algorithm is adding at least 3 ⋅ (∣Vvis ∣ − 1) valid inequalities (two times
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GSECtour and one time GSECsegm including also violations for the node pair (ds , dt ))
in the branch-and-cut method. This comprises the solution of max-flow problems (see
Section 5.2.1) which costs additional computational effort.
A “cheaper” way to exclude such infeasible LP-solutions is to add the missing depot
inequality instead. It states that the outflow from the start-depot in the first segment
has to be greater than or equal to the inflow at every to-zone node in segment one. Since
at least one to-zone node has to be visited in the first segment, this valid inequality
holds for all feasible VRLPOWCS solutions.
Proposition 5.9 (Missing depot inequality)
Let y be a feasible solution for the VRLPOWCS defined in Section 2.2, k ∈ K. Then
yk,1 (ds , Vf r ) − yk,1 (i, V /{ds , dt }) ≥ 0

∀i ∈ Vto

(5.6)

is a valid inequality for the VRLPOWCS.

Proof. Consider the following two cases:
Case 1: No to-zone node is visited in the first segment of the tour:
If no to-zone node is visited, yk,1 (i, V ) = 0 for all to-zone nodes i ∈ Vto and thus (5.6)
becomes yk,1 (ds , Vf r ) ≥ 0.
Case 2: At least one to-zone node is visited in the first segment of the tour:
In this case, yk,1 (i, V ) = 0 for at least one to-zone node i ∈ Vto . Due to the flow
conservation constraints in the VRLPOWCS model, the outflow at any node in segment
one cannot be greater than the outflow from the start-depot:
yk,1 (ds , Vf r ) ≥ yk,1 (i, V /{ds , dt }).
Consequently (5.6) holds.

2

In the separation process this inequality is included in the GSECtour separation. That
is, the cut is added when the start-depot (and thus the end-depot) is not contained in
the support graph G∗k,≤r̂ , r̂ = ∣R∣. For further details see Section 5.2.1.
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5.1.3 Two-matching inequalities
Two-matching inequalities were originally introduced to ensure the integrality of the
solution to the b-matching problem which can be stated as follows:
max cT x
Ax ≤ b
x≥0
with A ∈ {0, 1}m×n being an incidence matrix of an undirected graph G = (V, E) with
n nodes and m edges and b ∈ Nn0 [PR82, pp. 72]. The matching constraint takes a
set T ⊆ V of nodes of odd cardinality. Since the edges of a matching are disjoint, the
(T −1)
number of edges having both endpoints in T is at most 2 .
A more generalised inequality is the comb inequality which is defined on an undirected
graph G = (V, E) and obtained its name from the specific structure of the node sets.
Each comb consists of a handle H and several teeth Tp which are chosen in such
way that they include nodes from H as well as from H. A special case of the comb
inequality is the two-matching inequality, where the number of edges in each tooth
is restricted to one and the teeth intersect with the handle in exactly one node (see
Fig. 5.4). Gendreau, Laporte and Semet define the two-matching inequality for the
Undirected Selective Traveling Salesman Problem (STSP) [GLS98, p. 266].

Figure 5.4: Illustration of a comb with one handle H and five teeth Tp , p ∈ [5].
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Proposition 5.10 (Two-matching inequality)
Let xi,j ∈ {0, 1} decide if edge (i, j) ∈ E is used, yl ∈ {0, 1} if node l ∈ V is visited. Let
H ⊂ V (called handle), Tp ⊂ V (called teeth), p ∈ [m] satisfy
(i) ∣Tp ∣ = 2 ∀p ∈ [m]
(ii) ∣Tp ∩ H∣ = 1 ∀p ∈ [m],
(iii) ∣Tp ∩ Tq ∣ = ∅ ∀p, q ∈ [m] and p ≠ q,
(iv) m ≥ 3, m odd.
Then the two-matching inequalities
x(H) + ∑ x(Tp ) ≤ y(H) +
p∈[m]

m−1
2

(5.7)

are valid for the STSP.
Proof. For the proof see [GLS98, p. 266].

2

Adapting the two-matching inequality to the VRLPOWCS
Similar to the GSECs, the two-matching inequality can be adapted to the VRLPOWCS
for segments and for tours. First, the two-matching inequality for segments (denoted
by TWOMATCHsegm) is introduced.
Proposition 5.11 (TWOMATCHsegm)
Let H ⊂ V /{ds , dt }, Tp ⊂ V , p ∈ [m] satisfy
(i) ∣Tp ∣ = 2 ∀p ∈ [m]
(ii) ∣Tp ∩ H∣ = 1 ∀p ∈ [m],
(iii) ∣Tp ∩ Tq ∣ = ∅ ∀p ≠ q and
(iv) m ≥ 3, m odd.
Let furthermore k ∈ K and r ∈ R. Then the two-matching inequality for segments
(TWOMATCHsegm)
yk,r (H) + ∑ yk,r (Tp ) ≤ yk,r (H, V ) +
p∈[m]

m−1
2

(5.8)

is valid for the VRLPOWCS.
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Proof. Let k ∈ K and r ∈ R arbitrary but fixed. Consider a node l ∈ V /{dt }. By the
definition of a VRLPOWCS-tour (cf. Definition 2.5), the shuttle starts a new segment
in a from-zone node. Therefore, the arc leading from a to-zone node to a from-zone
node belongs to the “old” segment. That means that the inflow in this from-zone node
in the “new” segment is zero, but the outflow equals one. Consequently, the outflow is
greater or equal to the inflow for any node l ∈ V /{dt }:
yk,r (V, l) ≤ yk,r (l, V )

∀l ∈ V /{dt } .

This equation can be extended to:
yk,r (V, l) + yk,r (l, V ) ≤ 2 ⋅ yk,r (l, V )

∀l ∈ V /{dt } .

Summing over all l ∈ H ⊂ V /{ds , dt } ⊊ V /{dt } one obtains
yk,r (H) + yk,r (H, H) + yk,r (H, H) + yk,r (H) ≤ 2 ⋅ yk,r (H, V ) .
Every tooth Tp contains exactly two nodes. Every node is visited at most once in a
segment. Thus, the following inequality holds:
∑ yk,r (Tp ) ≤ m .
p∈[m]

Combining these two inequalities results in
2 ⋅ yk,r (H) + yk,r (H, H) + yk,r (H, H) + ∑ yk,r (Tp ) ≤ 2 ⋅ yk,r (H, V ) + m .
p∈[m]

Since every tooth Tp “shares” one node with H, yk,r (H, H) + yk,r (H, H) can be split:
yk,r (H, H)+yk,r (H, H) = ∑ yk,r (Tp )+ ∑ (yk,r (H/Tp , H/Tp )+yk,r (H/Tp , H/Tp )) .
p∈[m]

p∈[m]

Using yi,j,k,r ≥ 0, one can apply the following inequality:
∑ yk,r (Tp ) ≤ ∑ yk,r (Tp ) + ∑ (yk,r (H/Tp , H/Tp ) + yk,r (H/Tp , H/Tp )).
p∈[m]

p∈[m]

p∈[m]

As a result,
(⋆)

2 ⋅ yk,r (H) + 2 ⋅ ∑ yk,r (Tp ) ≤
p∈[m]

2 ⋅ yk,r (H) + yk,r (H, H) + yk,r (H, H) + ∑ yk,r (Tp ) ≤ 2 ⋅ yk,r (H, V ) + m .
p∈[m]
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(⋆)
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Dividing by two and rounding down
yields inequality (5.8).

m
2

(as the left-hand side is integral and m is odd)
2

In case of the two-matching inequality for tours (TWOMATCHtour), the teeth have to
be restricted to contain at least one from-zone node. The restriction is necessary because
to-zone nodes can be visited several times (during a tour) and thus the inequality
∑r∈R ∑p∈[m] yk,r (Tp ) ≤ m would not hold. This situation cannot occur when every
tooth contains a from-zone node because then the shuttle traverses at most one arc in
every tooth Tp .
Proposition 5.12 (TWOMATCHtour)
Let H ⊂ V /{ds , dt }, Tp ⊂ V such that Tp ∩ Vf r ≠ ∅ for all p ∈ [m], satisfy
(i) ∣Tp ∣ = 2 ∀p ∈ [m]
(ii) ∣Tp ∩ H∣ = 1 ∀p ∈ [m],
(iii) ∣Tp ∩ Tq ∣ = ∅ ∀p ≠ q and
(iv) m ≥ 3, m odd,
and let k ∈ K. Then the two-matching inequality for tours (TWOMATCHtour)
∑ (yk,r (H) + ∑ yk,r (Tp )) ≤ ∑ yk,r (H, V ) +
r∈R

r∈R

p∈[m]

m−1
2

(5.9)

is valid for the VRLPOWCS.
Proof. Let k ∈ K be arbitrary but fixed. The total inflow (by means of all segments)
must equal the total outflow for all nodes l ∈ V /{ds , dt } (cf. constraints (2.6) and (2.7)).
Thus
∑ (yk,r (V, l) + yk,r (l, V )) = 2 ⋅ ∑ yk,r (l, V ) ∀l ∈ V /{ds , dt }
r∈R

r∈R

holds. Summing over all l ∈ H ⊂ V /{ds , dt } gives
∑ (2 ⋅ yk,r (H) + yk,r (H, H) + yk,r (H, H)) = 2 ⋅ ∑ yk,r (H, V ) .
r∈R

r∈R

Due to the restriction Tp ∩ Vf r ≠ ∅ ∀p ∈ [m] at most one arc is used in every tooth Tp
as every from-zone node is visited at most once:
∑ ∑ yk,r (Tp ) ≤ m .
r∈R p∈[m]

61

Chapter 5 Cutting planes deduced from the Orienteering Problem
Analogously to the proof of Proposition 5.11, one can combine these two inequalities
yielding in:
∑ (2 ⋅ yk,r (H) + ∑ (yk,r (H, H) + yk,r (H, H)) ∑ yk,r (Tp )) ≤ 2 ⋅ ∑ yk,r (H, V ) + m .
r∈R

r∈R

p∈[m]

r∈R

Making use of inequality (⋆) (see the proof of Proposition 5.11), dividing by two and
rounding down m
2
2 results in the valid inequality (5.9)
In this section we showed how the two-matching inequality can be adapted to the
VRLPOWCS in two ways: on the segment level and on the tour level. A separation
algorithm for identifying violated two-matching inequality in the VRLPOWCS is
presented in Section 5.2.2. Like the GSECS, the two-maching inequalities are also
correlated. This is discussed in Section 5.2.2, too.

5.1.4 Further valid inequalities
GSECs and TWOMATCH are typically used as cuts for VRPs. The VRLPOWCS
does also contain a KP component. Although the focus of this thesis lies on the
application of GSEC and TWOMATCH to the VRLPOWCS, it is worth to think
about useful KP-cuts for the VRLPOWCS. The cycle cover and the path inequality
address violations of the Knapsack component. In contrast to the VRP-cuts they are
not differentiated by segments and tours due to the fact that the maximal working
time and thus the KP can be only violated in a complete tour (cf. Section 3.4).
Cycle cover inequalities
Fischetti, Salazar González and Toth observe that the time constraint along with the
binarity-requirement in the Orienteering Problem defines a 0-1 Knapsack Problem (KP)
instance [FST98, p. 139]. Consequently, the authors introduce a KP-inequality which
excludes tours violating the time limit.
Proposition 5.13 (Cycle cover inequality)
Given an Orienteering Problem (OP) over a complete graph G = (V, E), let xe ∈ {0, 1}
denote whether edge e ∈ E is used, yv ∈ {0, 1} if vertex v ∈ V is visited. Further let
te > 0 the time needed to travel on edge e ∈ E, t0 the maximum time limit.
Let T ⊆ E be an inclusion-minimal subset (cycle) such that ∑e∈T te > t0 and
VT ∶= {i ∈ V ∶ (i, j) ∈ T for some j ∈ V }. The cycle cover inequality
x(T ) ≤ y(VT ) − 1
is valid for any feasible OP-solution.
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(5.10)

5.1 Valid inequalities for the VRLPOWCS
Proof. Let T ⊆ E such that ∑ te > t0 . x(T ) ≥ y(VT ) implies xe = 1 ∀e ∈ T since T is
e∈T

a cycle. Consequently, every edge in T is used. This is not feasible as T is chosen such
that the time constraint of the OP is violated when all edges are used. Hence, there is
at least one edge in T which is not used in a feasible OP-solution.
2
The next proposition states the adaptation of the cover inequality to the VRLPOWCS.
Proposition 5.14 (Cycle cover inequality for the VRLPOWCS)
Let S ⊆ V /{ds , dt } be such that ∑i∈S ∑j∈S tyi,j > Z. Then the cycle cover inequality
∑ yk,r (S, S) ≤ ∑ yk,r (S, V ) − 1
r∈R

∀k ∈ K

(5.11)

r∈R

is valid for the VRLPOWCS.
Proof. Let S ⊆ V /{ds , dt } such that ∑i∈S ∑j∈S tyi,j > Z. That means that a single
vehicle cannot make a tour visiting subsequently all nodes in S without violating the
time limit. Thus,
∑ yk,r (S, S) ≥ 1

⇔

r∈R

∑ yk,r (S, S) ≤ ∑ yk,r (S, V ) − 1
r∈R

∀k ∈ K

r∈R

must hold.

2

Remark 5.15
Taking advantage of ds , dt ∈/ S, the time limit in Proposition 5.14 can be strengthened
by
(5.12)
Ẑ ∶= Z − ( min tyds ,j + min tyi,dt ) .
δ + (ds )

δ − (dt )

Path inequalities
Fischetti, Salazar-González-González and Toth also propose the path inequality [FST98,
p. 140]. This inequality checks if only paths which are feasible for the OP are used.
Proposition 5.16 (Path inequality)
Let P ∶= {[i1 , i2 ], [i2 , i3 ], . . . , [ik−1 , ik ]} be a simple path through the induced node set
V (P ) = {i1 , . . . , ik } ⊆ V /{ds , dt }. Define the node set
W (P ) ∶= {v ∈ V /V (P ) ∶ P ∪ [ik , v] can be part of a feasible OP solution}.
If P is infeasible, set W (P ) = ∅. Then the path inequality
k−1

k−1

j=1

j=2

∑ xij ,ij+1 − ∑ yij −

∑

v∈W (P )

xik ,v ≤ 0

(5.13)

is valid for the OP.
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Proof. Assume there exists a feasible OP solution (x∗ , y ∗ ) violating (5.13). Then
x∗i1 ,i2 + (x∗i2 ,i3 − yi∗2 ) + . . . + (x∗ik−1 ,ik − yi∗k−1 ) −

∑

v∈W (P )

xik ,v ≥ 1

where (x∗ij−1 ,ij − yi∗j−1 ) ≤ 0 ∀j ∈ {2, . . . , k − 1}. Thus it must hold that (x∗ij−1 ,ij − yi∗j−1 ) = 0
∀j ∈ {2, . . . , k − 1} (i.e. (x∗ij−1 ,ij = 1, yi∗j−1 ) = 1 ∀j ∈ {2, . . . , k − 1}) as well as xik ,v = 0
∀v ∈ W (P ). But then (x∗ , y ∗ ) cannot be feasible since it contains all edges of P plus
an edge [ik , w] with w ∈/ W (P ) as dt ∈ W (P ) (i.e. there has to be a path from ik to dt
via w).
2
The path inequality for the VRLPOWCS can be stated analogously.
Proposition 5.17 (Path inequality for the VRLPOWCS)
Let P ∶= {[i1 , i2 ], [i2 , i3 ], . . . , [im−1 , im ]} be a simple path through the induced node set
V (P ) = {i1 , . . . , ik } ⊆ V /{ds , dt }. Define the node set
W (P ) ∶= {v ∈ V /V (P ) ∶ P ∪ [ik , v]can be part of a feasible OP solution}. If P is infeasible, W (P ) = ∅. Then for k ∈ K, the path inequality
m−1

m−1

j=1 r∈R

j=2 l∈V r∈R

∑ ∑ yij ,ij+1 ,k,r − ∑ ∑ ∑ yij ,l,k,r −

∑

∑ yik ,v,k,r ≤ 0

v∈W (P ) r∈R

(5.14)

is valid for the VRLPOWCS.
Proof. Assume there exists a feasible VRLPOWCS solution violating (5.14). Then
∑ ( yi1 ,i2 ,k,r + (yi2 ,i3 ,k,r − ∑ yi2 ,l,k,r ) +⋯ + (yim−1 ,im ,k,r − ∑ yim−1 ,l,k,r )
l∈V
l∈V
´¹¹ ¹ ¹ ¹ ¹¸ ¹ ¹ ¹ ¹ ¹ ¶
≥0
´¹¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¸¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¶
´¹¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¸¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¶

r∈R

≤0

−

∑

v∈W (P )

≤0

yik ,v,k,r ) ≥ 1

´¹¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹¸¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹¶
≤0

is only true if yi1 ,i2 ,k,r equals one and all the other terms (which are all non-positive)
are zero. Since dt ∈ W (P ), there has to be a w ∈/ W (P ) with yim ,w,k,r = 1 which means
that there exists an infeasible edge [ik , w] with w ∈/ W (P ).
2
To find W (P ), Fischetti, Salazar González and Toth suggest an enumeration scheme
on the support graph (see Definition 5.18): Starting with a node sequence P which
contains the start-depot, the sequence is iteratively extended in any possible way (that
is, for every adjacent node). Then P is checked for violations. For more details refer to
[FST98, p. 11].
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Concluding, in this section we have discussed four valid inequalities which we adapted
to the VRLPOWCS in such way that we can apply them as cuts. Out of these four
cutting planes, we selected the GSECs and TWOMATCH inequalities for improving
an existing branch-and-cut method. For that purpose, we propose in the next section
fast separation methods to identify possible violations of these additional cuts.

5.2 Separation process
As mentioned in Section 4.3, the separation algorithm has to be individually adapted
to the particular cut. In what follows, the separation strategies – which are used in
this thesis – for identifying violations of GSECtour, GSECsegm and TWOMATCHsegm are discussed. TWOMATCHtour is not further considered because we prove in
Proposition 5.27 that this inequality is already implied by TWOMATCHsegm.
A similar observation holds also for GSECsegm. Proposition 5.25 shows that GSECtour
implies GSECsegm. However, the separation of GSECsegm is rather straightforward
in contrast to TWOMATCHtour and similar to the separation of GSECtour. Consequently, we will discuss this separation, too.
All the valid inequalities presented in Section 5.1 are adaptations of the valid inequalities
proposed in the publication of Fischetti, Salazar González and Toth [FST98]. The
authors suggest separation strategies for the cuts which run in polynomial time.

5.2.1 Separating Generalised Subtour Elimination Constraints
The separation process for the Generalised Subtour Elimination Constraints is an
adaptation of the separation algorithms presented by Fischetti, Salazar-González and
Toth [FST07, pp. 627]. The authors introduce the so called support graph which
contains all nodes and arcs which are actually visited, i.e. the fractional solution is
greater than zero for the decision variables. This support graph corresponds to the
support graphs defined in Definition 5.18. As shown in Lemma 5.20, the best way to
compute S and S is to find the minimal cut on the tour support graphs or segments
support graphs. This can be done for example by using the Edmonds-Karp algorithm
[PS98, p. 126]. As the support graphs are sparse – compared to the complete, directed
graph G – this can be done rather fast [FST98, p. 10]: it takes O(∣V ∗ ∣3 ) time for
the max-flow algorithm, O(∣V ∗ ∣) for finding the minimal cut as well as O(∣V ∗ ∣) for
checking all nodes (except the start-depot), in total O(∣V ∗ ∣5 ) time.
Definition 5.18 (Support graph)
Let y be a feasible LP-solution of the VRLPOWCS defined over a digraph G = (V, A),
k ∈ K and ρ ∈ R.
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a) Define
∗
Vk,≤ρ
∶= {i ∈ V ∶ yi,j,k,r > 0 or yj,i,k,r > 0 for some j ∈ V, r ∈ R, r ≤ ρ},

to be the set of visited nodes and
A∗k,≤ρ ∶= {[i, j] ∈ A ∶ yi,j,k,r > 0 for some r ∈ R, r ≤ ρ},
the set of arcs used. Furthermore, the capacity of arc [i, j] ∈ A∗k,≤ρ is ∑r≤ρ yk,r (i, j).
∗
Then the weighted digraph G∗k,≤ρ = (Vk,≤ρ
, A∗k,≤ρ , y) is called lower tour support
graph.
b) Analogously one defines the weighted digraph
∗
G∗k,≥ρ = (Vk,≥ρ
, A∗k,≥ρ , y)

with the corresponding capacities ∑r≥ρ yk,r (i, j), [i, j] ∈ A∗k,≥ρ as upper tour support graph.
c) Define

∗
Vk,ρ
∶= {i ∈ V ∶ yi,j,k,ρ > 0 for some j ∈ V },

A∗k,ρ ∶= {[i, j] ∈ A ∶ yi,j,k,ρ > 0}.
∗
Then G∗k,ρ = (Vk,ρ
, A∗k,ρ , y) is called segment support graph. The capacity of arc
[i, j] ∈ A∗k,ρ is yi,j,k,ρ .

For a directed, weighted graph G = (V, A, c) with arc capacity ci,j ∈ R≥0 , [i, j] ∈ A, and
a source s ∈ V and a sink t ∈ A, a flow f ∈ R∣A∣ is a vector (with component f (i, j) for
each arc [i, j] ∈ A) such that [PS98, p. 23]:
(i) 0 ≤ f (i, j) ≤ ci,j for all [i, j] ∈ A,
(ii) ∑[i,j]∈A f (i, j) = ∑[j,i]∈A f (j, i) for all i ∈ V /{s, t}.
As mentioned above, an efficient way to separate the GSECs is to compute the minimal
cut (for details see [PS98, pp. 119]) as well as the maximal flow [PS98, p. 206] over
the tour support graph. Given an arbitrary node j ∈ V , one can compute how much
flow can be sent at most from the source to the specific node. This problem is called
maximal-flow problem or briefly max-flow problem. A comprehensive description of
the max-flow problem as well as algorithms for solving it in polynomial time (O(∣V ∣3 ))
can be found in [PS98, p. 206].
A closely related problem is the minimal-cut problem, also called min-cut problem.
An s-t cut is a partition (W, W ) of the node set such that s ∈ W , t ∈ W . The capacity
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of an s-t cut is defined as ∑[i,j]∈A∶ i∈W,j∈W ci,j [PS98, p. 118]. The partition which
minimises the capacity is called minimal cut.
By virtue of the Max-Flow-Min-Cut Theorem [PS98, p. 119], the value of the
maximal s-t flow equals the minimal s-t cut. Consequently, having computed the
maximal flow one can check if a cut is minimal and vice versa. This duality is utilised
for reducing the computational effort when separating the GSECs. To distinguish
maximal flows on the different tour support graphs, the following notation is introduced.
Remark 5.19 (Max-flow and min-cut on tour support graphs)
∗
a) Let u, v ∈ Vk,≤ρ
, u ≠ v. maxf lowk,≤ρ (u, v) denotes the maximal flow between v and
u on the lower tour support graph G∗k,≤ρ , mincutk,≤ρ (u, v) the minimal cut on it.
b) Analogously, maxf lowk,≥ρ (u, v) denotes the maximal flow between u and v on the
upper tour support graph G∗k,≥ρ , mincutk,≥ρ (u, v) the minimal cut on it.
c) maxf lowk,ρ (u, v) denotes the maximal flow between u and v on the segment support
graph G∗k,ρ , mincutk,ρ (u, v) the minimal cut on it.
Inequalities (5.5a) and (5.5b) require that the start-depot ds or the end-depot dt ,
respectively, are contained in S whereas the selected node u is contained in S. To
decide if the current LP relaxation is violating a GSEC in some node u, S and S should
be chosen such that the flow between those two sets is minimal. If the GSEC holds for
this minimal flow, the current LP solution cannot violate the GSEC in u.
Lemma 5.20 (Min-cut for GSEC separation)
Let y be a feasible solution for the VRLPOWCS defined in Section 2.2, V = S ⊍ S̄ an
arbitrary node partition with 1 ≤ ∣S∣ ≤ ∣V ∣ − 1 and u ∈ S.
a)

(i) Let ds ∈ S, k ∈ K and ρ ∈ R. If mincutk,≤ρ (ds , u) ≥ yk,ρ (V, u) holds, GSECtour
(5.5a) is valid.
(ii) Let dt ∈ S, k ∈ K and ρ ∈ R. If mincutk,≥ρ (u, dt ) ≥ yk,ρ (u, V ) holds, GSECtour
(5.5b) is valid for any partition V = S ⊍ S̄ with , u ∈ S.

b) Let v ∈ S, k ∈ K and ρ ∈ R. If
mincutk,ρ (v, u) + mincutk,ρ (u, v) ≥ yk,ρ (v, V ) + yk,ρ (u, V ) − 1
holds, GSECsegm (5.2) is valid.
Proof. a) By definition
mincutk,≤ρ (ds , u) = min {

∑

yk,r (S, S) ∶ ds ∈ S, u ∈ S}.

r∈R∶ r≤ρ
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Consequently,
∑

yk,r (S, S) ≥ mincutk,≤ρ (ds , u)

r∈R∶ r≤ρ

for every partition V = S ⊍ S with ds ∈ S, u ∈ S. Thus, if mincutk,≤ρ (ds , u) ≥ yk,ρ (u, V )
holds, inequality (5.5a) is valid for every partition. This shows (i). The proof of (ii) is
analogous.
b) Let v ∈ S, u ∈ S. Since
mincutk,ρ (v, u) = min {

∑

yk,r (S, S) ∶ v ∈ S, u ∈ S},

r∈R∶ r≤ρ

yk,r (S, S) +

∑
r∈R∶ r≤ρ

∑

yk,r (S, S) ≥ mincutk,ρ (v, u) + mincutk,ρ (u, v)

r∈R∶ r≥ρ

holds. Therefore, if mincutk,ρ (v, u)+mincutk,ρ (u, v) ≥ yk,ρ (v, V )+yk,ρ (u, V ), inequality
(5.2) is valid for every arbitrary partition V = S ⊍ S with v ∈ S, u ∈ S.
2
Using the Max-Flow-Min-Cut Theorem, it is sufficient to compute the max-flow to find
a GSEC violation or to obtain a certificate that none exists.
Corollary 5.21 (Max-flow for GSEC separation)
Let y be a feasible solution for the VRLPOWCS defined in Section 2.2, V = S ⊍ S̄ an
arbitrary node partition with 1 ≤ ∣S∣ ≤ ∣V ∣ − 1 and u ∈ S.
a)

(i) Let ds ∈ S, k ∈ K and ρ ∈ R. If maxf lowk,≤ρ (ds , u) ≥ yk,ρ (V, u) holds, GSECtour (5.5a) is valid.
(ii) Let dt ∈ S, k ∈ K and ρ ∈ R. If maxf lowk,≥ρ (u, dt ) ≥ yk,ρ (u, V ) holds, GSECtour (5.5b) is valid.

b) Let v ∈ S, k ∈ K and ρ ∈ R. If
maxf lowk,ρ (v, u) + mincutk,ρ (u, v) ≥ yk,ρ (v, V ) + yk,ρ (u, V ) − 1
holds, GSECsegm (5.2) is valid.
Proof. Let v ∈ S, u ∈ S. From the Max-Flow-Min-Cut Theorem [PS98, p. 119] follows
that maxf lowk,≤ρ (v, u) = mincutk,≤ρ (v, u), maxf lowk,≥ρ (v, u) = mincutk,≥ρ (v, u) and
maxf lowk,ρ (v, u) = mincutk,ρ (v, u).
2
Correlations between the Generalised Subtour Elimination Constraints
For developing the best branch-and-cut strategy it is important to understand the
correlations between the two Generalised Subtour Elimination Constraints defined
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above (GSECtour and GSECsegm). The GSECtour (5.5) are “checking” the inflow or
outflow segment-wise (see Remark 5.5). Thus, it can happen that a subtour is violating
only one of both GSECtour inequalities. In Example 5.22 and Example 5.23 such cases
are described: They show that a violation of (5.5a) does not necessarily imply the
violation of (5.5b) and vice versa. Therefore, it is crucial to always add GSECtour for
the start-depot as well as for the end-depot. Nevertheless, there are also cases where
both inequalities detect a subtour violation (see Example 5.24).
Example 5.22 ((5.5a) violation ⇏ (5.5b))
Consider the VRLPOWCS tour with two segments in Fig. 5.3 for some shuttle k ∈ K
which contains a subtour violation in the three to-zone nodes t3 , t4 and t5 . As already
discussed in Example 5.7, the subtour violation occurs in t3 .
The total inflow (outflow) in t3 (∑r∈R yk,r (t3 , V ) = ∑r∈R yk,r (V, t3 ) = 0.9) is higher
than the complete maximal flow (in terms of summing over all segments) from the
start-depot ds to t3 (maxf low≤2 (ds , t3 ) = 0.7) as well as the maximal flow from t3 to
the end-depot dt (maxf low≥1 (t3 , dt ) = 0.7). But when checking the inflows, outflows
and maximal flows over the support graphs for each single segment ρ ∈ R = {1, 2}, one
obtains the following results:
maxf lowρ (ds , t3 )

yk,ρ (V, t3 )

maxf lowρ (t3 , dt )

yk,ρ (t3 , V )

ρ=1

0.0

0.2

0.7

0.2

ρ=2

0.7

0.7

0.7

0.7

The table shows that (5.5a) is violated for ρ = 1 whereas (5.5b) is valid for all segments.
Example 5.23 ((5.5b) violation ⇏ (5.5a))
Consider the VRLPOWCS tour with three segments in Fig. 5.5 for some shuttle k ∈ K
which contains a subtour violation in the from-zone node f5 and the two to-zone nodes
t4 and t5 .
The subtour violation occurs in f5 as the total inflow (outflow) (∑r∈R yk,r (f5 , V ) =
∑r∈R yk,r (V, f5 ) = 0.9) is higher then the maximal flow from the start-depot ds to f5
(maxf low≤3 (ds , f5 ) = 0.7) as well as the maximal flow from f5 to the end-depot dt
(maxf low≥1 (f5 , dt ) = 0.7). The following table gives an overview over the inflows,
outflows and maximal flows for all ρ ∈ R = {1, 2, 3}: The total inflow (outflow) in f5
(∑r∈R yk,r (f5 , V ) = ∑r∈R yk,r (V, f5 ) = 0.9) is higher than the complete maximal flow (in
terms of summing over all segments) from the start-depot ds to f5 (maxf low≤3 (ds , f5 ) =
0.7) as well as the maximal flow from f5 to the end-depot dt (maxf low≥1 (f5 , dt ) = 0.7).
But when checking the inflows, outflows and maximal flows over the support graphs
for each single segment ρ ∈ R = {1, 2, 3}, one obtains the following results:
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maxf lowρ (ds , f5 )

yk,ρ (V, f5 )

maxf lowρ (f5 , dt )

yk,ρ (f5 , V )

ρ=1

0.0

0.0

0.7

0.0

ρ=2

0.7

0.7

0.7

0.0

ρ=3

0.7

0.2

0.7

0.9

The table shows that (5.5b) is violated for ρ = 3 whereas (5.5a) is valid for all segments.

f3

0.7

t3

0.7
ds

1.0

Segment 1

f1

1.0

t5

0.7
t1

0.2

0.2
0.2

f5

0.3

0.7

t4

dt
1.0

Segment 2
Segment 3

f2

0.3

t2

0.3
0.3

f4

Figure 5.5: Example of a VRLPOWCS tour where the subotur (highlighted in red) is violating
(5.5b), but not (5.5a).

Example 5.24 ((5.5b) and (5.5a) violated)
Consider the VRLPOWCS tour with one segment in Fig. 5.6 for some shuttle k ∈ K
which contains a subtour violation in the three to-zone nodes t1 , t4 and t5 . The subtour
violation occurs in t1 as the inflow (outflow) (∑r∈R yk,r (t2 , V ) = ∑r∈R yk,r (V, t2 ) = 0.9)
is higher than the maximal flow from the start-depot ds to t2 (maxf low≤1 (ds , t2 ) = 0.7)
as well as the maximal flow from t2 to the end-depot dt (maxf low≥1 (t2 , dt ) = 0.7).
Thus, (5.5b) and (5.5a) are violated.
In the VRLPOWCS, a tour is defined as sum over all (tour-)segments. As a consequence,
GSECtour and GSECsegm are correlated: if GSECsegm is violated, GSECtour is also
violated (in the start or end-depot). This result is stated in the following proposition.
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f2

0.7

0.7
0.2
ds

1.0

t4

f1

0.2

t1

t5

0.3

dt
0.3

f3

Segment 1

0.7

0.2

0.3

t2

Figure 5.6: Example of a VRLPOWCS tour where the subotur (highlighted in red) is violating
both, (5.5b) and (5.5a), but not (5.2).

Proposition 5.25 (GSECsegm violation implies GSECtour violation)
Let y be a feasible LP-solution of the VRLPOWCS defined over a graph G = (V, A),
k ∈ K and ρ ∈ R. If (5.2) is violated, i.e. there exists a node partition S ⊍ S = V with
v ∈ S, u ∈ S such that
yk,ρ (S, S) + yk,ρ (S, S) < yk,ρ (u, V ) + yk,ρ (v, V ) − 1,
then (5.5a) or (5.5b) is also violated in segment ρ for some node partition V = W ⊍ W
with ds ∈ W or dt ∈ W .
Note that the violation in (5.5a) or (5.5b) may be “detected” by some different partition
of V , V = W ⊍ W with W ≠ S, too.
Proof. The proof is done by contradiction. Assume there exist k ∈ K, ρ ∈ R and
S ⊍ S = V such that (5.2) is violated for some v ∈ S, u ∈ S, i.e.
yk,ρ (S, S) + yk,ρ (S, S) < yk,ρ (u, V ) + yk,ρ (v, V ) − 1 ,

(⋆)

but (5.5) holds, i.e. for all W ⊍ W = V :
∑ yk,r (W, W ) ≥ yk,ρ (V, u)

ds ∈ W ⊆ V, u ∈ W , ρ ∈ R,

r∈R∶r≤ρ

∑ yk,r (W , W ) ≥ yk,ρ (u, V )

dt ∈ W ⊆ V, u ∈ W , ρ ∈ R .

r∈R∶r≥ρ
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That means that in any segment the inflow (or outflow) cannot be greater than the
aggregated maximal flow from (or to) the start-depot (end-depot). Since the flow in
every segment is less or equal to one, yk,ρ (u, V ) + yk,ρ (v, V ) − 1 ≤ 1 holds. Furthermore,
for every shuttle the maximal outflow at the start-depot is less than or equal to one.
Hence, the max-flow from the start-depot ds to v and u cannot exceed one,
maxf lowk,≤r̂ (ds , u) + maxf lowk,≤r̂ (ds , v) ≤ 1 ∀u, v ∈ V, r̂ = ∣R∣.
Since maxf lowk,ρ (ds , u) + maxf lowk,ρ (ds , v) is a factor contained in yk,ρ (u, V ) +
yk,ρ (v, V ) − 1, the latter one is greater zero if and only if there is some flow which
originates not from the start-depot but from another node w ≠ ds .
If w ≠ v or w ≠ u, maxf lowk,≤ρ (ds , w) = 0, then maxf lowρ (ds , w) must be zero, because
otherwise the flow from w to u or v would be already included in maxf lowk,≤ρ (ds , u) +
maxf lowk,≤ρ (ds , v). However, if (5.5a) or (5.5b) is violated the inflow from w (outflow
to w) – which goes partially to u or v – is greater than zero (see Fig. 5.7). Consequently,
w = u or w = v. But then,
yk,ρ (u, V ) + yk,ρ (v, V ) − 1 ≤ maxf lowk,≤r̂ (ds , u) + maxf lowk,≤r̂ (ds , v)+
+ yk,ρ (u, v) + yk,ρ (v, u) ≤ yk,ρ (S, S) + yk,ρ (S, S)
holds for all S ⊍ S = V , which is a contradiction to (⋆).

2

The opposite direction is in general not true: a violated GSECtour does not necessarily
imply a violated GSECsegm. This is illustrated in the next example.
Example 5.26 (GSECtour violation does not imply GSECsegm violation)
Consider the VRLPOWCS tour in Fig. 5.6 for some shuttle k ∈ K which contains
a subtour violation in the three to-zone nodes t1 , t4 and t5 . As already shown in
Example 5.24 this subtour violates GSECtour in t1 . GSECsegm is not violated because
there exists no node pair (t1 , v) (with v ≠ u some node in the graph in Fig. 5.6) such
that
(yk,ρ (t1 , V ) + yk,ρ (v, V ) − 1) − (yk,ρ (S, S) + yk,ρ (S, S)) > 0 .
Even though GSECsegm is already implied by GSECtour, this cut is also included
in the branch-and-cut method suggested for the VRLPOWCS as mentioned at the
beginning of this chapter.
Concluding, if GSECsegm is violated, GSECtour is violated, too. The opposite is in
general not true. Due to the similarities of both GSECs, we will discuss the separation
for both cuts.
Observe that S and S are computed on the support graph. That means, S is the
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0.7

u
0.5

0.2

0.2

ds

f
0.5

0.4
0.2

v

g

0.2
0.7

Figure 5.7: Sketch for the proof of Proposition 5.25: If yk,ρ (u, V ) + yk,ρ (v, V ) − 1 > 1 holds,
there has to be some inflow at u or v which originates not from ds . In that case,
GSECtour (5.5a) or (5.5b) is violated.

complement to S with respect to the support nodes, S = V ⊇ V ∗ /S. As a consequence,
one has to redefine S = V /S.
Separating GSECtour
A violation of the Generalised Subtour Elimination Constraints for tours,
∑ yk,r (S, S) ≥ yk,ρ (V, u)

ds ∈ S, u ∈ S, ρ ∈ R

(5.5a)

dt ∈ S, u ∈ S, ρ ∈ R ,

(5.5b)

r∈R

∑ yk,r (S, S) ≥ yk,ρ (u, V )
r∈R

can be detected by looking at the maximal flow (minimal cut) between the start-depot
(end-depot) and a node u ∈ S. If this flow is less than yk,ρ (V, u) or yk,ρ (u, V ), the
corresponding Generalised Subtour Elimination Constraints for tours has been violated
and thus one can add it as a cut to the current LP-formulation. The GSECtour
separation is enhanced by the missing depot inequality which substitutes GSECtour
when the start-depot (and thus the end-depot) is not contained in the optimal solution
of the LP relaxation (see Section 5.1.2). This inequality is only added in the GSECtour
separation because GSECsegm is never separated alone (due to the dominance of
GSECtour). Algorithm 5.1 demonstrates how GSECtour can be separated.
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Algorithm 5.1: Separation algorithm for GSECtour.
1
2
3
4
5
6
7
8
9
10
11
12
13
14

Input : y, solution of the LP relaxation, violcuts = {};
for k ∈ K do
for ρ ∈ R do
generate G∗k = (Vk∗ , A∗k ) support graph;
if ds ∈/ Vk∗ then
add (missing depot, k, ρ) to violcuts;
end
select u ∈ Vk∗ , u ≠ ds , dt ;
solve mincut≤ρ (ds , u);
if maxf lowk,≤ρ (ds , u) < yk,ρ (V, u) then
set S = Vk /S;
add (S, ds , S, u) to violcuts;
end
solve mincutk,≥ρ (u, dt );
if maxf lowk,≥ρ (u, dt ) < ∑ yu,j,k,ρ then
j∈V

15
16
17
18

add (S, dt , S, u) to violcuts;
end
end
end
Output : violcuts;

Separating GSECsegm
In a segment there is generally no “compulsory node” which has to be visited (cf.
Section 5.1.1). For that reason one has to select two nodes to check for a violation of
the Generalised Subtour Elimination Constraint for segments:
yk,r (S, S) + yk,r (S, S) ≥ yk,r (u, V ) + yk,r (v, V ) − 1 .

(5.2)

∗
∗
∗
∗
Instead of trying all ∣Vk,r
∣ ⋅ (∣Vk,r
∣ − 1) node pairs (u, v) ∈ Vk,r
× Vk,r
, Fischetti, SalazarGonzález and Toth suggest to set u such that yu,j,k,r = max yi,j,k,r since if the inequality
i∈S

is valid for max yi,j,k,r , it has to hold for any node w ∈ V [FST07, p. 628]. Since
i∈S

S ⊂ V can be arbitrarily chosen, one can select u such that yu,j,k,r = max yi,j,k,r .
i∈V

Additionally, one can exclude node pairs (u, v) with yk,r (u, V ) + yk,r (v, V ) − 1 ≤ 0 as
yk,r (S, S) + yk,r (S, S) ≥ 0 for any S ⊂ V . Therefore one has to compute (at most)
∗
∣Vk,r
∣ − 1 maximal flow problems to find possible violations. Algorithm 5.2 summarises
the steps required for separating GSECsegm
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Algorithm 5.2: Separation algorithm for GSECsegm.
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15

Input : y, solution of the LP relaxation, violcuts = {};
for k ∈ K do
for ρ ∈ R do
∗
, A∗k,ρ ) support graph;
generate G∗k,ρ = (Vk,ρ
∗
select u ∈ Vk,ρ
such that y k,ρ (u, j) ≥ maxi∈V y k,ρ (i, j) ∀j ∈ V ;
∗
for v ∈ Vk,ρ do
if y k,ρ (u, V ) + y k,ρ (v, V ) − 1 > 0 then
solve mincutρ (u, v), return (S, maxf lowρ (u, v));
if maxf lowρ (u, v) < yk,ρ (u, V ) + yk,ρ (v, V ) − 1 then
set S = Vk,ρ /S;
add (S, v, S, u) to violcuts;
end
end
end
end
end
Output : violcuts;

Summarising, in this section we have presented separation methods which allow to
detect violations of GSECtour and GSECsegm in polynomial time.

5.2.2 Separating two-matching inequalities

i

j

Figure 5.8: Opposed arcs cannot be traversed simultaneously in the same segment. In a tour,
both arcs can be used sequentially.

In order to save computational effort spent on the separation process, Fischetti, Salazar
González and Toth suggest a heuristic for finding violated two-matching inequalities by
computing minimum spanning trees [FST98, pp. 10] (for the definition of a minimum
spanning tree see for example [PS98, pp. 271]). The authors consider the Orienteering
Problem on an undirected graph Ĝ = (V, A) (cf. Section 3.2) whereas the VRLPOWCS
is defined on a directed graph G = (V, E). Consequently, one has to extract the
undirected graph Ĝ from G. This can be achieved by contracting the opposed arcs into
the corresponding edge: Let i, j ∈ V nodes and yi,j,k,r the weight of arc [i, j] ∈ A, yj,i,k,r
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the weight of arc [j, i] ∈ A. Edge (i, j) ∈ E then gets weight ŷi,j,k,r ∶= yi,j,k,r + yj,i,k,r .
This graph-transformation leads immediately to an interesting question: How can a
cut that is defined on a directed graph be separated on an undirected one? The answer
to this question lies in the segment-wise separation of TWOMATCHsegm and the
implicit subtour elimination due to the usage of timing variables (cf. Section 2.4.2):
When both arcs, the one leading from node i to j and the other from j to i, would
be used in the same segment, they would form a subtour (cf. Fig. 5.8). For that
reason it never happens that both arcs are traversed in the same segment. This allows
the interpretation of an arc as an edge in the particular segment. Thus, given a cut
violation is found for some handle H and teeth-set Tp on the undirected graph Ĝ, these
sets also define a valid inequality for the VRLPOWCS defined on the directed graph G.
This observation does only hold for (tour-)segments, not for a complete tour. The
reason is that in a tour – which is the sum of all segments – to-zone nodes can be
visited more than once (even though in different segments). Thus, aggregating the
support graph on the tour-level (by summing up the weights of the opposed arcs)
the edge-weights may overestimate the arc weights such that inequality (5.9) does
not hold. Therefore, when separating TWOMATCHtour one has to consider these
issues. However, studying the correlations between the two inequalities we show that
TWOMATCHsegm already implies TWOMATCHtour. Consequently, it is sufficient to
separate TWOMATCHsegm.
Correlation between the two-matching inequalities
Like the Generalised Subtour Elimination Constraints, the two-matching inequalities for
tours and for segments are correlated. TWOMATCHtour contains the restriction that
one of the tooth-nodes has to be a from-zone node. This encourages the assumption
that TWOMATCHsegm is a more generalised version of TWOMATCHtour. The next
proposition confirms this conjecture: TWOMATCHsegm implies TWOMATCHtour.
Proposition 5.27
Let all sets be defined as in Proposition 5.12, especially Tp ∩ Vf r ≠ ∅ for all p ∈ [m].
Given H, Tp , p ∈ [m], k ∈ K such that inequality (5.8) is valid for any segment r ∈ R,
inequality (5.9) holds for H and Tp , too.
The proof of Proposition 5.27 makes use of two lemmata. The first one shows how
(5.9) can be reformulated.
Lemma 5.28
Let the sets H and Tp , p ∈ [m], be defined like in Proposition 5.12. Then inequality
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(5.9) is equivalent to
∑ ( ∑ yk,r (Tp ) − yk,r (H, H)) ≤
r∈R

p∈[m]

m−1
.
2

(5.15)

Proof (Lemma 5.28).
∑ ( ∑ yk,r (Tp )
r∈R

p∈[m]

−yk,r (H, H)
´¹¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹¸ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¶

) = ∑ ( ∑ yk,r (Tp ) + yk,r (H) − yk,r (H, V ))
r∈R

=yk,r (H)−yk,r (H,V )

≤

(5.9)
≤

p∈[m]

m−1
.
2
2

The second lemma states that even when summing over all segments, TWOMATCHsegm
cannot exceed m−1
2 .
Lemma 5.29
Given the sets defined in Proposition 5.11,
∑ ( ∑ yk,r (Tp ) − yk,r (H, H)) ≤
r∈R

p∈[m]

m−1
2

(5.16)

holds.

Figure 5.9: Example of a tour through a comb which is maximising the difference
∑r∈R (∑p∈[5] yk,r (Tp ) − yk,r (H, H)).
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Proof (Lemma 5.29). Rewrite inequality (5.15) in the following way:
∑ ( ∑ yk,r (Tp ) − yk,r (H, H)) = ∑ ( ∑ (yk,r (Tp ∩ H, Tp ∩ H)+
r∈R

r∈R

p∈[m]

p∈[m]

+ yk,r (Tp ∩ H, Tp ∩ H) + yk,r (Tp ∩ H, Tp ∩ H) +yk,r (Tp ∩ H, Tp ∩ H)) − yk,r (H, H)) =
´¹¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¸ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹¶ ´¹¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¸¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¶
=0

=0

= ∑ ( ( ∑ yk,r (Tp ∩ H, Tp ∩ H) − yk,r (H, H)) +yk,r (Tp ∩ H, Tp ∩ H)).
r∈R

p∈[m]

´¹¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¸¹¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¹ ¶
≤0

With this transformation one can see that the difference between yk,r (Tp ) and yk,r (H, H)
is maximised by a tour that leaves and enters H always through tooth-arcs.
Every arc leaving H increases ∑r∈R yk,r (H, H) by one. Hence, by entering H via one
tooth and leaving H via another one, the difference ∑r∈R (∑p∈[m] yk,r (Tp ) − yk,r (H, H))
is increased by one. Consequently, there are always two teeth necessary for increasing
the difference by one (see Fig. 5.9). In conclusion, the difference cannot exceed m
2 and
since m is odd, inequality (5.16) is obtained by rounding.
2
The result from Lemma 5.29 is crucial for the proof of Proposition 5.27.
Proof (Proposition 5.27). Assume there exist sets H, Tp , p ∈ [m] such that (5.9)
is violated for some k ∈ K, i.e.
∑ (yk,r (H) + ∑ yk,r (Tp )) > ∑ yk,r (H, V ) +
r∈R

p∈[m]

r∈R

m−1
.
2

Using Lemma 5.28 and Lemma 5.29 as well as the fact that yi,j,k,r is integral and m
odd yields the following contradiction:
m+1
2

(5.15)

≤

⎛
⎞ (5.16) m − 1
≤
.
∑ yk,r (Tp ) − yk,r (H, H)
2
⎠
r∈R ⎝p∈[m]
∑

Hence, there are no sets H, Tp , p ∈ [m] such that (5.9) is violated but not (5.8).

2

Separating TWOMATCHsegm
For the separation, consider once more the support graph Ĝ∗ which contains all the
edges whose weight is greater than zero, ŷi,j,k,r > 0 (see also Section 5.2.1). Using the
algorithm of Kruskal (cf. [PS98, pp. 278]), one constructs subsequently a minimumweight spanning tree on Ĝ∗ . Every time a new edge e ∈ E ∗ is selected, the connected
component which is containing e is considered as handle H. The corresponding teeth
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are determined in the following way. Let δ(H) = {e1 , . . . , en } be the set of all edges
adjacent to H with ŷe∗1 ,k,r ≥ ŷe∗2 ,k,r ≥ . . . ≥ ŷe∗n ,k,r . The edges do not necessarily have to
be disjoint. The best choice is to select m ≥ 3 such that
ŷe∗1 ,k,r + (ŷe∗2 ,k,r + ŷe∗3 ,k,r − 1) + . . . + (ŷe∗m−1 ,k,r + ŷe∗m ,k,r − 1)

(5.17)

is maximised. This can be achieved by setting m such that (ŷe∗m−1 ,k,r + ŷe∗m ,k,r − 1) > 0
and (ŷe∗m+1 ,k,r + ŷe∗m+2 ,k,r − 1) ≤ 0. Note, m is automatically odd because it is formed
out of m−1
2 tooth pairs (e2 , e3 , . . . , em−1 , em ) and one additional tooth (e1 ). The teeth
T1 to Tm form the tooth-set T .
To understand this specific choice of the handle and teeth, take a look at the TWOMATCHsegm inequality
yk,r (H) + ∑ yk,r (Tp ) ≤ yk,r (H, V ) +
p∈[m]

m−1
.
2

(5.8)

The aim of the separation process is to detect violations of (5.8). Thus, it is reasonable
to select H and T in such way that the probability of violating the cut (5.8) is high. By
computing a minimal-spanning tree the edges with the lowest weights are concentrated
in the handle H. As a consequence, all other edges – especially the tooth-edges – have
higher weights. Equation (5.17) corresponds to ∑p∈[m] yk,r (Tp ) − m−1
2 . Maximising this
difference gives the optimal choice for the teeth when searching for cut violations. If no
violation can be detected by this choice of T , then there do not exist any cut violations
for this handle [FST98, p. 11]. Otherwise one has to examine the teeth to see if they
are disjoint. If this is not the case and say teeth Tf and Tg overlap in node v, then one
redefines the handle-teeth pair (H ′ , T ′ ) with T ′ ∶= T /{Te , Tf } and H ′ ∶= H/{v} if v ∈ H
or H ′ ∶= H ∪ {v}, else. Replacing (H, T ) with (H ′ , T ′ ) does not affect the inequality for
the following reason: m−1
2 ≥ ∑p∈[m] yk,r (Tp ) with equality if all teeth are traversed by
the shuttle. If Tf or Tg are used, the deletion reduces both sides by one, respectively.
Otherwise, the inequality is not “sharp” and the removing of Tf and Tg does not affect
the inequality. The second component of (5.8), ∑l∈H yk,r (l, V ) ≥ yk,r (H), is also valid
after removing or adding v to H. This is based on the simple reformulation
yk,r (H, V ) ≥ yk,r (H) ⇔ ∑ yk,r (l, H) ≥ 0 .
l∈H

The algorithm of Kruskal has running time O(∣V ∗ ∣ ⋅ ∣E ∗ ∣). Every time an edge is added,
the handle and the teeth are reconstructed: This takes additional O(∣E ∗ ∣) steps such
that the heuristic can be computed in total in O(∣V ∗ ∣ ⋅ ∣E ∗ ∣2 ). The separation heuristic
described above is summarised in Algorithm 5.3.
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Algorithm 5.3: Separation heuristic for TWOMATCHsegm.
Input : y, solution of the LP relaxation
violcuts = {};
1 for k ∈ K do
2
for r ∈ R do
∗
∗
) support graph with edge weights
, Ek,r
3
define Ĝ∗k,r = (Vk,r
ŷi,j,k,r = yi,j,k,r + yj,i,k,r , [i, j], [j, i] ∈ A∗k,r opposed arcs;
4
create a minimum-ŷ spanning tree F on Ĝ∗k,r with Kruskal’s algorithm;
∗
added to F then
5
if new edge e ∈ Ek,r
6
select H, connected component containing e, from F ;
7
end
8
set δ(H){e1 , . . . , en } such that ŷe∗1 ,k,r ≥ ŷe∗2 ,k,r ≥ . . . ≥ ŷe∗n ,k,r ;
9
set m such that (ŷe∗m−1 ,k,r + ŷe∗m ,k,r − 1) > 0 and (ŷe∗m+1 ,k,r + ŷe∗m+2 ,k,r − 1) ≤ 0;
10
if m < 3 then
11
break
12
end
13
set T = {T1 , . . . , Tm };
∗
14
if exist Tf , Tg , f, g ∈ [m], f ≠ g with Tf ∩ Tg = v ∈ Vk,r
then
15
set T = T /{Tf , Tg };
16
if v ∈ H then
17
H = H/{v};
18
else
19
H = H ∪ {v};
20
end
21
end
22
if (H, T ) violates (5.8) then
23
add (H, T ) to violcuts;
24
end
25
end
26 end
Output : violcuts;
Concluding, in this chapter we have presented several cutting planes which we adapted
to the VRLPOWCS. Thereby we selected three cuts for extending an existing branchand-cut algorithm: GSECtour (including the missing depot inequality), GSECsegm
and TWOMATCH. For all three cuts we proposed separation methods that detect any
violation in polynomial time. Next, we discuss the implementation of the GSECs and
TWOMATCH cuts in a computer program which solves the VRLPOWCS.
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Implementation
In the previous chapter we discussed the adaptations of several cutting planes to the
VRLPOWCS. It was shown that GSECtour, GSECsegm and TWOMATCHsegm (for
simplification we denote from now on TWOMATCHsegm as TWOMATCH) can be
applied as cutting planes to restrict the set of feasible LP solutions. Another inequality
that can decrease the computational effort significantly is the symmetry breaking
inequality (SBI). Our aim is to combine these additional inequalities with a branchand-cut method. This chapter shows which programs we used and how we wrote the
scripts in order to implement the model and to solve it using the additional inequalities.
The complete program can be found on the compact disc which is appended to the
print-out of this thesis.

6.1 Gurobi
In this thesis the MIP solver Gurobi 6.0 [Gur14] is used to find exact solutions to the
VRLPOWCS. Gurobi can solve mixed-integer linear programs with the branch-and-cut
method. Thereby, the solver makes use of several cutting plane routines, among others
Chvátal-Gomory cuts, clique cuts, flow cover cuts and flow path cuts (a complete
overview can be found in the paragraph “MIPcuts” in [Gur14]). Furthermore, Gurobi
provides callbacks (see “Callbacks” in [Gur14]), an interface which gives the possibility
to add own cutting planes in the following way: If the callback is activated, the solver
returns for every explored node in the search tree the optimal LP solution. This solution
can then be used to separate the corresponding cutting planes externally – that means
by use of external programs. Then, one can pass the violated cuts back to Gurobi,
which re-runs the optimisation in the current node considering the supplementary cuts.
During the test runs the Gurobi callbacks revealed some weaknesses which limit the
possibilities to test the additional cutting planes or require some additional workarounds,
respectively. Therefore, we describe first the obstacles we encountered when using
Gurobi and show how we solved the issues.
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No possibility to control the search tree-level
Every search tree which is generated by a branch-and-bound method can be partitioned
by the levels of the nodes. That is, the root node is on level zero while its children
nodes are on level one. Level two comprises then all children of level-one nodes and so
on. In general it makes sense to limit the level to which the cuts are added for two
reasons:
1. Cutting planes have the greatest impact when they are added to nodes in the
upper levels of the search tree since the cuts also influence all nodes in the following
levels. Consequently, on the lower levels of the search tree the additional cuts
affect less nodes.
2. With each level the number of nodes at least doubles (if they are not cut away).
Thus, with every new level at least twice as many separations have to be performed
at the expense of runtime.
Summarising, the computational time of the separation increases with every level while
the additional benefit from reducing the problem size tends to fall. Consequently, it
would be best to add the GSECtour, GSECsegm and TWOMATCH cuts only in the
upper levels.
Unfortunately, this strategy cannot be realised in Gurobi 6.0 because the solver does
not provide any information on which level of the search tree it is currently exploring
nodes. Thus, Gurobi does not offer any possibility to directly control up to
which level of the search tree additional cuts should be added 4 . The only
information one can obtain is the number of the search tree node which Gurobi is
currently exploring (by aid of the callback parameter MIP_NODCNT – see “Callback
codes” in [Gur14]). This number can be used to skip adding nodes once a given number
of nodes has been visited in the search tree. Nevertheless, this would only solve the
problem when one could force Gurobi to do a breadth-first search and if one would
know the implemented branching strategy. However, there is no possibility to influence
the search strategy or the branching strategy as well as no detailed information about
both of them. Thus, one does not know in which order the individual nodes of the
search tree are numbered and therefore one cannot deduce the search tree-level of the
particular nodes.
Although one cannot control the levels of the search tree in general, one can allow
Gurobi to separate the additional cutting planes only in the root (that is node zero).
This is the best way to make use of the GSECtour, GSECsegm and TWOMATCH
cuts in combination with Gurobi since:
4
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However, in the log-file Gurobi displays the level of the search tree.

6.2 VRLPOWCS-program
1. The cuts help to reduce the solution space in the root node and consequently for
all sub-problems in the children nodes.
2. Separating these cuts in every search tree node rather slows down the computational time of a state of the art solver like Gurobi.
Periodical updates of additional cuts
Like most of the modern MIP solvers, Gurobi exploits the capability of parallel computing. That is, the solver makes use of all available cores to explore several nodes
simultaneously. As a consequence, the additional cuts are added periodically (see
[Gur14]). This may lead to situations where Gurobi explores children nodes without
taking into account the violated cuts in the parent node. A solution to this problem can
be the setting of the thread count to one (Gurobi parameter Threads – see “Threads”
in [Gur14]). This parameter limits the number of cores used by Gurobi to one and
thus ensures that the cuts are applied immediately. However, this does not solve the
problem completely because the aim is to solve the VRLPOWCS in minimal time.
Parallel computation is thereby an important component such that turning off this
feature can lead to poor, non-realistic runtime.
The periodical updates are a further motivation to add the GSECtour, GSECsegm and
TWOMATCH cuts only in the root node.
Concluding, we can either separate the additional cuts only in the root node or in
every node of the search tree.

6.2 VRLPOWCS-program
The Gurobi solver is used as an “oracle” to which one passes input data and then
receives the optimal solution. Consequently, there are further programs and scripts
required for extracting and generating the input data, stating the optimisation model,
separating the corresponding cuts and exporting the solution and solution statistics.
The complete VRLPOWCS-program comprises seven programs. All programs are
written in the programming language Python 2.7 [Pyt15].
vrlpowcs_solve.py is the main program which is executed. In vrlpowcs_solve.py
one has to set certain parameters (cf. Section 6.2.1). The VRLPOWCS-program
is started (in the Command Prompt of Windows 7) using the command python
vrlpowcs_solve.py. Observe that for running this program one has to install the
Python module gurobipy (cf. “The Gurobi Python Interface for Python Users” in
[Gur14]). Furthermore, certain input data have to be included in a folder named
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ExtractedData. This folder has to be in the same directory as the VRLPOWCSprogram (and all other scripts).
python vrlpowcs_solve.py executes the following steps:
1. Preparing the input data (→ vrlpowcs_data_read.py).
2. Passing the corresponding VRLPOWCS model to Gurobi (→ vrlpowcs_model.py).
3. Solving the VRLPOWCS using Gurobi (→ vrlpowcs_model.py).
4. Enhancing the Gurobi branch-and-cut by separating the additional cuts
(→ vrlpowcs_separate_gsec_tour.py, vrlpowcs_separate_gsec_segm.py,
vrlpowcs_separate_two_matching.py).
5. Returning the best solution found as well as solution statistics
(→ vrlpowcs_print_solution.py).
Next, the particular programs and scripts are explained in more detail.

6.2.0 vrlpowcs_data_extract
The VRLPOWCS-program solves the VRLPOWCS given a certain instance. An
instance is a set of the following input data:
• Travel times for the shuttles as well as for the cars for all feasible arcs. These
values have been computed in advance by aid of a route planer. The travel times
for the cars already include the time for fuelling, if necessary.
• Fuel levels of the cars.
• Maximal capacities of the to-zones.
• Weights of the to-zones.
Observe, the time unit used in the program are seconds. The generated input
data are then written into a txt-file. This text file is the input which is used by
the VRLPOWCS-program. To start the optimisation, the input data have to be
extracted from the corresponding txt-file and transformed into Python objects. This
is done by the script vrlpowcs_data_extract.py using the Python module pickle
(Python library “Pickle” [Pyt15]). The Python objects are stored in the directory
ExtractedData/<instancename> in separate files. It is apparent that this data extraction has to be done only once for every instance. Consequently, this step is considered
as a preprocessing step (step 0) which is not included into the overall runtime of the
VRLPOWCS-program.
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6.2.1 vrlpowcs_solve
vrlpowcs_solve.py serves as “master”. It evokes sequentially the individual programs
in the following order:
1. vrlpowcs_data_read.py
2. vrlpowcs_solve.py
3. vrlpowcs_model.py
a) vrlpowcs_separate_gsec_tour.py
b) vrlpowcs_separate_gsec_segm.py
c) vrlpowcs_separate_two_matching.py
4. vrlpowcs_print_solution.py
Furthermore, the user can choose in vrlpowcs_solve.py which instance is solved,
which solution strategy is applied and which parameters are used for the model. The
following settings have to be made by the user:
• instnc: string with the name of the instance (e.g. Instance01 ).
• rntime ∈ N0 ∪ {+∞}: defines the maximal runtime of the solver (in seconds).
• maxnodes ∈ N0 : defines, up to which node in the search tree (observe, this is not
the level of the search tree!) the additional cuts are explored.
• grbicuts ∈ {−1, 0, 1, 2}: controls the Gurobi cutting aggressiveness (see “Cuts”
in [Gur14]). Default value is -1. Setting this parameter to zero, one can turn off
all Gurobi cuts such that Gurobi solves the problem with branch-and-bound.
• sbi ∈ {0, 1}: defines, if the SBI is used.
• gsectour ∈ {0, 1}: defines, if GSECtour are used.
• gsecsegm ∈ {0, 1}: defines, if GSECsegm are used.
• twomatch ∈ {0, 1}: defines, if TWOMATCH are used.
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Observe, the following five combinations of cuts are possible (executed in the given
order):
• Only GSECtour or GSECsegm or TWOMATCH.
• First GSECtour, second GSECsegm.
• First GSECtour, second GSECsegm, third TWOMATCH.
If any of the cuts are activated, the Gurobi parameter PreCrush is turned off (set
to one). This is necessary when adding cuts using callbacks (see “PreCrush” in [Gur14]).
The instances include only those information which cannot be directly influenced by
the user of the VRLPOWCS-program, like the positions, fuel levels and travel times
of the cars or the capacities and weights of the to-zones. However, there are several
parameters that have to be manually set for the VRLPOWCS-program. To iterate
over different values, some of the parameters are set in a list.
• lambd_list ∈ Qn , n ∈ N: trade-off parameter(s) in the objective function.
• shttl_list ∈ Nn , n ∈ N: defines the number(s) of shuttles available.
• segm_list ∈ N: defines the maximal number(s) of segments allowed.
• capacity ∈ N: defines the capacity of the shuttles.
• mwt_list ∈ N: maximal working time(s) (in seconds)
• transtime ∈ N: transfer time for the chauffeurs (in seconds).

6.2.2 vrlpowcs_data_read
The input of the script vrlpowcs_data_read.py is the name of the instance, the
number of available shuttles, the shuttle capacity, the maximal number of segments
and the maximal working time. In a first step, the script reads from the directory
ExtractedData/<instancename> the data that have been prepared by
vrlpowcs_data_extract.py. These data are used to generate the node sets {ds , dt },
Vf r , Vto . By aid of dictionaries (a dictionary is a Python data type – see “Dictionary”
in [Pyt15]), the to-zone nodes are associated with their maximal capacities and weights
while the cars are assigned their individual relocation utilities. With a further dictionary
every from-zone node is assigned an individual, positive number. This is required for
applying the symmetry breaking inequality which uses the node number as input (see
Section 2.5).
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Out of the node set V , the arc set A is created. To reduce the runtime of the model,
the arc set A contains only those arcs which are defined for the relocation
graph G. Using dictionaries, the shuttle arcs as well as the car arcs are associated
with the corresponding travel times.

6.2.3 vrlpowcs_model
vrlpowcs_model.py is the “core component” of the complete VRLPOWCS-program.
It includes four important features:
1. Stating the model in a Gurobi-readable formulation.
2. Solving the VRLPOWCS model by aid of the Gurobi solver.
3. Separating GSECtour, GSECsegm and TWOMATCH.
4. Extracting useful information about the solution process.
Formulation and solution of the model
The VRLPOWCS model stated in Section 2.2 is formulated in Python using the corresponding functions provided by Gurobi for this purpose (cf. [Gur14]). All necessary sets
and parameters are passed from vrlpowcs_solve.py and vrlpowcs_data_read.py.
The variables, objective function and constraints are stated as recommended in the
Gurobi manual. Especially, the sums are written using the function quicksum (see
“Quicksum” in [Gur14]).
As mentioned in the beginning of this section, Gurobi is integrated into vrlpowcs_model.py via the Python module gurobipy. With the command m.optimize() the
model is solved.
Separation via callbacks
The callback functions allow to intervene into Gurobi’s solution process (see Section 6.1).
This functionality is used for separating the GSECtour, GSECsegm and TWOMATCH
cuts.
The Gurobi callback is activated by setting the callback code GRB.callback.MIPNODE
(an overview over all possible callback codes can be found in “Callback codes” in
[Gur14]). To avoid callbacks with an infeasible LP solution, one has to check if the
parameter model.cbGet(GRB.callback.MIPNODE_STATUS) equals two. If this is the
case, the LP solution is infeasible and the callback is not entered.
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For all three cuts, the procedure in vrlpowcs_model.py is similar. After having entered
the callback, the current LP solution is retrieved with the method model.cbGetNodeRel.
The corresponding support graph gr is created using the Python package NetworkX
(see [Net14]). According to a performance comparison, this graph-tool is rather slow
[Pei14]. On the other hand, NetworkX is implemented solely in Python and requires
no further packages or libraries. However, when solving bigger instances one should
consider using another graph-tool like igraph [Pei14].
Having generated the support graph, the cuts are separated for every shuttle and for
every segment. This is done by three additional programs: vrlpowcs_gsec_tour.py,
vrlpowcs_gsec_segm.py and vrlpowcs_two_matching.py (see below). These programs pass back all informations required to set those cuts which are violated by the
current LP solution. The cuts are then added to the LP relaxation in the corresponding
node of the search tree with the method model.cbCut.
All separations are only executed as long as the number of the search tree node is less
than or equal to maxcutnodes (cf. Section 6.1). This is ensured by an if-statement.
Separation programs
The actual separation is done by the programs vrlpowcs_gsec_tour.py,
vrlpowcs_gsec_segm.py and vrlpowcs_two_matching.py.
a) vrlpowcs_gsec_tour: The program is the implementation of Algorithm 5.1.
Before vrlpowcs_gsec_tour.py is run, script vrlpowcs_model.py checks if the
support graph gr contains the start-depot and the end-depot. If not, the missing
depot inequality (see Section 5.1.2) is set and vrlpowcs_gsec_tour.py is not run.
Otherwise, the program is started with the following input: the depot (recall:
GSECtour is defined for the start-depot and the end-depot), the current shuttle,
the current segment, the support graph, the current solution as well as the set of
all segments and all shuttles. To reduce the computational time, the maximal flows
and minimal cuts are computed by aid of the package NetworkX.
vrlpowcs_gsec_tour.py identifies all nodes u ∈ V for which the GSECtour inequalities are violated and computes the corresponding node partition S ⊍ S = V
with u ∈ S. u and S̄ are passed back as output to vrlpowcs_model.py where
it can be used to set the cuts correctly. Observe that since this partition is
computed in vrlpowcs_gsec_tour.py on the support graph gr, S contains only
those nodes which are contained in gr. Consequently, S has to be computed in
vrlpowcs_model.py as V /S̄.
b) vrlpowcs_gsec_segm: vrlpowcs_gsec_segm.py is provided with the same input
as vrlpowcs_gsec_tour.py. As mentioned in Section 5.2.1, it is sufficient to check
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for violations of the GSEsegm inequality for u ∈ V such that yu,j,k,r = max yi,j,k,r .
i∈S

Consequently, in a first step this u is identified in vrlpowcs_gsec_segm.py. Then,
the separation is executed according to Algorithm 5.2 using the package NetworkX for
computing the maximal flow and the minimal cut. The output of vrlpowcs_gsec_segm.py are the nodes v ∈ S, u ∈ S. S is then computed in vrlpowcs_model.py as
V /S.
c) vrlpowcs_two_matching: To separate TWOMATCH, the directed support
graph gr has to be transformed into an undirected one by adding up the particular
arc weights. This is done in vrlpowcs_model.py. The program vrlpowcs_two_matching.py receives as input the current shuttle, the undirected graph, the optimal
solution as well as a list of all segments and all arcs.
The separation is implemented according to Algorithm 5.3. Thereby, the handle H
is created by Kruskal’s algorithm. In contrast to the GSECtour and GSECsegm
separation, the algorithm cannot be run by using an external package but has to
be coded “by hand”. This is due to the fact that in the separation heuristic for
TWOMATCH the handle has to be checked for violations every time an edge is
added to the spanning tree whereas external algorithms usually create the complete
spanning tree at once.
The program returns all pairs of handles and teeth for which the two-matching
inequalities are violated to vrlpowcs_model.py.
Solution statistics
For evaluating the impact of the particular cuts the following key figures are read out
using Gurobi methods:
• The optimal or the current best solution, respectively.
• The MIP gap.
• The current upper bound.
• The runtime of the solver.
• The number of variables (all, binary, integer).
• The number of nodes explored in the search tree.
• The number of solutions found.
Furthermore, the following key figures are manually computed:
• The number of relocations, i.e. how many cars have been moved.
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• The number of actually used shuttles.
• The number of GSECtour, GSECsegm and TWOMATCH cuts added.
• The particular time for separating the additional cuts (using the script tictoc.py).

6.2.4 vrlpowcs_print_solution
The key figures read and computed in vrlpowcs_model.py are passed to the program
vrlpowcs_print_solution.py. This program exports these informations to a txt-file
and a csv file (comma separated list) for later analysis. Both files are stored in the
directory Results.
Text file
The name pattern of the text file is <timestamp>-<filename>_stats.txt whereas
<timestamp> denotes the time when the computation started. The file can be used
to get a quick overview over the optimisation run. It describes the set-up and the
parameters used and shows the solution and the separation statistics.
Comma separated list
The csv file has the following name: <timestamp>-<filename>_results.csv. It
contains all information the text file contains plus the optimal solution displayed
in such way that one can easily reproduce the particular tours of the shuttles, the
individual relocations, the timing of the shuttles and cars as well as eventual deviations
from the desired distribution. At the end, it prints all relevant key figures in one line
such that it is possible to export it into a data sheet. The key figures are
• timestamp: starting time of the particular optimisation run.
• filename: name of the input file.
• lambda: value of the trade-off parameter used.
• symmetry break: if the SBI was used or not.
• Gurobi cuts: Gurobi cutting aggressiveness,
• GSECtour: if GSECtour was used or not.
• GSECsegm: if GSECsegm was used or not.
• TWOMATCH: if TWOMATCH was used or not.
• runtime: runtime of the VRLPOWCS-program.
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• MIP Gap: final MIP gap (internally computed by Gurobi).
• nodecount number of nodes explored in the search tree.
• obj value: best solution found.
• relocations: number of relocations.
• number shuttles: value of the corresponding parameter in shttl_list.
• number segments: value of the corresponding parameter in segm_list.
• used shuttles: number of actually used shuttles.
• max working time: value of the corresponding parameter in mwt_list.
• numvars: number of variables in the model.
• numintvars: number of integer variables in the model.
• numconstr: number of constraints in the model.
• runtime separation: total runtime of the separation.
• nmbrcuts_GSECtour: number of GSECtour cuts separated.
• nmbrcuts_GSECsegm: number of GSECsegm cuts separated.
• nmbrcuts_TWOMATCH: number of TWOMATCH cuts separated.
To compare the impact of different parameter settings, one can run several optimisation
for-loops (for the parameters defined in lists – see above). To get a better overview
the results of the particular runs, the same last line which is printed into the csv
file <timestamp>-<filename>_results.csv is exported in vrlpowcs_solve.py to an
additional file in the directory Results with the name pattern
<timestamp>_all_runs_overview.csv (<timestamp> is the moment when the first
run is started).
Summarising, in this chapter we described how we implemented the VRLPOWCS formulation and how we extended the Gurobi branch-and-cut method with the additional
cuts using the Gurobi callback interface and several Python scripts. In the next chapter
we apply this program to verify our theoretical results.
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Testing the VRLPOWCS-program
The program introduced in Chapter 6 is designed for solving the VRLPOWCS in a fast
way. To evaluate the impact of the additional cutting planes discussed in Chapter 5
as well as of the symmetry breaking inequality (SBI) (cf. Section 2.5), we test the
program on real-life instances and with different parameter settings. In this chapter we
present the set-up of the tests and discuss certain preferences we made. Furthermore,
we state the key figures we use for evaluating the test results.

7.1 Key figures
In the following we introduce seven key figures and explain their use for evaluating the
test results:
The first four key figures enable us to examine the influence of the additional cuts and
the symmetry breaking inequality on the runtime of the algorithm:
(i) Runtime: Measures the overall runtime of the algorithm in seconds.
(ii) Separation runtime: Time spent for separating GSECtour, GSECsegm and
TWOMATCH cuts (in seconds). Adding more cuts increases total separation
time which may have an effect on the overall runtime of the algorithm.
(iii) Net runtime: By subtracting the runtime separation from the total runtime
one obtains the net runtime. Due to the fact that the implementation of the
separations may be non-optimal, removing this eventual bias makes the the
runtimes more comparable.
(iv) Nodecount: Counts the number of nodes which were explored in the search
tree using the branch-and-cut method. One goal of the cuts is to reduce the
nodecount since this has a direct effect on the overall runtime. An additional
reason why one should take the nodecount into consideration is the fact that the
separation methods implemented may be not optimal to their respective runtime
and consequently cause some bias in the overall runtime of the results.
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It is also important to appraise the quality of the solution. This can be measured by
the MIP gap:
(v) MIP gap: Describes the difference between the total best upper bound and the
total best solution found in relation to the total best solution found (assuming
that the total best solution found is not equal to zero):
∣total best bound − total best solution found ∣
∈ [0, ∞).
∣total best solution found ∣
The best solution found is optimal when MIP gap = 0.
Previously, we discussed that the most promising strategy is to separate the additional
cuts only in the root node. To asses the impact of those cuts in the root node, we use
two further key figures.
(vi) Bound gap root node: Describes the difference between the best upper bound
in the root node and the optimal solution (of the problem) in relation to the
optimal solution (assuming that the optimal solution is not equal to zero):
bound gap root node ∶=

∣best bound root node − optimal solution ∣
∈ [0, ∞).
optimal solution

The bound gap root node gives information about the quality of the best bound.
The smaller the gap the closer is the best bound in the root node to the optimal
solution. Hence, if bound gap root node is small one can deduce that the solver
has found a good upper bound on the optimal value in the root node.
(vii) MIP gap root node: Describes the difference between the best upper bound
in the root node and the best solution found in the root node in relation to the
best solution found in the root node (assuming that the best solution found in
the root node is not equal to zero):
MIP gap root node ∶=

∣best bound root node − best sol. found root node ∣
∈ [0, ∞).
best sol. found root node

If the best solution found in the root node equals to zero, MIP gap root node is
set to +∞.
The MIP gap in the root node tells how close the upper bound and the best
solution found are in the root node. The smaller the gap in the root node the
closer is the best solution found to the optimal value. This is desirable since
then only a small remaining MIP gap has to be closed by branch-and-cut which
may result in a lower runtime. If MIP gap root node = 0, the optimal solution is
already found in the root node.
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The seven key figures stated above provide us with the information necessary for
making reliable statements about the impact of the additional cuts and the symmetry
breaking inequalities (cf. Chapter 8).
Next, we describe the data, parameters and assumptions we used for the tests.

7.2 Set-up
To enhance the information value of the tests, we solve the VRLPOWCS-program with
several different set-ups. This section gives an overview over the combinations of cuts,
the instances and parameters that are used.

7.2.1 Cut combinations
The aim of the tests is to examine which combination of the additional cuts helps
most to accelerate the branch-and-cut algorithm. To evaluate the usefulness of the
additional cuts, two classes of cut combinations are considered:
1. No Gurobi-internal cuts: Switching off the Gurobi-internal cuts, it is possible
to see the “pure” impact of GSECtour, GSECsegm, TWOMATCH cuts and SBI.
This can then be compared to the results when solving the VRLPOWCS with
branch-and-bound only.
2. With Gurobi-internal cuts: It is also interesting to compare the influence
of the additional cuts when Gurobi internally generates cuts. Therefore, the
solution is also computed with Gurobi-internal cuts as well as in combination
with the additional cuts and the symmetry breaking inequalities.
Table 7.1 summarises the nine cut combinations used for the tests.

7.2.2 Test instances
For the tests, a set of five instances was available. These instances were created in
the following way. Using the information provided by a car-sharing company, four
from-zones as well as six to-zones were defined for a major European city. Then, on five
different days the current locations and fuel levels of all available car-sharing vehicles
of this company were extracted from the company’s homepage5 . All cars which were
at this moment parked in a from-zone were defined as from-zone cars. Table 7.2 shows
how many vehicles were located in from-zones in the particular instances.
5
Many car-sharing companies provide the current locations of the cars including their fuel levels
publicly accessible. Hence, it is possible to create instance for other cities, too (eventually defining
from-zones and to-zones on the own).
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Table 7.1: Overview of the cut combinations used for the tests. The cut or inequality is used
in the combination if the corresponding entry is one.

Gurobi
cuts

SBI

GSECtour

GSECsegm

TWO
MATCH

Branch-and-bound

0

0

0

0

0

Gurobi cuts

1

0

0

0

0

SBI

0

1

0

0

0

GSECtour

0

0

1

0

0

GSECsegm

0

0

0

1

0

TWOMATCH

0

0

0

0

1

All cuts

0

0

1

1

1

All cuts & Gurobi
cuts

1

0

1

1

1

All cuts & Gurobi
cuts & SBI

1

1

1

1

1

Table 7.2: Overview over the five instances.

Test instance

96

number of from-nodes

number of to-nodes

Instance01

28

6

Instance02

14

6

Instance03

17

6

Instance04

25

6

Instance05

23

6

7.2 Set-up
Knowing the locations and the fuel levels of the particular cars, the corresponding
travel times (including fuelling – if needed) were computed for the cars and for the
shuttles by aid a route planner. The informations about the to-zone weights as well as
the to-zone capacities were given by the car-sharing company.
Due to the fact that all zones are the same for all five instances, the instances differ
only by the number of cars (i.e. from-zone nodes) and the positions of the cars. By
examining the instances one can see that the distribution of the cars is similar for all
five instances. Consequently, the instance with the highest number of from-zone nodes
was selected for the tests. This is Instance01.

7.2.3 Parameters and assumptions
In Section 6.2 it was mentioned that certain parameters have to be defined manually:
• The trade-off parameter λ is set to 0.1. That is, the trade-off is shifted for the
benefit of maximising the relocation utility while deviations from the predefined
distribution are penalised little (cf. Section 2.2.5). This choice of λ is based on our
consideration that it is more important to bring the cars into the to-zones than
to distribute them between zones which have all an expected high demand. In
addition, the distribution is based on demand predictions which can be varying or
contain estimation errors. Thus, setting λ = 0.1 we guarantee that the distribution
is taken into account but the main focus lies on relocation the cars.
• The maximal working time Z is set to six hours. This is based on the assumption
that the cars are relocated at night, when most of the cars are sitting idle
(presumably between 11 pm and 5 am).
• The transfer time U is set to five minutes. This is justified by the presumption
that the to-zones are of moderate size and that the chauffeurs are dropped off
in the from-zones close to the cars. Thus, this time should be sufficient for the
chauffeurs to change between the buses and the cars ore vice versa.
• For the tests we assume that the shuttle buses are normal cars with a seat capacity
C of four.
• To assess the influence of the number of shuttles available as well of the maximal
number of segments, the tests are run for one, two or three shuttles (K ∈ {1, 2, 3})
as well as for one, two, three or four segments (R ∈ {1, 2, 3, 4}).
Since the capacity of the shuttles is four, the following three combinations of shuttles
and segments allow to relocate all cars in Instance01 (with a sufficient high working
time limit): two shuttles and four segments, three shuttles and three segments, three
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shuttles and four segments. That is, for these three combinations the problem should
be easier to solve due to the fact that one has not to select the cars to be relocated
but “only” to decide how to reallocate them. However, solving Instance01 with four
segments in preliminary tests, the runtime limit of 1,800 seconds was exceeded for
almost all cut combinations. As later discussed (see Section 7.3), an explanation for
this behaviour may be the penalty term in the objective function as well as the number
of segments used.
As it does not make much sense to compare results of test runs which were not optimally
solved, the results are only evaluated for one, two or three segments allowed. Table 7.3
summarises the parameters used for the tests.

Table 7.3: Overview over the parameters used for the tests.

Parameter

value

λ

trade-off parameter

0.1

Z

maximal working time

6 hours (21,600 seconds)

U

transfer time

5 minutes (300 seconds)

C

shuttle capacity

K

number of shuttles available

1, 2 or 3

R

number of segments allowed

1, 2 or 3

4

Before analysing the results, we discuss the problems we encountered during the tests
and suggest solutions to avoid such problems in future.

7.3 Termination
When running the tests on Instance01 with the parameters described above, we made
the following observation: In a few cases the MIP gap falls comparably fast to a value
around one percent but then it takes much time for the solver to completely close
the gap. This happens for example in test run 150425-094201 where Instance01 (see
Section 7.2.2) is solved with the branch-and-bound method (i.e. Gurobi-internal cuts
are switched off) for one shuttle and three segments. Starting with a root node gap
of 12.8 percent, the MIP gap is reduced after ten seconds to 0.85 percent (having
explored 2,157 nodes). After half an hour of runtime and 3,458,232 nodes explored this
gap of 0.85 is still not closed (see Fig. 7.1). Several other test runs showed a similar
behaviour. This indicates that there are a lot of symmetries in the model. That means,
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there are many similar solutions which are feasible such that cutting planes have only
a small effect (recall: cutting planes help to cut off infeasible, non-integral LP solutions). Consequently, the solver has to enumerate the solutions which costs a lot of time.

Figure 7.1: Evolution of the MIP gap when solving Instance01 for one shuttle and three
segments with the branch-and-bound method.

One explanation for these symmetries may be the usage of soft-constraints and the
related penalty term in the objective function for optimising the distribution of the
cars between the to-zones. In situations where the same set of cars can be distributed
differently between the zones this may result in many similar, feasible solutions. These
solutions have the same relocation utility but differ by the penalties for the distribution.
As a consequence, the solver has to find the solution which has the smallest deviation
from the desired distribution by checking all solutions.
This conjecture is compounded by two facts: First, the differences in the penalties
are presumably small since the relative weights are in the range zero to one. Second,
every different reallocation of the cars may result in completely different routings of
the shuttles. Thus, even small changes in the penalty terms can have a great impact
on the routing of the shuttles.
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This hypothesis – the soft-constraints cause many symmetries and therefore a longer
runtime – is supported by the test results: Using two shuttles with a capacity of four
each and allowing the shuttles to journey four segments, theoretically 32 cars can be
relocated. Therefore, when solving Instance01 – which contains 28 from-zone cars (cf.
Section 7.2.2) – with these settings and a sufficiently high time limit (see test runs
150423-142248 – 150423-175007), all cars can be served. Consequently, the optimal
solution is the solution which minimises the deviation from the desired distribution.
To solve this problem optimally the solver explored between 40,000 and 90,000 nodes –
depending on the cutting strategy.
Solving Instance01 for three shuttles and three segments (test runs 150423-183120 –
150423-184903) we observe a different behaviour. The settings allow to relocate at
most 36 cars. This is sufficient to move all 28 cars in Instance01. Knowing the results
from two shuttles and four segments one could expect that the solver has to explore
comparably many nodes in the search tree, too. Yet, for three segments the solver
explores between 0 and 2617 nodes to find the optimal solution. In addition, solving
Instance01 with one or two shuttles and four segments (see test runs 150423-100757 –
150423-133843 and 150423-142248 – 150423-175007), the number of nodes explored
is again significantly higher (40,000 to 150,000). This observation indicates that except
the symmetries caused by the soft-constraints, the number of segments allowed may also
influence the runtime. In Section 2.5 we introduced the symmetry breaking inequality
for shuttles to exclude solutions which differ barely by the permutation of the shuttles.
However, this inequality only avoids symmetries by assigning from-zone nodes in the
first segment. In all other segments it may happen that the shuttles are interchangeable
under certain conditions – for example in the following two situations:
• A shuttle has to visit to-zone one in segment one, two and three. Then the shuttle
can first journey segment two and then segment three or the other way round.
Thus, there exist two feasible solutions.
• There are two shuttles in the last segment in the same to-zone. Both can visit a
set of from-zones in the remaining time. Then there exist at least two feasible
solutions.
The observation that for three segments the number of nodes explored in the search
tree is significantly lower than for four segments may be explained as follows: In the
first segment the shuttles are not interchangeable thanks to the SBI. In the second
segment the routes may be assigned arbitrarily. However, when the shuttles have to
return to the depot in the third segment, there are less possibilities for permutations
than in the case of four segments. Concluding, one has to introduce further inequalities
which break these symmetries as well. Due to the fact that one does not know a priori
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which cars the shuttles will visit and how many segments they use is a non-trivial task.
Although the soft-constraints seem to influence the runtime, they are not “switched
off” (this could be achieved by setting λ = 0) for the tests as the distribution between
the to-zones is an important characteristic of the VRLPOWCS.
Thus, to overcome the problem of closing the (small) MIP gap, we terminate the
optimisation process either when the runtime exceeds 1,800 seconds (half an hour) or
when the MIP gap falls below 0.85 percent. The time limit of 1,800 seconds is based on
the consideration that in the everyday use the problem has to be solved in reasonable
time. More than half an hour does not seem to be appropriate.
Analysing the log-files of the test runs, one can see that in most of the cases a MIP
gap of 0.85 percent or less cannot be closed. In addition, 0.85 percent is a relatively
small gap such that the solutions obtained are close to optimality. Therefore, in the
following we will denote a problem as optimally solved when the MIP gap can be
reduced to a value less than or equal to 0.85 percent in less than half an hour of runtime.
Summarising, in the tests Instance01 is solved applying sequentially each of the nine
cut combinations with twelve different combinations of shuttles available and segments
allowed. 81 out of these 108 test results are comparable and therefore used for the
evaluation.
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Results and discussion
The aim of the tests is to identify the best branch-and-cut strategy for solving the
VRLPOWCS. For that purpose, we analyse and interpret in this chapter the results
of the tests which we did according to the description in Chapter 7. To structure
the analysis, we are formulating two hypotheses and check if the test results are supporting them. This is done by aid of different key figures which are returned by the
VRLPOWCS-program (cf. Section 6.2). Thereby, we mainly focus on the behaviour of
the solution when applying the additional cuts and the symmetry breaking inequality
(SBI) only in the root node. This is based on the consideration that separating the
cuts in every node of the search tree may significantly increase the runtime. To verify
this assumption, we also do tests where the additional cuts are separated in every node
of the search tree.
The complete collection of the results can be found on the compact disc which is
appended to the print-out of this thesis.
Before stating the hypotheses, we take a look at the size of the model. It is computed
as (cf. Lemma 3.2):
2

K ⋅ R ⋅ ((∣V ∣ − 2) + ∣Vf r ∣ ⋅ ∣Vto ∣ + ∣V ∣) + 2 ⋅ ∣Vto ∣ = O(∣V ∣2 ).
As one can see, the size depends on the number of nodes, ∣V ∣, on K, the number of
shuttles allowed and on R, the number of segments allowed. If the SBI is used, the
number of constraints increases by one for two shuttles and by two for three shuttles.
Obviously, for one shuttle the SBI shows no effect. An overview over the model size
can be found in Table 8.1.
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Table 8.1: Sizes of the models solved. The number of variables and constraints depends on
K, the number of shuttles allowed and on the number of segments allowed, R.
Furthermore, it depends on the fact if symmetry break inequalities (SBIs) are used
or not.

K;R

variables

integer variables

constraints
no SBI

SBI

1;1

1,372

1,324

1,478

1,478

1;2

2,732

2,648

3,075

3,075

1;3

4,092

3,972

4,672

4,672

2;1

2,732

2,648

2,910

2,911

2;2

5,452

5,296

6,104

6,105

2;3

8,172

7,944

9,298

9,299

3;1

4,092

3,972

4,342

4,344

3;2

8,172

7,944

9,133

9,135

3;3

12,252

11,916

13,924

13,926

8.1 Hypotheses
In the following we introduce two hypotheses which aim at answering the question of
the usefulness of the additional cuts as well as of the SBI. The hypothesis are motivated
by the purpose of this thesis: enhance the branch-and-cut method with additional cuts.
The theoretical results obtained in Chapter 5 as well as the considerations about the
SBI (see Section 2.5) justify the formulating of the following two conjectures.
Hypothesis one: GSECtour, GSECsegm and GSECtour reduce the optimality gap
in the root node.
As mentioned in Section 6.1, in Gurobi it is only possible to use two strategies of
separating additional cuts: either in the root node or in all nodes of the search tree.
Since the separation costs some runtime, the strategy of adding cuts in the root node is
preferred. Consequently, it is interesting to examine how much GSECtour, GSECsegm

104

8.2 Separating the additional cuts in the root node
and TWOMATCH reduce the optimality gap in the root node by checking if the results
verify hypothesis one. For the discussion we will mainly use the key figures MIP gap
root node and bound gap root node.
Hypothesis two: GSECtour, GSECsegm, TWOMATCH and the symmetry
breaking inequalities reduce the runtime of the algorithm.
The main goal of the thesis is to find useful cuts which help to reduce the overall runtime
of the algorithm. Reviewing hypothesis two by aid of the key figures runtime, separation
runtime, net runtime and nodecount allows us to asses the impact of the additional
cuts and the symmetry breaking inequality on the performance of the algorithm.

8.2 Separating the additional cuts in the root node
As previously mentioned, with each of the cut combinations the nine selected test cases
were solved to optimality. Table 8.2 gives an overview over the resulting key figures
which were computed as average over the nine different parameter settings. Based on
these key figures we discuss the hypotheses stated above.

8.2.1 Reviewing hypothesis one
Fig. 8.1 shows that the average bound gap in the root node is only reduced by Gurobi
cuts (0.60 percent), all cuts & Gurobi cuts (0.52 percent) as well as all cuts &
Gurobi cuts & SBI (0.50 percent) – compared to branch-and-bound (0.96 percent).
All other cut combinations do not influence the bound gap in the root node since their
value is the same as for branch-and-bound. Thus, we can conclude that enhancing
the Gurobi-internal cuts with GSECtour, GSECsegm, TWOMATCH and the SBI one
can improve the quality of the upper bound already in the root node.
The smallest MIP gaps root node are achieved on average using Gurobi-internal
cuts (3.84 percent) or all cuts & Gurobi cuts (3.27 percent). All other cut combinations achieve gaps between 17.71 percent (all cuts & Gurobi cuts & SBI) and
30.28 percent (GSECsegm). Since in one of the tests branch-and-bound, GSECtour and
TWOMATCH could not find any solution in the root node, the corresponding key figure is
∞. Therefore, these three cut combinations are not shown6 in Fig. 8.2.
The gap for all cuts (25.69 percent) is six times higher than Gurobi cuts. From this
one can deduce that mainly the Gurobi-internal cuts help to close the MIP gap in the
root node. Enhancing the Gurobi cuts with GSECtour, GSECsegm and TWOMATCH,
6

Nevertheless, in all three cases the problems are solved to optimality.
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Table 8.2: Key figures for the nine cut combinations tested. GSECtour, GSECsegms and
TWOMATCH are separated only in the root node. All figures are averages over
the particular nine test runs.

Cut
combinations

runtime runtime
separation

nodecount MIP
gap

bound
gap
root
node

MIP
gap
root
node

Branch-andbound

60.81 s

0.00 s

60.81 s

393,685

0.57%

0.96%

—

Gurobi cuts

27.40 s

0.00 s

27.40 s

8,001

0.53%

0.60%

3.84%

SBI

84.36 s

0.00 s

84.36 s

386,991

0.54%

0.96%

21.94%

GSECtour

67.22 s

1.04 s

66.18 s

338,094

0.54%

0.96%

—

GSECsegm

74.78 s

0.46 s

74.32 s

278,811

0.59%

0.96%

30.28%

TWOMATCH

53.81 s

2.84 s

50.97 s

137,665

0.48%

0.96%

—

All cuts

63.81 s

7.27 s

56.54 s

219,781

0.55%

0.96%

25.69%

All cuts &
Gurobi cuts

75.26 s

22.03 s

53.23 s

1,942

0.59%

0.52%

3.27%

All cuts &
Gurobi cuts &
SBI

80.94 s

20.94 s

60.00 s

1,285

0.55%

0.50%

17.71%

net
runtime

all cuts & Gurobi cuts, one achieves an even smaller MIP gap root node than with
Gurobi cuts. The reason why the MIP gap in the root node is higher for all cuts &
Gurobi cuts & SBI than for all cuts & Gurobi cuts may be that Gurobi is using
heuristic methods for finding feasible solutions. Presumably, the SBI causes the heuristics to find less good solutions.
Summarising, we can say that the results verified hypothesis one: jointly applied
reduce GSECtour, GSECsegm and TWOMATCH the optimality gap in the root node
– primarily by improving the upper bound. Compared to branch-and-bound, the
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Figure 8.1: Average bound gap in the root node of the nine cut combinations.

bound gap root node is almost two times smaller when using all cuts & Gurobi cuts.
The bound gap is even smaller when using all cuts & Gurobi cuts & SBI. This
significant improvement of the upper bound in the root node provides good conditions
to solve the VRLPOWCS in a fast way.

8.2.2 Reviewing hypothesis two
The motivation of extending the branch-and-cut algorithm with GSECtour, GSECsegm
and TWOMATCH cuts as well as with the SBI is the reduction of the overall runtime
of the algorithm. However, at first glance the results presented in Fig. 8.3 show exactly
the opposite: the additional cuts as well as the SBI on average increase the overall
runtime of the algorithm significantly. Naturally, the time required for separation may
have some effect on the runtime. Subtracting this value (orange bars) from the overall
runtime, we see that in some cases the “net runtime” (blue bars) falls below the runtime
of branch-and-bound. Nevertheless, it is still higher than the runtime of Gurobi cuts.
Looking at the average numbers of nodes explored in the search tree (see Fig. 8.4), we
observe something completely different: using the additional cuts as well as the SBI,
the average number of nodes explored in the search tree decreases. The least number
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Figure 8.2: Average MIP gap root node of six cut combinations. For branch-and-bound,
GSECtour and TWOMATCH this value is ∞ and therefore not displayed.

of search tree nodes are explored with the cut combination all cuts & Gurobi cuts
& SBI (1,285 nodes explored). This is more than six times less than using only Gurobiinternal cuts (8,001 nodes explored) and 306 times less than solving the VRLPOWCS
with branch-and-bound (393,685 nodes explored). As previously mentioned, the overall
runtime of the algorithm depends primarily on the number of nodes explored in the
search tree as well as on the time spent for separations (under the assumption that
the time for solving an LP is the same). Thus, there has to be an explanation for this
contradiction that the runtime increases while the number of nodes simultaneously
decreases.:
When we compare the log-files of branch-and-bound with symmetry break, GSECtour,
GSECsegm, TWOMATCH and all cuts – i.e. all cut combinations where the Gurobiinternal cuts are turned off – it is conspicuous that during the solution process the
heuristic methods used by Gurobi often find in branch-and-bound earlier (by means
of runtime) better solutions than in the other five cut combinations. This observation
indicates that the additional cuts and especially the SBI influence the heuristics used by
Gurobi. Consequently, it would be of interest to examine the solution process without
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Figure 8.3: Average runtime of the nine cut combinations when separating GSECtour, GSECsegm and TWOMATCH only in the root node. The orange areas describe the time
used for separating the additional cuts, the blue areas describe the net runtime of
the algorithm. The total average runtime corresponds to the complete height of
the bars.

the Gurobi heuristics. Unfortunately, even when turning off the heuristics (setting the
Gurobi parameter Heuristics to zero – see [Gur14]) the log-files show that Gurobi is
still using heuristics. Thus, we cannot verify if the additional cuts and SBIs negatively
influence the heuristics or if some other effects cause longer runtimes.
Turning on the Gurobi-internal cuts, we can observe the following effect which may
explain the reason for longer runtimes when using Gurobi-internal cuts in combination
with the additional cuts and the SBI.
Applying the additional cuts and the SBI, the number of cuts generated by Gurobi
increases dramatically, as Fig. 8.5 demonstrates. For example, for two shuttles and
three segments, Gurobi adds 23 times more cutting planes when the GSECtour, GSECsegm and TWOMATCH are separated and the SBI is used (1,154 instead of 50). The
corresponding log-files show that especially the number of Chvátal-Gomory cuts and
implied bound cuts is significantly higher. That is, the additional cuts “help” Gurobi
to find internally more cuts. Because Gurobi does not provide any information about
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Figure 8.4: Average nodecut for each of the nine cut combinations and separating GSECtour,
GSECsegm and TWOMATCH cuts only in the root node.

the time required for separation, it is not possible to compare the net runtimes (i.e.
the runtimes without separations) for both cut combinations. However, studying the
log-files of the corresponding test runs we could observe that Gurobi spends more time
in the root node when separating the additional cuts. In case of two shuttles and three
segments Gurobi spent with the additional cuts 90 seconds in the root node (test run
150423-141932) and 25 seconds without (test run 150423-141310). For three shuttles
and three segments it was 76 seconds without additional cuts (test run 150423-141932)
and 125 seconds with them (test run 150423-184903). This fact makes it evident that
the dramatically higher number of cuts generated by Gurobi increases the total runtime
of the algorithm.
The results show that enhancing the branch-and-cut algorithm with the additional
cuts and the SBI decreases the number of nodes to be explored significantly. This
demonstrates that GSECtour, GSECsegm and TWOMATCH are useful cuts for the
VRLPOWCS and that the SBI helps to exclude certain symmetries. Drawbacks are the
longer runtimes caused by the separation of the additional cuts as well as the influence
on the Gurobi heuristics and the Gurobi-internal cut generation which presumably
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Figure 8.5: Average number of cuts added by Gurobi when solving Instance01 for different
combinations of shuttles and segments using Gurobi cuts or all cuts & Gurobi
cuts & SBI, respectively.

extend the overall runtime of the algorithm.
Summarising, the results indicate that hypothesis two holds. Further tests are required
to to fully validate this statement and to obtain a deeper insight into the functioning
of Gurobi.

8.3 Separating the additional cuts in all nodes
Although we previously discussed that separating the additional cuts in every node of
the search tree presumably extends the runtime of the algorithm due to much time
spent for separation, it is worth to test the impact of the additional cuts on the solution
process. Table 8.3 summarises the results of the test runs. In contrast to the previous
tests, for some cut combinations not all problems could be solved to optimality (i.e.
the MIP gap is greater than 0.85 percent) after half an hour of runtime. As mentioned
above, it only makes sense to compare the results of tests that were solved to optimality
with the same parameters. Unfortunately, in our case the tests were solved to optimally
for different parameter settings. To make the results nonetheless comparable, we divide

111

Chapter 8 Results and discussion
the average key figures (except MIP gap) additionally by the number of problems solved.

Table 8.3: Overview over the key figures for the nine cut combinations tested. GSECtour,
GSECsegms and TWOMATCH are separated in every node of the search tree. All
figures are averages calculated from the particular nine test runs and additionally
divided by the number of problems solved (except MIP gap).

runtime

runtime
separation

net
runtime

Branch-andbound

9.41 s

0.00 s

9.41 s

43,743

0.57%

9

Gurobi cuts

3.05 s

0.00 s

3.05 s

889

0.53%

9

SBI

16.43 s

0.00 s

16.43 s

42,999

0.54%

9

GSECtour

48.72 s

32.86 s

15.85 s

194

0.62%

7

GSECsegm

27.56 s

22.02 s

5.53 s

76

0.61%

7

TWOMATCH

26.22 s

18.03 s

8.19 s

8

4.46%

3

211.40 s

175.35 s

36.05 s

373

2.20%

4

All cuts &
Gurobi cuts

57.99 s

42.80 s

15.20 s

5

2.66%

5

All cuts &
Gurobi cuts &
SBI

92.07 s

61.96 s

30.12 s

24

2.65%

6

Cut
combinations

All cuts

nodecount MIP gap

problems
solved

Fig. 8.6 shows that – as expected – the separation of the additional cuts takes much
time (orange bars) whereas the net runtime of the algorithm (blue bars) is comparably
small. From that one can follow that during the optimisation run many additional
cuts are added. On average, the cut combination all cuts takes the most time (211
seconds) to solve a problem to optimality. Thus, compared to branch-and-bound or
Gurobi cuts, the algorithm spends more time on separation and may therefore not
explore that many nodes.
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8.3 Separating the additional cuts in all nodes

Figure 8.6: Average runtime of the nine cut combinations when separating GSECtour, GSECsegms and TWOMATCH in every node of the search tree. The orange areas
describe the time used for separating the additional cuts, the blue areas describe
the net runtime the algorithm. The total, average runtime corresponds to the
complete height of the bars.

Like for the case when separating the additional cuts only in the root nodes, we
observe the contradictory situation that the net runtimes of all cut combinations exceed
significantly the runtime of the two reference cut combinations branch-and-bound
and Gurobi cuts while the number of nodes explored is considerably reduced (except
symmetry break), as one can see in Table 8.3. Again, we assume that some other –
presumably Gurobi-internal – effects cause this slowdown of the optimisation process.
The longer runtime of those cut combinations which use the additional cuts or the SBI
is also an explanation for the greater MIP gaps achieved on average: the separations
slow down the solver such that it takes more time to achieve the same MIP gap than
without additional cuts. This also justifies the fact that out of the cut combination
with the additional cuts, GSECtour and GSECsegm solve most of the problems (seven
out of nine) – both methods need on average comparably few time for the separation.
Concluding, the tests confirm that GSECtour, GSECsegm and TWOMATCH are useful
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cuts which help to reduce the number of nodes that need to be explored in the search
tree. However, applying the cuts on every level of the search tree significantly slows
down the solver.

8.4 GSECtour implies GSECsegm
In Section 5.2.1 we showed that GSECtour implies GSECsegm. Consequently, we
implemented the two cuts in such way that first GSECtour is separated and then
GSECsegm. The question if the test results verify this implication cannot be completely
answered by the tests since the results may be “biased” by the Gurobi solution strategies.
For example, when separating the additional cuts in all nodes of the search tree,
GSECsegm explores more than two times fewer nodes than GSECtour (see Table 8.3).
On the other hand, the separation time for GSECtour is one and a half times higher
than for GSECsegm which indicates that more cuts are separated. This is confirmed by
looking at the average number of cuts that were separated in the root node (Fig. 8.7):
one can see that considerably more GSECtour cuts are separated than GSECsegm cuts.
These observations coincide with the theoretical results that any cut violation detected
by GSECsegm is also detected by GSECtour while the opposite is not true.

Figure 8.7: Average number of cuts added in the root node in the six cut combinations that
separate GSECtour, GSECsegm and TWOMATCH.
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8.5 Influence of the number of shuttles and of segments
Summarising, the results indicate that GSECtour finds more violations than GSECsegm.

8.5 Influence of the number of shuttles and of segments
In the test runs we varied K, the number of shuttles allowed, as well as R, the number
of segments allowed. To see how these two parameters influence the runtime of the
algorithm, we examine the results for the cut combination all cuts & Gurobi cuts
& SBI for varying all combinations of K and R (cf. Fig. 8.8).

Figure 8.8: Runtime for all cuts & Gurobi cuts & SBI depending on the number of shuttles and segments allowed.

Influence of the number of segments
In Section 7.3 we argued that for two or more segments there may occur symmetries in
the model which cannot be excluded by the SBI and therefore increase the runtime of
the algorithm. This is confirmed by the results of the test runs. As Fig. 8.8 shows, for
two and for three shuttles the algorithm needs more time when the number of segments
is higher. For one shuttle it takes more time to find a solution for three segments
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(test run 150423-100743) than for one segment. However, for two segments (test run
150423-100516) it takes more time than for two. This discrepancy can be explained
by comparing the log-files of 150423-100743 with 150423-100516: For one shuttle
and three segments the Gurobi internal heuristics find an optimal solution already in
the root node while for three segments the solver has to explore 6,865 nodes in the
search tree.
These results show that R, the number of segments allowed, influences the runtime.
It would be therefore useful to compute the minimal number of segments required
before solving the VRLPOWCS. Unfortunately, one cannot compute this value without
solving the VRLPOWCS since one does not know in advance which and how many
from-zones nodes will be visited. Consequently, one can only estimate R. We show
two possibilities for good estimates (recall: C ∈ N is the capacity of the shuttles, Z ∈ N
the maximal working time):
• Setting

∣Vf r ∣
⌉
C ⋅K
it is guaranteed that the number of segments is sufficiently high to move all cars
(under the assumption that all K shuttles visit in every segment C from-zone
nodes). The number of relocations is then limited by the maximal working time.
R=⌈

• One can also estimate the number of segments that can be at most used in the
given time window [0, Z] (with tymean ∈ R>0 the average travel time of a shuttle
between two locations):
Z
R=⌈
⌉
C ⋅ K ⋅ tymean
Observe, R may underestimate the number of segments that can be used in the
given time Z. The reason is that R is computed using the mean travel time.
Consequently, it may happen that arcs with a long travel time are not traversed
in the optimal solution such that the shuttle could journey more segments in the
given time window.
Influence of the number of shuttles
As expected, the runtime of the algorithm depends also on the number of shuttles.
Fig. 8.8 shows that the higher the K, the higher is the time required for solving the
problem. This is due to the fact that the more shuttles are available, the more cars
can be relocated and the more possibilities for tours exist.
Looking at Fig. 8.8 one can see that there are three pairs where K and R are swapped
(1;2 and 2;1, 1;3 and 3;1 as well as 2;3 and 3;2). These three pairs are suitable to
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examine which of the two parameters has a greater impact on the runtime. Although
these pairs allow to relocate the same number of cars, they are nonetheless of different
nature. Consider for example the pair 1;2 and 2;1. In 2;1 one has to coordinate
two shuttles which can do both one segment (simultaneously). That is, one has six
hours for each tour, in total 12 hours. In 1;2 one can do in six hours one tour which
consists of two consecutive segments. Obviously, this problem is harder to solve and
the optimal value is less than or equal to the optimal value of 2;1. Therefore, for each
pair the combination with the higher number of segments allowed should take more
time to be solved. This is also the case for the pairs (1;2,2;1) and (2;3,3;2) but not
for (1;3,3;1) where it takes more time to solve 3;1. Nevertheless, checking the log-files
of the corresponding files we can see that in 3;1 Gurobi generates significantly more
internal cuts than in 1;3 which results in a longer runtime and may explain this different
behaviour of the solution.
Summarising, from the results we can conclude that K, the number of shuttles allowed,
as well as R, the number of segments allowed, influence the runtime of the algorithm.
We can also observe that R has presumably a greater impact than K.

8.6 Summary of the test results
The aim of the tests was to evaluate the impact of the additional cuts and the symmetry
breaking inequalities as well as to assess the usefulness of them. The analysis of the
tests can be summarised in the following three statements:
1. GSECtour, GSECsegm and TWOMATCH are useful cuts: The test
results showed that GSECtour, GSECsegm and TWOMATCH positively influence
the solution process: In the root node they mainly improve the quality of the
upper bound and thus decrease the MIP gap. Furthermore, the additional cutting
planes tighten the space of feasible LP solutions in the root node and thereby
reduce significantly the number of nodes that have to be explored in the search
tree. A drawback is the fact that the additional cuts seem to slow down Gurobi
since the longer runtimes cannot be exclusively explained by extra time required
for separating these cuts. As expected, we could observe that separating the
additional cuts in every node of the search tree considerably extends the overall
runtime of the algorithm. Therefore, it is recommended to separate GSECtour,
GSECsegm and TWOMATCH only to some certain level of the search tree.
Unless there is no possibility in Gurobi to control this tree depth, the cuts should
be applied just in the root node.
2. The symmetry breaking inequality excludes similar solutions: The symmetry breaking inequality was added to the VRLPOWCS to exclude solutions
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which differ only by permutations of the homogeneous shuttles (cf. Section 2.5).
This effect could be seen in the tests: compared to branch-and-bound the number of nodes explored was reduced by the symmetry breaking inequalities. In
Section 7.3 we mentioned that there seem to be further symmetries in the model
which are not “broken” by these inequalities. In addition, it appears as if the
symmetry breaking inequality negatively influences the heuristic methods used
by Gurobi. Nevertheless, jointly used with GSECtour, GSECsegm and TWOMATCH the symmetry breaking inequalities show significant impact on the solution
process. To asses the impact of these inequalities further tests with a higher
number of shuttles allowed are required since then the inequalities should have a
greater effect.
3. Cut combination all cuts & Gurobi cuts & SBI shows the best results:
Out of all cut combinations of additional cuts this cut combination shows the
best results. Even smaller runtimes can be expected with a further calibration
of Gurobi and the VRLPOWCS-program. Thus, for solving the VRLPOWCS
we recommend to enhance the Gurobi branch-and-cut algorithm with this cut
combination, separating the additional cuts only in the root node.

8.7 Solving a greater instance
All tests discussed until now were computed with different parameters for Instance01.
To verify these statements and to show that similar results also hold for other instances,
we solved a bigger instance (by means of the number of nodes) with our VRLPOWCSprogram and the cut combination we consider to be best: all cuts & Gurobi cuts
& SBI with the additional cuts separated only in the root node.
Instance medium02 is – like the other five instances – generated from real-life data.
It comprises eleven to-zone nodes and 39 from-zone nodes. In our opinion this corresponds to a realistic case since the total number of cars available in the city we
were considering was at this moment about 250 cars. Unfortunately, the fuel levels for
the cars and consequently the time required for fuelling was not given. Therefore, we
assigned to the cars uniformly distributed random fuel levels and added five minutes
to the travel times of the cars, when their relative fuel level was below 40 percent (in
vrlpowcs_data_read.py, cf. Section 6.2).
Like for the tests described in Chapter 7, the trade-off parameter λ was set to 0.1, the
maximal working time Z to six hours and C, the capacity of the shuttles, was set to
four. The number of shuttles allowed was set to three, the number of segments to two.
Consequently, at most 24 cars can be relocated. With these settings we make sure
that not all cars can be relocated and consequently the solver has to find the optimal
selection for the solution. Furthermore, allowing to move 61 percent of the cars in the
from-zones seems to be a realistic assumption since there is still some demand in the
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from-zones.
The corresponding VRLPOWCS-model contains 17,908 variables, out of them 17,574
are integer. To compare our results, we solved medium02 for the following four cut
combinations (separating the additional cuts only in the root node):
• branch-and-bound (test run 150501-145936),
• Gurobi cuts (test run 150502-123414),
• all cuts (test run 150501-153008) and
• all cuts & Gurobi cuts & SBI (test run 150501-145936).
To asses the quality of the different cut combinations, we let the algorithm solve the
problem for 1,800 seconds. That is, the MIP gap for termination was set to default
(0.01 percent in Gurobi – see [Gur14]). The results of the tests are summarised in
Table 8.4.

Table 8.4: Results of the test run on medium02 with four different cut combinations. The
maximal runtime was set to 1,800 seconds.

Cut combination

MIP gap

nodecount for
smallest gap

runtime
separation

branch-and-bound

1.01%

892

0s

Gurobi cuts

0.02%

882

0s

all cuts

1.01%

1,151

291 s

all cuts & Gurobi
cuts & SBI

0.02%

870

485 s

As one can see, all cuts and branch-and-bound achieved in 1,800 seconds a MIP
gap of one percent. All cuts had to explore 259 nodes more to achieve this gap. Since
in both cases the solutions were found by heuristics we trace this back to the fact that
the additional cuts influence the heuristics.
When comparing Gurobi cuts with all cuts & Gurobi cuts & SBI, we see that in
both cases the MIP gap after 1,800 seconds is 0.02 percent which is almost optimal
and considerably below 0.85 percent, the MIP gap we used for the tests before. In
fact, Gurobi cuts achieves a 0.85 percent gap after 791 seconds (862 nodes explored),
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all cuts & Gurobi cuts & SBI after 1,150 seconds (822 nodes explored). To achieve
the smallest MIP gap – 0.02 percent – Gurobi cuts explores 882 nodes, all cuts &
Gurobi cuts & SBI 870. Thus, like in the tests before, all cuts & Gurobi cuts &
SBI reduces the number of nodes explored for finding the best solution.
In addition, when subtracting the time required for the separation, all cuts & Gurobi
cuts & SBI achieves a MIP gap of 0.02 percent in a net runtime of 665 seconds which
is significantly less time than Gurobi cuts (1,009 seconds).
Concluding, these results confirm that extending the branch-and-cut method with
the additional cuts and the symmetry breaking inequality considerably improves
the performance of the branch-and-cut algorithm. Furthermore, it shows that the
extended algorithm can solve problems of realistic size and therefore can be used by the
providers to find optimal solutions to the Vehicle Relocation Problem in the One-Way
Car-Sharing.
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Conclusions
The aim of this thesis was to extend a branch-and-cut algorithm with such additional
cutting planes that it solves the relocation problem – formulated in a four-index model
– as fast as possible. For that purpose, we first gave an introduction to the relocation
problem for one-way car-sharing and explained the assumptions we made. By defining
the Vehicle Relocation Problem in the One-Way Car-Sharing (VRLPOWCS), we described this problem mathematically.
Next, we formulated the relocation problem as a mixed-integer linear program and
verified that this model states the VRLPOWCS correctly. This program is an extension
of a four-index model proposed by a group of four mathematics students at Technische Universität München. We extended this model by introducing soft-constraints
which control the distribution of the cars between the to-zones. Furthermore, we
modified the objective function in such a way that the relocation utility is maximised
while penalising deviations from a prescribed distribution of the cars between the
to-zones. To exclude symmetries caused by the homogeneity of the shuttle fleet, we introduced a symmetry breaking inequality and proved that it holds for the VRLPOWCS.
In order to find useful cutting planes for the VRLPOWCS, we considered several
optimisation problems which are similar to the VRLPOWCS. Thereby, we focused
on the Orienteering Problem (OP) which combines a Vehicle Routing Problem with
a Knapsack Problem. We showed that the OP is related to the VRLPOWCS. Since
the OP is NP-complete we could conclude that the VRLPOWCS is NP-complete, too.
The fact that there is no algorithm known by now which can solve the VRLPOWCS in
polynomial time justifies the usage of the branch-and-cut method for solving it.
Using the relation between the OP and the VRLPOWCS, we discussed the adaptation
of four OP cutting planes. The first cutting plane we considered were the Generalised
Subtour Elimination Constraints (GSECs). Although we could prove that the mixedinteger linear formulation of the VRLPOWCS already implies subtour elimination,
numerical results revealed that this implication does not hold for the corresponding
LP relaxations. This observation gave the motivation to adapt the GSECs to the
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VRLPOWCS. Due to the fact that in our model a shuttle tour contains several segments,
we stated the GSECs for tours (GSECtour) as well as for segments (GSECsegm) and
proved that both cutting planes are valid inequalities for the VRLPOWCS. Additionally,
we were able to show that if GSECtour is valid, GSECsegm has to be valid, too.
Another OP cutting plane which aims at excluding infeasible routings of the shuttle
is the two-matching inequality. Like for the GSECs, we stated the adaptation for
these cutting planes for segments (TWOMATCHsegm) as well as for tours (TWOMATCHtour) and discussed the relationship between them: TWOMATCHsegm already
implies TWOMATCHtour. Two further inequalities we considered and adjusted to
the VRLPOWCS were the cycle cover inequalities and the path inequalities. Based
on the theoretical results, we focused on the usage of GSECtour, GSECsegm and
TWOMATCHsegm as additional cutting planes. For these three cutting planes we
proposed separation methods which identify violations in polynomial runtime.
Utilising these theoretical results, we implemented the model and the enhanced branchand-cut algorithm in a computer program. For that purpose, we used the branch-and-cut
method provided by the MIP solver Gurobi and extended it with our additional cuts.
The separation of these cutting planes was done in external programs which are connected by an interface with Gurobi.
To validate the theoretical results and to evaluate the impact of the additional cuts, we
tested our program on real data. For that purpose, we solved the VRLPOWCS with
varying parameters and different combinations of additional cuts and the symmetry
breaking inequality. The results confirmed our theoretical findings: Extending the
branch-and-cut method with the additional cuts, the number of nodes explored in the
search tree was significantly reduced. Thereby, the best results were achieved when
applying jointly all three cutting planes in combination with the symmetry breaking
inequalities. The tests also supported our presumption that the additional cuts should
be only separated up to a certain level of the search tree since the separation methods
are time-consuming. We observed that the overall runtime of the algorithm was higher
when separating the additional cuts than without them. This is inconsistent with the
fact that these cuts reduce the number of nodes explored in the search tree. From the
log-files of the particular optimisation runs we concluded that using the additional
cutting planes, the number of Gurobi-internal generated cuts considerably increased
which slowed down the solution process but on the other hand helped to cut away more
nodes in the search tree.
The results also showed that the symmetry breaking inequality excludes symmetries in
the model and thus reduces the number of nodes explored in the search tree. From the
tests we could see that the symmetry breaking inequality impairs the heuristics used
by Gurobi, which negatively influences the runtime. Nevertheless, this problem was
overcome when combining the symmetry breaking inequality with the additional cuts.
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Furthermore, we analysed the influence of the number of shuttles and number of
segments on the runtime of the algorithm. Thereby we observed that both parameters
influence the solution time. Especially, the number of segments causes longer runtimes,
presumably by inducing symmetries in the model – which cannot be excluded by the
symmetry breaking inequality. For that purpose, we proposed two methods to estimate
the number of segments as small as possible. The first one is based on the number
of shuttles and their capacity, the second one uses the average travel time of the shuttles.
To demonstrate how much our additional cuts improve the performance of an existing
branch-and-cut algorithm, we solved an instance of real size, containing 39 cars and
eleven to-zones. Separating all additional cuts in the root node and using the symmetry
breaking inequality, we reduced the MIP gap down to 0.02 percent in 20 minutes of
runtime. The tests confirmed the previous results: Compared to the branch-and-cut
method without our cuts as well as to branch-and-bound, our extended algorithm
reduces the number of nodes explored in the search tree. In sum, in this thesis we
achieved all objectives set. These are:
1. We discussed and extended the four-index model of the VRLPOWCS.
2. We identified useful additional cutting planes which exploit the structure of the
relocation problem.
3. We implemented the extended branch-and-cut algorithm for the VRLPOWCS in
a computer program.
4. We tested the program with real-life instances and varying parameters.
5. We analysed the test results. They showed that the additional cutting planes
can improve the performance of an existing branch-and-cut algorithm. Even
smaller runtimes can be expected with a further calibration of Gurobi and the
VRLPOWCS-program.
6. We developed an extended branch-and-cut method and suggest to use jointly all
three additional cuts (GSECtour, GSECsegm and TWOMATCHsegm) and the
symmetry breaking inequality.
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Further research can be done, for example, on enhancing the separation methods, on
examining the impact of the soft-constraints or on extending the algorithm with other
cutting planes. In addition, combining the presented algorithm with heuristic methods
developed for the VRLPOWCS may improve the performance even more.
Our algorithm can also be applied for solving on-line relocating problems. In the on-line
optimisation – which takes the possibility into account that cars “appear” and “vanish”
– the routings of the shuttles have continuously to be adjusted to changing situations.
Consequently, it is important to re-solve the VRLPOWCS as fast as possible. For that
purpose one can make use of our algorithm.
Concluding, in this thesis we developed a branch-and-cut algorithm which makes use
of cutting planes adapted to VRLPOWCS. These special cutting planes help to tighten
the LP relaxations in the branch-and-cut process and thus to reduce the number of
search tree nodes explored. This forms the basis for speeding up the solution process of
the VRLPOWCS in such a way that it becomes possible for the car-sharing providers
to use this algorithm for determining optimal relocation plans.
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Appendix A
VRLPOWCS model
The mixed-integer linear model for the Vehicle Relocation Problem in the One-Way
Car-Sharing is summarised.

Sets
Consider a complete directed graph G = (V, A). The node set V is partitioned into
three node sets
V = {ds , dt } ⊍ Vf r ⊍ Vto .
The three subsets have the following meaning:
ds , dt

start-depot and end-depot, respectively. Note that in some cases start and
end-depot are not the same.

Vf r

vertices representing the cars parked within the from-zones.

Vto

vertices representing free parking positions within the to-zones.

Vout

=

Vf r

∪

{ds },

Vin

=

Vto

∪

{dt }.

Sets:
V

set of nodes.

T

set of to-zones.

A

set of edges.

K

set of available shuttles.

R

set of shuttle (tour-)segments.

T

set of to-zones.
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Parameters
Parameters:
C

∈N

capacity of the shuttles.

Qt

∈N

capacity of to-zone t ∈ T .

ωt

∈N

weight of to-zone t ∈ T .

Ω

∈N

sum of weights of the to-zones, Ω ∶= ∑j∈Vto wt .

tyi,j

∈ Q>0

shuttle travel time from node i ∈ V to j ∈ V .

txi,j

∈ Q>0

car travel time from node i ∈ Vf r to j ∈ Vto (including fuelling time).

U

∈ N0

time needed to change from a shuttle to a car (and vice versa).

Z

∈ N0

maximum working time for the shuttles.

ui

∈ [1, 2]

utility of moving car i ∈ Vf r .

λ

∈ [0, 1]

penalty for regulating the soft-constraints.

ty ∶ V × V → R>0

describes the travel time of a shuttle from node i ∈ V to j ∈ V ,
tyi,j ∶= ty ((i, j)).

tx ∶ V × V → R>0

describes the travel time of a car from node i ∈ V to j ∈ V
(including fuelling, if necessary), txi,j ∶= tx ((i, j)).

u ∶ Vf r → [1, 2]

describes the utility of moving a car parked in a from-zone i ∈ Vf r .
u(i) ∶= 2 − f, ui ∶= u(i). The utility depends on the relative fuel
level f ∈ [0, 1]. While moving a car the chauffeur can refuel it.
Hence, the lower the relative fuel level, the higher is the utility of
moving the car.

Variables
Five variables are used in this model:

⎧
⎪
⎪1, if shuttle k ∈ K goes from node i ∈ V to node j ∈ V in segment r ∈ R,
yi,j,k,r = ⎨
⎪
⎪
⎩0, else.
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xi,j,k,r

⎧
1, if a car is moved from i ∈ Vf r to j ∈ Vto by a chauffeur that has been
⎪
⎪
⎪
⎪
= ⎨ dropped off by shuttle k ∈ K in segment r ∈ R
⎪
⎪
⎪
⎪
⎩0, else.

wi,k,r

∈

[0, Z] time-point shuttle k ∈ K is at node i ∈ V in segment r ∈ R.

pt

∈

[0, ∞) positive deviation of the car distribution in to-zone t ∈ T .

qt

∈

[0, ∞) negative deviation of the car distribution in to-zone t ∈ T .

Notation
To increase the readability, the notation
∑ ∑ yi,j,k,r .
i∈V1 i∈V2

is used. Naturally, the sum only over feasible arcs is intended.
∑

[i,j]∈A∶
i∈V1 ,j∈V2

yi,j,k,r .

Objective
Objective:
max ((1 − λ) ⋅ ∑ ui ⋅ ( ∑ ∑ ∑ xi,j,k,r ) − λ ⋅ ∑ (pt + qt ))
i∈Vf r

j∈Vto k∈K r∈R

(2.0)

t∈Vto

Constraints
Eliminate infeasible car-arcs
Move cars only to to-zones
xi,j,k,r = 0

∀i ∈ V, j ∈ V /Vto , k ∈ K, r ∈ R

(2.1)
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Cars do not leave any to-zone node
xi,j,k,r = 0

∀i ∈ Vto , j ∈ V, k ∈ K, r ∈ R

(2.2)

Outflow start-depot
Shuttles have to leave the start-depot in the first segment
∑ yds ,j,k,1 ≤ 1

∀k ∈ K

(2.3)

j∈Vf r

No later outflow from the start-depot
yds ,j,k,r = 0

∀j ∈ Vf r , k ∈ K, r ∈ R/{1}

(2.4)

Inflow end-depot
∑ ∑ yi,dt ,k,r − ∑ yds ,j,k,1 = 0
i∈Vto r∈R

∀k ∈ K

(2.5)

∀i ∈ Vf r , k ∈ K

(2.6)

∀i ∈ Vf r , k ∈ K, r ∈ R/{1}

(2.7)

j∈Vf r

Flow conservation in Vf r
Flow conservation in the first segment
∑ yi,j,k,1 = ∑ yj,i,k,1
j∈V

j∈Vout

Possibility to start immediately a new segment
∑ yi,j,k,r = ∑ yj,i,k,r + ∑ yj,i,k,r−1
j∈V

j∈Vf r

j∈Vto

Flow conservation in Vto
∑ yi,j,k,r = ∑ yj,i,k,r
j∈V

∀i ∈ Vto , k ∈ K, r ∈ R

(2.8)

j∈V

Each car in a from-zone is visited at most once
∑ ∑ ∑ yi,j,k,r ≤ 1

∀j ∈ Vf r

(2.9)

i∈V k∈K r∈R

Drop-off in a from-zone
∑ yi,j,k,r = ∑ xi,j,k,r
j∈V
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j∈Vto

∀i ∈ Vf r , k ∈ K, r ∈ R

(2.10)

Pick-up in a to-zone by the same shuttle
Force shuttle to pick-up
xi,j,k,r ≤ ∑ yj,l,k,r

∀i ∈ Vf r , j ∈ Vto , k ∈ K, r ∈ R

(2.11)

l∈V

Shuttle visits a node only if a car is located to it
∑ yj,l,k,r ≤ ∑ xi,j,k,r

∀j ∈ Vto , k ∈ K, r ∈ R

(2.12)

∀k ∈ K, r ∈ R

(2.13)

∀j ∈ Vto

(2.14)

i∈Vf r

l∈V

Maximum capacity of a shuttle
∑ ∑ yi,j,k,r ≤ C
i∈Vf r j∈V

Maximum capacity of the to-zones
∑ ∑ ∑ xi,j,k,r ≤ Qt
i∈Vf r k∈K r∈R

Weighted distribution among the to-zones (soft constraints)
Do not undercut the distribution
wt
⋅ ∑ ∑ ∑ ∑ xi,j,k,r − ∑ ∑ ∑ xi,t,k,r ≤ pt
Ω i∈Vf r j∈Vto k∈K r∈R
i∈Vf r k∈K r∈R

∀t ∈ Vto

(2.15)

∀t ∈ Vto

(2.16)

Do not exceed the distribution
−

wt
⋅ ∑ ∑ ∑ ∑ xi,j,k,r + ∑ ∑ ∑ xi,t,k,r ≤ qt
Ω i∈Vf r j∈Vto k∈K r∈R
i∈Vf r k∈K r∈R

Timing of the shuttles
shuttles start at time-point 0
wds ,k,1 = 0

∀k ∈ K

(2.17)

transfer time during drop-off
wi,k,r + U + tyi,j ≤ wj,k,r + (Z + U + tyi,j ) ⋅ (1 − yi,j,k,r ) ∀i ∈ Vf r , j ∈ V /{ds , dt }, (2.19)
k ∈ K, r ∈ R

129

Appendix A VRLPOWCS model

transfer time during pick-up
wi,k,r + U + tyi,j ≤ wj,k,r + (Z + U + tyi,j ) ⋅ (1 − yi,j,k,r )

∀i ∈ Vto , j ∈ Vin ,

(2.20)

k ∈ K, r ∈ R
transfer time when starting a new segment
wi,k,r−1 + U + tyi,j ≤ wj,k,r + (Z + U + tyi,j ) ⋅ (1 − yi,j,k,r )

∀i ∈ Vf r , j ∈ Vto ,

(2.21)

k ∈ K, r ∈ R/{1}
Transfer time of the cars
wi,k,r + U + txi,j ≤ wj,k,r + (Z + U + txi,j ) ⋅ (1 − xi,j,k,r )

∀i ∈ Vf r , j ∈ Vto ,

(2.22)

k ∈ K, r ∈ R
initialise the timing-variable
tyds ,j ≤ wj,k,1 (Z + tyds ,j ) ⋅ (1 − yds ,j,k,r )

∀j ∈ Vf r , k ∈ K

(2.23)

Maximal working time
wi,k,r ≤ Z

∀i ∈ V, k ∈ K, r ∈ R

(2.26)

Binary variables
yi,j,k,r ∈ {0, 1}

∀i ∈ V, j ∈ V, k ∈ K, r ∈ R

(2.24)

xi,j,k,r ∈ {0, 1}

∀i ∈ Vf r , j ∈ Vto , k ∈ K, r ∈ R

(2.25)

pt ≥ 0

∀t ∈ T

(2.27)

qt ≥ 0

∀t ∈ T

(2.28)

∀k ∈ K/{1}.

(2.30)

Soft-constraint variables

Symmetry breaking inequality
∑ j ⋅ yds ,j,k,1 ≤ ∑ j ⋅ yds ,j,k−1,1
j∈Vf r
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