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Strategier för modellering med prediktiv analys

Sammanfattning

Detta projekt har utförts tillsammans med ett företag som heter Attollo, en konsultfirma som är
specialiserade inom Business Intelligence & Coporate Performance Management. Projektet grundar
sig på att Attollo ville utforska ett nytt område, prediktiv analys, som sedan applicerades på Klarna,
en kund till Attollo. Attollo har ett partnerskap med IBM, som säljer tjänster för prediktiv analys.
Verktyget  som detta  projekt  utförts  med,  är  en mjukvara från IBM: SPSS Modeler.  Fem olika
exempel beskriver det prediktiva arbetet  som utfördes vid Klarna.  Från dessa exempel beskrivs
också  de  olika  prediktiva  modellernas  funktionalitet.  Resultatet  av  detta  projekt  visar  hur  man
genom prediktiv analys kan skapa prediktiva modeller. Slutsatsen är att prediktiv analys ger företag
större möjlighet att förstå sina kunder och därav kunna göra bättre beslut. 

Modeling strategies using predictive analytics

Abstract

This project was carried out for a company named Attollo, a consulting firm specialized in Business
Intelligence and Corporate Performance Management. The project aims to explore a new area for
Attollo,  predictive analytics,  which is  then applied to  Klarna,  a  client  of  Attollo.  Attollo  has a
partnership with IBM, which sells  services for predictive analytics. The tool that this  project is
carried out with, is a software from IBM: SPSS Modeler. Five different examples are given of what
and how the predictive work that was carried out at Klarna consisted of. From these examples, the
different predictive models' functionality are described. The result of this project demonstrates, by
using predictive analytics, how predictive models can be created. The conclusion is that predictive
analytics enables companies to understand their customers better and hence make better decisions.
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Part 1. Introduction

1.1 Background

Business intelligence (BI), is a broad term that includes several applications to analyze a company

or enterprise  raw data  into  meaningful  information.  This  is  not  a  brand new concept,  but  it  is

recently that new tools have been developed that can handle large amounts of data (Big Data).

Working  with  BI,  activities  such  as  data  mining,  online  analytical  processing,  querying  and

reporting is very common and is all based on an organization’s raw data [1]. Companies use BI to

improve decision making, cut costs and identify new business opportunities. 

The  amount  of  data  available  on  the  Internet  that  enterprises  have  to  deal  with,  increases

approximately by 40% per year  [2]. This puts more pressure on business managers who ought to

foresee what lies ahead. But with a BI infrastructure in place, data processing can run at minimum

cost  and  have  a  measurable  impact  on  business  operations.  Gathering  data  and  instantly

transforming it into business solutions is what BI software is all about. 

The strategy used to determine the likelihood or probable future outcome of an event is called

Predictive  analytics.  It  is  the  branch  of  data  mining  concerned  with  the  prediction  of  future

probabilities  and  trends.  Predictive  analytics  is  used  to  analyze  large  datasets  with  different

variables.  These  variables  are  called  predictors  and  constitute  the  core  element  of  predictive

analytics. A predictor could be measured for an individual or entity to predict future behavior. For

example, a credit card company could consider age, income, credit history, and other demographics

as predictors when issuing a credit card to determine an applicant’s risk factor  [3]. The analysis

includes clustering, decision trees, market basket analysis, regression modeling, neural nets, genetic

algorithms, text mining, hypothesis testing, decision analytics, and more.

Multiple predictors are combined into a predictive model,  which can be used to forecast future

probabilities.  When  building  a  predictive  model,  data  is  collected  from  different  datasets,  a

statistical model is formulated, predictions are made, and the model is validated (or revised) as

additional data become available. Traditional analytics help gain insight for what was right and

what went wrong in decision making. One cannot change the past, but one can prepare for the

future and decision makers want to see the predictable future, control it, and take actions today to

attain tomorrow’s goals.
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1.2 Problem

Using analytical tools enables great transparency, and can find and analyze past and present trends,

as well as the hidden nature of data. However, past and present insight and trend information are not

enough to be competitive in business today. Business organizations need to know more about the

future, and in particular, about future trends, patterns, and customer behavior in order to understand

the market better. To meet this demand, predictive analytics have been developed to forecast future

trends  in  customer  behavior  and  buying  patterns [3].  This  is  the  key  for  transforming  an

organization’s approach to analytic decision making from observe-and-react to predict-and-act. In

other words, to go from activity to pro activity.

The problem is to find the best predictive model, since there are so many options.  There are

many kinds of models, such as linear formulas and business rules [4]. And, for each kind of model,

there are all the weights or rules or other mechanics that determine precisely how the predictors are

combined. This project aims to improve sales forecasts for a company named Klarna1. Klarna is an

e-commerce company from Sweden that provides payment services online. 

1.3 Purpose

The thesis presents the concept of predictive analytics and how statistical models can be built. It

also describes the work done to help a consulting firm named Attollo2 offer a new service to their

customer Klarna.  The purpose of this project is to develop more sophisticated models for sales

forecasting. 

1.4 Goal, benefits, ethics and sustainability

The goal is to develop a working method through predictive models to improve sales forecasts. To

verify that the goal is met, the project was applied on a specific customer to Attollo, in this case

Klarna. The project is to improve the accuracy of predicting outcomes from sales forecasts, instead

of just guessing. 

A potential risk for this project was to make bad predictions based on the data or to make the design

of  the  predictive  model  unreliable.  Exploration  could  for  example  lead  to  massive  incorrect

1 https://klarna.com/sv
2 http://attollo.se/
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assumptions. This could be misleading for Klarna. However with good supervision, and taking into

account the experience of extensive practice, the probability of this to occur can be kept low. Also,

this  project  gives  Klarna  the  opportunity  to  use  a  new working  method  in  making  predictive

decisions.

Ethical aspects of this project (and data mining in general) considers how peoples are classified. For

example,  if  a customer make a  purchase through Klarna 3 a.m. on a Friday night,  should that

customer be marked with concerns regarding potential payment issues? See section 2.2.2 and 6.2

for other ethical issues. 

1.5 Methods 

A literature study was conducted to get information from articles, books, blogs etc. to get better

knowledge about predictive analytics and predictive models in general. The main part of the work

for this project will be to interpret and analyze data, therefore a quantitative approach will be used.

This project will be based on induction, since there is no hypothesis and results will be gathered

from experiments/models. These results hopefully suggest a pattern which can be used to form a

tentative hypothesis which is then a basis of a new theory/prediction. The development of predictors

is exploratory, but will adhere to the initial specification of the problem when inductively seeking to

detail the adequate predictors. See part 3 for a more in depth discussion regarding the methods used

in this project.

Outline

Part  2  gives  a  theoretical  background regarding this  project.  A deeper  introduction of  business

intelligence followed by the concept of data mining is given here. Next, the concept of predictive

analytics  is  described,  followed by the  area of  predictive modeling and how to  compare  those

models. Part 3 covers the method description and the delimitations of the project. Part 4 describes

the work done at  Klarna and part  5 covers the results.  Lastly,  part  6 provides  conclusions and

discussions regarding the work followed by future related topics of investigation.
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Part 2. Business Analytics

This part describes the area of business intelligence and predictive analytics in order to get a feel

for where it derives from. Data mining is also described and a common strategy to utilize it. Lastly,

an introduction to predictive models and how to evaluate them are given.

2.1 Overview 

Business intelligence (BI) consists of technologies for decision support. Executives, managers, and

analysts in an enterprise use BI technologies in order to make better and faster decisions [4]. The

number of products and services of these technologies used by the industry has grown steadily over

the last two decades. This growth is the result of declining costs of acquiring and storing huge

amounts of data arising from sources such as customer transactions in banking, retail as well as in e-

businesses, Radio-frequency identification (RFID) tags for inventory tracking, email, query logs for

Web sites, blogs, product reviews and more. Thus the data collected by companies today is very

detailed which therefore leads to a greater volume.  

Using  sophisticated  data  analysis  techniques  on  their  data  asset,  companies  are  making  better

decisions and deliver new functionality such as personalized offers and services to customers. BI

technology is widely used by companies today. To name a few examples, BI technology is used in

manufacturing for order shipment and customer support, in retail for user profiling to target grocery

coupons  during  checkout,  in  financial  services  for  claims  analysis  and  fraud  detection,  in

transportation for fleet management, in telecommunications for identifying reasons for customer

churn, in utilities for power usage analysis, and health care for outcomes analysis [5]. 

A typical architecture for supporting BI within an enterprise is shown in Figure 1 below. BI tasks

are performed on data that often comes from different sources, for example operational databases

across departments within the organization, as well as external vendors. The data gathered from

these sources can differ in quality. Often different formats, codes and inconsistent representation

have to be dealt with. This leads to a lot of work in cleansing, integrating and standardizing data in

preparation for BI tasks. These tasks usually needs to be performed stepwise as new data arrives, for

example,  last  month's  sales  data.  This  makes  efficient  and  scalable  data  loading  and  refresh

capabilities imperative for enterprise BI. 
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Extract-Transform-Load (ETL), shown in Figure 13a, is a technology for preparing data for BI. It

is a processes that extracts data from outside sources, transform it to fit operational needs and then

loads it to a data warehouse,  see section 2.1.1. The Complex Event Processing (CEP) engine fills

the needs to support BI tasks in near real time, that is,  make businesses decision based on the

operational data itself. 

Figure 1. Businesses Intelligence architecture

2.1.1 Data warehouse

According to IBM 2,5 quintillion bytes of data are created every day (June 2014). So much that

90% of the data in the world has been created in the last two years alone [6a,6b]. This data comes

from cell phone GPS signals, social media, digital pictures and videos, purchase transaction records

and more. A data warehouse  is a repository that stores all this historical data and is designed to

process it. 

The data over which BI tasks are performed is typically loaded into a data warehouse, managed by

one or more data warehouse servers. A relational database management systems (RDBMS) is a

popular choice of engines for storing and querying data. This is a type of database management

system (DBMS) that stores data in the form of related tables. Relational databases are powerful

because they require few assumptions about how data is related or how it will be extracted from the

database. As a result, the same database can be viewed in many different ways. Another choice of

engines is the MapReduce engine. These engines supports much larger data volume than traditional

RDBMSs and are built for analyzing web documents and web search query logs. Currently they are

being extended to support complex Structured Query Language (SQL)-like queries essential  for

3a Picture taken from: An overview of Business Intelligence Technology, by Surajit Chaudhuri, Umeshwar Dayal and 
Vivek Narasayya, figure 1, p. 90
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traditional enterprise data warehousing scenarios [5][7]. 

2.1.2 Multidimensional databases

Data warehouse servers are complemented by other servers that have specialized functionality for

different  BI  scenarios.  Online  analytic  processing (OLAP)  servers  efficiently  expose  the

multidimensional view of data to applications or users and enable the common BI operations such

as filtering, aggregation, drill-down and pivoting [5]. A multidimensional database can be viewed as

a cube that represents the dimensions of data available to a user. A relational database is typically

accessed using a  SQL query,  whereas  in  a  multidimensional  database,  the  user  could phrase a

question “how many cars have been sold in Stockholm this year so far?”. The cube can be viewed

as a multidimensional spreadsheet where each axis has a dimension, such as “Time”. Each cell in

the spreadsheet would be a number of measures. For example, a product measure could have the

dimensions (axis values) product (which type of product), time and geography, as seen in figure 23b

below. 

Figure 2. OLAP cube

2.2 Data mining

Data mining is the concept of identifying useful patterns and actionable relationships in the data,

which  is  very  useful  with  the  increasingly  competitive  markets  and  the  vast  capabilities  of

computers businesses. A common misconception is that data mining involves passing huge amounts

of  data  through  intelligent  technologies  that  alone  find  patterns  and  give  magical  solutions  to

business problems. Data mining is not about finding a number in the “Yellow Pages” or using

Google  to  find  certain  information.  It  is  first  and  foremost  a  process  that  needs  a  thorough

3b Picture taken from http://proceedings.esri.com/library/userconf/proc02/pap0387/p0387.htm 2014-11-26
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methodology. Often data mining methods can be classified as  supervised or unsupervised.  Using

unsupervised methods, no target variable are identified, see section 2.4.2. Most data mining method

are supervised, where a target variable is used, such as classification models, see section 2.4.1.

An example of a data mining application could be a telecommunications firm that is confronted

with  a  huge  amount  of  churners.  Churn  is  a  business  term for  what  occurs  when  a  customer

switches between providers [8]. In a data mining project, the firm can use modeling techniques on

their historical data to find groups of customers that have churned. Next, the firm can apply these

models to their current customer database to identify customers at risk. Finally, these customers can

be made an interesting offer, so they will hopefully be retained as customers.  

Data mining enables in-depth analysis of data including the ability to build predictive models. The

set of algorithms offered by data mining go well beyond what is offered as aggregate functions in

relational  DBMSs  and  in  OLAP servers.  Such  analysis  includes  decision  trees,  market  basket

analysis,  linear  and  logistic  regression,  neutral  networks  and  more.  Traditionally,  data  mining

technology has been packaged separately by statistical software companies, for example IBM SPSS

Modeler4 [5]. The  approach  is  to  select  a  subset  of  data  from  the  data  warehouse,  perform

sophisticated data analysis on the selected subset of data to identify key statistical characteristics,

and to then build predictive models. Finally, these predictive models are deployed in the operational

database.

Another example of a data mining application is found in database marketing, where huge volumes

of mail are sent out to customers or prospects. Typically, response rates lie around 2%. To cut costs

in sending out mail, the database marketing uses their historical data to build models that identify

groups  with  high  response  rates,  so  that  only  these  customers  will  be  approached  in  future

campaigns.  This will  cut mailing costs,  while the number of responders (people purchasing the

product) will not change significantly. All in all, costs will go down, while revenues stay the same,

so the ROI (Return On Investment) will improve.

Not all data mining is good. Research conducted by Acquisti and Gross (2009) of Carnegie Mellon

University showed that it  is  possible to predict  narrow ranges in which a given person's  social

security number is likely to fall simply by mining public data [10]. They used a file which included

information  about  those  people  whose  deaths  have  been  reported  to  the  Social  Security

4 http://www-01.ibm.com/software/analytics/spss/products/modeler/
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Administration.  This file was readily available online.  The researchers mined the data to detect

statistical patterns in Social Security Number (SSN) assignment associated with date and location of

birth.  With  their  results,  they  were  able  to  identify  the  first  five  digits  of  44%  of  deceased

individuals  born in  the  United States  from 1989 to 2003 and complete  SSNs with less  than a

thousand  attempts  for  almost  10%  of  those  deceased  individuals.  With  that  tool,  it  becomes

statistically likely that they could predict with the same level of accuracy for living individuals. If

this were given in the wrong hands, this could provide the keys needed for identity theft.

2.2.1 Data mining goals

Two useful areas of data mining is to be describing and to predict future outcomes. The overall goal

is to find patterns in the data that might exploit to improve the business. Having the information

about what items customers tend to purchase together, or under what conditions emergency rooms

will  need assistance,  or  when products  are  sufficiently similar  to  substitute  them, will  all  help

managers  run  their  businesses  better.  This  requires  searches  for  patterns  in  the  data  and  then

differentiate the patterns that are interesting and useful from those that are not. In other words, the

goal is to find a model that generates predictions that are most similar to the data on which you

build the model.  

However, the focus should not be on the training data, but rather on future data. By making the

training data too big, the patterns are likely to perform less well on the “real” set data. In other

words, it provides a model that is specific to the random fluctuations in the original data. When

applied,  over-fit  models  tend to  do poorly because the  new data  experience  different  “random

fluctuations”. Therefore it is important to have data that have not been used in the original analysis,

on which to test any mining model before using it to impact business rules [10].

2.2.2 Data mining techniques

Five common techniques for data mining are; Classification, Clusters, Regression, Sequences and

Forecasting [11]:  

• Classification  is  a  type  of  mining technique  that identifies  patterns  that  are  unique  for

members of a particular group. It examines existing items that have already been classified

and infers a set of rules from them. 

13



For example,  a university might classify attributes of those students who complete their

degree in a specified number of years from those who do not. By finding the similarities

among students  who do not  successfully complete  their  degrees,  the  system might  find

"early  warning  signals"  on  which  the  administration  can  act.  Classification  mining  can

though produce misleading results, particularly if not done properly. Some of the difficulties

of data mining are [10]:

◦ False Positives.  In practice,  when trying to classify people,  some will  be

incorrectly classified. For example, predicting whether a person might be a

terrorist or not. Some people who should be classified as terrorists would not

be (called a false negative). Further, some who should not be classified would

be classified as terrorists; that is a false positive. Even rules that were 99%

accurate would identify a substantial number of false positives. Consider that

when looking at 200 million individuals a 1 % error rate still  generates 2

million false positives. 

◦ Insufficient Training Sets. Small data sets leads to less accurate rules

◦ Pattern Changes. Following the terrorist example, if all analysis is done on

historical data, any behavior changes in the terrorists over time would not be

represented.

◦ Anomalies.  People  sometimes  change  their  behavior  for  perfectly  good

reasons having nothing to  do with terrorism.  Therefore,  even though they

may fit a "profile" for a terrorist, it may have nothing to do with terrorism.

This example also raises a lot of ethical questions concerning classifications. Such as, what input or

criteria should be considered when identifying terrorists? One may think that “all the people from

the  middle  east  are  potential  terrorists”  and therefore  build  rules  based  on that,  which  is  very

unethical and it also leads to erroneous results.

• Clustering identifies clusters (groups) of observations that are similar to one another and

infers  rules  about  groups  that  differentiate  them  from  other  groups.  It  differs  from

classification because there are no items classified in advanced, and hence the model needs

to determine the groupings as well. For example in marketing; Cluster customers into gold,

silver  and  bronze  segments,  and  approach  each  segment  differently.

14



• Regression  searches for relationships among variables and finds a model which predicts

those relationships with the least error. The simplest form of regression, linear regression, 

uses the formula of a straight line (y = ax + b) and determines the appropriate values for a

and b to predict the value of y based upon a given value of x. Advanced techniques, such as

multiple regression, allows for more than one input variable and allow for the fitting of more

complex models, such as a quadratic equation. 

• Sequences  are events linked over a period of time. The important characteristic of these

linkages is that they are ordered: observations with characteristic X are also likely to have

characteristic Y. For example, a student who takes a statistics course this semester is unlikely

to take the forecasting course for two subsequent semesters. This will help the department

plan course offerings.

• Forecasting (or predictive) data mining is the process of estimating the future value of some

variable. While clearly it is possible to use tools like regression to forecast the future, the

goal of the data mining is to find rules that might predict what will happen. In a university,

data mining might identify specific combinations of test scores, experience, and grades that

were associated with successful students to find decision rules for admissions. 

2.2.3 Cross-Industry Standard Process for Data Mining

There are a lot of things to keep track of in a data mining project: complex business problems,

multiple data sources, varying data quality across data sources, an array of data mining techniques,

different  ways  of  measuring  data  mining  success,  etc.  Hence,  these  projects  could  be  very

complicated, and therefore, an explicitly defined process for this type of project is preferable. A

very common data mining process is: “Industry Standard Process for Data Mining “ (CRISP-DM).
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This process model is designed as a general model that can be applied to a wide variety of industries

and business problems [9]. This process model includes six stages that address the main issues in

data mining, including how to incorporate data mining into larger business practices. The stages in

CRISP-DM  are  (in  order):  Business  understanding,  Data  understanding,  Data  preparation,

Modeling,  Evaluation  and  Deployment.  The phases of this  process model is  shown in figure 3.

                                                  Figure 3. Phases in the CRISP-DM5

Business  understanding  identifies  business  objectives,  success  criteria,  resources,  constraints,

assumptions, risks, costs, and benefits. Also at this stage, specific data mining goals are set and a

project plan is written. Another very important factor is the risks regarding the project. For example,

consider a telecommunication company that apply this model in order to retain its customers. By

identifying and reducing customers that tend to end their subscription might be essential to survive

in  the  telecommunication  market,  therefore  the  deadline  of  the  project  may  be  close.  If  all

participants are not informed about the deadline, the project might fail. 

Another risk is the availability of the data. Important questions in mind should be: 

• Who are the key persons in accessing the data? 

• Is the data more valuable by purchasing more demographic data?

• Are there legal restrictions on the data?

5 Picture edited from [12]
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This is perhaps the most important phase in data mining project.

Data understanding addresses the need to understand the characteristics of the data resources and

what they are. This stage starts with collecting, describing and exploring the data. Then identify

data  quality  problems  and/or  detect  interesting  subsets  to  form  hypotheses  regarding  hidden

information.

In this  stage,  it  should be clear how many rows and columns each data source has.  Next is  to

identify which rows and columns that are needed to answer the business questions. Often there are

columns that can be removed that is not related to the problem. To get at better view, it is good to

describe what each column in the data set means. When the relevant columns are identified, the next

task is  to make a graph of each column to visually inspect the data.  This might find a certain

distribution among the data. Lastly, regarding the quality of the data, looking for inconsistencies

and errors is very important. For example, a column “Age” in the dataset might have the value -1. 

Data preparation is the phase of selecting, cleansing, constructing, formatting and integrating data.

Here the raw data is prepared for the modeling tool(s). Removing certain rows is a common task in

this  phase.  For  example,  if  only customers  with high  profit  are  interesting,  then only they are

retained. Another common task is to change commas into periods because some software reads

decimal numbers with comma as a null value. When formatting data, it is important to restructure

the  data  into  a  form that  meets  the  requirement  of  the  analysis.  Building  a  model  to  predict

customers that are likely to  churn, each row in the dataset should represent a unique customer,

hence the unit of analysis is a customer. When the unit of analysis is set for all datasets, the datasets

can be integrated and combined into a single dataset.

Modeling is the phase when sophisticated analysis methods are used to extract information from the

data. It involves selecting modeling techniques, generating test designs, and building and assessing

models. Usually, more than one model are considered to the project. Therefore it is very common to

apply a model to a test dataset, a dataset that was not used during the time the model was built. This

is done by partitioning the data into a  training dataset (where models are built) and a  test dataset

(where models are tested). 

When building and running the models, some important question arises, such as:
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• If  model  A was  completed  in  seconds  and  model  B  in  several  hours,  what  are  the

consequences of the model of choice? Model B maybe means stay at work over night.

• How are the models handling missing data? Some models discards rows with missing data,

some do not.  If the new dataset to which the model needs to be applied also has a high

percentage of missing data, the model cannot be applied to a significant part of that dataset.

• What is the accuracy of the model? It is always good to re-run it with different parameters to

see how well it relates to the data mining goals.

Evaluation is the phase when models with high analytic quality are built and should be evaluated

on how well the data mining results reflects on the business objectives. Here the whole process is

reviewed and the next steps are determined. One should iterate through the previous stages and

when confident enough, deploy the model(s).

Deployment, depending on the requirements can be as simple as generating a report or as complex

as implementing a repeatable data mining process. The purpose of the model may be to increase

knowledge of the data, but it needs to be presented and organized in a way that a potential customer

can use it. A good strategy is to develop a maintenance plan because eventually the model will

expire and a new project will be started. This plan should include directives for how to monitor the

model's success. Finally review the whole project and see if the business objectives were met. Also

consider Return On Investment (ROI) for the project by calculating project costs and revenues. 

It is always preferable to move back and forward between the phases. The outcome of each phase

determines which phase, or particular task of a phase, has to be performed next. The arrows in

figure 3 indicate the most important and frequent dependencies between phases.  A data mining

project does not end once a solution is deployed. During the process and from the solution there are

often new business questions found  [12].

2.2.4 Recency, frequency and monetary value

Recency,  Frequency,  and  Monetary  (RFM)  analysis  is  a  good  method  for  identifying  valuable

customers.  This  technique  is  very  important  in  marketing.  RFM  provides  a  framework  for

understanding and quantifying which customers are likely to be the best ones by examining how

recently their last purchased was (recency), how often they purchased (frequency), and how much
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they spent over all transactions (monetary) [13]. 

The result of the analysis gives an “RFM-score” to each customer. A high score means a profitable

customer for the company. What determines a high score is often defined by the business itself. An

example of this will be shown in section 4.2. 

The reasoning behind RFM analysis is that customers who purchase a product or service once are

more likely to purchase again. Running an RFM-analysis, customer data is separated into a number

of  bins  for  each parameter  (R,  F and M).  The criteria  and/or  interval  for  each bin  is  adjusted

according to the business needs. In each of the bins, customers are assigned a score; these scores are

then combined to the overall RFM score, which is a representation of the customer's membership in

the bins created for each of the RFM parameters. 

Another way to look at it is that each customer is assigned to a specific bin. If the maximum number

of bins for each parameter is five, then a customer could have the maximum RFM-score of 15. This

means that a customer with RFM-score 15, ended up in the interval for bin number five for all three

parameters (a profitable customer). 

However, although the ability to analyze and rank RFM scores is a useful tool, one must be

aware of certain factors when using it.  There may be a temptation to target customers with the

highest rankings; however, over-solicitation of these customers could lead to resentment and an

actual fall in repeat business. It is also worth remembering that customers with low scores should

not be neglected but instead may be cultivated to become better customers. Conversely, high scores

alone do not necessarily reflect a good sales prospect, depending on the market. For example, a

customer in bin five for recency, meaning that they have purchased very recently, may not actually

be the best target customer for someone selling expensive,  longer-life products such as cars or

televisions.

2.3 Predictive analytics

Predictive analytics refers to a series of techniques concerned with making more informed decisions

based in an analysis of historical data [22]. These methods are very common in industries of science

and business. For example, marketing organizations use these models to predict which customers

will buy a specific product.  
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Predictive analytics begins with finding insights in the gathered information, and continues with

determining the next best action for a particular situation. By having the answers ahead of time,

gives one the ability to plan and implement the actions that needs to be taken. Without analytics,

measures will be taken when the issue has been identified and usually already caused a problem.

This  can  lead  to  lost  revenues  and  market  shares,  reduced  credibility  with  the  employees  or

customers and even bankruptcy. 

Businesses  use  predictive  analytics  to  analyze  their  data  to  gain  predictions  about  future

environmental  conditions.  Predictive  analytics  use  statistical  analysis  as  well  as  data  mining

techniques such as clustering, classification, and segmentation, and pattern detection. It involves

understanding  and  preparing  the  data,  define  a  predictive  model,  and  following  the  predictive

process. Figure 46 shows where predictive analytics fit in the business intelligence space.

 Figure 4. Predictive analytics in the business intelligence space

 IBM7 describes predictive analytics based on three pillars: Customer, Operational and Threat & 

Fraud analytics.

6 Figure edited from http://timoelliott.com/blog/wp-content/uploads/2013/02/analytic-maturity.jpg 2014-11-26
7 http://www.ibm.com/analytics/us/en/predictive-analytics/
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2.3.1 Predictive Customer Analytics 

Businesses are getting more and more customer data from an increasing number of sources these

days. Therefore, many business executives needs to get deeper understanding of the insights from

customer related data to make decisions that turn insights into sales growth [14]. 

To meet  this,  an effective customer analytics  strategy can help to avoid unnecessary costs  and

increase customer satisfaction. Some of these strategies are [15]:

• Satisfying and retain the loyal and profitable customers and attract others like them

• Understanding factors that make customers stay

• Increase  the  profitability  of  every  customer  through  predictive  analysis  of  the  needs,

preferences and how willing a customer is make a purchase

The main scope of customer analytics is to acquire, grow and retain customers. 

Within this area, market basket analysis is very common. Market basket analysis is a process that

looks for relationships of objects that “go together” within the business context. The market basket

analysis is a tool in cross-selling strategies. For example, in the supermarket, one can discover that

customers who buy beer also buy's pizza. By identifying what items customer's shop for, different

rules can be created that can be used to maximize profits by helping to design marketing campaigns

and customizing store layout [16]. 

2.3.2 Predictive Operational Analytics

Operational analytics is details about how to manage the operations, maintain the infrastructure and

maximize the capital efficiency of an organization. A company that fulfill this ensures that their

employees, assets and processes are aligned and optimized to deliver a product or service that meets

the  customer's  needs.  If  the  company  also  is  agile,  then  their  operations  are  also  modified

proactively to prevent potential operational issues and make sure that future customer needs are

met. The goal here is not only to meet the needs of the customers, but also utilize it as a competitive

advantage [17].

Some strategies of operational analytics are to [15]:

• predict necessary maintenance over a time period in order to schedule future maintenance

more effectively and thereby avoiding downtime
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• identify and resolve problems earlier in the product life cycle to reduce warranty claims

Within this area,  predictive maintenance  is a very common approach. This allows maintenance,

quality and operational decision makers to predict when an asset need maintenance. It is based on

the increasing amount of data that has been generated about the performance of equipments and

systems. Using data mining techniques on this data can find patterns for predicting models, which

then can be used to improve operational performance and processes.  

For example, organizations may face high costs associated with downtime for unscheduled machine

maintenance. This could lead to lost probability. By examining downtime data, using software from

IBM SPSS8, an organization can predict which machines are most likely to fail or need service.

Having this information, organizations can save money by schedule maintenance or repairs before

they become a downtime issue [17].

2.3.3 Predictive Threat & Fraud analytics

Fraud  costs  companies  huge  amount  of  money  every  year.  As  ICT  infrastructures  gets  more

distributed  among  employees,  business  partners,  suppliers  and  customers  the  risk  of  getting

sensitive data into the wrong hands increases. Examples of fraud could be credit, insurance, identity

theft, healthcare fraud, etc.  

Therefore it is important to have an understanding of the data and know what constitutes normal

and unusual behavior.  Through this,  key predictors can be developed, or indicators of potential

threats, that can highlight areas of concern for the company. Common examples of threat and fraud

analytics are to [15]:

• Detect suspicious activity early

• Improve customer satisfaction by handling claims more rapidly 

• Improve the reaction time of the police by positioning officers at the right place at the right

time

An approach to this analysis could be described as a capture, predict and act work flow. This work

flow  starts  with  gathering  data  from  various  sources  (e.g  financial  data,  performance  logs,

8 http://www-01.ibm.com/software/analytics/spss/
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maintenance logs, sensor data, etc). This data is gathered into one big database where predictive

models are built. This predictive models could be built via classification or clustering, see section

2.4.1 and 2.4.2. These models are then used to predict  threat and fraud issues which gives the

organization time to act upon those issues.  Developing predictive models to be used to identify

opportunities for increased value is a major part of business analytics.

2.4 Predictive decision models 

Predictive models are sets of rules, formulas or equations aimed to predict what will happen in the

future based on input fields. The goal of the model is to minimize the difference between real and

predicted values. This is done by tuning the model's parameters using a data mining algorithm on a

training  dataset.  The  modeling  objectives  can  be  classified  as  classification,  segmentation  and

association.

2.4.1 Classification models

Classification analysis is the organization of data in given classes. The classification uses given

class  labels to  order  the objects  in  the data  collection,  see figure 5A9a and 5B9b.  Classification

approaches normally use a training dataset where all objects are already associated with known

class labels.

Figure 5A. Training data (a) are analyzed by a classification algorithm. Here, the class label 
attribute is loan_decision, and the learned model or classifier is represented in the form of 
classification rules. 

9a Picture edited from [18]
9b Picture edited from [18]
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Figure 5B. The test data (b) are used to estimate the accuracy of the classification rules.

The goal of these models is to predict a target field, using one or more predictors (input fields). For

example, certain banks may want to predict if a customer fails on paying back a loan; possible

predictors  here  could  be  age,  sex  and  income.  Classification  is  one  of  the  most  common

applications for data mining [18]. 

There are three types of classification models:

• Rule induction models, which describes distinct segments within the data in relation to the

target field. These models are also called decision trees. A decision tree is a flow-chart-like

tree structure, where each node denotes a test on attribute values, see figure 610. Each branch

represents an outcome of the test, and tree leaves represent classes or class distributions. A

decision tree can be used to classify an instance by starting at the root of the tree and moving

through it until a leaf node, which provides the classification of the instance. 

10 Picture edited from [9]
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Figure 6. A simple decision tree

Examples  of  algorithms  used  for  rule  induction  models  are  Chi  Square  Automatic  Interaction

Detection (CHAID) and C5.0. 

• Traditional statistical classification models, which make stronger assumptions than rule

induction models. For example, statistical models assume certain distributions. The outcome

from these models are expressed by an equation, and statistical test can guide field selection

in the model.  Examples of  models  to  approach this  are  Linear Regression  and  Logistic

Regression. Linear is for continuous target fields and Logistic is for categorical (yes or no

etc.,) target fields.

• Machine learning models, are optimized to learn complex patterns. No assumptions are

made, as traditional statistical models do, and do not produce an equation or a set of rules.

Having a large number of predictor variables that have many interactions, machine learning

models are  well  suited.  An example of machine learning models are  Neural  Networks.  

2.4.2 Segmentation Models

Segmentation, or,  cluster analysis is similar to classification. Cluster analysis organizes data into

classes (groups). However, unlike classification, no target fields are specified in the data and it is up

to the clustering algorithm to discover acceptable classes. There are many clustering approaches all

based  on  the  principle  of  maximizing  the  similarity  between  objects  in  the  same  class  and

minimizing the similarity between objects of different classes. 
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Although classification is  an effective means for distinguishing groups or  classes of  objects,  it

requires the often costly collection and targeting of input fields. It is often more desirable to proceed

in the reverse direction: First partition the set of data into groups based on data similarity (e.g, using

clustering), and then assign target fields to the relatively small number of groups.

In marketing, cluster analysis could be used to cluster customers based on RFM-values into gold,

silver and bronze segments and then approach each segment differently. An example of a cluster

algorithm is the K-means method which groups records (rows in a dataset) based on similarity of

values for a set of input fields.

2.4.3 Association models

Association models are used to look for relationships between fields (columns) and frequency of

items occurring together in a dataset. Basic association rules can be used to generate knowledge

about the relationships between items from transactions. Association analysis is commonly used for

market  basket  analysis  (see  section  4.6).  An  example  of  an  association  model  is  the  Apriori

algorithm [18]. 

2.5 Comparing models and model accuracy

When performing data mining it is common to create several models using different techniques and

settings. This means that models need to be compared in a structured manner to ensure that the best

model  is  actually selected  [19].  Evaluating the different  approaches also helps  set  expectations

about performance levels for a model ready to be deployed. A definition of how to measure the

accuracy of a model is stated by [22]: “The overall accuracy of a classification prediction model

can be estimated by comparing the actual values against those predicted,  as long as there are

reasonable number of observations in the test set.”11 

[20] have made comparisons of classification techniques for predicting essential hypertension. In

this article, the output from several classification models are compared and are then ranked based

11  Glenn J. Myatt, Wayne P. Johnson, Making Sense of Data II: A Practical Guide to Data Visualization, Advanced 
Data Mining Methods, and Applications p.119
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on their hit rate. [21] have made a comparison between three data mining methods and uses a more

sophisticated  approach  to  evaluate  their  results.  In  this  article  two  approaches  were  used  for

performance evaluation:   

TP,  TN,  FP and  FN denotes  true  positives,  true  negatives,  false  positives  and  false  negatives,

respectively.  These  two  approaches  are  also  reviewed  and  covered  in  [22].  

• Cross-validation a percentage of the data set  is assigned for test  purposes.  Then,

multiple  training and validation set  combinations are  identified to  ensure that  all

observations  will  be  a  member  of  one  validation  set,  and hence  there  will  be  a

prediction for each observation 

• A model for testing accuracy, sensitivity and specificity

◦ The overall accuracy of the model can be calculated based on the number of

correctly  classified  examples  divided  by  the  total  number  of  observations:

 TP + TN / TP + FP + FN + TN 

◦  The sensitivity, which is the true positive rate, also referred to as the hit rate, is

calculated using the number of observations identified as true positives, divided

by the actual number of observations: TP / TP+ FN

◦ Specificity is the number of negative observations that are correctly predicted to

be negative, the true negative rate. It is calculated using the number of correctly

predicted negative observations, divided bu the total number of actual negative

observations: TN / TN + FP.

These articles ([20] and [21]) gives a good and straight forward description on comparing models

and their accuracy. However, none of them uses a receiver operating characteristics (ROC) curve,

described below.

2.5.1 ROC Charts

A ROC curve provides an assessment of one or more binary classification models [22]. It shows the

true positive rate (sensitivity) on the y-axis and the false positive (1- specificity) on the x-axis. A

diagonal line is usually plotted as a baseline, which indicates where a random prediction would lie.

For classification models that generate a single value, a single point can be plotted on the chart. A
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point above the diagonal line indicates a degree of accuracy that is better than a random prediction.

In  the  same way,  a  point  below the  line  indicates  that  the  prediction  is  worse  than  a  random

prediction. The closer the point is to the upper top left point in the chart, as shown in figure 7B, the

better prediction. The area under the curve (AUC) can be used to access the model's accuracy.

      

Figure 7A. ROC chart for a model Figure 7B. ROC chart for a good model

Part 3. Method Description

This part describes the engineer-related content and the methodologies used in the project. It starts

with a description of methods and methodologies about the choices of what information and data

that has been gathered, and how these are analyzed. Lastly the delemitations of the project are

described.

3.1 Theory Description

The theory of research is a very broad area with narrowing branches in all directions. In this section

a small part of the theory behind research will be presented starting with philosophical perspectives

and research methods and finishing with data collection methods and relevant tools.

Philosophical perspectives have changed over time. Up until the mid-20th century the perspective on

philosophy was dominated by positivism which believed that the researcher and the outcome of the

research are independent of each other. By the turn of the 20th century a new perspective called post-
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positivism was introduced which accepted the fact that theories, background, and knowledge of the

researcher could influence the result of their research [23]. 

Regardless of the philosophy, research has a connection with logical reasoning which includes two

approaches: deductive and inductive. The deductive method follows a “top-down” approach where

a project starts with a general topic and works its way down to a more specific hypothesis that can

be tested. Inductive reasoning works in the opposite direction, starting with specific observations or

measurements and work towards a general conclusion  [24].  No matter which method is chosen

research must always gather data to support the thesis. When it comes to collecting data for research

there are two types of collecting methods: qualitative and quantitative.

The basis for qualitative data collection comes from the idea that each individual constructs social

reality in the form of meanings and interpretations and that these constructions tends to be transitory

and  situational.  This  data  collection  method  should  be  used  when  people's  meaning  and

interpretation are to  be considered.  An example of this  method could be used if  a  company is

interested in how customers make purchase decisions, and could be carried out by interviewing

customers when they are shopping [25].

Since an interview takes some time to conduct, this method is often preferred when a small target

group is of interest. This is in contrast to a quantitative, which is often used when a large quantity of

data is to be considered.

Quantitative data collecting methods use numerical and statistical processes in a variety of ways to

support or not support a specific question. This method could be used to investigate the average age

of a common Internet user  using a on-line survey with well  prepared questions  [25].  The data

collected from this survey could then be analyzed with the help of statistical tools, where the mean

and standard deviation are often the parameters of concern.

There are many tools available  when it  comes to analyzing numerical data.  With these tools a

number of parameters can often be extracted with a push of a button. Microsoft’s Excel  [26] and

MathWork’s MATLAB [27] are two of these programs. These programs offer functions far beyond

numerical statistics if needed, but have the disadvantage of a price tag attached to them, i.e, these

are commercial packages.
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Two free and open-source alternatives are “R” and “GNU Octave” [28a,28b]. These package offer

almost all the same statistical capabilities as the two mentioned previously.

3.2 Method

A quantitative approach was chosen since the project involves processing data. Also, the observed

data, which consists of customer transactions, is of numeric type. A qualitative method was not

considered since no interviews or social approaches were needed to gather information. 

This project have used an induction design, since there were no hypotheses and the results were

obtained from different data mining models.  The reason that a purely deductive method was not

used, is that the area/problem considered was not fully mature from a methodological perspective,

and also because an exploratory part was required finding the right predictors.

3.3 Methodology

3.3.1 Data and information collection

This project started with a meeting at Attollo where the topic Predictive Analytics was brought up. 

It was later decided that task was to introduce a new software to Klarna,  IBM SPSS Modeler12,

which is a predictive analytics platform. Therefore, the first step was to gather information about

predictive analytics in form of articles, books and blogs. The next step was to learn the software.

Two  online  courses  was  taken  from  IBM,  entitled:  IBM  Introduction  to  SPSS  modeler  and

Datamining and IBM Advanced Data Preparation Using SPSS Modeler13. 

At first, the information found about predictive analytics seemed quite abstract since it is such a

broad area. However, after taking the courses, the scope of the information collection could then be

narrowed down. The focus was mainly on data mining and prediction models. 

At Klarna, customer data was taken from an OLAP Cube. In the cube, there were three monthly fact

tables on different levels. With this data, analysis could be made of customer activities, such as

12 http://www-01.ibm.com/software/analytics/spss/products/modeler/
13 Both courses from http://www-03.ibm.com/certify/tests/eduC2020-013.shtml
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purchases, returns or notations (calls into customer service etc) that has been monthly generated.

Also,  customer's  movements  between  segments  (what  genre  of  purchase  they  have  made,  i.e,

electronics, cloths, etc) can be traced over time. A deeper explanation of their customer base or how

their database looks like can not be given due to confidential agreements. The dataset that has been

used in this project consist of five million rows (one row per customer), which is customer's that

have made a purchase through Klarna.   

3.3.2 Analysis and tools

The analysis of the data is done in IBM SPSS Modeler. To reduce the time of the analysis, two

samples of the data will be drawn. The first sample corresponds to the training dataset, and the

second sample to the test dataset, mentioned in section 2.2.3. The sample size will be chosen within

the software,  see part 4. For this project, the sample size aims to be large enough to get accurate

results, but small enough to not be time consuming, since analyzing five million rows of data is not

efficient.  

3.3.3 Ethics, risks and consequences

By sampling the data, a more efficient analysis could be made. However, sampling leads to biased

data which could lead to the risk of misinterpreted results. Having a large dataset and select to

sample a random percentage of the data can lead to less biased data. After running the model on the

test dataset, the model will be run on the entire dataset, which reduces the biased data even more.

Another risk is whether the data have too many missing values or inconsistencies. This could lead

to less accurate data because some models deletes rows with missing data. This could affect the

deploying model.

Ethical aspects of this project concerns privacy issues. To email or use other methods to advertise or

“track” customers is not always ethical. Data mining makes it difficult for an individual to control

the spread of data about his/her private life.   

3.4 Delimitations

Due to confidential agreements with Klarna, some results and graphs will not be shown. However,
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results and graphs from the two courses that was taken before the work started at Klarna will be

shown. These examples are very similar to the work done at Klarna and shows how to analyze and

build predictive models with IBM SPSS Modeler. Pros and cons regarding predictive analytics will

not be discussed, in fact, this study does not cover all aspects of predictive analytics. For example,

this project will not concern predictive fraud or threat analysis.

Neither a discussion regarding other types of software nor a deeper introduction to IBM SPSS

Modeler will be given. It was determined by Attollo that IBM SPSS Modeler was going to be used

in the beginning of the project.  Every model that IBM SPSS Modeler has to  offer will  not  be

covered, since there are too many.

Part 4. Implementation

This part describes the work done at Klarna. It starts with a brief introduction to the software that

was used, in order to facilitate the explanations of the examples. Thereafter follows five examples of

tasks  that  were  made  at  Klarna.  Al  of  the  examples  uses  a  sampled  dataset.  Lastly,  a brief

description of the algorithms that was used in the examples is given. The sampling process started

with selecting 30 % of the data at random. This sample size were chosen since it contained a fair

amount of records, and the time it took to run the models were appropriate. 

4.1 Brief introduction to IBM SPSS Modeler

When starting SPSS Modeler, a blank canvas is shown. On this canvas several  nodes  are added.

These nodes will ultimately form a stream, or flow of data. Each node performs different tasks on

the data, for example; discard records (rows) or fields (columns) in the dataset, select input and

target fields, plot the data, and much more. The first node to add is always the source node, where

the dataset is stored. From there, nodes that perform data preparation, modeling, etc are added. An

example is given in figure 8. 

As shown in figure 814, the node in the upper left corner is the source node. The arrows indicates the

flow of the data. It starts in the source node, then the records flow in the direction of the arrows and

are caught and processed in the nodes. The node to the right of the source node is the filter node,

where certain fields are removed. To the right of the filter node is the Type node, where input and

14 Picture and example taken from the IBM Introduction to SPSS modeler and Datamining course
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target fields (to the model) can be defined. To the right of the type node is a modeling node, in this

case a classification model called Logistic Regression. 

There are four types of modeling nodes: classification, segmentation, association and automated. 

More about automated modeling nodes are covered in the next section. Running a modeling node, a

model nugget  (a yellow diamond shaped node) is created. This nugget contains the results of the

algorithm that was applied on the data via the modeling node. Lastly an output node is applied to

the canvas, in this case a table node, which constructs a table with the remaining and newly created

fields. 

Figure 8. Basic example of a stream in SPSS Modeler

4.2 Mining gold customers

This section shows the work done at Klarna when identifying gold customers. Some values and

labels are censored due to confidentiality.
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To classify gold customers, the first task was to define what a gold customer was. It was determined

that customers should be ranked based on their RFM-score and only customers with the highest

score was defined as gold customers. This could be defined as stage 1 in the CRISP-DM strategy

mentioned in section 2.2.3. 

Following this strategy, the next step (step 2) was to understand the data by looking at what kind of

fields and storage types (data types) that was present. During this stage, it was found that four new

fields were going to be needed. One for Recency (R), Frequency (F), Monetary (M) and RFM-

score. The RFM-score field shows the sum of the R,F and M fields.

In the third step the data was prepared for modeling by: changing the storage type of the fields, for

example;  string  into  integer,  commas  was  replaced  by  periods  and  the  four  new  fields  was

appended. Also, missing values were treated as null. 

To calculate the R,F and M score, an RFM Analysis node was used. In this node, input fields to R,F,

and M are chosen. Then the data are separated into a number of bins, in this case five bins, as

shown in figure 9A. In each of the bins, customers are assigned a score depending on what bin they

end up in. Which bin they end up in is determined by certain intervals, as shown in figure 9B. For

example, if a customer ends up in bin number five for Monetary, that customer gets a M-score of

five (5). If that customer also ends up in bin number five for R and F, he or she gets an RFM-score

of 15 (5+5+5), and hence is defined as a gold customer.

Figure 9A. Choosing R,F and M input fields. They are censored due to confidentiality.
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Figure 9B. Binning criteria for RFM (some values are blurred due to confidentiality).

In order to classify and see what types of customers that are gold customers, a classification model

was needed (step 4). SPSS Modeler offers 19 different classification models. Therefore, instead of

running all  models  and then  compare  the  results,  an  Auto  Classifier  node was used.  The auto

classifier node creates and compares different models for binary targets (true or false, etc). After

running the auto classifier node, the C5.0 model was recommended based on overall accuracy, that

is, the percentage of records that is correctly predicted by the model relative to the total number of

records. An Explanation of the C5.0 model is given in section 4.7.1.

During the evaluation (step 5) of the model, many input fields were discarded since the firsts results

showed  that  some  predictors  (input  fields)  could  be  ignored  due  to  the  business  objective.

Rerunning the model with fewer predictors gave results that matched the business objective better.
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For more information regarding the results, see section 5.1. 

The last step of the process (step 6), regarding deployment of the model, was to export the dataset

into a new .csv (comma separated values)-file.

4.3 Predicting churn

This section shows an example of how to predict customers that are likely to churn. The data is

taken from the course that was given by IBM15. Now two datasets are used. Both of them contains

customer information such as, age, gender, marital, customer_category, income etc. However, one

of them contains information about customers that have churned, and the idea is to run a model on

this dataset and then apply that model to the dataset that has no information regarding churn.

Not all information in the dataset are useful for predicting churn. Therefore, a field that does not

give proper information about the customer, such as callid, is filtered out, as shown in figure 10 (the

red cross discards the field).  

     Figure 10. Filtering fields

Having the necessary fields, the  target predictor is chosen since it is this fields that needs to be

predicted. The other predictors are treated as input to the model, as shown in figure 11.

Figure 11. “churn” is the target field and its “Values” can be seen as a boolean: A “1” that 

15 IBM Introduction to SPSS modeler and Datamining course
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indicates true (churned) and a “0” that indicates false (not churned).

When the target field is selected, a Chaid model could be applied to the first dataset. This model

was chosen since it was recommended by the auto classifier node.. An Explanation of the Chaid

model is given in section 4.7.2 After running the model, the created model nugget was applied to

the second dataset, as shown in figure 12. For more information regarding the results, see section

5.2. 

Figure 12. Simple stream for predicting churned customers

A more complex approach was made to identify churn customers at Klarna. Due to confidential

agreements, most of that data can not be shown. However, the work flow of that approach could be

described as follows: 

The business objective was to identify customers that had negative revenue, meaning that these

customers have payed reminder fees, called many times to customer service etc. It is not that the

revenue has a negative value, but comes from a certain type of revenue sources. The other thing to

identify was those who have not made a purchase in a year. These two criteria constituted a churned

customer. See section 6.2 for a discussion regarding this approach. 

The data was divided into customer segments where each segment showed if the customer had

made a purchase in for example cloths, electronics, entertainment etc. The data preparation started

with  selecting  customers  that  have  contributed  with  at  least  one  negative  revenue  from those

segments. Then, customers that have not made a purchase in a year was selected and marked as

churned. Lastly, unimportant fields was discarded, such as positive revenue (since it was in the

same dataset, and should not be used as input to the model), and a Chaid model was applied. This
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stream is shown in figure A, in appendix A.

4.4 Cluster analysis

A cluster analysis was made with Klarna's data in order to identify groups of customers that had a

high monetary value (4 or 5 in this case). However, due to confidentiality, a very similar example of

a cluster analysis is covered in this section.

This example  [29] illustrates how to cluster groups of customers that have end their subscription

(churned) at a telecommunication company. Unimportant fields are discarded, as in the previous

section, and only customers that have churned are selected. Using a segmentation model there are

only input fields and no target field, as mentioned in section 2.2.4. This example uses the K-means

clustering model, as shown in figure 13. K-means was chosen since it showed best performance in

terms of silhouette ranking (an index measuring cluster cohesion) via an Auto Cluster node, similar

to an Auto Classification node mentioned in section 4.2. Seven input fields were chosen to the

model. More information regarding the result can be found in section 5.3.

Figure 13. Clustering churned customers with K-means
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An explanation of the K-means algorithm can be found in section 4.7.3.

4.5 Sales forecasting

This  section  covers  the  task  of  predicting  monthly  sales.  As  in  the  previous  section,  due  to

confidentiality,  a  similar  example  of  the  task  performed  at  Klarna  will  be  described  instead.

However, the data preparation of the task performed at Klarna will be described at the end of this

section, since there is almost no data preparation in this example. 

The following approach [29] forecasts monthly sales of men's cloths, based on sales data for the last

10 years. By looking at the fields in the Type node, every field except men (which is set as target) is

treated as None, which indicates no input to the model, as shown in figure 14.

  Figure 14. No input fields, just a target field for the forecasting model.

After determining the role for the fields a  Time Intervals  node was appended to the stream, see

figure 16. This node creates evenly spaced time intervals of the data using the date field at the top

of figure 14. To get a feel for the actual sales of men's clothing, a time plot was made, as shown in

figure 15.
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Figure 15. Actual sales of men's clothing

As indicated by figure 15, the series show an upward trend; meaning that the series values tend to

increase over time. This upward trend seems constant, which indicates a linear trend. Also, seasonal

patterns can be distinguished with annual highs in December, as indicated by the vertical lines on

the  graph.  This  seasonality  seem  to  be  multiplicative  rather  then  additive  since  the  seasonal

variations appear to grow with the upward series trend.

The method used for modeling the forecast is exponential smoothing with the Winters model16 since

it suitable for trend and multiplicative seasonality. For information regarding the results, see section

5.4.

Figure 16. Complete stream for forecasting men's clothing

The data preparation for this task at Klarna consisted of sorting the dates in a ascending order, select

those customer who have made a purchase (i.e. those who have a value greater than zero, other

customers are treated as null and are discarded), reorder the fields, aggregate the fields in order to

16 See section 4.7.4
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get the sum of all purchases of a specific date (each row then have a unique date with the sum of the

transactions), and lastly the time interval node and the time series model are added, as shown in

figure 17.

Figure 17. Forecasting for Klarna

4.6 Market basket analysis

The last  task  that  was  performed  at  Klarna was  a  market  basket  analysis.  Again,  because  of

confidential agreements, most of the content can not be shown. Instead a similar example will be

covered in this section.

This  example  [29] illustrates  the  concept  of  association  rule  modeling.  The  dataset  contains

information about what kind of items a customer have bought at a supermarket..  The goal is to

discover groups of customers that tend to buy similar products. As shown in figure 18, the personal

information about the customer, such as age, income, and sex, are treated as None. This information

will not be considered in the analysis. The other fields, which indicates whether the customer have

bought a specific item or not, are treated both as input and target.

Figure 18. Type node settings. Only purchase behavior are considered.
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In the lower left corner of figure 19 an Apriori modeling node is attached to the Type node. This

node is used to acquire an overall picture of associations in the dataset by making association rules.

Figure 19. Complete stream for a market basket analysis

While  running  the  Apriori  model,  three  rules  were  created.  As  shown in  figure  20,  each  row

represents a rule.  The first column named “Consequent” shows the “then” part of the rule, and

second column named “Antecedent”, shows the “if” part of the rule. Hence the first rule (where

Rule ID is 2), could be interpreted as: if a customer have purchased beer and canned vegetables,

then he or she has likely bought a frozen meal as well. The “Support” field displays the antecedent

support,  which  is  the  result  of  the  applied  rule(s)  for  which  the  antecedent  are  true.  The

“Confidence” field displays the ratio of rule support to antecedent support. It shows the result of the

applied rule(s) with the specified antecedent(s) for which the consequent(s) is/are also true.  

Figure 20. Rules from the Apriori algorithm.

In the upper right corner of figure 19, a Web node is attached to the Type node. This node displays a

co-occurrence frequency graph between fields. Figure 21 shows the graph were indicates strong

relationships between frozen meals, beer and canned vegetables. The dotted lines indicates weaker

relationships. From this figure three groups of customers be identified: Those who buy beer, canned

vegetables and frozen meals, those who buy wine together with confectionery and those who buy

fish and fruit.

42



Figure 21. Relationships between items from the supermarket

An explanation of the Apriori algorithm is given in 4.7.5.

4.7 Brief explanation of algorithms used

4.7.1 The C5.0 algorithm

The C5.0 model splits the sample based on the field that provides the maximum information gain.

The subsamples created from the first split are then split again, usually based on a different field.

This process repeats until the subsamples cannot be split any further. The lowest-level splits are

reexamined whether they are going to removed or not depending on how much they contribute to

the model. Each subsample can be seen as a leaf node in a tree that describes a particular subset of

the training data [18]. 

4.7.2 Chaid algorithm

Chaid is an algorithm for fitting categorical trees. It relies on the chi-squared statistic to split the

data into small connected subsets. The algorithm evaluates all of the values of a potential predictor

field and then merges the values that are judged to be statistically homogenous, with respect to the

target variable, and treats the other variables as heterogeneous. Then it selects the best predictor to

form the  first  branch  in  the  decision  tree,  such  that  each  child  node  is  made  of  a  group  of

homogeneous values of the selected field. This process is done recursively until the tree is fully

grown [18]. 

4.7.3 K-means algorithm
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This clustering method is used to group records based on similarity. K-means does not predict an

outcome, instead it tries to uncover patterns in the set of input fields. First,  k  number of starting

clusters centers are arbitrary defined from the dataset. The centers are the mean value of the input

fields. Then each record are assigned to its most similar cluster based on the record's value of the

input fields. When all records have been assigned, the centers of the clusters are updated to reflect

the new set of records assigned to  each cluster.  Following an iterative process,  the records are

checked  again  to  see  whether  they  should  be  reassigned  to  a  different  cluster:  This  process

continues until either the maximum number of iterations is reached, or the change between one

iteration and the next fails to exceed a specified threshold [18]. 

4.7.4 Exponential smoothing / Winters model

Having time series data that exhibit trend and seasonality the Holt-Winters model can be used. This

model belongs to an exponential smoothing technique that uses weighted values of previous series

observations  to  predict  future  values.  Exponential  smoothing  is  not  based  on  a  theoretical

understanding of the data, it forecasts one point at a time and adjusts its forecasts as new data comes

in. The simplest form of exponential smoothing have only one parameter, α, which is known as the

level. This is a weighted value between 0 and 1 to smooth level factors in the time series. This

model could be written as: F t+1=(1−a )F t+α At=F t+α( At−F t) , where F t+1 is the forecast

for time period t +1 (next period). F t  is the forecast for period t (current period) and At is the

observed value in period t. 

Having a trend in the time series, the forecast model could be written as: F t+k=a t+bt k . That is,

the forecast for  k periods into the future from period  t  is a function of a base value  a t and the

trend or slope, bt . Where a t=α F t+(1−α)(a t−1+b t−1)  and bt=β(a t−a t−1)+(1−β)b t−1 . β

is a weighted value between 0 and 1 to smooth trend factors in the time series.

Having both trend and seasonality the Holt-Winters multiplicative model can be used and is written

like this:  F t−1=(a t+bt)S t− s+1 Where  S  is the seasonal length and  s  is the current season. The

seasonal length can be written as: S (t)=δ(F t / F t−1) + (1−δ) S (t−s) , where δ is a weighted

value  between  0  and  1  to  smooth  seasonal  factors  in  the  time  series.  
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The  estimated  k-step  ahead  forecast  at  time  t  for  series  F  can  be  written  as:

F t(k ) = ( F t−1+kF t+k )S (t+k−s) [30]

4.7.5 Apriori algorithm

This algorithm extracts rules association rules from the data. These rules are statements of the form:

if antecedent(s) then consequent(s). The first step is to identify frequent itemsets that have a support

greater than or equal to the user-specified minimum support threshold,  smin . The support of an

itemset is  the number of records in which the itemset is found divided by the total  number of

records. 

The algorithm scans the data to identify single-item itemsets that satisfies the threshold criterion.

The other single items that not matches the criterion are discarded. Then the algorithm generates

larger itemsets recursively using the following steps: “ 

• Generate a candidate set of itemsets of length k (containing k items) by combining existing

itemsets of length (k-1):

For every possible pair of frequent itemsets p and q with length (k-1), compare the

first (k-2) items (in lexicographic order); if they are the same, and the last item in q is

(lexicographically) greater than the last item in p, add the last item in q to the end of p to 

create a new candidate itemset with length k.

• Prune the candidate set by checking every (k-1) length subset of each candidate itemset; all
subsets must be frequent itemsets, or the candidate itemset is infrequent and is removed  

from further consideration.

• Calculate the support of each itemset in the candidate set, as support = N i / N

where N i  is the number of records that match the itemset and N is the number of records 

in the training  data.  (Note  that  this  definition  of  itemset  support  is  different  from the  

definition used for rule support. )

• Itemsets with support ≥ smin  are added to the list of frequent itemsets.

• If  any  frequent  itemsets  of  length  k were  found,  and  k is  less  than  the  user-specified

maximum rule size k max , repeat the process to find frequent itemsets of length (k +1)

When all frequent itemsets have been identified, the algorithm extracts rules from the frequent

45



itemsets.” [18, p 4.2-4.3].

Part 5. Results

This section displays outputs from the results of the examples from the previous part.

5.1 Mined gold customers

The results shows the three most important predictors (input fields) to determine a gold customer.

Unfortunately they are blurred because of confidentiality. The predictor importance chart in figure

22 indicates  the relative  importance  of  each predictor  in  estimating the model.  The values  are

relative, and therefore the sum of the values for all predictors on the chart is 1.0. The predictor

importance relates to the importance of each input field in making a prediction and does not relate

to the accuracy of the model. 

Figure 22. Predictor importance of determining gold customers

Two new fields were added to the training dataset: $C-Gold Customers and $CC-Gold Customers.

The  $C-Gold  Customers  field  indicates  if  the  model  estimated  that  the  customer  was  a  gold
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customer or not, and the $CC-Gold Customers field shows the confidence for that estimation. The

Gold Customers field indicates whether the customer actually is a gold customer (i.e. has a RFM

score of 15) or not, as shown in figure 23.

Figure 23. Two new fields to the training dataset

To evaluate the performance of the model, a ROC chart was applied. As mentioned in section 2.5.1

a good model tend to climb to the upper left corner, as shown in figure 24.

Figure 24. ROC chart of the gold customer model

5.2 Churned customers

A part of the decision tree created by the Chaid model is shown in figure 25. The whole tree can not

be shown due to the limited space. The root of the tree shows the overall distribution. It tells us that

27.4  % of  the  customers  have  churned.  The  first  split  shows (in  node 1)  that  43.2  % or  139

customers out of those who have churned have not used a call card service. Node 2 shows that 19.9

% or 135 customers out of of those who have churned have used a call card service. A question

arises  here  if  the  observed difference  in  the  sample  can  be  attributed  to  chance  (the  sampling

process) or that the sample difference reflects a difference in the population of all customers. The

Chi-square test shows that this difference cannot be attributed to chance, because the probability is
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0 as indicated by the Adjusted P-value. In other words, it is impossible that the observed difference

is caused by chance and there must be another reason why there is a difference: there is a difference

between churners and non-churners in the population.

Another split occurs at node 1, education (ed). From the churners that have not used a call card

service, 82 of those have at maximum a three year education, and the rest (57) have an education

longer than three years. At node 2, a split on customer category (custcat) occurs. From the churners

that have used a call card service, 65 of those belongs to customer category 1,2 and 3. The rest (70)

belongs to customer category 4. There are three other splits at node 3, 5 and 6, all of them are age

categories. The split on node 3 shows that 58 of the 82 customers with the shorter education, are up

to 36 years old. The split on node 5 shows that 30 customers are up to 36 years old, 30 customers

are between 37 and 53 years old, and the rest are older than 53. Lastly, the split on node 6 (customer

category 4) shows that 24 customers are younger than 30 and the rest is older. 

Figure 25. Decision tree for churned customers
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The most important predictors are shown in figure 26.

Figure 26. Most important predictors for churned customers

5.3 K-means clustering results

Five clusters were created while running the K-means algorithm. Each circle in figure 27 with its

corresponding color represents a cluster. The size of the circle indicates the size of the cluster. The

biggest cluster of churned customers is the light blue cluster, cluster 1. Square point markers and

horizontal lines indicate the median and interquartile range for each cluster.

Following cluster 1 in figure 26, shows us that they:

• are not using a calling card service

• are female

• belongs to the customers with a “basic service” subscription

• have taken courses at some college

• have an income slightly below the median

• live in zone 2

• are slightly younger than the median
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Figure 27. K-means cluster of churned customers

5.4 Time series results

The result of the Winters model is shown in figure 28. The predicted forecast is labeled $TS-men

and shows the predicted sales of men's cloths. However, there are some upward and downward

spikes that is not accounted for. To handle this, a more complex model could have been applied

called  the  Autoregressive  Integrated  Moving-Average  (ARIMA)  model.  This  model  is  not

considered since it is too complex and out of scope for this project.
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Figure 28. Predicted forecast for men's cloth

Figure 29 shows some interesting fields regarding the results of the model. The predictor column

shows  how  many  fields  that  were  used  as  predictors  for  each  target,  in  this  case  none.  The

remaining columns to the right shows goodness-of-fit measures. The StationaryR**2 column shows

the Stationary R-squared value, which provides an estimate of the proportion of the total variation

in the series that is explained by the model. A high value (maximum is 1.0), indicates a good fitted

model.

An explanation of the remaining fields is given by: “The  Q,  df, and  Sig.  columns relate to the

Ljung-Box statistic, a test of the randomness of the residual errors in the model--the more random

the errors, the better the model is likely to be. Q is the Ljung-Box statistic itself, while df (degrees

of freedom) indicates  the number of model  parameters that  are free to vary when estimating a

particular target. The Sig. column gives the significance value of the Ljung-Box statistic, providing

another indication of whether the model is correctly specified. A significance value less than 0.05

indicates that the residual errors are not random, implying that there is structure in the observed

series that is not accounted for by the model.” [29, p 162].
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Figure 29. Statistics of the forecast model

Part 6. Discussion and conclusions

This section begins with comments regarding the work followed by a discussion of questions that

arose regarding the tasks that were performed. Thereafter, issues about predictive analytics that can

arise is given. Lastly, a topic of future related work is covered.   

6.1 Thoughts regarding the work

The problem described in part 1 was to identify the best predictive model to help Klarna in their

forecasting process. The forecasting process consisted of several data mining tasks where different

models were applied. Thanks to the predictive analysis, Klarna found a way to use their business

intelligence capabilities to deliver predictive insights to key personnel and departments to help them

achieve their goals and objectives. Besides finding a predictive model, another task was to show

Klarna what they can do with predictive analytics using IBM SPSS Modeler. Since no personnel at

Klarna had used this software, a drawback may be that if they are not fully mature to utilize it. 

The most time-consuming part of this project was not to  find a predictive model. The predictive

models were there, it was only a matter of choice. The most time-consuming task was the data

preparation and business understanding stage. The data extracted from Klarna were needed to be

cleansed from missing values, restructured, etc. Also, it was not easy at first to understand what

each field meant in order to choose the right target and input fields for the model.

6.2 Work-related discussion

Section 4.2 describes the work of mining gold customers. The ability to analyze and rank RFM

scores is a useful tool but certain factors could be considered when using it. Companies may have a

temptation to target their highest ranking customers, but over-solicitation of these customers could

52



lead to resentment and an actual fall in repeat business [30]. Also, customers with low scores should

not be neglected but instead cultivated to become better customers. Therefore, depending on the

market, customers that show a high score does not necessarily reflect a good sales prospect. For

example, if a customer ends up in bin 5 for recency, this may not be an ideal target customer for a

company that distributes expensive, longer-life products such as cars or televisions.

Section 4.3 describes the work of predicting customers that are likely to churn. One of the criteria

was that if a customer have not made a purchase in a year, that customer are likely to churn. This is 

maybe not 100% accurate from an ethical perspective, but defining a churned customer for Klarna

was hard. Issues that came up was; Why a year since the last purchase? What does a churned

customer mean for Klarna, will the customer never use Klarna as a payment method again? These

questions were hard to answer, and the work at Klarna regarding this task became quite abstract.

However, showing Klarna what predictive analytics could do, was sufficient for this task. 

6.3 Identified problems with predictive analytics

An article written by Fritzgerald [31] describes four traps of predictive analytics:

• Companies tend to believe that analytics just consists of plug in some data, and then all their

needs are met. The important issue here is that companies must understand what they want

before the analyze takes place. This shows the importance of following the first phases in

the CRIPSP-DM strategy, see section 2.2.3, and to focus on the decisions that needs to be

improved. 

• Predictive analytics may not always be a good fit for top-level decisions. Many executives

in organizations thinks predictive analytics applies well for one-time tactical situations. In

fact,  predictive  analytics  works  best  on  decisions  that  get  made  repeatedly.  Operational

decisions, such as which supplier a company should choose, should be made by predictive

analytics instead of sparse decisions made at the executive level. 

• An important part of modeling is to build models that scales. Many companies often use

beta-made models without a plan for them to succeed. If these models were not built in

order to scale up them later, they often not get “industrialized” so they can be used broadly

in an organization. Therefore, companies should test, learn and adapt from the models and

looking for ways to scale the impact of their decisions.

53



• Companies  tend  to  search  for  purified  data,  and  claims  that  advanced  analytics  is  not

possible without it.  But they have to start in the right direction. Of course, good data is

useful, but organizations should start with focusing on the business decisions they want to

make. Later they should look for data, maybe from outside the corporate walls, in order to

help them predict outcomes.  

6.4 Future related work

There are  several areas to investigate  regarding predictive analytics.  Two of them are  Context-

aware computing  (CAC) and  Cognitive Computing  (CC). Cisco is currently working with CAC,

which addresses the concept of getting the right data at the right time. They claim that this is the

next  evolution of  the  Internet  –  the Internet  of  Everything (IoE).  CAC is  where  networks  can

anticipate what a person needs, and then provide it. The user receives automatically the right data, at

the right place, at the right time, and on the right device. Cisco describes CAC as17: 

“From a technology perspective, four building blocks are required to build a CAC platform on top

of a network. First is the abstraction layer, which aggregates sources of context. The second is the

ability to analyze data in near-real-time to detect relevant information. An inference engine will then

kick in to determine the appropriate action. The fourth block is a privacy layer, so users can stay in

control of the information they choose to share.

Location is a key source of CAC, and Cisco is already helping customers monitor the location of

devices connected to their Wi-Fi access points. This lets customers analyze location information in

real time and offer additional value.”

Cognitive computing is another interesting area where analysis are made on large datasets based on

artificial  intelligence (AI).  Instead of being programmed to anticipate  every possible  answer or

action needed to perform a function or set of tasks, CC systems are trained with AI and machine

learning algorithms to sense, predict, infer and, in some ways, think. IBM have a framework for this

called IBM Watson18. Three parts summarizes Watson's functionality [32]:

• The  natural  language.  Watson  can  read  and  understand  natural  language,  which  is

17 http://www.cisco.com/web/solutions/trends/tech-radar/predictive-context.html 2014-11-26
18 http://www.ibm.com/analytics/watson-analytics/ 2014-11-26
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important when analyzing large, and unstructured datasets

• It generates hypotheses.  When Watson receives a question, several hypotheses is rapidly

used in order analyze and generate answers

• Dynamic  learning.  Watson  gets  smarter  by  using  it  repeatedly  based  on  success  and

setbacks.

IBM used Watson in the television show Jeopardy in 2011, where it beat two top human champions.

Recently, a service called Watson Analytics was released which is an analysis service in “the cloud”.

Here users can analyze their unstructured data and ask questions (in natural language) like: “What

is driving my sales?” or “ Why are so many quitting their jobs in Philadelphia?”. The goal is to

have  a  smart  and friendly user  interface  and also  increase  the  quality  of  the  decision  making

(freemium model, now in Beta).

A well-known platform where interesting and unstructured data resides is Twitter19. Recently, IBM

signed a global partnership agreement with Twitter and the goal is to integrate this platform with

services from IBM, including Watson.

19 https://twitter.com/ 2014-11-26
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Appendix A: 

A section of the stream from the task of identifying churned customers at Klarna:

Figure A. Identifying churned customers at Klarna
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