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Direction estimation using visual odometry 

Abstract 

This Master thesis tackles the problem of measuring objects’ directions from a motionless 

observation point. A new method based on a single rotating camera requiring the knowledge of 

only two (or more) landmarks’ direction is proposed. In a first phase, multi-view geometry is 

used to estimate camera rotations and key elements’ direction from a set of overlapping images. 

Then in a second phase, the direction of any object can be estimated by resectioning the camera 

associated to a picture showing this object. A detailed description of the algorithmic chain is 

given, along with test results on both synthetic data and real images taken with an infrared 

camera. 

 

Uppskattning av riktning med visuell odometri 

Sammanfattning 

Detta masterarbete behandlar problemet med att mäta objekts riktningar från en fast 

observationspunkt. En ny metod föreslås, baserad på en enda roterande kamera som kräver 

endast två (eller flera) landmärkens riktningar. I en första fas används multiperspektivgeometri, 

för att uppskatta kamerarotationer och nyckelelements riktningar utifrån en uppsättning 

överlappande bilder. I en andra fas kan sedan riktningen hos vilket objekt som helst uppskattas 

genom att kameran, associerad till en bild visande detta objekt, omsektioneras. En detaljerad 

beskrivning av den algoritmiska kedjan ges, tillsammans med testresultat av både syntetisk data 

och verkliga bilder tagen med en infraröd kamera
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I. Introduction 
Problem statement 

For different reasons, one might want to measure directions to points lying in the surroundings. 

A robot could use such measurements to localize itself, or to elaborate its control command. 

Mixed with range measurements, they can be used for target acquisition. Direction 

measurement is often performed by measuring two angles: the elevation of the direction relative 

to the observer’s local horizon and an azimuth relative to the observer’s north. 

There are two different ways to measure these angles. First, through “absolute” sensors like 

compasses and inclinometers that can directly give the azimuth relative to the observer’s North, 

and the elevation relative to observer’s horizontal plane. Then, there are “relative” measurement 

devices that are able to measure angles between two arbitrary directions. If you want to use 

them to get measurement with respect to a given reference, you will need to align the device 

accordingly.  Theodolites (a couple of orthogonal goniometers) and laser gyroscopes are 

examples of such devices. 

There are different kinds of compasses (several magnetic compass, gyrocompass …) and 

different technologies of inclinometers. Magnetic compasses use a reliable technology but 

suffer from magnetic field irregularities, need a correction to find true North and are not robust 

near Polar Regions. Gyrocompasses can find true North and are more accurate but need their 

own energy supply, more space, more start-up time and are more expensive.  

Angle measuring devices like goniometers or laser gyroscopes can achieve very accurate 

measurements. Though, to retrieve azimuth and elevation relative to North and horizontal plane, 

they have to be carefully positioned, e.g. using a spirit level and needs to know its own and one 

landmark’s position. Furthermore, digital goniometers are very heavy and laser gyroscopes are 

still very expensive. 

In this project we focused on the problem of determining the direction (i.e the pair 

azimuth/elevation relative to true North and horizontal plane) of some surrounding points from 

a motionless point of observation using visual information. The solution studied is based on a 

single rotating-camera and employs multiple-view geometry and computer vision. It only needs 

to know the direction of two (or more) landmarks. Some priori knowledge about the camera’s 

focal length may be a plus. 

An advantage of such a method is to avoid adding any further physical device on systems which 

already have a camera for any other reason (for control, observation, …), resulting in saving 

money, space and weight. 

Related work 

The task of measuring a direction from visual information is closely related to the problem 

known as Visual Compass. A visual compass is an algorithm aiming at providing camera 

orientation using the acquired images only.  

These problems are part of a broader area of research which aims at recovering the scene 

structure and/or camera poses through visual information.  

In Computer Vision, it is referred as Structure from Motion (SfM) and has been extensively 

studied [1] [2] [3] since the beginning of the 90’s. In robotics, we rather speak of visual-SLAM, 

or Visual Odometry (VO) when only the camera trajectory is desired. The main difference of 

visual SLAM with SfM is the real-time constraint, requiring online algorithms and therefore 

often making use of probabilistic filters such as Kalman Filters or Particle Filters. Well known 

implementations have been provided in the last decade, like vSLAM [4] or monoSLAM [5].  
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In visual-SLAM, the system keeps in memory all previously seen landmarks (or images in 

appearance based methods) and uses them in to estimate the new camera pose. In Visual 

Odometry, the approach is different [6]. As we are not interested in the environment structure, 

only landmarks of the previous step (or only the image, in appearance-based methods) are kept 

in memory. They are used to compute the transformation undergone by the camera between its 

previous pose and the new one, then erased. The relative transformations are finally integrated 

to get the current pose.  

In the special case when the camera optical centre is motionless, i.e. the camera only rotates 

around its centre, methods used in the general case cannot be used or need to be adapted. For 

instance, epipolar geometry [7]  is usually used to estimate relative camera poses and scene 

structure in features-based methods for SfM and VO, but epipolar geometry is not defined when 

the optical center is motionless. In [8] Montiel and Davison adapted Davison visual SLAM [9] 

into a real-time visual compass. It can be considered as the limit case of the classic SLAM when 

observed features lie at infinity. Instead of 3D positions, landmarks are now couples of azimuth 

and elevation, and the camera’s state is reduced to a rotation.  

Some appearance-based visual compasses have also been proposed. Among them, [10] and [11] 

use omnidirectional camera to compute the rotation undergone by the camera between two 

successive poses, and integrate them, in a Visual Odometry fashion, to get the current 

orientation. In [12], a cylindrical map of the environment is learned from several shots taken 

with a classic pinhole camera. Then the map is used to determine the orientation of an incoming 

image. However, [10] [12]  only estimate one rotation angle, supposed to be around the vertical 

axis (the camera movement should be plane). Also [11] needs to detect lines in the environment, 

which is not often possible in outdoor environment. 

The closest solution to our needs is Montiel and Davison visual compass [8]. However, they 

require an accurately calibrated camera and do not tackle the issue of orientation into an 

absolute frame of reference (i.e. relative to North, East).  

The method we propose mixes different approaches. In a first offline phase, we will get a 

spherical map of keypoints (like in [8]) by scanning the scene. For this, we’ll use the visual 

odometry approach: the relative rotation will be estimated between every consecutive image, 

and then integrated to get the orientation of every camera relative to the first pose. Then, as in 

Structure from Motion, Bundle Adjustment will be used to get optimal rotation estimates and 

keypoint direction estimates. The two known directions (landmarks) are incorporated into 

Bundle Adjustment to 1) improve estimates 2) express estimates in the absolute frame of 

reference. 

Then, in a second online phase, the direction measurement is performed by camera resectioning 

using this spherical map obtained in phase 1. 

Thesis goal 

The proposed solution had to be applied to an infrared camera. Regarding performance, the goal 

was to improve the accuracy given by the couple (magnetic compass / inclinometer) currently 

equipping the camera,  that’s to say an error around 1° rms for the compass and 0.15° rms for 

the inclinometer. 

This report introduces the proposed solution, describes in details its principle and shows some 

results obtained on both synthetic and real data. The first chapter will present some notations, 

notions and models largely used in the rest of the report. The second chapter will introduce the 

overall idea. In particular, the two phases of the solution will be described with a focus on the 

first one. The third section will show the implementation of each bloc of the first Phase. The 

fourth section will show the results. 
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II. Models and definitions 
In this chapter we introduce notations and models that will be used in the rest of this 

paper. 

 Definitions A.

Geographic coordinate system 

A geographic coordinate system is a system that enables to position every point on Earth with a 

set of numbers. ”Latitude, longitude, altitude” is a famous geographic coordinate system.  

NED and ENU 

NED is a local Earth-based coordinate system standing for “North East Down”. It is formed 

from a plane tangent to the Earth's surface (the local horizon) fixed to a specific location. The x 

axis corresponds to the local North, y to the local East and z to the local Down direction. 

ENU (”East North Up”) is similarly defined. 

NED and ENU are useful to express objects direction from an observer position. The direction 

can be express by the Cartesian coordinates of a collinear vector, or by horizontal coordinates. 

Horizontal coordinates 

The horizontal coordinates is a set of two angles (azimuth, elevation) that enables to 

parameterize every direction from an observation point. 

The elevation is the angle between the direction and the observer's local horizon. Positive values 

usually refer to directions above the local horizon. The azimuth is the direction’s angle around 

the horizon, usually measured from the north increasing towards the east. 

 

Figure 1: azimuth and elevation of a direction (represented by the bold line).  

Here (xyz) is the local ENU coordinate system. 
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 Rotation parameterization  B.
In this report, rotations are used to describe both the movement the camera undergoes between 

two images and the cameras orientation. 

A rotation can be parameterized by a matrix, a quaternion, a (axis, angle) couple or three angles. 

When three angles are used, the convention that is used has to be given too. 

Here I use Tait–Bryan angles (φ, θ, ψ), also known as Cardan angles or yaw-pitch-roll. This 

means that the rotation R, when expressed in the coordinate system whose axis are (xyz), is 

decomposed into three successive rotation Rx(φ), Ry(θ) and Rz(ψ) such that for any vector v: 

R.v = Rz(ψ) Ry(θ) Rx(φ).v 

where Rx(φ) is the rotation around x-axis of angle φ 
(Equation 1) 

  

Figure 2: yaw(ψ)-pitch(θ)-roll(φ) decomposition of a rotation taking an object (XYZ)  

from an initial position (left) to its current position (right) 

 

This is a convenient way to describe an object’s orientation. Indeed, let (XYZ) be the coordinate 

system attached to the object (a camera or a plane like in the above figures, X being the 

“forward” direction), and let (xyz) be the NED coordinate system. If (φ, θ, ψ) are Tait-Bryan 

angles of the rotation taking (xyz) to (XYZ), then the forward direction X is directly given by: 

Azimuth(X) = ψ , elevation(X) = θ 

 

  



II. Models and definitions 

 

5 

THALES 2015 

 Camera model C.

Intrinsic parameters 

In this project, I used the pinhole camera model. 

This model gives a linear relation between the 3D coordinates X of a scene feature, expressed in 

the picture coordinate system (xyz) (cf Figure 3), and the pixel coordinates (u, v) of its 

projection on the image plane:  

(
u
v
1

)  α (
f s. f u0

0
0

λf
0

v0

1
) (

x
y
z

)  ≝  K 𝐗 (Equation 2) 

α means “proportional” or “equality up to a scale”. 

K is the internal camera matrix and has in general 5 degrees of freedom: 

 f is the focal length of the optical instrument 

 λ is the aspect ratio of the sensor 

 s is the skew of the sensor. It measures the non-orthogonality of its two axes. 

 (u0, v0) is called the Principal Point. It is the pixel coordinates of the intersection 

between the image plane and the optic axis. Its coordinates depend on the chosen pixel 

coordinate system (cf next paragraph). 

 

Figure 3: the pinhole camera model and the picture coordinate system 

  

X 



II. Models and definitions 

 

6 

THALES 2015 

Camera axes and external parameters 

The following convention is used for camera axes: 

  

Figure 4: A camera with its associated axes XYZ. 

The green plane represents its field of view 

It is obtained from the picture coordinate system (xyz) by the simple relation: X=z, Y=x and 

Z=y. It is used to define camera orientation. Indeed, we define a camera orientation by the 

rotation R that take the NED axes to the camera axes as defined below. 

It has the advantage, compared to the picture coordinate system (xyz) as defined in Figure 3, 

that the Tait-Bryan decomposition of R gives directly the azimuth and elevation of the optical 

axis. 

 

Now, if the scene feature coordinates X are expressed in an arbitrary reference frame, whose 

origin is camera’s optical centre, and if R is the camera’s rotation in this frame then:  

(
u
v
1

)  α K C R
T
 X = P X (Equation 3) 

Where C = (
0 1 0
0
1

0
0

1
0

)  is the transfer matrix from camera’s coordinate system to the picture’s 

coordinate system. The 3*3 matrix P is called the camera matrix. Determining P is called 

camera resectioning. The knowledge of K and R, or simply P, enables to get a bijection between 

pixel coordinates (u, v) and directions in 3D space. 

Remarks 

 “Camera calibration” or “internal calibration” will both refer to the matrix K. 

 It should be noted that, in this project, we deal with a single rotating camera. When 

cameras are mentioned in plural, (e.g. cameras’ rotation or cameras calibration), it refers 

to the rotation and calibration of the same camera but at different moments. 
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III. Proposed solution 
In this chapter we present the principle of the proposed solution. 

 In brief A.
We would like to create a solution which ultimately allows the operator to get an estimation of a 

direction simply by pointing the camera at it and taking a picture. The operator should just have 

to provide the pixel coordinates of an object in this picture (in a simplified mode, this could be 

set up as the image centre by default) and the system should be able to give him an estimation of 

the object’s direction. 

The relation between directions and pixel coordinates is given by the camera matrix P (cf 

(Equation 3)). The knowledge of four correspondences between pixels and their corresponding 

direction is sufficient to estimate P (camera resectioning). Once P is found we can directly 

estimate the direction corresponding to any pixel of the picture (cf (Equation 3).  

However, it is very unlikely to be able to take a picture including four landmarks and the point 

we are interested in at the same time. To overcome this issue, we propose a new method divided 

in two phases. The first phase aims at determining the direction of many key elements in the 

scene with the knowledge of only two landmark directions. Then the second phase will use 

some of these estimated directions to properly achieve the direction measurement through 

camera resectioning. The two phases are summarized below: 

Phase 1:  

 Take a set of pairwise overlapping images, just by rotating the camera around a fixed point 

(which can be approximated by its optical centre), such that every object whose direction is 

needed is visible in at least one image. 

 For each of these images: extract keypoints (image areas) corresponding to some 

characteristic scene elements.  

 Estimate keypoint directions (in the first camera reference frame) using keypoint 

correspondences. 

 With two (or more) visible landmarks whose direction is known, express keypoints 

direction estimates in a geographic coordinate system. 

 

Phase 2: 

 Take a picture containing a point whose direction is desired. 

 Extract key-points and match them to keypoints detected in Phase 1. 

 Resection the camera (compute the projection matrix) using the keypoint directions. 

 Deduce the direction of the interesting point using the computed camera matrix. 
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In this process, almost everything can be done automatically. The only tasks that require an 

operator action are: 

 Taking the set of images (Phase 1) 

 Providing the landmarks position along with their pixel coordinates in the images (Phase 1) 

 Providing the pixel coordinates of the points he wants the direction (Phase 2) 

 

Remarks  

About Phase 1 

Phase 1 is very similar to the Motion from Structure problem, except that we assume that the 

motion is a rotation around the optical centre. As said in the introduction, the smaller the actual 

optical centre’s movement compared to the average scene distance, the more accurate the 

approximation. 

For the camera’s motion recovery to be successful, most detected keypoints must correspond to 

motionless scene elements. Indeed, as we cannot assume anything about moving objects’ 

movement, we cannot determine the camera’s motion from the observation of their 

displacement in the image. However we will see that it is possible to reject the keypoints from 

moving object as long as there is a majority of keypoints corresponding to motionless elements. 

Finally, for ergonomic reasons, it could be preferable not to require the operator to take every 

single picture of the set. Instead, the operator could just provide a non-zooming video and the 

system could automatically extract relevant pictures from the video. In addition to being much 

less laborious than taking many pictures one after the other, shooting a video and letting the 

program choose which frame to select allows to get sets of pictures that fulfil particular 

hypothesis, such as a constant overlapping ratio between two consecutive pictures of the set.  

Speed may be an important criterion for the operator. Also, we will see that Phase 1 is the most 

demanding one in terms of computing complexity, while being only a “preparation step” (not 

directly interesting for the operator) for Phase 2, where measurements are actually performed. 

So attention should be paid to make Phase 1 as efficient as possible. 

A summary of Phase 1 is given in Figure 5 as an algorithmic chain. 

About Phase 2 

Phase 2, whose algorithmic chain is given in Figure 6, mostly uses the steps already used in 

Phase 1 (keypoints detection, matching and computation of direction from pixel coordinates). 

The only new step is the camera resectioning (which is classically solved using Direct Linear 

Transform for instance). Therefore this study will focus on Phase1, leaving Phase 2 for a later 

complete implementation. 
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Figure 5: Phase 1 algorithmic chain 

 

 

Figure 6: Phase 2 algorithmic chain
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 The overall strategy B.
In Phase 1, we will estimate every parameter (cameras’ calibration + keypoint 

directions) from keypoints extracted from images only. This chapter presents the chosen 

methodology to carry out these estimations. 

 Customized Bundle Adjustment 1)

Bundle Adjustment is a widespread algorithm in Computer Vision. It enables you to get optimal 

estimations of every parameter (camera poses + internal calibrations + scene structure) in multi-

view Structure and Motion problems. A thorough description of Bundle Adjustment features 

and implementation issues was given by Triggs [13]. I describe here an adaptation of Bundle 

Adjustment to our specific case, where all cameras are supposed at the same position (taken as 

the origin of our coordinate system) and only direction of scene elements are estimated. 

Keypoint/element associations 

We suppose that we have identified keypoints that correspond to the same scene element. Then 

a keypoint is considered as an observation of its associated element under some viewing 

parameters. An element can be observed in several images thus associated to several keypoints. 

For every element Ei, let us denote I(i) the indices of images where a keypoint associated to Ei 

has been detected. For n ∈ I(i), let uin be the pixel coordinates of the keypoint detected in image 

In corresponding to Ei.  
Figure 7 shows an example of an element visible AND detected in three images. 

The prediction model 

Let Ei be an element lying in an estimated direction di, observed from camera n ∈ I(i) with 

estimated internal calibration Kn and orientation Rn. Then (Equation 3) gives the predicted pixel 

coordinates of Ei in image In. Let us call it proj(Kn,Rn,di) for conciseness purposes. 

Bundle Adjustment principle 

Bundle Adjustment searches the model (the N camera parameters {Kn, Rn} n=1..N + the M 

elements directions {di}i=1..M) that is the most likely to have produced the observations (the 

detected keypoints). It assumes that the model that is the most likely is the one whose prediction 

is the “closest” to the observation, or in other word, that has the smallest pixel coordinates 

prediction error (also called residuals).  

Thus the Bundle Adjustment optimization problem is defined as follows: 

Min(C) w.r.t. ( {Kn, Rn}n=1..N ,{di}i=1..M )  

where C = ∑i=1..M∑n∈I(i) win | proj(Kn,Rn,di) - uin |² 
(Equation 4) 

If the observation error on uin is a radial Gaussian noise of mean zero and covariance win
-1

 then 

the criterion C coincides with the negative log likelihood of the model 

( {Kn, Rn}n=1..N ,{di}i=1..M ). Then the Bundle Adjustment returns the Maximum Likelihood 

Estimator (MLE). 
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Figure 7:  

Left: view from above of three overlapping image planes under different poses.  

An element Ei (blue point) is visible from every configuration. 

Right: the three resulting images. On each one, a keypoint (circle) has been detected. We suppose 

that we have managed to realise they correspond to the same 3D element Ei. 

 

However, there is no analytical solution to this minimization problem and the actual 

computation has to be carried out with iterative optimization methods. This means it requires 

initial estimations that should not be too “far” from the optimal one. More precisely, Bundle 

Adjustment needs the following inputs:  

 A set of keypoint/element associations: all keypoints corresponding to the same scene 

element Ei should be labelled as such.  

 Initial estimations of camera parameters (Kk, Rk) for each image Ik and of directions di 

for each element Ei. 

The two next paragraphs explain the strategy to get these prerequisites. 

 Getting the initial estimations of cameras 2)

parameters 

Estimation of camera orientations (rotations) relative to the first camera can be computed from 

the relative rotations between each pair of consecutive images just by composing them. This is a 

process commonly used in visual odometry. The relative rotation between two consecutive 

images is estimated from key correspondences found between the images’ keypoints using a 

methods described in IV.B. 

This can be summarized as follow: 

R1/1 = identity function 

For n from 2 to M 

Find matches between keypoints of In and I(n-1) 

Use these matches to compute the relative rotation Rn/(n-1)  (and the calibration of 

cameras n and (n-1) if no assumption was made about them). 

Compute Rn/1 from Rn/(n-1) and R(n-1)/1 
(Algo 1) 

Ei

In

  

In+1

  

In+2

  

In+2

  

In+1

  

In

  

ui(n+2) 

ui(n+1) 

ui n 
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In chapter IV.C we study the robust estimation of the relative rotations from matches in the 

simple case where the focal length remains constant for all images and can be approximately 

known. 

In chapter VII, auto-calibration techniques using keypoints matches are presented in order to 

deal with the more general case of unknown varying focal lengths (zooming camera). 

 

 Getting the associations element/keypoints 3)

Determining keypoints correspondences (i.e. associating several keypoint to a unique element 

and direction) makes the different camera parameters dependent on each other. If these 

dependences are not identified, the parameters are totally independent and the problem is under-

determined. 

In the process of getting initial estimates of camera parameters (cf previous paragraph), a first 

set of keypoint correspondences between consecutive images have been determined. 

The resulting initial estimates can guide us to find further matches, what is known as guided 

matching. 

Eventually, keypoints are clustered according to their correspondences and each cluster is 

associated to a unique element. 

This method is further described in chapter IV.B 

For each element, an initial estimation of its direction is obtained from: 

 One of its associated keypoints’ pixel coordinates. 

 The camera matrix estimation of the image in which this keypoint was detected. 

 

 Minimizing Bundle Adjustment criterion 4)

Once the prerequisites to Bundle Adjustment are available, the minimization can start. We use 

Levenberg-Marquardt to minimize C in (Equation 4). Implementation matters of the 

minimization problem are discussed in chapter IV.F. 

 

 Using landmarks information 5)

Basically, the landmark directions are used at the end to express the estimations in the desired 

coordinate system. However, it is also a useful constraint for estimation: two landmarks known 

for being separated of 90° should not be estimated as being distant of 80°. Then this information 

should be used in the optimization process. 

The error between landmarks directions predicted by the estimated model and the known 

directions should be added into the cost function to minimize.  

Instead of finding the parameters that minimize the predicted elements projections only, the 

solution should minimize a mix of the latter and of predicted landmarks projection. 

If a landmark l lying in the known direction dl is visible in image I(l) at the pixel ul, then the 

new optimization problem is: 
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Min(C) w.r.t. ( {Kn, Rn}n=1..N ,{di}i=1..M )  

where C = ∑i=1..M∑n∈I(i) win | proj(Kn,Rn,di) - uin |²  

                        +  ∑l=1..L wl | proj(KI(l),RI(l),dl) - ul |² 

(Equation 5) 

The weights Wl should be the inverse of the variance of error on proj(KI(l),RI(l),dl) , which 

directly depends on the uncertainty on the knowledge of dl, so that the solution of the problem is 

the MLE. 

Implementation details of Bundle Adjustment are given in chapter IV.F. 

The detailed algorithmic chain is shown in Figure 8. 

 

Figure 8: the detailed algorithmic chain for Phase 1
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IV. Algorithmic blocs 
Chapter IV shows how are concretely performed the steps involved in Phase 1 

algorithmic chain presented in previous chapter. It describes the methods and 

algorithms used in every step. 

 Temporal subsampling A.
Phase 1 begins with the acquisition of a set of images covering every direction and the 

landmarks the operator is interested in. When using a video to get these images, a 

subset has to be picked from among all video frames. This selected subset of pictures 

must contain the same information as the video. This section describes a method to get 

such a subset and presents a solution for the non-rolling and non-zooming video. 

There are many different ways to choose such a subset. To simplify the problem, an online 

approach is considered: we consider one frame at a time, in a chronological order, and make the 

decision about keeping it or not using only the knowledge about the previous selected frames. 

This selection can be run in real-time while the video is being shot. This would save a lot of 

time because it would enable the rest of Phase 1 to start immediately (instead of waiting for the 

video shooting to end) and also require less memory as non-selected frames need not to be kept 

in memory. This requires having an efficient implementation and/or enough computational 

power. Also, if the frame rate of the video is too high to allow real-time computation , some 

frames could be ignored, considering only one every N frames for instance. 

The main parameter in the frame selection is the overlapping ratio between two successive 

selected frames. For the same video sequence, the higher the overlap ratio, the more selected 

frame.  

 

Figure 9: example of two overlapping images (represented by their borders) 

left: high ratio, close to 75% 

right: overlapping ratio around 50% 

There is a trade-off to make with this ratio:  

 If it is too high (close to 1) then many frames will be selected and two consecutive pictures 

will only differ by a slight image translation, resulting in a little gain of information 

between the first and the second. This can be detrimental because of the accumulation of 

error of pairwise relative rotation estimations. Also, it induces a long computation time.  

 If the ratio is too low (close to 0), on the other hand, only few frames will be selected, and 

two consecutive pictures will have few common keypoints, making the chances to 

successfully match keypoints quite low.. 

Figure 10 diagram shows the principle of the frame selection. 

In my case, as my code was running on Matlab with already shot videos, the frame selection 

was not performed in real-time. This way it was possible to test different frame selection 

parameters on the same video. 
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Figure 10: flow chart showing the process for frame selection from a constant non-zooming video 

This algorithm returns an ordered sequence of images such that two consecutive images have a 

constant overlapping ratio close to the one given in parameter. This is all the more true when the 

camera movement is smooth and that two consecutive video frames are not too different from 

each other. 

 Computation of the overlapping ratio 1)

General case 

Let C and C’ be two cameras lying at the same position, with respective visible angular area 

(field of view) fov and fov’. We define the overlapping ratio R between the corresponding 

images I and I’ as: 

R = 
| 𝑓𝑜𝑣 ∩ 𝑓𝑜𝑣’ |

max(|𝑓𝑜𝑣|,|𝑓𝑜𝑣′|)
 

   

Figure 11: left: example of visible angular area for a single camera. 

right: example of two couples of images with an overlapping ratio around 50%. 

The first couple shows two images taken with the same zoom, unlike the second one. 

 

If the similarity function between the two images is known, it is possible to retrieve the 

overlapping ratio. 
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To estimate the transformation between the last selected frame F and the following frames, a 

solution is to track features detected in frame F in the following ones. The knowledge of two 

features correspondences is sufficient to estimate a similarity. 

Particular case 

I implemented such a method for the case of a video without any roll and zoom effect. The fact 

that there is no zoom allows using a non-scale-invariant features detector. The no roll 

hypothesis and the small camera rotation between two frames (implying small perspective 

effects) allow approximating the similarity between two successive frames by a simple 

translation. 

I used the “Good features to track” of Shi and Tomasi [14] and the KLT tracker [15] to track 

features from a frame to the following one. The tracker must be given two images and a set of 

features position in the first picture. For each feature, it returns its estimated position in image 2 

and potentially a flag indicating if the tracking failed for this feature. 

In short, KLT uses for every feature an iterative method to determine the feature’s location p’ in 

image2 starting from its location p in image1. At iteration k, small windows of size w around p 

in image1 and around the current location estimation pk’ in image2 are used to compute the next 

estimation pk+1’ of p’.  

KLT assumes that the feature displacement d = p’-p is small to linearize the problem. Then it 

may fail if d is too big. Bouguet [16] proposed a pyramidal implementation of KLT to address 

the problem of larger displacements.  

The original images are half sampled L times, L being called be the number of pyramid level. If 

I0 denotes the original image, then for l ∈ [1; L-1], Il is obtained by half-sampling Il-1.  Every 

feature is first tracked using the lowest resolution images, then the result is used for the tracking 

initialization in the higher resolution level, until being back to the original resolution level. This 

can track biggest displacement because a displacement of tens of pixels in the original 

resolution level is reduced to a few pixels displacement in the lowest resolution level.  

 

 

Figure 12: illustration of the pyramid levels.  

Each level l is obtained by half-sampling the image of level (l-1). 

Basic KLT is first executed on the lowest resolution level. Then the tracking results obtained at 

level l are used to initialize the tracking at level (l-1). 
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The correspondences determined by the tracker between two successive images are used to 

robustly compute a small translation via RANSAC algorithm [17] (c.f. IV.C for a detailed 

description of RANSAC). These elementary translations can be accumulated and give the image 

translation between the last selected frame and the current one.  

frame 1                  frame 2 

Figure 13: example of tracking and translation estimation between two successive frames.
1
  

 Red crosses correspond to features whose tracking failed (not used in RANSAC). 

 Green crosses NOT circled in blue correspond to features that were thought to be successfully 

tracked in image 2 by KLT, but that were designated as outliers by RANSAC.  

 Green crosses circled in blue are inliers.  

 

Results obtained with different sets of parameters are shown in chapter V.A. 

 

 How to choose the overlapping ratio? 2)

Tests to evaluate the influence of several image sequence parameters on Bundle Adjustment 

were performed on synthetic data (cf chapter V.E), including the overlapping ratio. Ratios 

between 50% and 70% seemed to be a good trade-off between estimation precision and 

computation time.

                                                      

 

1
 KLT implementation by François Dupont, engineer at Thales Optronics, Image Processing Dept. 
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 Keypoints extraction and B.

matching 
At this stage, thanks to the temporal subsampling step, we can assume that we have got 

an image sequence. The next task is to extract some keypoints from these images and to 

determine their direction (in an arbitrary reference frame, e.g. the first camera 

reference frame). These keypoints and estimated directions will be later used in Phase 2 

for the camera resectioning. This chapter tackles the keypoints extraction issue only. 

Estimating their direction is addressed in section IV.D 

Finding features correspondences is a core problem in computer vision and is used in many 

applications such as object recognition, Structure from Motion, image registration... This task is 

divided into three subparts: feature detection, feature description and feature matching. 

The matching task can be made independent from the two first ones, provided that a metric is 

provided with the descriptors (cf matching part). On a contrary, the detection and description 

tasks are strongly related. Indeed, what is described and how it is descrbed depends on how 

features were detected. That is why they often come together in the same algorithm. 

To perform reliable recognition, it is important that the features extracted are detectable even 

under changes in position, orientation, image scale and illumination. In our case, the scale 

invariant aspect is important as the scale might not be the same between the video shooting of 

Phase 1 and the picture shooting in Phase 2. 

There are various kinds of features, the most used are points (keypoints) followed by lines. Here 

we consider only keypoints. 

In the last decade, several keypoints detector with their own descriptor have been introduced, 

among them, the most famous are SIFT [18] [19], SURF [20], BRISK [21], or FREAK [22].  

Some criteria to take into account when choosing a feature detector and descriptor are: 

 Repeatability: the ability to detect keypoints under different shooting conditions. 

 Invariance: the ability to detect describe a keypoint in the same way regardless the shooting 

condition. The more invariant the descriptor, the easier the matching. 

 Distinctiveness: keypoints should be described such that it is easy to differentiate two 

different keypoints. The more distinct the keypoints, the easier the matching. 

 Computation time 

SIFT is commonly accepted as one of the most robust keypoint detector in terms of 

repeatability, invariance and distinctiveness. Unfortunately, it is also known for not being the 

fastest, preventing it for being used in real-time systems. Methods like SURF, partially inspired 

by SIFT, BRISK and FREAK were designed to address this problem 

In my case, I chose to use SIFT in order to get an idea of the best performance that the overall 

system (Phase 1 + Phase 2) could reach. Also, I kept in mind that in case the system performs 

well enough and that some loss of performance is acceptable, a gain of time would be possible 

by using another algorithm like SURF that claims reaching similar performance [20].  

In the next subsections, I briefly present SIFT principle, then shows some matching strategies 

and finally show the improvements I brought to the original algorithm. 
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 Short introduction to SIFT 1)

SIFT detector 

In order to achieve a high repeatability, a detector must be invariant to illumination of the scene, 

image shifting, image rotation and scale change. Among these four invariances, the scale 

invariance is probably the most challenging. Indeed, many detectors, including SIFT, focus on 

finding extremes of quantities obtained from the gradients of the grey-scaled image (e.g. 

determinant of Hessian, Laplacian, Harris matrix) that are rotation and shifting invariant by 

nature. They are also invariant to affine illumination changes. However, to achieve scale 

invariance, some further multi-scale work has to be done too. 

In 1999, Lowe [18] introduced SIFT as a new multi-scale blob detector with automatic scale 

selection. It proposes to detect local extremes, with respect to space and scale, of the Difference 

of Gaussians (DoG) function applied to the image at different scale (cf (Equation 6)). 

Later, Lowe [19] refined the description and matching steps and discussed the influence of SIFT 

parameters on its performances. 

DoG(x, y, σ) = (G(x, y, kσ) − G(x, y, σ)) ∗ I(x, y) 

With  G(x, y, σ) = 
1

2πσ²
 𝑒− 

x²+y²

2σ²  

(Equation 6) 

Briefly, the detector works as follows. A multi-scale representation of the image is first obtained 

by convolving it with Gaussian kernels whose scale (variance) is regularly increasing. Then the 

DoGs are computed and the extremes are found by comparing every pixel with its 26 

neighbours in the space/scale. Figure 14 illustrates these steps. 

 

       

Figure 14: On the left, the image convoluted with Gaussian kernels of different scales. 

In the middle, the Differences of Gaussians.  

On the right, the non-maxima suppression performed by looking at the 26 neighbours of each 

pixel/scale element. 

Then, keypoints pixel coordinates and scale are refined to get sub-pixel accuracy. To continue, 

some tests are carried out for every keypoint to determine if it is worth keeping. A keypoint 

whose extreme value (let us call it the blob strength) is too low (e.g. under a predetermined 

threshold peak_thresh) should be discarded since it may be too dependent on noise and shooting 

conditions. Also, by considering the Hessian matrix of a small piece of image around the 

keypoint, too edge-like keypoints can be rejected too. Eventually, an orientation is computed for 

every keypoint. 
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SIFT descriptor 

For each pair keypoint, the descriptor is computed from a squared area located according to the 

keypoint’s location and orientation. This square is divided into M*M sectors (the example in 

Figure 15 shows a 2*2 sectors descriptor).  For N*N samples in each sector, the gradient 

magnitude and direction is computed. These gradients are then weighted according to a 

Gaussian window (whose scale is proportional to the keypoint’s) and then accumulated, for 

each sector, into an orientation histograms of B bins. 

 

Figure 15: An example of a 2*2-descriptor with 8-bins histograms. 

To reduce illumination change influence, these histograms undergo some thresholding (to tackle 

saturation issues) and normalizations (for invariance to affine illumination changes). To achieve 

scale invariance in the description, the size of the square is proportional to the keypoint’s scale. 

Eventually, to get the rotation invariance in the description, the gradients directions are rotated 

relative to the keypoint’s orientation. Every bins are then put end to end, creating a vector of 

B*M² dimensions that forms the keypoint’s descriptor. 

 

Figure 16: example of two features with, 4*4-descriptors. 
2
 

For each descriptor, the descriptor’s coordinate system and gradients orientations are computed 

relative to the keypoint’s orientation. Their dimension is proportional to the keypoint’s scale. 

 

                                                      

 

2
 SIFT implementation from VLFeat [23] made by Vedaldi and Fulkerson. 
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 Keypoints matching 2)

Here we tackle the problem of matching every keypoint k from a collection K to a keypoint k’ 

(that must correspond to the same element as k) in a collection K’.  

A resulting match (k,k’) is called a correct match or an inlier if k and k’ actually correspond to 

the same real element. It is called a mismatch or an outlier otherwise. Let us denote by d(k) the 

descriptor associated to the keypoint k. 

Nearest Neighbour 

A simple association policy is to associate k to the closest keypoint k’ in K’: 

argmink′ | d(k’) –  d(k) |  ; k′ ∈ K′ 

The nearest neighbour method suffers from a main issue: a keypoint k is systematically matched 

to another one in K’, even if there is no keypoint in K’ that correspond to the same element as k. 

This creates numerous mismatches. 

David Lowe’s technique 

To address this problem, a first idea could be to reject every match (k,k’) such that |d(k’) – d(k)| 

is above a predetermined threshold. In [19], Lowe showed this basic solution does not perform 

well because a threshold on the descriptors distance is not sufficient to characterize inliers. On a 

contrary, he showed that the ratio between the distance to the closest neighbour and the second 

closest neighbour discriminates quite well inliers from outliers (cf Figure 17). 

Indeed, when k has no equivalent in K’, its nearest neighbour in K’ will be quite randomly close 

to k and it is likely that there is another keypoint in K’ that is about as far from k. On a contrary, 

when the closest neighbour in K’ correspond to the same element as k, thanks to SIFT 

descriptors distinctiveness, the second closest neighbour of k in K’ won’t be as close as the 

nearest. 

 

Figure 17: most outliers have a ratio over 0.8  

whereas most inliers have a ratio under 0.8 
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David Lowe matching algorithm: 

k’ = Match(k, K’, t) 

closest = 𝐚𝐫𝐠𝐦𝐢𝐧𝐤′ | 𝐝(𝐤’) –  𝐝(𝐤) |  ; 𝐤′ ∈ 𝐊′ 

closest2 = 𝐚𝐫𝐠𝐦𝐢𝐧𝐤′ | 𝐝(𝐤’) –  𝐝(𝐤) | ; 𝐤′ ∈ 𝐊′\𝐜𝐥𝐨𝐬𝐞𝐬𝐭 
if |d(k) – d(closest)| / |d(k) – d(closest2)| < t 

return closest 
else 

return NULL 
end 

end 

(Algo 2) 

Here t is the threshold used to discriminate inliers from outliers. Lowe proposes t=0.8. 

Cross matching 

In the case where the two collections K and K’ have a symmetric role, a way to reject even 

more outliers is to assert that a match (k,k’) should be such that : 

 k has been matched to k’ among all keypoints in K’ 

 k’ has been matched to k among all keypoints in K 

This is the case when K and K’ are sets of keypoints extracted from two pictures. In this case, 

there is no reason to treat one of the collections differently from the other. 

Then, the matching algorithm is:  

correspondences = CrossMatch(K, K’, t) 
correspondences = {} 
for k in K 

candidate = Match(k, K’, t) 
if candidate != NULL && k== Match(candidate, K, t) 

correspondences.add( [k, candidate] ) 
end 

end 
end 

(Algo 3) 

This cross-matching reduces the ratio of outliers, but also decreases the number of inliers as the 

correspondences given by the cross-matching is a subset of those given by “one-way” matcher. 
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 Controlling keypoints distribution and number 3)

Because of the high computational cost in the number of keypoints of operations like matching 

or especially Bundle Adjustment, it is important to control the number of extracted keypoints. 

We should avoid having thousands of keypoints while ensuring a minimum number. However, 

the original SIFT detector does not permit this kind of control over the number of keypoints. 

Indeed, it is possible to control the number of detected keypoint on a single image by varying 

the value of a threshold (peak_thresh,  cf “SIFT Detector” paragraph). Yet when applied to two 

images, the number of keypoints detected can be very different in spite of using the same set of 

parameters for detection. More generally, for a given set of SIFT parameters and an images set, 

there may be images with thousands of detected keypoints and some with barely tens.  

Also, it happens that SIFT returns several keypoints very close to each other. In our case, the 

resulting correspondences are not interesting because they give almost the same information 

about the image transformation (cf Figure 18). 

 

Figure 18: if only green and blue matches were given, it would be difficult to retrieve accurately the 

transformation between the two images. It is better to have distant matches like orange and red 

matches. 

Thus, very close keypoints should not all be kept. 

Several methods that could address these two problems have been proposed [23] [24] [25]. 

These method all aim at obtained well spread keypoint distribution of predetermined size N. In 

[23], Brown et al. introduced an “Adaptive Non-Maximal Suppression” (ANMS). Its principle 

is to compute the “suppression radius” of every keypoint (the distance between the keypoint and 

its closest strongest neighbour) and to keep only the N keypoints that have the highest 

suppression radii. In [24] Chen et al. propose a method to have a well-spread keypoints 

distribution using a 2-dimensional k-d tree. These two methods were compared in [26] against 

the simple “Top N method” consisting in keeping only the Nth strongest keypoint. It showed 

that both method lead to much better results for image registration, compared to the simpler Top 

N. They showed that ANMS results in better spread distribution than the k-d tree approach, 

while requiring more computation time. In [25], Gauglitz et al. propose fast implementation of 

ANMS, along with a new method dubbed “Suppression by Disk Covering” aiming at giving 

same performance as ANMS while being much faster. 

Here I implemented an improved version of the “Top N” method, slightly inspired by ANMS of 

Brown et al., which consist in keeping the Nth strongest keypoints whose nearest stronger 

neighbour is farther than a suppression radius R given as parameter. Let us call it the “Radial 

Top N” (RTN). The complete algorithm is given in Algo 4. 

RTN has the advantage to control the suppression radius explicitly (unlike ANMS) and being 

faster than ANMS. However, unlike ANMS, RTN does not guarantee obtaining a well spread 

distribution. The performance differences between ANMS and RTN have not been studied 

though. In practice, RTN proved to be sufficient when used during the tests of the entire Phase1. 
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selectedKeypoints = RTN(candidates, M,R) 
selectedKeypoints = {} 
c = 0.9 
order the candidates according to their blob strength 
for k in candidates (from the strongest to the weakest)   

reject = false 
for each keypoint k’ in selectedKeypoints 

if blobStrength(k) < c*blobStrength(k’) && |k-k’|<R 
reject = true 
break  

end 
end 
if !reject 

selectedKeypoints.add(k) 
end 
if #(selectedKeypoints) >= M 

break 
end 

end 

end 

Algo 4 

As in ANMS [23], the real number c is used to robustify the overall detector. A neighbour has 

to be sufficiently stronger to trigger the suppression of a keypoint. This prevents a keypoint 

selected in an image from being rejected in another one because it has become slightly weaker 

than a neighbour, just because of noise or estimation errors. Thus, this increases the 

repeatability. 

For implementation matters, RTN is executed on detected keypoints from the same octave only.  

Figure 19 shows the difference without/with RTN: 

 

Figure 19: example of detected keypoints on a couple of Infra-red images, 

without (left) and with (right) Radial Top N method. 

M = 100 keypoints per octave (3 octaves) 

More results about RTN are given in chapter V.B.
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 Calibrated rotations estimation C.
In this chapter, we study the estimation of the relative rotation between two images from 

keypoint correspondences in the simple case where the focal length is the same for both 

images and can be approximately known. 

 Preliminaries 1)

Internal camera calibration 

Let us assume we have an estimation of the focal length f (in pixels). Some other common 

approximations enable to construct an approximated calibration matrix. First, the skew can be 

approximated by 0. This is an often made assumption. Also, we will consider that the aspect 

ratio λ is known. For square pixels, λ=1. Eventually, the image centre can be taken as a first 

approximation of the principal point. 

This lead to the approximated calibration matrix: 

K = (
𝑓 0 (1 + 𝑠𝑥)/2
0 𝑓 (1 + 𝑠𝑦)/2
0 0 1

) 

where sx and sy are respectively the number of pixels  

along the x-axis and the y-axis 

(Equation 7) 

NB: These approximations, along with the focal length estimation, can be refined during the 

Bundle Adjustment and are only used to get initial estimations. 

Useful relations between images coordinates under camera rotation 

Let I and I’ be two overlapping images, and R the rotation taking the camera from I to I’. Let u 

and u’ be the pixel coordinates respectively in I and I’ of a scene element E visible in both 

images. Finally, let us denote xi and xi’ the homogenized pixel coordinates corresponding 

respectively to u and u’: 

x = (u
T
 1)

T
   x’ = (u’

T
 1)

T
 

We can compute d and d’, the expressions of E’s direction respectively in both cameras’ 

coordinate system: 

d = normalized( K
-1

 x )         and           d’ = normalized( K
-1

 x’ ) (Equation 8) 

Then the following relations hold:  

d’ = R
T
 d or d = R d’ (Equation 9) 

x’ α K R K
-1

 x or x α K R
T
 K

-1
 x’ (Equation 10) 

The rest of this chapter focuses on estimating the relative rotation between the two pictures 

given this approximated camera calibration and a set of keypoints correspondences {ki, ki’}i=1..N. 

These correspondences are obtained by matching keypoints from the two pictures as mentioned 

in the previous chapter. 
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 Minimal solver 2)

A minimal solver is an algorithm that uses as few keypoints correspondences as possible to 

determine a rotation between two cameras.  

Later, in the outlier rejection stage, we will have to repeatedly estimate rotations from randomly 

selected subset of correspondences until an outlier-free subset is drawn (cf “With outliers” 

subsection for more details). Yet, it is more likely to draw an outlier-free subset of n samples 

when n is low. Indeed, let p be the proportion of inliers among the correspondences. Then, the 

probability to draw an inliers-only subset of n correspondences is p
n
, which is a decreasing 

function of n. Using a minimal solver will permit to reduce the average number of trials needed 

to draw an outlier-free subset and therefore quicken the process. 

It is possible to calculate a rotation from only two non-collinear unit vectors and their image by 

the rotation. Indeed, a rotation is a 3-parameters entity. Let A be its matrix, then (Equation 9) 

provides two scalar relations per relation (since a unit vector is only a 2-parameters entity). 

Therefore, two correspondences are even over-determining the problem.  

Markley [27] compared different algorithms to compute such a rotation from two 

correspondences. Among these algorithms, the earliest and simplest algorithm is TRIAD, 

introduced in 1964 by Black [28]. 

 

Original TRIAD 

TRIAD is based on the fact that if (r1,r2,r3) are three unitary orthogonal vectors and (R1,R2,R3) 

are their image by the rotation (of matrix is A): 

Then (R1|R2|R3) = A (r1|r2|r3) (Equation 11) 

and A= (R1|R2|R3)(r1|r2|r3)
-1

= (R1|R2|R3)(r1|r2|r3)
T
= R1 r1

T
+ R2 r2

T
+ R3 r3

T
 (Equation 12) 

In its original version, TRIAD builds such an orthogonal unitary triplet and its image by the 

rotation from the two correspondences (d1,d1’) and (d2,d2’) as follows:  

r1 = normalized(d1) r2 = normalized( r1/\d2 ) r3 = r1/\r2 

R1 = normalized(d1’) R2 = normalized( R1/\d2’ ) R3 = R1/\R2 

This way, if there exists a rotation matrix A such that d1’=Ad1 and d2’= Ad2, then (Equation 11) 

holds and A can be found using (Equation 12). If not (the correspondences do not define a 

rotation properly), then this version of TRIAD returns a matrix such that (Equation 9) holds for 

the first correspondence but not for the second. Some variants of TRIAD exist [27] [29] to 

handle the two correspondences symmetrically.  

In addition to its simplicity, the original TRIAD is fast [27] and does not require any quaternion 

to matrix conversion, which is a gain of computation to rotate vectors.  
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 Optimal solver with outlier-free correspondences 3)

Let us now consider that the correspondences {(ui , ui’)}i=1..I are only made of inliers (keypoints 

were correctly matched and correspond to motionless scene elements). There are several kinds 

of errors that still prevent the existence of a rotation matrix such that (Equation 9) and (Equation 

10) hold for every correspondence though. 

Indeed, there can be small errors in the estimation of the keypoint’s pixel coordinates by the 

keypoint detector. Also, the chosen model may not represent perfectly the camera. For instance, 

no distortion was taken into account so far. Also, the camera may not have exactly rotated 

around its optical centre. 

A minimal solver does not take all available information into account. Yet, the influences of 

these small errors on the estimation should be reduced if every correspondence were used. Here 

we try to compute the rotation R that is the most likely to lie behind the observations (Maximum 

Likelihood Estimation) by minimizing some the residuals between observations and predictions 

for the whole set of correspondences.  

Minimizing reprojection error 

According to (Equation 10), given a calibration K and a rotation R between two images I and I’, 

it is possible to predict the theoretical position in I’ of an element visible at pixel u in I. The 

predicted position u’ in I’ is given by the homography K R K
-1

 : 

𝜆 (𝒖′
1

) = K R K−1 (
𝒖
1

) (Equation 13) 

For conciseness matters, let us define: 

u’ ≝ reproj(K,R, u ) (Equation 14) 

Where reproj is the function taking a pixel coordinate u in I and returning the predicted 

coordinates u’ in I’. Then we can define a cost function from reprojections errors: 

C(R) = ∑i ( | reproj(K,R,ui) - ui’ |² ) (Equation 15) 

C(R) is the sum of the squared norm of the residuals between the observations {ui’} and the 

predictions {reproj(K,R,ui)}.This cost being not symmetrical with respect to ui and ui’,  we can 

define instead:  

Csym(R) = ∑i (  | reproj(K,R,ui) - ui’ |²   +   | reproj(K,R
T
,ui’) - ui |²  ) (Equation 16) 

These functions can be minimized by parameterizing R, e.g. with three Euler angles or a 

quaternion, and using iterative optimization techniques like Gauss-Newton or Levenberg-

Marquardt to find the optimal parameters. 

I implemented the minimization of Csym(R), using Euler angles to parameterize R and 

Levenberg-Marquardt to find the minimum. Results on synthetic data are available in V.C and 

compared with other methods. 
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Drawbacks of this method are: 

 it requires an initial estimation. This generally restricts the use of such method to cases 

where the rotation is small, then the Identity can be used to initialize.  

 the singularity at pitch = pi/2. This can be avoided by using quaternions, but it over-

parameterizes the rotation so a constraint on the optimization has to be added. For small 

rotations, this singularity is avoided.  

 Computation time (cf results in V.C) 

 

Attitude estimation 

Another example of cost function to minimize is: 

C(R) = ½  ∑i wi |di – R di’|² (Equation 17) 

Minimizing C(R), R being a rotation matrix,  is a famous attitude estimation problem known as 

“Wahba’s problem”, from the scientist’s name who first proposed this problem in 1965 [30]. 

{wi} are scalars weighting the residuals |di – R di’|². 

This can be done, as in the previous paragraph, with iterative optimization techniques. I 

implemented it with Euler angles parameterization and Gauss-Newton algorithm. Results are 

shown in V.C.  However, it suffers from the same drawbacks as the previous iterative method. 

Markley reviewed several non-iterative methods to compute the optimal rotation from several 

unit vectors correspondences [31]. Among them, Markley’s SVD method and the Davenport’s 

q-method (first introduced by Keat in [32]) give analytical solutions and were shown to be the 

most numerically robust. Variants of q-method exist and quicken the optimization by avoiding a 

spectral decomposition but are theoretically less robust [31] (QUEST [33], ESOQ [34]). Also, 

the computation gain is not significant compared to other steps’ computation time like Bundle 

Adjustment. Therefore I chose to implement the Davenport’s q-method whose principle in 

shown here. 

Davenport’s q-method principle: 

It can be shown [32] that C(R) from (Equation 17) can be written as: 

C(R) = λ0  - tr( R B )  

where λ0  = ∑i wi , and B = ∑i  wi di’
T
 di 

(Equation 18) 

In addition, for a rotation parameterized by a quaternion �⃗� = (
𝑞𝑣⃗⃗⃗⃗⃗
𝑞4

), we can show [32] that C(R) 

can be written as: 

C(R) = λ0  -  �⃗�
T
K�⃗� 

(Equation 19) 

with  S = B + B
T 

, z = (

𝐵23 − 𝐵32

𝐵31 − 𝐵13

𝐵12 − 𝐵21

) and K = (
𝑆 − 𝑡𝑟(𝐵)𝐼 𝑧

𝑧𝑇 𝑡𝑟(𝐵)
) 

Therefore, minimizing C(R) is equivalent to maximizing �⃗�T
K�⃗� under constraint |�⃗�| = 1. So �⃗� is 

the normalized Eigen vector corresponding to the maximal Eigen value of K. 
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Some test results of q-method applied to synthetic data are given in annexe V.C and are 

compared with the results of methods discusses in previous paragraphs. 

 

Choice of the optimal solver 

I chose to keep the q-method. All solvers were shown to give similar accuracy but q-method is 

much faster than the two others (iterative methods to minimize reprojection error and Wahba’s 

problem). Also it has the big advantage of not needing any initialization which makes it able to 

find the optimal rotation whatever the magnitude of the rotation angle. Finally, another plus of 

q-method is its simplicity of implementation. 

 

 

 Robust rotation estimation 4)

Let us now consider the case of a set of correspondences {(ki,ki’) }including  some mismatched 

keypoints (aka outliers). 

In the case of inliers, only small errors prevent them from satisfying (Equation 9) and (Equation 

10). These small errors are due to location estimation errors by the detector and were of the 

order of few pixels. Though, outlier errors are in general much coarser since they come from 

mismatches and can reach hundreds of pixels (cf Figure 20). So the outliers’ residuals from 

(Equation 9) and (Equation 10) are much larger than inliers’ residuals. 

 As a consequence, if outliers were used together with inliers to estimate the rotation, employing 

an optimal solver minimizing the residuals like in the previous paragraph, would give a much 

poorer estimate than an estimate obtained from inliers only. So we need to reject outliers. 

 

Figure 20: Matches found between two images showing an antenna on a hill. 

In red: outliers, in green: inliers. 
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RANSAC 

The problem of robustly fitting a model to a data set S that contains both inliers (data consistent 

with the underlying model) and some outliers (data with gross errors) is a common problem. It 

can be addressed by using the RANSAC algorithm that was first introduced by Fischler and 

Bolles [17]. RANSAC as proposed in its original version works as follows (# means “size of”): 

1) Randomly select a minimal subset s from S. 

2) Instantiate a model m using a minimal solver and s. 

3) Determine the consensus set cs of m. 

The consensus set is made of every datum in S that is compatible with m. 

4) If #(cs) > T, then return cs.  

5) If steps 1 to 4 have been repeated more than N times, then return the largest consensus 

set and its corresponding model. Otherwise, go to 1) 

The robustness of RANSAC relies on step 3: if a model Mbiased is computed from a subset 

containing one or more outlier, it should be compatible with only few data (mostly the samples 

used to instantiate it) because outliers’ errors are quite random and not consistent. So, hopefully, 

the consensus set should contain less than T samples and the model should be rejected.  

Conversely, if only inliers are used to instantiate a model Munbiased, the latter should be quite 

close to the real one and should be compatible with many inliers, then the consensus set should 

contain more than T samples and the model should be rejected 

To run, RANSAC must be provided with: 

 The minimal number of samples n needed to instantiate a model 

 A minimal solver 

 A policy to establish datum/model compatibility. 

 The acceptable size of consensus set T 

 The maximum number of trials N 

RANSAC is generally followed by a refinement step: 

0) Initialize cs to the consensus set returned by RANSAC 

1) Compute an optimal model M from cs. 

2) Determine the consensus set cs’ of M. 

3) If #(cs’) > #(cs), then replace cs by cs’ and go to 1). 

Otherwise, return M and cs. 

 

The following paragraphs explain how are chosen some of the prerequisites of RANSAC. 

Datum/model compatibility 

Let f be an implicit relation between an error-free inlier xtrue and the true model Mtrue lying 

behind the inliers:  

f(xtrue, Mtrue) = 0. 
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Because of noise on observations, an actually observed inlier xobs will generally not satisfy this 

relation. Instead, f(xobs, Mtrue) can be considered as a random variable which can be described 

with a mean (generally zero) and a standard deviation, depending on how the noise is modelled. 

Let us assume that we have an estimation stdDev of the standard deviation of f(xobs, Mtrue).  

For an outlier y, f(y, Mtrue) will be farther from zero than for an inlier (otherwise, y could be 

considered as an inlier):  

|f(y,Mtrue)|  >>  stdDev 

So for an estimated model m, its consensus set cs can be chosen as:  

cs = {x s.t. |f(x, m)| < E} 

where E has the same order of magnitude as sdtDev.  

If the probability distribution of |f(xobs, Mtrue)| is known, E can be chosen such that an inlier xobs 

has a predetermined probability to satisfy |f(xobs, m)| < E.  

Otherwise, E can be chosen as twice or three time stdDev. If E is too low (for instance if stdDev 

is under estimated) then many inliers will be misinterpreted as outliers and RANSAC might fail. 

However if E is too high, some outliers might be taken for inliers. 

 

Choice of N 

In its original version [17], Fischler and Bolles propose to compute the maximum number of 

trials N so that there is a very high probability pSuccess that at least- one outlier-free subset has 

been selected after the N trials. However, to compute N this way, we need an approximation of 

the outlier ratio in the data. 

Let us w be the ratio of inliers among the data. Thus, for n << #(data), w
n
 is close to the 

probability of taking a subset of n inliers. Then the probability pSuccess that there is at least one 

subset that contains no outliers, among N randomly drawn subsets of n samples, satisfies: 

pSuccess = 1-(1-w
n
)

N
 (Equation 20) 

So the number of trials N needed to get this probability is: 

N = log(1- pSuccess) / log(1-w
n
) (Equation 21) 

Usually, pSuccess is chosen at 0.99.  

 

Choice of T 

Setting the value of the minimal acceptable size of consensus set T is less obvious. The role of T 

is to stop the algorithm in the event that an outlier-free model has been instantiated, avoiding to 

perform other unnecessary trials. 

In their section about RANSAC, Hartley and Zisserman [7] present a way to dynamically 

update the number of trials N to perform so that a threshold T on the size of the consensus set is 

no longer necessary. Moreover, their method does not require any estimation of the inlier ratio 

w. So it removes two parameters. 
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The idea is to start with a very pessimistic inlier ratio estimation w (e.g. 0.01) and an initial 

number of trials N that is computed according to (Equation 21). Then, w and N are updated 

every time a larger consensus set is found, so that: 

w = #(largest consensus set) / #(data) 

N = log(1- pSuccess) / log(1-w
n
) 

(Equation 22) 

This way, N decreases every time a model with a larger consensus set is found. Eventually, 

RANSAC stops when the current number of trials reaches the current N. This method relies on a 

simple hypothesis: if a model is supported by k samples, it means that there are at least k 

samples in the data that can be considered as inliers. Then RANSAC becomes:  

0) Initialize bestCS = [], w=0.01 and compute N accordingly 

1) Randomly select a minimal subset s from the data set. 

2) Instantiate a model m using a minimal solver and s. 

3) Determine the consensus set cs of m. 

4)  If #(cs) > #(bestCS):  replace bestCS by cs and update w and N according to (Equation 

22) 

5) If steps 1 to 4 have been repeated more than N times, return bestCS. 

Otherwise go to 1) 

 

RANSAC applied to calibrated rotation estimation 

In our case, the data are correspondences of keypoints’ pixel coordinates (ui, ui’). Inliers are 

correctly matched keypoint pixel coordinates and outliers are mismatches. The estimated model 

is the camera rotation between the two images. 

The minimal number of samples to instantiate a rotation is 2. The minimal solver used is 

TRIAD and the optimal solver is the q-Method. 

The policy to determine if a rotation R is compatible with a correspondence (ui, ui’)  is: 

|f( (ui, ui’), R )|  =  |ui’ – reproj(K,R,ui)|  <  E (Equation 23) 

Observation errors on ui and ui’ are modelled as a Gaussian noise of variance s². Then 

|ui’ - reproj(Ktrue,Rtrue,ui)|²/s² is distributed according to the chi square distribution. So, if s² is a 

good estimation of noise’s variance, E = s² * chi2inv(0.99) ensures to reject only 1% of inliers 

while rejecting most outliers. Chi2inv denotes the Chi-square inverse cumulative distribution 

function. 
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 Influence of bad calibration approximation 5)

This chapter “Calibrated rotations estimation” assumes that an estimation of the focal length is 

given, but what if this estimation is very bad?  

Let us consider the case of a camera turning about its Z-axis (let φ be the yaw) with an 

approximated focal length f. 

The transformation between pixel coordinates, for a small yaw φ, mostly depends on the 

product f*sin(φ) ≈ f* φ.  This is further detailed in annex about auto-calibration (VII). 

Therefore, keypoints correspondences between two overlapping images can be indifferently 

described by (f, φ) or (λf, φ/λ). As a consequence, if the focal length is over estimated then 

camera’s yaw will be underestimated. Inversely, if the focal length is under estimated, the yaw 

will be overestimated. This is shown in Figure 21. The same reasoning is true for the pitch. 

     

 

When applied to pairs of consecutive images of a sequence, the error on the focal length will 

create a systematic error in the relative rotation estimate, and a drift will appear on the rotation 

of cameras relative to the first one due to the accumulation of these errors. This is visible in 

results in chapter V.E. 

Figure 21: For a given couple of overlapping image, two 

different focal length estimates will induce two different 

rotation angles. 

φ φ 
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 Retrieving element/keypoints D.

associations 
Here we suppose that we have got estimations of every relative rotations between 

consecutive pictures and of every camera’s calibration from a previous step (cf chapter 

IV.C or annex VII). We also have got some correct matches for each pair of consecutive 

images. We investigate how to gather all keypoints corresponding to the same element, 

a necessary step to run Bundle Adjustment 

The previous step already gave us some correct matches for each couple of successive images. 

Let us gather these keypoints into clusters such that two matched keypoints belong to the same 

cluster. We call these clusters “elements”.  

 

Figure 22: Illustration of element/keypoints associations. 

Circles represent detected keypoints. Arcs represent the matches found between successive images. 

Ei represent an element (gathering of keypoints). 

Two keypoints having been matched in the previous step are associated to the same element. 

Camera rotations relative to the first camera are computed from relative rotations between 

consecutive pictures. Then using the estimation of cameras’ calibration, we can estimate every 

keypoint’s direction thanks to (Equation 3). Keypoints gathered into the same elements should 

have very close direction estimate. Each element is given a unique direction estimate chosen 

randomly among its keypoint direction estimates. 

These element/keypoints associations could be sufficient to run Bundle Adjustment.  

E3 

E4 

E1 

E7

E8 

E2 

E5 

E6 

E9 
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However, many possible matches are not identified at this point: 

 Even if an actual scene element has been detected in image n and n+1, the two 

keypoints might have not been matched yet (orange and black keypoints in Figure 22).  

 An element might have been detected in image n-1 and n+1 but not in image n (green 

keypoints in Figure 22).  

 If a loop is performed (the last image of the sequence overlaps the first), 

correspondences between the first and last image are not detected so for. 

In all those cases, there are keypoints that are associated to two different elements, so not 

constrained to have the same direction, whereas they correspond to the same actual scene 

element (keypoints of elements E5, E7, E8, E9 in Figure 22). These unidentified matches 

represent a loss of constraints and information for the Bundle Adjustment. They introduce 

degrees of freedom that could be removed. 

 

 Guided matching 1)

Guided matching makes use of the initial estimations of elements direction estimates to merge 

elements that correspond to observation of the same object. The idea is that two elements whose 

direction estimates are very close and that have similar descriptors probably correspond to the 

same object and should be merged. 

For every element Ei among the previously instantiated elements: 

 We consider elements whose direction estimation is within a search region around Ei’s 

direction. Let us call them the candidates. 

 For each candidate, we compute the descriptor distance to Ei. If it is under a 

predetermined threshold, then elements are merged (keypoints of both elements are 

gathered into one element, associated to an unique direction). 

Let us illustrate with Figure 22.  

The two black keypoints may have not been matched together in the previous step for some 

reason. However, the two elements that they induced (E5 and E9) will probably have very close 

direction estimates. Therefore, in the guided matching process, E9 will be among E5’s 

candidates. As the two keypoints have similar descriptors, they should hopefully be merged. 

Similarly, E4 and E8 should be merged, creating a element associated to three keypoints. 

 

Size of the search region 

Let us consider two keypoints corresponding to the same object but that have not been matched 

so far. They have induced two elements Ei and Ej with slightly different direction estimates (cf 

Figure 23). 

Let us assume we know how are distributed these differences between direction estimates of 

elements corresponding to the same object. Then the size of the search region around Ei’s 

direction di can be chosen such that there is a probability p (let us say 0.99) that any element 

corresponding to the same object, including Ej, has its direction estimate in this angular region 

(cf Figure 23). Thisis more detailed in the results (cf V.D). 
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Figure 23: Left: two keypoints and the direction estimate of their element. Because of small errors 

and noise, di and dj are not perfectly equal. 

Right: the search region (blue cone) around di must be large enough to contain directions of 

elements that correspond to the same object. 

Thanks to RTN suppression (cf IV.B) we can control the number of elements lying in the same 

direction. This limits the number of candidates. So it saves computation time and decrease the 

risk of incorrect element merges. Also, the search of candidates can be efficiently done by 

storing elements in a k-d tree or another space-partitioning data structure. 

 

Threshold on descriptor distance 

The threshold on the descriptor distance which defines whether two elements are merged or not 

can be determined using the descriptor distances between keypoints that have been matched so 

far. This is shown in results (cf V.D) 

Note that in general, matching keypoints according to a simple threshold is not a good method. 

But here, the compared elements are elements that already lie very close to each other (the 

comparison is guided) 
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 Loop closure 2)

Let us consider the case where the last picture of the sequence overlaps the first one because the 

camera performed a complete turn. Because of the accumulation of relative rotations errors, the 

last camera’s rotation estimate will be too poor to allow the guided matching to detect matches 

between the first and the last image. Figure 24 shows this problem.  

 

 

Figure 24: Image stitching constructed by using initial estimation of camera calibration and 

rotations computed on an image sequence shot in Davron, France. 

The beginning of the image sequence is on the bottom right part of the mosaic. The end of the 

sequence is on the top left part. Because of the cumulative error on camera rotation, the last frame 

and the first one do not overlap well. Then correspondences between the two cannot be found with 

the guided matching. 

There are two ways to detect loops: 

 Automatic detection: for each image In, we try to match the keypoints with the first 

image’s keypoints. If there are a certain number of matches, RANSAC is used to 

determine inliers. The model estimated by RANSAC can be a rotation if the calibration 

is assumed to be constant, or a homography in the general case. If there are enough 

inliers, we assume that a loop has been performed between I1 and In.. 

 

 The loop is declared by the operator (who/which knows that he/it performed a complete 

turn).  

Then we match keypoints from the last image with those of the first image. These matches 

cause the merge of elements that were considered different so far.
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 Change of reference frame E.
At this point we have estimations of cameras rotation and elements direction expressed 

in the first camera’s coordinate system. This short section tackles the change of 

reference frame thanks to the knowledge of two (or more) landmarks direction. 

Let l be a landmark whose direction dl is known in NED system, and whose pixel coordinates 

are known in one of the images. We can compute the direction dl’ of this landmark, expressed in 

the first camera coordinate system, according to the estimation of the camera rotation and 

calibration for this image thanks to (Equation 3). 

Then, if these estimations were perfect, then the following relation would hold for every 

landmark l: 

dl = Rcam1/NED dl’ 

where Rcam1/NED is the rotation taking NED axes  

to the first camera axes.  
(Equation 24) 

Then Rcam1/NED could be determined (e.g. using TRIAD) and then used to transfer every rotation 

and direction  we have from the first camera coordinate system to NED coordinates. 

However, the errors on estimates prevent (Equation 24) from holding for every landmark. In 

fact there is not even a rotation that can satisfy (Equation 24) for every landmark. Then, an 

approximation of Rcam1/NED can be obtained using the Davenport’s q-method and we can use it to 

get approximations of element directions and cameras rotations expressed in NED coordinates. 

These approximations will later be refined by the Bundle Adjustment.
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  Bundle A. implementation F.
Now that directions/keypoints associations along with initial estimations of cameras’ 

calibration, orientations and elements’ directions are available, we can refine these 

values by optimizing the projections error as first stated in III.B. This chapter 

introduces a well-known optimization technique: the Levenberg-Marquardt algorithm 

and how it is adapted for Bundle Adjustment. 

We recall the optimization problem:  

Min C w.r.t. ({Kn,Rn}n=1..N, {di}i=1..M) 

where C= ∑i=1..M∑n∈I(i) win | proj(Kn,Rn,di) - uin |²  

                        +  ∑l=1..L wl | proj(KI(l),RI(l),dl) - ul |² 

(Equation 5) 

 (Kn, Rn) are the calibration and rotation in NED axis of the nth camera, and di is the direction 

expressed in NED coordinates of the ith element Ei.  

Minimizing C means finding the values of these parameters that fit the most: 

 the observations, i.e. the pixel coordinates uin of the observation of Ei in image n and the 

pixel coordinates ul of the observation of landmark l. 

 the constraints, i.e. the known landmarks directions dl. 

C has to be minimized using numerical iterative methods, like Gauss-newton or Levenberg-

Marquardt. Triggs has tackled many Bundle Adjustment implementation matters in [13]. 

Hartley and Zisserman also did a review of Bundle Adjustment in [7]. I present here some 

details on the implementation I made. 

 Preamble 1)

Let us call Ω the vector gathering every parameter used to parameterize all unknowns 

({Kn,Rn}n=1..N, {di}i=1..M). I used three angles (φ,θ,ψ)n to parameterize rotation Rn, a focal length 

fn and principal point coordinates (px, py)n to parameterize calibration Kn and two angles (az, 

el)i to parameterize direction di: 

Ω = [f1, (px, py)1, (φ,θ,ψ)1, …, fN, (px, py)N, (φ,θ,ψ)N   |  (az, el)1, …,(az, el)M  ]
T 

Dividing C by two does not change the optimization problem and is convenient for the rest. So 

we can rewrite C as a function of Ω: 

C(Ω) = 
1

2
 e(Ω)

T 
W e(Ω) (Equation 25) 

where e is a column vector made of the concatenation of every element and landmark projection 

residual, and W is a large symmetric bloc diagonal matrix made from the weights win and wl: 

𝐞(Ω) =  (

proj(K𝑛, R𝑛, 𝐝𝒊) − 𝐮𝒊𝒏

⋮
proj(KI(l), RI(l), 𝐝𝒍) − 𝐮𝒍

⋮

)   W= diag([win, win, …, wl, wl, … ]) (Equation 26) 
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Let us call J(Ω) the Jacobian of e. 

 Levenberg-Marquardt 2)

Levenberg-Marquardt iteration 

Iterative optimization methods start from an initial estimation Ω0 of the optimum. They compute 

a increment vector δΩ such that C(Ω0 + δΩ) is closer to the minimum, and then reiterate this 

task using Ω0 + δΩ as the new initial estimation until convergence is reached.  

Remarks: 

 For conciseness matters, we write e0 for e(Ω0) and J0 for J(Ω0). 

 Depending on the constraints applied on Ω, the update step  Ω0  Ω0 + δΩ may not be a 

simple addition (e.g. if rotation were parameterized with quaternion, an normalization 

would be necessary) 

Two classical optimization methods are: 

1) The gradient descent, which takes δΩ collinear to the gradient of C:  

δΩ = - λ ∇C(Ω0) = - λ J0
T 

W e0 

λ is chosen to minimize C(Ω0 + δΩ) 
(Equation 27) 

2) The Gauss-Newton iteration, which uses an approximation �̃� of e: 

�̃�(Ω0 + δΩ) = e0 + J0 δΩ 

�̃�(Ω0 + δΩ) = C(Ω0) + e0
T
 W J0 δΩ +  

𝟏

𝟐
 δΩ

T
 J0

T
 W J0 δΩ 

(Equation 28) 

Then δΩ is chosen so that �̃�(Ω0 + δΩ) derivative is null (to minimize �̃�):  

J0
T
 W J0 δΩ = - J0

T 
W e0 (Equation 29) 

Remark: The Gauss-Newton iteration is equivalent to Newton iteration H(Ω0) δΩ = -∇C(Ω0) 

where the Hessian H(Ω0)  of the function C has been approximated by J0
T 

W J0. 

 

Created by Levenberg and published by Marquardt in 1963 [35], the Levenberg-Marquardt 

algorithm (LM) interpolates the Gauss-Newton algorithm and the gradient descent algorithm. It 

proposes to take δΩ such that: 

(J0
T
 W J0 + λD ) δΩ = - J0

T  
W e0 

with D = diag(J0
T
 W J0)  

(Equation 30) 

For small values of λ, LM is similar to Gauss-Newton iteration and allows for fast convergence 

if the cost C is close to being quadratic around Ω0. For large values of λ, LM is similar to 

gradient-descent and ensures decreasing C no matter its behaviour around Ω0. 

Once a step δΩ has been found using (Equation 30), the cost function is computed at Ω0 + δΩ, 

along with the cost evolution: ΔC = C(Ω0 + δΩ) - C(Ω0). If ΔC<0, the iteration is a success and 

Ω0 + δΩ is used as a new initial estimation for next iteration (Ω0  Ω0 + δΩ). Otherwise, if 

ΔC>0, we keep Ω0 unchanged for next iteration. 
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Update of λ 

Generally, λ is initialized with a low value (typically 10e-2) which means the first iteration is 

almost Gauss-Newton iteration. Then a common choice of update policy for λ depends on the 

cost evolution ΔC: 

 If ΔC<0: the iteration succeeded. It may mean that the cost C is locally quadratic and 

that Gauss-Newton is a good method. So λ is multiplied by γ (0<γ <1). 

 If ΔC>0, then the iteration failed. λ is multiplied by β (β >1) to get closer to the gradient 

descent method which improves the probability to decrease on next iteration. 

Marquardt [35] proposed a similar strategy with (β, γ) = (10, 
1

10
). (2, 

1

3
) is also sometimes used 

[36]. 

Nielsen [36] showed that such an update strategy for λ works but that a phenomenon of 

“repeated jumps” may occur in the evolution of λ (i.e. repeated increase/decrease of λ). He 

showed the convergence could be accelerated by preventing this phenomenon. For this purpose,  

λ is multiplied by a coefficient that is a continuous function of ΔC.  

First he defines the gain ratio as the quotient of the actual cost evolution ΔC over the expected 

decrease ΔC̃ =  �̃�(Ω0 + δΩ) - C(Ω0) given by (Equation 28): 

ρ =  
ΔC

ΔC̃
 = 

ΔC  

𝑒0
𝑇WJ0𝛅Ω + 

1

2
  δΩ𝑇 𝐽0

𝑇W J0 δΩ
 

where δΩ is the step found by the LM iteration (Equation 30) 

(Equation 31) 

ρ is an indicator of the extent in which the iteration is a success. Nielsen [36] used it to define an 

update strategy : 

if ρ>0 

λ = λ * max( 
𝟏

𝟑
, 1 - (2ρ-1)3 ) 

ν = 2 
else 

λ = λ * ν 
ν = 2* ν 

end 

(Algo 5) 

He noted a diminution of the needed number of iterations to converge, mostly due to the 

absence of “jumps”. I implemented Levenberg-Marquardt algorithm using this update policy. 

The algorithm is given in (Algo 6). I also noted an improvement compared to the more basic 

strategy.  
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LM algorithm 

Pseudo code for the general LM algorithm: 

Ω = LM(Ω0 , {(dl, ul)}l=1..L, {uin}i=1..M,n∈I(i)) 

λ=1e-2, ν=2 

do 

compute e(Ω0) and J(Ω0) 

compute δΩ from (Equation 30) 

compute C(Ω0 + δΩ), ΔC and ρ 

if ρ>0 

Ω0 <= Ω0 + δΩ 

λ = λ * max( 
𝟏

𝟑
, 1 - (2ρ-1)3 ) 

ν = 2 
else 

λ = λ * ν 
ν = 2* ν 

end 

while !stop 

end 

(Algo 6) 

 Using the sparseness of the problem 3)

In each LM iteration, the following linear problem has to be solved: 

H δΩ = g 

Where    H = J
T
 W J + λ diag(J

T
 W J)     and       g = - J

T  
W e 

(Equation 30) 

Its resolution by classical algorithms (LU or Cholesky factorization) has a computational 

complexity of O(N
3
) where N is the number of parameters in Ω. When parameters of tens of 

cameras and hundreds of directions are estimated, N can be over several thousands. Then 

solving this linear problem using classical algorithms would take a huge amount of time. 

However, this problem is efficiently addressed by using the fact that H is extremely sparse and 

by implementing a solver that uses this characteristic. 

Let us note Ω  = [Ωc  Ωd]
T
 with Ωc  the camera parameters and Ωd  the directions parameters. Let 

us write J = [Jc  Jd] where Jx is the Jacobian matrix of e relative to Ωx. 

The vector e is the concatenation of many projection errors. Yet the projection error of element 

Ei on image In only depends on two kinds of parameters: the nth camera parameters (rotation 

and calibration) when the image In was taken, and the direction of Ei. Therefore J is extremely 

sparse. Its structure in shown in Figure 25 in the case where the estimated camera parameters 

are the focal length, the principal point and the 3 Tait-Bryan angles. Figure 27 shows the 

particular case where all cameras are assumed to share the same calibration K. 
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To continue, H and g in (Equation 30) we can be written according to Jc and Jd: 

H =  (
Jc

T W Jc + diag(Jc
T W Jc) Jc

T W Jd

Jd
T W Jc Jd

T W Jd + diag(Jd
T W Jd)

)  = (
H𝑐𝑐 H𝑐𝑑

𝐻𝑐𝑑
𝑇 H𝑑𝑑

) 

g = - (
 Jc

T W 𝐞

 Jd
T W 𝐞

) = (
𝐠𝒄

𝐠𝒅
) 

(Equation 32) 

Because of the simple structures of Jc and Jd, both Hcc and Hdd are block diagonal matrix and can 

be efficiently computed. The structure of H is shown in Figure 26 and Figure 28. 

Let us assume that we have computed the matrix H and the vector g. We now have to solve:  

(
H𝑐𝑐 H𝑐𝑑

𝐻𝑐𝑑
𝑇 H𝑑𝑑

) (
𝛅Ω𝒄

𝛅Ω𝒅
) =  (

𝐠𝒄

𝐠𝒅
) 

(Equation 33) 

As it is exposed in [13] [7] [37], (Equation 29)(Equation 33) can be reduced to: 

(Hcc – Hcd Hdd
-1

 Hcd
T
 ) δΩc = gc – Hcd Hdd

-1
 gs 

δΩd = Hdd
-1

 (gd - Hcd
T 

δΩc) 
(Equation 34) 

Hdd is a bloc diagonal matrix where each 2*2 block hdd corresponds to a direction d. Its inverse 

is therefore easily and quickly computed provided that each bloc is invertible. One can show 

that a bloc hdd is invertible if and only if parameters of d are not a singular point of the 

parameterization (e.g., if azimuth/elevation is chosen as parameters, elevation should not be 

equal to 90°). 

Then, δΩc can be computed thanks to the first relation, using profile Cholesky for instance. This 

time, the computational complexity is much lower since there are far less parameters in Ωc than 

in Ω. 

Eventually δΩd is determined and δΩ = [δΩc  δΩd]. 
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Figure 25: Structure of a Jacobian for 3 cameras, 9 elements and 15 projections. Cameras are not 

assumed to have the same calibration. 

On the right of the matrix is written the derived quantity. Variable with respect to which the 

quantity is derived is written under the matrix. Camera1 means camera1’s calibration and 

rotation, E1 means the first element azimuth and elevation. 

 

Figure 26: structure of H = J
T
WJ + λ diag(J

T
WJ) 
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Figure 27: Structure of the Jacobian for the same observations, but assuming that all cameras 

share the same calibration. 

 

 

Figure 28: corresponding structure of H. 
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 Good practices 4)

Good parameterizations 

To be sure that no computational error occurs in the LM iteration, every singularity of the 

parameterization (if any) should be avoided. If this cannot be guaranteed, singularity-free 

parameterization must be used, but these often come with additional constraints.  

For instance, if Tait-Bryan angles are used to parameterize rotations, the case pitch = 90° should 

never be approached. This is the assumption I decided to make because it is the simplest 

parameterization, though not the neatest. 

Otherwise, if quaternions are used to parameterize rotations, a constraint on their norms has to 

be considered. More details about parameterization matters are considered in [13]. 

Estimate only useful parameters 

Some computational time can be saved if directions of elements that are observed only once are 

not estimated in the Bundle Adjustment. Indeed, as mentioned earlier, an element associated to 

only one keypoint does not bring any constraint in the estimation problem. Its direction can be 

uniquely retrieved from its keypoints pixel coordinate along with the rotation and calibration 

estimates of the corresponding image. Remove the number of parameters to estimate accelerate 

the Bundle Adjustment.  

For instance, this is the case of elements E1, E7 and E9 in Figure 25 and Figure 27. Once 

refined estimations of cameras calibration and rotation has been obtained, the direction d1 of E1 

can be easily computed from its keypoint pixel coordinates and (K1, R1) via (Equation 3), and 

the same for E7 and E9. 
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 Using inclinometer measurements G.
As mentioned in results in chapter V.E, cameras’ (and therefore keypoints’) elevation 

estimates are not accurate enough regarding our requirements. Here we consider using 

inclinometer measurement to get more accurate results. 

Let us suppose we get for every image n of the sequence a measurement of optical axis 

elevation 𝜃n from a device providing values with a known error variance σ². Then the 

new Maximum Likelihood Estimator using all the available information is obtained by 

solving the new Bundle Adjustment problem:  

Minimize C w.r.t. ({Kn,Rn}n=1..N, {di}i=1..M) 

where C= ∑i=1..M∑n∈I(i) win | proj(Kn,Rn,di) - uin |²  

                         + ∑l=1..L wl | proj(KI(l),RI(l),dl) - ul |² 

 + ∑i=1..N  σ 
-2

 |θn - θ̂n |² 

and where (φn, θn, ψn) are Rn’s Cardan angles. 

(Equation 35) 

Results obtained on real data with this technique are given in chapter V.F. 
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V. Experiments and results 
In this chapter are presented the experiments and results done on algorithmic blocs 

presented in chapter IV: temporal subsampling, keypoint extraction, calibrated rotation 

estimation, guided matching, Bundle Adjustment and inclinometer measurements fusion. 

All experiments were performed on Matlab, using Matlab functions or mex interfaces of 

C functions. Results were obtained using real data (videos or image sequences) for 

some blocs and synthetic data for others. Before showing the results, we start by 

describing how were created synthetic data and obtained real data. 

Synthetic data 

By synthetic data we refer to synthetic keypoints correspondences obtained from images taken 

with a virtual camera. This way we can control the camera rotations, calibration and the 

keypoints distribution. For this, a point cloud is randomly generated. Then a camera is located 

in the middle of this cloud and, knowing the camera’s rotation and calibration, we can take a 

picture of the point cloud (projecting the points on a virtual image plane). Projections simulate 

the keypoints detected by a detector like SIFT. Therefore, a picture is a set of associations 

(#PointID, coordinates pixels). With two overlapping virtual pictures, we can get correct 

synthetic correspondences.  

    

Figure 29: Left: a point cloud with a virtual camera in the centre. Right: the synthetic image 

obtained by projecting the points on the image plane. 

Especially, we can control the noise on keypoints location, the density of keypoints and the 

overlapping ratio between images (i.e. the camera rotation). This also allows comparing 

estimates with the ground-truth. 

Real data 

An infrared camera from Thales Optronique was used to take videos and image sequences. It 

has a variable focal length, allowing to have a field of view (FoV) between X and 15°, where 

X<15 will not be disclosed for confidentiality matters. We give as few details as possible about 

this camera in this report. The camera was put on a tripod which enabled the optical centre to be 

almost motionless. In what follows, we only show the results obtained on two videos: one shot 

in Elancourt, France, and another one shot in Davron, France.  

In order to the tests on synthetic data  are as representative as possible of the real case, the 

resolution of the virtual camera is the same as the infrared camera, and the field of view is 15°, 

which was the field of view during the video acquisition at Elancourt (field of view was a little 

be smaller at Davron).
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 Temporal Subsampling A.
The KLT tracker [15] and Shi & Tomasi features [14] have several internal parameters. Among 

them: the size of the window used by the detector, the size of the window used by the tracker, 

and the number of pyramid levels. Here, the two window sizes were set to the same value. 

It is important to determine which values of pyramid levels should be used. Indeed, the larger 

the features displacement between two frames, the more pyramid levels should be used. Then if 

the number of levels is too low, there may be many feature tracking failures and translation 

estimation may fail.  

Figure 30 shows such a case. Red crosses correspond to features whose tracking failed. Green 

crosses are features whose tracking succeeded. Green crosses circled in blue are inliers 

according to RANSAC (the model estimated is a translation between the two frames). As there 

are five features (circled in blue) that were incorrectly tracked and consistent with the 

translation (0, 0) and only two correctly tracked (the two green crosses in the clouds), the 

RANSAC estimated an image translation about (0, 0) whereas it is several pixels to the left. 

 

Figure 30: example of translation estimation failure with only 2 pyramid levels. 

Frames from Davron video.  

 

Tests were performed on the two videos to evaluate the impact of the two parameters. The 

number of pyramid levels is varied (from 2 to 6) and the size of the windows used by “Good 

features to track” detection and KLT (the two commonly used values are 15 and 31 pixels). 

Both video are 360° panorama of an outdoor scene and contain about 1200 frames.  

Test procedure 

In the first frame, 50 features are detected, then KLT is run on each couple of successive 

frames. A feature tracking is considered as failed if its position estimation in the second frame 

did not converge within the maximum number of iterations iterMax = 20. The features that were 

successfully tracked are given to RANSAC which determines the inliers and the translation 

between the two frames. Only inliers are kept and tracked in the next frame. A new detection is 

executed every time the number of remaining tracks goes under 25 (keeping a maximum of 50 

tracks). The image translations estimated by RANSAC are accumulated into an “estimated 

cumulative translation”. As the camera performed a 360° turn during the shooting, the images 

translations are mostly along the x-axis, as in Figure 30. 

Performance evaluation 

I evaluated KLT’s performances with two indicators: 
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- The frequency of translation estimation failures. Failures like Figure 30 (which are by 

far the most frequent failures) produce a delay between the estimated cumulative 

translation and the true one. At the end of the video, the difference between the 

estimated cumulative translation and the true one is representative of the frequency of 

estimation failures. 

- The ratio of successfully tracked features among all features (over all couple of 

successive frames), i.e. whose estimation converged in KLT.  We also record the ratio 

of features categorized as inliers according to RANSAC. 

The computation time required to process the whole video was also recorded.  

The number of features to track has not been varied. There are always between 25 and 50 

keypoints that are tracked from a frame to another (a new detection being performed every time 

the number of inliers goes under 25). The more features, the more likely it is to have 

successfully tracked features and therefore inliers, but the longer the tracking. 

Results 

Figure 32 and Figure 35 show the drift of estimated cumulative translation along x-axis when 

few pyramid levels are used. The cumulative translation estimation for 5 and 6 pyramid levels 

are almost always identical and are good approximations of the true cumulative translation. 

Indeed, as camera’s resolution, calibration and total rotation (between the start and the end of 

the video) are approximately known, it is possible to estimate the true cumulative translation 

along x-axis at the end of the video, which is close to the values obtained with 5 or 6 pyramid 

levels (not given here to avoid disclosing technical characteristics).  

Performance is slightly better when a 15px wide window is used. Figure 33 and Figure 36 show 

that there are less feature tracking failures and less outliers when more pyramid levels are used.  

Finally, we can notice that there is no big difference between computation times for 5 and 6 

pyramid levels. It is slightly faster when a 15px wide window is used. 

For these reasons, I chose to use 15px wide windows and 6 levels of pyramids. Figure 31 shows 

two of the selected frames obtained after execution of this method. 

     

Figure 31: example of two selected frames from the video shot in Elancourt.  

The overlapping ratio was set to 0.65. 
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First video (Elancourt, France): 

 

Figure 32: Cumulative translation estimation (only the component along x-axis is shown).  

Plots for 4, 5 and 6 levels are almost mingled. 

  

Figure 33: the ratio of successfully tracked features increases with the number of levels. 

  

Figure 34: computation time is lower when 4, 5 or 6 pyramid levels are used. 
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Second video (Davron, France):  

 

Figure 35: with 2 or 3 pyramid levels, the translation estimation between successive frames often 

fails and a drift appears in the cumulative translation estimation. 

  

Figure 36: ratio of tracking success increases with the number of pyramid levels. 

 

Figure 37: total computation time is lower with 5 and 6 pyramid levels. 
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 Keypoints extraction and RTN B.
Here we investigate the influence of the “Radial Top N” keypoint suppression (RTN) on 

keypoint extraction and matching. SIFT keypoints are extracted from every image of a sequence 

obtained after temporal subsampling by using VLFeat’s SIFT implementation by Vedaldi and 

Fulkerson [38]. 

Detected keypoints in image N were matched to keypoints detected in image (N-1). For image 

N, we count the number of detected keypoint, the number of matches found with (N-1) (after 

outliers rejection by RANSAC) and the time that detection and matching took.  

This process was carried out first without RTN then with RTN, keeping other SIFT parameters 

unchanged. Results are shown in Figure 38 and  

Figure 39. 

  

Figure 38: comparison without/with RTN for the image sequence from video1 (Elancourt).  

M = 100 keypoints per octave (3 octaves).  

 

  

Figure 39: comparison without/with RTN for the image sequence from video2 (Davron).  

M = 100 keypoints per octave (3 octaves).  
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When no suppression of keypoints is performed, SIFT parameters, more precisely the threshold 

on blob strength, is set such that there are always at least 3 correct matches (inliers)between 

every pair of images. Therefore, it is the most challenging pair of image (e.g. the pair 55/56 in 

Elancourt video or the pair 52/53 in Davron video) which constrains the parameters. While this 

pair of image gives rise to few correspondences, there are up to 500 or 700 correspondences for 

other couples, which is much more than necessary. Also, if we want to increase the minimum 

number of correspondences, the threshold on blob strength needs to be decreased, which will 

add hundreds of other correspondences in other pairs. 

When RTN suppression is performed, the threshold can be set to 0 while ensuring a maximum 

number of detected keypoints and correspondences (see Figure 38 and Figure 39). For the 

challenging pairs of images, the number of keypoints and matches is almost identical with and 

without RTN. However, in images where far too many keypoints were detected without RTN, 

this number is reduced and almost constant. This suppression of keypoints proved to save a lot 

of computation time in the guided matching step and Bundle Adjustment step, and enable us to 

control a little bit more the computation time and performance. 
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 Calibrated relative rotation C.

estimation 
Here we show the performances of the three different solvers presented in chapter  IV.C to get 

optimal estimate of a rotation from keypoint correspondences when an approximation of the 

calibration is known. 

1) Optimal solvers performances 

The three optimal solvers minimize a cost function C(R) to find the optimal rotation R. One 

uses an iterative algorithm to minimize of the reprojection error (Equation 16), whereas the 

others minimize Wahba’s criterion (Equation 17). We recall: 

(Equation 16): C(R) = ∑i (  | reproj(K,R,ui) - ui’ |²   +   | reproj(K,R
T
,ui’) - ui |²  ) 

(Equation 17): C(R) = ½  ∑i wi |di – R di’|² 

To compare the performances of the three optimal solvers, we first create a couple of synthetic 

images with a known rotation between the two cameras. Figure 40 shows an example of such 

couple of image. 

   

Figure 40. Left: superposition of two synthetic images. The rotation undergone by the camera 

between the two shots is 8 degrees about its Z-axis. Red points correspond to (noise free) keypoints 

in the first image and blue ones to keypoints in the second image. Only keypoints visible in both 

images are shown for clarity matters. Right: we recall camera axes convention. 

Gaussian noise is added to pixel coordinates in both images to model inaccuracies of the real 

keypoint detector. Then the solvers are executed. The errors between the true Tait-Bryan angles 

and those of the estimate are stored for each solver. We measure the error’s mean and variance 

by performing numerous estimations with random noise (but keeping the same noise free 

images).  

This process was first carried out with a constant number of correspondences between the two 

images while varying the standard deviation of pixel noise (Figure 41). As all solvers lead to 

identical results (almost-zero mean and equal variance), only one curve (the red triangles) is 

plotted. With backward transport of covariance (described by Hartley and Zisserman in [7]) 

applied to (Equation 17), we can compute the theoretical covariance of errors on the three 

angles. These theoretical values are compared to experimental ones in Figure 41 (green 

line).Theoretical and experimental variance are (logically enough) very close. 

Then the pixel noise was fixed and the number of correspondences was made variable. There 

the errors’ standard deviations and computation time were measured (Figure 42and Figure 43). 
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Figure 41: comparison between experimental standard deviation of errors on estimated Tait-Bryan 

angles and the theoretical ones. These results were obtained with a real rotation of 8 degrees 

around camera’s Z-axis and 40 correspondences as in Figure 40. 

 

 

What is important to notice is that the standard deviation of the error on roll (φ) estimation is 

much larger than for the two other Tait-Bryan angles (yaw and pitch).  This is confirmed by its 

theoretical calculus.  

Figure 42 shows how the variance of estimated rotation angles decreases when the number of 

matches between the two images increases. Only one curve was plotted as all solvers reached 

the same precision. Once again, it should be noticed that the error’s variance on roll estimation 

(φ) is much larger than for the other angles. 

Eventually, Figure 43 shows that the q-method is the fastest algorithm among the three.  
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Figure 42: evolution of errors’ standard deviation with respect to the number of correspondences. 

These results were obtained with 8 degrees rotation about camera’s Z-axis and a pixel noise 

standard deviation equal to 1pixel. 

. 

 

 

Figure 43: comparison of computation times. Same conditions as Figure 42.  
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2) RANSAC performance 

To test RANSAC robustness toward calibration approximation errors, it was run on the same 

couple of image, with the same keypoints and set of initial matches (see Figure 44) but with 

different focal length approximation. We explained in IV.C that an image transformation can be 

approximately described by different couple (focal length, rotation). We show here some results 

that support this assertion. 

 
Figure 44: matches given by D. Lowe matching technique. 

* For a focal length approximation very close to the real value, the rotation angles estimated are 

about: (yaw, pitch, roll) = (0.5, 20, 130) mrad and the inliers found are shown in Figure 45 

 
Figure 45 

* For a focal length approximation three times bigger than the real value, the estimated rotation 

is about: (yaw, pitch, roll) = (-2, 7, 40) mrad and the inliers are almost the same as before: 

 
Figure 46 

* For a focal length approximaion three times lower than the real value, we get about:  

(yaw, pitch, roll) = (6, 70, 420) mrad and a little fewer inliers : 
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Figure 47 

As expected, the value of the focal length approximation directly influences the estimated 

rotation. However, even very large modification of this approximation hardly impacts the 

classification of initial matches into inliers or outliers. This means that inlier/outlier 

classification can tolerate big errors of focal approximation.  
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 Guided Matching D.

Size of search region 

To determine the size of the search region to guide the matching, we need to know the order of 

magnitude of the difference Δd = (di –dj) between direction estimates of two elements Ei and Ej 

corresponding to the same object but that have not be identified as such so far (cf  Figure 23). In 

what follows, direction vectors d must be unitary. 

For this, we could use the distribution of the direction estimates difference between keypoints 

that have already been matched. Indeed, as shown in Figure 23, two matched keypoints lead 

(using (Equation 3) to two slightly different directions.  

Figure 48 shows the distribution (for every keypoint correspondence found before guided 

matching) of the squared norm of the differences of direction estimates, for both Elancourt and 

Davron sequence. 

 

Figure 48: Histograms (left Elancourt, right Davron) of squared norm of the difference between 

directions obtained from all already matched  (before guided matching) keypoints of a sequence.  

However, in the particular case of calibrated relative rotation estimation IV.C, we could avoid 

computing the histograms above. Indeed, the resolution of Wahba’s problem (Equation 17) 

already provides us with the mean squared norm <|Δd|²>i/i-1  of these differences for each couple 

of consecutive image (i /i-1). We can average them over all image couples of the sequence to 

get a global average < |Δd|² > over the sequence.  

For the first image sequence (Elancourt) we got < |Δd|² > = 3e-7 and for the second image 

sequence (Davron) we got  < |Δd|² > = 8e-8. This is consistent with the histograms. 

 

Threshold on descriptor distance 

To set the threshold’s value on the descriptor distance, I studied the distribution of descriptor 

distances between already matched keypoints.  
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These histograms suggest using a threshold between 200 and 300.  It seems quite independent 

on the image sequence. 

Results 

The guided matching was performed on the two videos. It successfully managed to establish 

correspondences that had been missed by the first matching step.  

The following table shows the number of elements before and after the guided matching was 

performed. The search area around an element was defined by |Δd|² < 3* <|Δd|²> and with a 

threshold of 300 on the descriptor distance. 

In particular, the number of element with multiple keypoints, i.e. the gathering of more than one 

keypoints, is given in the column “>1”. Those elements are the most important because they are 

those which create constraints in the Bundle Adjustment. The elements associated to a unique 

keypoints are counted in the column “=1”.  

Table 1: Number of elements before and after the guided matching. 

 Before guided matching After guided matching 

 #elements >1 =1 #elements >1 =1 

Elancourt 15 171 3 587 11 584 14 142 4 370 9 772 

Davron 26 608 8 820 17 788 25 609 9 612 15 997 

 

   Bundle Adjustment E.

Figure 49: Histogram of descriptor 

distances between robust matches 

from consecutive images.  

Image sequence from Elancourt. 

Figure 50: Histogram of descriptor 

distances between robust matches 

from consecutive images.  

Image sequence from Davron. 
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1) Synthetic data 

Here we investigate the influence of pixel noise on keypoints, overlapping ratio and the number 

of correspondences between consecutive image on the accuracy of camera rotation and 

calibration estimates. We also show why Bundle Adjustment is a necessary step to get accurate 

estimation by comparing results with ground-truth, before and after Bundle Adjustment. First 

we present a typical case showing the utility of Bundle Adjustment, then we investigate the 

influence of parameters value on the performance. 

Typical case 

Test procedure 

First, a sequence of synthetic images is created from a point cloud. The virtual camera is 

initially positioned horizontally and then undergoes a constant rotation about its Z-axis (vertical 

axis) between every shot until a 360° turn is performed, keeping the same calibration all along 

the turn. This way we control the overlapping ratio and number of common keypoints between 

two consecutive images. In addition, keypoint correspondences are perfect (no mismatch) and 

no guided matching has to be performed. We add a zero mean Gaussian noise to keypoints pixel 

coordinates. 

Then, we use an approximation of camera’s calibration (adding an error on internal parameters 

on purpose) to get relative rotation estimates as described in parts IV.C.  Those are composed to 

get camera rotations relative to camera1 and then changed of reference frame, thanks to two 

known directions, to get cameras orientations. At this point we can compare relative rotations 

and orientation estimates to the synthetic ground-truth.  

Eventually, Bundle Adjustment is run with these initial estimation, using correspondences 

between the first pictures and the last ones (loop closing) and two landmarks directions. Then 

we can compare the new internal camera parameters estimates with ground truth, and the 

estimate directions of camera centres with the true directions. 

Results Before Bundle Adjustment 

Figure 51 shows the typical errors before Bundle Adjustment for a sequence obtained with a 15° 

field of view virtual camera, a 50% overlapping ratio and ~40 correspondences between 

consecutive image, an error on focal length and principal point approximation of 5% and a pixel 

noise standard deviation of 0.5 pixel.  

The top plots show the (yaw, pitch roll) estimation errors for every relative rotation between 

consecutive images. The bias in yaw estimate comes from the approximation error of focal 

length (see Figure 21). There would also be a bias in pitch estimation if the camera also 

underwent a change of pitch. As mentioned in results about calibrated relative rotation 

estimation V.C, the variance of roll estimate is much larger than those of yaw and pitch. 

The bottom plots show the error of the estimated camera orientation. We see that the bias in 

yaw estimation leads to a drift in azimuth estimation. For visualisation matters, azimuth error 

has been divided by 20 before plotting.  

The roll error looks like a random walk as it is mainly made of the integration of relative roll 

errors, which can be modelled as a zero mean random variable.  

Eventually, the elevation error is pretty much the opposite of roll error integration. Indeed, a 

nonzero roll error at image N will induce a variation of elevation error for image N+1. This is 

shown in Figure 52. 



V. Experiments and results 

E. Bundle Adjustment 

63 

THALES 2015 

 

Figure 51: typical relative rotation estimation errors and their induced orientation errors on a 

sequence of 53 synthetic images 

. 

 

Figure 52: If at image N, azimuth and elevation estimates are correct but roll is erroneous, it will 

induce an error on (N+1)’s elevation estimate. It is the main cause of elevation error, as pitch error 

is small on relative rotation estimates. 

True camera orientations 

Estimated camera orientations 

Relative rotation 

Relative rotation estimate 
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Results after Bundle Adjustment 

Figure 53 shows an example of errors in camera orientations (rotations) after Bundle 

Adjustment. We can see that thanks to the loop closing constraint, the drift on azimuth errors 

has disappeared. Also, elevation error’s magnitude is lower. However azimuth and elevations 

estimates are both biased (their error has a nonzero mean). In fact, this is not the sign of a bad 

refinement by Bundle Adjustment. It is due to the fact that a small error on principal point pixel 

coordinates is quite well compensated by a bias of camera orientations (this is called a near-

ambiguity [39] an comes from the fact that the camera orientation is defined using its optical 

axis, which might be badly estimated as well). In short, a slight image translation (induced by a 

bad estimate of the principal point) is quite equivalent to a small camera rotation. For this same 

image sequence, the principal point estimate after Bundle Adjustment was indeed also 2% 

wrong, but such that this error compensates the bias of orientation estimates.  

Figure 54 shows the errors on image centres’ direction estimates. This direction does not depend 

on other estimated parameter (it is a physical direction given by the centre of the sensor) and 

really allows evaluating the quality of estimation, as it takes into account the error in both the 

principal point and the errors it induces on rotation estimates. We can see that the estimates 

errors are almost zero mean. 

 

Figure 53: example of errors on cameras orientation after Bundle Adjustment. A bias in azimuth 

and elevation remains. 

 

 

Figure 54: azimuth and elevation error on image centre’s direction after Bundle Adjustment. 

Yellows marker indicates in which images a known direction (simulating a known landmark) was 

given to Bundle Adjustment. The blue marker indicates the loop closing. 
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Azimuth errors remain under the desired threshold of 1 mrad (with this set of simulation 

parameters). However we can see that elevation error has a larger magnitude. This is mostly 

because Bundle Adjustment did not succeed on decreasing the roll error (and roll error creates 

elevation errors as shown in Figure 52).  

Also it should be noted that directions that were given to the Bundle Adjustment, to simulate the 

known landmarks directions, were given without any error. Though, if a bias is introduced on 

the azimuth of these known direction, then it logically induces a bias in every image centres’ 

direction estimate. 

Influence of parameters on performance 

Here we investigate the influence of the number of correspondences (inliers) and the 

overlapping ratio between consecutive images on the estimation accuracy after Bundle 

Adjustment. In the previous paragraph, Figure 51, Figure 53, Figure 54 show the estimates 

accuracy for a particular experiment. Here, to determine the general influence of overlapping 

ratio and number of correspondences, the results of many experiments (execution of the whole 

Phase 1 on a synthetic image sequence) are averaged.  

Test procedure 

For 120 different point clouds, the estimation results after Bundle Adjustment were recorded for 

different the combination (overlapping ratio/number of correspondences). For a given 

combination, the angle of rotation undergone by the camera around the vertical axis is set in 

order to get the desired overlapping ratio (the field of view is known, equal to 15°). For each 

pair of image, a number of points visible in both images is randomly selected among the cloud 

in order to get the desired number of correspondences. Gaussian noise of constant 1 pixel 

deviation is added to every pixel coordinates of synthetic keypoints. Then Phase 1 is executed. 

Two landmarks are given to the Bundle Adjustment, separated by approximately 90°. 

Evaluation 

After execution of Bundle Adjustment, the root mean square error of the image centre direction 

estimate is computed for every image sequence, and then the average is computed over all 

experiments performed with the same combination of parameters. Results are shown in Figure 

55 Figure 56.  

We cannot see any clear relation between azimuth errors and overlapping ratio, however, there 

is a clear minimum of elevation error around an overlapping ratio of 65%. Regarding the 

number of correspondences, there is no big influence on elevation accuracy (it is even surprising 

that only 10 correspondences give slightly better accuracy). On azimuth accuracy, the results are 

a little bit better with 20, 40 or 80 correspondences than just with 10. 

Eventually, Figure 57 shows the time Bundle Adjustment takes to run, for every set of 

parameter. We see that it mostly depends on the number of correspondences. This is consistent 

with the theory since the dimension of the problem (the number of parameter to estimate) is 

mainly twice the number of direction to estimate, and there is one direction per correspondence. 

Concerning the overlapping ratio: 

- If it is over 0.5: when it increases, the number of direction to estimate remain constant 

(all points are at least visible twice so used in the minimization process, see IV.F.4 ). 

However, the number of projections grows, which increases the size of the error vector 

and the computation time of its Jacobian (see IV.F). 

- If it is under 0.5: when it decreases, less images are needed to complete the 360° 

panorama, so the total number of point visible at least twice decreases and the 

minimization of the cost function is faster. However total number of projection 

increases. Indeed, as shown in Figure 58, to maintain a constant number of 

correspondences between two images while decreasing the overlapping ratio, the point 
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the density of projections has to be higher. For those associated to points visible only 

once (thus not used in Bundle Adjustment, see IV.F.4), their direction has to be updated 

using calibration and orientations estimates obtained after Bundle.  This step partly 

(when the ratio is close to 0.5) or totally (for ratio under 0.3) compensates the gain of 

execution time of Bundle Adjustment. 

 

 

 

Figure 55: average over all experiments of RMS camera elevation estimates errors for different 

overlapping ratio and number of correspondences between consecutive images. 

 

 

Figure 56: average over all experiments of RMS camera elevation estimates errors 
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Figure 57: total execution time of Bundle Adjustment 

 

 

 

Figure 58: two cases of overlapping images. To have the same number of common visible points 

between the two images, the density of projections (corresponding to detected keypoints) in one 

image has to be higher when the overlapping ratio is lower. 
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2) Real data 

Before Bundle Adjustment 

When executing every step from temporal subsampling to Change of reference frame on a 

video, using an approximation of camera calibration, it produces camera orientation estimates 

that can be used to create images mosaics. In Figure 59 and Figure 60 are represented the loop 

closing parts of the two images sequence (Elancourt and Davron videos). This enables to 

highlight the fact that initial estimates before Bundle Adjustment 1) are inaccurate 2) do not 

take into account potential matches between keypoints of the first and last picture. 

 

Figure 59: beginning (right) and end (left) of the image sequence extracted from Elancourt video, 

using camera orientation estimates and calibration approximation before Bundle Adjustment. 

 

 

Figure 60: beginning (right) and end (left) of the image sequence extracted from Davron video, 

using camera orientation estimates and calibration approximation before Bundle Adjustment. 

 

After Bundle Adjustment 

We provide these initial estimations, along with two known directions, to the Bundle 

Adjustment block, for each images sequence. Images mosaics built with camera orientations 

and calibration obtained after Bundle Adjustment are given in Figure 61 and Figure 62. The end 

and the start of the sequence now overlap perfectly. 
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Figure 61: 360° panorama, divided in 4 stripes, reconstructed from images sequence extracted from 

Elancourt video, with estimates obtained after Bundle Adjustment. Yellow circles indicate the 

known directions that were given to the Bundle Adjustment (two water towers). Red circles 

indicate the elements used to evaluate the quality of estimation (an antenna and a building corner). 

Performance evaluation 

A way to evaluate the quality of the camera calibration and rotations estimates is to select some 

scene elements (red circles in Figure 61) and to compare the direction computed using our 

estimations with a reference direction obtained from another source (e.g. Google Maps or 

Geoportail.gouv.fr). Though, the altitude (and therefore the reference elevation we can 

compute) available on such services is the ground altitude, whereas most of the characteristic 

scene elements available in the images do not lie on the ground. In fact, scene elements whose 

elevation was quite accurately known were already used as landmarks (yellow circles).  

So we could not evaluate precisely the elevation performance. However, we could evaluate the 

azimuth accuracy, which reached the desired performances (less than 1mrad error), for both 

elements (red circles). 

Even if we cannot measure elevation performance, we can see that it is not as good as azimuth’s 

(like in synthetic case) by looking at the estimated horizon. This is especially true for Davron 

mosaics (Figure 62), where the horizontal plane is clearly not estimated as horizontal. This is 

also visible in Figure 63 in the case of Elancourt sequence. 

The poorer elevation estimation in Davron’s case, compared to Elancourt video, can be 

explained by two factors. First, the field of view used was smaller, so more images were 

needed, leading to more roll errors and therefore to more elevation errors. Also, the two 

landmarks were much more collinear (~45° apart) than in Elancourt’s case (~100° apart) which 

lead to poorer rotation estimate between camera1 frame and NED frame. 
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Figure 62: 360° panorama obtained from Davron images sequence, using estimates after Bundle 

Adjustment. Yellow circles are landmarks used for Bundle Adjustment (two bell towers). Yellow 

lines are approximate horizontal lines. 
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 Using inclinometer measurements F.
The infrared camera does have an inclinometer. However, it is not possible to record 

inclinometers measurements while shooting a video. They are only available when taking a 

picture manually. Therefore another sequence of manually taken pictures has been shot in order 

to have the inclinometer measurement corresponding to every image of the sequence. 

Then, the whole process was executed on this images sequence, once without using the 

inclinometer measurements, and once using them. The graduations next to panoramas shown 

below are the azimuth (on x-axis) and the elevation (on y-axis) expressed in degrees. 

Without inclinometer measurements 

 

 

Figure 63: image mosaic from Elancourt video obtained after Bundle Adjustement, without using 

inclinometers measurements. Red lines are perfectly horizontal, yellow lines are estimated horizon. 
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With inclinometer measurements 

 

Figure 64: panorama obtained using inclinometer measurements.  

When inclinometer measurements are not used, we can see on Figure 63 that the horizon 

elavation (which should be constant) can vary by more than one degree (~17mrad), which is not 

accptable. 

If inclinometer measurements are used, the estimated horizon is much more horizontal. 

Regarding azimuth performance, the residuals of estimated azimuth for the four scene elements 

are under 0.6 mrad.
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VI. Conclusion 
Accomplished work 

A complete method, divided in two phases, has been proposed to solve the problem of direction 

estimation. An algorithmic chain has been designed for each phase. The first phase have been 

implemented in Matlab and tested on both synthetic and real data. 

Performances 

The results on real data obtained with inclinometer measurements achieve the desired goal, 

that’s to say azimuth accuracy of the order of 1mrad and elevation accuracy of the order of 

inclinometer’s accuracy. This represents a gain of performance compared to the classical pair 

(magnetic compass + inclinometer). Although this looks promising, it should be confirmed and 

validated by a more thorough performance evaluation, with more than two or three available 

reference landmarks that could unfortunately performed. For this, an environment with many 

landmarks distributed all around the camera is needed, which is not a small matter. 

Remaining work 

In order to get a complete working system, Phase 2 still has to be implemented.  

Concerning phase 1, its computation time control should be studied. At this point, it is already 

possible to vary Phase 1’s computation time on a particular case by tuning some parameters 

(computation time mainly depends on keypoints number which in turn depend on the used 

detector parameters). However this time can vary from a use case to another, depending on the 

texture or illumination of the scene. Thus it should be controlled to guarantee an almost constant 

or controllable execution time to the operator regardless the kind on observed scene. 

Improvements 

Using auto-calibration techniques (c.f. chapter VII) would allow releasing the “known and 

constant focal length” constraint in Phase 1. This way, the operator could zoom in or out while 

performing the scene scanning (video acquisition). However this is not necessary if the optical 

device enables you to get a reasonable approximation of camera’s focal length. Regarding 

performances, taking into account the distortion may lead to a slight accuracy improvement. 

Finally, an interesting line of thought for future improvement is using a single landmark along 

with inclinometer measurements to determine the rotation between the first camera reference 

frame and the NED coordinate system (cf IV.E). This would be very convenient as it is much 

harder to get two accurate landmarks than a single one. 
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VII. Annex: auto-calibration 
In chapter IV.C, we considered the case when calibrations are approximately known for 

every image of the sequence. However, it is theoretically possible to retrieve these 

calibrations from keypoint correspondences between overlapping images, assuming that 

the camera undergoes pure rotations. This is known as auto calibration [40] [41] [39]. 

In [40], Hartley et al. present a linear algorithm for auto-calibration of a rotating camera whose 

calibration is totally unknown but constant. It has to be applied on a sequence of images (at least 

3 images are needed) and uses the homographies (c.f. (Equation 13)) existing between one of 

the image and every other to compute a single calibration matrix.  

In [41], Brown et al. show both a linear (base on homographies) and a nonlinear algorithm for 

auto-calibration of cameras whose only the focal length may vary. Unlike [40], these algorithms 

can only be applied to a pair of image and give a focal length to each image of every pair. 

Therefore, when applied to an entire sequence of image, images usually have several focal 

length estimates, and further work has to be done to get a unique calibration for every image.  

In [39], Agapito et al. study the general case of auto calibration of rotating camera whose 

calibration is totally unknown and varies. They propose a linear algorithm which gives initial 

estimation for a nonlinear estimation. 

I implemented both [40] and [41] algorithms to try estimating the calibration of the camera in 

both image sequences acquired in Elancourt and Davron (in both, the calibration was constant). 

However, results were not satisfying at all. When only the focal length was estimated ( [41]), 

the focal estimate varied in the ratio of one to 10 around the true focal depending on which 

image couple was used. When using the method from [40], the results could be quite 

inconsistent or the algorithm may even fail.  

To try to understand the causes of this phenomenon, I applied these algorithms on synthetic data 

(noisy pixel coordinates of keypoints correspondences obtained as shown in chapter V’s 

introduction). Homographies computed from noisy correspondences could be compared to the 

ground truth (compute using (Equation 13)). It appeared that the homographies were very 

sensible to noise, inducing the bad performance (or even the failure) of the algorithm from [40]. 

The same bad performances were observed with algorithm from [41]. 

This big influence of noise on calibration estimation comes from the “near-ambiguity” between 

focal length and angle of rotation. Near-ambiguity, as well explained in [39], consists of 

“coupled changes in the parameters being barely observable in the image motion and therefore 

often falling below noise levels”. In other words, a change in the angle of rotation has an 

influence on the observation that is so close to the influence of a change in focal length that it is 

hard to estimate accurately the two values. This near-ambiguity is especially present for small 

angle of rotations or small field of view [39], which is the case of our image sequences. Agapito 

et al. [39] suggests that this near-ambiguity is less pronounced when the principal point is not 

allowed to vary. 

A thorough study of auto-calibration in the particular case of small field of view cameras should 

therefore be performed in order to successfully integrate this feature to the system.  
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