
DEGREE PROJECT, IN  , SECOND LEVELCOMPUTER SCIENCE

STOCKHOLM,  SWEDEN 2015

Learning to target advertisements at
Spotify

MATTEO POLETTI

KTH ROYAL INSTITUTE OF TECHNOLOGY

SCHOOL OF COMPUTER SCIENCE AND COMMUNICATION (CSC)



Learning to target advertisements at Spotify

MATTEO POLETTI

poletti@kth.se

Master’s Thesis at
School of Computer Science and Communication (CSC)

KTH Royal Institute of Technology, Sweden

Supervisor: Hedvig Kjellström
Examiner: Danica Kragic

Company: Spotify
Company supervisor: Anders Arpteg





Abstract

The goal of this thesis work is to develop a methodology
to optimize advertisement targeting inside the Spotify plat-
form. By understanding the relevance of advertisements to
users, the advertisement efficacy can be improved leading
to an overall reduced advertisement load, to a better user
experience, and to an increased advertisement revenue.

Three types of advertisement are delivered inside the
Spotify platform: house advertisements, which promote
the Spotify premium subscription, label advertisements,
which promote artists and albums and commercial adver-
tisements, which promote external brands or products. For
each type, machine learning models were implemented to
optimize the matching of advertisements to users.

The house advertisement targeting focused on maxi-
mizing the conversions of users from free to premium sub-
scriptions. Unlike traditional advertisement targeting mod-
els, which focus on estimating the user probability of con-
verting, the proposed approach focuses on estimating the
change in probability of converting when an advertisement
is delivered, so that only impressions producing a true uplift
are delivered.

The targeting of label advertisements optimized the
number of users starting to listen to the advertised mu-
sic. The implemented approach delivers relevant advertise-
ments based on an evaluation of the affinity between the
user’s music and the advertised music and on the user’s
listening behavior.

The commercial advertisement targeting optimized the
number of clicks on advertisements. Given that commer-
cial advertisements advertise external products, the main
challenge faced was the lack of relevant data to inform the
targeting. The implemented approach tries to deal with
this problem by combining feature based methods with col-
laborative filtering methods.

The main contribution of this thesis work is the imple-
mentation of machine learning models to improve adver-
tisement targeting inside the Spotify platform. In partic-
ular, the proposed methodology uses uplift modeling, with
a modified approach to handle bias in the training data,
and also makes use of meta-data to better understand the
context of the campaigns.



Referat

Målet med denna masteruppsats är att utveckla en metod
för att optimera målgruppsinriktning för reklam i Spotify-
plattformen. Genom att förstå relevansen av reklamen rik-
tad mot användarna kan reklameffektiviteten förbättras,
vilken leder till minskat reklamtryck överlag, förbättrad an-
vändarupplevelse och ökade reklamintäkter.

Tre olika typer av reklam används i Spotify-plattformen:
Spotify specifik reklam, som uppmuntrar byte till Spotifys
premium-alternativ, skivbolagsreklam, som gör reklam för
artister och album, samt kommersiell reklam, som gör re-
klam för andra externa märken och produkter. För varje
typ av reklam implementeras maskininlärningsmetoder för
att optimera matchningen mellan reklam och användare.

Målgruppsinriktningen för Spotify specifik reklam fo-
kuserar på att maximera antalet konverteringar från gra-
tisanvändare till premiumanvändare. Till skillnad från tra-
ditionella modeller för reklammålgruppsinriktning, som fo-
kuserar på att estimera sannolikheten att användaren kon-
verterar, fokuserar den föreslagna metoden på att estimera
skillnaden i sannolikheten för att konvertera när man får
ett reklamintryck jämfört med att inte få reklamintrycket,
så att endast reklam som har en sann inverkan skickas.

Skivbolagsreklamen målgruppsinriktas med fokus på att
optimera antalet användare som börjar lyssna på musiken
som det görs reklam för. Den implementerade metoden ger
relevant reklam baserad på en evaluering av samhörigheten
mellan användarens musik och musiken som det skall göras
reklam för, samt användarens lyssnarbeteende.

Målgruppsinriktningen för kommersiell reklam optime-
rar antalet klickningar på reklamen. Givet att kommersiell
reklam gör reklam för externa produkter är huvudutma-
ningen att det saknas relevant data för målgruppsinrikt-
ningen. Den implementerade metoden försöker hantera det-
ta problem genom att kombinera egenskapsbaserademeto-
der med collaborative filtering-metoder.

Huvudbidraget av denna masteruppsats är implemen-
tationen av maskininlärningsmodeller för att förbättra re-
klammålgruppsinriktning i Spotify-plattformen. Speciellt an-
vänder den föreslagna metoden uplift-modeller, med modi-
fikationer för att hantera skevhet i träningsdata, och an-
vänder även metadata för att bättre förstå kontexten till
reklamkampanjerna.
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Chapter 1

Introduction

1.1 Online advertising

Online advertising has become a core component of many Internet-based business
models. In 2014, the Internet advertising revenues in the United States totaled
$49.5 billion, with a 15.6% increase from 2013 [29].

Advertising brings together three players: advertisers, users and the service
provider. The service provider can be any online platform delivering services to the
users, such as search engines (e.g. Google), content providers (e.g. Yahoo) or social
networks (e.g. Facebook). The service provider publishes advertisements to sustain
its business. Users benefit of the services delivered by the provider usually for
free, and accept advertisements as a form of payment. Advertisers pay the service
provider to deliver advertisements to users.

Advertisers are interested in maximizing the profit while minimizing the amount
of money spent. Users are interested in a high quality experience using the service,
which may be compromised by annoying advertisements. The service provider is
interested in maintaining a delicate equilibrium between the interests of the other
players: on one side, the user base is a key asset of the business, therefore main-
taining a high user satisfaction is a priority; on the other side, the advertisement
revenues are very valuable to the business and making the platform appetible for
advertisers is strategic.

The optimization of advertising strategies is therefore of key relevance for ad-
vertising platforms. A relatively new discipline called Computational Advertising
has developed dealing with this problem. In this field, one of the most important
topic is advertisement targeting, which refers to finding the best possible match of
advertisements to users. Advertisement targeting involves evaluating the relevance
of advertisements to users to effectively deliver only pertinent advertisements.

1.2 Advertising at Spotify

The work described in this report focuses on the targeting of advertisements inside
the Spotify platform. Spotify is a music streaming company delivering services to
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CHAPTER 1. INTRODUCTION

75 million active users globally, as reported in Q1 of 2015. Spotify is currently
offering two type of subscriptions: a free, ad-supported subscription and a premium
subscription. Learning how to serve relevant advertisements to the right user is
crucial for the Spotify business to improve the user experience and to increase the
advertisement revenues.

About 48 million users use the Spotify service free of charge. The only rev-
enue produced by free subscription is the advertisement revenue. In order to result
appealing to advertisers, an advertising platform has to prove the efficacy of adver-
tisement campaigns conducted inside the service. When the campaigns effectiveness
is improved, more advertisers will be willing to advertise on the platform and the
advertisement revenue will increase.

Advertisement campaigns run in the Spotify service deliver two types of cre-
atives1: visual creatives are displayed within the user interface in dedicated slots,
audio creatives are delivered at regular intervals in breaks between track streams.
The format and content of the delivered advertisements can have a negative impact
on the user experience when using the service. For instance, the delivery of an audio
advertisement promoting a music type completely unrelated to the tracks listened
by the user may result annoying and inappropriate.

The advantages of optimizing the advertising strategies are two-fold: the tar-
geting of advertisements can improve the campaign effectiveness making advertisers
more willing to invest in campaigns and therefore increasing the advertisement rev-
enues; in addition, having better targeted advertisements implies delivering adver-
tisements more suited to the user and the context, avoiding negative repercussions
on the user experience.

The Spotify context presents some peculiarities that are not frequent in stan-
dard advertising platforms and need to be taken into account when building an
advertisement targeting system. The first distinctive element is the use of differ-
ent types of advertisement. Advertisements delivered by Spotify can be grouped
in three types/categories: house advertisements, promoting the Spotify premium
account; label advertisements, promoting artists or playlists; commercial advertise-
ments, promoting external brands or products. Another important difference is how
the user engage with the service. Listening to music can be a passive activity for
most of the time without requiring a constant attention by the user. A third impor-
tant difference is the relationship between Spotify and the advertisers. In the case
of label advertisements, the advertisers are the music labels who own the copyright
of the tracks streamed by the service. Therefore, music labels are at the same time
customers and partners and is in the best interest of Spotify to make this kind of
advertisement as effective as possible. This holds particularly true in the case of
house advertisements, when the advertiser is Spotify itself.

1Creative: the content of an advertisement, its format and layout.
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1.3 Objective

The main objective of this thesis work is to propose a methodology to perform adver-
tisement targeting in the context of the Spotify service. The proposed methodology
is required to handle all the types of delivered advertisement accounting for the
peculiarities of the Spotify advertisement setting.

Particular attention will be paid to the choice of the optimization objectives.
While most of the advertisement targeting studies proposed in literature focused on
optimizing the Click-Trough Rate (CTR), this approach may not be well suited for
most of the advertisements delivered by Spotify. Other optimization metrics will
be considered and their relevance to the task will be discussed based on the goals
of the advertisement campaign. For instance, when promoting Spotify premium
subscriptions, converting to the advertised product may be more relevant than
clicking on the advertisement itself.

Of great importance will be the selection of data relevant to the targeting task.
Many types of data are available inside the Spotify platform, from user demographic
and user engagement to service utilization and listening behavior. Using the right
data in relation to the optimization objective is fundamental. For instance, when
promoting artists, features extracted from the user listening behavior may be more
relevant than when advertising special subscription promotions. When building the
targeting models, the role played by each groups of features in the targeting will be
evaluated.

Finally, when facing the advertisement targeting problem, some arising issues
are shared by many different online advertising contexts. Some examples are the
need of handling simultaneously many different campaigns, the sparsity of posi-
tive interactions, the difficulty in defining meaningful target objectives, the need
of learning at scale. Many of these challenges have been debated in literature and
solutions have been proposed. This thesis work will show how these issues can be
addressed within the Spotify context.

1.4 Outline

In Chapter 2 an overview of relevant articles about advertisement targeting will be
given together with an overview of standard challenges faced in online advertising
and proposed solutions. Chapter 3 will present some relevant information regarding
the data used and the challenges faced in this work. Chapter 4 will abstract a general
framework for advertisement targeting and present the methodology implemented to
solve the targeting task. In addition, the evaluation strategies used will be discussed.
Chapter 5 will present the results obtained. Finally, Chapter 6 will discuss the
results obtained, present some final remarks and express some considerations for
future developments.
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Chapter 2

Related work

Computational advertising is a relatively new discipline that deals with the problem
of targeting advertisements. There are three standard approaches to advertisement
targeting: property, user segment and behavioral targeting [25].

Property targeting consists in placing advertisements where they are more likely
to be seen by interested users (e.g. a car advertisement in an online car magazine).
User segment targeting consists in focusing advertisement campaigns on specific
groups of users, identified by user-related features such as demographic information.
Behavioral targeting involves using recorded user data, such as the action history,
to select potentially interesting advertisements. The underlying assumption is that
users exhibiting similar behaviors will have similar reactions to advertisements. A
systematic study of the applicability of behavioral targeting to online advertising
on search engines has been provided by Yan et al. [39].

Behavioral targeting methods have been widely adopted in advertisement target-
ing. A big advantage of these methods is that they can be used to tune predictions
on the individual user leading to more accurate estimations. Many methods have
been proposed and developed to reach this goal. In Section 2.1 an overview of
important works in the field is proposed.

Behavioral targeting considers user event histories to build a user representation
which is then used to make predictions. However, such representation, built from
user data, is likely to be a poor representation, meaning that is likely to fail captur-
ing the complexity of an individual. In recommender systems this issue has been
addressed successfully with Collaborative Filtering methods, where similarities in
user preferences are leveraged to express items recommendations. The problem of
advertisement matching can as well be seen as a recommendation problem. However,
not many studies tackled the problem assuming a Collaborative Filtering approach.
In Section 2.2 an overview of Collaborative Filtering for advertisement targeting is
given and some interesting related studies in the field of recommender systems are
presented.

Finally, in Section 2.3 some important challenges connected to advertisement
targeting will be investigated presenting interesting and original solutions proposed
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CHAPTER 2. RELATED WORK

in previous studies. As is standard in the industry, in the following the term im-
pression will be used to refer to the delivery of an advertisement.

2.1 Behavioral targeting

Behavioral advertisement targeting systems can be grouped based on the type of
data used. There are three main sources of data relevant to the task: user data,
advertisement data and context related data. Section 2.1.1 will focus on models
using only user data. Section 2.1.2 will include models integrating different sources
of data.

2.1.1 Pure behavioral targeting

The original behavioral targeting definition refers to targeting users based on user
recorded data. Most of the advertisement targeting studies consider data obtained
by user browsing histories and searching queries. Pandey et al. [25] proposed a
framework for advertisement behavioral targeting based on user events: users are
considered as processes emitting sequences of events, which may be of different
types. Events may be browsing activities, advertisement activities or search queries.
The authors tested the proposed framework to investigate which metrics should
be optimized in the context of advertisement targeting, concluding that the best
strategy is to optimize conversions and clicks together.

A similar research proposed by Chen et al. [9] describes a scalable system for
advertisement clicks prediction developed at Yahoo!. The system considers user
recorded events such as page views and search queries. The focus of this work
is describing a MapReduce statistical learning algorithm implemented to scale to
the whole user base. A more detailed and recent description of the system in use
at Yahoo! is provided by Aly et al. [3]. The authors describe new strategies to
scale and discuss issues related to managing many per-campaign conversion models
simultaneously.

Another advertisement targeting model deployed in an industrial setting at Me-
dia6Degrees was described by Perlich et al. [28]. The system leverages information
from the users browsing histories to target advertisements belonging to many cam-
paigns. Specifically, the paper focuses on the problem of prospecting users, which
consists in targeting users without previous interactions with the advertisement
campaign. The strategy presented is based on transfer learning methods, which
consist in partially performing the learning task in domains different from the tar-
get domain to later transfer the obtained knowledge to the target learning task.
For example, a campaign model may be built considering, in addition to previous
user-campaign interactions, also previous user-brand interactions.

A slightly different approach to behavioral targeting was taken by Wu et al. [38],
who considered the latent semantic of user behaviors. The authors proposed to
apply the same approach of Probabilistic Latent Semantic for document classifi-
cation to advertisement targeting, analyzing the similarities between user-queries
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and document-words. Queries are represented as bag of words and latent semantic
factors are mined from them. The latent factors are then used to perform user
segmentation.

2.1.2 Behavioral targeting with advertisement and context data

Behavioral targeting systems can generally be improved including other sources
of data in addition to user recorded data. Very often, the most specialized and
granular model built in the advertisement targeting context performs prediction at
campaigns level. Therefore, the same model has to make predictions for different
types of advertisements in the same campaign. Based on this observation, a natural
extension to pure behavioral targeting models is to include data related to the
advertisement itself. A study by McMahan et al. [22] presented a selection of case
studies in the context of a deployed CTR prediction system at Google. Data from
user queries and advertisement data such as textual content or meta-data were
considered. The paper describes an online learning classification algorithm used by
the system to predict advertisement clicks. Scaling issues and challenges related to
developing a real-world system are also discussed. Another study leveraging users
and advertisements data was proposed by Liu et al. [20]. The paper describes a
targeting system for conversion optimization. An interesting contribution is the use
of campaign meta-data to address the cold start problem, which refers to the initial
lack of data which may impact the system performance.

A different approach to deal with advertisements and user data was proposed by
Wang et al. [37]. The authors presented a study developed at Facebook focusing on
serving relevant advertisements to users of a social network. A set of semantically
meaningful concepts were considered to match advertisements to users. The first
phase of the algorithm inferred the relation between topics and users or advertise-
ments. The inference was based on connections to other entities in the network such
as Facebook pages or groups. Those entities contained textual data which allowed
to automatically extract the topics they referred to. From those, advertisements and
users were represented through concept vectors which were then used to estimate
their similarity.

Many studies enhanced the performance of advertisement targeting systems con-
sidering the context in which impressions are delivered. Joshi et al. [18] proposed
a method to integrate information from users, advertisements and pages where the
impression is displayed. The idea was to consider a common feature representation
for all the three sources. Pages and advertisements had already a textual repre-
sentation, therefore also users were given a textual representation based on their
search queries. Users were then matched to a couple ad-page based on text matching
methods. Textual representations of advertisements are widely used because easily
available, however other features types can result more effective for some applica-
tions. A study by Cheng et al. [10] proposed a method to enhance predictions made
for new advertisements by considering multimedia features extracted from display
advertisements.

7
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Agarwal et al. [2] proposed a model leveraging data extracted from user histories,
context and advertisements. The system proposed is an end-to-end machine learning
solution deployed at Linkedin. Information from different sources were merged
together considering all possible first and second level interactions. Many other
aspects were covered in the paper, from the online update of the model to strategies
and algorithms implemented to scale to massive datasets.

Another model tested in an industrial setting was proposed by He et al. [15],
who described a system for advertisement click predictions built at Facebook. The
system made use of historical features extracted from users, advertisements and
accounted also for contextual features. The solution proposed used an ensemble of
decision trees as a transformation layer which merged and integrated the data. The
output of the ensemble was then fed into a linear classifier.

When dealing with many data sources and granular features, sparsity can easily
become an issue. Agarwal et al. [1] focused on the problem of dealing with high
dimensional features and the consequent sparsity of the data. The proposed solution
was to exploit hierarchical structures in the feature. When enough observations are
available the finer resolution is considered. If data are too sparse a coarser level
in the feature hierarchy is used. Specifically, the model included two hierarchical
attributes, publisher and advertisers, and included behavioral targeting attributes
to tune predictions accuracy.

Finally, in the context of social networks, social connections may represent an
additional source of data. Targeting methods basing predictions on users connec-
tions are referred to as social targeting. Liu et al. [19] investigated the feasibility
of social targeting methods for advertisement targeting. Social features were ex-
tracted from neighborhood statistics such as the number of neighbors who clicked
the ad. Community features were also considered, accounting for statistics in the
user community. The authors observed that behavioral targeting features were the
most predictive, however training the model with the addition of social features
slightly improved the performance.

2.2 Collaborative filtering recommender systems

Collaborative Filtering has been widely used by recommender systems to produce
recommendations based on user preference similarities. The advertisement targeting
problem can be regarded as a recommendation problem, where advertisements are
“recommended” to users. An important difference from standard settings is the
sparsity of positive user-item interactions. Some studies have tested Collaborative
Filtering methods for advertisement targeting. Anastasakos et al. [4] dealt with
the problem of matching a relevant advertisement to a search query considering the
query-ad clicks graph. The proposed method match an advertisement to a query
based on the number of clicks on the advertisement produced by similar queries.

A vast corpus of literature on recommendation systems is available. However,
given the peculiarity of the advertisement targeting setting pure collaborative fil-
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tering approaches may suffer the sparsity of positive interactions. For this reason,
more attention will be given to studies including content-based data in addition to
user-item interactions.

Even though never explicitly mentioned, Collaborative Filtering methods were
applied to advertisement matching by Chen et al. [8]. The proposed method was
based on the factorization of the users-ad clicks matrix. User events, such as page
visits, were also included in the matrix to generate a more comprehensive latent
semantic embedding.

Stern et al. [34] proposed a model for items recommendation based both on
Collaborative filtering and content-based approaches. When few interaction data
for a user or an item are available, using extra content-based information can lead
to better recommendations. When more data are collected, collaborative filtering
methods are more effectively in considering the user specific preferences. Therefore,
traits for users and items were defined considering both latent factors and feature
vectors. The affinity between users and items was then given by the proximity of
trait vectors. Additionally, context factors were considered and modeled as bias in
the measurement of the affinity.

The same recommendation algorithm was used by Sven et al. [36] to predict
clicks on advertisements. The focus of this study was to test whether a single
model making predictions for advertisements belonging to many different topics is
more effective than many per-topic models.

Another context-aware recommendation system was proposed by Nguyen et
al. [24]. The authors considered a latent factors representation of users, items and
context. The utility given by a user to a couple item-context was then modeled
as a function of the latent factors of item and context. More precisely, the utility
functions are modeled with Gaussian Processes with co-variance dependent on the
observation latent representations.

Finally, Ma et al. [21] proposed a probabilistic factor modeling framework for
website recommendations. An interesting intuition was to model the problem
with two interaction matrices: user-web site interaction and user-query interac-
tion. Starting from the matrices, latent factors were inferred for web site, users and
queries. The recommendations were then based on the inferred latent factors of
users and items.

2.3 Challenges

A number of challenges arises when designing an advertisement targeting system.
In this section some recurring issues are discussed and some solutions proposed in
literature are presented.

2.3.1 Evaluation metrics

The first step designing a targeting system is to choose which metric should be
optimized. Most studies in advertisement targeting optimized the Click Through
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Rate (CTR) [9, 2, 22, 15, 19, 36]. Some studies optimized the conversion rate
[20, 3]. CTR is widely used because easily detectable. However, even though CTR
surely represents a proxy for user interests, it can be misleading. Advertisers are
usually more interested in the conversion rate. The reason why conversions were
not frequently adopted as optimization metric is that they are not usually easily
detectable and they suffer a higher sparsity.

Pandey et al. analyzed differences between click and conversion rates and showed
that using both clicks and conversions achieved a better conversion prediction [25].
This result can be explained noting that clicks alleviate the sparsity problem. Along
the same line, Perlich et al. [28] suggested to reduce conversions sparsity considering
also brand actions as positive outcomes. Brand actions refer to interactions between
users and the advertised brand (e.g. visit of the website). The results by Pandey et
al. were also confirmed by Dalessandro et al. [12], who showed that clicks are indeed
a poor proxy for conversions. The authors argued that the observed results do not
necessarily imply that clicks have an intrinsic poor conversion prediction power.
The results may be rather due to years of CTR optimization strategies which lead
to creative designs entirely thought to entice the click.

Finally, some type of campaigns may not be effectively evaluated with standard
metrics. Chan et al. [6] suggested that counting clicks may miss the evaluation of
important campaign targets. Consider for example non clickable advertisements
or awareness-raising campaigns. The approach proposed by Chan et al. was to
evaluate the effectiveness of a campaign considering the change in probability of a
user searching for the advertised brand. The evaluation was done selecting a control
group not exposed to the campaign. However, the control group selection incurred
in a bias towards inactive or less interested users which had to be accounted. A
similar research was proposed by Stitelman et al. [35], who investigated casual model
to estimate the lift produced by advertisement campaigns.

Another related study was proposed by Pechyony et al. [26]. The authors sug-
gest that optimizing the conversion rate is the best strategy to optimize publisher
revenues. However, this strategy is not optimal for advertisers who might even
reduce their revenues. This may happen if most of the targeted users would have
converted even without the advertisements. The solution proposed by the authors
is to optimize together the publisher revenues and the campaign incrementality,
meaning the number of new customers found by the advertisements.

2.3.2 Learning at scale

Scaling is an issue intrinsic in the computational advertising domain. Usually, ad-
vertisement platforms deal with large number of users and huge datasets. For this
reason, learning algorithms should be designed to easily scale when necessary. The
majority of the studies produced in literature consider scalable techniques and al-
gorithms.

A standard shortcut dealing with massive datasets is sub-sampling. He et al. [15]
analyzed the performance of different sub-sampling methods. Uniform sub-sampling
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produced in general a loss in performance. This was not too marked when small
sampling rates were used. Negative sub-sampling consists in removing negative
samples from the dataset. The authors observed that for some sampling rates,
negative sub-sampling lead to better performance. For higher sampling rate a per-
formance loss was observed. This technique requires a re-calibration of the model
after the training. The authors proposed to compute the adjusted probability p′

as p′ = p
p+(1−p)/r , where p is the probability emitted by the model and r is the

sampling rate.
Other studies sub-sampled negatives, but different strategies were proposed to

re-calibrate the model. Chapelle et al. [7] corrected the intercept of the trained
model, a logistic regression, adding log(r), where r is the sub-sampling rate. McMa-
han et al. balanced the model assigning weights proportional to the sampling rate to
training samples. They observed that a fairly aggressive sub-sampling of un-clicked
queries had a very mild impact on accuracy [22].

The most widely adopted strategy to scale an algorithm is to distribute its com-
putation. A standard framework for distributed computations is the MapReduce
framework, frequently based on the OpenSource platform Hadoop. Many previous
studies implemented MapReduce adaptations of learning algorithms. Chen et al. [9]
proposed an algorithm for Poisson MLE estimation. Agarwal et al. [2] described a
MapReduce algorithm called Alternating Direction Method of Multipliers algorithm
(ADMM) to fit logistic regression. Chen et al. [8] proposed a MapReduce implemen-
tation of an EM algorithm for latent factors modeling. A slightly different paradigm
was adopted by Chapelle et al. [7], who realized an AllReduce implementation of a
gradient descent based method.

McMahan et al. [22] described a custom distributed online learning algorithm to
train logistic regression. A number of tricks to ensure the scalability of the system
were also described. Among those, of particular interest was the use of probabilistic
feature inclusion: a new occurring feature is included in the model with a certain
probability. This avoid preprocessing the data to remove infrequent features which
should not be included in the model.

Beside distributing the learning algorithm, another challenge in behavioral tar-
geting is to maintain an updated profile for each user. Aly et al. [3] dealt with this
problem proposing a scalable approach based on incremental update and temporal
aggregation of the user profiles.

Finally, an interesting description of challenges arising in deploying a large-scale
machine learning system in a real-world setting was given by Raeder et al. [31].
The authors described an end-to-end platform for large scale online advertisement
targeting deployed in an industrial setting at M6D. A set of design principles were
presented and their implementation in the system was explained presenting in details
the whole infrastructure, from the training of the models to the predictions and the
self-monitoring of the performance.
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2.3.3 Model data interactions

Very often in computational advertising, the urge of having scalable models lead to a
preference towards simple learning models. Many studies in advertisement targeting
adopted Logistic Regression or others linear models. Chapelle et al. [7] observed
that a linear model will only account for features individually, without considering
their interactions. For example, consider the case only two features are included,
advertiser and publisher. A linear model will only consider whether advertisements
from the advertiser were clicked often in the past or if advertisements delivered
by the publisher had high CTR. However the model will not consider whether the
match between the publisher and the advertisement proved to be a good match in
the past. This is particularly an issue when modeling data from different sources,
such as users, advertisements and context. For those applications, accounting for
feature interactions is particularly important.

A frequently adopted technique is conjunction features. The interaction between
two features is considered adding a third feature which represents the Cartesian
product of the two features. Different strategies can then be used to include the
conjunction features in the model. The most straightforward strategy is to train
the model on the original features concatenated to the conjunction features [7, 10].

Agarwal et al. [2] proposed a slightly different solution to model the interaction
between data coming from three different sources: users, context and advertise-
ments. The proposed method used Logistic Regression and data interactions were
included in the log-odds, which was defined as a linear combination of first order
interactions and all second order interactions. A similar solution was proposed by
Liu et al. [20] to model interactions between user features and campaign meta-data.

An interesting approach was proposed by He et al. [15]. The authors introduced
a feature transformation layer before the linear model. Specifically, as first step the
features were used as input of boosted decision trees. Then, each tree was regarded
as a new categorical feature taking values in leaf ids and a linear model was trained
on those features.

Yet another approach has been proposed by Stern et al. [34], who first mapped
users and items to a common latent space and then defined a similarity metric as
the dot products between latent representations.

2.3.4 Non-stationarity

Advertisement targeting settings are typically non-stationary domains. Every day,
new data regarding user-advertisement interactions are available and can be used to
increase the models accuracy. Moreover, user interests can shift really quickly and
should be often corrected. Advertisement creation rate and advertisement life time
are additional factors influencing the model update frequency. For these reasons, in
computational advertising it is important to design strategies to frequently update
the models or to incrementally tune them in an online learning fashion. A standard,
frequently adopted solution is to retrain the models at regular intervals. However,
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more advanced solutions have been proposed in literature.
Many authors adopted a strategy consisting in retraining the models regularly

and adding online updated corrections to account for the shifts. Chen et al. [9]
retrained the model daily tweaking it with incremental updates during the day.
Chapelle et al. [7], proposed an update strategy for Bayesian logistic regression: the
approximated posterior on the parameters estimated for a batch of advertisements
was reused as prior for the next batch. Another approach was proposed by Agarwal
et al. [2]: a general model including all available data was trained weekly while
campaign specific models, subjected to more frequent shifts, were retrained daily.

Some authors solved the non-stationarity problem adopting online learning al-
gorithms. McMahan et al. [22] described a modified version of the Online Gradient
Descent (OGD) algorithm called FTRL-Proximal. The advantage over OGD was
that it induces a much better sparsity in the coefficients. He et al. [15] tested
two online learning: SGD-based Linear Regression and a Bayesian online learning
scheme for probit regression. Both of them gave similar performance. Additionally,
different strategies for the SGD learning rates update were tested.

2.3.5 Multi-campaign models

Advertisement targeting systems need to simultaneously optimize several campaigns.
The simplest strategy is to consider each campaign as a separated targeting task
[25, 3]. However, this strategy do not exploit any possible correlations between cam-
paigns. Moreover, in the campaign starting phase the targeting can be inaccurate.

The problem was investigated by Sven et al. [36] who compared building a single
model which predicts for all the campaigns to building specialized models. In the
experiment presented, advertisements were grouped by topics rather than by cam-
paigns. The authors observed that per-topic specialized models performed better.
However, the algorithm version tested in the paper was equivalent to a Bayesian
Logistic Regression. A different algorithm version would be able to consider users
latent representations. Maybe, those latent representations would induce knowledge
transfer across campaigns improving the predictive performance.

Chapelle et al. [7] implemented a single model predicting for all the campaigns.
Advertiser and creative id were included as features and conjunction features were
used to model interactions. Along the same line, He et al. [15] trained a single
model on all the data available. Unfortunately, details on used features are not
disclosed. Probably, the features extracted from advertisements were good enough
to constitute a sufficient representation.

An hybrid approach was proposed by Agarwal et al. [2]. The authors trained a
single model on data from multiple campaigns. Additionally, a warm-start compo-
nent was considered which was used to perform campaign specific optimization.

Liu et al. [20] proposed a very similar approach. Two types of data sources were
used: campaign meta-data and seed users. Campaign meta-data were considered
to address the cold start problem. A model trained on these data was able to
perform predictions from the start of a campaign based on the knowledge acquired
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in previous campaigns. Seed users are users who saw campaign advertisements in
the past. Those users are used to train a warm-start component which performs
campaign specific optimization. The cold and warm elements are merged together
using a global target function defined as a weighted sum of the two components.

Both the models proposed by Agarwal et al. and Liu et al. allow to leverage
knowledge acquired from other campaigns and can be used to alleviate the cold
start problem. However, possible bias in model preference towards recently started
campaigns or long lasting campaigns should be carefully considered.

Transfer learning is another solution to transfer knowledge between campaigns.
Perlich et al. [28] discussed the application of transfer learning to advertisement
targeting. However, no knowledge transfer across campaigns was realized. Never-
theless, an interesting contribution given by the paper is the proposed framework.
When the available data are not enough to directly learn the target learning task, a
set of related learning tasks are considered. The learning is then performed in two
stages. In the first phase all the related learning tasks are trained. In the second
phase, the trained learning tasks are used to train the target learning task.

Collaborative Filtering can also be used to transfer knowledge across campaigns.
Specifically, previously observed similarities in user behaviors can be used to tune
predictions in other campaigns. This approach was followed by Stern et al. [34].
The authors proposed a Collaborative Filtering recommender system leveraging
data from all campaigns. Additionally, the cold start problem for new campaigns
was addressed considering user and items feature in the inference of the latent
representations.

The study by Chen et al. [8] followed a similar approach. Users and advertise-
ment from different campaigns were factorized together to a latent space. CTR
predictions were then based on the latent representations obtained.

Finally, there is an additional issue related to the cold start problem that should
be considered. To efficiently target an advertisement, previous interactions between
users and the advertisement have to be observed. Those data can be collected only
choosing to deliver that advertisement to the users. However, showing an advertise-
ment with unknown predicted outcome in place of an advertisement with probable
positive outcome may incur in a short-term revenue loss. This is a classical explo-
ration/exploitation problem. Some authors addressed this issue using Thompson
sampling. [7, 2]

2.3.6 Temporal dimension in user history

In a standard behavioral targeting setting, user histories are composed by sequence
of events which occurred at specific times. Several solutions may be adopted to deal
with the temporal dimension. Most of the studies use a bag of events representation
which do not account for recency and order of events. However, different strategies
have also been proposed.

Pandey et al. [25] showed that recent history (2 weeks) may not be enough
for conversions prediction and observed better results including longer history (4
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weeks). They argued that there are two types of conversions: short term conversions,
that are quick and do not require much thought and long term conversions, which
span a much longer time period. While short-term conversions can be predicted
with short user histories, long-term conversions require longer histories. Another
experiment tested in the paper was to weight events based on recency. However,
the best results were obtained when no weighting was performed.

The results obtained by Pandey et al. were not confirmed by Aly et al. [3], who
showed that a event weighting factor decaying with the days improved the overall
performance of the system. The authors explained the discrepancy in the results
with an improved density of users profiles obtained introducing a new strategy for
incremental updates.

Yan et al. [39] investigated the relevance of the temporal dimension for CTR
prediction. They observed that short-term user search behaviors achieved better
performance than long-term search behaviors.

An alternative solution to deal with the temporal dimension was proposed by Liu
et al. [19]. In addition to events counting features the authors considered additional
features representing the time elapsed since the most recent event occurred.
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Chapter 3

Data and feature extraction

In this chapter some background information regarding the data used in this work
will be provided. All the experiments were conducted on data collected inside
the Spotify platform. As previously mentioned, three kind of advertisements are
delivered by Spotify to users with free accounts:

• House advertisements, promoting the Spotify premium account.

• Label advertisements, promoting artists, albums or playlists.

• Commercial advertisements, promoting external brands or products not re-
lated to the Spotify platform.

Campaigns belonging to different advertisement types differ substantially both
in the campaign objectives and in which features relate strongly to their outcomes.
As a consequence, each advertisement type needs to be modeled individually to
allow a fine tuning of the optimization metric and of the feature extraction process.
Nevertheless, Chapter 4 abstracts a general framework where all the three method-
ologies developed can be fitted. In the following, the peculiarities of campaigns
belonging to each advertisement type will be described.

3.1 House advertisements

The purpose of house advertisements is to increase the conversion rate of Spotify
users from free products to premium products. An effective targeting strategy for
these advertisements maximizes the number of user conversions.

Many campaigns are launched annually by Spotify. These campaigns may differ
in the creatives used or in special trials or discount promoted. However, they all
share the same objective. Moreover, this work is more focused on understanding
and gaining insights on which users are good candidates for house advertisements
rather than investigating the efficacy of different campaigns. For these reasons, all
the house advertisement campaigns were regarded as a single, long-lasting campaign.
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Four sources of data were considered relevant to the task of predicting user
conversions: user demographic, user subscription history, user engagement and ad-
vertisement activity. User demographic data includes information such as age, date
of enrollment in the platform, etc. User subscription data describe the subscription
types the user have tried. User engagement data contains indicators on how active
and aware is the user inside the platform. Finally, the advertisement activity refers
to statistics on how much and what kind of label and commercial advertisements
were delivered to the user. The idea is to check whether getting advertisement in-
terruptions while listening to music on Spotify impacts positively or negatively the
user conversion.

Converting to a premium account is an action that involves effort and cost for
the user and is likely related to the general attitude of the user towards the Spotify
product. For this reason the exact time and context in which the impression is
delivered were not considered crucial in this targeting task. Therefore, all the users
events were aggregated on a daily level.

3.2 Label advertisements

Label advertisements are delivered to users with the goal of promoting artists, al-
bums or playlists. In the long term, the goal of label advertisement campaigns is
to increase the total number of streams of the advertised tracks. An advertisement
targeting strategy for label campaigns should maximize the number of streams of
the advertised artist or playlist. At the same time, the match of advertisements to
users has to account for the user individual preferences to avoid compromising the
user experience using the Spotify service.

Many indicators can be considered to evaluate the efficacy of label advertisement
campaigns. An immediate user feedback is the click on advertisement. However,
evaluating the number of clicks may not be a strategy perfectly suited to the Spotify
case. Often, users listen to music while engaging in other activities. When this
happens, the user is not active on the platform and is not likely to perform actions.
In particular, is not likely to click on advertisements. Nevertheless, the lack of an
explicit positive feedback does not have to be interpreted as a signal of a wrong
advertisement-user match.

A more suited evaluation of the performance of a label advertisement campaign
is to check whether the user starts listening to the advertised tracks. It should be
noted that the user may start listening to some advertised tracks for a number of
reasons that fall outside the advertisement itself, therefore it may be hard to prove
the causal effect between the delivery of an advertisement and the stream of the
track. Nevertheless, even though the positive effect of the advertisement may be
not proven, if the user streamed a track it can be assumed that the advertisement
was suited to the user.

As previously mentioned, different creative types are delivered inside the Spo-
tify platform: visual creatives are embedded in the Spotify interface, they are of
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different sizes and are placed in dedicated slots; audio creatives are delivered to
users at regular intervals, they are played in advertisement break placed between
streams. Audio creatives are particularly delicate because they may easily impact
the user experience. Consider for example the case of a user listening to a session
of tracks belonging to a very specific genre being interrupted by tracks belonging to
a very different type of music. The optimization of the targeting strategy for label
advertisements focus on campaigns delivering audio creatives.

Many type of data can be considered relevant to the task of matching music
advertisements to users. The first goal of this work is to evaluate the relevance of
the affinity between the type of music advertised, the type of music usually listened
by the user and the type of music listened by the user at the time of the impression.
The idea is that the successful outcome of a label impression may depend on two
components: on the one hand, the user has specific musical preferences, which are
usually quite static and determine their attitude towards other music genres; on
the other hand, the user who is listening to an impression at a specific time has a
particular mood and is inclined to like some type of musics more than others, even
though those may be further away from their usual preferences.

To evaluate the affinity between artist music and music listened by the user
two type of data were considered. One dataset was used to extract music genre
descriptors from the user tracks and from the artist. The affinity was then evaluated
based on the correlation between the track genres and the artist genre. The second
dataset used was an internal Spotify dataset providing latent factors for tracks.
The affinity between artist and user tracks was evaluated considering the distance
between the latent vectors describing artist tracks and the latent factors describing
the tracks listened by the users.

To account for both the general music preferences of the user and for the par-
ticular moment of the user at the time of the impressions two components were
considered. The user general music preferences were evaluated based on the tracks
belonging to the user personal collection. The user preferences at the time of the
impression were evaluated considering the tracks listened in the previous hours.

Other two type of data were then considered relevant to the task: user demo-
graphic and user behavior. Data related to the user behavior are useful to describe
how users engage with the Spotify service and their listening habits. For instance,
some users may be fan of very few artists and be reluctant to try any other type of
music while other users may enjoy many different types of music and change their
favorite artists very often. The advertisements strategy needs to account for these
differences, therefore user listening behavior data were included with the goal of
finding a relation to the user reaction to the impression.

As previously mentioned, the user reaction to a music advertisement may be
dependent on the specific time and situation in which the impression is delivered.
For this reason each impression was considered singularly.

Many artist promotion campaigns are run inside the Spotify service. In the
month of January 2015, a total number of about 2000 label advertisement cam-
paigns were run. Out of those, about 700 were campaigns using audio creatives.
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Start date End date Impressions Clicks Converted

Campaign 1 2015-01-13 2015-01-31 980000 7000 58000

Campaign 2 2015-01-21 2015-01-31 190000 4000 19000

Campaign 3 2015-01-07 2015-01-31 1270000 8000 48000

Campaign 4 2015-01-15 2015-01-31 460000 6000 20000

Campaign 5 2015-01-20 2015-01-31 660000 9000 57000

Campaign 6 2015-01-08 2015-01-31 220000 700 28000

Campaign 7 2015-01-06 2015-01-31 690000 7000 43000

Table 3.1: Summary label advertisement campaigns.

The focus of this work was on label campaigns promoting artists. Seven major
campaigns run in the month of January 2015 were selected. Table 3.1 reports some
campaign statistics. For each campaign, the total number of clicks is reported, how-
ever this measure may not be meaningful in the Spotify context. For this reason,
an additional metric is reported considering an impression converted if the user
listened to one song by the advertised artist after the impression was delivered.

3.3 Commercial advertisements

Commercial advertisements promote brands or products unrelated to the Spotify
business. The advertiser pays Spotify to run an advertisement campaign targeting
Spotify users. Currently, advertisers are charged based on the number of impressions
delivered within the campaign. Commercial advertisements may use both visual and
audio creatives.

The major challenge related to the targeting of commercial advertisements is
the lack of positive or negative feedback after the delivery of an impression. Each
commercial campaign has its own goals, but no feedback on the results achieved
by the campaign is shared by the advertiser. The evaluation of the outcome of
an impression is made even harder by the fact that users cannot currently interact
with the advertisement, for instance to skip it. The only action the user can take
is clicking on the advertisement. However, as previously discussed, clicks may not
be a good indicator in the Spotify context.

Three main data sources were used to predict the relevance of commercial ad-
vertisements. The user demographic was included to account for possible bias of the
advertisement campaigns towards specific population segments. In addition, user
engagement features were used to account for different ways of engaging with the
service that may reflect on the user clicking behavior. Finally, the specific instant
in which the impression is delivered was considered relevant. For this reason tem-
poral features related to the time of the day and the day of the week were included
together with features describing the level of focus of the user on the application

20



3.3. COMMERCIAL ADVERTISEMENTS

Start date End date Impressions Clicks CTR

Campaign 1 2015-01-12 2015-01-18 10000000 9000 0.0009

Campaign 2 2015-01-19 2015-01-25 10000000 9000 0.0009

Campaign 3 2015-01-01 2015-01-31 1700000 17000 0.0100

Campaign 4 2015-01-05 2015-01-25 12900000 9000 0.0007

Campaign 5 2015-01-06 2015-01-31 8000000 9000 0.0011

Campaign 6 2015-01-01 2015-01-31 5000000 9000 0.0018

Campaign 7 2015-01-01 2015-01-31 5000000 16000 0.0032

Campaign 8 2015-01-05 2015-01-31 4000000 30000 0.0075

Campaign 9 2015-01-01 2015-01-04 1000000 13000 0.0130

Campaign 10 2015-01-12 2015-01-16 1000000 11000 0.0110

Table 3.2: Summary commercial advertisement campaigns.

when the creative is delivered.
In order to be able to account for factors specific to the exact moment in which

the advertisement is delivered, each impression had to be considered individually
as a single training sample.

In the month of January 2015, about 1500 audio commercial advertisement cam-
paigns were run in the Spotify platform. This work focus on 10 major campaigns.
Table 3.2 reports some statistics about the selected campaigns.
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Chapter 4

Methodology

4.1 Problem formalization

Given a set of users U and an advertisement campaign A, the goal is to estimate
how good is the match between a user u ∈ U and the campaign A at a specific
time t. More formally, the targeting task consist in estimating a ranking function
rA : U × T → R, such that rA(u1, t) > rA(u2, t), iff user u1 is a better candidate for
campaign A than user u2 at the time t.

To estimate the ranking function rA historical data are considered. Previous
matches between users and advertisements are leveraged to learn how to differentiate
between a positive and a negative match. Before introducing a formal definition of
positive and negative matches, the user representation needs to be specified more
precisely. In the context of behavioral targeting, a user history can be represented
as a sequence of events (e1, ..., en), where each event e ∈ E has a type, a time-stamp
and a payload. In general, an advertisement is delivered to the user with the goal
of inducing some patterns in the user behavior. These patterns can be represented
as sequences of events. We can therefore consider a decision function p : S → 0, 1
that defines a match between a user and an advertisement at a time t positive if
an expected event pattern manifests after the impression occurred. In the standard
settings an expected event pattern can be simply a click on the advertisement or a
successful purchase.

From the observation of interactions between users and advertisement campaigns
it is therefore possible to extract a set of samples S, where each sample s = (u, A, t)
represents a match between the user u and the campaign A at the time t. For each
sample s we can separate two sequences of events: the feature window (EF ) includes
events occurring before time t, the target window (ET ) includes events occurring
within a time window after the impression time t. The sample s is defined positive
if a certain pattern of events occurs in the target window.
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4.2 Classification approach

The problem of advertisement targeting can be regarded as a standard binary clas-
sification problem. Consider the set of all the samples S where each sample has
been labeled 1 if positive and 0 if negative. Consider also a feature extraction func-
tion Φ : S → R

n that can be used to extract the feature vector x = Φ(s) from
a sample s. It is possible to train a standard classifier g : Rn → [0, 1] on the set
{(x = Φ(s), y = p(s)) : ∀s ∈ S}. Then, the targeting task can be accomplished ex-
pressing the ranking function rA simply as the classifier result itself, rA = g(Φ(s)).
Intuitively, the more confident the classifier is in assigning a sample to the positive
class, the higher the sample is ranked.

When the output of the classifier g can be interpreted as a probability estimate,
a nice probabilistic interpretation can be considered. Given a sample s, the output
of the classifier g(Φ(s)) (used as ranking function) is the probability of the sample
of being a positive match rA = g(Φ(s)) = P (y = 1|s). More explicitly, recalling
that a sample is a triple of user, advertisement campaign and time (s = (u, A, t)),
the classifier output is the probability of a match between a user and a campaign
at a given time of being positive:

rA = g(Φ(s)) = P (y = 1|u, A, t). (4.1)

In the following sections, a list of well-known classification models will be in-
troduced. Those classifiers were used to solve the advertisement targeting problem.
Two linear models were tested, Logistic Regression and Support Vector Machine.
In addition, more complex classifiers were tested to investigate the need of modeling
more complex decision boundaries. One bagged ensemble classifier, Random Forest,
and one boosted ensemble classifier, Gradient Tree Boosting, were tested.

4.2.1 Logistic Regression

Logistic Regression (a.k.a Maximum Entropy) [23] is a widely used classification
model. Given a set of samples (xi, yi), where yi is binary yi ∈ 0, 1, the goal is
to estimate the probability of a sample to be positive P (yi = 1|xi). Let w be a
weight vector w ∈ R

n, the Logistic Regression model defines the natural logarithm
of the odds, log(P (yi = 1|xi)/P (yi = 0|xi)), to be equal to b + wT xi, where b is the
intercept:

log
P (yi = 1|xi)

1 − P (yi = 1|xi)
= b + wT xi. (4.2)

From Equation (4.2), we can derive the probability P (yi = 1|xi) by exponenti-
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ation:

P (yi = 1|xi)

1 − P (yi = 1|xi)
= eb+wT xi ,

P (yi = 1|xi) =
eb+wT xi

1 + eb+wT xi

,

P (yi = 1|xi) =
1

1 + e−(b+wT xi)
,

P (yi = 1|xi) = S(b + wT xi),

where S(t) is the sigmoid function.
When training the model the weight vector w can be estimated minimizing the

negative log likelihood:

J(w) = −
∑

yi log S(b + wT xi) + (1 − yi) log(1 − S(b + wT xi)).

To avoid overfitting an L2 regularization term can be added when using Ridge
Regression or an L1 regularization term when using Lasso.

The Logistic Regression classifier was used to solve the advertisement targeting
task. Given the set of all the samples S and the training set {(x = Φ(s), y = p(s)) :
∀s ∈ S}, the ranking function was defined as:

r = P (y = 1|Φ(s)) = S(b + wT Φ(s)). (4.3)

4.2.2 Support Vector Machines

Support Vector Machines [11] is a large margin classification algorithm widely
adopted in the field of machine learning. Given a set of samples (xi, yi) belong-
ing to two different classes, the intuitive goal is to find a hyperplane separating the
two classes: points on one side of the hyperplane belong to one class, points on the
other side belong to the other class. Among all possible separating hyperplane, the
one maximizing the margin to the points is chosen. Additionally, slack variables
(ξ1, ..., ξn) are introduced which allow points to fall in the margin or on the wrong
side of the hyperplane. Finally, if the classes are not linearly separable, an optional
transformation (Φ(x)) can be applied to the points to translate them in a higher
dimensional space where the classes may become linearly separable.

Formally, let w be the weight vector representing the separating hyperplane, let
ξ1, ..., ξn be slack variables, let (Φ(xi), yi) be the training set where points are applied
an optional transformation Φ and yi ∈ (−1, +1) represents the point class, finally
let b be a bias term. The hyperplane is found solving the following optimization
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problem:

argmin
w,b,ξ

1

2
wT w + C

n
∑

i=1

ξi,

subjected to:

yi(w
T Φ(xi) + b) ≥ 1 − ξi,

ξi ≥ 0, for i=1,...,n.

The dual formulation of the problem can be expressed as:

argmin
α

1

2

∑

ij

αiαjyiyjΦ(xi)
T Φ(xj) −

∑

i

αi

subjected to:
∑

i

αiyi = 0,

0 ≤ αi ≤ C, for i=1,...,n.

The advantage of the dual formulation is that the points do not need to be
explicitly translated to the higher dimensional space expressed by Φ(x) because
only the scalar product between them is needed which can be computed using the
kernel trick.

When using the dual formulation, the decision function can then be expressed
as:

f(x) =
∑

i

yiαiΦ(x)Φ(xi).

The Support Vector Machines was used to solve the advertisement targeting
problem using the decision function as ranking function. Given the set of samples
s ∈ S and the decision function f as defined above, the ranking function r is defined
as:

r = f(Φ(s)). (4.4)

4.2.3 Random Forest

Random Forest [5] is an ensemble learning method used in classification. The basic
idea is to attenuate the variance problem often afflicting decision trees by growing
an ensemble of decision trees and deciding the class by majority vote. Given a
training set (xi, yi), a set of decision trees f1, ..., fB are trained. Each decision tree
fi is trained on a sample of the original training set. In addition, when growing the
decision tree, the evaluation of the candidate split considers only a subset of the
features. The idea is to reduce the correlation between predictors which may nullify
the positive effect of using an ensemble of classifiers. In the prediction phase, each
decision tree expresses a vote for a class and the final prediction is decided by the
majority of the votes.
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Random Forest can also be used to estimate the probability of a sample belong-
ing to a class. In this case, each decision tree fi emits the probability of a sample
to belong to a class as the fraction of samples of the same class in the leaf. The
probability estimate given by the Random Forest model is then the average of the
probability estimates of each decision tree:

P (y = 1|x) =
1

B

B
∑

i=1

fi(x).

Random Forest can be used in advertisement targeting using the probability
estimates as ranking function:

r = P (y = 1|Φ(s)) =
1

B

B
∑

i=1

fi(Φ(s)). (4.5)

4.2.4 Gradient Tree Boosting

Gradient Boosting [13] is an ensemble technique used both for regression and clas-
sification problem. The idea is to use an ensemble of weak predictors to model
a complex decision boundary. The algorithm proceeds in an iterative fashion, at
iteration b, the algorithm fits a weak predictor T (x; θb) minimizing a generic loss
function L. Formally, at iteration b, a new predictor is defined as:

fb(x) = fb−1(x) + βbT (x; θb).

The parameters βb and θb are estimated minimizing the loss function:

argmin
βb,θb

∑

i

L(yi, fb−1(xi) + βbT (xi; θb)).

As argued in The elements of statistical learning [14], the loss function deviance
is well suited to the classification problem. The deviance loss function interprets
the predictor f as the logit transform:

P (y = 1|x) =
1

1 + e−2f(x)
,

the loss function is then set as the negative log-likelihood:

l(y, fb(x)) = y log

(

1

1 + e−2f(x)

)

+ (1 − y) log

(

1 −
1

1 + e−2f(x)

)

.

Finally, decision trees with constrained maximum depth were chosen as weak
classifiers T (x; θ). The parameters θ encode the attributes and the thresholds defin-
ing the splits.

To apply Gradient Tree Boosting to advertisement targeting the rank function
was defined as the output of the boosted classifier.
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4.3 Collaborative filtering

As introduced in Section 2.2, the advertisement targeting task can be regarded
as a recommendation problem, where advertisements are “recommended” to users.
However the advertising setting presents important differences compared to the
standard recommendation scenario. The first important difference is that the pos-
itive interactions user-advertisement are very sparse. Another difference relates to
the quality of the feedback expressed by the user. Besides being an implicit feed-
back, because users do not rate advertisements, the large majority of interactions
represent a negative feedback, where the user ignored the advertisement.

When dealing with implicit feedback, a widely adopted approach was proposed
by Hu et al. [16]. The proposed method assumes that users have a positive pref-
erence for items they interact with. The positive preference is assumed with a
certain confidence value, which depends on the number of observed interactions.
The application of this approach to the advertising context requires to account only
for positive interactions and discard the majority of the data related to the user
advertisement interactions.

A sightly different approach was adopted in this work. Both positive and nega-
tive interactions were taken into account. Positive interactions are impressions with
positive outcome (e.g. a click or a conversion), they are assigned a positive weight
β. Negative impressions are impressions ignored by the user, they are assigned
a negative weight −γ. Given the sparsity of positive interaction, the weights are
set such that β > γ. The user preference towards an advertisement campaign is
computed as the weighted sum of the interactions.

The user preferences or ratings computed as described above can be arranged in
a matrix R, where each element rui represents the preference of user u towards cam-
paign i. A popular approach to Collaborative Filtering make use of latent factors to
describe users and items in a common latent space. Users are described with latent
vectors xu and items with latent vectors yi. The ratings are then predicted taking
the inner product of the latent vectors r̂ui = xT

u yi. The latent factors are estimated
minimizing the error between the predicted and observed ratings, a regularization
term is usually added [16]:

argmin
X,Y

∑

rui

(rui − xT
u yi)

2 + λ(||xu||2 + ||yi||
2).

Following the pure collaborative filtering approach, the advertisement targeting
task can be solved ranking users based on the predicted ratings. In the introduced
framework, the ranking function r for a user u and a campaign i can be set to the
predicted rating r = xT

u yi. However, due to the previously discussed differences from
standard recommendation contexts, a pure collaborative filtering approach may
obtain poor predictive performance. An alternative approach consists in treating the
estimated rating as a feature to be fed in a more general model together with content
based features. In this way, the issues faced by the collaborative filtering model
addressing the data sparsity can be solved based on the other features considered.
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4.4 Uplift approach

The classification approach introduced in Section 4.2 is the most widely adopted
in the context of advertisement targeting. However, the approach has some limi-
tations. All the methods previously introduced evaluate the goodness of a match
user-impression considering the behavior of users after the impression is delivered.
Specifically, given a user u and an advertisement from campaign A at a specific time
t, the method used tries to estimate the probability of a positive outcome:

P (y = 1|u, A, t). (4.6)

From an advertiser perspective, in addition to the user reaction when an im-
pression is delivered, also the user reaction when no impression is delivered is very
important. A positive outcome that verifies after the delivery of an impression is
providing an actual value to the advertiser if that outcome verifies because of the
impression. If the user would convert also without the impression, then the delivery
of the advertisement was unnecessary.

Formally, the probability of a user to convert given an advertisement need to
be evaluated based on the probability of converting without advertisement. Given
a user u and an advertisement campaign A at a time t, we want to evaluate the
difference in probability of converting when an advertisement is delivered:

P (y = 1|u, A, t) − P (y = 1|u, Ā, t), (4.7)

where Ā means that no advertisement from campaign A was delivered.
We define the metric in Equation (4.7) as uplift of an advertisement. When the

uplift is high the delivery of an advertisement is likely to be effective and induce a
change in the user behavior. When the uplift is low, no real difference is produced
by the advertisement. It is important to note that even when the probability of
converting given an advertisement is high (P (y = 1|u, A, t)), the uplift can be low if
the probability of the user to convert is high even without the advertisement (P (y =
1|u, Ā, t)). In this cases delivering an advertisement produces no real difference.

From an advertiser point of view it is important to deliver only those advertise-
ments producing an actual change in the probability of the user to convert. For
this reason, an effective targeting strategy would focus on those user with highest
uplift. In this case, the ranking function can be defined based on the uplift:

rA = P (y = 1|u, A, t) − P (y = 1|u, Ā, t). (4.8)

The problem of estimating the uplift has been previously studied in machine
learning. In general, the goal of uplift modeling is to estimate the incremental effect
of a treatment on a population. In the online advertising context the treatment is
an advertisement campaign and the goal is to estimate the incremental conversion
due to the campaign. The fundamental problem in uplift modeling is that only
one of the two outcomes is observable: either users are delivered advertisements
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and their behavior is observed or they are not delivered advertisements, and their
behavior is observed. It is not possible to observe both together.

The standard approach used to solve the problem is to consider two sets of users.
The treatment set is the set of users who are delivered advertisements, while the
control set contains users who do not receive advertisements. The uplift of a user
in the treatment set is then evaluated considering the behavior of similar users in
the control set.

There are three major techniques used in uplift modeling: one technique builds
two separate models for the treatment and the control group and combine the
model to evaluate the uplift; another technique builds one single model that tries to
estimate the uplift considering treatment and control users simultaneously; a third
technique consists in reducing the uplift modeling complexity by defining a new
target variable accounting for both the original target variable and the belonging
to the treatment or control group. In the next sections those techniques will be
explained more in details.

4.4.1 Two models approach

The two model approach to uplift modeling builds a separate model for the treat-
ment and the control group. The model trained on the treatment group aims at
estimating the probability of a user to convert when an advertisement is given
(P (y = 1|u, A, t)). The model trained on the control group estimates the proba-
bility of converting for users who do not receive advertisements (P (y = 1|u, Ā, t)).
In the prediction phase, the uplift for a user is estimated subtracting the estimated
probability of the two models.

The two models approach is appealing because it allows to apply standard mod-
eling techniques and can be easily implemented. However, the major drawback of
this approach is that when building the single models, features that are more rel-
evant to predict the target variable are prioritized. For this reason, those features
that are expressing the uplift component may result penalized [30].

The two models approach was applied to evaluate the uplift of advertisement
campaign. The treatment set T contains users who were delivered advertisements
from campaign A. The set T is made of samples s = (u, A, t) which represent a
match between the user u and the campaign A at the time t. More precisely, for
each sample s ∈ T , the feature window (EF ) of s includes at least one impression
of campaign A. Additionally, a control set C is built containing users who were
not delivered advertisements from campaign A. The samples s ∈ C do not contain
impressions of campaign A in the feature window.

One logistic regression model with weights wT was fitted on the treatment set T
to estimate the probability of converting with advertisements P (y = 1|Φ(s), wT ). A
second logistic regression model with weights wC was fitted on the control group to
estimate the probability of converting without advertisements P (y = 1|Φ(s), wC).
The ranking function was then set to the uplift score given by the difference of the
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two models:
r = P (y = 1|Φ(s), wT ) − P (y = 1|Φ(s), wC). (4.9)

4.4.2 Single model approach

In the single model approach to uplift modeling, a single model tries to predict
directly the uplift considering both the control and the treatment group. The
advantage of the single model approach is that it allows to optimize directly for
the estimation of the uplift. The drawback is that no standard machine learning
model can be used without modifications. The model used need to be adapted to
differentiate between samples belonging to the control and treatment groups.

Soltys et al. [33] evaluated the usage of Random Forest for uplift modeling. As
base learners, a modified version of decision trees was used. The decision trees used
for uplift modeling (uplift decision trees) work like standard decision trees but with
different splitting criteria. The idea is to split across attributes that maximize the
difference in distribution in the child nodes between samples in the treatment group
and samples in the control group.

A measure of the difference between two probability distributions is given by
the distribution divergence. Rzepakowski et al. [32] evaluated the Kullback-Leibler
divergence (KL) and the squared Euclidean distance (E) as splitting criteria in uplift
decision trees. Given two distributions P = (p1, ..., pn) and Q = (q1, ..., qn), those
divergences are defined as:

KL(P : Q) =
∑

i

pi log
pi

qi
,

E(P : Q) =
∑

i

(pi − qi)
2.

.
Uplift Random Forest can be used for advertisement targeting similarly to how

Random Forest was used in Section 4.2.3. The main difference is that uplift decision
trees are used as base learner and that an additional control set is used in the training
phase.

4.4.3 Class variable transformation

The idea behind the class variable transformation approach is to reduce the com-
plexity of the uplift problem by defining a new single target variable that can be
then used to build a standard classification model. Jaskowski et al. [17] proposed a
simple class variable transformation method: a new target variable Z is introduced,
which defines as positive the positive samples in the treatment group and the nega-
tive samples in the control group and as negative the other samples. More formally:

Z =















1 if y=1 and T,

1 if y=0 and C,

0 otherwise,

(4.10)
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where T indicates that the sample belongs to the treatment group and C to the
control group. A possible drawback of this approach is the inclusion of negative
samples belonging to the control group as positive training samples. This approach
may compromise the ability of the model to find the true converted samples in the
treatment group, which overall may lead to bad predictive performance.

In this work a slightly different approach is proposed. The new approach orig-
inates from the observation that no conclusions can be drawn on negative samples
belonging to the control group. In the context of online advertising, users who
are not delivered advertisements and do not convert may be true negative samples,
which will not convert in any case, or may potentially be positive samples, which
will convert if given an impression. Given this ambiguity, negative samples in the
control group are excluded when building the new dataset. A new class variable Z
is introduced which defines as positive only positive samples in the treatment group
and as negative the negative samples in the treatment and the positive samples in
the control group:

Z =















1 if y=1 and T,

0 if y=0 and T,

0 if y=1 and C.

(4.11)

In practice, users who converted without advertisements are included as negative
samples because they should not be targeted by the model.

4.5 Evaluation metrics

Results obtained applying the classification approach were evaluated using the Re-
ceiver Operating Characteristic (ROC) curve and the area under the ROC curve
(auROC). The ROC curve is a standard solution adopted to evaluate binary clas-
sification models. The auROC curve is a summary statistic derived by the ROC
curve.

Consider a classifier emitting a real value as output. Samples can be assigned to
classes setting a threshold and classifying as positive points assigned values above
the threshold and as negative the others. When a threshold is set, two quantities
can be considered: the ratio of positive samples classified as positive, true positive
rate (TPR), and the ratio of negative samples classified as positive, false positive
rate (FPR). The ROC curve is a curve in the space defined by FPR and TPR as x
and y. To draw a ROC curve for a classifier a threshold t can be varied from the
minimum to the maximum value emitted by the classifier plotting the corresponding
points (FPRt,TPRt).

The auROC is a summary metric obtained from the ROC curve. The auROC
is defined as the integral of the ROC curve. A perfect classifier obtains an auROC
equal 1. This classifier is able to classify all the positive samples as positive, with-
out misclassifying any negative samples. A classifier emitting random estimations
obtains always TPR=FPR, because it guesses the same fraction of positive for the
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true positive samples as for the true negative samples. Therefore the auROC of a
random classifier is equal to 0.5.

Assessing the performance of an uplift models is more challenging. The funda-
mental issue is the same faced in the training phase, the evaluation cannot be done
on a single user level. For instance, consider a converted user in the treatment set
that is ranked high by the model. It is not possible to determine if the model pre-
diction is accurate until similar users in the control set are observed. If those users
converted without treatment than the model prediction was inaccurate because the
user should have a low uplift score, on the contrary, if similar control users did not
convert the model prediction is accurate.

Radcliffe et al. [30] proposed an uplift evaluation method called Uplift Curve
(UC). The method is based on the standard evaluation metric called lift curves.
In a standard classification setting, a lift curve is used to represent the number
of positive samples that is possible to capture when a fraction of the top ranked
samples is considered. More precisely, the samples are sorted based on the classifier
score. The x axis represents the percentage of top samples considered, the y axis
is the number of positive samples captured in the samples considered. The uplift
curve is obtained subtracting the lift curve on the control set to the lift curve of the
treatment set. To make the subtraction meaningful the number of positive samples
is expressed as fraction of the total population.

The uplift curve can be interpreted as follow: on the x axis there is the percent-
age of top ranked users that is considered, the y axis represents the uplift obtained
when treating the considered users. At x = 100%, the y value represent the up-
lift obtained when all the population is treated, expressed in fraction of the entire
population. The diagonal to that point represents the uplift obtained by a random
strategy.

The key assumption behind the use of uplift curves is that both control and
treatment sets are a good representation of the population and that they differ only
because users in the treatment group received a treatment. When this assumption
holds true, an intuitive explanation of uplift curve can be given. Consider using
the uplift model to target a fraction of the population. In the targeted fraction of
the population there will be a number of converted users, however the true uplift
is expressed only by those users that would not convert without the treatment.
Therefore, to the total number of converted users, the users that would convert
anyway need to be subtracted. The total number of converted users is given by the
lift curve on the treatment group, to this the number of users converting without
treatment need to be subtracted. This number is given by the lift curve over the
control group.

Similarly to the auROC, a summary metric can be computed for uplift curve.
The area under the uplift curve is called auUC. It is computed subtracting the area
under the uplift curve obtained by a random model to the area under the uplift
curve obtained by the model.

In the case the assumption of the treatment and control groups being a good
representation of the population does not hold true, a model evaluation based on
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uplift curves defined as above may incur in severe bias. Suppose the control group is
representing a different component of the population. In such situation, top ranked
users in the treatment and control groups are qualitatively different. Therefore,
evaluating the uplift comparing the conversion rates of these two groups may have
no foundation.

The uplift evaluation when control and treatment groups suffer a selection bias
is a very challenging task. An adaptation of uplift curves is here proposed called
delta curve. Given the fact that the treatment and control groups represent different
components of the population, a meaningful evaluation of the model performance
has to consider the union of treatment and control groups as the only valid repre-
sentation of the whole population. Therefore, in the evaluation phase, the model is
used to rank together both treatment and control samples. Let’s now assume that
only a fraction f of top ranked users is targeted by the system. In the targeted
fraction there may be four type of users:

• Treatment positive: these users exhibited a positive reaction to the treatment,
without being able to estimate the true uplift the best strategy is to target as
many as possible.

• Treatment negative: these users exhibited negative reaction to the treatment,
they should not be targeted by the model.

• Control positive: these users exhibited a positive behavior without treatment,
they do not need and should not be targeted by the model.

• Control negative: these users exhibited a negative behavior without treatment,
without being able to estimate their reaction to the treatment no decision can
be made on these users.

A delta curve is an evaluation tool which scores the model performance in accor-
dance to these considerations. For a fraction f of top ranked samples, the delta is
estimated as the difference between the number of positives belonging to the treat-
ment and the number of positives belonging to the control group. To account for
the last point, negative samples belonging to the control group are removed before
performing the evaluation.

A delta curve can be interpreted as follows: the x axis represents the percentage
of top ranked users that is considered (excluding negatives in the control group),
the y axis represents the difference (delta) between positives in the treatment and
positives in the control. Samples are weighted to account for the groups size. At
x = 100%, the y value represents the delta obtained when all the population is
considered. The diagonal to that point represents the performance obtained by a
random strategy. As for the uplift curves, the area under the delta curve can be
computed and will be referred as auDC.

It is important to note that delta curves are not a rigorous evaluation of the uplift
performance. They provide a tool to compare uplift models trained and evaluated
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on biased data and to estimate which model may perform better when optimizing
for uplift.

4.6 Learning at scale

Every day, 200 TB of new data are stored inside the Spotify Hadoop cluster. To be
able to process this huge amount of data distributed data processing solutions need
to be utilized. The Spotify Hadoop Cluster has 1100 nodes, with a total memory
of 43 TB and a total storage capacity of 42 PB. The experiments conducted in this
thesis used Apache Spark1, a general purpose engine for large-scale data processing.

As mentioned in Section 3, the model make use of data belonging to many
different datasets. For this reason, the feature extraction process may easily require
to process TeraBytes of data. Traditionally, the programming model Map-Reduce
and its open source implementation Apache Hadoop2 has been the standard solution
adopted for large-data processing. However, in the last years new data-processing
framework like Spark have developed.

Spark has two important advantages over Hadoop. The first advantage is perfor-
mance, Spark is able to obtain better performance than Hadoop primarily leveraging
the speed of in memory computation, but also performing other optimization in the
scheduling of the operations. The second important advantage is its superior pro-
gramming abstraction model, which allows to express complex operations in a very
concise way.

Given the massive amount of training data available standard machine learning
library cannot be used. A simple solution is to sub-sample the training dataset to
make it small enough to allow training on a single machine. Another solution is
to adopt scalable machine learning techniques that allow the computation on large
amount of data.

Apache Spark provides a scalable machine learning library called Spark MLlib
implementing common machine learning algorithms and utilities in a distributed
fashion. In particular, the library provides a distributed logistic regression imple-
mentation. In the training phase, two algorithms are available to solve the logistic
regression loss function optimization: mini-batch gradient descent and L-BFGS.

1http://spark.apache.org/
2http://hadoop.apache.org/
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Chapter 5

Experiments and results

5.1 House advertisements model

5.1.1 Experimental setup

House advertisements are constantly delivered inside the Spotify platform, therefore
a long history of training data can be accessed. For this work, we decided to consider
an observation period of 28 days. During this period, house advertisements were
delivered to more than 10 million users. Out of those, only a small percentage
actually converted to a premium product.

We decided to set a target window of two days after the impression, and to
define as positive sample a user who converts to a premium product within the
target window (ET ). As discussed in Section 2.3.1, many studies have proven clicks
to be not as effective as conversions in building targeting models. Moreover, for the
special case of house advertisements the user conversion is immediately measurable
and was the natural choice in building the model.

Formally, the decision function p is defined as:

p(s) =

{

1 if conversion in ET ,

0 otherwise.
(5.1)

The first part of this section presents experiments conducted following the stan-
dard classification approach presented in Section 4.2. The full dataset was sub-
sampled and split in a train and a test set. Unless otherwise stated, the results
reported were obtained on datasets with a number of users in the order of hundred
thousands.

In Section 4.4 the relevance of uplift modeling in the context of advertisement
targeting has been discussed. The optimization of house advertisements is a perfect
fit for uplift models. It is in the best interest of Spotify to deliver house adver-
tisements only to users whose conversion probability is improved. An impression
delivered to a user that would convert anyway is a wasted impression, that could
be replaced with a label or commercial advertisement producing a revenue.
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In the second part of this section models for uplift modeling will be evaluated.
The same dataset used to evaluate the classification approach is used as treatment
group. The control group was built applying the same procedure, however only users
who are not exposed to house advertisements in the last 7 days were considered.

An effective approach to uplift modeling would require treatment and control
group to be selected entirely at random. Due to Spotify advertisement deliver-
ing strategies, this was not possible. As a result, the groups composition suffers a
significant selection bias. In particular, users that are not delivered house adver-
tisements for 7 days are more likely to be less engaged in the platform. To partially
compensate this asymmetry, only users who were at least delivered label or commer-
cial advertisements were considered. Inactive or churned users are thus excluded.
However, this was not enough to entirely compensate the bias toward less active
users. The selection bias effect on the models performance and evaluation will be
accounted.

The algorithms implemented by the machine learning library Scikit [27] were
used to produce most of the results presented in this report. When the results
presented were obtained using different softwares this will be explicitly mentioned.
To test the single model approach for uplift modeling the uplift R library1 was used.

5.1.2 Classification approach results

Feature relevance

As previously mentioned, four types of features were used to build the house ad-
vertisements targeting model: demographic features, subscription history features,
engagement features and advertisement history features. To evaluate the relevance
of these clusters of features, all the data were used to fit a Logistic Regression model.
The fitted model assigned a coefficient to each feature, the magnitude of the coeffi-
cient was used as an indicator of relevance. A fairly high regularization (C = 0.01)
was used to reduce possible noise due to collinearity relations. Figure 5.1 shows
the relevance of each type of feature: a relevance score is obtained averaging the
coefficients of all the features belonging to the feature type. Those scores were then
normalized. Features related to the history of advertisements delivered to the users
resulted to be less relevant than other features. Not surprisingly, features related
to the user engagement had a higher importance. Finally, the user subscription
history resulted to be more relevant than demographic data.

Model comparison

Figure 5.2 shows an evaluation of different classification algorithms used to im-
plement the house advertisement targeting model. It can be noticed that most
of the classification algorithms used had equivalent performance, interestingly the
Logistic Regression and Linear SVM classifiers, which both model linear decision

1http://cran.r-project.org/web/packages/uplift/index.html
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Figure 5.1: The relevance of four types of features for the house advertisement
model is shown. The four feature clusters considered were related to advertisement
delivery history, demographic data, subscription history and user engagement. On
the vertical axis, for each cluster, a measure of the relevance of features belonging
to the cluster is shown. The relevance score is obtained with a normalized average
of the feature coefficients found by fitting a Logistic Regression model.

boundaries, obtained an auROC close to the one obtained by the Random Forest
classifier, which can handle complex decision boundaries. The Gradient Boosting
classifier was the one performing the best, obtaining an auROC 4.7% greater than
Random Forest.

Learning at scale

Section 2.3.2 presented an overview of methods for learning at scale proposed in
the literature of advertisement targeting. The easiest solution to deal with massive
datasets is subsampling. In this section the impacts of sumbsampling the training
dataset on the prediction performance is evaluated.

A full dataset of more than 12 million users was considered. A sampling factor
of 0.03 allowed to shrink the dataset to a size that could fit in a single machine. The
Logistic Regression implementation provided by the library Scikit was used when
training the model locally. The optimization algorithm used was the BFGS. In
order to handle higher sampling factors and the full dataset a distributed learning
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Figure 5.2: ROC curves of different algorithms used to implement the house adver-
tisement targeting model.

algorithm had to be used. This task was performed using the Logistic Regression
implementation provided by the library MLlib2, a Spark machine learning library.
Specifically, the algorithm used was the Limited-memory BFGS (L-BFGS).

Figure 5.3 shows the model performance when using different subsampling rates.
The auROC scored by the models is shown on the vertical axis. The performance of
both MLlib library and the Scikit-learn library are shown when possible. When the
sampling factor was greater than 0.02, no substantial improvements in the prediction
accuracy could be appreciated.

This result shows that to train a predictive model for house advertisement tar-
geting, there is no real need for a distributed learning algorithm. The model trained
locally used a centralized optimization algorithm achieved performance at the level
of those obtained by the distributed learning algorithm run on the full dataset.

5.1.3 Uplift approach results

The models presented up to this point focused on estimating the probability of
converting when an advertisement is delivered P (y = 1|u, A, t), where u is the user
who receives an advertisement A at time t. In this section, the performance of
uplift models will be evaluated when trying to estimate the change in conversion
probability due to an advertisement: P (y = 1|u, A, t) − P (y = 1|u, Ā, t). First,

2http://spark.apache.org/mllib/

40



5.1. HOUSE ADVERTISEMENTS MODEL

0.0 0.2 0.4 0.6 0.8 1.0
Dataset fraction

0.0

0.2

0.4

0.6

0.8

1.0

au
RO

C

Scikit
Spark MLlib

0.00 0.01 0.02 0.03 0.04 0.050.74

0.75

0.76

0.77

0.78

0.79

0.80

Figure 5.3: The auROC obtained by models trained on subsamples of the full dataset
are displayed. On the horizontal axis, the fraction of training samples used, on the
vertical axis, the auROC achieved. When the sampling factor was less than 0.03,
the model could also be trained on a single machine.

the issues affecting a standard classification model will be investigated considering
its behavior on both the treatment and control groups. Then, the classification
approach will be compared to a newly proposed class variable transformation model
for uplift using a delta curve evaluation (see Section 4.5).

As previously mentioned, an uplift curve evaluation when a selection bias af-
fects the composition of the treatment and control groups may not be meaningful.
However, in the uplift literature uplift curves are the most widely accepted metric,
therefore in the last part of this section a model evaluation based on uplift curves
will be proposed.

Delta curve-based evaluation

Figure 5.4 shows an evaluation of the performance of a targeting model trained
only on the treatment group as in the standard classification approach. The blue
line shows the normalized number of converted users in the treatment group that
are selected when considering a fraction x of top ranked users by the model. This
measure alone, fails to represent how the model performs on the control group.
Intuitively, if many converted users in the control group are ranked high, the model
will not have an optimal uplift. To evaluate this factor, a second line, similar to the
blue line, shows the normalized number of converted users belonging to the control
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Figure 5.4: Evaluation of a classification model trained only on the treatment group.
On the x axis, the fraction of top-ranked users considered. On the y axis, the
normalized number of conversions. The model is good in finding conversions in the
treatment group (blue line) but includes also converted in the control group (green
line), which is not optimal from an uplift perspective.

group. The best uplift performance is achieved when the treatment curve grows as
quick as possible and the control curve as slow as possible. As described in Section
4.5, this can be measured using delta curves. The figure shows that the model is
good in finding converted users belonging to the treatment set but includes also
converted users in the control set, which lower the uplift performance.

To optimize the uplift, the class variable transformation model presented in Sec-
tion 4.4 was implemented. The performance of the model was evaluated using delta
curves and was compared to the performance obtained following the classification
approach. Figure 5.5 shows the results of the evaluation. The class variable trans-
formation model achieved better results, improving the area under the delta curve
(auDC) of 13%. The improved performance of the model is due to its capacity of
decreasing the scores given to converted users in the control group.

Uplift curve-based evaluation

In this section, more traditional uplift methods are evaluated. However, these meth-
ods ignore the selection biased affecting treatment and control groups which may
prevent the models from achieving good results. The following uplift models were
tested: the two models approach was implemented training two Logistic Regression
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Figure 5.5: Performance evaluation of a targeting model implemented following
the classification approach and of an uplift model, which follows the class variable
transformation approach. On the x axis, the considered fraction of top-ranked users
is represented. On the y axis, the normalized difference in number of conversions
between the treatment and control group is shown (delta conversion).

models, one on the treatment and one on the control groups; the single model ap-
proach was implemented training an Uplift Random Forest model simultaneously
on treatment and control group; the newly proposed approach for class variable
transformation was also tested.

Figure 5.6 shows the results of the evaluation. Among the uplift models, the
variable transformation model performed the best. Even so, its performance is
not significantly better compared to the classification approach. The two models
approach had a worse performance than the classification approach model. The
intrinsic issue of training two different models is that each model focuses on finding
converted users, with the result that features relevant for the uplift are not given
enough importance. Moreover, subtracting the scores of the model trained on the
control group to the scores of the treatment group model impacts the ability of the
model to predict converted users. Finally, the performance of the Uplift Random
Forest model is surprisingly inferior to the classification approach, even though the
former is explicitly built to optimize the uplift.

Overall, the performance of models optimized for the uplift resulted comparable
or inferior to the performance achieved by the model following the standard classi-
fication approach. This can be explained considering the selection biased affecting
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Figure 5.6: Uplift curves evaluating the performance of models for uplift optimiza-
tion. On the x axis, the fraction of population considered is represented. On the
y axis, the estimated uplift obtained is displayed. A targeting model implemented
following the classification approach is included as comparison.

control and treatment groups. The first element to consider is that features rele-
vant to predict the conversions of a user, are also those features that more strongly
express the uplift component. As a consequence, the model trained exclusively on
the treatment group obtains good enough performance that are hard to beat given
the lack of unbiased training data.

Nevertheless, the poor performance of Uplift Random forest is still surprising.
However, this can be explained analyzing how Uplift Decision Trees, on which Uplift
Random Forest is based, work. The uplift estimation given in a leaf node of an Uplift
Decision Tree is computed as the difference between the conversion rate of treatment
samples and the conversion rate of control samples. Therefore, this evaluation
requires to have both control and treatment samples when creating a leaf. The
problem faced by the model is that control and treatment samples are not equally
distributed in the feature space. In particular, features that play an important role
in the prediction of user conversions, such as high engagement, suffer a sparsity of
control samples. This can prevent the model to form leaf nodes in critical areas of
the feature space, impacting thus the model predictive performance.

Finally, as presented in Section 4.5, when treatment and control groups are not
good representations of the entire population, an evaluation based on uplift curves
may not represent the real uplift expressed by the model predictions.
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5.2 Label advertisements model

5.2.1 Experimental setup

To train and evaluate models for the targeting of label advertisements, seven artist
promotion campaigns were considered. The campaigns were run in the month of
January 2015, data related to each of the campaigns were recorded and used to
perform an offline evaluation of the targeting methodology proposed. The average
campaign length was 19 days, the total number of impressions delivered across all
the campaigns was more than 4 million.

Building the training set, each impression was considered as a single training
sample. A feature window (EF ) of 2 hours was considered before each impression.
The length of the target window (ET ) was set to 2 days. As discussed in Section
3, clicks on advertisements were considered not well suited to the Spotify context.
More relevant was considered to check if tracks listened by the user after the im-
pression were related to the advertisement. Specifically, an impression was classified
as positive if the user listened to at least one song by the advertised artist within
the target window. More formally, the decision function p is defined as:

p(s) =

{

1 if artist stream in ET ,

0 otherwise.
(5.2)

An additional precaution was taken in the data extraction process. Consider the
case a user is already listening to tracks of the advertised artist. A model evaluating
the music affinity between the artist music and the user music would have an easy
task in scoring the user as a good candidate. However, we argue that users who are
already listening to the artist should not be targeted by additional advertisements.
For this reason, all those training samples where an artist track is contained in the
feature window are discarded. In practice, this is equivalent to avoid the delivery
of artist promotions to users who already listen to the artist.

The exact procedure for building the training and test sets changed slightly in
relation to the specific hypothesis the experiment presented was testing. The exact
definition of the train and test set together with the chosen evaluation strategy will
be therefore specified every time.

5.2.2 Per-campaign model performance

A simple yet effective approach to advertisement targeting is to build an ad hoc
targeting model for each advertisement campaign. A first evaluation of this strategy
was realized splitting the data collected for each campaign in two periods. The first
half of the campaign was used to gather training data. The collected data were used
to build a predictive model that was then evaluated on the impressions delivered in
the second half. Conceptually, this evaluation strategy implies that no targeting is
performed in the first half of the campaign which is only committed to understand
user behaviors and preferences.
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The first analysis we present focus on understanding which features are playing
a major role in the prediction task. It is important to assess the relevance of each
group of feature in building the model. A Logistic Regression model was trained
separately for each group of features, the performance was then evaluated plotting
its ROC curve. Figure 5.7a shows the results obtained using data collected from
Campaign 1. The model trained using features derived by user demographic data
obtained the lowest auROC. Another model was trained only on features extracted
from the user personal collection of tracks (collection features). Its predictive power
resulted inferior to the model trained using features extracted from the tracks lis-
tened by the user at the time of the impression (listened tracks). Surprisingly, the
model trained on features extracted by the user listening behavior achieved a better
performance than the models using features related to the music type affinity. The
same results were observed for the other campaigns with the exception of Cam-
paign 4 (see Figure 5.7b), for which music affinity features performed better than
user listening behavior features.

The stronger predictive power of user listening behavior features over features
modeling the music affinity is surprising. A possible explanation can be researched
in the difficulty of effectively measuring music affinity. In this work, genre descrip-
tors and latent factors were used. Probably, developing more effective methods to
evaluate music affinity would increase the predictive power of features related to
the type of music listened by the user.

The next analysis will evaluate the predictive performance achieved by the mod-
els trained using all the features available. A separate Logistic Regression model
was trained and evaluated for each campaign. Figure 5.8 shows an assessment of
the models performance. The auROC obtained by the models ranges from 0.71
to 0.79. The model trained on data collected for Campaign 3 achieved the worse
performance. Section 5.2.3 will show how more powerful modeling techniques can
improve the prediction quality.

5.2.3 Model comparison

In this section, the performance obtained by the Logistic Regression classifier are
compared to other classification models. Results are shown for the campaigns were
Logistic Regression obtained the best and worst auROC. In Figure 5.9 the compari-
son of ROC curves obtained by different classification algorithms are displayed. For
both campaigns, the Gradient Boosting classifier achieved the best performance.
Random Forest obtained a slightly better auROC while the SVM classifier obtained
results comparable to those obtained using Logistic Regression. These results are
similar to those obtained evaluating the house advertisement model.

5.2.4 Daily training evaluation

In the previous sections, a static assessment of the model predictive performance
was proposed. The model was trained on data collected in the first period of the
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Figure 5.7: ROC curves obtained by Logistic Regression models trained with dif-
ferent types of features. (a) Results for Campaign 1. (b) Results for Campaign
4.
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Figure 5.8: Comparison of ROC curves obtained for seven different label campaigns
promoting artists.

campaign and tested on predictions made for the second part of the campaign.
Even though this type of offline evaluation strategy was adopted by many studies
(as discussed in Section 2), this analysis fails to describe how a real targeting system
works. The first issue is connected to using all the data collected in the first period
of the campaign to train the model. This strategy implies that no targeting is
performed in the first phase of the campaign, which is not optimal for maximizing
the campaign performance. The second issue connected to this evaluation strategy
is that it fails to analyze the effects of retraining the model while the campaign is
run. The model can potentially be progressively improved and updated with the
new training data collected.

To formulate a different offline model evaluation strategy a tricky issue needs
to be addressed. The basic problem is that the data on which the model is trained
and tested were collected when any kind of targeting was applied. This make some
testing methods not applicable. For instance, consider the case a new model is
trained every day and its performance are evaluated on impressions delivered the
day after. Training the model on all the data available before the prediction day
is meaningless, because, if a targeting model was used, the collected data and the
delivered impressions would be completely different.

A different strategy is here proposed. Suppose to divide the impressions deliv-
ered in each day in two groups. In one group random targeting is performed while in
the other group a targeting model is used. The targeting model can be retrained at

48



5.2. LABEL ADVERTISEMENTS MODEL

0.0 0.2 0.4 0.6 0.8 1.0
False Positive Rate

0.0

0.2

0.4

0.6

0.8

1.0

Tr
ue

 P
os

iti
ve

 R
at

e

Logistic Regression (auROC = 0.71)
SVM (auROC = 0.71)
Random Forest (auROC = 0.73)
Gradient Boosting (auROC = 0.74)
Random

(a)

0.0 0.2 0.4 0.6 0.8 1.0
False Positive Rate

0.0

0.2

0.4

0.6

0.8

1.0

Tr
ue

 P
os

iti
ve

 R
at

e

Logistic Regression (auROC = 0.79)
SVM (auROC = 0.79)
Random Forest (auROC = 0.80)
Gradient Boosting (auROC = 0.82)
Random

(b)

Figure 5.9: ROC curve based comparison of different classification algorithms for la-
bel advertisement targeting. (a) Results for Campaign 4. (b) Results for Campaign
3.
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the end of every day using all the data collected when performing random targeting.
The evaluation of this strategy can be done offline on historical data, the details
are discussed in the next paragraph. Note that, even though in a real scenario also
impressions delivered with the targeting model can be used to improve the model,
this is not possible when performing an offline evaluation.

The setup of the offline evaluation was done as follows: consider data collected
for an advertisement campaign for a total of D days. For every day 1 ≤ d ≤ D,
the impressions delivered in that day are divided in a training (TRd) and a test
set (TEd). Suppose the training set is assigned a fraction α of the total number of
impressions. To evaluate the targeting performance for day d, a model is trained
on the union of previous days training sets {TRi : i < d}, and its performance is
tested on the test set of that day TEd.

Figure 5.10 shows the performance achieved by a model trained daily with the
described strategy. The fraction α of impressions assigned to the training set TRd

was set to 0.1. The evaluation is based on the auROC obtained every day on the
test set TEd. The performance achieved by the daily trained model are comparable
to those obtained by the model trained on data collected in the first half of the
campaign. However, in this situation 90% of the impressions can be delivered based
on the prediction of the model. Interestingly, already after the first day the model
performs at the same level of the following days, when more training data are
available.

The last result noted is relevant in relation to the cold start problem, namely
the lack of training data faced at the beginning of the campaign. As discussed in
Section 2.3.5, many approaches were proposed in literature to address the problem.
Among the most successful were approaches leveraging knowledge gained from other
campaigns to improve the targeting in the initial phase of new campaigns. From
the results discussed above, the cold start issue does not seem to have sever impacts
on the predictive performance of label advertisement targeting models. A possible
explanation of these findings lies in the difference between standard advertisement
contexts and the label advertisement context. The main difference is the availability
of meaningful meta-data related to the object of the advertisement campaign. The
targeting model can leverage information about the artist music type to improve
the quality of predictions of user responses.

The parameter α decides the fraction of impressions that are delivered randomly
every day. A lower value allows to have a higher number of targeted and therefore
more effective impressions. However it also implies having less data available to
train the model the next days, which may impact the prediction accuracy. Figure
5.11 shows an evaluation of the impact of the parameter α on Campaign 1. When
using α in the range 0.5-0.05, no substantial difference can be noted in the model
performance. However pushing the sampling factor down to 0.01 produces impacts
on the model performance.

An important characteristic of the evaluated approach is that every day, new
data become part of the training set and are used to retrain the model. As discussed
in Section 2.3.4, this is important in order to react to changes that occur while the
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Figure 5.10: Evaluation of daily retrained model. Every day, 0.1 impressions are put
in the training set. At day d, a model is fitted on the training data collected in the
previous days and the auROC achieved on the test data for that day is displayed.
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Figure 5.11: Similar to Figure 5.10, the evaluation of a daily retrained model is
shown. The impact of the parameter α is investigated.
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Figure 5.12: Performance assessment of models trained on the first day of campaign
and evaluated on the following days. For each day, the auROC obtained is plotted.

campaign is run. However, label advertisement campaigns are usually not long
lasting campaigns, therefore there might be no real need of retraining the model
daily. A test was run to understand how important retraining the model periodically
is in the case of label advertisement campaigns. For each campaign, the first day
of impressions was used to train a model which was then tested on the following
days. Figure 5.12 shows the results of the experiment. For some campaigns, the
measured impact on the performance was limited, while others suffered a more
severe loss. Campaign 1, 4 and 5 had a daily maximum loss in auROC of less than
0.01. Campaign 2, 3 and 6 had a daily maximum loss of 0.02 auROC. Campaign
7, the longest lasting, had pick losses of 0.24 auROC. Overall, retraining the model
periodically improves the prediction quality and has proven necessary for some
campaigns.

5.3 Commercial advertisements model

5.3.1 Experimental setup

The training and evaluation of the commercial advertisement targeting model were
realized on historical data recorded for 10 major campaigns in the month of January
2015. All the chosen campaigns delivered audio creatives. The shortest campaigns
lasted 4 or 5 days while the longest spanned along the whole month. For each
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campaign, millions of impressions were delivered. Some campaign statistics are
summarized in Table 3.2.

Each impression was considered as a single training sample. A feature window
(EF ) of few minutes was considered before each impression, to account for actions
taken by the user before the delivery of an advertisement. Given the lack of other,
more reliable feedback, clicks on advertisements were used as target variable. Even
though not the best option, a click can be regarded as a proxy of the user interest
in the advertisement campaign. An impression was therefore classified as positive
if clicked by the user. The decision function p is defined as:

p(s) =

{

1 if impression click in ET ,

0 otherwise.
(5.3)

When necessary, the full campaign dataset was subsampled to about 5 million
impressions. The training of the classifier models was realized on a single machine
using the machine learning library Scikit.

Given the lack of features strongly related to the prediction task, Collaborative
Filtering methods as presented in Section 4.3 were also used. The user-campaign
preference matrix R was built observing 90 days of advertisement interactions.
Clicked impressions were considered as positive samples and assigned a weight
β = 1000, the other impressions were considered negative and assigned a weight
γ = 1. Overall, latent factors were estimated for about 40 million users and 3
thousand advertisement campaigns. The alternating least square (ALS) algorithm
provided by the Spark MLlib was used to compute the factors.

5.3.2 Per-campaign model evaluation

In this section, the performance of per-campaign models are evaluated. Each adver-
tisement campaign was split in two periods, impressions delivered in the first half
of the campaign were used to train the model which was then tested on impressions
delivered in the second half of the campaign. A Logistic Regression classifier was
used to train a model for each of the considered campaigns. The ROC curve and
the auROC were used to evaluate the performance of the trained models. Figure
5.13 shows the results obtained. The average auROC across the campaigns is of
0.67. With the exception of the worst performing model, which obtained a 0.62
auROC, the other models obtained an auROC ranging from 0.66 to 0.72.

5.3.3 Model comparison

Being a linear classifier, Logistic Regression fails to capture higher order interactions
between features. To investigate the importance of modeling non linear interactions,
the performance obtained by the model trained with Logistic regression was tested
against other type of classifiers. The dataset used was extracted from Campaign 3.
No major difference was detected between the tested classifiers: Logistic Regression,
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Figure 5.13: ROC curve evaluation of per-campaign models trained on ten commer-
cial advertisement campaigns.

Linear SVM and Random Forest achieved an auROC of 0.70; the Gradient Boosting
Classifier obtained a small improvement scoring an auROC of 0.71.

5.3.4 Collaborative filtering

In this section, the usage of collaborative filtering methods for commercial adver-
tisements is evaluated. The evaluation is based on the impressions collected for
Campaign 3. Impressions delivered in the second half of the campaign were used as
test set. The training of the Collaborative Filtering model was based on impressions
delivered across all the campaigns, starting from the middle of Campaign 3 and for
90 days back.

Two type of models were evaluated, a model based exclusively on the rating
estimated from the latent factors and a Logistic Regression model combining the
estimated rating with other user and contextual features. Additionally, the models
were compared to the Logistic Regression model proposed in Section 5.3.2. Figure
5.14 shows the obtained results. The pure Collaborative Filtering approach scored a
low auROC. The result is improved including other features in the model, however
the improvement in performance when compared to the model proposed in Section
5.3.2 is marginal (0.01 auROC).

54



5.3. COMMERCIAL ADVERTISEMENTS MODEL

0.0 0.2 0.4 0.6 0.8 1.0
False Positive Rate

0.0

0.2

0.4

0.6

0.8

1.0

Tr
ue

 P
os

iti
ve

 R
at

e

CF (auROC = 0.58)
Content based (auROC = 0.70)
CF + Content based (auROC = 0.71)
Random

Figure 5.14: Comparison of the ROC curves obtained by a pure Collaborative
Filtering model (CF), a Logistic Regression model based on user and contextual
features (Content based) and a Logistic Regression model combining the two.
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Chapter 6

Discussion and conclusions

In this thesis work, methods for advertisement targeting in the Spotify platform
have been developed and tested. Each advertisement category was individually
addressed building dedicated targeting models.

The optimization of the house advertisement targeting was finalized to the max-
imization of user conversions to premium subscriptions. Standard classification
methods were applied to estimate the probability of users to convert. The eval-
uation of the models was based on the auROC, a maximum auROC of 0.84 was
obtained using the Gradient Boosting classifier. Features describing the user level
of engagement in the Spotify service resulted to be the more relevant for the pre-
diction task.

The targeting of house advertisements deals with a situation quite uncommon
in the online advertising context. The advertiser promoting the campaign is Spo-
tify itself. This peculiarity is the reason why a different targeting objective is best
suited to the Spotify interest. In particular, rather than targeting advertisements
to users that convert with high probability, an optimal allocation strategy targets
advertisements to users whose probability of converting is increased by the delivery
of an advertisement. In standard advertising systems the publisher and the adver-
tiser are two different entities, for this reason few solutions have been proposed to
deal with this problem. In this thesis work, uplift modeling techniques were tested
to estimate the change in conversion probability due to advertisements. The main
challenge faced was a selection biased affecting the training data used. A newly
proposed evaluation technique and a modeling approach dealing with this challenge
were tested. The tested uplift model resulted to be better suited to evaluate the
change in probability of conversion than traditional models.

The proposed label advertisement targeting models were based on maximizing
the probability of the user to start listening to an advertised song after the impres-
sion. This probability was estimated applying standard classification algorithms.
The features which proved to have a higher prediction power were features derived
by the user listening behavior and features evaluating the affinity between users’
and advertised music. An uncommon source of information was available when
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building models for label advertisements: relevant campaign meta-data. Specifi-
cally, the knowledge regarding the advertised music could be used to derive features
regarding the type of music promoted by an advertisement. A strong component
of the prediction task was therefore based on the matching between the advertised
music type and the user preferred music type.

An interesting consequence of leveraging information from the campaign meta-
data is its impact on the cold start problem. In the experiments performed, the
cold start problem had little relevance in the predictions made for label campaigns.
In standard advertising settings, the cold start problem is largely due to the spar-
sity of impressions resulting in a positive outcome, which makes the collection of
training data a slow process. In the case of label campaigns, even when no previous
interactions are observed, good predictive results can still be achieved based on the
evaluation of music affinity.

Due to the lack of viable alternatives, the targeting of commercial advertisements
was based on the optimization of the Click-Through-Rate (CTR). The probability
of a click on an advertisement was estimated using classification algorithms. The
auROC curve obtained by models built for ten campaigns ranged from 0.62 to 0.72.
The situation faced building models for commercial campaigns was opposite to
the label campaigns situation. If for label campaigns an additional source of data
was available in comparison to standard settings, for commercial campaigns the
opposite holds true. Commercial campaigns promote brands or products unrelated
to the Spotify service, therefore a lack of features relevant to the targeting task
is faced. While common online advertising systems are usually able to leverage
user information like search histories or other user activities which relate to the
advertised products, this is not the case in the Spotify platform.

To face this lack of explicit features, Collaborative Filtering techniques were
tested. As expected, due to the sparsity of data, the application of pure Collab-
orative Filtering approaches performed poorly. However, also the combination of
feature based classification methods with the Collaborative Filtering approach did
not achieve a substantial lift in performance.

In Section 2 an overview of common challenges faced in advertisement targeting
and proposed solutions was given. In this work, some challenges were addressed
borrowing and applying solutions proposed in literature. In other cases, specialized
solutions were adopted. In the following, we summarize the solutions adopted and
discuss the results obtained when facing issues frequently arising in advertisement
targeting modeling.

As discussed in section 2.3.1, a key factor of an advertisement targeting model
is the choice of the optimization objective. A trade-off is usually faced between
selecting a metric which more closely represents the objective of the campaign (like
a sale) but may not be easily measurable and a metric less related to the campaign
goals but suffers of less sparsity and is easily measurable (like clicks). In this work,
house advertisements optimization was based on user conversions, which was easily
measurable and matched perfectly the campaign goal. The label advertisement
targeting optimized for the probability of a user to start listening an advertised
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track. This choice matched the campaign goals in the short period but did not
account for campaigns that aim at impacting the user long-term behavior. Finally,
given the lack of advertisers feedback, commercial advertisements were optimized
based on the CTR.

A standard challenge faced in online advertising systems is the need of designing
for scale. Section 2.3.2 provided an overview of the methods proposed to scale
targeting learning systems. In this work, there was no actual need for a distributed
learning algorithm for classification because models trained on subsampled datasets
achieved performance in line with models trained on full datasets. Nevertheless, the
use of the distributed computation engine Apache Spark is necessary for the feature
extraction phase, to check the performance of models trained on large dataset and
to perform the ALS factorization of the user-campaign preferences matrix

Section 2.3.3 discussed solutions proposed to merge together data extracted from
different sources. The major factor driving most of the proposed solutions was the
need to scale, which moved the modeling of higher order feature interactions from
the model itself to the feature extraction phase. In the implemented models, these
techniques were not needed because, given the subsampling applied to training sets,
more complex classifier could be trained.

Online advertising ecosystems are usually characterized by a high dynamism,
which requires prediction models to be constantly updated (see Section 2.3.4). In
this report the performance of daily retrained models was evaluated. For label
advertisements, the performance of daily retrained models was at the same level of
models trained considering the whole campaign history. For some campaigns, the
non-stationarity of the predicted distribution did not cause any loss in performance,
allowing to predict for the whole campaign using a model trained on the first day.

In this last part, limitations of the proposed approach and future work are dis-
cussed. The models implemented and evaluated deal with advertisement campaigns
singularly. Methodologies to build targeting models for multiple campaigns have
been proposed in literature (see Section 2.3.5). The basic idea is to share knowl-
edge across campaigns to improve the targeting performance. Many of the proposed
methods transfer knowledge between campaigns based on meta-data, which are used
to evaluate campaign similarities. Other methods are based on latent factor repre-
sentations of users and campaigns. Those factors are estimated simultaneously for
multiple campaigns. An interesting future development would be to train a global
model considering multiple campaigns at once. This model could then be used as
a baseline prediction that can be tuned with predictions made by ad hoc models
trained on singular campaigns.

An important limitation faced by this thesis work was the lack of unbiased
training data when applying uplift modeling methods. A controlled experiment
where control and treatment groups are selected randomly is being run. The data
collected by this experiment will allow a more rigorous analysis of the targeting
uplift and a more effective training of models for uplift optimization.

Another limitation of this work is that the models evaluation was performed
exclusively offline. An online evaluation with a controlled experiment would al-
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low to test the actual gain obtained by applying targeting methods. In addition,
the experiment would be useful to verify how prediction accuracy is impacted by
eventual drifts in the underlying distribution and the efficacy of different retraining
strategies. Finally, an online experiment would be able to evaluate the impact of
performing impression targeting on the collection of training data and the ability
of the model to correct wrong predictions. Of particular interest would then be an
A/B testing comparing targeting based on an uplift model with targeting based on
a standard model.

In this work, the majority of the targeting models implemented focused on
campaigns delivering audio creatives. In the proposed methodology, the content of
the advertisement was ignored, however an interesting future development would be
to extract features from the creative content and use them to improve the targeting.

Finally, additional steps can be taken to improve the targeting for commercial
advertisements. The Collaborative Filtering approach tested did not improve the
results. A slightly different approach could be tested where clicked impressions
and not-clicked impressions are regarded as user preferences with a certain level of
confidence. However, to significantly improve the targeting model, different training
data need to be gathered. A powerful way of gathering new data would be to
give Spotify users the possibility of expressing a negative feedback on the delivered
advertisement, for example skipping it or rating it. The data collected with this
system would be highly valuable because produced by a user action rather than by
a passive behavior and would probably lead to better predictions.
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