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Sammanfattning
I denna rapport utreds satellit-baserad hög-precisions-positionering som en möjlig datakälla för
ett avåkningsvarnings-system (“Lane-Departure Warning (LDW)” system) avsett för motorvägar.
Positioneringssystemet i fråga använder en mätmetod känd som Real-Time Kinematic Global
Navigation Satellite System (RTK-GNSS) som tillhandahåller en noggrannhet på subdecimeter
nivå.  Som  del  av  denna  utredning  har  ett  komplett  LDW  system,  som  använder  denna
positioneringslösning, utvecklats, integrerats och testats i ett fordon.

Examensarbetet går igenom dagens LDW system, deras begränsningar, noggrannhet och kraven
som ställs  på  dem.  Tester  utförs  sedan  för  att  säkerställa  att  satellit-baserad  hög-precisions-
positionering kan lätta  på  dessa begränsningar  samt uppfylla  de ställda kraven.  Detta  skulle
tillåta  systemet  att  ha  ett  kompletterande  syfte  som  både  övervakning  och  redundans.
Examensarbetets  innehåll  som  leder  upp  till  dessa  tester  presenterar  integrationsdetaljer
angående  all  inkluderad  hårdvara  och  mjukvara  samt  den  inverkan  dessa  har  på  systemets
prestanda.

Specifikt har detta projekt testat latensen av kommunikationskanalerna som krävs av RTK-GNSS
och  integrerat  samt  testat  två  alternativ  för  att  kompensera  för  denna  fördröjning,  den  ena
baserad på sensorer och den andra baserad enbart på positionerings-systemet. Tester har även
utförts på ett hög-kostnads system som finns på marknaden idag av samma hög-precisions RTK-
GNSS  typ  för  att  säkerställa  att  den  krävda  noggrannheten  faktiskt  är  möjlig  med  denna
mätmetod.  Resultaten  från  detta  jämförs  sedan  med  en  låg-kostnads  lösning  som är  delvis
utvecklad som en del av detta arbete. Jämförelsen är avsedd att bevisa att systemet inte bara
fungerar som LDW men även är ekonomiskt försvarbart att integrera i dagens bilar. Det ska dock
bemärkas  att  denna  rapport  inte  kommer  att  presentera  detaljer  angående  algoritmerna  som
används i låg-kostnads positioneringen eller modellerna som används för den sensor-baserade
latenskompenseringen. Denna information finns istället att tillgå i open-source RTK bibliotek [6]
eller i rapporter inriktade på modellerna i fråga [27].

Användandet av denna typ av positionerings teknologi kräver en hög-precisions karta för att
producera LDW-data. Flera alternativ för att införskaffa en sådan karta har undersökts och ett av
alternativen baserad på polynom-anpassning är beskriven i  detalj  och testad i  denna rapport.
Resultaten av dessa tester verkar lovande i det avsedda motorvägs-fallet.

Slutligen diskuteras implikationerna och möjligheterna som frambringas av att introducera hög-
precisions positionering till  motorvägar samt de kvarstående problem som måste lösas innan
systemet kan introduceras till fordonsmarknaden.
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Abstract
In this report, high-precision satellite-aided positioning is investigated as a possible data source
for a Lane-Departure Warning (LDW) system in a highway scenario. The positioning system in
question uses a measurement methodology known as Real-Time Kinematic Global Navigation
Satellite System (RTK-GNSS) that provides accuracy in the sub-decimeter area. As part of this
investigation, a complete LDW system using such a positioning solution has been developed,
integrated and tested in a vehicle. 

The  thesis  goes  through  the  state  of  today's  LDW systems,  their  limitations,  accuracy  and
imposed  requirements.  Tests  are  then  done  to  ascertain  that  high-precision  satellite-aided
positioning can alleviate these limitations while keeping to the imposed requirements, allowing it
to function as a complementary system for both supervision and redundancy. The thesis content
leading up to  these tests  present  integration details  regarding all  the  included hardware and
software components and the influence these have on the required performance.

Specifically, this project has tested the latency of the communication channels required for RTK-
GNSS and integrated and tested two options of compensating for this delay, one based on inertial
sensors, the other based solely on the positioning system. Tests have also been performed on a
high-cost and high-performance RTK-GNSS solution available on the market today to ascertain
that the required accuracy is indeed achievable using this type of measurement methodology. In
addition, this accuracy is compared with a low-cost custom-made RTK-GNSS solution in order
to prove that the solution not only works as an LDW system but can also be economically
defensible  to  use in  production cars  today.  Note however  that  this  report  will  not  detail  the
algorithms used for the custom-made RTK-GNSS solution or the models used by the inertial-
sensor-based latency compensation. Such information can instead be found in open-source RTK
libraries [6] or in reports focused on the models in question [27].

Using this kind of positioning technology requires a high-precision map in order to produce
LDW-appropriate output. Several options for attaining such a map are investigated and one such
option based on polynomial adaptation is detailed and tested in this report. The results of which
are promising in the intended highway scenario.

Finally, the implications and possibilities brought forth by introducing high-precision positioning
to the highway system is discussed along with the remaining issues that must be solved before
the system can be fully introduced to the market.
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NOMENCLATURE

This chapter sums up the Abbreviations used throughout this Master thesis report along with the
general keywords that the project revolves around.

Abbreviations

LDW Lane-Departure Warning

RTK Real-Time Kinematic 

GNSS Global Navigation Satellite System

ADAS Advanced Driver Assistance System

FCW Forward Collision Warning

ACC Adaptive Cruise Control

LKA Lane-Keeping Assistance

INS Inertial Navigation System

GPS Global Positioning System (American system)

GLONASS Global Navigation Satellite System (Russian system)

NTRIP Networked Transport of RTCM via Internet Protocol

RTCM Radio Technical Commission of Maritime services

VRS Virtual Reference Station

NRTK Network Real-Time Kinematic 

ENU East-North-Up

LLA Latitude Longitude Altitude

ISO International Organization for Standardization

4G 4th Generation (of mobile telecommunications technology)

CAN Controller Area Network

SoC System-on-Chip

BKG German Federal Agency for Cartography and Geodesy

NMEA National Marine Electronics Association

RINEX Receiver Independent Exchange Format

MAC Master-Auxilliary Concept

API Application Programmer Interface

ITS Intelligent Transportation System

Search Keywords 

“Lane-keeping”,  “departure  warning”,  “enhanced”,  “map”,  “highway”,  “lane”,  “position”,
“GNSS”, “RTK”, “swepos”
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1  INTRODUCTION

This  chapter  describes  the  background,  the  purpose,  the  approach  and  the  delimitations
encountered in the presented project. It goes through the implications of using satellite data for
lane keeping purposes and the requirements enforced by this area of application.

1.1 Background

In Sweden during the year  2013 there were 20 519 people injured and 260 killed in  traffic
accidents [1]. Worldwide, the estimation is 1.24 million deaths per year [12]. The accidents can
be separated into two major groups; in-lane crashes, where the crash occurs within the intended
driving lane, and  lane-departure crashes, where the crash occurs due to leaving the intended
lane or the entire road. Both types of crashes can be caused by environmental factors such as
slippery road conditions or low visibility, but one of the leading causes is driver inattention.
Common causes of inattention are drowsiness, distraction, emotions like anger or sadness and
even boredom. The crash under these conditions can be in-lane due to not keeping an adequate
safe distance or not reacting quickly enough. But some of the most severe and deadly of these
crashes are in the lane-departure group in the form of lane drifting where the car slowly enters an
adjacent lane without the driver noticing. This can then lead to a sideswipe with another car,
causing loss of control for both drivers. Or even worse, it can lead to entering the other side of
the road, resulting in a frontal collision. The car could also drift off the road entirely.

Advanced Driver Assistance Systems (ADAS) have been under development for many years and
aim  to  reduce  the  risk  of  these  types  of  accidents  by  actively  monitoring  the  car  and  its
environment and taking action when dangers arise. A couple of examples of these systems that
exists in cars today are Forward Collision Warning (FCW) and Lane-Departure Warning (LDW).
These go under different names from different manufacturers (e.g. FCW is sometimes called
Collision Avoidance) but all build on the same principles. An FCW system uses forward-looking
sensors to judge the distance to the vehicle in front. It will warn or automatically brake if it
detects that this  distance is  too small  or too rapidly decreasing.  In other words, the FCW is
reducing the risk of in-lane crashes. The LDW, as one could guess, reduces the risk of lane-
departure  crashes  by issuing a  warning when it  detects  that  the  car  is  dangerously  close  to
crossing a lane-marking. The warning can be in the form of a vibration in the steering wheel or
seat, a dashboard light or a sound. The more modern versions of these systems even apply a
torque on the steering wheel aimed to guide the car back towards the lane center. This torque can
be easily overcome by the driver to ensure that they always remain in full control of the vehicle.
The possible negative effect of this kind of automation on the reflexes and attention of human
beings  has  been  investigated  [21].  The  results  however  point  towards  no  such  adverse
implications.

The next step that has made its way into the industry in later years is using the technology behind
these  warning  systems  to  guide  the  car  more  completely.  The  evolution  of  FCW is  called
Adaptive Cruise Control (ACC) which tries to keep the car at a predetermined maximum speed
while maintaining a safe distance to the vehicle in front. ACC is a fairly common option from
many manufacturers today. The evolution of LDW is called Lane-Keeping Assistance (LKA) and
is intended to make minor steering adjustments to keep the car constantly in the center of its lane.
This is still  mostly in a research stage and has been implemented to some extent in specific
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models in the past [19] but has yet to make its way into the mass-market. Moving forward, the
combination of these two systems have a promising future in the field of autonomous driving. An
example of note is the common highway scenario; an uninterrupted lane, a constant speed and a
high risk of inattention due to the lack of variation and challenge in the driving. Using these two
systems  in  this  example  would  be  enough  to  autonomously  drive  the  car  until  the  next
intersection or off-ramp.

There is a reason why the LDW systems have not, to a larger extent, progressed into an LKA role
yet. Today these systems are exclusively built around short-range sensors and image recognition
(they will be referred to as “vision-based systems” in this report). Their purpose is to spot and use
road markings as a means of staying inside a lane, which has a few obvious limitations. The
system will  fail  when  the  markings  are  obstructed  or  missing  for  various  reasons  (wear  or
weather) or when old markings that should be ignored are still visible. There are also factors
such as lighting conditions that may affect visual detection. These limitations make the LDW
performance too unreliable to provide the uninterrupted service that is  required by the LKA
application.  To  remedy  the  situation,  alternative  methods  for  vehicle  localization  within  its
chosen lane should be investigated.  Not necessarily to replace, but to complement and expand
on the existing solutions. One such alternative is satellite-aided positioning or Global Navigation
Satellite Systems (GNSS).

GNSS that exist in cars today for navigation purposes are only accurate down to an error of
several meters. This is entirely unusable for LDW purposes. However, through a measurement
method  called  Real-Time  Kinematic  GNSS  (RTK-GNSS)  an  error  margin  of  just  a  few
centimeters can be achieved. Solutions using this method today are professional tools in the price
range of several hundred thousand SEK. However, a company by the name of  Flowscape has
developed a low cost alternative that will be evaluated and verified as part of this report. To this
end, the low-cost alternative has been compared to one version of the high-cost tools, a Trimble
Rover R8. 

The RTK-GNSS technology is subject to a number of unavoidable factors that are detrimental to
its performance. The main factors being measurement latency and low measurement update rate.
To minimize these factors, there are two approaches that are used in this project.

• A cooperating  Inertial  Navigation  System  (INS).  Further  explanation  on  how  these
systems work is found in 2.1 GNSS & INS. Out of the high-cost Trimble system and the
low-cost Flowscape system, only Flowscape uses this addition. There are however other
high-cost systems utilizing this combination as well, a few examples can be found in the
Oxford Technical Solutions selection of products [7].

• Data  interpolation  and  extrapolation.  Using  the  measured  data  to  mathematically
estimate both what the data between the measurements and what future measurements
are most likely to be.

In addition to unavoidable factors that are also certain circumstances that will cause complete
system failure or varying degrees of performance issues for both the GNSS and vision systems.
Some of these circumstances have already been mentioned with regard to vision. For the GNSS,
problems will arise when there are obstructions overhead, such as tunnels, bridges or even large
signs. Note however that the limitations are not shared between the two systems. On the contrary,
vision systems may even work better when they can use nearby obstructions, such as tunnel
walls, to provide additional sensor input that could aid in finding the correct area of the road to
drive on. It is therefore of great interest to discuss the possibility of using both types of systems
in unison to compensate for each other's shortcomings. 
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Clear day
Rainy
night

Snow
Worn

markings

Open sky

Tunnel

Overhead bridge

Tall surrounding structures

Roadwork/temporary rerouting (open sky)

   Vision-based LDW Reliable Has issues Fails

   GNSS-based LDW (no INS)

Table 1: Environmental conditions and failure modes

In  Table 1, some common environmental situations are laid out. The rows represent locations
while the columns represent wear and weather conditions. The conclusion that can be drawn is
that  in  none  of  the  typical  operational  conditions  presented  here  will  both  systems
simultaneously fail. This is generally due to that the overhead obstructions that are blocking the
GNSS, are also shielding the area from weather conditions that would cause issues for the vision
system. However, reliability issues do still remain in the combined system when bad location and
wear/weather conditions are simultaneously encountered. In these situations, a cooperating INS
can work individually and provide coverage over short  distances, e.g.  when passing under a
bridge.

A final concern is that achieving the LDW function with GNSS rather than Vision introduces a
reliance on mapping. Since the information of interest is the distance from the car to the edge of
the  lane,  a  map  of  the  driven  lane  must  be  made  accessible  beforehand.  The  issue  is  that
commonly available maps for satellite navigation today do not provide the accuracy required for
lane-level navigation. Several meters of error is common as the intended application is only to
pin the car to a certain road. This also means that the navigational data layer provided with the
map only marks entire roads, not individual lanes.  There have been many approaches to the
creation of a new type of map, referred to as an “Enhanced Digital Map”,  that provides a
significant improvement in accuracy and is aimed to support the growing field of map-supported
ADAS applications. A couple of note are [16] and [17] but unfortunately it would seem that no
distribution channels for these maps are yet available to the public, at least for the Swedish road
network. This was ascertained during the literature study and through contact with the Swedish
road  traffic  and  surveying  administrations  (Trafikverket  and  Lantmäteriet).  Since  these  map
generation technologies are still relatively new, there is also only a very small subset of the road
network mapped in such a way. In addition, there is some dispute as to exactly what standards
should be applied to these maps and there may be solutions that bridge the gap before the release
of true enhanced maps [16].

Due to this lack of publicly available enhanced maps, the decision was made that the system
developed in this thesis should be capable of generating its own map at runtime. The approach to
this problem is described in 2.4 Mapping.
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1.2 Purpose

This thesis work aims to analyze and improve the LDW function through the use of GNSS. This
means that:

1. An LDW system using satellite-aided positioning should be developed, integrated and
tested in a vehicle as part of the thesis. Vehicle testing is to be done in collaboration with
Scania using  a truck.

2. An enhanced map shall be generated using the RTK-GNSS hardware and software.

3. Due to the various detrimental factors and circumstances mentioned in 1.1 Background,
compensation techniques in the form of INS and data extrapolation shall be investigated.

4. Finally, since safety systems should preferably take action  before a dangerous situation
arises, methods of predicting future positions shall be considered. This is closely related
to the previous point as both tasks are estimating unknown data and the same techniques
are being used for both purposes. 

In this report, points 3 and 4, due to their close relation, are presented under the common heading
of prediction.

The  combination  of  GNSS  and  INS  positioning  systems  using  maps  to  perform  lane-level
localization and navigation is not a new concept and there have been similar approaches on the
subject [15].  The unique aspects of this  thesis  is the combination of low-cost high-precision
GNSS with  simple  mapping techniques  to  provide  a  complete  LDW solution  with  minimal
financial and technological requirements. To this end, two approaches are considered. One of
lesser  complexity  using  only  GNSS positioning  and  one  of  higher  complexity  using  GNSS
combined with INS. This report will focus its testing on the less complex approach but will
provide analysis of both.

1.3 Delimitations

1.3.1 The Highway

The  focus  is  on  a  highway  scenario  as  it  is  one  of  the  least  complicated  common driving
situations for a LDW system to handle and hence it is a logical starting point for expanding the
use-cases of this technology. This implies that the mapping will be designed and tested on the
premise that the road-curvature is low. 

The highway scenario includes  two edge-cases,  dense queuing and open-road driving  at  the
speed limit. The first case significantly favors vision-based systems. To clarify, there will always
be a vehicle in front to follow and it will always be close enough that is can not be visually
obstructed by weather  conditions.  In  contrast,  for  a GNSS system, nearby vehicles  are  only
detrimental to system performance by increasing chances of error factors such as signal multi-
path (see  2.1 GNSS & INS) and, in the case of taller vehicles, blocking part of the sky-view.
Hence, it is of greater interest to focus the application of GNSS on the second edge-case where
nearby vehicles are less common and the lane position is the only reliable indicator for where to
drive. The warnings in this case are mainly related to driver inattention and consequently slow
lane-drifting at high speeds. While the system may work to some extent in the first edge-case as
well, it is not the purpose of this thesis to test or ascertain that.
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1.3.2 The Map

The system will be generating its own map while being used. The intention is that the system can
be used stand-alone without access to any preformed map database and will automatically map
any new road or lane driven. This approach means that the system will not aid you whenever you
drive a road for the first time. However, any following travels along the same road will provide
the lane-keeping function. Since repeated travel along the same road is extremely common and
also an additional factor of inattention, it was deemed viable to design the system as such. This is
especially true for the logistics industry and public transportation. In future evolutions of the
system, there is potential in allowing users to contribute to a shared database of map data. This
would reduce the requirement for repeated travel for each individual user. It would also allow for
quicker adaptation to map changes caused by roadwork, weather conditions, temporary traffic
rerouting, etc. when compared to an enhanced map that would provide updates maybe once per
year. Further reading on this can be found in 7.2 Future Work. Human error is of course a major
factor in this approach and will be brought up in 5.3 Mapping – Human Error.

Since the system is mapping the lane using the vehicle's own position, the result will be one of
the lane center. This implies that the system can only track its deviation from the center and is
completely unaware of the location of the lane edge. A couple of solutions to this dilemma are
proposed below:

• Use a cooperating vision-based LDW system to determine the lane width while mapping.
Since the width should stay the same over large portions of the road, very large datasets
can be averaged to smooth out errors in the vision system estimations. It would however
require the mapping to occur under environmental conditions that the vision system can
handle.

• Create  a  database  of  lane  widths  for  the  roads,  linked  to  the  roads  by  name,  ID or
coordinates.  This  should  require  far  less  work  than  completely  mapping  each  lane
(creating an enhanced map). [16] mentions developments in progress that are aiming to
add information such as lane widths to maps as a first step. Which may mean that such
maps will  be available long before complete enhanced map representations become a
reality.

Since these solutions would either require integration with a vision-based system or extensive
mapping efforts for such a small project (lane width maps are not yet available), they should be
seen as suggestions for the future and were not realized within the time frame of this thesis.
Instead, as an initial step, a default lane width of  3m was chosen within the span of Sweden's
road construction regulations.

1.3.3 The RTK-GNSS+INS System

To  keep  the  work-load  within  reasonable  limits,  the  actual  RTK-GNSS  algorithms  and
calculations are not part of this  project.  However,  the entire system surrounding these inner-
workings has been developed and tested and will be presented as part of this report. If interested
in the algorithms themselves, one can peruse the fairly well-known open-source rtklib [6] or buy
ready-made receivers that have these calculations as part of their firmware. A general description
of the theory behind the algorithms can be found in section 2.1 GNSS & INS. Whichever core
positioning solution is chosen, the surrounding system remains the same and can be reused as
such. 
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The INS addition is assigned as a parallel thesis work [27]. The work is focused on the models
and  regulatory  calculations  required  to  estimate  the  vehicle's  path  on  short  time  horizons.
Therefore, this report will provide no explanations as to its implementation. As stated in  1.2
Purpose, there is however another approach based solely on GNSS that is evaluated and tested
here.

1.3.4 Lane-Keeping & Lane Departure Warning

While  these  two  terms  are  used  somewhat  interchangeably  throughout  the  report,  the
development  or  research  of  the  actual  steering control  feedback function  of  Lane-Keeping
Assistance (LKA) is not part of this project. The term lane-keeping is used in the industry as
more of a nominator for the group of systems that relate to keeping the car in its lane, which
includes both LDW and LKA. The goal of this project is only to extract the input data necessary
for performing such a function (the distance from the car to the lane edge). LDW is however
implemented in the end-result, but that is simply a threshold check against the input data and
requires no additional development effort. If looking to expand on the system to indeed provide a
full LKA solution, there are several papers focused on the subject. A couple of examples from the
Multi-conference on Systems and Control are [22] and [23].

1.4 Requirements
Using digital maps for ADAS applications was investigated in a fairly well-known initiative back
in 2004 known as the  Enhanced Digital Mapping Project [13]. The project was conducted by
four  major  car  manufacturers (DaimlerChrysler,  Ford,  General  Motors  and  Toyota)  and  the
mapping company “Navteq”. They defined a “WhereInLane” requirement for any application
that would require positioning of the vehicle relative to the sides of the lane it is currently driving
on. A total error budget of 50cm was given for the combined error of the positioning technology
used to locate the car and the map used to locate the lane markings. In the project described in
this report however, a direct comparison is being made with today's vision-based LDW systems.
Hence, a more exact error budget must be used. The following specifications are taken from an
ISO standard, “Intelligent transport systems - Lane departure warning systems - Performance
requirements and test procedures” (SS-ISO 17361:2007 (E)) [8]. This standard is imposed on the
current Scania vision-based system and is therefore used as a benchmark.
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To begin interpreting the ISO standard, there are two positions to consider. There is the physical
position of the vehicle (where the vehicle really is in the world, which is unknown to the system)
and the measured position of the vehicle (where the positioning system estimates that the vehicle
is, including errors). These positions and a number of terms that will appear later in this section
are visualized in Figure 1.

Next, since the map resource provides the position of the lane center as described in 1.3.2 The
Map, the lane-departure warning trigger condition is defined as:

if (Dmeasured>T actual) then Warn                                      (1.4.1)

Where:

Dmeasured = Deviation of measured position from lane center

T actual = Earliest actual warning threshold, i.e. deviation of earliest actual warning line 
  from lane center

The remainder of this section will show quotes of the most relevant parts of the ISO standard for
this project and use these to progressively form the system requirements.

“The system shall  provide warnings  prior  to  crossing  the latest  warning line but  not  before
crossing the earliest warning line for each test case.”

This quote states two requirements:

1. The system shall never warn if the vehicle has not crossed the earliest physical warning
line.

2. A warning must be issued at least once if passing from the earliest to the latest warning
line of the physical warning zone. 
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Requirement 1 can be represented as:

if (Dphysical≤T physical) then Never warn                               (1.4.2)

Where:

D physical = Deviation of physical position from lane center.

T physical = Earliest physical warning threshold, i.e. deviation of earliest physical warning 
    line from lane center

Note  that  the  LDW condition  in  (1.4.1)  uses  T actual while  the  requirement  in  (1.4.2)  uses
T physical . This designation is made due to the errors present in Dmeasured :

Dmeasured=Dphysical±E loc                                                  (1.4.3)

Eloc = Maximum localization error

How this designation is made can be visualized by placing the physical position of the vehicle on
top of the earliest physical warning line (see Figure 1), meaning D physical = T physical . To fulfill
1.4.1, 1.4.2 and 1.4.3, the following must be met:

T actual≥T physical+Eloc                                                   (1.4.4)

Requirement 2 means that the actual warning zone width must cover at least as much ground as
the error  does.  Ensuring that,  at  least  when the  vehicle  is  in  the zone center,  the  measured
position is guaranteed to be in the zone and trigger a warning:

wactual ≥ 2⋅Eloc                                                    (1.4.5)

wactual  = Actual warning zone width.

Due to (1.4.4), the zone width is also restricted as:

wactual ≤ w physical−E loc                                              (1.4.6)

w physical  = Physical warning zone width.

The next relevant quote from the standard states that:

“The system shall provide warnings within a zone having a width of 30 cm for each test group.”

Which defines w physical  as 30cm. Giving the total equation (values in cm):

2⋅Eloc ≤ wactual ≤ 30−Eloc                                       (1.4.7)

This  gives  a  maximum  error  of  ±10cm  before  the  zone  width  can  no  longer  fulfill  the
requirements:

2⋅10 ≤ wactual ≤ 30−10

20 ≤ wactual ≤ 20                                                           

The above calculations assume an infinite update rate. This means every position of the vehicle

12



when moving between the earliest and latest warning line is measured and the vehicle is thereby
guaranteed to, at one point, be in the middle of the warning zone at the time of measurement. An
infinite  update  rate  is  of  course  impossible  and  the  implications  of  a  lowered  rate  will  be
discussed next.

“The vehicle shall depart once to both the right and left sides for both ranges of rate of departure
(0 to 0.4 m/s and 0.4 m/s to 0.8 m/s) on a curve to the right and a curve to the left”

This defines the maximum supported departure rate of the system as 80cm/s. From this, the
maximum spacing between measurements can be calculated as:

δ=
80
f

                                                        (1.4.8)

δ = Max position spacing (cm)

f = Update rate (Hz)

In the worst case, the time of measurement will be offset from the actual warning zone center by
exactly half the maximum spacing. In other words, the worst case will measure a position when
the vehicle is half the spacing to the left of the center with maximum error added to the left while
the next measurement is half the spacing to the right with maximum error added to the right. This
increases the width requirement on the zone by the maximum spacing, granting the full equation:

Eloc⋅2 +
80
f

≤ wactual ≤ 30−E loc                                           (1.4.9)

wactual     = Actual warning zone width (cm)

Eloc  = Maximum localization error (±cm)

f      = Update rate (Hz)

At the current state, the INS of the parallel thesis work is operating at 10Hz, but this is subject to
change and can realistically be increased to the 100Hz area. The GNSS-only approach is also
capable of running at 100Hz. 

Inserting 10Hz and rounding the error down to the nearest tenth of a cm gives a maximum error
of ±7.3cm:

7.3⋅2 +
80
10

≤ wactual ≤ 30−7.3

22.6 ≤ wactual ≤ 22.7                                                  

Meaning a loss of ~±2.7cm in the error budget due to the update rate. 

In comparison, inserting 100Hz gives a maximum error of ±9.7cm:
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9.7⋅2 +
80
100

≤ w actual ≤ 30−9.7

20.2 ≤ wactual ≤ 20.3                                                  

One final excerpt from the standard specifies where to place the warning zones:

“The latest warning line is located 0.3 m outside of the lane boundary for passenger cars and 1 m
outside of the lane boundary for trucks and buses.”

With the simplification of a default width presented in 1.3.2 The Map, it is assumed that all lanes

are  3m wide. This places the latest physical warning line for trucks at  
3
2
+1=2.5m . Which

leads to the warning threshold T actual being placed at 2.5−wactual :

• T actual=2.273m at 10Hz

• T actual=2.297 m at 100Hz

One consideration remains to bring up in this section. The localization error budget  Eloc is
shared by two main system components: 

• The real-time positioning system (RTK-GNSS+INS calculations & prediction)

• The map generator

These factor into the localization error in an additive relation. 

Eloc=ERTP+ Emap                                                    (1.4.10)

ERTP = The real-time positioning error

Emap = The mapping error

A way to visualize this  is  that  the vehicle  is  physically  exactly  on top of the mapped path:
D physical=0 . Then assume that the map is providing a point with maximum error added to the

left while the vehicle is measuring a position with maximum error added to the right. This would
lead to:

Dmeasured=ERTP+Emap

The same equation can be derived by combining 1.4.3 with 1.4.10 and setting Dphysical=0 .

The two mentioned system components are subject to several sources of error. The  real-time
positioning system's total error can be calculated as:

ERTP=EGNSSpos+Erelpos                                               (1.4.11)

ERTP   = Real-Time Positioning system Error.

EGNSSpos = Absolute positioning system Error (RTK-GNSS calculations)
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Erelpos    = Relative positioning system Error (INS and/or data extrapolation)

While the total error of the map generator, since it is creating maps using the absolute positioning
system, can be calculated as:

Emap=EGNSSpos+Eadapt                                              (1.4.12)

Emap   = Map generator Error.

EGNSSpos = Absolute positioning system Error (RTK-GNSS calculations)

Eadapt    = Map curve adaption Error.

Collectively, the total error of the LDW system is (see 1.4.10):

Eloc = 2⋅EGNSSpos+Erelpos+Eadapt                                     (1.4.13)

Note  that  the  ISO standard  does  not  specify  any  requirement  for a  future  position.  The
relative positioning system therefore only needs to calculate the current position when achieving
the accuracy defined here.

In conclusion, the important derived results of this section are equations 1.4.9 and 1.4.13 and the
threshold placements of:

• T actual=2.273m at 10Hz

• T actual=2.297 m at 100Hz

1.5 The Research Question
The main research question of the thesis is:

In the highway scenario, to which degree can the addition of a GNSS-based positioning solution
improve the performance of today's vision-based lane-departure warning systems?

This question is broken down into investigating three categories of performance:

• Coverage:  In  which  failure  scenarios  for  a  vision  system  would  a  GNSS-based
positioning system remain functional?

• Possibilities: What new functionality can GNSS-based positioning theoretically bring to
this area of application?

• Accuracy: How does the accuracy of a GNSS-based positioning solution compare to the
requirements imposed on today's vision-based alternatives?

1.6 Method & Required Tests
This section will detail the method used and the tests required for investigating each category of
performance. 

Coverage has already been described within the background chapter. This gave an overview of
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the benefits of adding GNSS coverage to LDW. While more detailed testing of various coverage
scenarios was originally planned for this project, such efforts did not fit the final time plan.

Possibilities were investigated, as stated in the question, purely theoretically. The result of this is
found in 7.2 Future Work towards the end of the report.

Accuracy, the final category, was the main focus of this project. As stated in 1.4 Requirements,
the  target  accuracy  is  enforced  on the  current position  of  the  vehicle.  This  means  that  the
accuracy should primarily be measured when the system is only compensating for positioning
latency, not predicting where the vehicle is headed.

The influence of latency compensation (the relative positioning system) on the total real-time
positioning accuracy grows larger in proportion to the magnitude of the latency. For this reason,
the latency has been measured and various options have been integrated to minimize it which are
detailed in 3.2.1 Swepos Base Station. The results of the measurements are found in 4.1 Swepos
Connection  Reliability.  These  results  also  define  the  performance  criteria  of  the  relative
positioning system.

The error  factors  affecting  the  total  accuracy are  found in  equation  1.4.13.  The method for
measuring each factor in this equation will now be presented.

EGNSSpos , the error of the positioning solution was measured by comparing each position with
a ground-truth. This process and the motivations for choices made are detailed in  3.3 Position
Verification. A short summary will be presented here.

To measure the accuracy, a total of three systems were involved: 

1. A stationary high-accuracy system of known accuracy.

2. A mobile high-accuracy system of unknown accuracy, to be verified.

3. The thesis system of unknown accuracy, to be verified.

Using system 1 as ground-truth for testing system 3 would greatly restrict the area in which one
could conduct the research.  For this  reason, system 2 was first tested against system 1.  The
measurements from these tests were assumed to be representative of any highway scenario with
similar characteristics (e.g. open sky with no surrounding structures). Hence, any following test
conducted under similar circumstances was assumed to retain the same accuracy for system 2.
This assumption allowed all following tests on system 3 (which were all  done under similar
circumstances) to be conducted only against system 2. Which in turn allowed much larger test
areas and less setup time.

The results from the tests between systems 1 and 2 can be found in  4.2 Position Verification
System while results from the tests between systems 2 and 3 can be found in  4.3 Positioning
Accuracy.

Erelpos , the relative positioning error (latency compensation and/or prediction) was measured
by post-processing a series of positions recorded and extracted after a test drive. The designed
algorithm takes a number of positions from the set and attempts to predict a position further
ahead, as detailed in 2.5 Prediction. The predicted position is then compared to the known future
position. The resulting average and maximum of the errors in the prediction across the entire set
are presented in  4.5 Prediction Accuracy. Keep in mind that these are results from the GNSS-
only approach. The INS results are found in [27].
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Eadapt ,  the map adaption error was also measured  by post-processing a series of recorded
positions. The method was to give the mapping algorithm a sub-set of the total recorded data and
measure how well it matches the data that is unknown to it. For example, every 4th point in the
set is given to the algorithm and the intermediary 3 points are then compared to the resulting map
curve. This gives an indication of how well the characteristics of the curve fit the characteristics
of the road. The results of these tests are presented in 4.4 Map Accuracy & Departure Warning.
The mapping algorithm design is detailed in 2.4 Mapping
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2 THEORY

This  chapter  describes  the  theory  required  to  solve  the  problems  presented  in  the  thesis.  It
revolves around the areas of mapping, prediction and positioning where the latter is based on
the mentioned technology known as a Real-Time Kinematic Global Navigation Satellite System
(RTK-GNSS) combined with an Inertial Navigation System (INS). 

2.1 GNSS & INS

The purpose of a GNSS system is to determine the position of a receiver in global coordinates.
The receiver  is  often referred to as  the  “Rover”.  The rover  receives several  signals from a
constellation  of  satellites.  The  most  commonly  used  and  well-known  constellations  are  the
American GPS network, the Russian GLONASS network, the Chinese Beidou network and the
upcoming  European  Galileo  network.  The  signals  from these  satellites  contain  the  time  of
transmission and position of the sender. When the transmission is received, the time difference
between the local clock of the rover and the signal timestamp will represent the time of flight for
the signal. This will give an estimation of the distance between the rover and the satellite. If an
estimation of distance can be established to at least four different satellites, and the positions of
these satellites are known, there can be only one possible position for the rover where all four
estimations are correct. This method is referred to as  Code-based positioning  and is accurate
down to a few meters.

To achieve higher levels of accuracy, other methods must be employed. One such method is
Carrier-based  ranging  and  serves  as  the  basis  of  RTK-GNSS.  This  method  works  by
determining the number of carrier-cycles (full sine-waves) that the signal goes through on it's
way from the satellite to the rover. Multiplying this number with the known carrier wave-length
will  then  calculate  the  full  distance.  The  method  by  itself  is  however  quite  vulnerable  to
atmospheric disturbances which prompted the evolution of RTK-GNSS.
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Real-Time Kinematic GNSS (RTK-GNSS) is a method that utilizes a nearby stationary GNSS
reference receiver (known as the Base Station or Reference Station). Communication with the
base station is normally done by radio or other wireless protocols. The principle is that the same
satellite signal is registered by both receivers and the carrier wave is analyzed (see Figure 2). The
difference between the two readings will represent what happened to the signal wave between
the  time  it  passed  the  first  receiver  and  the  time  it  reached  the  second  one  (the  order  is
irrelevant). Performing some mathematical operations on the measured differences will yield a
very accurate  estimation of the distance (the offset)  between the two receivers.  The method
builds on the fact that the position of the base station has already been measured in advance and
is known with almost perfect accuracy. Applying the calculated offset to the known position of
the base station then yields the location of the rover. This means that the error factors from the
entire travel distance down to the Earth's surface, such as atmospheric disturbances, have been
eliminated from the equation and only the distance between the two stations becomes relevant.
Resulting in the mentioned error margin of mere centimeters.

A large factor of error in carrier-based positioning systems in general is a phenomena known as
multi-path. In simple terms, this is the result of satellite signals being received after reflecting
off of nearby surfaces. Such a signal will have a longer travel distance, contain more waves and
thereby indicate that a satellite is farther away than it is.

[28] investigated a number of compensation techniques for multi-path issues. Hardware 
countermeasures such as narrow-beam antennas were suggested. Software solutions are another 
viable option that would make use of measurement redundancy and error predictability. The 
mentioned paper goes through a number of methods that focus around various patterns of 
predictability. Measurement redundancy can be achieved through having free-sight to as many 
satellites as possible, using dual-channel receivers (which is currently a costly solution) or using 
measurements from a cooperating INS system as will be explained next.

Inertial Navigation Systems (INS) use a combination of sensors to analyze the movement of the
vehicle they are in, and use this sensor data to estimate a relative position to its starting point.
The sensors involved are usually gyros, accelerometers, odometers and the like. The issue with
INS solutions is that they are very vulnerable to drift. Drift is a term for error-buildup caused by
the fact that every position estimate is relative to the previous position estimate, causing the error
to carry over from each measurement to the next. The severity of the drift over time can depend
on many factors such as the quality of the sensors, the lay of the land and the speed of the
vehicle. Because of this, INS systems tend to be used over smaller distances where the drift can
be kept at acceptable levels. 

The combination of GNSS and INS is done mainly for multi-path compensation by comparing
the positions from both systems and trusting the INS more if the GNSS is suddenly reporting a
large  position  jump  that  does  not  coincide  with  the  INS  estimations.  There  are  also  two
additional reasons for this combination. Firstly, the absolute positions coming from the GNSS
can correct the INS position and reset the drift at regular intervals. Secondly, the GNSS positions
are subject to latency due to delays in the base station communication.  This means that  the
positions being reported can be up to several seconds old. To attain the current position, the INS
will be used to estimate the path the rover has taken from the time the latest GNSS position
represents  and onwards  to  the  present.  The same estimation can be used to  compensate  for
satellite signal-loss or communication malfunction.
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2.2 RTK-GNSS in Mobile Environments
One of the major complications of the project is that RTK-GNSS is not normally used in mobile
environments. This introduces new requirements on the  latency of the position, the positional
update rate, and the area coverage of the base station.

Latency is a major concern. At highway speeds of 80 km/h, the vehicle moves ~22 m in a single
second. The system needs to provide positions as close to the present as possible to minimize the
strain on the relative positioning system. The initial assumption was that sub-second latencies are
acceptable but it depends entirely on the quality and accuracy of the relative positioning solution.

Having higher data-density in the driven path will aid both the mapping and localization efforts.
The update rate of the low-cost GNSS receiver is fairly slow, providing only a single position fix
per second. The receiver can also experience signal-loss which further reduces the overall rate.
To fill in the gaps, the relative positioning system will attempt to estimate the movement of the
vehicle.

Base stations only provide limited area coverage. This is because the distance between the base
station and rover is proportional to the error in position given by the RTK-GNSS calculations.
The distance should therefore be kept as low as possible which becomes a problem when the
rover  is  moving at  high  speeds  over  a  large  area of  land.  Fortunately,  an  association  called
Swepos is operating a large network of RTK-GNSS base stations across Sweden. These can be
contacted over a mobile broadband connection and are constantly streaming RTK  correction
data (meaning signal  information required for  RTK distance calculations).  The network was
established primarily for surveying the land and other associations provide the same type of
service across other countries. Using the Swepos network, it is possible to always have a base
station within acceptable range of the rover, allowing this LDW system to work without any
changes to the infrastructure. Acceptable range is assumed to be anything less than 10km, which
was established during a discussion with a Swepos representative.

Finally, the movement itself may have adverse effects on the RTK calculations. Studies on this
subject have been done in previous work. [18] investigated low-speed movements and the effect
that  latency had on this  scenario.  The findings  indicate  a  linear  relation  between speed and
accuracy.  [14]  experimented  with  using  RTK-GNSS systems  in  high  mobility  environments
(highways).  These  experiments  showed  a  significant  increase  in  error  between  static  and
kinematic  results  where standard deviation measurements  differed from around ~1cm in  the
static  tests  to  ~9cm in  the  kinematic  tests.  This  is  when  only  considering  two-dimensional
positioning as the “up” direction is not of interest to an LDW system.

2.3 Swepos,  NTRIP & RTCM
Communication with the Swepos Base Station is done via a globally standardized and open-
source protocol  named  NTRIP (Networked  Transport  of  RTCM via  Internet  Protocol).  The
protocol is developed by the German Federal Agency for Cartography and Geodesy (BKG) and
transmits packages in “RTCM” format between users.

RTCM is  binary  data  packaging  format  developed  by  the  international  standardization
organization with the same name, the Radio Technical Commission for Maritime Services. The
newest version as of the writing of this report is  RTCM3 and the format contains around 40
different message types containing various RTK-GNSS related data. The specification required
for  encoding  and  decoding  the  messages  is  proprietary  and  must  be  ordered  from  the
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organization itself for a fee. Publically available is only the definition of the message IDs and a
summary of their  content [26].  At a minimum, a client program would have to retrieve and
decode message 1004 which contains the timestamp and phase data of all GPS signals received
by the base station. To get better coverage, the client should also strive to make use of message
1012 containing the same information for all GLONASS signals.

The NTRIP protocol communicates between three software components known as the server, the
caster and the  client (see  Figure 3). The  server is installed on the physical base station and
connects to a central caster to which it streams all collected signal data. The caster acts as an
interface between the client and server. It collects data from a network of several servers (base
stations) and provides the client with a single point of access to the service. In older versions of
these systems, the caster would simply list the servers it is being fed from and the client would
select one of the servers to receive its data. Today, the caster lists a single point of entry for the
desired data format (e.g. RTCM3) and optimal server selection is done automatically when the
client reports its current position. The client is installed on the system performing the position
measurements and usually connects to the caster service through a mobile internet connection.

The goal of a base station network is to provide valid correction data to any position within as
large an area as possible. If a datastream is only established to the closest physical base station,
this would require the network to be dense enough that any point within the area falls within an
accepted radius of a station. Measuring equipment used by these stations is a large investment
and covering  an  entire  country  with  this  method is  simply  not  economically  defensible.  To
improve the situation, a technology has been developed named Network RTK (NRTK), which is
currently in use by Swepos.  The principle is that the data of several nearby base stations is
merged to form a Virtual Reference Station (VRS) between them [24]. This method serves both to
reduce the required density of the network and to improve the quality of the measurements as the
virtual station can be generated dynamically for each client at  an optimal location. The only
drawback is  an increase in  processing load on the caster system that  is  performing the data
merge.

2.4 Mapping
Once a valid position has been acquired, the next step of performing lane-keeping functions is to
attain a map of the lane. In its basic form, a map contains nodes that specify the location of a
single point in global coordinates each. Between the nodes, the map saves a representation of the
shape of the road. This is in general the parameters of a mathematical function. 

The mapping is subject to three sources of error:
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• Position error

• Shape function interpolation/adaption error

• Human error

The first error source is discussed in 3.3 Position Verification while the third error source will be
brought up in 5.3 Mapping – Human Error. The solution presented in this section will determine
the size of the second error source.

In older road construction, a road bend would be designed simply by joining a straight line with
a circle-segment. This induced a jerking-motion when entering the bend as the driver would have
to immediately switch from having the steering wheel straight to having it turned to match the
curvature of the circle-segment. Today, this issue is addressed by introducing a function known
as an Euler spiral (see Figure 4), also known as a Clothoid. An Euler spiral has the property that
its derivative is directly proportional to its length. This means that the derivative will linearly
increase as one moves across the curve at a constant speed. Such a property allows a driver to
follow the curve by turning the steering wheel at a steady pace to its new angle, removing the
jerking-motion. In conclusion, this means that road shapes are represented by three mathematical
functions:

• Straight lines

• Euler spirals

• Circle-segments

To simplify it  even further,  one can state  that a straight line is  a
special case of an Euler spiral where the rate of derivative change is
zero. In addition, one can state that a circle segment is also a special
case of an Euler spiral where the derivative change is zero and the
initial  derivative  is  that  of  the  circle.  Meaning  road  shapes  are
simply a series of connected Euler spirals.

The representation of an Euler spiral is fairly complicated. Two Fresnel integrals represent the
basic characteristics of the equation. These integrals must then be normalized using the final
curvature at  the end of the spiral and the total arc-length.  Solving the integrals  can be done
numerically and the resulting Cartesian values can then be scaled back (denormalized). This base
representation will  however only describe a spiral  starting at  zero curvature and ending at  a
larger curvature.  It should be noted that many spirals will have a start-curvature that is non-zero
and an end-curvature that can be both less and more then the start-curvature. The representation
will therefore most likely have to be reformatted to a function taking the parameters of total arc-
length, start-curvature, end-curvature and curvature-change-rate (which can be positive, negative
or zero). As one can imagine, finding the optimized parameters of the function from a set of
Cartesian points becomes an even more complicated process.

In the interest of minimizing sources of error and saving time, the decision was made to find a
simpler road representation that could approximate the Euler spiral to a sufficient degree. Since
this thesis is focused entirely on the highway network, curvatures are in general fairly small and
bends span very large distances. At low curvatures, the Euler spiral is very similar to a function
with a constant third derivative (the arc-length is similar to the x-value at that point). Hence, a
third-degree polynomial may function as a substitute. The polynomial can also adapt to the
other road-shape-functions fairly well. It can approximate a circle-segment by taking the form of
a parabola and it can fully represent a straight line by nulling its third-degree or it's third and
second-degree coefficients respectively.
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To  map  a  road,  global  coordinates  of  the  lane  center  would  be  collected  with  as  high
concentration as is feasible. The following algorithm is then employed (see Figure 5):

• The first coordinate forms the first node

• A set  of  adaption  points  is  chosen  to  perform least-squares.  The  set  is  dynamically
chosen to maintain a sufficient distance between each point so that the point density
becomes roughly equivalent across the set, the reasoning behind this is found in 5.6 The
Polynomial Adaptation Algorithm. The minimum size of the set is 4 points since that is
the minimum a 3rd degree polynomial can adapt to.

• Once the set  is  chosen, the polynomial  is  adapted (this  employs a  second algorithm
described below) and its deviations from the chosen points are measured. The deviations
are defined as the minimum distance between the curve and each point.

• If all deviations are below an allowed error-threshold, the adaption set is expanded to
include more points. 

• Once any deviation rises above the threshold, the adaption is considered a failure and a
counter is incremented according to the algorithm by [16].

• Once the counter reaches a threshold value, the last successful adaption is saved as the
shape of map segment being created and a new node is formed consisting of the last
point in the successful adaption set. This ensures that the shapes at each side of each
node are directly connected.  The algorithm then loops back to the first  step until  all
collected points have been mapped.

The reason for not directly accepting the last  successful adaption when one fails  is  that the
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adaption can in some cases improve when being fed additional points and fall back below the
threshold.

As mentioned above and contrary to Euler spirals, a polynomial curve must have consistently
increasing x-values. This restricts the adaption set further as it can only span a road-section that
turns less than 90 degrees in either direction or less than 180 degrees in one direction. It is
assumed in this thesis that highways will never turn tightly enough within a single segment for
this to be an issue. However, if the system is expanded to cover smaller roads, off-ramps, etc.
then polynomial adaptation would not be recommended. The adaption is done as follows (see
Figure 5):

• A local  flat  coordinate  system  is  formed  with  the  node  as  the  origin  using  ENU-
conversion [5]

• The angle θi  between the node point and the second adaption point is calculated.

• All adaption points are rotated by the calculated angle around the origin. This will point
the  east-axis  from the  node  towards  the  second  adaption  point.  The  rotated  axis  is
referred to as x.

• The x-coordinate of each point is checked against the previous point. If the difference at
any  point  in  the  set  is  negative,  the  adaption  immediately  fails  and  the  previous
successful adaption (if one exists) is chosen as the segment shape. If no previous adaption
exists, the points are discarded as unadaptable, leaving a hole in the map and generating
an error. 

• A third-degree polynomial is calculated from the adaption set using least-squares.

The stored map takes the form of a sequential  list  of segments without random access.  The
structure was chosen since the map will be used in a sequential manner when driving along the
road.

To  use  the  map,  the  vehicle  must  determine  which  segment  it  is  currently  occupying.  This
process involves:

• Finding the most likely map to include the relevant segment. The program chooses the
map with  the  closest  origin  (first  node)  as  the  most  likely  candidate.  If  it  is  proven
incorrect, it will continue with the second-closest and so forth.

• The segment list of the chosen map is iterated. In the local coordinate system of each
segment, the vehicle position and position of the next node is calculated.

• An occupancy check is performed:

0 ≤ x vehicle ≤ xnextnode                                         (2.4.1)

This is a rough check that can give false positives on adjacent lanes, opposing lanes or
parallel roads.

• If the rough check is passed, a lane-departure check is performed. If this passes as well,
the segment selection is ascertained. Note that this requires that the vehicle is within the
departure threshold of the lane while the selection is taking place.

As the vehicle continues to move along the map, segment transitions take place whenever the
occupancy check (see equation 2.4.1) fails. If the vehicle is above or below the boundaries in
equation 2.4.1, the next or previous segment in the list is set as active, respectively. The rough
check is sufficient here as search area has been reduced to the current segment within the current
map and its two adjacent segments. Again, this refers to the highway scenario only and on more
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tightly turning road sections, another approach must be taken.

Since the rotation of the segments differ, a gray zone arises at the outer side of the road curvature
that does not fulfill the boundaries of either segment (see Figure 5). This can cause the segment
selection  to  oscillate  between  the  two  choices  if  the  vehicle  would  linger  within  the  zone.
However, both choices are equally valid representations of the road so this is a non-issue.

2.5 Prediction
In this section, the method for predicting the vehicle's position using polynomial adaptation is
presented.  A prediction  is  required  for  two  purposes.  Firstly,  safety  systems  are  normally
designed to warn the driver  before dangerous situations arise. Upon inspection of the Scania
vision-based LDW system such a prediction feature was observed. Secondly, the position latency
of the GNSS system must be compensated for. This is preferably done by an INS system as it
will have sensor data all the way up to the current time (sensor data can be assumed to have
negligible latency) to work from and not just position history. In this case, it is not prediction, as
it  is  estimating the current position of the vehicle.  However,  if  INS is  not available and the
system is using only the latency-affected GNSS position history, extracting the current position is
effectively the same thing as prediction. 

The simple prediction method presented in this section is investigated to see if it can act as an
addition or a replacement for the more sophisticated inertial models employed in vehicles today,
without  requiring  any  sensor  input.  The  theory  is  that  due  to  the  highway  scenario  being
uneventful and predictable, and the system primarily being designed to detect slow lane drifting,
this kind of simple approach may be viable.

A couple of assumptions are made in the following equations:

1. The vehicle will not change speed.

2. The path follows a similar pattern to that of a highway (Euler spirals, see 2.4 Mapping).

These assumptions fit very well into a scenario where the car is beginning to drift off its lane. It
will not work during times of high acceleration, braking or lane changing. Then again, all of
these are times when the system is unnecessary or directly distracting.

Assumption 1 gives the following equation:

v⋅t p=L                                                              (2.5.1)

v is the current vehicle speed.

t p is the amount of time into the future that should be predicted.

L  is the arc-length of the predicted path.

The arc-length is calculated as follows:

L(x p)=∫
x c

xp

√1+(
dy
dx

)
2

                                                   (2.5.2)

xc is the current x-axis position of the vehicle.

x p is the predicted x-axis position of the vehicle.

y is the predicted path.

26



The coordinates are represented within the current segment's coordinate system as described in
the previous Mapping section.

Representing the path in assumption 2 can be done using anything from a 1 st to a 3rd degree
polynomial (all of which are presented in the Results chapter). Higher degrees may be viable as
well  but  were not  investigated  in  this  report.  The solution for  a  3 rd degree function  will  be
presented here, giving the following equation for y:

y=c3⋅x3
+c2⋅x2

+c1⋅x+c0                                                 (2.5.3)

Finding the prediction point (x p , y p) is then a matter of solving the equation system:

{
y p=c3⋅x p

3
+c2⋅x p

2
+c1⋅xp+c0

v⋅t p=∫
xc

x p

√1+(
dy
dx

)
2

dx }                                             (2.5.4)

It should be noted that this system has 2 solutions. One is t p into the future and the other is
t p into the past. Each of these have the correct arc-length and are on the polynomial path.

The polynomial coefficients are found the same way as with the mapping algorithm by:

• Forming a dataset of points from the position history.

• Ensuring the points have a sufficient spacing between each other.

• Ensuring the points have consistently increasing x-values.

• Using least-squares to adapt a polynomial over the dataset.

Since the equation system is  problematic  to  solve analytically,  a  numerical  solution is  used.
Newton's  method  solves  the  system while  the  trapezoidal  rule  is  used  to  solve  the  internal
integral in each iteration.

The system forms the following function vector and Jacobian matrix:

f̄ (x p , y p)={c3⋅x p
3
+c2⋅x p

2
+c1⋅xp+c0− y p

L(x p)−v⋅t p
}=(0

0)                                       (2.5.5)

J=[
dy
dx

−1

√1+(
dy
dx

)
2

0 ]                                                    (2.5.6)

Each iteration step then consists of:

x̄diff=J−1
⋅̄f                                                          (2.5.7)

x̄ i+1= x̄ i− x̄diff                                                        (2.5.8)

where
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x̄ i=( x i

yi
)

Iteration  continues  until  x̄diff receives  an  acceptably  small  length.  The  length  gives  a  fair
approximation of the error in the numerical solution and in this thesis it was set to 0.0001m to
not risk it influencing any other error calculations. The trapezoidal rule solution of L was done
using 100 steps. Test runs were also done with 1000 steps and showed no observable difference
in the results.

The  starting  guess  x̄0=( x0

y0
) is  calculated  by  using  the  two  most  recent  points  in  the

polynomial adaption dataset and extrapolating with a straight line:

x̄unit=
x̄c− x̄c−1

norm( x̄c− x̄c−1)
                                                  (2.5.9)

x̄c is the current position of the vehicle x̄c=( xc

yc
)

x̄c−1 is the most recent previous position in the dataset

x̄0= x̄unit⋅v⋅t p + x̄c                                                (2.5.10)

Projecting the guess forward in this manner should ensure that the future solution is found rather
than the past alternative. For additional validity checking, one can ensure that:

x p> xc

As the map always points the x-axis in the driving direction, a future point will always have a
larger x-value than the current.

2.6 Departure Warning
The only remaining step in performing LDW is to find the lateral deviation between the mapped
path and the predicted point. This is the same method mentioned in 2.4 Mapping and involves
minimizing the distance function between the curve and the point. This section will expand on
the calculations required. Firstly, the distance function:

D=√( xp−xm)
2+( y p− ym)2                                          (2.6.1)

( xm

ym
) is the closest point on the map polynomial.

( xp

y p
) is the predicted position of the vehicle.

The root  of  the  function  is  found by derivating  twice  and using  Newton-Rhapson iteration.
Again, with 0.0001m as the error tolerance. This will yield the closest map point. As a starting
guess, the x-value of the prediction point was used. The derivative of the distance function will
only have one root even remotely close to the prediction point so there is no risk of converging
on invalid solutions.

Once found, the closest map point is used in the distance function to yield the lateral deviation of
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the predicted point from the path. To find which side of the map the deviation is on, the y-value
of the prediction point is compared to the y-value of the map. Again, since the map always points
the x-axis in the driving direction, a y-value above the mapped path indicates a deviation to the
left while one below the path indicates a deviation to the right.
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3  THE WORK PROCESS

In this chapter the working process is described. It details the design and implementation of
each system module from the input sources to the departure warning output and goes through the
process of how to verify the positional accuracy of the system. 

The system that was developed in this thesis is laid out above (see Figure 6). It consist of four
input sources: 

• Base station correction data fed via mobile 4G broadband from Swepos.

• Local GNSS receiver data collected via an antenna.

• Inertial data from sensors mounted on the system board (gyroscope and accelerometer).

• Internal vehicle sensor data retrieved via CAN (Controller Area Network).

The data  is  processed and merged on a  System-on-chip  (SoC) platform to form an accurate
estimation of the current position. The resulting positions are then fed to two software output
modules:  Lane  Map  and  Prediction.  These  together  produce  the  offset  between  the  vehicle
position and the desired path provided by the map. The final result is presented in the form of
Departure Warning but can in later iterations be used as a control signal for a Lane Keeping
Assistance system.
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3.1 Positioning System Setup

The main positioning system is a custom-built lightweight commandline-based Linux platform
installed on a SoC. 

Each module shown in Figure 7 is described respectively below:

• The  GNSS receiver is  integrated  into  the  hardware  and receives  its  signal  from the
GNSS antenna mounted on the vehicle roof. Some delays in communication may occur
between the antenna receiving the signal and the processed data arriving from the GNSS
receiver chip to the operating system. These delays are detected using a separate interrupt
signal  provided  by  the  receiver  chip  that  is  sent  directly  on  antenna  reception.  The
measured difference in arrival time of the interrupt and the data package is included in
the calculations. 

• Interfacing with the Internet is done via a  mobile router, connected by  Ethernet port.
The router is using dual mobile connections to two different network providers, ready to
switch provider if signal strength drops below accepted levels. It also uses dual antennas
to maximize reception potential. The reason for this choice of broadband hardware is that
uninterrupted Internet service is central to the stability of the developed product. 4G was
chosen due to its lower theoretical latency compared to previous generations.

• Vehicle sensors are read via a Controller Area Network (CAN) interface. The physical
connector is custom-built onto the SoC to interface directly with the processor's built-in
CAN controller chip. 

• Additional inertial sensors (gyroscope and accelerometer) are also mounted directly on
the SoC hardware to acquire all the necessary input data. 

• Finally, control of the program and retrieval of logging information and recorded data is
done via  Wi-fi connection  to  a  laptop.  In  the  prototype,  the  LDW interface  is  also
displayed using the laptop but should in later iterations use the vehicle dashboard by
sending appropriate CAN messages.
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Figure 7: Hardware overview
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3.2 Data Input Sources
The following sections will describe the implementation and considerations for two of the input
sources mentioned above: The Swepos connection and the Vehicle sensors. The remaining input
sources: inertial sensors and the GNSS receiver were implemented by the parallel INS-focused
thesis worker and the designers of the RTK-GNSS algorithms respectively. Hence they are not
part of the scope of this project.

3.2.1 Swepos Base Station

Connecting  to  Swepos's  services  can  be done via  various  NTRIP receiver  programs.  In this
thesis,  the  free  NTRIP client  program  “ntripclient”  provided  by  BKG  (the  creators  of  the
protocol)  was  initially  chosen.  The  program  is  configured  by  commandline  arguments  and
connects  to  the  caster  with  a  specified  user  account.  At  a  minimum,  the  program must  be
provided with account and server address information to find and connect to the caster. This will
produce  a  source  table  detailing  the  various  datastreams  available  on  the  caster.  Using
ntripclient, the following commandline can be used:

./ntripclient  s nrtkswepos.lm.se port 80 u username p 1234

This will produce a source table printout like the following:

HTTP/1.1 200 OK 

NtripVersion: Ntrip/2.0 

Connection: close 

Server: NTRIP Trimble Ntrip Caster 3.5 

NtripFlags: st_match,st_strict,rtsp,plain_rtp 

ContentType: gnss/sourcetable 

ContentLength: 465 

Date: Fri, 06 Mar 2015 09:31:13 UTC

STR;DGNSS;DGNSS;RTCM 2.3;;0;GPS+GLONASS;SWEPOS;SWE;62;15;1;1;Trimble Pivot 
Platform;none;B;Y;0;; 

STR;RTCM2_GPS;RTCM2_GPS;RTCM 2.3;3(6),18(1),19(1),22(6),23(5),24(5),59(9) ;
2;GPS+GLONASS;SWEPOS;SWE;0;0;1;1;Trimble Pivot Platform;none;B;Y;0;; 

STR;RTCM3_GNSS;RTCM3_GNSS;RTCM 
3.1;;2;GPS+GLONASS;SWEPOS;SWE;62;15;1;1;Trimble Pivot Platform;none;B;Y;0;; 

STR;RTCM3_GPS;RTCM3_GPS;RTCM 3.1;;2;GPS;SWEPOS;SWE;62;15;1;1;Trimble Pivot 
Platform;none;B;Y;0;; 

ENDSOURCETABLE

To retrieve a datastream, a source must be chosen from the table above, e.g.  RTCM3_GNSS.
Additionally, Swepos requires that the client specifies its position so that the caster can produce
an appropriate virtual base station to stream from. The location is given in the format of an
NMEA-0183 message [11], specifically a  GGA message. This kind of message can be fetched
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from most  GNSS receiver  hardware  or  it  can  be  manually  created  from an LLA (Latitude,
Longitude, Altitude) position.

Provided  with  all  of  this  information,  the  client  program will  establish  a  stream and begin
outputting correction data with an update rate of 1Hz. A full command to initiate a datastream
can look like this:

./ntripclient  s nrtkswepos.lm.se port 80 d RTCM3_GNSS u username p 
1234 n \$GPGGA,123513.00,5924.15472,N,01757.79986,E,1,5,5,36.6,M,,M,,*6A

^ 
Current

time

^
Latitude 
(deg, min)

^
Longitude 
(deg, min)

^
Altitude 

(m)

^
Checksum

The position values and checksum of the GGA message should be updated accordingly on every
connection.  Keep in  mind  that  the  NRTK service  also  has  a  limited  area  of  coverage.  The
position provided must be within this area or the stream will not respond. The current time is not
actually needed by the service and using a constant value worked fine in all tests conducted.  All
other characters and numbers could also be kept as constant values with no complaints from the
server or adverse effects on the data received. All fields must however have reasonable values or
the message will be discarded as being corrupt and the initiated stream will, again, not respond.

The streamed data from ntripclient is in RTCM binary format. To allow human readability of the
output, BKG also supplies an alternate version of the commandline program, “rtcm3torinex“,
that  parses  the  data  and  outputs  it  in  “RINEX”  format.  This  version  uses  the  exact  same
parameters as ntripclient and is called in the same manner.

As mentioned in  2.2 RTK-GNSS in Mobile Environments, a virtual base station can only be
reliably used within a radius of approximately 10km. When moving along a highway, this will
require the base station to be moved on a regular basis. The way all tested RTK software and the
Swepos  service  works  is  that  the  rover  position  is  only  given  once  at  the  time  of  initial
handshaking. Even though the NTRIP protocol itself seems to support sending additional NMEA
messages after the stream is opened, this functionality does not seem to have been implemented
by most, if not all, developers. 

What this means is that to be able to change base station, there are two options available; Either
close the connection and reopen it with the new position or forego the VRS system and request a
different data retrieval format from the service provider. 

The second solution was proposed by Swepos when bringing this issue to their attention. The
different format is a MAC (Master-Auxilliary Concept) message. It works by sending data from
a multitude (~5-15) of nearby stations and leaves the data merge and appropriate station selection
to the client. While this may indeed be the best way to handle the issue, it was deemed too time-
consuming for the first prototype stage. 

Instead,  the  first  method  of  reopening  the  connection  was  used.  This  is  not  without  issues
however.  Closing  and reopening the  connection  requires  a  reauthentication  and initialization
procedure to take place. Using rtcm3torinex, this measures in at about 6 seconds from repeated
testing.  These  are  not  6  seconds  of  delayed  data  but  6  seconds  of  complete  dataloss.  To
circumvent the problem, two accounts can be used in parallel, one primary and one secondary.
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The primary account will be the one supplying correction data to the program, the secondary
account is mostly inactive. Once a station swap is about to occur, the secondary account opens a
stream to the caster and awaits its first correction package. During this procedure, the primary
account continues providing data. Once the secondary stream is ready, the streams are swapped,
making the new one primary. Once the swap is complete, the old stream is closed and the related
account is inactive until the next station swap.

It should be noted that whenever a new stream is opened, the phase counter in the correction
package is reset by the caster. This is intentional to avoid wrap-around issues. It is an acceptable
solution as only the differences in phase count is relevant to the calculations, not the absolute
value. When swapping streams this design will however cause a large jump in the phase count
difference, requiring a reset of internal history variables.

3.2.2 Vehicle Sensors and CAN

The INS model  requires  several  pieces  of  information  about  the  vehicle  being  driven,  both
defined in advance and provided in real-time. Data that must be fetched in real-time is provided
by the internal vehicle Controller Area Network (CAN). There are several CAN standards in use
in the car industry. The selected vehicle in this project uses J1939 which is a modern revision
[10]. The data being fetched are e.g. wheel rotations, selected gear, engine torque and braking.
Fetching of data over CAN involve the following chain of events:

1. Bits arrive on a serial input connection.

2. The bits are grouped together in  frames that contain an  identifier and a  message. The
identifier contains a multitude of bits that relate to the internal functionality of the CAN
bus layer such as package priority. But most importantly, it contains the address of the
device that sent the message, allowing each receiver to specify what it wants to listen to
and know how it should interpret what it just read.

3. The address is extracted from the identifier and checked against a local filter. Since most
J1939 packages are broadcast to the entire bus, each receiver must filter its input to only
receive what it deems relevant.

4. If the package does not pass the filter, it is ignored. Otherwise it can now be internally
parsed by the receiver software and a signal can be extracted (e.g. the number of the
currently selected gear).

Between  the  serial  input  connection  and  the  software  layer,  there  are  two  major  layers  of
abstraction: the built-in CAN controller chip and the Linux operating system. These layers allow
the software to treat the network as any other and use socket-connection syntax to receive only
the message portion of each frame as it arrives. The only remaining processing will be to parse
the  message  according  the  specifications  for  the  device  that  sent  the  package.  These
specifications vary between manufacturers and vehicles since they are not standardized by the
protocol in any way. The message is merely a sequence of bits which may represent several
numerical values and/or flags. 
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Buffer
index

0 1 2

Order 1 0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 22 23

Order 2 16 17 18 19 20 21 22 23 8 9 10 11 12 13 14 15 0 1 2 3 4 5 6 7

Order 3 23 22 21 20 19 18 17 16 15 14 13 12 11 10 9 8 7 6 5 4 3 2 1 0

Order 4 7 6 5 4 3 2 1 0 15 14 13 12 11 10 9 8 23 22 21 20 19 18 17 16

Data 0 0 1 0 1 0 0 1 1 1 1 1 0 0 0 0 0 1 0 1 0 1 1 1

Table 2: Example CAN messages

In  Table 2 an example message of 3 bytes is laid out. The message is received into a buffer
where each byte is stored as it arrives in increasing index (left to right). In this example, the
specification could say that the wanted value (e.g. engine torque) is stored in bits 4-18 (15 bits
long). This could mean any of the above interpretations (marked in each bit order row in Table
2). Once the correct bits have been extracted,  they must be correctly placed within the data
integer:

Data integer (16 bits) 19 18 17 16 15 14 13 12 11 10 9 8 7 6 5 4

In bit order 1 and 2, this will require the bits to be reversed within each byte. In bit order 1 and 4,
the byte order will have to reversed. In all cases, the bits will have to be shifted to place bit 4 at
the lowest bit of the resulting data integer. In addition, the bits above 18 will have to set to 0
(masked).

In Table 2, the bit orders are categorized as follows:

• Bit order 1: LSB first, LSb first

• Bit order 2: MSB first, LSb first

• Bit order 3: MSB first, MSb first

• Bit order 4: LSB first, MSb first

(LSB: Least Significant Byte, LSb: Least Significant bit)

When the LSB is first, it is referred to as little-endian byte order. In the same way, when the LSb
is first, it is referred to as little-endian bit order. Both of these orders should be defined in the
specification but they can sometimes be presented ambiguously or left  out.  In that case,  the
number of possible solutions is fairly limited so trial and error is a viable approach assuming the
signal being fetched can be checked for validity. E.g. if the result is a vehicle speed of 100 000
m/s, the parsing solution is most likely incorrect.

Once  the  data  integer  has  been  correctly  constructed,  it  is  usually  subject  to  a  numerical
transformation to allow it to represent floating point numbers or larger numbers at the cost of
granularity. The transformation is normally just multiplication by a factor. The result also tends
to be offset to represent a certain range of numbers.

All bus management, prioritization, filtering, etc. is handled by the abstraction layers. However,
these require some configuration. Communication to and from the CAN controller, including
configurations, is done by the operating system so the software is only interfacing with the Linux
layer.  Linux has  built-in  CAN support  in  several  forms,  once  such form is  the  SocketCAN
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package  [4]  which  provides  several  diagnostics  tools  and  the  appropriate  Application
Programmer  Interface  (API)  for  communication  via  CAN as  if  it  was  an  ordinary  network
socket.  Unfortunately,  since  J1939  is  a  fairly  new standard,  SocketCAN does  not  yet  have
official support for it. There are however development branches that have worked to expand the
SocketCAN API (which is familiar to many) to include J1939 support. In this project, a resource
found on the Embedded Linux Wiki [3] provided source-code for recompiling the kernel with the
correct API. It also provided J1939 diagnostics tools.

The resource suggests merging the used distribution with the J1939-supported Linux source code
provided. However, since the Linux system used in this thesis was heavily modified, this would
be  a  very  cumbersome  operation.  Instead,  a  git  patch  was  made  containing  all  the
commits/changes related to J1939 on the provided system. If using a building assistance program
such as ptxdist [9], the patch is added to an appriopriate patch directory and will automatically be
applied. If the kernel is already built, it must be fully discarded including the extract phase using
the commands  drop kernel compile and  drop kernel extract,  then rebuilt from scratch. If not
using ptxdist, it can be manually applied on the used Linux source and the kernel rebuilt. Once
patched, the kernel must be configured to include CAN support. Again, if using ptxdist, this is
done by the following:

# ./ptxdist kernelconfig 

(Opens a graphical menu):

Networking support 

CAN bus subsystem support 

Raw CAN Protocol   <-- check this 

Broadcast Manager  <-- check this 

SAE J1939          <-- check this (added by patch)

CAN device drivers 

Platform CAN drivers with Netlink support <-- check this 

CAN bit-timing calculations               <-- check this 

Support for Freescale FLEXCAN based chips <-- check this

The  FLEXCAN  support  option  is  dependent  on  the  model  of  CAN  controller  chip  on  the
particular hardware being used.

If not using ptxdist, the same menu can be accessed through configuration scripts located within
the kernel source.

In addition to enabling CAN support in the kernel, it may also be required to enable the CAN
device itself in the Linux device tree. Depending on the system architecture, the path to the
device tree will differ. On this particular ARM-based system, the tree is located in:

[linux source root]/arch/arm/boot/dts/imx6qdl.dtsi 
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In this file, the CAN device is defined as:

flexcan1: can@02090000 { 

compatible = "fsl,imx6q-flexcan"; 

reg = <0x02090000 0x4000>; 

interrupts = <0 110 0x04>; 

clocks = <&clks 108>, <&clks 109>; 

clock-names = "ipg", "per"; 

gpr = <&gpr>; 

status = "disabled"; 

};

To enable the device, the “status” flag must be changed to “okay”. It may also be required to add
a  couple  of  lines  to  specify  which  processor  pins  that  the  device  should  use  as  there  are
sometimes multiple choices.

The following enables pin configuration 1:

pinctrl-names = "default"; 

pinctrl-0 = <&pinctrl_flexcan1_1>;

The names of the configurations can be found in the device tree as well and will show exactly
which pins will be used. This information should be cross-checked with the datasheet for the
processor and the system board to find where the CAN connector is, or should be, soldered to.

Making the diagnostics tools is quite straight-forward. On the system used in this thesis, some
issues were encountered related mainly to missing files and libraries. However, after checking
the actual result of the build, it turned out that the errors occured on non-critical tools and was
subsequently ignored. Unwanted tools can be excluded completely from the build by removing
their respective directories from the "SUBDIRS" variable in the makefile. The only tool that must
build  correctly  is  ip (part  of  the  iproute  package)  since  it  is  required  for  the  initial  setup
procedure, which is shown next:

# ip link set can0 up type can bitrate 500000 

# ip link set can0 j1939 on 

# ip addr add dev can0 j1939 0x01 

# ifconfig can0 up

This  assumes  that  the  CAN  controller  has  been  identified  as  can0.  It  sets  the  bitrate  to
500000bps, enables J1939 interfacing and claims local address 1. Which address that can be
claimed  differs  between  systems.  Finally,  it  enables  the  configured  interface,  which  is  the
equivalent of going “on bus” in most CAN software. From there on, messages can be sent and
received through the API and diagnostics tools.
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3.3 Position Verification
The following sections describe how the selection of verification method was carried out and
how the selected method was realized.

3.3.1 Verification system selection

To verify the accuracy of the positioning system, a ground truth must be acquired. Accurate
positioning systems today mainly consist of two categories: line-of-sight and GNSS. These two
solutions will be discussed in the following paragraphs.

A line-of-sight  sensor  generally  consists  of  an  transciever  that  measures  the  distance  to  a
reflective  surface.  The most  common method is  to  measure  the  time of  flight  of  the  signal
between  transmission  and reception.  This  gives  the  position  in  a  single  dimension with  the
transciever as the origin. To convert it into global coordinates, the global position and orientation
(horizontal and vertical angle) of the transciever must be known. 

Since the  ground truth  has  to  be maintained over  a  large area of  land,  line-of-sight  sensors
become highly unpractical and lack flexibility. Each sensor station would have to be guarded and
maintained by someone during each test, requiring a sizeable test crew. The stations themselves
would have to be optimally placed to give the highest possible sight range and avoid risks of
being blocked by either opposing traffic or the traffic on other lanes. Whenever the station has to
be switched, the new station must be manually locked on to the vehicle by the station maintainer.
This will almost certainly require the vehicle to stand still during lock-on. The station would also
preferably be placed fairly close to the switching point since manual locking over large distances
is cumbersome, further restricting the placement options. The benefit of line-of-sight sensors is
that they tend to have a higher accuracy than GNSS solutions, often in the sub-centimeter area.

GNSS systems are far more practical for this test scenario. The systems in question are high-cost
industrial-grade  GNSS solutions  mentioned in  the  introduction.  When using  GNSS,  no  test-
stations are required (base station data is retrieved via Swepos) and the test can be performed by
a single individual over as large a distance as desired. The disadvantages compared to line-of-
sight is a reduction in accuracy, falling somewhere in the 5 centimeter area (see Results chapter)
and the complete loss of ground truth when satellite coverage is lost. Another complication is
that these systems are not commonly used in high-mobility environments and the distributer
could not guarantee maintained precision under such circumstances.

In conclusion, line-of-sight sensors were deemed not feasible for this application. The remaining
GNSS solution is a valid option however, as long as it can prove reliable during high mobility.
The method for proving this is presented next.

3.3.2 Verification System Validity

The chosen GNSS receiver was the Trimble R8 GNSS Rover. Validation was done by using the
higher accuracy line-of-sight sensor as a reference within a restricted area so only a single station
was needed. The line-of-sight sensor used was the Trimble SPS930 Total Station which tracks the
position of a specific reflective prism. The prism was mounted directly onto the GNSS receiver
using a built-in mount point which ensures that both systems are measuring exactly the same
position.  Finally, the combined rig was attached to a car roof using a magnetic foot. The test
required  two  individuals,  one  station  maintainer  and  one  driver.  The  station  tracks  its  own
relative  orientation  through  internal  gyroscopes,  but  the  global  orientation  and  position  is
initially unknown.  For the total  station to  output global coordinates,  it  must establish these
variables. This was done by measuring the local coordinates of two or more reference points
(with the station as the origin). The global coordinates of each reference point was measured in
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parallel by the GNSS receiver and input into the total station software. This allows the station to
derive its own global position and orientation. The error in each reference point (from the GNSS
receiver)  is  additionally  smoothed  out  by  using  as  many  reference  points  as  is  practically
feasible. Since sub-centimeter accuracy is not required for these tests, a total of four reference
points was deemed sufficient by a Trimble distributer employee and this number was used for
each test presented in this report.

3.3.3 Test Area Selection

The next required decision is where to perform the test.  Selection of test areas was done by
matching the location with the following criteria:

• While moving from the beginning to the end of the test area, the vehicle must be visible
to the station at all times. Vision should not be able to be blocked by concurrent traffic.
This generally means that the station should be on  the same side of the road as the
vehicle and  the  vehicle  should  keep  the  right-most  lane throughout  the  test.
Alternatively, the station can have an elevated placement to obtain a birds-eye view, if
the selected location supports it.

• The vehicle needs to be able to stop near the station without interrupting other traffic
(for lock-on procedures).

• After leaving the test-area, the route back to the start should be  as short as possible.
This is to increase efficiency when performing repeated testing.

Out of the areas that fulfill these criteria, three sections of highway were selected, containing
three identified corner-cases:

• Open-sky (optimal satellite visibility conditions)

• Valley (less satellites but enough to maintain position)

• Bridge (no satellite visibility)

Due to a lack of time, the case that was deemed least interesting was discarded and tests were
only performed for the open-sky and bridge cases. The intention of the open-sky case was a pure
test of accuracy in optimal conditions. The bridge test was intended to check for performance
issues on the last few datapoints before completely losing satellite reception and the first few
datapoints after regaining it. This is to ensure that the entire dataset is trustworthy.

The open-sky test was performed on route 975 near Stockholm, Sweden. The selected location
was on an open field and contained two straight sections long enough for accelerating to 80
km/h, separated by a very slight bend.

Test road coordinates: 59°31'16.58"N, 18°10'23.86"E

The bridge test was performed on the Swedish E4 highway just north of Rotebro. The location
had a relatively short turn-around time, being surrounded by off-ramps in both directions. It was
fairly  straight  to allow for increased sight-range and had a road verge for stopping near the
station without traffic interruption. Unfortunately, it was discovered during testing that satellite
reception was regained only shortly after losing sight of the vehicle, meaning only the last few
datapoints before reception loss could be investigated.

Test road coordinates: 59°30'14.16"N, 17°55'29.47"E
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3.3.4 Test Data Processing

The tests  output two datasets, the ground-truth from the total station and the positions to be
validated from the GNSS receiver. Since the total station has been globally established, both sets
will contain global coordinates. However, since the total station runs off-line and without any
GNSS reception, its timestamps are not in any way synchronized with that of the GNSS receiver.
The receivers also run at different update frequencies. These factors make direct comparison
between the datapoints impossible.

In this project, the lateral component of the error (relative to the road) is the only one of interest,
opening up an alternative approach:

• For each GNSS datapoint, the closest two ground-truth points are located.

• A line is interpolated between the two points.

• The distance function between the GNSS datapoint and line is minimized to find the
lateral distance between the line and the point.

On a straight road, this calculation will provide a very accurate estimation of the lateral deviation
between the two data sources. At a road bend, the interpolation will decrease the reliability of the
estimation as the curvature of the road increases. Especially if the update rate of the ground-truth
is low.

The locations selected in this project were intentionally chosen for their low road curvature. The
SPS total station model was chosen for its higher update rate than any alternatives provided by
the distributer. Interpolation error should therefore be negligible in the presented results.

3.4 System Output
The “Positioning” module of the system overview laid out in Figure 6 is a modified version of
the  Flowscape solution brought up in  1.1 Background.  In the Flowscape solution, the system
works with a static base station within the immediate area that is connected via WiFi. Since their
application is one of low mobility, this is fully viable. However, to make the system work on a
highway, the main required modifications are to:

• Receive correction data via Swepos instead of a personal base station.

• Use sensor data from the truck in the INS models.

• Change the INS models to match truck dynamics.

Which has all been done as part of the project and the details of which are found in the previous
sections with the exception of the INS model details that are found in the parallel thesis report
[27].

The code for mapping, prediction and LDW was implemented on the SoC in C++ according to
the various  procedures presented in the  Theory chapter.  The LDW interface ran via an SSH
terminal on a laptop for presentation purposes. The system generates replay files that timestamps
and stores all the input received during each run: GNSS signals, Swepos data, CAN messages,
inertial data, etc. This allows each test scenario to be replayed off-line as many times as needed,
using different parameters and algorithms to produce its output.
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4  TESTS & RESULTS 

In this chapter the method of execution and results for each of the required tests, which were
summarized and motivated in 1.6 Method & Required Tests, are presented.

4.1 Swepos Connection Reliability

Figure 8 shows the latency of packages received from Swepos over a period of about 26 minutes
via  the  BKG-supplied  program “rtcm3torinex”  [2].  The latency is  defined  as  the  difference
between the timestamp included in the package and the time reported by the system clock at the
time of arrival. The system clock is synchronized with the GPS-time of a local receiver every
second. This means that system clock drift is definitely below 1ms and can be disregarded. The
following can be observed here:

• Latency spikes occur often and without any regular pattern. However, repeated testing
shows an average spike frequency of two times per minute and this average is fairly well
kept even in shorter testing periods.

• The spikes never exceed 3500ms. This has also been observed in repeated testing as long
as the network connection is stable.

• The nominal latency when not spiking is 300ms and quite stable. This level rises to a
stable 600ms from time to time and later goes back to 300ms.

It  should be noted  that  the same behavior  is  repeatable  on both a  stable  mobile  connection
(though the nominal latency is slightly higher) and a fiber land-line so the issues are not caused
by  the  internet  connection  itself.  The  culprit  could  be  the  Swepos  caster,  the  Swepos  base
stations (servers) or the parsing program (rtcm3torinex). The parser waits for and synchronizes
GPS and GLONASS packages internally before outputting the result. It is therefore unknown if
only one or both packages are being delayed and if the synchronization may be subject to bugs. 

Another parser program was tested to eliminate rtcm3torinex as an error source. The program
chosen  was  “gpsdecode”,  available  from  the  Linux  repositories.  This  program  parses  input
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supplied on standard input and prints to standard output. Input in this case was supplied by the
raw NTRIP reception program “ntripclient”. The resulting plot was completely different:

The latency shown in  Figure  9 is  calculated  by  waiting  for  a  pair  of  GPS and GLONASS
packages with matching timestamps, then comparing those to the synchronized system clock. In
this plot, the following was observed:

• Maximum latency is once again less than 3500ms

• Nominal  latency has  risen  by  quite  exactly  2000ms and still  retains  the  behavior  of
intermittently increasing by 300ms.

• Spikes occur much more frequently (roughly every 4 seconds).

To ensure that the rise in nominal latency was not simply an error in the timestamp, the satellite
phase data was compared with a parallel stream coming from rtcm3torinex. This showed that the
data from gpsdecode was indeed matching that of rtcm3torinex data from 2 seconds ago.

Additional observations could be made during testing due to the fact that gpsdecode outputs all
received packages, not only those with satellite phase data. It seemed like whenever a multitude
of packages containing other data were delivered, the phase package was delayed to the next
delivery. By observing the ntripclient binary output, it could also be concluded that delivery of
packages occurred at a steady rate of 1Hz. So being delayed to the next delivery would then
induce the 1000ms spike. Which would be a valid conclusion if it was not for the behavior of
rtcm3torinex strictly indicating that these delays are not happening as often as every 4 seconds.
This prior knowledge also indicated that the nominal latency should be much lower than what
gpsdecode is showing. Making the entire results of the gpsdecode test inconclusive and could not
serve to eliminate rtcm3torinex as an error source.

A consideration if recreating these results with gpsdecode; Take care when piping the output into
an analysis program. Unlike the BKG programs, gpsdecode is not flushing its output regularly
and will therefore buffer it in whatever chunks the operating system uses as standard. In Linux
these chunks are 4KB large when outputting to anything other than the terminal. The behavior
can be overridden with the Linux program “stdbuf”.
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Since  both  aforementioned  parsers  were  showing  such  different  and  suspicious  results,  the
decision  was  made to  write  a  new one personally.  This  self-made  parser  had  its  raw input
supplied by ntripclient, the same input program that was used by gpsdecode.

In Figure 10, the left plot shows the new parser, measuring latency over a period of 700 seconds.
The right plot shows a zoomed view of the first 700 seconds of  Figure 8. Comparing the two
indicates that the new parser is having significantly fewer and smaller latency spikes but has a
slightly higher average and noise (see Table 3). It should be noted that the slight latency increase
in the self-made parser may be the result of logging each package received to physical memory
(which is not done by rtcm3torinex).

Self-made parser rtcm3torinex

Average Latency 366 ms
398 ms

(342 ms, not counting spikes)

Peak Latency 721 ms 3123 ms

No. of packages with
latency above 600ms

1 31

Table 3: Comparison between self-made parser and rtcm3torinex

In conclusion, the latency issues do not lie with the NRTK service Swepos but rather with the
implementation of the publicly available parsers. None of the parsers found during the course of
this thesis project provided a satisfactory real-time performance and writing your own seems to
be a requirement for any latency-sensitive application.
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4.2 Position Verification System

This  section  presents  the  results  of  the  tests  performed  to  measure  the  accuracy  of  the
verification system. The high-cost verification system (Trimble R8 GNSS Rover) tested here is
used as data source for the tests in all the following sections in this chapter. The motivations and
details for how these tests were set up can be found in 3.3 Position Verification. 

Figure 11 (a) shows the open-sky test route used. Note that the east-axis is greatly expanded in
relation to the north-axis. This is route 975 as defined in 3.3.3 Test Area Selection.  The E4 test
defined in the same section is not presented here since its results unfortunately did not provide
any additional information. Following the recommendations set up in 3.3.3 Test Area Selection,
the line-of-sight total station (Trimble SPS930) is offset to the right side of the road and a small
dirt road is used to turn off the main road and initiate the tracking (as seen at the top of Figure 11
(a)). 

Figure 11 (b) is showing the deviation between each GNSS data point (numbered as they arrived)
and the line connecting the closest two total station points. This is a representation of the lateral
error of the GNSS as described in 3.3.4 Test Data Processing. The first few points of Test 2 (seen
in Figure 11 (b), (c)) were discarded as the vehicle was standing still at the time. Figure 11 (c) is
showing the speed of the vehicle at each respective point. Similar results were acquired in the 5
repeated tests conducted at the site, though only 3 are shown here to avoid overpopulating the
plot. 

The summary is that the verification system has a maximum error of ±6cm and seems to peak
at times of high acceleration while showing lower error values at constant speed.
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4.3 Positioning Accuracy
This section presents the results of initial test runs using the low-cost positioning system that was
developed for this thesis and presented in 3.1 Positioning System Setup. Unfortunately, the INS
system from the parallel thesis work could not be successfully integrated within the time frame
of the  project.  Instead,  the  results  presented  here  are  from the  RTK-GNSS system working
without INS corrections. The data extrapolation based latency compensation is not in effect here
either  since the intention is  only to evaluate  the absolute positioning error  ( EGNSSpos  from
equation 1.4.13) in this section.

Figure 12 shows the positioning results from the system when standing still over a period of 17
minutes. An uncertainty of roughly  +3cm in both east and north directions can be observed.
Since the verification system is showing an uncertainty of similar size, there was no quick way
of acquiring a more exact ground truth of the physical position being measured. However, it can
be concluded that the static uncertainty of this positioning system is not larger than that of the
verification system.
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Figure 13 - 15 shows a short test-drive with a car, using a roof-mounted low-cost single-channel
GNSS antenna and the  Trimble R8 Rover verification system antenna. The lateral error of the
system is calculated in the same way as in the previous  Verification System section. The route
consisted of backing out of a parking space, driving out to a round-about, turning around, driving
back to the parking lot and parking at the previous space. The start- and end-point of the route is
at roughly (-50, 8) as seen in Figure 13. The maximum speed attained was 37 km/h. Figure 14
shows the same route as a 3D plot using the lateral error as the third axis. This serves as an
indication of where the error is spiking and where it is constant. It would seem that the error, just
as with the verification system, is spiking during times of acceleration. Be it through braking or
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Figure 15: Dynamic positioning test – Error overview

Figure 13: Dynamic positioning test - The route Figure 14: Dynamic positioning test - Error spike locations



throttling, before and after road bends. Figure 15 depicts the path from start to finish (recorded
point 0-650), to more clearly show the size and frequency of the error spikes.

In  conclusion,  the  average  and  maximum  errors  are  significantly  higher  than  that  of  the
verification  system.  As  an  additional  comparison;  the  low-mobility,  unmodified  Flowscape
system mentioned in 3.4 System Output has a measured average in the area of +5cm. The major
differences that could affect the accuracy are:

• Issues with the Swepos data.

• No INS corrections are implemented, increasing the risk of multi-path.

• The rover speed is significantly increased (~22m/s rather than ~0.5m/s).

• The antenna environment (the car roof) is different (materials, reflection risks, electro-
magnetic disturbance factors, etc.).

Which one of these differences that is causing the massive performance drop (100cm peak error
rather than 5cm) is unknown at this point. The issue has been investigated during the course of
the project but no definitive reason has been found. Interestingly, the performance is satisfactory
in the static test-case. The companies involved in this thesis are planning further study on this
issue.

For now, these results imply that the issue must be found and resolved before the system can be
used for LDW. Note however that if the spikes are disregarded, the majority of the datapoints,
even while moving, are below 10cm of error. The system also always seems finds its way back to
the correct position after the spikes settle down, indicating that there is no remaining bias or drift.
This all  amounts  to a conclusion that,  once the spike-inducing issues have been resolved, it
seems that the low-cost solution itself is capable of the required accuracy, even in high-mobility.
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4.4 Map Accuracy & Departure Warning

Figure 16 shows a mapped path of an approximately 8km long highway route,  marking the
points where the road changes turn direction. Specifically, this is the E4 south of Södertälje,
Sweden. The route was driven at  the target speed of 80 km/h (~22m/s) and datapoints were
collected at roughly 5Hz. This gives an average point separation of 4.4m. This data collection
was  made  with  the  Trimble  R8  Rover verification  system,  which  has  individual  test  results
presented in an earlier section of this chapter. The parameters set for the map generation was:

• Minimum point separation: 10m (every third point was used)

• Adaption  divergence  threshold:  0.005m (the  maximum allowed  lateral  error  in  each
adaption point when using Least squares approximation)

The result was that an average of 4.1 points were used per segment polynomial. Meaning only
every 10th segment was created using least squares, the rest were exact interpolated solutions.
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Figure 16: Mapping test route



Figure 17 shows a LDW run using the exact same input data, no prediction is taking place so the
deviations are from the input points themselves. Every third point is guaranteed to have an error
of less than 0.005m as explained above but every point between is not constrained as such. The
test shows that even the unconstrained points that are not included in the adaption calculations
are still following the polynomial fairly well. It also shows that direct interpolation is completely
viable. A maximum error of 3.1cm along the entire route was reported, with an average error of
0.4cm. The red lines represent a provisional warning threshold which is set very low to simplify
finding any outliers.
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Figure 17: Datapoint deviation from map with 0.5cm divergence threshold

Figure 18: Datapoint deviation from map with 2cm divergence threshold



Figure  18 shows  a  run  with  the  same  input  and  parameters  as  before  except  the  adaption
divergence threshold has been raised to 2cm. This instead gives an error maximum of 3.3cm and
an average of 0.8cm. It also incorporates an average of 8 points per segment, effectively halving
the number of required segments in the map. This goes to show that a relaxed threshold can
maintain a similar error maximum with only half the storage used.

It should be noted here that the positions being mapped are subject to the R8 Rover internal
measurement error. As presented earlier in this chapter, this error peaks at 6cm and has a nominal
error of approximately 3cm at 80km/h constant speed. While the geographical location of this
test is different than that in which the verification system was tested, the test conditions are very
similar; constant open-sky with no nearby buildings or other high obstructions at the roadside
and 80 km/h driving speed at all times. It can therefore be assumed that the same performance
would  be  observed.  The  measurement  error  means  that  the  peaks  in  deviation  between  the
mapped path and the measurement point may be an outlier in the measurements rather than a
curve adaption error. Indeed, it is more likely that the  curve adaption is smoothing out the
measurement errors rather than introducing further error. In addition, the data points are also
subject to driving error and the fact that the highway is not perfectly forming an Euler spiral
down to the centimeter level.

Looking back at Figure 16, there are 8 points of turn change. On each side of each change, the
road can be expected to form the following series of functions: 

Spiral – Circle – Spiral – Line. 

It can however contain a longer series of: 

Spiral – Circle – Spiral – Tighter circle – Spiral – Line. 

Or a shorter series of:

Spiral – Spiral – Line.

The road can also go directly from one turn to another, skipping the connecting line, making the
series even shorter. Simply put, it is hard to determine exactly how many functions the road was
built on. As stated earlier, all these functions can be represented with an Euler spiral or a third
degree polynomial but the number of required functions remain the same. If going simply by an
average assumption of 4 functions per bend segment (where there are 8 such segments starting at
each of the 8 turn points) one would expect to arrive at 4⋅8=32  functions.
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Figure 19: Map generation results - Number of segments 
(polynomials) required to sustain different levels of accuracy 
(divergence threshold)

Figure 20: Map using a 15cm threshold and 31 segments



Figure 19 shows the result of map generation using all datapoints. Meaning that the divergence
threshold  is  enforced  on  every  point  and  every  point  is  contributing  to  the  shape  of  the
polynomial. Doing 45 map generations with incrementally increasing threshold results in the
curve  seen  on  the  left.  The  mapping  that  most  closely  resembled  32  segments  required  a
divergence threshold of 15cm and is shown in Figure 20.

In  Figure  19,  it  can  also  be  observed  that  for  the  nominal  measurement  error  of  3cm,  the
mapping formed 65 segments. In other words, roughly twice the amount of functions the road
was (presumably) designed with were required to map it. As stated previously, this is most likely
compensating for the error introduced by the driver and road construction. 

The  input  data  includes  1744  points  in  total.  For  65  segments,  this  amounts  to  ~27
points/segment or ~118 meters/segment

While the results remain somewhat inconclusive, the assumption is that the divergence threshold
should be set at the lowest acceptable level for the storage size being used. This will allow each
function to compensate for and smooth out other error factors as much as possible.

4.5 Prediction Accuracy
The following results are the product of repeated tests using the input data presented in 4.4 Map
Accuracy & Departure Warning and the created map with a divergence threshold of 2cm. The
prediction  is  done  using  polynomial  adaptation  as  described  in  2.5  Prediction.  The  results
presented here are for the basic scenario of following the middle of the road at all times. This
was selected as the first testing scenario and must provide satisfactory results for there to be any
point  in  continued testing towards actual  lane departure scenarios.  To measure performance,
information from 200 up to 2000ms back in time were provided to the prediction algorithm and
the same offset was defined as the prediction time horizon, effectively predicting the current
position.  It  can also be seen as  a  simulation  of  latency compensation.  The appropriate  map
segment  for  the  current  position  was  used  as  ground  truth  for  all  following  lateral  error
calculations.

To begin with,  Figure 21 shows predictions using a first, second and third degree polynomial.
The  position  history  provided  to  the  prediction  in  these  tests  were  400ms  old  to  show the
performance  at  nominal  base  station  latency.  The  figure  shows  the  effect  of  increasing  the
number of points from the history that are used for adaption. The number of points is shown as
the total distance they span backwards on the road. Keep in mind that the dataset points are
separated by roughly 4.4m. Meaning the minimum distance is 8.8m (2 points) for adapting a 1st

degree polynomial, 13.2m (3 points) for a 2nd degree and 17.6m (4 points) for a 3rd degree. The
plots are made with a slight margin and use minimum distances of 10, 15, 20m and so forth
instead.  Figure 22 shows prediction with 1000ms latency to indicate that the behavior due to
differing history distance remains similar at farther time horizons.
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As the same input data is used and assuming negligible error is introduced by the prediction
itself, the above plots should show an error within the margins of the map. This error margin, as
presented in the previous section, is 3.3cm. Figure 21 shows that the average of the 1st degree
polynomial prediction is outside this margin no matter the history distance used. The other two
polynomials are below the margin at a history distance around 40m. The standard deviation is
showing almost identical behavior as the average. The  maximum error along the entire run is
surpassing the margin by a factor of 4 at  best.  At increasing history distance,  the 1 st degree
polynomial quickly deteriorates as can be expected since it will be affected by turns further back
in the road and receive an incorrect heading. The 2nd degree polynomial begins deteriorating
around 30m while the 3rd degree is not showing significant adverse effects until the 60m mark. It
should be kept in mind that the more history is used for adaption, the less sensitive the function
becomes to sudden changes in the path. However, as stated earlier, the point of this algorithm is
to predict drifting rather than sudden jerking motions. 

It would seem that increasing the history distance is only benefiting the 3rd degree function while
the others work well at the minimum distance possible.

To measure the stability of the prediction algorithm, the next few tests expand the time horizon
to up to 2000ms, showing the effect this has when using 20m of history as well as 40m. The
results are shown in Figure 23 - 24.
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Figure 21: Prediction at 400ms Figure 22: Prediction at 1000ms                
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           Figure 23: Prediction using 20m of history Figure 24: Prediction using 40m of history         



The  200ms  steps  are  chosen  due  to  the  5Hz  positioning  update  rate.  Each  step  represents
removing 1 additional point from the front of the dataset (most recent) and adding a point to the
end to retain the same history distance.

At 20m, the 3rd degree polynomial is showing the worst performance at longer time horizons.
This is expected since it has the most degrees of freedom and 20m is not enough to provide an
accurate representation of the road, making its behavior inconsistent. To clarify, it is given 20m
of history and is used to predict roughly 44m of the road ahead. The 2nd degree polynomial is
showing the best performance overall and hits a maximum error of 11cm at 400ms.

Expanding  the  history  used  to  40m is  adversely  affecting  the  1st degree  polynomial  due  to
heading errors as described earlier. The 3rd degree in this case, is now out-performing all others at
400ms as it is now being fed a better description of the road, landing at a maximum error of
12cm. Note that it does not out-perform the 2nd degree at 20m.

In summary, at the nominal latency of 400ms, the viable candidates are a 2nd degree polynomial
using 20m of history or a 3rd degree polynomial using 40m. The 1st degree polynomial is as
expected showing the best performance when using only the two most recent points, but is still
showing higher error values in all categories then the other degrees. The 2nd degree is showing
the best stability and the lowest errors. The 3rd degree is a close contender but requires more real-
time processing  power  to  calculate  and provides  no  improvement  in  accuracy.  The  obvious
choice then, is the 2nd degree prediction using 20m of history and predicting 400ms ahead. For
further illustration, the full run in these conditions, showing all 3 polynomials, is seen in Figure
25.
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Unfortunately, neither function could present a maximum error below the mapping error margin
of 3.3cm. Instead, the results are showing 11cm as the best possible outcome. It can be assumed
from this that the prediction, when using polynomial adaption, is going be one of the greater
factors to consider when fulfilling the very strict limitations put up by the ISO standard. It is
quite likely that an INS solution will have to be employed instead.

Testing the algorithm at lower speeds was deemed unnecessary since it will only result in higher
data concentration and shorter prediction distance which will in turn result in better predictions.
The investigation carried out here is intended to show the worst case in comparison to the ISO
limitations. 

From these results, further departure warning tests were deemed to not be worth the time. Effort
should  instead  be  put  towards  evaluating  the  performance  of  an  INS-  or  Vision-supported
approach. An interesting example of such a system that is being supplemented by GNSS and
map data is [25].
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Figure 25: 1st to 3rd degree prediction at 400ms using 20m of history
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5  DISCUSSION

This  chapter  discusses  the issues  with the  system,  possible  solutions  and venues  for  further
development, based on the results presented in the previous chapter.

5.1 Positioning Error
The  alternate  low-cost  GNSS  system  tested  unfortunately  did  not  function  properly  when
integrated with the new inertial model, it could also not maintain sufficient performance when
used stand-alone without being coupled with an INS solution. The previous implementation of
the RTK-GNSS system by Flowscape (see 3.4 System Output) used a tightly-coupled solution,
so  it  is  not  entirely  surprising  that  the  stand-alone  version  showed  significantly  worse
performance. The largest suspected sources of error is signal multi-path and latency. Since the
solution is using single-channel reception, multi-path errors cannot be detected by comparing
with a secondary signal. They must instead be detected and handled by an alternate input source,
the INS. If not, the error will simply be accepted as truth and cause a jump in position. Higher
latency  causes  larger  gaps  in  the  internal  filtering  models  which  have  only  been  tested  for
roughly one second between signal inputs. Further study on the effects of latency in RTK-GNSS
applications can be found in [18]. 

Another  possible  source  of  error  is  the  quality  of  the  base  station  data.  Correctly  received
packages show no signs of issues with the data itself as a static location can indeed be found and
retained using it, and a limited movement can be tracked as well. Some questions have been
raised however, regarding possible slight inaccuracies in the data received. The reason for this is
that  finding  an  initial  position  is  showing  a  success  rate  of  roughly  30%.  The  previous
implementation by Flowscape, using the same algorithms but with a physical base station rather
than Swepos, is showing a success rate above 90%. Slight inaccuracies in the Swepos data, if
they do indeed exist, may be the result of the VRS solution which is only an approximation of a
base station. The real stations are located several kilometers away. In the other implementation,
the physical base station is being used at a distance of only a few meters.

As of the writing of this thesis it is currently unknown why the INS integration with the GNSS
system has failed. Especially since the system is working well in the static scenario and the INS
model is providing reasonable trajectories when tested separately [27].

5.2 RTCM Parsers
Why the publicly available parsers today are showing such unreliable and error-prone behavior is
currently unknown. Something to note is that RTK services are in almost all cases used in static
positioning applications. As a result, optimizations may have been done to favor processor load
or other factors and have negatively affected the latency without this being noticed or it simply
being ignored. There is also the fact that these parsers were created by very small teams or even
single  individuals  and  the  user-base  of  the  applications  is  minimal.  This  all  results  in  an
insufficient test group which makes it easy for various bugs to remain undetected.

5.3 Mapping – Human Error
The mapping technique suggested in this report works by recording the path taken the first time
one drives  a  certain  road.  If  only  a  single sample is  used for  mapping,  this  does  of  course
introduce human error as a large factor in the total error calculation. Reducing this factor can
primarily be done by using additional input sources or larger datasets to perform the adaption.
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An additional input source can be the vision-based LDW system providing the distances to each
lane edge, effectively giving an estimation of the current human error. This however requires the
vision system to be under operational conditions during mapping. It also introduces the error of
the vision system into the total error calculations of the map generation.

Larger  datasets  can  be  gathered  in  several  ways.  Every  repeated  travel  along  a  lane  can
contribute to improving the map and a minimum amount of travels can be required before it is
accepted for use in LDW. If this requirement is imposed on each driver individually, the system
will lose a lot of viability though. Instead, the system should in future implementations work
with a cooperative network of vehicles in the same area that all contribute to the same mapping
resource. Contributing to a central database server would also allow preservation of the mapping
data for future generations, further improving the system viability over time.

Another thought to consider is that this form of crowd-sourced mapping may result in a common
offset on certain roads. For example, during an especially tight bend it may be more common for
drivers to hold a position close to the side of their lane rather than the center. A vision-based
system in this situation will still strive to keep the car centered between the lines. In contrast, this
form of crowd-sourced system would strive to keep the car at the most commonly driven path. It
can be argued that sticking to the most commonly driven path is safer as it will sustain a better
spacing between automated vehicles and manually driven ones.

A final note on crowd-sourced mapping is that singular deviations, such as evasive maneuvers,
must be detected and excluded from the datasets if this solution is going to work. Once detected,
the locations of such deviations may have an additional use in ADAS applications by statistically
identifying risky areas.

5.4 System Failure Risks
The systems presented in this  report  have a  multitude of  possible  failure modes.  To remain
operational, the following criteria must be fulfilled for each system respectively:

GNSS

• Mobile network coverage

• Base station server functional

• Free sight to at least four satellites

Vision

• Visible lane markings

INS

• Position provided by another system within the last few hundreds of meters.

All  of  these  are  unavoidable  limitations  inherent  to  each  technology.  As  stated  in  the
introduction,  the  combination  of  loss  of  satellite  coverage  and  visible  lane  markings  is  an
unlikely scenario as the obstruction blocking the sky will most likely also shield the area from
weather  conditions  that  would obstruct  the  lane markings.  For  smaller  obstructions,  such as
bridges, this may not be true. However, if the obstructed area is indeed small, the INS can be
tasked to fill the gap. Larger obstructions, such as tunnels, will not only be shielded from the
weather  but are also illuminated and the walls  provide additional  indicators as to where the
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vehicle is intended to position itself. All of this amounts to a fairly optimal situation for vision-
based systems. Lane marking obstruction may still occur though, e.g. due to dust or wear.

The most likely remaining complete failure state is the combination of base station data loss and
lane marking obstruction. Luckily, base station data loss tends to be a temporary issue and can
resolve itself by simply waiting. A solution to this problem could therefore be for the vehicle to
utilize the INS to guide it to a complete stop and wait for the base station connection to be
reestablished. This is assuming that the vehicle is running in full autonomous mode. If not, then
control could simply be handed back to the driver until the situation improves.

An additional failure state is brought up by the implementation of the polynomial prediction.
Due to  the  enforced separation of  datapoints,  the  algorithm will  be  very insensitive to  path
changes at low speeds. Leaving the lane in such situations is almost certainly initiated by the
driver though, and the low speed reduces the consequences of lane departure significantly. There
is also the factor that several other sensor systems have already been developed to specifically
handle queuing scenarios, as mentioned in 1.3.1 The Highway. These will most likely take over
and perform better under those conditions.

5.5 System Supervision
In any safety system, integrity checks are crucial.  If  the system detects  that  it  is  not longer
meeting its requirements, it must be aware of its failure state and adjust its mode of operation. In
the ISO standard, this requirement is presented as follows:

“If  a  failure  is  detected  during  system start-up  or  operation,  or  a  system incapable[sic]  is
detected during operation, the driver shall be informed.”

In almost all cases, the three concurrent systems presented, the RTK-GNSS, INS and Vision will
be working in parallel.  This does not only allow redundancy but supervision as well.  If  the
systems' output differ by a significant amount, system integrity is no longer ascertained and a
warning should be issued to the driver. 

To supplement  these integrity  checks,  a  fourth data  source  can be  provided,  the  polynomial
prediction. While this showed insufficient accuracy to work directly as a lane keeping system, it
still gave a good indication of the movement pattern of the vehicle and could function as a sanity
check for the other systems. 

5.6 The Polynomial Adaptation Algorithm
As stated in  2.4 Mapping, the adaption algorithm uses an enforced separation of datapoints to
make sure that a sufficient part of the road is represented in each dataset. An alternative approach
could be to use every point collected and instead enforce an area of coverage. Meaning that a
dataset is accepted once the vehicle has moved far enough away from the first point, rather than
when the dataset reaches a certain size. This has the advantage of not throwing away data that
could  help  with  accuracy  of  the  polynomial  created,  but  it  is  instead  subject  to  weighting.
Weighting occurs if the vehicle moves slowly through the first half of the area and then moves
quickly through the second half. The result is that much more data will provided to the first half.
This will weigh the adaption to favor the first half due to the total error being minimized. The
situation can be especially detrimental to prediction as it is the data beyond the second half of the
set that is of interest. However, this is all speculation as the alternative algorithm described was
not tested in this project.
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6 CONCLUSIONS

Here, the final conclusions of the thesis work are laid out. It goes through the accuracy attained
by the positioning systems compared to the LDW standards, the performance of the proposed
mapping and prediction algorithms and the final conclusion on using GNSS for LDW.

6.1 RTK-GNSS Accuracy and Viability
The benchmark state of the art RTK-GNSS systems available today, as presented in 4.2 Position
Verification System is showing an error peak at  +6cm.  This was however at  a time of high
acceleration and the system is focused at working during times of constant highway speed, where
the results showed an error peak closer to +3cm.

The altered and adapted low-cost RTK-GNSS implementation did not successfully integrate with
the new inertial model and consequently did not show sufficient performance in its current state.
The reason for the errors seen in the system has not been concluded as of the writing of this
report but a number of likely sources are discussed in  4.3 Positioning Accuracy.

The Swepos communication and connection when using publicly available parsers is prone to
high latencies, spikes, or both. Maximum latencies using these parsers are showing values in the
area  of  3-4  seconds  (see  4.1  Swepos  Connection  Reliability).  There  have  also  been  rare
occasions of sudden program shutdowns. It is suspected that these are caused by corrupt data
being received. 

Using  a  self-made  parser,  the  connection  can  be  kept  completely  viable.  It  holds  a  latency
maximum below a single second during the relatively rare spikes, and an average of about half a
second. Corrupt data reception was detected within this parser on some rare occasions as well but
these  can  be  handled  by  simply  throwing away a  single  package,  rather  than  restarting  the
connection altogether.

6.2 Map Generation
On a highway,  generating a map using polynomials  is  a valid  solution that  provided results
within  the  error  margins  of  the  input  data  provided  (see  4.4  Map  Accuracy  &  Departure
Warning). Indeed it would seem that the adaption is smoothing out, and thereby reducing, the
error in the input data rather than adding any additional factors.

6.3 GNSS-based Prediction
Predicting highway movement using polynomials did not meet the accuracy requirements. The
results  show an average  error  of  3cm and a maximum error  of  11cm when predicting non-
departure  movement  at  a  400ms horizon (see  4.5 Prediction  Accuracy).  Due to  this  lack of
accuracy, departure tests were deemed irrelevant at this point.

6.4 Using GNSS for Lane Departure Warning
The ISO standard [8] imposed on Scania's vision-based lane departure warning system today
states an accuracy requirement of 10cm on the system providing the distance from the vehicle to
the lane edge (see 1.4 Requirements). This requirement is further restricted by the update rate of
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the system, and at 10Hz it is reduced to 7.3cm. Increasing the update rate to the area of 100Hz
reduces the effect, placing the requirement at 9.7cm. GNSS systems provide an absolute global
position which requires a map of the driven lane in order to produce the requested data. This
means that the error budget is shared by the map resource and the real-time positioning system
and the resulting total contributing error factors is shown in equation 1.4.13:

Eloc = 2⋅EGNSSpos+Erelpos+Eadapt

Using the 10Hz error budget with the stated positioning accuracy of +3cm at constant highway
speeds (see 6.1 RTK-GNSS Accuracy and Viability) and with no additional error added by the
mapping, the result is:

7.3=2⋅3+Erelpos+0

Leaving the relative positioning system with the strict  total  budget  of  1.3cm to provide the
current position, compensating for the GNSS latency. The latency in question has measured in at
a nominal level of 366ms (see 4.1 Swepos Connection Reliability). Spikes occur rarely enough
to be comparable to sky obstructions such as bridges and can be seen as a failure state for the
GNSS rather than a factor in error calculations.

The  requirements  this  puts  on  the  coupled  INS  system  do  indeed  seem  too  strict  to  be
realistically fulfilled. Raising the update rate to 100Hz instead grants a budget of 3.7cm which is
more  reasonable.  Additional  relaxation  on  the  budget  can  be  granted  by  investigating  the
smoothing effect of the curve adaption or creating an enhanced map using a higher precision data
source.

The final conclusion to answer the research question is that, on a highway, a GNSS system can
fulfill the same accuracy requirements imposed on today's vision-based LDW systems. While the
system does not seem likely to grant greater accuracy then today's system, the fact that it can
maintain the required accuracy allows it to function as a cooperative system thereby granting the
coverage  and  possibility  improvements  discussed  in  1.1  Background and  7.2  Future  Work
respectively. This is achieved without the release of enhanced maps as a prerequisite. As long as
a relative positioning solution is integrated for finding the current position at ~400ms GNSS
latency. This solution must have an update rate and accuracy that fulfills equations 1.4.9 and
1.4.13.

Note that the numbers presented here are not taking human error into account. Discussion on this
subject is brought up in 5.3 Mapping – Human Error.
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7  RECOMMENDATIONS & FUTURE WORK

In this chapter, recommendations for continued work and the prospects of future developments in
this field are presented. 

7.1 Recommendations
As presented and discussed in the results, the publicly available RTCM parsers for retrieving
base station data have latency issues. If the developed application is dependent on low latency,
an alternative solution must be used, such as writing your own parser or making an effort to
improve the publicly available ones.

Communicating with a J1939 CAN bus is not yet natively supported by any Linux distribution
but  can  be  accomplished  through  a  recompilation  of  the  kernel.  Once  the  source  code  is
integrated into the kernel, the communication API itself is easy to use.

The interface with Swepos is fairly rudimentary and information on what is going wrong is
rarely given. In the initial phase of this project there were several issues that caused the Swepos
service to simply remain quiet after connection. Here is a short list of what should be assured
before setting up a connection to a NRTK service such as Swepos.

• If the service requires your position (Swepos does), it must be sent as an NMEA message
during connection. If using ntripclient, this is done with -n flag. There are several NMEA
messages that could be used for sending a position, Swepos requires a  GGA message
[11].

• NRTK services can only provide coverage over a limited area of the globe. Therefore, the
connection  can  not  be  tested  with  random data.  A valid  NMEA message  should  be
extracted from a GNSS receiver beforehand.

• NMEA messages begin with a '$' character. This is also the character for identifying bash
variables in Linux. If using a bash terminal to input the NMEA message, the '$' character
must be preceded with an escape character '\' to avoid the bash terminal interpreting the
following characters as a variable. The reinterpretation is done silently by the terminal
and the user will not be warned. If the variable does not exist, it will simply be removed
from the input. In addition, ntripclient will not complain and Swepos will simply remain
silent if provided with a corrupted NMEA message as such.

During this project, a 4G router with dual connection was used. Namely, the Conel Bivias V2.
While the concept of this router is sound and indeed desireable for the application developed, its
performance  was  severely  lacking.  Initial  connection  times  of  up  to  an  hour was  common
practice.  Additionally,  if  using  the  dual-connection  mode,  the  router  could  decide  that  no
connection is better than a weak connection and go back into initial connection mode. This was
highly frustrating and costly whenever a quick test-setup had to made, such as when starting one
of the truck-tests. During later investigation after the project finished, it was discovered that most
of these problems seemed to be caused by a faulty hardware connection within the product.
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7.2 Future Work

Mapping

While the implemented mapping algorithms do provide good accuracy for a particular dataset,
that dataset is not ascertained to be a good representation of the lane itself. As discussed in the
Mapping – Human Error section, singular errors such as evasive maneuvers must be detected as
part  of  the  mapping  and  larger  datasets  collected  from  multiple  drivers  must  be  used  to
counteract biases. Also, detection of lane-changing during mapping must be done and the result
attributed  to  the  correct  lane-map.  Future  work  towards  making  this  system  a  reality  in
production cars will most certainly have to include a mapping resource that is either a crowd-
sourced solution, as discussed here, or true enhanced map, that does not exist at this time.

Future Applications

Using  high-precision  GNSS  for  ADAS  not  only  opens  up  the  possibility  of  basic  LDW.
Extension of the system towards handling multiple other traffic situations could be realized [20].
It is also possible to move towards a large scale traffic coordination system. These kinds of
systems  are  often  categorized  under  the  common  name  “Intelligent  Transportation  System”
(ITS).

Intelligent Transportation System

As stated in 1.1 Background, the combination of Lane-Keeping Assistance and Adaptive Cruise
Control would be enough to create a fully autonomous car in the very common highway scenario
of driving along a single lane near the speed limit. This is seen by most as the least enjoyable
driving scenario and is often dreaded due to its monotony and duration, in many cases going on
for hours at a time. Highways are also often used as a way to traverse between a home and
workplace making daily repetition an additional factor in the monotony. While there is some
resistance among motorists concerning the growing field of autonomy, this kind of system would
probably be one of the easier concepts to introduce and market. Mostly due to the facts that it is a
scenario many would gladly avoid and it requires no advanced features, such as watching for
pedestrians, making the system easier to trust.

Once such a system has been distributed in a large enough number, further development towards
automation of the highway as a whole can be done. This means vehicle intercommunication in
the direct vicinity for cooperative driving purposes such as platooning and safe lane changing. It
also means communication with the infrastructure for features such as controlling the traffic flow
by guiding vehicles into an optimal lane selection based on the destination of each unit and the
state of traffic ahead. This can make good use of lane-level positioning as the exact state of the
traffic will be known, including the lane-occupancy of each vehicle ahead.
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