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Abstract

Manual segmentation of brain tumours is a time consuming process,
results often show high variability, and there is a call for automation
in clinical practice. In this thesis the use of deep convolutional net-
works for automatic glioma segmentation in MRI is investigated. The
implemented networks are evaluated on data used in the brain tumor
segmentation challenge (BraTS). It is found that 3D convolutional net-
works generally outperform 2D convolutional networks, and that the
best networks can produce segmentations that closely resemble human
segmentations. Convolutional networks are also evaluated as feature ex-
tractors with linear SVM classifiers on top, and although the sensitivity
is improved considerably, the segmentations are heavily oversegmented.
The importance of the amount of data available is investigated as well by
comparing results from networks trained on both 2013 and the greatly
extended 2014 data set, but it is found that the method of producing
ground-truth was also a contributing factor. The networks does not
beat the previous high-scores on the BraTS data, but several simple
improvement areas are identified to take the networks further.



Sammanfattning

Manuell segmentering av hjärntumörer är en tidskrävande process, seg-
menteringarna är ofta varierade mellan experter, och automatisk seg-
mentering skulle vara användbart för kliniskt bruk. Den här rapporten
undersöker användningen av deep convolutional networks (ConvNets)
för automatisk segmentering av gliom i MR-bilder. De implementerade
nätverken utvärderas med hjälp av data från brain tumor segmentation
challenge (BraTS). Studien finner att 3D-nätverk har generellt bättre
resultat än 2D-nätverk, och att de bästa nätverken har förmågan att ge
segmenteringar som liknar mänskliga segmenteringar. ConvNets utvär-
deras också som feature extractors, med linjära SVM som klassificerare.
Den här metoden ger segmenteringar med hög känslighet, men är också
till hög grad översegmenterade. Vikten av att ha mer träningsdata un-
dersöks också genom att träna på två olika stora dataset, men metoden
för att få fram de riktiga segmenteringarna har troligen också stor på-
verkan på resultatet. Nätverken slår inte de tidigare rekorden på BraTS,
men flera viktiga men enkla förbättringsområden är identifierade som
potentiellt skulle förbättra resultaten.
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Chapter 1

Introduction

1.1 Background

1.1.1 Motivation

Patients diagnosed with brain tumors have highly differing outlook depending on the
type, grade, size and location of the tumor. The most dangerous are cancerous brain
tumors, as they have the capability of invading and spreading to other surrounding
tissue. Gliomas (brain tumors arising in glial cells), are the most common primary
brain tumor, making up 80% of cancerous brain tumors [1]. Diagnosis of brain
tumors is typically done using a history and physical exam of the patient, as well
as a Computer Tomography (CT) or Magnetic Resonance Imaging (MRI) brain
scan, and possibly brain biopsy. Treatment is done by removing or killing tumor
cells, usually involving surgery, radiotherapy, chemotherapy, or a combination of
the above [2].

The CT or MRI scan is an especially important tool for diagnosing and treating
a patient, as much information (e.g. type, grade, location, size) of the tumor can
be assessed from the images. To help extract this information, the tumor should
be clearly segmented (highlighting of the tumor, see fig 1.1). Glioma segmentation
is far from a trivial task, for several reasons [3, 4]. First, the tumor in the image is
defined by relative intensity changes to the surrounding normal tissue. The intensity
gradients are often smooth, resulting in ambiguous boundaries. Second, each glioma
has a unique appearance preventing priors on shape and location which are highly
useful in other segmentation tasks. Third, normal tissue gets deformed because of
the pressure the tumor exhibits, which makes it even harder to separate normal
tissue from tumor tissue. Furthermore, tumors often have different substructures
with different intensities and depending on the purpose of the scan, should also be
separated by segmentation.

In current clinical practice, segmentation is done manually by human experts, or
using semi-automated methods but under human control and supervision. Humans
can use expert knowledge in e.g. brain anatomy and medical imaging to make more
accurate segmentations. However, manual segmentation is a very time-consuming
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CHAPTER 1. INTRODUCTION

Figure 1.1. Axial view of four different MRI contrasts of the same brain slice, along
with a segmentation of the tumor. From left to right: T1 contrast, T1c contrast, T2
contrast, FLAIR contrast, consensus segmentation of four human experts manually
segmenting the tumor. The segmentation highlights different tumor sub-structures,
i.e. edema (surrounding grey), non-enhancing core (lighter grey), necrotic core (center
dark grey) and enhancing core (white). Figure created by author from data in [5, 3].

and tedious process. 3D images of the brain are generated by producing a stack of 2D
image slices, and the slices has to be segmented one by one. Without computational
aid, this often results in jagged 3D segmentations [6]. Even with human expertise,
segmentations are not exact. Mazzara et al. [7] measured in their study an intra-
and inter-operator average segmentation variability to be 20%±15% and 28%±12%
respectively, clearly showing the difficulty of the task. A desirable solution would
be fully automated segmentation algorithms, capable of reproducible and accurate
3D segmentation.

1.1.2 Automated glioma segmentation

While it is hard to design accurate segmentation algorithms in medical imaging,
their evaluation also constitutes a challenge. There has been many publications on
brain tumor segmentation over the past 20 years, but most of them have reported
results on small, private data sets, making objective comparisons difficult [3, 8].
Many of these publications omit the details of the data evaluated on, e.g. type
and grade of tumors considered, image specifics, or algorithm speed, accuracy and
robustness. In addition, there are many different ways of measuring segmentation
error [9]. But the most challenging aspect of evaluation is the lack of segmentation
truth, as we simply do not have the true boundary of a tumor in an image. The most
common way is using manual segmentations by human experts as ground truth, but
as stated before manual segmentation often have variability both between experts
and even by the same expert. There have been attempts to tackle this problem,
e.g. [10] which infers a merged segmentation from many expert segmentations.
Another approach is to evaluate on simulated brain tumors instead [4]. Here the
true segmentation is available, but simulated tumors are of course not able to model
all aspects of real brain tumors.

In order to address the difficulties of algorithm evaluation, the Brain Tumor
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1.1. BACKGROUND

Segmentation Challenge (BraTS) [3] has been held each year since 2012. BraTS aims
to provide a standard benchmark for new brain tumor segmentation algorithms, by
having public and well-defined data sets together with a common evaluation metric.
While many past publications have used less than 10 patients in their evaluations,
BraTS 2013 had 30 real glioma patient data sets and 50 synthetic data sets for
training, and BraTS 2014 greatly extended this to around 300 data sets from 250
patients. Each data set consists of four MRI contrasts (explained in section 1.2),
and has been pre-processed in order to focus on the segmentation performance of
the competing algorithms. BraTS has been a main resource in this thesis, due
to the data, common evaluation metric and results of previous competitors it has
provided.

Previous segmentation approaches

Two comprehensive surveys on brain tumor segmentation methods were published
in 2013 [8, 11], which cover publications from 1993 to 2012. There are several ways
of categorising segmentation algorithms, and both papers do it in different ways.

One of the simplest methods is segmentation by thresholding, which only con-
sider image intensities by one or more thresholds. Pixels are considered 0 or 1
depending on whether the intensity is below or above a threshold. The simplest
way is using global thresholds, but local thresholds can be used for more refined
segmentations. Although fast and simple, thresholding is usually only done as a
first step in segmentation, e.g. as in [12].

Region-based methods merge pixels into regions that satisfy some homogeneity
criteria. The simplest is region growing, where a seed is first selected, manually
or by other means, and pixels are continously added to the region until no more
can be added without breaking homogeneity. Region growing has been used in
several studies on brain tumor segmentation [13, 14]. Another region-based method
is watershed. Watershed can be intuitively explained by pouring water on an image,
where the image intensities are instead valleys and heights in a landscape. Water
flows through the landscape downhill, and each point is associated with exactly one
catchment basin. Dams are built where water from basins meet, and the image
is separated into regions by these dams. This technique has been utilized by e.g.
Dam et al. [15] in brain tumor segmentation, but watershed is prone to over-
segmentation, and therefore relies on further pre- or post-processing of the images
to overcome the problem.

Unsupervised clustering methods such as fuzzy c-means have been popular [16],
and Markov random fields [17], as well as supervised classification methods. Su-
pervised methods require large amounts of annotated data for learning, but have
had success in brain tumor segmentation using e.g. support vector machines [18],
decision forests [19] and artificial neural networks [20].

As [8] put it, “It is not possible to draw general conclusions about the accuracy of
different methods, because so far they have all been evaluated on different datasets”.
But after the publication of [8], the results of the BraTS 2012 and 2013 challenges
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CHAPTER 1. INTRODUCTION

were published in 2014 [3], where 10 competing algorithms from each year competed
on the same data sets, on the same terms.

BraTS 2012/2013 results

In the BraTS challenge, many different algorithms were used, but there were also
recurring themes. Four groups from 2012 and four groups from 2013 used random
forests in their algorithms. Other popular methods were Markov random fields or
conditional random fields, which were used by four and three groups respectively.
All algorithms were of course unique in the use of the above methods, what features
they use and processing of data.

In order to get a sense of how well the algorithms performed, we first look at the
variability between the raters. Each data set was segmented by up to four different
human experts, and the ground-truth was generated by merging the segmentation
into a consensus segmentation. There were three different tumor substructures to be
segmented, and the data was split into low-grade and high-grade gliomas. Among
the non-synthetic high-grade tumors, the inter-rater mean Dice score for the three
different segmentation tasks were 88%, 93% and 74% respectively. This imposes
corresponding upper bounds, or goals, of the Dice scores (the main evaluation metric
used in BraTS) of the algorithms on these tasks.

The algorithms were evaluated both off-site, where each group could upload their
segmentations to an evaluation tool online, and on-site where all groups met and
competed with their algortihms. Group Tustison [3] had the best performance on
all three tasks during the 2013 on-site challenge, reaching Dice scores of 87%, 78%
and 74% respectively, reaching close to inter-rater variability on the first and third
task. Inspired by the success of random forests in 2012, they used random forests
as well as markov random fields in their algorithm. In the off-site tests, all groups
had significantly lower performance than Tustiston’s on-site performance, and no
group had the best performance in more than one task. The winning algorithms
in the off-site tests all used either random forests or markov random fields in their
algorithms.

The results from BraTS 2014 have not yet been published, but the submissions
of the 2014 competitors are available [21], where each group has reported results on
the BraTS 2013 data. Random forests were popular also in 2014, as it was used by
four of the eight groups. Three of the four remaining groups used something new
for the BraTS challenge, namely deep Convolutional Networks (ConvNets), which
is what the next section is about.

Actually, the rest of the whole thesis is about deep ConvNets.

1.1.3 Deep convolutional networks

In order to justify why ConvNets are so interesting that they deserve the full at-
tention of this thesis, we are going to step out of the world of medical imaging
into the rest of the field of computer vision. The predecessor of ConvNets was first
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1.1. BACKGROUND

introduced in 1980 under the name neocognitron [22]. These networks were hard to
train successfully, and were abandoned in favor of support vector machines (SVM)
which were simple and worked well in practice. In 1998 however LeCun et al. had
great success on document recognition as well as other tasks with LeNet-5, a larger
ConvNet trained with backpropagation [23]. ConvNets were later simplified for
easier implementation in the early 2000s by e.g. [24] making them more accessible
to the engineering community. After invention of more efficient learning methods
[25, 26, 27] and with powerful GPU computing [28], the big breakthrough for Con-
vNets came in 2012, with the results of the ImageNet ILSVRC-2012 competition
[29]. The team with the smallest classification error in 2010 had 28.2%, in 2011
with error 25.8%. But in 2012 Krizhevsky et al. [30] entered the competition with
the largest deep ConvNet yet, easily winning the challenge with an error rate of
16.4% where the second best team in 2012 had 26.2%.

Krizhevsky’s success at ImageNet sparked a huge interest in deep ConvNets. At
the same competition the following years, the classification error was greatly reduced
to 11.7% in 2013 by Clarifai and then 6.7% in 2014 by GoogLeNet [31], both using
deep ConvNets. It did not stop at ImageNet of course, soon deep ConvNets were
applied in all kinds of computer vision tasks, e.g. object detection and semantic
segmentation [32], handwritten word recognition [33], YouTube video classification
[34] and many more.

There are three parts that came together in order for deep ConvNets to have
such an impact. First, the network has to be really large, and sufficiently deep.
Krizhevsky’s network had 650,000 network units and 60 million parameters to tune
during learning. Second, 60 million parameters need a large amount of training
data in order to avoid overfitting. The data used was the ImageNet LSVRC-2010
training set with 1.2 million labeled images of 1000 categories. Third, computational
power in order to train on huge data sets. The optimized GPU implementation by
Ciresan et al. [28] was over 60 times faster than a CPU version for large networks
for example. Krizhevsky’s network for the ImageNet competition had a training
time of five to six days.

Another compelling factor of deep ConvNets is their flexibility and ability to
generalize over different tasks. One approach that works well in practice [32] is
to first pre-train the network on a task where large amounts of data is available,
e.g. ImageNet. Then the network is fine-tuned for a domain-specific task using
training data for that task. This allows deep ConvNets to be successfully applied
even on tasks where there are not sufficiently large amounts of training data. In a
recent study, [35] investigated just how well ConvNets “off-the-shelf” work on eleven
different computer vision tasks. They used features extracted from the OverFeat
network [36] trained on ILSVRC13 data, in combination with a simple linear SVM
classifier and simple data augmentation. The results showed better results than pre-
vious non-ConvNet state of the art in 10 out of 11 tasks. Further, [37] investigated
the transferability of ConvNets by fine-tuning pre-trained ConvNets to increasingly
distant tasks, and achieved state of the art results in 16 visual recognition tasks.

Researchers in the field of medical imaging are now wondering how well deep
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ConvNets will fare on medical images, which are different in many aspects from
the images of cats and dogs in the ImageNet data sets. Hopefully, ConvNets can
achieve close to human-level image analysis here too, possibly pushing clinical prac-
tise towards more automated methods. Ciresan et al. have reported outperforming
competing methods using deep ConvNets for neuronal structure segmentation in
electron microscopy images [38] and mitosis detection in breast cancer histology
images [39]. In this thesis, we are specifically interested in how well ConvNets fare
on MRI glioma segmentation.

As stated in the previous section, ConvNets have already been tried in BraTS
2014 (although the results are not yet published) [21]. While showing promising
results on the BraTS 2013 data, two of the three groups using ConvNets used simple
and not very large architectures, and did not manage to utilise the 3D aspect of
the images at all. The third group did use three 3D spatial convolutions and a
method for post-processing. This thesis aims to make a more comprehensive study
of different measures one can take when applying deep ConvNets for MRI glioma
segmentation.

1.2 Problem and data details
In order to make well-informed design choices when designing and using a ConvNet,
we must first understand the problem that needs to be solved and the data available.

The data consists of MRI brain scans and was obtained from [3, 5]. This is
different from e.g. the ImageNet ILSVRC challenges, since they have a wide variety
of images which all look very different, the BraTS challenge have images only of
brains. In addition, brains of different people look similar as all human brains
have approximately the same structure. The gliomas look very different however
in shape, size, location and structure, and large ones even have the capability of
restructuring normal tissue in the brain. All image volumes have also been stripped
of the skull. The data contains both high and low-grade gliomas.

Each patient has MRI scans using 4 different contrasts (T1, T1c, T2, T2 FLAIR).
They originally had different resolution, but have been registered to have the same
resolution using T1c as reference as it had the highest resolution. The scans have
approximately 200 voxels in each dimension, which varies from patient to patient
(around ±30 voxels per dimension). The purpose of using different contrasts is
that different brain or tumor tissue gets different relative brightness in the scans.
Some tumor structures may appear dark in one contrast, while brighter in another,
making different tumor substructures easier to segment in different contrasts (see
fig 1.1).

The task is not only to segment the whole glioma, but also different substructures
of it. Each pixel in a volume should be classified with one label that is arranged
on a scale of how “serious” the label is. The labels are, ordered after increasing
seriousness:

• normal tissue
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1.2. PROBLEM AND DATA DETAILS

• edema

• non-enhancing core

• necrotic core

• enhancing core

Their biological properties are not covered here, since the ConvNet is supposed to
extract features on its own.

When evaluating, the tumor labelling automatically gets assigned three new,
mutually exclusive, labels. The “whole” tumor region which are all four tumor
labels combined, the “core” region which are the three most serious labels and the
“active” tumor region which is the enhancing core label. For each of the three tumor
regions the Dice score is evaluated, using the algorithm prediction set P and the
true labelling set T , both binary. The Dice score is calculated as

D(P, T ) = |P1 ∩ T1|
(|P1|+ |T1|)/2

(1.1)

where P1 and T1 represent the set of positively classified voxels respectively.
The true segmentations were generally obtained by having multiple experts per-

form segmentation, and merging the segmentations into a consensus segmentation
by use of a voting system for each voxel. Seven experts in total worked on the
segmentations, and between one and four segmentations were done on each image
volume. The organizers of BraTS tried other multi-class fusion schemes which do
not take relationships between classes into account such as STAPLE [10], but gave
implausible results such as edema and normal tissue being surrounded by core. For
the 2014 training data on the other hand, ground-truth was obtained by using a
merge of the high-ranked previous algorithms of BraTS 2012 and 2013. The dif-
ficulty of producing a true segmentation of brain tumors is something that must
be kept in mind when comparing with other computer vision tasks, as an accurate
algorithm cannot achieve much better scores than the inter-rater variability of the
experts. To recap from section 1.1.2, the human inter-rater mean Dice score for
high-grade gliomas were 88% (whole tumor), 93% (core) and 74% (active).

The scans are 3D which has several implications. In a ConvNet, we can either do
3D convolutions directly on volumetric images, or do traditional 2D segmentation
on slices of the volume. The amount and size of data is another aspect different
from e.g. ImageNet ILSVRC. ILSVRC2012 had 1.2 million images, while BraTS
had 30 training sets for 2013 and around 300 for 2014. On the other hand, BraTS
scans contains 6 million voxels as compared to around 200 000 pixels in ImageNet.
The total amount of voxels is still much lower for BraTS 2014, 2 billion compared to
over 200 billion pixels in ImageNet. It must also be considered that the interesting
part of the brain scans, the gliomas, only takes up a small part of the brain. This
means that the amount of data containing the harder cases of fine segmentation
boundaries also is much smaller. A possible way to improve segmentation could
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CHAPTER 1. INTRODUCTION

therefore be to seek out other data to train the network on in order to make up for
the smaller set of data.

As many of the previous BraTS groups have done previously, this thesis focuses
on the real glioma cases, not on the synthetic ones, as the real cases are more
relevant for practical clinical use.

1.3 Problem statement

The goal of the thesis is to investigate different options to take when designing and
putting ConvNets to use for MRI glioma segmentation, and to attempt to create and
train networks with strong performance which is measured by the Dice score of the
segmentations. In addition to Dice score, the segmentations are visually compared
to the segmentations produced by individual human experts. Since testing each
network configuration takes a long time, a limited number of tests could be made to
test various aspects of ConvNets. The thesis also more specifically compares the use
of 2D and 3D convolutions, and the use of another classification method on top of
ConvNet feature extraction. The importance of more training data is investigated
as well.

1.4 Basic concepts in machine learning

Before jumping into the next chapter on ConvNet theory, the following section aims
to introduce an inexperienced reader in machine learning to some basic concepts. If
the reader is familiar with supervised learning, splitting data into training, validation
and testing sets, overfitting and underfitting, this section can be skipped.

Machine learning and supervised learning

Machine learning is a category of algorithms which are capable of making predic-
tions and adjusting themselves when presented with new data. A machine learning
algorithm is typically inaccurate when first initialised (they can be initialised in
different ways), but improves itself by making predictions on new data, and adjusts
based on some trial and error approach. A common learning paradigm when anno-
tated data (data coupled with what is considered “correct” predictions or outcomes)
is available is supervised learning. The algorithm then takes input from the data,
makes a prediction and compares its output with the annotations for the input using
some error function. The error measurement is then used to adjust the algorithm
slightly; one common approach is to calculate the gradients of the error with re-
spect to the parameters of the algorithm to guide the alteration. There are other
alternatives to supervised learning, e.g. unsupervised learning and reinforcement
learning, but the method implemented in this thesis only used supervised learning.
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1.4. BASIC CONCEPTS IN MACHINE LEARNING

Splitting data

When using machine learning, it is typically desirable to test the algorithm. When
given one single data set, the data should therefore be split into subsets; one training
set for training and improving the algorithm, and one testing set for final testing of
the algorithm when it has trained. In order to tune the algorithm during training
and know when the training process is completed, the performance of the algorithm
is recorded throughout the training process. The testing data cannot be used during
the training process, so that the training is guided by the testing data. But at the
same time, the performance on the training data is not an accurate indicator of
predictive power, since interesting predictions are made from unseen data. The
solution is to split the training data further into two subsets, one set for training
and one set for validation during the training process.

Overfitting and underfitting

When training a machine learning algorithm, the goal is good performance on the
validation set, since it is a better indicator than the training set for how well it
will perform on the testing set. In order to make good predictions on unseen data,
the algorithm must be able to generalise well. A common problem in machine
learning is when the algorithm becomes too accustomed to the training data so
that it generalises poorly to new data, in which case the algorithm is said to overfit.
This can easily be spotted if the validation performance is considerably worse than
the performance on the training set. Overfitting is one of the reasons why simple
algorithms sometimes outperform complex algorithms, since a complex model with
many parameters is capable of fitting its decision boundaries very tightly to the
observed data in the training set, even though the underlying patterns in the data
can be simple and expressible with few parameters. When an algorithm has instead
poor performance on the training data because of insufficient ability to fit more
complex decision boundaries, the algorithm is instead said to underfit. To combat
underfitting, the solution is usually to train longer, or use a more complex model.
To improve generalisation and combat overfitting is however often more difficult,
some common approaches for the given problem are given in the next chapter on
ConvNet theory.
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Chapter 2

ConvNets in theory and practice

This chapter covers previous research and usage of deep ConvNets, and what needs
to be considered when designing and using a network. It does not cover any im-
plementation choices of this study, which instead can be found in chapter 3. Not
all options covered in this chapter are implemented and evaluated, this chapter in-
stead serves as an introduction to some of the most common choices which must be
considered.

2.1 Convolutional networks

2.1.1 How ConvNets work

In order to explain how ConvNets work, multilayer perceptrons (MLP) are explained
first. ConvNets work a bit differently and have some additional steps, but typically
include an MLP at the end of the network.

Multilayer perceptron

The multilayer perceptron is an extension of the single layer perceptron, and was
inspired by the neurons in the brain. In the MLP, a unit performs a simple compu-
tation by taking the weighted sum of all other units that serve as input to it. The
network is organized into layers of units, where each unit in one layer is connected
to all the other units in the previous layer. Unlike in the brain, the MLP performs
computations by passing the input in a one-way direction through the network;
from the input layer of units, through one or more hidden layers of units, to an
output layer of units (See figure 2.1 for an example MLP). Therefore the MLP is a
feed-forward network, as computations are performed in one way only.

If the units in each layer only performs weighted sum of the input to it, the
MLP can only compute linear mappings of input to output. Adding more layers
does not help, since a linear transformation of a linear transformation is still linear.
Instead, each neuron also uses a non-linear activation function e.g. tanh, in order
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Figure 2.1. An example MLP. x and y are the input and output layers respectively.
A node represents a computational unit, while the edges represents weights w. A
unit simply outputs the sum of its weighted input, after passing the sum through a
non-linear activation function.

to perform non-linear mapping. The output of a single neuron would, using tanh
as activation function, be

y = tanh(Wx+ b) (2.1)

whereW is the set of weights (each neuron uses a different set) and b is a bias term.
Learning of MLP is done by adjusting the weights between each layer of units.

MLPs having a single hidden layer have the capability of representing any con-
tinuous function, provided there are a sufficient number of units in the hidden layer
[40]. However this number is typically large, and since each neuron is connected
to each neuron in the previous layer, the number of parameters quickly becomes
intractable to learn. Images in particular have very high dimensional input, which
makes it unfeasible to use MLP directly on raw image input. MLPs also do not
consider the spatial relationship between units and pixels, which are important
properties of an image. A related approach which addresses these problems is to
use convolutional networks.

Convolutions

The main trick with convolutional networks that avoids the problem of too many
parameters is sparse connections. Every unit is not connected to every other unit
in the previous layer. Instead, every unit has its own receptive field, a grid of units
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in the previous layer which it receives input from. The receptive fields of units
typically overlap. This way, the network can also take advantage of the fact that
images most often have high spatially local correlations. Additionally, each unit in
a layer share their weights. If a receptive field consists of k units, then all units in
the receiving layer use the same set of k weights. However by sharing weights, only
one specific feature of an image can be detected by all units in a layer. Therefore,
each layer have multiple filters, where each filter has its own set of weights and
allows for multiple features to be detected in a layer. See figure 2.2 for an example.
Like MLP, a non-linear function is typically used after a convolution. Lately, most
groups have used the simple ReLU (rectified linear unit) function [30, 31, 36], which
has the form

f(x) = max(0, x) (2.2)

While the example in figure 2.2 shows a 2D convolution, a convolutional filter
usually takes several images as input. Therefore when using 2D images as input, the
convolutional layers typically perform 3D convolutions. When the input images are
3D, the convolutional layers effectively perform 4D convolutions. To simplify the
discussion of the difference between these two, this thesis refers to convolutions on
2D images as 2D convolutions, and convolutions on 3D images as 3D convolutions
respectively.

Figure 2.2. An example convolutional layer for a 2D input image. A non-linear
function is typically also applied on the output image (not shown). In a convolu-
tional layer, each filter takes input from each input image, effectively performing
3D convolutions when the input images are 2D. This thesis refers to these kinds of
convolutions as 2D.

Several convolution layers are used sequentially, possibly also arranged in mul-
tiple parallel paths, forming a hierarchy of convolutional layers. The output of one
layer serves as input to the next, forming a deep model. The idea is that lower
layers extract simple image features such as edges, while higher layers are capable
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of extracting higher-level features, and eventually capable of classifying or detecting
whole objects. See section 2.1.2 for further details.

Pooling

Between convolutional layers, an optional step called pooling is used to decrease
the input dimensionality of the next layer. The idea is to summarize information
in a filter over a small rectangular patch of neighboring units instead of using unit
output individually as input to the next layer. This method can be used between
all, some or none of the convolutional layers. The main objective of performing
this summary of information is to discard irrelevant details and keep the features
as information-rich as possible. Examples of effects are invariance to changes in
position and lighting conditions, robustness to clutter and compact representation
[41]. By reducing the input dimensionality, it also reduces the computational costs
of the network, which is necessary to implement really deep architectures [31].

There are different functions used when pooling. Common ways are using the
maximum value (also known as max-pooling, see figure 2.3), average and L2-norm,
although max-pooling has been by far the most commonly used in recent challenges
and studies. It is important not to pool too aggressively, since important infor-
mation might be thrown away if the resolution is decreased excessively. Common
pooling sizes in ConvNets are therefore 2x2 and 3x3. Pooling patches may or may
not overlap, sometimes overlap works better [30, 31] and sometimes not [36].

Figure 2.3. 2 × 2 non-overlapping max-pooling. The max-pooling layer simply
outputs the maximum value among several units in a rectangular window.

Network structure overview

An example architecture can be seen in figure 2.4. The network has pooling layers
between each convolutional layer, and at the end of the network there can be one
or more fully connected layers before the output layer. A convolutional layer has a
number of filters, and the subsequent pooling layer has the same number of filters
to match. The following convolutional layer does not need to have the same number
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of filters however, as the filters from the previous layer will only serve as input to
new filters.

The fully connected layers are essentially a multilayer perceptron, where each
unit is connected to each other in the neighboring layers. The MLP is what makes
sense of all the high level features extracted by the last convolutional layer. The
difference when using an MLP here instead of on raw pixels is that spatial features
have already been extracted, and the feature space has typically much lower di-
mensionality than the input image. Since the layer is fully connected, the spatial
information is lost in the sense that the MLP does not have spatial structure in its
hidden layers, meaning it does not make sense to use convolutions after the fully
connected layer.

The output layer is different depending on the task. In classification, the output
layer typically has a unit for each class it is supposed to classify. A simple softmax
function is commonly used to make sure the output y for each position j is in the
range [0,1] and sum to 1:

Sj(y) = eyj∑
k e

yk
. (2.3)

After the network is trained and is put in use for a computer vision task, recent
studies suggest that we can remove the output and fully connected layers, and use
only the output of the last convolution or first fully connected layer instead [35, 37].
This way, the ConvNet is used only as a feature extraction approach, together with
another algorithm for actually solving the task.

Supervised learning by backpropagation

ConvNets learn in a supervised manner by gradient descent, specifically with the
backpropagation algorithm. In order to do so, the network needs a measurement
of how well it performs, or loss function. The loss function is task dependent, and
works as a quantification of the difference between the produced output and the
desired output of the network. In order to compute the loss, the network has to
perform a forward pass of computations, layer by layer until the output given an
input image is produced at the end of the network. Gradient descent is then done
by computing the gradient of the loss function with respect to each parameter, and
update each parameter accordingly by adjusting a small step toward the opposite of
the gradient. The parameters are however spread out in all parts of the network in
the form of weights and bias terms, while we only have the quantified error at the end
of the network. The way to solve this problem, is to compute the gradients layer
by layer, but in reverse. The parameters at the last layer have gradients which
can be directly obtained using the loss function. The gradients at the previous
layers can be written in terms of gradients in later layers using the chain rule. The
gradients are therefore computed much like computations are done layer by layer in
the forward pass, but propagated backwards instead.
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Figure 2.4. An example network structure of a ConvNet. This particular network
is purely sequential and has pooling layers between every convolutional layer. Each
convolutional layer and pooling layer has several filters. Fully connected layers are
used before the output layer which is task dependent.

Rather than using regular gradient descent where the gradients of the whole
training set is used at once for each update, ConvNets usually train by stochastic
gradient descent [30], where only one, or some, of the training samples are used for
each update. Given a loss Q, the update for parameter θ is

θ = θ − α∇θQ (2.4)
where α is learning rate. When training ConvNets, another parameter called mo-
mentum is also commonly used, which allows the stochastic gradient descent algo-
rithm to converge faster. Momentum uses some of the previous update value for the
next update, which gives the effect of an actual momentum over the optimisation
landscape. The update instead becomes

v = γv + α∇θQ
θ = θ − v

(2.5)

where γ is the momentum parameter.
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Some other tricks

A very simple but effective technique when training a ConvNet is dropout [42]. It
works simply by setting the output of a unit to 0 with p probability (often p = 0.5),
for each hidden unit in the network. The process is repeated for every input image
given to the network, so the architecture used during training is different for each
time. Dropout is done in both the forward pass and the backward pass.

While it might seem strange, the idea is that the units do not develop co-
adaptions with each other, but are instead trained to produce features that are
meaningful on their own. This increases generalization of the network, and greatly
reduced overfitting in Krizhevsky’s ILSVRC 2012 network [30], but requires twice
the number of iterations for p = 0.5 until convergence.

Another technique is to perform local normalization of the image. This is not
only done on the input image, but between layers on the unit outputs as well.
There are a few different approaches to this, but the basic idea is to consider a
small neighborhood of units around a unit, and perform subtractive and divisive
normalization using e.g. the mean and standard deviation of the neighborhood.
Local normalization has shown to improve overall performance of the network by
some [30, 43], while others have not found it helpful [36, 44].

This section (2.1.1) has briefly introduced how ConvNets work and many of the
components it can consist of. As can be imagined, there are a lot of design choices
to make when constructing and using a ConvNet. These are covered in more detail
in sections 2.2-2.4.

Tools

Implementing a ConvNet from scratch in an effective manner is not a trivial task, es-
pecially since the preferred result would be a highly optimized GPU implementation
which can offer a factor 10-60 speedup depending on the size of the network [28].
Luckily, there are open and publicly available frameworks for designing, training
and using deep ConvNets, e.g. Caffe1, Theano2 and Torch7 3 [45], all with similar
performance in terms of speed. Caffe offers straight out-of-the-box networks to be
trained or pre-trained networks for simple usage, while Theano and Torch7 offers
more flexibility for developing networks for general use-cases. Since Torch7 uses a
simple scripting language (Lua), has more documentation and seemed overall easier
to get into, Torch7 was the framework of choice for this thesis. The computational
parts of Torch7 is written in C and for GPU, CUDA.

2.1.2 Why ConvNets work
Why are these hierarchical models so successful? A first intuition might be obtained
by considering how one might solve the problem of image classification without

1http://caffe.berkeleyvision.org/
2http://www.deeplearning.net/software/theano/
3http://torch.ch/
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learning a network automatically, but designing a neural network and choosing
weights by hand [46]. Consider the problem of determining if an image contains a
human face. Faces can look very different, but they do have a bunch of common
features to look for. To answer the question, it should first be determined e.g. if
there is an eye at the top left, an eye at the top right, a nose in the middle, a
mouth at the bottom. These are smaller and easier problems, and the answers
will provide a basis for our final answer. Each of these questions can however be
further broken down into subquestions. To determine if there is an eye, we could
first look for an eyebrow at the top, eyelashes and an eyeball. By continuously
breaking down complex questions into easier subquestions, there are only simple
problems left which can be determined on a pixel level. These might be possible
to manually set weights for. Even doing this for one problem would take too much
time, and each new problem would have to be manually solved (many of the solved
subproblems could still be reused however), so naturally we would prefer to learn
the weights automatically.

It seems reasonable to believe that ConvNets with a hierarchy of layers work
in a similar manner. But do they really? Zeiler and Fergus investigated the image
representation in intermediate layers of ConvNets by using a deconvolutional net-
work (DeConvNet) [47]. A DeConvNet is similar to a ConvNet as it has the same
components of filtering, pooling, nonlinearity layers, but the operations are inverses,
and done in the reverse order instead. Instead of mapping from image pixel space to
feature space, it reconstructs from feature space to original pixel space. Normally,
operations like pooling is a one way function, but by recording how the pooling of
a particular image was done in the ConvNet, the operation can be approximately
undone in the DeConvNet. By using the output at every layer from the ConvNet
and reconstructing the image using the DeConvNet, the representation at different
filters can be examined.

In their article, they present a subset of the filters in each of the 5 layers of their
ConvNet (the architecture is similar to Krizhevsky’s ILSVRC2012 network). For
each presented filter, they show the 9 images that had the highest activation for
that filter, along with the representation using the DeConvNet of that image. A
clear pattern can be observed in their figure. In the first layer, the filters respond
to sharp line contrasts and color. In the second, filters respond to more curved,
but still simple patterns like circles and stripes. The third layer responds to more
complex shapes like beehive patterns, human upper bodies of a specific orientation,
car wheels. Layer four responds to object parts like dog faces and bird legs, and the
final fifth layer responds to objects with more invariance, like unicycles and small
“dot” patterns of different orientations, but also background like grass filters which
is not a main object in the figure. This continuous build-up from simple to complex
patterns and orientation specific to invariance certainly hints that ConvNets are
solving complex computer vision problems by building upon smaller subproblems,
in a hierarchical manner. Much about ConvNets are still poorly understood, and
finding the right number of layers, filters, filter and pooling windows, and different
rates still involves a lot of trial and error [48]. Keeping track of how several sev-
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eral million weight parameters are producing the specialized filters in every layer
is not an easy task. Even so, Zeiler and Fergus still managed to improve upon
Krizhevsky’s architecture by using information from visualizing features to detect
and correct problems with the architecture. The successful use of visualization of
features suggests that we might gain more understanding of ConvNets in the near
future.

2.1.3 Using a ConvNet for segmentation

Segmentation has a major difference from e.g. image classification. Instead of
looking at an entire image and then classifying the whole image with one label, every
single pixel must be classified and assigned a label. The traditional way of pixel-wise
classification using ConvNets is to use a sliding window, where a subwindow of the
image is given to the network, one window for each pixel. The pixel in the center of
the subwindow is classified, and the window slides to the neighboring pixel (figure
2.5.

Figure 2.5. The sliding window approach to segmentation. Each pixel is sepa-
rately classified by giving a small sub-image centered around the current pixel to
the classification algorithm. To classify pixels at the borders of the image, mirroring
or zero-padding of the image can be used to provide a consistent image size to the
algorithm.
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This is of course much more time consuming than classifying a whole image
at once. Consequently, much fewer images can be trained on by the network in
a given amount of time. The excessive time consumption is, to a large part, due
to redundant computations when doing pixel-wise classification. Consider the first
convolutional layer, after one patch of the input image has been processed in the
layer. Later, another patch is presented to the network which almost completely
overlaps with the first patch, and most of the computations in the first layer are
done all over again. In a ConvNet which only contains convolutional layers with
nonlinearity functions (no pooling layers), there is a simple way to overcome this
problem by pre-computing the convolutions over the entire image at once before-
hand. When classifying pixels in the center of a patch, the computations can simply
be extracted from these pre-computed convolutions.

This simple approach does not work when the network contains pooling layers.
Consider a non-overlapping k×k pooling layer. The layer produces smaller extended
maps, which are only valid for patches that have the same offset as the pooling
layer (top-left pixel in the input patch is top-left pixel in a pooling window, see
figure figure 2.6). In following pooling layers, the matter is further complicated by
new offsets. Even though it is the convolutional layers that are the time consuming
layers, pre-computations can not be done in convolutional layers after pooling layers
because of this problem. This problem does not just arise with pooling, but any
approaches using stride as well.

Giusti et al. [49] have proposed a method for overcoming this problem in for-
ward propagation by simply performing many pre-computations, which they call
fragments, one for every offset that arises from pooling layers. A convolutional
layer takes one fragment as input and produces another fragment, preserving the
number of fragments. A non-overlapping pooling layer on the other hand computes
for each fragment in the previous layer, a set of new fragments based on every
offset in the current layer. This procedure increases the number of fragments in
the previous layer by a factor of the number of pixels in the pooling window. For
example, if the pooling window is k × k, the number of fragments is increased by
a factor of k2 in that layer. This is because there are k2 different possible offsets
for pooling, which will vary depending on the input patch. An extension of the
method was published later in the same year [50], so that the method can be used
for backpropagation and therefore training as well. In their paper, they reported
speedup using a MATLAB CPU implementation. Even so, the training time was
reported to be around 20 times faster over an optimized GPU implementation using
the traditional method performing redundant computations. Comparing against a
traditional CPU implementation for another task, the training time was 1500 times
faster.
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Figure 2.6. Pre-computing pooling over a larger area requires attention to offsets. In
a 4 × 4 patch where 2 × 2 pooling would be applied according to the blue rectangles,
a straightforward pre-computation would include the correct result for that patch.
However for a neighboring patch to the right, pooling according to the red rectangle
would be required, and a pre-computed result for that patch would not be obtained.
The solution in forward propagation is simply to do one pre-computation for each
possible offset in each pooling layer. The number of pre-computational forward passes
therefore increases by a factor of k2 for each k × k pooling layer in the network.

2.2 Pre-processing
Compared to other standard algorithms often used in computer vision, relatively
little pre-processing of images is used. Common measures taken are cropping and
rescaling of images to fit the input layer of the network, and simple centering e.g.
subtracting the mean from each pixel [30]. Among the deep ConvNet using groups
of BraTS 2014, pre-processing played a slightly larger role [21]. Pre-processing is
done contrast by contrast. The first group removed the 1% highest and lowest in-
tensities, and applied N4ITK [51] on T1 and T1c contrasts. N4ITK is an algorithm
for correcting image intensity inhomogeneities often present in MRI. Simple nor-
malization by subtracting contrast mean and dividing by standard deviation was
also used. The second group used N4ITK on all contrasts, and also downsampled
the images by a factor of two, processed and segmented the downsampled images
before upsampling the final results for evaluation. The third group, the only group
using 3D convolutional networks, used a method called histogram matching. In the
BraTS data, the pixel intensity mean and standard deviation varies heavily from
scan to scan, sometimes for several orders of magnitude. Histogram matching takes
a reference image, and normalizes pixel intensities in a new image based on the ref-
erence histogram, which results in that all images in the data set has the same min
and max intensity value, and similar mean and standard deviation. Both N4ITK
and histogram matching can be easily applied using 3DSlicer4, tool for viewing
and manipulating medical 3D images. After histogram matching, the third group

4http://www.slicer.org/
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also calculated the mean cerebrospinal fluid (CSF) value of the brains and divided
the intensities by this value. They reported that CSF normalization was useful in
achieving higher accuracy, since using raw pixel values as input resulted in weaker
performance.

2.3 Improving performance by choosing input/output of
ConvNet

What data to feed the network when training and how you prepare it has a large
effect on ConvNet performance. This section brings up the most common and
successful methods of improving performance by choosing what input to give and
what output to use.

2.3.1 Data augmentation
One of the most commonly used methods is various ways of cropping, rotating and
resizing original images to obtain several transformed copies of the same image
[30, 31, 35]. This is done for several reasons. First to get the same resolution for
the input images if they vary in the training set. Second it can be used to increase
the amount of images in the training set, and third also to improve the network’s
generalization capability and invariance to alterations like rotation and scaling of
an image.

In the Krizhevsky network [30], two forms of augmentation is used. The first
is to extract random smaller patches of the original image, and their horizontal
reflections. This method enlarges the already large training set of 1.2 million images
by a factor of 2048. This was necessary in order to avoid overfitting of their large
ConvNet, as the alternative would have been to use a smaller network with fewer
parameters. The other method of augmentation uses the color aspect of the images,
where multiples of principal components found using PCA (principal component
analysis) are added to the RGB channels. The rationale behind this method is to
achieve invariance to intensity and color in the illumination. While MRI does not
have color, it may be possible to use a corresponding method for image contrasts.

GoogLeNet [31] used a similar cropping approach, but where images were resized
to 4 different scales, and then cropping the patches further, as well as their horizontal
reflections. In this way 144 crops per image were obtained, and they also state that
the benefit of more crops becomes marginal after enough crops are present.

2.3.2 Data manipulation
There are also data manipulation techniques which alters the image, without in-
creasing the size of the training set. Two such techniques were utilized by Ciresan
et al. [38] in neural membrane segmentation. To solve the segmentation task, they
used a sliding window approach. The first method is foveation which has an in-
tuitive parallel to human vision. When viewing, only the focus is clear and has a

22



2.3. IMPROVING PERFORMANCE BY CHOOSING INPUT/OUTPUT OF
CONVNET

high resolution, while objects in the periphery are blurry and has lower resolution.
Foveation is used in a similar manner on images to blur the periphery. When doing
segmentation by a sliding window approach, the goal is to classify the center pixel(s)
of the window. By foveation, details in the periphery are lost, as they are likely
irrelevant, while still maintaining the context of the pixel. The other approach used
comes from the observation that increasing the window size of the sliding window
generally increases the segmentation performance of the network. The downside of
doing so is that it increases the size of input and therefore the size of the network as
a whole, which then requires more data when training to avoid overfitting, which in
turn might be infeasible because of limitations of data or time constraints. By using
nonuniform sampling, pixels in the center are included in the window with full reso-
lution, while pixels in the periphery are included with less and less resolution. This
allows for including more pixels in the window, enlarging the view, without increas-
ing the size of input. Ciresan et al. used both methods simultaneously and found
that performance was increased using one error metric, but decreased using another
(but also using a slightly different architecture, unclear how different), which makes
it unclear how well foveation and nonuniform sampling improves performance in
practice.

2.3.3 Positive bias

A problem in brain tumor segmentation is that tumors occupy only a small portion
of the entire brain. In a sliding window approach, time is therefore spent training
mostly on patches with only normal brain tissue. As gliomas vary highly in location,
consider the example that one out of 300 patients in a data set has a glioma in a
specific location of the brain. The network will then train on this location one
time when there is a glioma present, and during the training of the remaining 299
patients, the images will look almost the same every time. One solution is to not
train on the entire brain, but introducing a bias of which patches to train on, so
that 50% of the time the network is trained on glioma pixels, and 50% of the time
on non-glioma pixels. This technique was used again by Ciresan et al. [38] for
neural membrane segmentation, but it was found that during testing, this led to
severe overestimation of the probability for the positive examples since positive
examples are more scarce when the whole image has to be classified pixel by pixel.
An additional measure was taken to estimate the degree of overestimation, and then
correcting the output. By sparing some volume slices for testing overestimation, the
output was compared with the true segmentation in order to infer the coefficients
of a monotone cubic polynomial by least-squares fitting. The network output could
then be adjusted by applying the same cubic function.

2.3.4 ConvNet output - feature extraction or classification

The most straightforward way of using a ConvNet is to let it perform classification
directly as output of the network. As brought up in section 2.1.1, the typical way
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is to use a softmax function at the last layer to force the output to be between
0 and 1, and the sum to be 1. This lets the output be interpreted as different
probabilities for each class. Another approach is to remove the last layers after
training, using the output from one of the fully connected layers instead. The
ConvNet is then used purely as a feature extractor, in combination with another
simple classifier (commonly a linear SVM) which can be trained separately from
the ConvNet. More complex classifiers such as nonlinear classifiers are not typically
used, since it should be up to the ConvNet to produce well-discriminating features.
A benefit from having separate classifiers is that it is possible to have e.g. one linear
SVM per class, which can be specifically trained on data to be able to recognise that
particular class. It is not clear which method is better, as for some tasks a softmax
approach is preferred [31, 47], and for others a separate classifier performs better
[32, 35, 52]. In BraTS 2014, all three groups using ConvNets used the softmax
approach [21].

2.3.5 Pre-training and fine-tuning

The catch with supervised learning is that each training image needs a true answer,
in order to compute the loss function and keep track of how well the network is
doing. This is available in large quantities for some computer vision tasks, like image
classification in the ImageNet ILSVRC2012 [29] with 1.2 million annotated images.
For other tasks, like medical segmentation, data with accompanying segmentations
is much more scarce (compare BraTS 2013 with 30 patient datasets for training and
BraTS 2014 with around 400 datasets for training).

One way to overcome this problem has been to use unsupervised learning to
pre-train the network on another data set, learning key features in all levels of the
hierarchy. Then, use supervised training to fine-tune the features and train another
classifier on the features for the domain-specific task [53]. Girshick et al. [32] and
[54] later showed how supervised pre-training followed by supervised fine-tuning of
the network is a very effective approach for learning new tasks. Zeiler and Fergus
[47] reported drastic gains using pre-training on other datasets (performance going
from 23% to 84% with the help of pre-training). Donahue et al. [52] and Razavian
et al. [35] showed how features extracted from a ConvNet that has undergone
supervised pre-training on one task, can be effectively used for another task even
without fine-tuning. Instead, a simple linear SVM classifier is trained on the new
task, using features from the pre-trained ConvNet, reporting results beating state
of the art in many different tasks. Following intuition, the further away the new
task is to the original task, the worse the performance using the pre-trained features
[37].

For brain tumor segmentation, a possible approach would be to use unsupervised
or supervised pre-training on other larger brain MRI data sets in order for the
ConvNet to basically learn how a brain looks like. Then, domain-specific supervised
fine-tuning could be used to specifically learn brain glioma segmentation.
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2.3.6 Combining ConvNet output

An approach that almost always improves performance is to combine the output of
several similar ConvNets. Ciresan et al. [38] use averaging of output of 4 different
networks in neural membrane segmentation. The networks have slightly different
architecture, sliding window size and data manipulation methods, and it was found
that averaging output gave significantly better scores in all metrics as compared
to using any single network. Similar results was found in the BraTS 2012/2013
competitions, where the organizers tried putting all contestants together into an
ensemble method, outperforming every single group on its own [21].

A similar approach is to use the output from several different views or crops
from a single network to make decisions in a single location. This was used by
e.g. Krizhevsky et al. [30], the OverFeat network [36], and GoogLeNet [31] in
combination with having multiple networks (five, seven and seven networks respec-
tively). Each network therefore outputs based on several different views or crops,
and in the example of GoogLeNet reduced the error from 10.1% to 7.9% by using a
single network with multiple crops, and to 6.7% by using multiple crops for seven
networks.

2.4 Network architecture
Designing the network architecture of a ConvNet is not trivial. Parameters in the
ConvNet are learned during training, but there are many hyperparameters of the
network that must be set manually, e.g. the number and types of different layers
and which order they appear, the size, amount, and overlap of filters, all while
limiting the total number of parameters. With little insight in what ConvNets
actually learns, these hyperparameters are found mostly by trial and error [48].
The same group experimented on the effects of adjusting these hyperparameters.
To do this, they used a regular ConvNet and a twin network which has weights that
are bound between layers. This decreases the total amount of parameters without
changing the number of layers or filters, allowing for change of one hyperparameter
in isolation. Their main finding was that the number of layers and the total number
of parameters in the convolutional layers have a big impact on performance, while
the number of filters in layers have little effect. This is of help when designing an
architecture, but it is questionable if the findings apply to other problem domains
such as MRI tumor segmentation or to very different architectures.

To get an idea of how networks are designed in practise and the distribution of
parameters, the successful example of Krizhevsky et al. [30] is used (see table 2.1
for the architectural layout). The input has 224×224 resolution with three channels
(RGB color). There are five convolutional layers, with max-pooling after layers 1,
2 and 5. Afterwards come two fully connected layers, and then a 1000 dimensional
output layer with softmax, since there are 1000 classes in ILSVRC2012.

The first thing that can be noticed from the schematic drawing in their paper is
that the network uses two parallel paths. In each convolutional or fully connected

25



CHAPTER 2. CONVNETS IN THEORY AND PRACTICE

Layer Input size Filter size Filters Stride
Convolutional 224× 224 11× 11 96 4
Max-pooling 55× 55 3× 3 (96) 2
Convolutional 27× 27 5× 5 256 1
Max-pooling 27× 27 3× 3 (256) 2
Convolutional 13× 13 3× 3 384 1
Convolutional 13× 13 3× 3 384 1
Convolutional 13× 13 3× 3 256 1
Max-pooling 13× 13 3× 3 (256) 2

Fully connected 9216 - 4096 -
Fully connected 4096 - 4096 -
Fully connected 4096 - 1000 -

Softmax 1000 - 1000 -

Table 2.1. Architectural layout of Krizhevsky et al. The network also contain local
response normalization layers before pooling which is not shown here. Stride is the
distance between the center of receptive fields in convolutional and pooling layers.
The filter column in fully connected layers is simply the number of units in the layer.

layer, there are two sublayers. This allows for parallel computing, having both
sublayers on two separate GPUs. Communication between convolutional sublayers
takes place only between some layers.

The authors state that the network has 60 million parameters. These are not
evenly distributed across the network however, it is mostly in the fully connected
layers where these parameters lie. Consider the last convolutional layer, which after
max-pooling with stride 2 has 6 × 6 output units in each filter and sublayer. The
total number of weights between this layer and the following fully connected layer
is 6× 6× 128× 2× 2048× 2 ≈ 38 million. The weights between the fully connected
layers are 17 million, and at the output layer 4 million. This amounts to around 59
million parameters, which all lie after the convolutional layers. For reference, the
first convolutional layer has 11 × 11 × 48 × 3 × 2 = 34848 parameters. Therefore,
in order to tune the overall amount of network parameters, it is the fully connected
layers in particular that should be kept a close eye on.

In their paper on visualizing features [47], Zeiler and Fergus also did experiments
on adjusting and removing layers in the Krizhevsky net, in an attempt to identify the
most critical parts of a ConvNet. By completely removing the fully connected layers
6 and 7, the top-5 validation error rate was increased from 18% to 22%. The same
effect was obtained by removing middle convolutional layers 3 and 4. Interestingly,
the network maintains decent classification performance without these seemingly
critical components. However, removing both at the same time (layers 3, 4, 6, 7)
resulted in an error of 50%. Their conclusion is that the overall depth of the network,
or the number of layers, is important for obtaining good performance, which also
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was found in [48].
Another group who has concluded that depth is important is the authors behind

GoogLeNet with their Inception architecture [31]. An overview of their network can
be seen in table 2.2. GoogLeNet was designed with the philosophy of “we need to
go deeper”, and can be seen from its 21 convolutional layers in depth followed by
a single fully connected layer. As stated before, GoogLeNet was the winner of the
latest ILSVRC challenge with an error rate of 6.67%. GoogLeNet contains 7 similar
Inception modules, which concatenates output from 1×1, 3×3, 5×5 convolutional
layers, and a max-pooling layer. In order to do many 3× 3 and 5× 5 convolutions
which are costly, they use 1 × 1 convolutions to reduce the number of filters of
the inputs. One problem with such network depth is that the backpropagated
gradients become “worn out” after enough propagation. GoogLeNet’s solution is
to add two intermediate classification networks to their main network only during
training, which also classifies and produce gradients that propagates back. Even
with such depth, the number of parameters in the network is 12 times lower than
that of Krizhevsky’s. After the last pooling layer the window size is 1x1 over 1000
channels, followed by a single fully connected layer of 1000 units, giving 1 million
parameters after the convolutional layers.

The second best group at ILSVRC 2014 of Simonyan et al. also agree that
depth is important [44]. Their network actually outperformed GoogLeNet in terms
of single network performance, but were outperformed by GoogLeNet’s combina-
tion of seven networks. The networks by Simonyan et al. are all simple but very
deep, and consists only of 3 × 3 convolutional layers and 2 × 2 max-pooling layers
arranged in a sequential fashion before the three fully connected layers. They ar-
gue that two consecutive 3 × 3 convolutions are more effective than a single 5 × 5
convolution, as they have the same effective receptive field size, but the 3× 3 layers
have two non-linearities for increased discriminative power while at the same time
having less parameters to tune. Their best network is also their deepest, and has
16 convolutional layers and 5 max-pooling layers.

2.4.1 Designing for MRI tumour segmentation

After seeing the successful architectures in image classification, one might get hope-
ful thinking the same depth and complexity can be applied with the same success
for MRI tumor segmentation. This is however not so easy. Segmentation requires
classification of every single pixel in an image, instead of one classification of the
whole image. In addition, the images are 3-dimensional, having many more voxels
than the pixels of images in ILSVRC challenges. There is also the choice between
2D and 3D convolutions, the latter of which are more costly. These facts result
in a drastic increase in computations needed per image, and therefore the network
can not train on nearly as many images as in ILSVRC in the same time. To train
on enough training data is key to obtaining good performance, as emphasized by
both Krizhevsky et al. and the developers of GoogLeNet. The time available and
computational resources for training are of course also much lower for this thesis,
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Input
- 1× 1 Convolution 1× 1 Convolution 3× 3 Max-pooling

1× 1 Convolution 3× 3 Convolution 5× 5 Convolution 1× 1 Convolution
Concatenation

Output
Inception module

Input
7× 7 Convolution
3× 3 Max-pooling

Local response normalization
1× 1 Convolution
3× 3 Convolution

Local response normalization
3× 3 Max-pooling
Inception module
Inception module
3× 3 Max-pooling
Inception module
Inception module
Inception module
Inception module
Inception module
3× 3 Max-pooling
Inception module
Inception module

7× 7 Average pooling
1000 unit fully connected

Softmax
Network layers

Table 2.2. Architectural layout of GoogLeNet. The Inception modules have four
parallel paths each, the filter outputs of which are concatenated into a single layer.

meaning the architecture must be downscaled quite a bit.
Accordingly, the 3 ConvNet-using competitors of BraTS 2014 used smaller scale

networks [21] (Note that the actual challenge results have not yet been published,
the results and final algorithms are preliminary). The group of Zikic et al. used
a standard sequential architecture, with two convolutional layers of 64 filters each
with max-pooling after each layer. One fully connected layer of 512 nodes was used,
before a softmax output layer with five nodes for the five classes.

Davy et al. used an architecture with two pathways. One path uses two maxout
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convolutional layers, a similar variant of convolutional layers, with again 64 filters
each. The other path uses only a fully connected layer of 128 nodes on a smaller 5×5
subpatch of the 32×32 input patch. The outputs of both paths are merged directly
to the output softmax layer. The idea of using two paths is that the fully connected
path finds the fine details of the center of the patch, while the convolutional path
considers the context of the patch. It was found that the fully connected path is
not vital for performance, but gives the network capability to produce boundaries
in more fine-detail. Both groups use slice-by-slice 2D convolutions.

The third group of Urban et al. used 3D convolutions, with a simple sequential
architecture. It has three convolutional layers, with 15, 25 and 6 filters respectively.
The last convolutional layer has filters of size 1×1×1 and is supposed to substitute
a fully connected layer. They also made a small ensemble with another network
with one additional convolutional layer. Pooling layers are not used. As discussed in
section 2.1.3, this allows a whole volumetric region of voxels to be easily processed at
once without redundant computations. It is a simple architecture with the benefit
of being able to train and segment faster. Segmenting an entire brain takes one
minute as compared to 20 minutes with the architecture of Davy et al., even though
3D convolutions are used in the former group. Among the three groups, Urban et
al. had the best performance on the 2013 challenge data.
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Chapter 3

Implementations and evaluation

The ConvNets were implemented using Torch7 [45], written in C and CUDA for
GPU, and lua for scripting. The forward and backward passes of the networks ran
on a GeForce GTX 970.

For most of the project, the BraTS 2014 training data was not available, because
it was taken down by the BraTS organisers for correcting truth segmentations.
Instead, the 20 training scans of BraTS 2013 had to be used. When the BraTS 2014
did become available quite late in the project, almost 300 training scans could be
used instead. Since training a network took over a full day for this data, additional
training data was not needed and thus pre-training was not investigated further in
the thesis.

The BraTS 2014 data contains 237 high grade and 55 low grade training cases, all
292 were used in the project. The data was split into 29 testing cases, 11 validation
cases and 252 training cases. The networks were trained by passing blocks of 5×5×5
(or 5 × 5 for 2D networks) neighbouring voxels at once, for a single update. The
loss function is the negative log-likelihood criterion which is simply

Q(x) = − log p(x) (3.1)

where p(x) is the probability of class x, as given by the softmax layer of the net-
work. When training, the center voxel of each input sample was controlled so that
approximately 50% of the time a uniformly sampled non-tumour voxel was used,
and 50% of the time a uniformly random tumour class was used.

A similar pre-processing procedure to Urban et al. in BraTS 2014 was used [21].
Histogram matching was applied to each scan for each contrast separately, with
brain pat0001_1 from the BraTS 2014 training data set as reference [3, 5]. Instead
of dividing each pixel value by the mean CSF value however, the mean value of each
non-zero pixel was used as normalising constant for simplicity.

The networks were trained by stochastic gradient descent, with a learning rate
of 10−4 and momentum of 0.9. A common method when training is to lower the
learning rate by an order of magnitude when the network converges for a few times,
this generally results in a slightly better performance for the first iterations. With
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the already long training time, this was not feasible in this project and instead the
learning rate was continuously lowered by a small learning rate decay parameter
during training.

As can be seen in the previous chapter, there are many different parameters to
tune, training schemes to try, and it is not feasible to do a complete search of all
network configuration combinations possible. With most networks in this setting,
it takes between one and two full days for training to converge on a validation set.
This means that around one configuration per day can be evaluated at once. It is
hard to do a fully systematic approach with so many options and limited amount
of testing time, especially when new insights are gained along the way that changes
the performance of the networks, e.g. the data should be normalized differently
or that new data becomes available. The option that is left is to tune ConvNets
based on a very rough trial and error approach. Many parameters are often changed
at once between trials, and eventually the combination of many trials in succession
leads to a more refined intuition of how networks should be constructed and trained.
As a consequence, the reader might question some of the design choices made in
the final networks of the report. Although this section aims to explain most of the
implementation and design choices made, the explanation of the missing questions
is most often simply that it was based on small tendencies in the validation results
obtained prior to final testing.

In order to actually gain general knowledge and to be able to ask and answer
questions about ConvNets, structured tests have to be made where only one or a few
aspects of network configurations are different and can be compared. The number
of layers and filters was continuously adjusted throughout the project depending on
informal tests on validation data. This resulted in a standard network with decent
overall performance which was used for testing various aspects of ConvNets, and
specifically the ones listed in section 1.3. The architectural details of this standard
network and variations are given in section 3.1.

The training samples were stochastically augmented by horizontal flipping of
the axial plane, and by a small rotation along one of the three planes.

While viewing the segmentations of implemented ConvNets on validation data,
it became apparent that the networks often predict small “flakes” of false positives
far away from the actual glioma. Since the gliomas of interest are of at least a
certain size, these false positives can easily be removed afterwards by identifying
sufficiently small connected components. This procedure was also utilised by the
group of Urban et al. in the BraTS 2014 challenge. The threshold for the connected
components was set to 3000 voxels. This technique improved dice score by as much
as a few percent in some cases, but also makes the segmentation look more plausible
to a human eye.

By looking at the confusion matrix after post-processing (counts for which class
was predicted over true classes) for different brains in the validation set, it was found
that the problem of positive bias in the validation set was generally not observed
(section 2.3.3). Since undersegmentation and oversegmentation were approximately
equally common, no correction for positive bias was implemented.
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With a limitation of being able to test at most one configuration per day, some
seemingly important techniques in chapter 2 were unfortunately not evaluated.
These include:

• Non-redundant computations when max-pooling or use of stride. One of the
reasons that max-pooling was introduced was to be able to train the network
to be translational invariant. This is not desired in segmentation however, as
small translational shifts in the input should give a different classification in
the output. It was also found early in the project that performing redundant
computations and classifying only one voxel at once is too costly, as segmenting
one brain takes at least several hours, depending on the complexity of the
network. Since computations that use stride, such as pooling, require an
additional implementation effort as explained in section 2.1.3, it was decided
against using max-pooling and stride for the thesis. Therefore, the standard
network and its variations are purely convolutional.

Even so, another constant problem faced was the small context given as input
to the network. With no computations relying on stride available, the only
way left is to use compact convolutions to cover the whole receptive field of
the input. For a convolution with k convolution size in each dimension, the
input size is decreased by k − 1. This means that a network with eight 3× 3
convolutional layers can only process an input of size 17 × 17 for example.
Max-pooling and stride can therefore be valuable in giving the networks an
increased context, but the effects were not studied in this thesis.

In order to at least try out max-pooling, one 2D network (since volumetric
max-pooling is not yet available for GPU in Torch7) using max-pooling was
implemented that segments one voxel per pass. The architecture is given later
in this chapter in section 3.1.4, and took several days to evaluate on the test
set.

• Local response normalisation. There have been varied opinions on the use of
local response normalisation, and with a limited number of configurations to
train and test, it was not deemed to be of sufficient interest to investigate
in this thesis. Local response normalisation has not been utilised in BraTS
before and would therefore be interesting to try in a future study.

• Foveation and non-uniform sampling. These techniques are theoretically inter-
esting, since foveation is inspired by human vision and non-uniform sampling
is a way to increase context without computational cost. In [38] they did not
show any significant improvements, however. They would certainly be inter-
esting to investigate further in the context of MRI in a future study but were
not prioritised for this thesis.

33



CHAPTER 3. IMPLEMENTATIONS AND EVALUATION

3.1 Network configurations

Architectural details of the different networks implemented for comparison are pre-
sented in this section.

3.1.1 3D networks

A standard network with simple architecture but decent overall performance was
sought, to function as a benchmark for comparison of variations of the network. The
simplest architecture is a purely sequential one, and inspired by [44] which proved
itself in ILSVRC 2014 with only 3×3 convolutions (and pooling) in succession, this
became the starting point for the standard network. From here, the architecture,
stochastic gradient descent parameters, data processing and augmentation, data
sampling schemes for training were adjusted many times before finding the standard
network and training scheme for evaluation. A simple illustration of the standard
network for the problem investigated is given in figure 3.1.

The standard network is presented as Conf A in table 3.1. Below the horizontal
line of the table, each configuration has the same architecture. Dropout was used
with a dropout probability of p = 0.5. The fully connected layer is replaced with
a 1 × 1 × 1 convolutional layer with 512 units. The reason this works is because
the image size at that point is reduced to 1× 1× 1, and so the convolutional layer
covers the whole image and the filters are therefore fully connected to the previous
layer. The output layer uses convolution in the same way and a softmax function
to force the outputs to be probabilistic.

Conf B is a network with double the amount of filters in each convolutional layer
before the final layers, to see the effect of adding more filters. Conf C has the same
architecture as Conf A, but with two more layers before the final layers. Conf D has
a corresponding architecture with 5×5×5 convolutions, using 4 instead of 8 layers to
cover the same receptive field as Conf A. Conf E contains smaller network modules,
to see the effects of using a GoogLeNet-like approach. An ensemble segmenter was
also formed simply by adding the softmax outputs of the trained networks, using
the maximum value as classification of a voxel.

3.1.2 2D networks

The 2D networks all have the same corresponding architecture as Conf A of the 3D
networks, meaning it has the same number of layers and filters, but with 3×3 instead
of 3 × 3 × 3 convolutions instead. Three 2D networks with identical architecture
were evaluated, one trained on axial slices, one on coronal slices, and one on sagittal
slices. An ensemble was formed for the 2D networks in the same way as for the 3D
networks.
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Figure 3.1. Illustration of the standard ConvNet used for glioma MRI segmentation.
The first convolutional layer gets four MRI contrasts as input, which are 3D cubes of
voxels from an MRI scan (and together effectively forms 4D input). In the case of 2D
networks, the inputs are instead patches of a 2D slice of an MRI scan. The network
uses a series of convolutional layers with non-linear functions in succession, and ends
with a dropout layer, a fully connected layer and an output softmax layer. The output
layer has five units, one per class. If more than one voxel is to be segmented at once,
five units per voxel is needed.

3.1.3 Linear SVM

When the 3D network Conf A was trained, it was evaluated both using its own
softmax layer to classify, and using one linear SVM for each class on the 512 filters
in the 1 × 1 × 1 convolutional layer. To implement linear SVM, a Torch7 binding
class for the LIBLINEAR [55] library was used. Logistic regression based SVMs
were used in order to get outputs corresponding to probability, and the maximum
probability for each class was chosen as classification for a given voxel. An exception
was the SVM used for deciding the tumour/non-tumour label, which was first used
to decide if the voxel is classified as tumour or not. If decided to be tumour by the
SVM, the remaining SVMs for the other classes were used to determine the specific
tumour label. This procedure was used as an attempt to decrease oversegmentation,
since otherwise there would be four SVMs for deciding on a tumour label, and a
strong output from either of them would result in a tumour label. All SVMs were
trained using 50% positive samples from their particular class, and 50% random
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Conf A Conf B Conf C Conf D Conf E
Input 4× 173 Input 4× 173 Input 4× 213 Input 4× 173 Input 4× 153

Conv3-32 Conv3-64 Conv3-32 Conv5-32 Conv5
Conv3-32 Conv3-64 Conv3-32 Conv5-32 Conv3
Conv3-32 Conv3-64 Conv3-32 Conv5-64 Net-module
Conv3-64 Conv3-128 Conv3-64 Conv5-96 Net-module
Conv3-64 Conv3-128 Conv3-64 Conv1
Conv3-64 Conv3-128 Conv3-64 Conv5
Conv3-96 Conv3-192 Conv3-96 Conv1
Conv3-96 Conv3-192 Conv3-96 Conv5

Conv3-128
Conv3-128

Dropout p = 0.5 Dropout p = 0.5 Dropout p = 0.5 Dropout p = 0.5 Dropout p = 0.5
Conv1-512 Conv1-512 Conv1-512 Conv1-512 Conv1-512
Conv1-5 Conv1-5 Conv1-5 Conv1-5 Conv1-5
Softmax Softmax Softmax Softmax Softmax

Input
- 1× 1 Convolution 1× 1 Convolution

1× 1 Convolution 3× 3 Convolution 5× 5 Convolution
Concatenation

Output
Net-module (Conf E)

Table 3.1. Architectural layout of implemented 3D networks. The input is 4-
dimensional since the MRI scans are 3D and one additional dimension for MRI con-
trast. Convk-n means a k×k×k convolutional layer with n filters. The architecture is
the same for each configuration below the line. Conf E is the only configuration with
the Net-module (bottom) incorporated. The Net-module has three parallel paths,
the filter outputs of which are concatenated into a single layer.

negative samples.

3.1.4 Max-pooling

One network with max-pooling was evaluated as well, the architecture is presented
in table 3.2. Evaluation of this network took several days, and therefore only one
attempt using max-pooling was made. Since volumetric max-pooling is not yet
available in Torch7, a 2D network architecture was used instead. The architecture
used is identical to the other 2D networks implemented, with the addition of three
non-overlapping 2 × 2 pooling layers between convolutions (and the first convolu-
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tional layer was changed to 4× 4, in order to get an even window size for pooling).
This makes the input size become 69× 69 for each patch instead of 17× 17 for the
network without pooling, a tremendous increase in context for the network.

2D sagittal with max-pooling
Input 4× 692

Conv3-32
Conv3-32

Max-pool 2× 2
Conv3-32
Conv3-64

Max-pool 2× 2
Conv3-64
Conv3-64

Max-pool 2× 2
Conv3-96
Conv3-96

Dropout p = 0.5
Conv1-512
Conv1-5
Softmax

Table 3.2. Architectural layout of the 2D network with max-pooling. The network
uses sagittal slices to train and segment.
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Chapter 4

Results

Table 4.1 shows the final network performances on the test set of 29 brains from
BraTS 2014 training set, as well as the total number of trainable parameters in each
network. The performance of Conf E is missing from the table, since the network
did not converge during training.

Network Numparams Complete Core Enhancing core
3D Conf A 802,661 84± 9 77± 14 75± 23
3D Conf B 3,095,237 86± 9 77± 13 76± 23
3D Conf C 1,593,445 83± 8 77± 15 77± 22
3D Conf D 1,220,453 86± 10 79± 12 74± 25
3D Conf E 3,801,749 - - -
3D ensemble - 86± 9 80± 12 77± 24
2D sagittal 302,693 81± 10 75± 14 71± 24
2D coronal 302,693 82± 12 73± 13 70± 24
2D axial 302,693 82± 13 71± 19 62± 29

2D ensemble - 84± 11 76± 15 72± 26
3D Conf A linsvm 802,661 67± 19 72± 15 75± 24

2D Max-pool sagittal 302,693 77± 15 50± 17 67± 23
3D ensemble 2013 data - 83± 9 71± 16 70± 26

Table 4.1. Dice scores for the trained networks on the test set for the different
categories. The numbers are mean and standard deviation in percent. Double hori-
zontal lines separate different network categories, and mean values in bold show the
highest dice score for that category given that more than one network is included in
the category. 3D Conf E did not converge during training, and was thus not included
in the 3D ensemble.

The dice scores on the BraTS 2013 challenge data set by the 3D ensemble
network are given in table 4.2, when training on either the 2013 or 2014 training set.
A slightly higher score was obtained by training on the much smaller 2013 training
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set. The human mean inter-rater and best performing algorithm scores are given
as well.

In figure 4.1, segmentations by individual human experts for four brains are
compared to segmentations produced by the 3D ensemble network, 2D ensemble
network, and Conf A with linear SVM classifiers (all trained on 2014 data). The
pre-processed T1c inputs and consensus segmentations are given in the top section
of the figure.

Method Complete Core Enhancing core
Human rater 88 93 74
Best 2013 87 78 74

Best currently 88 83 72
3D ensemble 2014 data 87 75 72
3D ensemble 2013 data 86 76 73

Table 4.2. Dice scores on the BraTS 2013 challenge data as evaluated online. The
human rater performance was obtained by pairwise comparing the manual segmenta-
tions, reporting the mean dice score. The best algorithm 2013 and the currently top
ranked algorithm in the challenge are given as well. The bottom two entries show the
3D ensemble implementations of this study and its performance by training on either
the 2013 or 2014 training sets.
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Figure 4.1. Segmentations of four brains from the BraTS 2013 data set. From top
to bottom: Pre-processed T1c axial slices along with consensus segmentation, four
human expert segmentations, three ConvNet segmentations. The ConvNet segmen-
tations from top to bottom are: 3D ensemble, 2D ensemble, Conf A with linear SVM
classifiers.
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Discussion

First, a note on speed. Using Conf A and segmenting 11× 11× 11 voxels at once,
it takes around 3 minutes to segment an entire volume on a GeForce GTX 970
GPU. When segmenting only one voxel at once it takes between 3-4 hours. Using
a single CPU core to segment 11× 11× 11 voxels at once it takes around 40 hours
to segment a whole volume and by segmenting only one voxel at once it takes over
300 hours. Clearly, both using GPU and segmenting several voxels at once are key
to performing fast segmentation of 3D volumes. By immediately classifying input
patches which are completely pitch black as non-tumour, Conf A can segment a
whole volume in half a minute.

One of the most immediate observations that can be made from table 4.1 is
that using an ensemble instead of single networks gives higher dice score. The
2D ensemble outperformed in all categories among the 2D networks, and the 3D
ensemble achieved the highest dice score in each category as well, except in the
complete tumour category by Conf B by a small margin (0.1%). The success of using
ensembles comes as no surprise, as this has been confirmed to be the case in many
studies of not only deep convolutional networks but machine learning in general.
The drawback of using ensembles is of course that they are more time consuming
since several classifiers must be trained and used, but for glioma segmentation this
is not usually a problem since it is currently not time critical in the majority of
cases. If several GPUs are available, the training and testing process can easily be
parallelised.

When comparing 2D and 3D networks, it is apparent that 3D outperformed 2D
in terms of dice score. The 2D ensemble did not achieve higher score than any
single 3D network in any category except complete tumor over Conf C. However,
since 2D networks have fewer parameters and thus converge faster during training,
perform a single pass faster and consume less memory, one could argue that the
more fair comparison would be to compare the 2D ensemble to 3D Conf A. Conf
A is the network architecture that the three 2D networks are based on, and the
whole ensemble’s time and memory consumption is comparable to a single 3D Conf
A network. In this light, the complete category score is almost equal, core category
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1% worse for 2D ensemble, and 3% worse for enhancing core category. This means
that 2D ensembles might be worth experimenting with, considering only the simplest
combining strategy was used in this study, which was to add the softmax outputs
together. There are more advanced ensemble techniques for increasing the diversity
of the classifiers, or weighting. Simple weighting could potentially be effective in this
case, since e.g. the 2D network with axial input had considerably worse performance
in the enhancing core category. The fact that the dimension of the input used gives
differing results can likely be explained by the data itself, as the image quality highly
varied in different planes of the MRI scans depending on the contrast.

The individual 3D networks all had similar performance, but some interesting
observations can be made. First, none of Conf A-D had the best, nor worst, score in
all categories, meaning there is no obvious winner or loser among the configurations.
Conf B had the best score in the complete category, Conf C in the enhancing core
category and Conf D in the core category. Conf A did not have the best or worst
score in any category, meaning it did its job well as functioning as a standard
network for comparison. Conf B had double the amount of filters, and more than
three times the amount of parameters as Conf A, and achieved higher score in the
complete (where it got the best over all) and enhancing core category. This is likely
attributed to the large increase in the training set from BraTS 2013 to BraTS 2014,
since more data is available, larger networks can be trained. While many studies
on deep ConvNets report that generally it is favoured to increase the depth over
the amount of filters, this was not found to be the case here, as Conf C had 2.5%
worse score in the complete category. Conf D used a more shallow architecture with
four 5 × 5 × 5 convolutions. Even though [44] provided a convincing argument of
using small convolutions over larger convolutions, Conf D performed quite well here,
arguably favoured over Conf A. Unfortunately, Conf E which was the only network
that was not purely sequential, did not converge during training. As time did not
allow for a second attempt with altered learning parameters, the network remained
untested.

The data set was not balanced. The tumor voxels generally make up about
one or two percent of the whole volume, and the majority of these are edema or
enhancing core labels. Necrotic core and non-enhancing core labels are much less
common, and by viewing the confusion matrices during both training and validation
(not included in the report), it can be observed that the networks generally have
much poorer accuracy on these labels. The idea of using linear SVMs as classifiers
was used in order to address this problem. This way, each SVM can specifically
train on classifying its particular class, and in the best case scenario, together
achieve acceptable results for all labels. The results from using SVMs in this study
were considerably worse than using softmax with the same network (Conf A) in
terms of dice score for complete and core categories, but had similar score in the
enhancing core category. Although the dice score was worse, the segmentations
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were of a different nature, as they had very high sensitivity1 (∼ 98%), but low
positive predictive value (∼ 54%). In other words, they were clearly oversegmented.
One problem with this approach is that the outputs of several SVMs are generally
hard to compare in order to choose the final classification, as the output from
SVMs is not generally probabilistic. By using a specific setting in LIBLINEAR
(logistic regression) the probability can be approximated, but alternatives for using
SVMs for multiple classes should likely be considered instead. However, since the
SVM based network also achieved low score for the complete tumour class which
is resolved using only one SVM (the SVM for classifying tumour/non-tumour is
consulted before the others), the multi-class problem is not entirely to blame. Since
the classification seems to have high sensitivity but low positive predictive value,
extra care should probably be put in learning the borders more carefully, instead
of sampling negative examples uniformly. Techniques similar to the one utilised
by [38] to compensate for oversegmentation could also be useful when using SVM
based classification.

The configuration with three max-pooling layers got worse dice score in every
category than its non-pooling counterpart 2D sagittal, 4% worse in complete and
enhancing core categories 25% worse in the core category. Since the pooling network
took especially long to test (90 minutes per brain, for a total of almost two full days),
only a single network could be evaluated, and unfortunately it is therefore hard to
draw conclusions on the effects of pooling. It is possible that a fewer number of
layers would have been more appropriate for the task. Although having larger input
context should help the network by itself, it did not help in this case where there
were pooling layers in between. One explanation could be that the network has a
harder time to determine the translational position of the tumour.

The results of training with only 2013 data in table 4.1 are not surprising. The
2013 training achieved 1% worse in the complete category, but 6% and 5% worse in
the core and enhancing core categories respectively. As these scores were generally
worse than even the individual 2D networks, it shows the importance of using more
training data. However! A highly surprising result can instead be found in table 4.2,
where the 2013 training achieved 1% worse in the complete category, but 1% better
score in both core and enhancing core categories, for an arguably better overall
performance. This does not make sense according to the notion that more data of
the same nature should improve, not hurt performance. An explanation could be a
difference in the method used for obtaining the ground-truth for the data set. The
ground-truths of the 2014 training set were instead obtained by automated glioma
segmentation instead of manual segmentation. The method was to use algorithms
which ranked high in BraTS 2012 and 2013 to obtain consensus segmentations.
This means that a network which was trained on the 2013 data basically learns
what human consensus segmentations look like, and a network trained on 2014
data learns what algorithm consensus segmentations should look like. In table 4.1,

1Sensitivity: T P
T P +F N

, Positive predictive value: T P
T P +F P

, where TP = True Positive, FN =
False Negative and FP = False Positive.
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the test set consists of mostly algorithm segmentations, while the test set of table
4.2 consists only of human segmentations. The results show that when the network
was trained on human ground-truth, it achieved better score on the test set with
human ground-truth, and vice versa. This was the case even though the training
set was over 10 times larger for the 2014 data. The results seem to show that there
are still fundamental differences between human and automated segmentations. It
also raises the concern of how much new algorithms can improve, if all they are
doing is mimicing the performance of old algorithms using supervised learning.

If we instead turn to figure 4.1, we can assess the qualities of the segmentations
visually. The middle section of the figure presents the manual segmentations made
by four individual experts. All of them show similar qualities to the consensus seg-
mentation in the top section, but among themselves they might look more different
than one would expect, illustrating the difficulty of the task. In the second brain
to the left for example, the bottom expert determined that the whole tumour was
of the non-enhancing core label, while the rest determined it to be a mix of labels.
Worthy of note is that only on the leftmost brain average dice scores of the Con-
vNets were achieved, the three to the right were all especially problematic brains
for the ConvNets.

The 3D ensemble network, which was also the top performing network in table
4.1, produced plausible segmentations. In the brain to the left, the complete outline
is more similar to the consensus segmentation than at least two of the four experts.
The necrotic part was correctly identified, and the enhancing core area (white) is
similar to what the experts agree on. A mistake was made in the left part of the
segmentation, where core labels were classified when the experts all agree that the
left part is purely edema. In the second brain to the left, there were disagreements
among the experts on the actual tumour labels which made it somewhat ambiguous
to classify, but the rough outline was found by the network. In the third brain the
right tumour part and the white middle area was found which were the common
areas the experts agreed on. The fourth brain has a necrotic part that all ConvNets
mistook for normal brain tissue. The cause for this could be that the context is
too small, since in the T1c, a small window around the necrotic area of the tumour
only shows a homogeneous darker shade which is similar to other structures in the
brain if the context is missing. Another explanation is the imbalance of the data
set, as necrotic core and non-enhancing core labels were much rarer than edema
and enhancing core labels, which can instead be handled by adjusting the training
scheme.

The 2D ensemble produced similar segmentations as the 3D ensemble, but
seemed generally a little more cautious to give core classifications. The necrotic
part of the first brain was instead mistaken for non-enhancing core. The network
with linear SVM classifiers also made this mistake. As found when inspecting the
sensitivity and positive predictive values, the linear SVM network suffered from
oversegmentation, which can clearly be seen in the figure. The SVMs produced
segmentations which were similar to the 2D ensemble, but with increased complete
tumour borders, and occasionally even found false positives outside of the tumours
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which were large enough to not be handled by the post-processing (see chapter 3).
In order to train networks worthy of participating in a future BraTS challenge,

several improvements have to be made. First, the training scheme was not suffi-
ciently sophisticated. The tumours in the volumes are very small in relation to the
whole volume, and sampling negative samples uniformly only rarely give difficult
border patches. By making sure the networks train more on the voxels around the
tumour borders, the networks should be able to learn delineations better. Another
way to make sure to train on difficult areas is to record in each epoch the prob-
lematic brains and areas for each label, and continually adjust the training set. A
common measure used when training ConvNets is to let each network converge sev-
eral times, with lower learning rate for each time. As stated, this was not utilised
in the thesis as it was too time consuming.

The other important problem is the problem of too small context in the input. In
order to perform fast segmentation, networks must segment several voxels at once,
and since the straightforward way of accomplishing this is to use purely convolu-
tional networks without pooling or stride, purely convolutional networks received
the most focus in implementation. The drawback of purely convolutional networks
is that they need more and more convolutions to get more context, severely limiting
the input dimensions. While the one pooling network that was evaluated did not
give promising results, the problem of limiting context is too large to ignore. The
next step would be to make an implementation where stride-based computations
can be made while still being able to segment several voxels at once so that proper
experimentation can be made. If the problem with pooling is that it gives transla-
tional invariance to the ConvNets, convolutional stride could be a promising option
to try.

Another promising option (see section 2.3.1) which also was not immediately
available to be able to segment several voxels at once is to extract several patches
at different scales, and classify the voxels based on averaging the outputs. This
technique has been reported to be very effective by several, including [31, 44]. Since
the total segmentation time is multiplied by each crop used, the number of crops
must be set accordingly.

Making changes in the sequential network architectures did not seem to give
drastic changes in dice score; the interval for Conf A-D were 3% at most in each
category. A GoogLeNet-like network such as Conf E would certainly be interesting
to try for tumour segmentation. It is likely that slight changes to the learning rate,
weight regularisation or architecture are all that is needed for the network to be
able to converge properly. Other minor performance increases could possibly be
gained by experimenting with local response normalisation, foveation, non-uniform
sampling, and dropout in different parts of the network with different dropout rates.
Further experimentation with separate classifiers for each label should also be made,
with special attention to the problem of oversegmentation.
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Chapter 6

Conclusion

This thesis has investigated the use of deep convolutional networks, or ConvNets,
in glioma MRI segmentation. Deep ConvNets were found to be a suitable choice
for the task, as they have the capability of producing segmentations which capture
the features of tumours to approximately the same degree as the segmentations of
individual human experts. Although the implemented networks did not beat the
previous high-scores in the BraTS 2013 challenge, they were not far from doing so
and two critical areas were identified for improvement. First the training scheme, the
training did not focus on difficult negative samples but trained equally in all parts
of every brain, and the usual method in current training practise is to let the net-
work converge several times with lowered learning rate. Second, the context of the
network should be improved by convolutional stride, or possibly pooling strategies.
Some other techniques that were not experimented with were local response nor-
malisation, foveation and non-uniform sampling, and use of several cropped scales
to have multiple views of the inputs.

It was found that 3D convolutional networks generally outperform 2D networks,
although 2D networks are cheaper in time and memory costs and can therefore be
fused at approximately the same costs as 3D networks. The performance differences
were then smaller, but still in favour of single 3D networks. The very simple method
of combining networks by adding softmax outputs was used, and other ways of fusing
network outputs should be investigated. This of course applies to 3D networks as
well.

ConvNets can be used purely as feature extractors with separate classifiers, with
the advantage that the classifiers can be trained independently in attempt to handle
unbalances in the training set. This did not yield performance increases in this study
however, possibly due to clumsy combination of classifier output and suboptimal
training schemes. The idea of using separate classifiers therefore warrants further
investigation.

An interesting observation was that when testing performance on 2014 data,
it was better to train on 2014 training data. But when testing on 2013 challenge
data, it was better to train on the much smaller 2013 training set. This was likely
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CHAPTER 6. CONCLUSION

attributed to the fact that the two training sets had differing methods of producing
ground-truth segmentations, as the 2013 set used consensus manual segmentation
and the 2014 set used consensus automatic segmentation. A useful method that
could be used to get more human-like segmentations in the future would therefore
be to train on larger training sets that were generated by automated segmentation,
and then fine-tune on manual segmentations.
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