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Abstract 

Advanced architectures for cluster-based services that have been recently proposed 
allow for service differentiation, server overload control and high utilization of 
resources. These systems, however, rely on centralized functions, which limit their 
ability to scale and to tolerate faults. In addition, they do not have built-in 
architectural support for automatic reconfiguration in case of failures or 
addition/removal of system components. 

Recent research in peer-to-peer systems and distributed management has 
demonstrated the potential benefits of decentralized over centralized designs: a 
decentralized design can reduce the configuration complexity of a system and 
increase its scalability and fault tolerance. 

This research focuses on introducing self-management capabilities into the design of 
cluster-based services. Its intended benefits are to make service platforms 
dynamically adapt to the needs of customers and to environment changes, while 
giving the service providers the capability to adjust operational policies at run-time.  

We have developed a decentralized design that efficiently allocates resources among 
multiple services inside a server cluster. The design combines the advantages of both 
centralized and decentralized architectures. It allows associating a set of QoS 
objectives with each service. In case of overload or failures, the quality of service 
degrades in a controllable manner. We have evaluated the performance of our design 
through extensive simulations. The results have been compared with performance 
characteristics of ideal systems. 



 

 
 
 
 
 
 

2 

 

 

ACKNOWLEDGMENTS 
First I would like to thank my advisor Rolf Stadler for his support, for the fruitful 
conversations, and for introducing me to the world of scientific research. 
Furthermore, I would like to thank professor Gunnar Karlsson and all the people at 
LCN for the stimulating atmosphere, which made it possible for me to concentrate my 
efforts on research. 
 
Additionally I would like to express my gratitude to the organizations and entities that 
have funded this research, the Swedish Foundation for Strategic Research and the 
Graduate School in Telecommunications at KTH. 
 
I would like to express my special thanks to my wife Shiloh, my parents Sanda and 
George and the rest of my family and friends for their understanding, patience, and 
continuous support. 



 

 
 
 
 
 
 

3 

 

 

Table of Contents: 

 
1. Introduction.........................................................................................................5 
 Background and Motivation................................................................................5 
 The Problem........................................................................................................5 
 Contribution of this Thesis..................................................................................6 
2. Related Research.................................................................................................8 
 Centralized Management of Web Services with QoS Guarantees ......................8 
 Structured Peer-to-Peer Systems.........................................................................9 
 Epidemic Protocols for Constructing Overlays.................................................10 
 Job Scheduling in Grid Computing...................................................................11 
 Utility Functions to Control System Behavior ..................................................11 
3. Summary of Original Work ..............................................................................13 
 Paper A: Patterns for Routing and Self-Stabilization........................................13 
 Paper B: Adaptable Server Clusters with QoS Objectives................................13 
 Paper C: Externally Controllable, Self-Organizing Server Clusters .................14 
 Paper D: A Middleware Design for Large-scale Clusters offering Multiple 

Services .............................................................................................................14 
4. Key Results of the Thesis and Future Work......................................................14 
List of Publications in the Context of this Thesis ..................................................17 
Bibliography ..........................................................................................................18 
Curriculum Vitae ...................................................................................................22 
Paper A: Patterns for Routing and Self-Stabilization ............................................23 
Paper B: Adaptable Server clusters with QoS Objectives......................................37 
Paper C: Externally Controllable, Self-Organizing Server Clusters ......................51 
Paper D: A Middleware Design for Large-scale Clusters Offering Multiple 
Services..................................................................................................................79 



 

 
 
 
 
 
 

4 



 

 
 
 
 
 
 

5 

1. Introduction 

Background and Motivation 

The work presented in this thesis aims at developing a design that enables the 
individual components of a distributed system to work together and coordinate their 
actions towards a common goal. The design must ensure that the system is scalable, 
self-organizing and manageable. Scalability ensures that the system can handle 
efficiently large loads, as its processing power increases proportionally to its number 
of components. Self-organization ensures that the configuration overhead induced by 
component additions or removals is minimal, that the individual components 
coordinate their local actions following a global objective, and that the system adapts 
to external events, such as load changes or component failures. Manageability enables 
an administrator to monitor the behavior of the system and to control it through high-
level policies that can be used to change global objectives. 
While the basic motivation of our work is to contribute towards engineering 
principles for large-scale autonomous systems, we perform this research in the 
context of server clusters that provide web services. We consider web services that 
scale to a large number of clients. These services generate highly customized dynamic 
content that matches closely the client’s preferences. Finally, these services support 
QoS objectives for each client, such as limits on the response time for requests, or 
guaranteed minimum throughput. We develop a decentralized architecture for a 
cluster of servers that offers several web services, and supports the QoS constraints 
associated with each service. Following Fig. 1, the system includes several data 
centers, has several entry points and a set of servers. Service requests enter the cluster 
through the entry points.  

The Problem 

Managing and controlling large-scale server clusters that provide multiple services at 
the same time is a significant challenge. 
Our goal is to engineer the mechanisms that allow to control and manage the server 
cluster in a decentralized way. Functionally, these mechanisms need to ensure that the 
cluster provides several services while supporting the sets of QoS constraints 
associated with each service. The mechanisms ensure as well that an administrator 
can observe and control the behavior of the cluster from an external management 
station. We also need to define and implement the policies for controlling the system. 
After designing and implementing the decentralized mechanisms for cluster control 
and management, we need to evaluate the solution. Concretely, we need to define 
metrics for desirable system features, such as efficiency, scalability, or robustness, 
and identify a system configuration against which to compare the behavior of the 
system built following our design. 
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Fig. 1 This thesis presents a design for large-scale, self-configuring server 
clusters. The design includes the servers in data centers, the entry points and a 
management station. 

Contribution of this Thesis 

We have designed three decentralized mechanisms that serve as building blocks for a 
decentralized architecture of a service cluster. During the operation of the system, the 
interactions of these mechanisms produce desirable global functionality and 
properties: scalability, self-configuration and manageability. Scalability ensures that 
the system works for a large number of nodes. Self-configuration ensures that the 
system makes efficient use of its resources and it is robust. Finally, manageability 
ensures that the system is observable and controllable from an external management 
station.  
The three decentralized mechanisms are: topology construction, request routing and 
service selection. Topology construction, based on an epidemic protocol, organizes 
the cluster nodes into several dynamic overlays. Request routing directs service 
requests towards servers with available resources. Service selection partitions the 
cluster resources between services, in response to changes in external load, updates of 
the control parameters, or node failures. The first two mechanisms are already present 
in large distributed systems, such as Internet routing or peer-to-peer networks. The 
third mechanism enables our design to provide QoS support for its services.  
These three modular distributed mechanisms can be written in a few lines of pseudo 
code. While the design is simple, understanding the interactions among the various 
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mechanisms in a distributed system is not. In fact, we started out with designs that 
were more complex and simplified them through several iterations, as we found that 
complexity often introduces undesirable side effects that are hard to detect. Therefore, 
we have used extensive simulations to study the system behavior and evaluate its 
performance characteristics.  
We are primarily interested in the scalability of the system. By scalability, we mean 
the capability of a large number (potentially 100’000) of individual servers in the 
cluster to provide multiple services and look like a single entity with high processing 
capabilities to the outside world. 
The main metric we use to evaluate the multi-service cluster is the cluster utility 
function, that measures the capability to meet or exceed for each service a set of 
performance targets specified in the Service Level Agreements (SLA). We use three 
additional metrics to evaluate the behavior of the system: the rate of rejected requests, 
the experienced average delay per processed request, and the number of servers 
assigned to each service. The rate of rejected requests and the average delay of the 
processed requests measure the experienced quality of service. (The maximum 
response time is guaranteed by design.) The number of servers assigned to each 
service measures how efficiently the system provides that service. 
We have compared the performance of our design to that of an ideal system – a 
centralized system that has a processing capacity equal to the sum of the processing 
capacities of all the servers of the cluster. Simulations results show that the 
performance of our design comes close to that of an ideal system, that the 
decentralized design can dynamically control the allocation of resources to several 
services, support the QoS constraints of each service, and control the way in which 
the QoS degrades in overload. Finally, the decentralized design quickly recovers and 
stabilizes after major external events, such as sharp changes in the external load or 
component failures. 
We have extended the design for managing the system from an external management 
station. The design includes data structures for holding management parameters on 
the servers and schemes for disseminating control parameters and estimating state 
variables. As a basic principle, the management station can contact any active server 
in the cluster for the purpose of changing a management parameter in the system or 
reading an estimate of a global performance metric. We demonstrated the reaction of 
the system changes in QoS policies and its capability to monitor, at run time, global 
performance parameters. 
Finally, the work presented in this thesis has lead to eight papers, out of which six 
have been published and the rest has been submitted for publication. 
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2. Related Research 
Various aspects of our design relate to platforms for web services with QoS 
objectives, peer-to-peer systems, applications of epidemic protocols, activities within 
the grid computing community, and systems controlled by utility functions. 

Centralized Management of Web Services with QoS Guarantees 

Today’s server clusters are engineered following a three tiered architecture. The 
service requests enter the cluster through one or several Layer 4 switches that 
dispatch them to the servers inside the cluster. In such architecture, the functionality 
of Layer 4 switches has been enhanced to provide firewall, anti-virus screening and to 
balance the load in the cluster.  Layer 4 switches offer a combination of Network 
Address Translation (NAT) and higher-layer address screening [1]. Generally, they 
make forwarding decisions based upon information at any OSI layers 4 through 7. 
Some Layer 4 switches, also called session switches, are capable of monitoring the 
state of individual sessions. This functionality enables Layer 4 switches to balance 
traffic across a cluster of servers based upon individual session information and 
status. 
While layer 4 switches can provide load balancing functionality, their design becomes 
increasingly complex for clusters where the number of servers, the number of 
applications, QoS constraints, etc. become large. Moreover, if several Layer 4 
switches forward requests inside a server, they need to synchronize their knowledge 
about the server states.  
In an IBM architecture [2] and the Muse system [3], the authors propose centralized 
resource management schemes for balancing service quality and resource usage. Both 
systems attempt to maximize a utility function in the face of fluctuating loads. In [4], 
a dynamic weighted sharing scheduler to control overloads in web servers is 
introduced. In [5], the authors present an architecture in which dispatchers at an 
overloaded Internet Data Center (IDC) redirect requests to a geographically remote 
but less loaded IDC. Even though requests are routed between several IDCs, we still 
argue this is a centralized scheme, as the request dispatchers and the servers are 
organized in a hierarchical centralized structure inside each IDC. 
In [2], a performance management system for cluster-based web services is presented. 
The system dynamically allocates resources to competing services, balances the load 
across servers, and protects servers against overload. The system described in [3] 
adaptively provisions resources in a hosting center to ensure efficient use of power 
and server resources. The system attempts to allocate dynamically to each service the 
minimal resources needed for acceptable service quality, leaving surplus resources 
available to deploy elsewhere. 
As in our design, both approaches described in [2] and [3] map service requests into 
service classes, whereby all requests in a service class have the same QoS objective. 
The cluster architecture in [2] contains several types of components that share 
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monitoring and control information via a publish/subscribe network. Servers and 
gateways continuously gather statistics about incoming requests and send them 
periodically to the Global Resource Manager (GRM). GRM runs a linear optimization 
algorithm that takes as input the statistics from the gateways and servers, the 
performance objectives, the cluster utility function, and the resource configuration. 
GRM computes two parameters: the maximum number of concurrent requests that 
server s executes on behalf of the gateway g and the minimum number of class c 
requests that every server executes on the behalf of each gateway. GRM then 
forwards the new parameter values to the gateways, which apply them until they 
receive a new update. 
Similarly, the Muse resource management scheme ([3]) contains several types of 
components: servers, programmable network switches, and the executor. Servers 
gather statistics about incoming requests and process assigned requests. The 
programmable switches redirect requests towards servers following a specific pattern. 
Finally, the executor analyzes bids for services from customers and service statistics 
from servers and periodically computes an optimal resource allocation policy. 
Two main characteristics distinguish the design presented in this thesis from these 
two approaches: our design is decentralized, and all our cluster components are of the 
same type. We believe that our approach leads to a lower system complexity and thus 
the task of configuring the system becomes simpler. In addition, it eliminates the 
single point of failure, namely, GRM in [2] and the executor in [3]. 

Structured Peer-to-Peer Systems 

The design in this thesis shares several principles with peer-to-peer systems. After 
having studied the possibility of developing our architecture on top of a structured 
peer-to-peer system, we concluded that such an approach would likely lead to a 
system that is more complex and less efficient than the one presented in this thesis, 
and we explain here briefly why. (To keep the term short, we use peer-to-peer system 
instead of structured peer-to-peer system.) Peer-to-peer systems are application-layer 
overlays built on top of the Internet infrastructure. They generally use distributed hash 
tables (DHTs) to identify nodes and objects, which are assigned to nodes. A hash 
function maps strings that refer objects to a one-dimensional identifier space, usually             
the interval [0, 2128-1]. The primary service of a peer-to-peer system is to route a 
request with an object identifier to a node that is responsible for that object. Routing 
is based on the object's identifier and most systems perform routing within O(log n) 
hops, where n denotes the system size. Routing information is maintained in form of a 
distributed indexing topology, such as a circle or a hypercube, which defines the 
topology of the overlay network.  
Even though peer-to-peer networks efficiently run best-effort services ([6], [7], [8], 
[9]), no results are available to date on how to achieve service guarantees and service 
differentiation using peer-to-peer middleware. If one wanted to use a peer-to-peer 
layer as part of the design of a server cluster, one would assign an identifier to each 
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incoming request and would then let the peer-to-peer system route the request to the 
node responsible for that identifier. The node would then process the request. In order 
for the server cluster to support efficiently QoS objectives, some form of resource 
control or load balancing mechanism would be needed in the peer-to-peer layer. 
Introducing load-balancing capabilities in DHT-based systems is a topic of ongoing 
research ([10], [11], [12], [13]).  An interesting result is that uniform hashing by itself 
does not achieve effective load balancing. In [10], the authors show that, in a network 
with n nodes, where each node covers on average a fraction of 1/n of the identifier 
space, with high probability, at least one node will cover a fraction of O(log n/n) of 
the identifier space.  Therefore, uniform hashing results in an O(log n) imbalance in 
the number of objects assigned to a node. Recently proposed solutions to the problem 
of load balancing in DHT systems include "the power of two choices" [10], or load 
stealing schemes and definition of virtual servers [12], [13].  
In order to implement an efficient resource allocation policy that dynamically adapts 
to external load conditions, the identifier space in a peer-to-peer system needs to be 
re-partitioned and the partitions reallocated on a continuous basis. This means that the 
indexing topology, a global distributed state, needs to be updated continuously to 
enable the routing of requests to nodes. 
When comparing the overhead associated with request routing based on DHTs with 
the routing mechanism in our design, we concluded that maintaining a global 
indexing topology is significantly more complex than maintaining the local 
neighborhood tables in our design.  
In addition, peer-to-peer systems have properties that are not needed for our purposes. 
For instance, a peer-to-peer system routes a request for an object to a particular server 
- the one that is responsible for that object. (This property is useful to implement 
information systems on peer-to-peer middleware.) In our design, a request can be 
directed to any server with available capacity, which simplifies the routing problem in 
the sense that there is no need to maintain a global distributed state. 

Epidemic Protocols for Constructing Overlays 

Epidemic algorithms disseminate information in large-scale systems in a robust and 
scalable way. A remarkable property of these algorithms is that the larger the number 
of nodes in the network, the more robust the system becomes.  
In epidemic algorithms, each node exchanges local information with randomly chosen 
neighbors, restricting data exchange to pairwise communication. 
The use of epidemic protocols for building overlays has been proposed in the context 
of applications such as data aggregation, resource discovery and monitoring [14], 
database replication [15], [16], and handling web hotspots [17]. For example, 
Astrolabe [14] uses an unstructured gossip (epidemic) protocol for disseminating 
information and building the abstraction of a single logical aggregation tree. The tree 
mirrors the administrative hierarchy of the system. Subsequently, different 
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aggregation methods can gather information about the state of different zones (sets of 
components) of the system along the tree. 
In the design presented in this thesis, we apply an epidemic algorithm, Newscast [18], 
to locate available resources in a system that is subject to rapid changes. In our 
design, the topology construction mechanism uses Newscast to construct and 
maintain the overlay, through which requests are being routed. We further use 
Newscast as a basis for disseminating control parameters and as part of an 
aggregation scheme to estimate global state variables.  
Our design allows using any communication protocol that separates data forwarding 
from the semantics of the forwarded data. The properties of the logical topology of 
the cluster derive directly from the properties of the underlying epidemic protocol. 
For example, Newscast, like most epidemic protocols, creates an overlay with small-
world properties. CYCLON [19], another epidemic algorithm, builds overlays with 
random-graph properties: low diameter and a uniform distribution of the in-degree 
across the network nodes. Using CYCLON with our design would ensure a uniform 
load on the virtual links. 

Job Scheduling in Grid Computing 

As in our system, a grid locates available resources in a network of nodes for 
processing requests (or tasks). Resource management and task scheduling in 
distributed environments is a fundamental topic of grid computing. The goal is often 
to maximize a given workload subject to a set of QoS constraints. Many activities 
([20], [21], [22]) focus on statistical prediction models for resource availability. These 
models are used as part of centralized scheduling architectures, in which a single 
scheduler dispatches tasks to a set of available machines.  Other research ([23]) 
creates peer-to-peer desktop grids that, however, do not work under QoS constraints.  
There is comparatively little research in the area of management of a grid computing 
environment. The largest grid testbed, Grid3 [24] has a centralized database that 
gathers information about system activity from the participating sites. 
The grid computing environment has different requirements from our system. The 
tasks have typically longer execution times, compared to our environment. Nodes can 
become unavailable and leave the grid in the middle of executing a task. This requires 
different solutions to failures and reconfigurations (node departures). The state of a 
task on a node should be backed up periodically and sent to a neighbor before the 
node departs the network. We see the potential of applying elements of our design for 
task scheduling in grid computing. The main benefits of our approach would be 
increasing scalability and simplifying configuration.  

Utility Functions to Control System Behavior 

The idea of controlling the behavior of a computer system using utility functions has 
been explored in a wide variety of fields: scheduling in real-time operating systems, 
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bandwidth provisioning and service deployment in service overlay networks, artificial 
intelligence, design of server clusters. When applying utility functions, a system can 
switch to a set of new states, where each state is associated with a reward. 
Time utility functions (TUF) have been defined in a thorough way in the context of 
task scheduling in real-time operating systems [25]. Given a set of tasks, each with its 
own TUF the goal is to design scheduling algorithms that maximize the accrued 
utility from all the tasks. If task T starts at time I and has a deadline D, TUF functions 
measure the benefit of completing T at different times. For uni-modal functions, the 
benefit decreases over time. For a hard time constraint, the benefit is constant until 
the deadline D, and is zero afterwards. For soft time constraints, the benefit starts 
decreasing at some time after I, and becomes zero at time D. Multi-modal TUFs 
model execution constraints for tasks that do not decrease continuously over time, for 
example computational tasks that need to run for a certain time to produce a 
meaningful result. In [26], the authors present the design of a real-time switched 
Ethernet that uses time utility functions. 
The authors further extend the TUF concept in [25] by defining progressive utility 
functions and joint utility functions. Progressive utility functions describe the utility 
of an activity as a function of its progress (e.g. the computational accuracy of the 
activity’s results). Joint utility functions specify the utility of an activity in terms of 
completion times of other activities and their progress. 
The bandwidth-provisioning problem for a service overlay network (SON) has been 
modeled as an optimization based on utility functions, for example in [27].  The 
problem is to determine the link capacities that can support QoS sensitive traffic for 
any source-destination pair in the network, while minimizing the total provisioning 
costs.  
In [28], the authors propose a decentralized scheme for replicating services along an 
already established service delivery tree. This algorithm estimates a utility function in 
a decentralized way; however, this process takes place along a fixed service delivery 
tree. The task of setting up this tree is outside of the scope of the work. Once the 
service delivery tree is in place, the authors propose an algorithm in which each node 
interacts with its parent and children in the tree and, as a result, finds a placement of 
service replicas along the tree that maximizes the total throughput and minimizes the 
QoS violation penalty along the tree. 
Machine learning is an area of artificial intelligence concerned with the development 
of techniques that allow computers to interact with the surrounding environment, 
given an observation of the world [29]. In many works, reinforcement learning 
algorithms use utility functions to model: (a) the impact that every action of a system 
component has on the surrounding environment, and (b) the feedback provided by 
environment that guides the learning algorithm.  
The systems discussed earlier under the centralized web service architectures used 
utility functions to partition resources between several classes of service. 
Apart from [28], we could not find any system design in the literature that includes a 



 

 
 
 
 
 
 

13

decentralized evaluation of a utility function. Evaluating the utility in a decentralized 
way is one of the key parts of our design. 

3. Summary of Original Work 

Paper A: Patterns for Routing and Self-Stabilization 

This paper contributes towards engineering self-stabilizing networks and services. We 
propose the use of navigation patterns, which define how information for state 
updates is disseminated in the system, as fundamental building blocks for self-
stabilizing systems. We present two navigation patterns for self-stabilization: the 
progressive wave pattern and the stationary wave pattern. The progressive wave 
pattern defines the update dissemination in Internet routing systems running the 
DUAL and OSPF protocols. Similarly, the stationary wave pattern defines the 
interactions of peer nodes in structured peer-to-peer systems, including Chord, Pastry, 
Tapestry, and CAN. It turns out that both patterns are related. They both disseminate 
information in form of waves, i.e, sets of messages that originate from single events. 
Patterns can be instrumented to obtain wave statistics, which enables monitoring the 
process of self-stabilization in a system. We focus on Internet routing and peer-to-
peer systems in this work, since we believe that studying these (existing) systems can 
lead to engineering principles for self-stabilizing system in various application areas. 
This paper has been published in the Proceedings of the 9th IEEE/IFIP Network 
Operations and Management Symposium (NOMS 2004), Seoul, Korea, April 19-23, 
2004. 

Paper B: Adaptable Server Clusters with QoS Objectives 

We present a decentralized design for a server cluster that supports a single service 
with response time guarantees. Three distributed mechanisms represent the key 
elements of our design. Topology construction maintains a dynamic overlay of cluster 
nodes. Request routing directs service requests towards available servers. 
Membership control allocates/releases servers to/from the cluster, in response to 
changes in the external load. We advocate a decentralized approach, because it is 
scalable, fault-tolerant, and has a lower configuration complexity than a centralized 
solution. We demonstrate through simulations that our system operates efficiently by 
comparing it to an ideal centralized system. In addition, we show that our system 
rapidly adapts to changing load. We found that the interaction of the various 
mechanisms in the system leads to desirable global properties.  More precisely, for a 
fixed connectivity c (i.e., the number of neighbors of a node in the overlay), the 
average experienced delay in the cluster is independent of the external load. In 
addition, increasing c increases the average delay but decreases the system size for a 
given load.  Consequently, the cluster administrator can use c as a management 
parameter that permits control of the tradeoff between a small system size and a small 
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experienced delay for the service. 
This paper has been published in the Proceedings of the 9th IFIP/IEEE International 
Symposium on Integrated Network Management (IM 2005), Nice, France, May 16-19, 
2005. 

Paper C: Externally Controllable, Self-Organizing Server Clusters  

This is an extension of the paper B. We study in further depth the design proposed in 
paper B. In particular, we investigate the capabilities of the system to self-organize 
and effectively adapt to changing load and failures, even massive ones. We 
demonstrate the reaction of the system to a change in a QoS policy and its capability 
to monitor, at run time, global performance parameters including the average 
response time and the system size. Finally, we outline the way in which we have 
expanded our design to provide support for multiple services with multiple QoS 
constraints. 
A version of this paper has  been published in the Proceedings of the 2nd 
International WORKSHOP on 'Next Generation Networking Middleware' 
(NGNM05), Waterloo, Ontario, Canada, May 6, 2005. 
This paper is available as a KTH technical report. 

Paper D: A Middleware Design for Large-scale Clusters offering Multiple 
Services  

This paper extends the design presented in the papers B and C to support multiple 
services. We present a decentralized design that efficiently allocates resources to 
multiple services inside a global server cluster. Our design allows associating a set of 
QoS objectives (maximum response time and maximum loss rate) with each service. 
A system administrator can define policies that assign relative importance to services 
and, in this way, control the resource allocation process. Simulation results show that 
the system operates efficiently; it supports the QoS constraints and dynamically 
adapts to changes in the external load pattern. In the case of overload or service 
failures, the quality of service degrades gracefully, controlled by the relative 
importance of each service. 
A short version of this paper will be published in the HP-OVUA Workshop, Porto, 
Portugal, July 11-13, 2005. 
This paper is available as a KTH technical report. 

4. Key Results of the Thesis and Future Work 
The work described in this thesis focuses on introducing self-management capabilities 
into the design of cluster-based services. Its intended benefits are to make service 
platforms dynamically adapt to the needs of customers and to environment changes, 



 

 
 
 
 
 
 

15

while giving the service providers the capability to adjust operational policies at run-
time. 
The design presented in this thesis is simple, decentralized, and scalable.  The design 
is simple, because it has three decentralized mechanisms, each of which can be 
written in about ten lines of pseudo-code. It is decentralized because each node takes 
control decisions based on its local information, and interacts only with a small 
number of neighbors. It is scalable, as we have shown in simulations that it can run on 
thousands of nodes. Furthermore, the theoretical properties of the epidemic 
algorithms make us believe that the design could run on a much larger number of 
servers, potentially hundreds of thousands. 
A system built according to this design efficiently allocates resources to various 
services, following a high-level, global objective. We have evaluated the efficiency of 
the system against an ideal server: a centralized system that has knowledge, in real-
time about the entirety of its resources, and also knows in advance the pattern of the 
incoming traffic. The simulation results show that the performance of our design 
comes very closely to that of an ideal system. 
We have expressed the cluster objectives using utility functions that take into account 
the QoS goals for each service and the relative importance of the services.  
We have used extensive simulations to study the system behavior and its performance 
characteristics. The simulation results show that our design can dynamically partition 
the cluster resources between several services, supporting QoS objectives for each 
service. Moreover, the cluster can provide additional differentiation between services, 
such as preferential treatment during overload, as specified by the system 
administrator.  
In the case of a cluster providing a single service, we have discovered through 
simulation that the connectivity parameter c, which controls the number of neighbors 
of a node in the overlay network, has interesting properties. First, increasing the value 
of c decreases the system size (i.e., the number of active servers), while the average 
response time per request increases. Second, for a given c, the average response time 
per request is independent of the system load. These properties make c an effective 
control parameter in our design, since it allows controlling the experienced QoS per 
request. This parameter thus allows a cluster manager to control the tradeoff between 
a smaller system size (more efficient operation) and a smaller average response time 
(better service for the customer).  
In the future, we plan to make an evaluation of the communication load, as well as 
processing load generated by each of the cluster control mechanisms (topology 
construction, request routing, service selection, dissemination of control parameters). 
While the design assures that the communication load for all these mechanisms is 
evenly distributed across the links of the management overlay and that the processing 
load is evenly distributed among the active servers, the actual values for these loads 
depend on several parameters, such as the length of an execution cycle and the 
connectivity of each overlay. 
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We also plan to validate and refine the design through implementation. For this 
purpose, we will implement the design on our lab testbed, which includes 60 rack-
mounted PCs, and use it to run selected web service applications. Apart from proving 
the feasibility of the design, the testbed implementation will allow us to measure 
communication delays, execution times, server loads, etc., in well-defined scenarios, 
such as TPC-W [30] or Specbench [31]. Based on these measurements, we can refine 
our simulation model to predict the behavior of the system for configurations much 
larger than the testbed. 
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Abstract 
This paper contributes towards engineering self-stabilizing networks and services. We 
propose the use of navigation patterns, which define how information for state 
updates is disseminated in the system, as fundamental building blocks for self-
stabilizing systems. We present two navigation patterns for self-stabilization: the 
progressive wave pattern and the stationary wave pattern. The progressive wave 
pattern defines the update dissemination in Internet routing systems running the 
DUAL and OSPF protocols. Similarly, the stationary wave pattern defines the 
interactions of peer nodes in structured peer-to-peer systems, including Chord, Pastry, 
Tapestry, and CAN. It turns out that both patterns are related. They both disseminate 
information in form of waves, i.e, sets of messages that originate from single events. 
Patterns can be instrumented to obtain wave statistics, which enables monitoring the 
process of self-stabilization in a system. We focus on Internet routing and peer-to-
peer systems in this work, since we believe that studying these (existing) systems can 
lead to engineering principles for self-stabilizing system in various application areas. 

Keywords 
Self-management; distributed and scalable management; programmable networks 

1. Introduction 
To cope with the growing complexity of networks and services, their level of self-
management must be increased. Our current work aims at developing generic 
building blocks for decentralized self-managing systems. Specifically, we focus on 
the function of self-stabilization, a concept first introduced by Dijkstra [1]: “a 
[synchronous] system is self-stabilizing when, regardless of its initial state, it is 
guaranteed to arrive at a legitimate state in a finite number of steps.” A different 
definition for self-stabilization in the context of Internet routing can be found in [2]: 
“no matter what sequence of events occurs, no matter how corrupted the databases 
become, no matter what messages are introduced into the system, after all defective or 
malicious equipment is disconnected from the network, the network will return to 
normal operation within a tolerable period of time (such as less than an hour).” 
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Examples of self-stabilizing systems studied in this work include Internet routing 
(Section 4), structured peer-to-peer (Section 6) and distributed respurce location 
systems. 
 
Internet routing systems are well-understood examples of self-stabilizing systems. 
They create and maintain a distributed state in the form of local routing tables, 
enabling service delivery constraint by routing policies, such as transporting packets 
along the shortest paths or transporting packets while balancing the network load. 
Routing systems dynamically adapt to changes in the network configuration, link 
state (or link cost), and various network faults. The (structured) peer-to-peer systems 
scale to a very large number of nodes and are based on overlay networks on top of the 
Internet infrastructure. They provide the service of query resolution, efficiently 
locating the node where an object with a given key resides. We are interested in 
Internet routing and peer-to-peer systems, because we believe that, by studying them, 
we may be able to develop fundamental concepts to engineer self-stabilizing systems 
for various functions and application areas. 
 
We observe that both Internet routing and peer-to-peer systems can be partitioned into 
three functional components. The first component relates to forwarding packets or 
queries towards their final destination by using the local routing tables. The second 
component deals with re-computing the routing table and other local state variables. 
The third component refers to generating and controlling the flow of messages that 
propagate state information and updates in the network. The specific goal of this work 
is to identify generic building blocks for disseminating states and updates for self-
stabilizing systems. We call these generic blocks navigation patterns. We have 
introduced the concept of navigation patterns in our earlier work on decentralized 
management [3, 4, 5]. Navigation patterns running on every network node provide a 
medium for disseminating information in a well-defined way. 
 
In this paper, we present two navigation patterns for self-stabilization: the progressive 
wave and the stationary wave. The progressive wave pattern defines and realizes 
update dissemination in Internet routing protocols, such as DUAL [6] and OSPF [7]. 
Similarly, the stationary wave pattern defines and provides the interactions of peer 
nodes with their logical neighbors in structured peer-to-peer systems, including Chord 
[8], Pastry [9], Tapestry [10], and CAN [11]. It turns out that both patterns are closely 
related. For instance, they both disseminate information in form of waves, i.e. a set of 
messages that originate from a single event.  
 
The technical contributions of this paper are as follows. 1) We report on our analysis 
of information dissemination in two Internet routing systems and four peer-to-peer 
systems; 2) we provide generic abstractions for information dissemination for two 
classes of self-stabilizing systems, based on the concepts of navigation patterns and 
waves; 3) we illustrate how these abstractions can be used to monitor the dynamics of 
a self-stabilizing system; 4) we argue how our work contributes towards a 
fundamental understanding of self-stabilizing and self-managing systems. 
The paper is organized as follows. Section 2 describes the concept of the navigation 
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pattern and motivates its use for this research. Section 3 presents the progressive 
wave pattern as a generic pattern for self-stabilization. Section 4 discusses the 
application of the progressive wave pattern to Internet routing protocols. Section 5 
gives an example of how this pattern can be instrumented for management purposes. 
Section 6 studies the mechanisms of self-stabilization in structured peer-to-peer 
systems and identifies the stationary wave as a pattern for self-stabilization in these 
systems. Section 7 discusses the results of the paper and outlines future work. 

2. The Concept of the Navigation Pattern 
Navigation patterns define how information is exchanged between nodes in a network 
or distributed system. They can be formalized using distributed graph traversal 
algorithms [5]. We believe that a small set of navigation patterns can be developed 
that underlie key functions in a network or distributed system. Our previous work in 
the area of distributed management has demonstrated the potential benefits of the 
separation principle upon which navigation patterns are based [3]. The design and 
implementation of a decentralized management framework using patterns has been 
reported in [3, 4, 5].  
 
Pattern-based network management is an engineering concept, whereby, the flow of 
information of a (distributed) management operation is defined by a navigation 
pattern and is separated from the local operations performed on network nodes. Every 
management operation contains two independent algorithms: a generic graph traversal 
algorithm—in form of a navigation pattern—and a local algorithm, called aggregator 
in [3], which implements the local computations required by the operation. When a 
management operation is launched, it is “injected” into the network at a particular 
node. The navigation pattern propagates the operation through the network (generally 
in a parallel fashion), and the aggregators compute and aggregate partial results at 
each node. After the navigation pattern has visited all the nodes involved in the 
management operation, it returns the final result to the management station and 
terminates. 

 
Figure 1: Navigation patterns and local algorithms run on two different layers in a 

network or distributed system 

Figure 1 illustrates the concepts we introduced. Every node involved in a distributed 
operation executes a navigation pattern that propagates messages in the network. 
Each node also executes a local algorithm that implements the computations required 
by the task, which consists of reading/writing the node’s local state and aggregating 
intermediary results of the distributed operation. 
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Navigation patterns define the propagation of information in a distributed operation. 
A navigation pattern running on every network node provides a medium for 
disseminating information in a well-defined way. This information contains the state 
of the distributed operation. Note that, given the support of the underlying system, 
this information can include the code of the pattern itself and/or the local algorithm, 
in which case new functionality can be provisioned “on the fly.” The Weaver 
platform, for instance, supports the concept of patterns that disseminate their own 
code [3]. 

3. The Progressive Wave Pattern 
The progressive wave pattern defines and implements the dissemination of state 
information during the process of self-stabilization in a network or distributed system. 
This pattern is suitable for self-stabilization schemes where each node receives state 
information about every other node in the system. The information is disseminated in 
the form of waves. A wave is a set of messages that originates from a single node and 
is triggered by an internal event that occurred on that node. An internal event can be 
caused by a timer, by the detection of a state change in an adjacent link, or by a local 
state change based on processing of an external update.  

 
Figure 2: Information dissemination by the progressive wave pattern 

A node creates a wave by sending a message to all its neighbors. Upon receiving a 
message from neighbor A, node B processes it using its local algorithm. If this 
operation leads to a state change on B, then the wave is propagated further in the form 
of messages that are sent to all of B’s neighbors except A. The node A receives an 
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acknowledgement. If the operation does not change B’s local state, the wave expires 
at that node and no messages are sent to B’s neighbors. Figure 2 illustrates the 
dissemination of information by the progressive wave pattern. As Figure 2 shows, the 
set of messages that constitute a wave can vary over time. The wave expires when the 
set becomes empty.  
 
The propagation of information by the progressive wave pattern can be compared to 
propagation phenomena known from electromagnetism, acoustics, or hydrodynamics. 
A difference is the presence of acknowledgements in our case, which is not existent in 
the natural propagation phenomena. 
 
Note that we have idealized the propagation of the wave in Figure 2 for didactical 
reasons. First, waves propagate asynchronously through the network, not in phases, as 
Figure 2 may suggest. Second, many waves can propagate concurrently in the 
network. Figure 2 shows only a single one. Third, a wave may expire at any node it 
reaches, while the example in Figure 2 shows a wave that expands over the whole 
network and expires only at leaf nodes. 
 
Progressive_Wave::run( in_msg: Message, from: Node ) { 
 
my_address := get_local_address(); 
initialized := false; 
N := get_neighbors(); 
 
if from = undefined 
  Local->Start(in_msg); 
 
if initialized = false { 
  Local->Initiate(in_msg); 
  out_msg = Local->Wait(in_msg); 
  Send_message(my_address, out_msg); 
} 
if from = my_address { 
  out_msg = Local->Wait( in_msg ); 
  Send_message( my_address, out_msg ); 
  out_msg = Local->Originate_Wave( in_msg ); 
  if out_msg != NULL 
    Send_message( N, out_msg ); 
} 
else { 
  out_msg = Local->Reply( in_msg ); 
  if out_msg != NULL 
    Send_message( from, out_msg ); 
  out_msg = Local->Propagate_Wave( in_msg ); 
  if out_msg!= NULL { 
    N_from := N – from; 
    Send_message( N_from, out_msg); 
  } 
}  

Figure 3: Pseudo code and state machine of the progressive wave pattern 

Figure 3 gives the pseudo code of the progressive wave pattern and presents it in form 
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of a local state machine. The Wait function detects and processes internal events. The 
Reply function processes the external messages received by the node. A wave is 
created by an Originate_Wave call and propagated by a Propagate_Wave call. 

4. Applying the Progressive Wave Pattern to Internet Routing  
The Internet routing systems are well-studied examples of self-stabilizing systems, 
which maintain a distributed state in a dynamic environment. An Internet routing 
system is composed of three functional components: (1) data forwarding, which 
includes switching packets from a router’s input ports to its output ports; (2) (re-) 
computing the local state, where a node initializes and maintains its routing table and 
calculates, using local information, the best way to reach every other node in the 
network, following the routing objective; (3) disseminating updates, where a node 
exchanges with its neighbors information about changes in network configuration and 
in link states.  
 
The progressive wave pattern provides the functionality for component (3), 
disseminating updates. The pattern, running on all network nodes, can be understood 
as forming a medium that propagates routing updates in the network. To realize a 
specific routing protocol, we need to “plug” into each network node a local algorithm 
that realizes component (2), which initializes and re-computes its local state. 
 
As part of this work, we studied in detail two routing protocols: DUAL [6], a 
distance-vector protocol, and OSPF [7], a link-state protocol. (For the purpose of this 
paper, we restrict the discussion of OSPF to its function within a single Autonomous 
System and exclude so-called designated routers.)  We found that both DUAL and 
OSPF can be implemented on top of our progressive wave pattern. The local 
algorithms are different. For both DUAL and OSPF, the local state of a node includes 
a routing table with the distance to each other network node and the next hop on the 
path towards each other node. In addition, the local state for DUAL contains a table 
with the distances from each neighbor of the node to every other node in the network, 
while the local state for OSPF contains a graph representation of the network 
topology. OSPF runs Dijkstra’s algorithm [7] on its local state, while DUAL runs a 
distributed Bellman-Ford algorithm. 
We have implemented “progressive wave”-based versions of OSPF and DUAL on the 
SIMPSON simulator [12] and are currently porting them to Weaver. While the pattern 
code is compact, the local algorithm code is more complex: about 500 lines of C++ 
code for DUAL and about 400 C++ lines for OSPF. We have performed a functional 
validation of our protocol implementations on the simulator, by running a series of 
experiments on different topologies. Scenarios we looked at are: initialization, and 
sequences of link and node failures and recoveries (with constant or exponentially 
distributed mean times to link failure and recovery). We verified that for each 
scenario the routing tables, the estimation table for DUAL and the topology database 
for OSPF are computed correctly. 
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5. Enabling Performance Monitoring  
During its execution, the progressive wave pattern produces waves that propagate 
updates. The pattern can be instrumented for management purposes. This opens up 
possibilities for monitoring the waves and the dynamic behavior of applications that 
use the pattern. This section is devoted to illustrating some of the capabilities that an 
instrumented progressive wave pattern can provide. Note that by instrumenting the 
pattern every application based on it “inherits” these additional capabilities. 
 
The pattern instrumentation is done as follows. When a wave is created, the 
originating node assigns a globally unique identifier to the wave. Together with the 
update, a node propagates the wave identifier and a counter giving the distance (in 
hops) to the originating node. When a wave reaches a node, the wave identifier, its 
distance to the originating node and the local time are logged on that node. We call 
this data wave logs.  
 
Wave logs can be used to compute a number of wave statistics that reflect the system 
traffic and its dynamics. (These statistics are unique to the particular application, 
routing protocol in our case.) An example of a local statistic is the number of waves 
that reach a node in a given time interval. Global wave statistics we defined include 
wave reach, i.e., the maximum number of hops a wave propagates before it expires. 
The number of waves at time T shows how many waves are propagated in the network 
at a specific moment in time. Another interesting statistic is the distribution of the 
wave diameter, i.e., the diameter of the sub-network that includes all nodes reached 
by a specific wave. The global statistics are obtained by aggregating wave logs from 
each node. 
 
Wave logs can further be used, for instance, to trace a single update and see how far it 
propagates. Alerts can be triggered when abnormal wave propagation is detected 
(e.g., if the number of hops traversed by the wave exceeds a certain threshold). Wave 
logs provide the capability to play back system behavior during a certain time 
interval. For example, one can find out at which time a link failure occurred, and how 
the routing system reacted to it. If the capabilities exist to dynamically collect and 
aggregate wave logs in the network (as can be done on our Weaver testbed [3]), it 
becomes possible to compute in near real-time the propagation of the waves and the 
changes of routing inside the network and visualize this data on a management 
station. 
 
We have instrumented the progressive wave pattern in the above-described way on 
the SIMPSON simulator, and we are in the process of porting it to the Weaver 
platform. While it is obviously easier to implement such functionality and perform 
experiments on the simulator, we are confident that we will be able to carry out the 
same kind of investigation on the Weaver testbed. There are two main problems to 
address during the porting of the code, namely, how to synchronize the local clocks 
and how to collect the wave logs. Synchronizing clocks in a network within 
millisecond resolution or better can be achieved by known techniques [13]. Wave 



 
 
 
 
 
 
 

 
 
 
 
 

30

logs can be collected and aggregated using the echo pattern implemented on the 
Weaver platform [3].  
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Figure 4: Number of waves in the network and wave reach distribution during 
initialization 

We have implemented on SIMPSON OSPF and DUAL as applications running on top 
of the progressive wave pattern. We have gathered wave statistics from running 
simulations on an 18-node grid network for an initialization scenario (Figure 4) and 
for a scenario covering multiple link failures and recoveries (Figure 5). 
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Figure 5: Number of waves in the network and wave reach distribution after multiple 

link failures and recoveries 

During the initialization scenario, each node starts with an empty routing table, and 
begins computing its local state after receiving an update message from a neighbor. 
The scenario completes when all the routing tables are synchronized and thus the 
system has reached a stable state. The second scenario starts with the network in a 
stable state (all the routing tables are synchronized), and, during the duration of the 
scenario, links fail and recover according to a statistical failure model.  
 
Figures 4 and 5 show several interesting facts. Figure 4 shows that the maximum 
number of waves during the initialization is larger than the number of nodes (18) or 
edges (25) in the network. It also shows that OSPF generates more waves than 
DUAL. Finally, we see that the maximum number of waves in the network is reached 
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shortly after the last node has been initialized and started the routing computation. 
These facts are explained by the way in which waves are originated in the network. A 
wave is triggered only when a node discovers a new link and, implicitly, a new 
neighbor. When a new node comes up, its neighbors will each detect this event and 
each will launch a wave carrying their view of the network. This is true for both 
OSPF and DUAL protocols. The new node itself will generate only one wave 
carrying one update (its distance to itself) in DUAL, but in OSPF, it will generate one 
wave for each outgoing link it detects. Therefore, the number of waves during the 
initialization will be greater in OSPF. Also, because when a new node comes up each 
of its neighbors will generate a wave, the total number of waves in the network will 
be greater than the total number of nodes or links. Finally, after the last node has 
booted up, no new events that can trigger a wave occur. The number of waves will 
still increase slightly thereafter, as the neighbors of the new node will launch their 
own updates, however, as no new waves are generated and the old waves will 
eventually expire, the number of waves steadily decreases until it reaches zero. Figure 
4 also plots the distribution of the reach of each wave. The diameter of the network is 
5, and most waves will propagate 5 hops before expiring, as they contain information 
about a new node, that changes the local state of every node reached by them. The 
existence of waves with a smaller reach than the network diameter is explained by 
two factors. First, in a grid network the longest shortest path for a node located in the 
middle of the network is about half of the longest shortest path for a node located at 
the edge of the network. Second, the updates that a newly joining node receives from 
its neighbors will not travel through the entire network, as the nodes already in the 
network might have received them in the past. Figure 5 shows the number of waves in 
the network and their reach distribution after multiple link failures and recoveries. 
The number of waves in DUAL increases above the number of waves in OSPF. This 
change is related to the way in which DUAL handles link removals. When a DUAL 
node detects an inconsistent entry in its routing table, it starts a diffusing computation 
for that entry. Each diffusing computation is a progressive wave of diameter 1. The 
failure of a link can affect several entries in a routing table of a node, and one 
diffusing computation will be started for each affected entry. Finally, the interval of 
values for the wave reach distribution increases, as link failures can increase the 
diameter of the network, or fragment the network. 

6. Stationary Wave: A Pattern for Self-stabilization in Peer-to-
Peer Systems 
Peer-to-peer systems enable large-scale applications in a decentralized environment. 
They provide the service of query resolution, namely, routing a given key to a 
network address where information about this key is stored. The address space of a 
peer-to-peer system is very large: it typically contains 2128 entries. We have identified 
patterns for peer-to-peer systems in which neighbors are defined in a deterministic 
fashion, based on a distance metric. Examples of such systems include Chord, Pastry, 
Tapestry, and CAN. More recently proposed peer-to-peer systems, such as [14] and 
[15], choose neighbors in a probabilistic way, which leads to more robust systems 
than those using deterministic schemes. We have not yet studied patterns for systems 
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with probabilistic neighbor selection. 
 
The nodes in peer-to-peer systems are located at the edge of the Internet and form an 
overlay network.  The underlying Internet infra-structure ensures point-to-point 
connectivity between any pair of nodes. The topology of a peer-to-peer overlay 
network is based on a regular structure, specific to each peer-to-peer system. 
Examples of such structures include ring for Chord, hybrid (ring and tree) for Pastry 
and Tapestry and hypercube for CAN. The structure is selected to allow for efficient 
routing of queries and handling of topology changes. Each node will maintain an 
average of log(N) links in Pastry, Tapestry and Chord, and 2*d links in CAN, where 
N is the number of nodes, and d is the dimensionality of the CAN hypercube. A query 
is routed, in average, in log(N)/2 hops in Pastry, Tapestry and Chord and d/4*N1/d 
hops in CAN.  
 
Similarly to Internet routing, we identify three functional components that run on 
every node and enable the service of query resolution in peer-to-peer systems: (1) 
forwarding, which includes forwarding a query to the next hop, or processing it, if it 
reached its final destination, (2) local state computation, where nodes initialize and 
maintain a set of neighbors to which they are connected in the overlay network, and 
(3) update dissemination, where nodes check the status of their neighbors, or ask for 
replacements for failed neighbors. Our goal, as in Internet routing, is to design 
patterns as generic blocks for update dissemination.  
 
Update dissemination takes place when a node joins the network, and when it 
refreshes or updates its local state. A node joining a peer-to-peer system asks a 
random node to route a message to its key (in Pastry, Tapestry and Chord), or towards 
the zone it will be responsible for (in CAN). As a result of this query, the node learns 
about its neighbors, builds its local state, and enters the operational phase.  
 
In the operational phase the node periodically queries the status of each of its 
neighbors. In case it does not receive an answer, the node assumes its neighbor failed, 
and begins searching for a replacement, by sending a request to one or several of its 
neighbors. The node also replies to the queries sent by its neighbors, helping them 
maintain their respective state. As a consequence, in peer-to-peer systems, the local 
state of a node is determined only by the local state of its neighbors.  
 
The set of neighbors of each node is organized into different levels, according to the 
system’s distance metric. This organization is reflected in the structure of the routing 
table. Furthermore, it influences the way the updates are disseminated during the 
process of refreshing or updating the local state. The number of levels is 128/b  (b is a 
configuration parameter) for all systems, except CAN, which has only a single level.  
  
Based on our analysis of the above-described peer-to-peer systems, we developed the 
Stationary Wave pattern, which defines the way information is disseminated by a 
node during its operational phase, during which it refreshes and updates its local state. 
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Figure 6 depicts the information dissemination from the perspective of a single node. 
Figure 7 shows the pseudo code and the state diagram of this pattern. 
 

 
Figure 6: Information exchange in the stationary wave pattern 

Stationary_Wave::run( in_msg: Message, from: Node ) { 
 
  my_address := get_local_address(); 
  initialized := false; 
  for( level = 1; level <= int( 128 / b ); level++ )  
    N[ level ] = get_neighbors( level ); 
 
  if from = undefined 
    Local->Start( in_msg ); 
 
  if initialized = false { 
    Local->Initiate ( in_msg ); 
    out_msg = Local->Wait( in_msg ); 
    Send_message( my_address, out_msg ); 
  } 
  if from = my_address { 
    for( level = 1; level <= int( 128 / b ); level++ ) { 
      out_msg = Local->Originate_Wave( level ); 
      Send_message( N[ level ], out_msg ); 
    } 
  } else { 
    out_msg = Local->Reply( in_msg ); 
      if out_msg != NULL  
        Send_message( from, out_msg ); 
  } 
}  

Figure 7: Pseudo code and state machine of the stationary wave pattern. 

The stationary wave pattern is suitable for self-stabilizing systems where each node 
maintains information only about its neighbors. Each node periodically polls its 
neighbors to refresh its local state. The set of neighbors of a particular node is 
structured into several levels. 
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There are a number of differences between stationary and progressive waves. 
Stationary waves are triggered exclusively by internal timer events. Updates are 
explicitly requested, as opposed to the progressive wave model, where updates are 
sent to nodes without prior requests.  In a stationary wave, the number of messages is 
constant during the lifetime of the wave, in contrast to the progressive wave, where it 
is dynamic. 
 
Two differences become apparent when comparing the state machine and the pseudo 
code of the two wave patterns. First, the Propagate state is missing from the stationary 
wave state machine and the same function is missing from the stationary wave pseudo 
code. Second, in the stationary wave pattern, a node can originate waves at several 
levels, sending messages to a set of neighbors at a specific level. In the case of the 
progressive wave pattern, there is only one level. 
 
In contrast to the progressive wave pattern, we have not yet implemented the 
stationary wave pattern on our simulator or testbed, but we plan to start shortly. We 
believe we can implement virtually all proposed structured peer-to-peer system on top 
of the stationary wave pattern. The main difference between the various peer-to-peer 
systems is the geometry of the structure of the overlay network, which is encoded in 
the local algorithm. 
 
The dynamics in peer-to-peer systems appear to be less complex than those in the 
Internet routing systems we discussed, because the wave statistics defined in Section 
5 are predictable for peer-to-peer systems. This means that, in order to understand and 
monitor the behavior of peer-to-peer systems, we will need to define other statistics at 
the pattern level, for instance, the percentage currently active waves that contain 
queries for neighbor replacements. 

7. Discussion 
While Internet routing systems and peer-to-peer systems have the same 3-component 
functional architecture (forwarding, re-computing local state, disseminating updates), 
both types of systems disseminate state updates in a very different way. In the Internet 
routing systems we studied for this work, the local state of a node contains 
information about the entire network. In structured peer-to-peer systems, a node’s 
local state contains information only about its neighbors. Consequently, in Internet 
routing systems, a state change on a single node potentially affects the states of all 
other nodes, whereas, in peer-to-peer systems, an update on a node can often affects 
only the small set of that node’s neighbors. The questions arise why do Internet 
routing systems disseminate updates differently from peer-to-peer systems and what 
are the implications from this insight for engineering self-stabilizing and self-
managing systems. At present, we cannot fully answer these questions. We can say 
though that limiting the reach of updates seems to reduce the convergence time of a 
system and seems to enhance its scalability. In fact, an Internet routing domain often 
contains 100s or 1000s of nodes, while many peer-to-peer systems are designed for 
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millions of nodes.  
 
Can we develop a new Internet routing algorithm based on the stationary wave 
pattern? Probably not, since the capability of selecting the neighbors is essential to the 
process of efficient query resolution and self-stabilization in a peer-to-peer system, 
and this capability requires an overlay network. Note that the neighbors of a Internet 
node are externally configured, e.g., by a human operator, and the choice of neighbors 
is generally restricted by link layer connectivity. In contrast, the neighbors of a peer 
node are determined by the local algorithm of the particular peer-to-peer scheme and 
are computed when a node joins the system.  
 
The progressive wave pattern and the stationary wave pattern are on opposite ends of 
a broad spectrum of the family of wave propagation patterns. Between the 
unrestricted propagation of the progressive wave pattern and the restriction to a single 
hop, which stationary wave pattern mandates, many different policies can be designed 
for constraining the propagation of waves. Each such policy defines a different 
pattern. An example of such a policy is restricting the reach of waves to a specific 
number of hops. 
 
We plan to study various wave propagation policies and investigate the relationship 
between a wave propagation policy and the performance metrics of the self-
stabilizing system, specifically those metrics that relate to the convergence time. 
Also, it may be useful to let a human operator change the wave propagation policy in 
a self-stabilizing system, or let the system itself adjust the policy, in reaction to 
catastrophic events, for instance. We plan to investigate such scenarios. 
 
Finally, we suspect that wave propagation patterns underlie update dissemination in 
all systems that follow the 3-component functional architecture (forwarding, re-
computing local state, disseminating updates) we identified for Internet routing 
systems and peer-to-peer systems. Systems in this category, which we did not 
consider for this study, include content delivery networks and many types of resource 
location systems.  
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Abstract 
We present a decentralized design for a server cluster that supports a single service 
with response time guarantees. Three distributed mechanisms represent the key 
elements of our design. Topology construction maintains a dynamic overlay of cluster 
nodes. Request routing directs service requests towards available servers. 
Membership control allocates/releases servers to/from the cluster, in response to 
changes in the external load. We advocate a decentralized approach, because it is 
scalable, fault-tolerant, and has a lower configuration complexity than a centralized 
solution. We demonstrate through simulations that our system operates efficiently by 
comparing it to an ideal centralized system. In addition, we show that our system 
rapidly adapts to changing load. We found that the interaction of the various 
mechanisms in the system leads to desirable global properties.  More precisely, for a 
fixed connectivity c (i.e., the number of neighbors of a node in the overlay), the 
average experienced delay in the cluster is independent of the external load. In 
addition, increasing c increases the average delay but decreases the system size for a 
given load.  Consequently, the cluster administrator can use c as a management 
parameter that permits control of the tradeoff between a small system size and a small 
experienced delay for the service. 

Keywords 
Autonomic computing, self-configuration, decentralized control, web services, quality 
of service 

1. Introduction 
Internet service providers run a variety of applications on large server clusters. For 
such services, customers increasingly demand QoS guarantees, such as limits on the 
response time for service requests. In this context, a key problem is designing self-
configuring service clusters with QoS objectives that operate efficiently and adapt to 
changes in external load and to failures. In this paper, we describe a decentralized 
solution to this problem, which potentially reduces the complexity of server clusters 
and increases their scalability 
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Figure 1: We aim to provide a decentralized and self-organizing design for the server 

cluster in a three-tiered architecture. 
 

Advanced architectures for cluster-based services ([1], [2], [3], [4], [5], [6]) allow 
for service differentiation, server overload control and high utilization of resources. In 
addition, they are controllable in the sense that the system administrator can change, 
at runtime, the policies governing service differentiation and resource usage. These 
systems, however, do not have built-in architectural support for automatic 
reconfiguration in case of failures or addition/removal of system components. In 
addition, they rely on centralized functions, which limit their ability to scale and to 
tolerate faults. 

To address these limitations, we have included in our design three features 
characteristic of peer-to-peer systems. First, the server cluster consists of a set of 
functionally identical nodes, which simplifies the design and configuration. Second, 
the design is decentralized and the cluster dynamically re-organizes after changes or 
failures. Third, each node maintains only a partial view of the system, which 
facilitates scalability.  

Note, however, that the peer-to-peer designs reported to date cannot support 
service clusters with QoS objectives. Even though peer-to-peer networks efficiently 
run best-effort services ([7], [8]), no results are available on how to achieve service 
guarantees and service differentiation using peer-to-peer middleware. In addition, as 
peer-to-peer systems enable, by design, a maximum degree of autonomy, they lack 
management support for operational monitoring and control, which is paramount in a 
commercial environment.  

The goal of our research is to engineer the control infrastructure of a server 
cluster that provides the same functionality as the advanced service architectures 
mentioned above (i.e., service differentiation, QoS objectives, efficient operation and 
controllability); while, at the same time, assumes key properties of peer-to-peer 
systems (i.e., scalability and adaptability). We focus on “computational” services, 
such as online tax filing, remote computations, etc. For such services, a server must 
allocate some of its resources for a specific interval of time in order to process a 
request. 

To reduce complexity, service requests with the same resource requirements are 
grouped into a single service class. All requests of a given service class have the same 
QoS constraint. 

Fig. 1 positions our work in the context of web service architectures. A level 4 
switch distributes the service requests, which originate from clients on the Internet, to 
the nodes of a server cluster. Some services may include operations that access or 
update a database through an internal IP network. This paper focuses on the design of 
the server cluster in this three-tiered architecture.  
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Figure 2: Three decentralized mechanisms control the system behavior: (a) overlay 

construction, (b) request routing, and (c) membership control. 
 

Our design assumes that the service cluster contains a set of functionally identical 
servers (we also call them nodes). A node is either active or on standby.  Active nodes 
are part of the cluster (we also call it system) and participate in the service. Each 
active node runs an instance of three decentralized mechanisms that control the global 
behavior of the system: overlay construction, request routing and the membership 
control, as shown in Fig. 2. 

The overlay construction mechanism uses an epidemic algorithm ([9]) to assign 
periodically a new set of logical neighbors to each node. This way, the overlay adapts 
to changes in the cluster size and to node failures. To ensure scalability, a node 
synchronizes states only with its logical neighbors.  

The request routing mechanism directs service requests along the overlay 
network towards available resources, subject to QoS constraints. Local routing 
decisions are based on the state of a node and the states of its logical neighbors. A 
node state is light if its utilization is below a given threshold and heavy if otherwise. 
Service requests do not have a predetermined destination server: any server with 
sufficient resources can process a request. 

The membership control mechanism enables the cluster to grow and shrink in 
response to changes in the external load. Based on its state, and on the state of its 
logical neighbors, a node decides whether it stays active, switches to standby, or 
requests a standby node to become active and join the cluster. 

We have evaluated our design through extensive simulations; run many scenarios 
and studied the system behavior under a variety of load patterns and failures. The 
metrics used for the evaluation include the rate of rejected requests, the experienced 
average delay per processed request, and the system size, i.e., the number of active 
servers.  

The simulations show that the system scales well to (at least) thousands of nodes, 
adapts fast to changes, and operates efficiently compared to an ideal centralized 
system. 

We have discovered through simulation that the connectivity parameter c, which 
controls the number of neighbors of a node in the overlay network, has interesting 
properties. First, increasing the value of c decreases the system size (i.e., the number 
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of active servers), while the average response time per request increases. Second, for 
a given c, the average response time per request is independent of the system load. 
These properties make c a powerful control parameter in our design, since it allows 
controlling the experienced QoS per request (in addition to the QoS guarantee, which 
is an upper bound!). More generally, this parameter allows control of the tradeoff 
between the system size and the experienced quality of service (i.e., the average 
response time per request.)  

With this paper, we make the following contributions. We present a simple, 
decentralized design of the control system for a server cluster. The cluster offers a 
single service and the incoming requests are subject to a maximum response time 
constraint. The system operates efficiently and dynamically adapts to changes in the 
external load pattern. In addition, the experienced response time can be controlled by 
changing the connectivity of the overlay. Due to lack of space, our results on failure 
scenarios are not included in this paper. 

The rest of this paper is structured as follows: Section B describes the system 
design. Section C describes the simulation setup used to evaluate the performance of 
the system and presents the simulation results. Section D discusses the simulation 
results. Section E reviews related work. Finally, Section F contains additional 
observations and outlines future work.   

2.  System Design 
System Model 
We consider a system that provides a single service. It serves a stream of requests 
with identical resource requirements and it guarantees a (single) maximum response 
time for all requests it processes.  Following Fig. 1, we focus on a decentralized 
design for a cluster of identical servers. Each server is either in the active mode, in 
which it is exchanging state information with other active servers, or in the standby 
mode, in which it does not maintain any internal state related to the service. Active 
servers process service requests. In order for a standby server to become active, it 
needs to receive a request to join from an active server. An active server can switch to 
standby mode when it evaluates that its utilization is too low. 

A service request enters the cluster through the level 4 switch, which then assigns 
it to one of the active cluster servers. (In our design, we assume that the level 4 switch 
assigns requests to active servers using a random uniform distribution). If an active 
server is overloaded and does not have the resources to process an assigned request, it 
redirects the request to another active server. The processing of a request must 
complete within the maximum response time. Since each redirection induces an 
additional delay, too many redirections result in the violation of the maximum 
response time constraint, and the system rejects the request. 

Assuming a constant upper bound of tnet seconds for the networking delay 
between the client and the cluster, the response time experienced by the client is             
(2*tnet + tcluster) seconds, where tcluster is the time spent by the request inside the cluster. 
The performance parameters given in Section C (the experienced average delay per 
processed request and the distribution of response times) refer to tcluster. 
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System Functionality 
Each server runs two local mechanisms – the application service that processes the 
requests and the local admission controller. Every server also runs an instance of the 
three decentralized mechanisms that control the behavior of the system: overlay 
construction, request routing and membership control. We will describe in more detail 
these three mechanisms later in this section. 

The local admission controller examines each incoming request. If the request 
can be scheduled for execution locally, without violating the maximum response time 
constraint, then the node accepts the request and processes it. Otherwise, the node 
redirects the request to another server. 
Server State 
Each node maintains a local neighborhood table, which contains an entry for the node 
itself and for each of its logical neighbors in the overlay. Each entry of the 
neighborhood table consists of an address, a timestamp, and a data field. The address 
contains the node identifier; the timestamp represents the local time when the entry 
was last updated; and the data field has additional information about the node state.  

In our design, the data field contains information about the utilization of a node, 
which takes one of two values: light for nodes whose utilization is below a certain 
threshold, and heavy for nodes whose utilization is above that threshold. 
Each neighborhood table is periodically rebuilt by the overlay construction 
mechanism and likely changes after each such iteration. Every time its neighborhood 
table has been rebuilt, a node contacts its neighbors and updates the data fields in the 
table. 
Decentralized Control Mechanisms 
The Overlay Construction Mechanism organizes all active nodes in an overlay 
network in which each node has an equal number of logical neighbors. We call this 
number the connectivity c of the overlay network. The mechanism is based on 
Newscast [9], an epidemic protocol, and works as follows. 

Periodically, each node picks, at random, one of its neighbors and exchanges 
with it the neighborhood table and the local time. After the exchange, the node 
rebuilds its neighborhood table by selecting c neighbor entries with the most recent 
timestamps from the union of the two original neighborhood tables. This way, both 
nodes end up with identical tables. 

We chose an epidemic protocol for maintaining the neighborhood tables, since 
such protocols have proved to be very robust, as they usually adapt rapidly to node 
additions/removals or node failures [9]. Note that the use of timestamps gradually 
erases old state information from the neighborhood tables. 

The overlay construction mechanism has two control parameters that influence 
the global behavior of the cluster: the connectivity parameter c (the number of 
neighbors that each node maintains), and the time between two successive runs of the 
mechanism on a node.  

The Request Routing Mechanism directs requests towards available resources, 
subject to QoS constraints. The QoS constraint in our design is the maximum 
response time. When a server cannot process a request locally in the required time, it 
checks its neighborhood table for a light neighbor. It picks at random a light neighbor 
and sends the request to it. If none of its neighbors is light, then the node sends the 
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request to a random (heavy) neighbor. In order to avoid routing loops, each request 
keeps in its header the addresses of the servers it has visited. 

The routing mechanism occasionally rejects a request from the cluster. If a node 
cannot process a service request that has already visited all of its neighbors, then the 
request is rejected. In addition, a request that has been redirected many times will be 
rejected, once the maximum response time can no longer be met. 

Instead of the routing policy described above, other policies could be 
implemented within our architecture. One could define, for instance, policies for other 
QoS objectives, different redirection strategies, or different models for local states. 

The Membership Control Mechanism adjusts the system size (or the number of 
active servers in the system). This adjustment is a function of the state information in 
the neighborhood tables. As a result, the system size varies with the external load. 
Every time its neighborhood table changes, a node invokes the membership control 
mechanism. The mechanism decides whether the node remains active, asks for a 
standby node to become active, or switches to standby. A node switches to standby, if 
(a) it is light and all its neighbors are light, or (b) its utilization is below a certain 
threshold, close to zero. A node stays active and asks for a standby node to become 
active, if it is heavy, and all its neighbors are heavy. In all other cases, the node 
remains active, and the cluster membership does not change.  

Instead of the membership policy described above, other policies could be 
implemented within our architecture. One could devise policies that use different 
models for the node states or different triggers for a node to switch between active 
and standby. 

3. System Evaluation Through Simulation 
The system is designed to dynamically reconfigure in response to load fluctuations 
and node failures. Specifically, the cluster size (the number of active servers in the 
cluster) must increase when the external load increases, and it must decrease when the 
external load decreases. An important performance goal for the system is efficient 
operation, which means processing as many requests as possible with a minimal 
number of active servers, while guaranteeing the maximum response time per request.  

We use the following metrics to evaluate the behavior of the system: the rate of 
rejected requests, the experienced average delay per processed request, and the 
system size. When the system is in steady state, we also measure the distribution of 
the response time for the processed requests.  

The rate of rejected requests and the average delay of the processed requests 
measure the experienced quality of service. (The maximum response time is 
guaranteed by design.) The system size measures how efficiently the system provides 
the service. 
Simulating the Design 
We implemented our design in Java and studied its behavior through simulation. We 
use javaSimulation, a Java package that supports process-based discrete event 
simulation [10]. Three types of simulation processes run on top of javaSimulation: the 
cluster, the request generator and the server. The cluster starts the simulation and 
creates instances of the request generator and the servers (we use one process per 
server). The request generator simulates a level 4 switch that receives service requests 
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from external clients, following a Poisson process, and assigns these requests to the 
servers following a uniform random distribution. Each server process runs local 
mechanisms (admission control and request processing) and distributed mechanisms 
(overlay construction, request routing, and membership control) as described in 
section B. 
Simulation Scenarios 
We studied the system behavior using the following three simulation scenarios: steady 
load, rising load, and dropping load.  

The steady load scenario evaluates the stability of the system under a constant 
external load λ0 = 200 requests per second.  

The rising load scenario starts with a request arrival rate λ1 = 100 requests per 
second for the first 300 simulation seconds. At that time, the request arrival rate rises 
instantly to λ2 = 333 requests per second, following a step function. This scenario 
examines the ability of the system to add new resources in order to meet an increasing 
external demand for a service. 

The dropping load scenario reverses the rising load scenario. It starts with a 
request arrival rate of λ2 = 333 requests per second for the first 300 simulation 
seconds. At that time, the request arrival rate drops instantly to   λ1 = 100 requests per 
second, following a step function. This scenario evaluates the ability of the system to 
release resources when the external demand for a service decreases. 

Every simulation starts with a pool of 300 active servers with empty 
neighborhood tables. The system warms up for 100 simulation seconds, during which 
time the nodes fill their neighborhood tables and construct the overlay. The overlay 
construction mechanism runs every 5 simulation seconds on each node. We begin 
measuring the performance metrics at the end of the warm up period. 

Every request has an execution time of 1 sec on a server; and the maximum 
response time per request is 2 sec. This implies that the maximum time a request can 
spend in the cluster before its processing must start is 1 sec. This time includes the 
delays for locally handling the request (admission control, scheduling, routing) and 
the communication delay between overlay neighbors. We use 0.167 sec per hop for 
handling and communication, which limits to five the path length of a request in the 
cluster. 
Ideal System 
To assess the relative efficiency of our design, we compared the measurements taken 
from our system to those of an ideal centralized system. An ideal system is a single 
node that, at any given time, has the exact amount of resources needed to process all 
incoming requests without queuing delay. We cannot engineer such a system, of 
course, but it serves as a lower bound for the performance metrics of our cluster. 
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(d) system size 

Figure 3: Results for the steady load scenario 
Connectivity Parameter 
We have run every simulation scenario for different values of the connectivity 
parameter c. The case in which c is zero corresponds to the absence of an overlay 
network and, consequently, a system in which requests cannot be redirected but must 
be processed on the first node. The other values for connectivity in our scenarios are 5, 
20, and 50.  

If the connectivity equals the system size, then the overlay is a full mesh, since 
each node holds an entry about every other node. If the connectivity is larger than the 
size of the system, the nodes never fully populate their neighborhood tables, but still 
hold an entry about every other node in the system. In such a case, we say that the 
system has an effective connectivity equal to its size.  

4. Discussion of the Results 
Influence of External Load  
The measurements taken from the steady load scenario suggest that the system is 
stable. The values of the three metrics oscillate around an average with minor 
fluctuations.  

After a sudden change in load, the metrics of the system change abruptly and 
steeply during a transition period of about 15 simulation seconds. This corresponds to 
some three iterations of the overlay construction mechanism. Afterwards, the system 
converges slowly and smoothly towards a new steady state. This system behavior 
emerges in the rising load and the dropping load scenarios. 

In the rising load scenario, a spike in the rate of rejected requests and in the 
experienced average delay follows the sudden rise in demand for the service.  
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Figure 4: Results for the raising load 

scenario 
Figure 5: Results for the dropping load 

scenario 
 

In the dropping load scenario, the experienced average delay decreases 
significantly after the drop in demand for the service and increases later to the 
previous level.  

In the rising load scenario, the system tends to “overshoot” while adjusting its 
size. We observe that a larger connectivity parameter results in a longer settling time. 
Because of the overshoot in system size, a temporary increase in service quality 
occurs: the average delay and the rejection rate are lower. 

The measurements in the rising load and dropping load scenarios confirm that the 
performance metrics converge towards the same values for the same external load, 
independent of the past load patterns.  

In the steady load scenario, the distribution of the response times of the processed 
requests has five peaks. The number of peaks is equal to the maximum path length of 
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a request. The first peak appears at 1.167 sec, which corresponds to the case where 
the first server immediately processes the request. (1 sec needed for processing the 
request and 0.167 sec for admission control and scheduling.) Similarly, the following 
peaks, at the response times of (1 + n* 0.167) sec, with n = 2, 3, 4, 5, correspond to 
the cases where a request is redirected n times, before being scheduled for immediate 
processing on the nth server.  
 
Influence of the Connectivity Parameter  
A remarkable global property of the system is that the average experienced delay 
depends on the connectivity parameter, but not on the external load. One can observe 
this phenomenon in the three different load patterns with the arrival rates λ0, λ1 and λ2, 
where a given connectivity c results in a specific average delay (1.25 sec for c = 5, 
1.35 sec for c = 20, and 1.45 sec for c = 50).  

The lower average value of 1.40 sec obtained for c = 50 and the arrival rate λ1 is 
explained by the fact that the system size is smaller than the value of the connectivity 
parameter. In this case, the system operates with an effective connectivity of 25 (see 
Section C). 

We found in each simulation scenario that the connectivity parameter c directly 
affects all performance metrics: experienced delay, rejection rate, and system size. A 
larger value for c results in a smaller system size, an increase in the rejection rate, and 
an increase in the average delay.  

This relationship can be explained by an analysis of the membership control 
mechanism, which shows that an increase of c decreases the probability for active 
nodes to switch to standby and decreases even more the probability for a standby 
node to become active.  Consequently, the system tends to shrink if c increases. 

5. Related Work 
Various aspects of our design relate to platforms for web services with QoS objectives, 
peer-to-peer systems, and applications of epidemic protocols. 
Centralized Management of Web Services with QoS Guarantees 
In [1] and [6], the authors propose centralized resource management schemes for 
balancing service quality and resource usage. Both systems attempt to maximize a 
utility function in the face of fluctuating loads.  

In [1], a performance management system for cluster-based web services is 
presented. The system dynamically allocates resources to competing services, 
balances the load across servers, and protects servers against overload. The system 
described in [6] adaptively provisions resources in a hosting center to ensure efficient 
use of power and server resources. The system attempts to allocate dynamically to 
each service the minimal resources needed for acceptable service quality, leaving 
surplus resources available to deploy elsewhere. 

As in our design, both approaches described in [1] and [6] map service requests 
into service classes, whereby all requests in a service class have the same QoS 
objective. 

The cluster architecture in [1] contains several types of components that share 
monitoring and control information via a publish/subscribe network. Servers and 
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gateways continuously gather statistics about incoming requests and send them 
periodically to the Global Resource Manager (GRM). GRM runs a linear optimization 
algorithm that takes the following input parameters: input statistics from the gateways 
and servers, the performance objectives, the cluster utility function, and the resource 
configuration. GRM computes two parameters: the maximum number of concurrent 
requests that server s executes on behalf of the gateway g and the minimum number 
of class c requests that every server executes on the behalf of each gateway. GRM 
then forwards the new parameter values to the gateways, which apply them until they 
receive a new update. 

Similarly, the Muse resource management scheme ([6]) contains several types of 
components: servers, programmable network switches, and the executor. Servers 
gather statistics about incoming requests and process assigned requests. The 
programmable switches redirect requests towards servers following a specific pattern. 
Finally, the executor analyzes bids for services from different customers and service 
statistics from servers and periodically computes an optimal resource allocation 
scheme. 

Two main characteristics distinguish our design from these two approaches: our 
design is decentralized, and all our cluster components are of the same type. We 
believe that our approach leads to a lower system complexity and thus the task of 
configuring the system becomes simpler. In addition, it eliminates the single point of 
failure, namely, GRM in [1] and the executor in [6]. 
Structured Peer-to-Peer Systems 
As mentioned above, our design shares several principles with peer-to-peer systems. 
As part of this work, we have studied the possibility of developing a decentralized 
architecture for server clusters with QoS objectives on top of a structured peer-to-peer 
system. We concluded that such an approach would likely lead to a system that is 
more complex and less efficient than the one presented in this paper, and we explain 
here briefly why. (To keep the term short, we use peer-to-peer system instead of 
structured peer-to-peer system.) 

Peer-to-peer systems are application-layer overlays built on top of the Internet 
infrastructure. They generally use distributed hash tables (DHTs) to identify nodes 
and objects, which are assigned to nodes. A hash function maps strings that refer 
objects to a one-dimensional identifier space, usually [0, 2128-1]. The primary service 
of a peer-to-peer system is to route a request with an object identifier to a node that is 
responsible for that object. Routing is based on the object’s identifier and most 
systems perform routing within O(log n) hops, where n denotes the system size. 
Routing information is maintained in form of a distributed indexing topology, such as 
a circle or a hypercube, which defines the topology of the overlay network. 

If one wanted to use a peer-to-peer layer as part of the design of a server cluster, 
one would assign an identifier to each incoming request and would then let the peer-
to-peer system route the request to the node responsible for that identifier. The node 
would then process the request. In order for the server cluster to support efficiently 
QoS objectives, some form of resource control or load balancing mechanism would 
be needed in the peer-to-peer layer. 

Introducing load-balancing capabilities in DHT-based systems is a topic of 
ongoing research ([11], [12], [13]).  An interesting result is that uniform hashing by 



 
 
 
 
 
 
 
 
 

 
 
 
 

48

itself does not achieve effective load balancing. In [11], the authors show that, in a 
network with n nodes, where each node covers on average a fraction of 1/n of the 
identifier space, with high probability, at least one node will cover a fraction of θ(log 
n/n) of the identifier space.  Therefore, uniform hashing results in an O(log n) 
imbalance in the number of objects assigned to a node. Several solutions to the 
problem of load balancing in DHT systems, such as load stealing schemes [12] or 
“the power of two choices” [11], have been proposed recently.  

In order to implement an efficient resource allocation policy that dynamically 
adapts to external load conditions, the identifier space in a peer-to-peer system needs 
to be re-partitioned and the partitions reallocated on a continuous basis. This means 
that the indexing topology, a global distributed state, needs to be updated 
continuously to enable the routing of requests to nodes.  

When comparing request routing based on DHTs with the routing mechanism in 
our design, we concluded that maintaining a global indexing topology is significantly 
more complex than maintaining the local neighborhood tables in our design.  

In addition, peer-to-peer systems have properties that are not needed for our 
purposes. For instance, a peer-to-peer system routes a request for an object to a 
particular server – the one that is responsible for that object. (This property is useful 
to implement information systems on peer-to-peer middleware.) In our design, a 
request can be directed to any server with available capacity, which simplifies the 
routing problem in the sense that there is no need to maintain a global distributed state. 
Epidemic Protocols 
Epidemic algorithms disseminate information in large-scale settings in a robust and 
scalable way. The use of epidemic algorithms has been studied for applications such 
as data aggregation [14], resource discovery and monitoring [15], database replication 
[16], [17], and populating routing tables in peer-to-peer systems [18]. 

We apply an epidemic algorithm, Newscast [9], to locate available resources in a 
system that is subject to rapid changes. In our design, the topology construction 
mechanism uses Newscast to construct and maintain the overlay, through which 
requests are being routed. 

6. Discussion and Future Work 
In this paper, we presented key elements of a decentralized design for a server cluster 
that supports a single service with response time guarantees. The design is simple, as 
it relies on three modular distributed mechanisms that can be written in a few lines of 
pseudo code and a model of a node’s utilization that has a binary value, light or heavy.  
While the design is simple, understanding the interactions among the various 
mechanisms in a distributed system is not. (In fact, we started out with designs that 
were more complex and simplified them through several iterations, as we found that 
complexity often introduces undesirable side effects that are hard to detect.) Therefore, 
we have used extensive simulations to study the system behavior and evaluate its 
performance characteristics.  

We have been surprised by how efficient the system performs compared to an 
ideal centralized server. In the scenarios studied, the connectivity can be increased to 
a level at which the system size falls within 20% of the theoretical minimum of an 
ideal centralized server.  
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In addition, the system adjusts fast to changes in load patterns and to faults. 
When running topology construction every 5 sec on the active nodes, the system size 
stabilizes within 15-20 seconds after sudden dramatic changes in the load. We 
measured similar stabilization times in failure scenarios (which are not reported in 
this paper).  

We discovered that the connectivity parameter c allows us to control the average 
experienced delay per service request. Remarkably, this delay has shown to be 
independent of the external load in all scenarios studied. Since the system size 
depends on c, the cluster administrator can use connectivity as a management 
parameter in order to control the tradeoff between a small system size and a small 
experienced delay for the service. 

We are aware that the design given in this paper is not complete. Problems not 
addressed include specifying the mechanism used by the level 4 switch to maintain a 
list of the currently active servers and specifying the mechanism used by an active 
server to identify a standby server. In addition, not addressed is the so-called server 
affinity problem: our current design handles all service requests independently of one 
another and thus has no concept of a session. Many practical applications, though, 
require a series of requests to be executed within a session. In such a case, one might 
want to process all of these requests on a single server and keep the session state 
between requests on the server. 

Regarding further work, we intend to study the influence of different routing and 
membership control policies on system behavior and performance metrics.  

We are currently extending our design to support multiple services in a cluster (or, 
more precise, multiple classes of service), each with its own QoS objectives. Here, we 
assume that all services compete for resources within the same server pool. We want 
to find a decentralized mechanism that efficiently allocates cluster resources to the 
various services, following policies that can be dynamically changed by a cluster 
administrator.   

Finally, we plan to implement the system on our lab testbed, which includes 
some 60 rack-mounted PCs, and evaluate it by using it to run selected web service 
applications.  
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Abstract 

We present a decentralized design for a self-organizing server cluster that supports a 
single service with response time guarantees. We advocate a decentralized approach, 
because it enables scalability and fault-tolerance, and has a lower configuration 
complexity than a centralized solution. Three distributed mechanisms form the key 
elements of the design. Topology construction maintains a dynamic overlay of cluster 
nodes. Request routing directs service requests towards servers with available 
capacity. Membership control allocates/releases servers to/from the cluster, in 
response to changes in the external load. Management policies can be changed at run-
time using an epidemic protocol, and a distributed aggregation technique is 
introduced to enable external monitoring. We demonstrate through simulations that 
our system operates efficiently by comparing it to an ideal centralized system. In 
addition, we show the capabilities of the system to self-organize and adapt. The 
system effectively adapts to changing load and failures, even massive ones. Finally, 
we demonstrate the reaction of the system to a change of a global control parameter 
and its capability to monitor, at run time, global performance parameters including 
the average response time and the system size. We found that the interaction of the 
various mechanisms in the system leads to desirable global properties.  For instance, 
for a fixed connectivity (which is the number of neighbors of a node in the overlay), 
the average experienced delay in the cluster is independent of the external load. In 
addition, increasing the connectivity increases the average delay but decreases the 
system size for a given load.  Therefore, we use the connectivity as a management 
parameter that permits controlling the tradeoff between a smaller system size (more 
efficient operation) and a smaller experienced delay (better service for the customer). 
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1. Introduction 
Internet service providers run a variety of applications on large server clusters. For 
such services, customers increasingly demand QoS guarantees, such as limits on the 
response time for service requests. In this context, a key problem is designing self-
organizing server clusters that operate efficiently under QoS objectives. Self-
organization relates to the ability of the cluster’s control system to effectively adapt to 
changes in load and to failures, i.e., to the capability of the system for self-
optimization and self-healing. At the same time, the system must be externally 
controllable and observable and thus allow for run-time changes in management 
policies. 
In this paper, we present and evaluate a decentralized approach to this problem. We 
choose a decentralized design for two reasons. First, recent research in areas 
including peer-to-peer systems and distributed management has demonstrated the 
benefits of decentralized over centralized designs: a decentralized design can reduce 
the configuration complexity of a system and increase its scalability and fault-
tolerance. Second, we believe the study of self-organizing server clusters to be a first 
step towards developing fundamental concepts for autonomic systems in large-scale 
dynamic environments, which are decentralized by nature.  
Advanced architectures for cluster-based services ([1], [2], [3], [4], [5], [6]) allow for 
service differentiation, server overload control and high utilization of resources. In 
addition, they are controllable in the sense that the system administrator can change, 
at runtime, the policies governing service differentiation and resource usage. These 
systems, however, do not have built-in architectural support for automatic 
reconfiguration in case of failures or addition/removal of system components. In 
addition, they rely on centralized functions, which limit their ability to scale and to 
tolerate faults. 
Such limitations have been addressed in the context of peer-to-peer systems. 
However, even though peer-to-peer networks efficiently run best-effort services ([7], 
[8]), no results are available on how to achieve service guarantees and service 
differentiation using peer-to-peer middleware. In addition, as peer-to-peer systems 
enable, by design, a maximum degree of autonomy, they lack management support 
for operational monitoring and control, which is paramount in a commercial 
environment. 
Our research aims at engineering the control infrastructure of a server cluster that 
provides the same functionality as the service architectures mentioned above (service 
differentiation, QoS objectives, efficient operation and controllability), while, at the 
same time, assumes key properties of peer-to-peer systems (scalability and 
adaptability).  
Fig. 1 positions our work in the context of web service architectures. A layer 4 switch 
distributes the service requests, which originate from clients on the Internet, to the 
nodes of a server cluster. Some services may include operations that access or update 
a database through an internal IP network. 



 
 
 
 
 
 

 
 
 
 
 
 

53

Database

Entry 
Points

Clients

Management 
Station

Data center

Internet

…

 

Fig. 1 We aim to provide a decentralized and self-configuring design for the serv
er cluster in a three-tiered architecture. 

This paper focuses on the design of the server cluster in this three-tiered architecture. 
We assume the cluster to provide “computational” services, such as remote 
computations, or services that process online requests and generate dynamic content 
(online tax filing, e-commerce, etc.). For such services, a server must allocate some of 
its resources for a specific time in order to process a request. To reduce complexity, 
service requests with the same resource requirements are grouped into a single service 
class. All requests of a given service class have the same QoS constraint. 
Three distributed mechanisms form the core of our design. Topology construction, 
based on an epidemic protocol, maintains a dynamic overlay of cluster nodes. 
Request routing directs service requests towards servers with available resources. 
Membership control allocates/releases servers to/from the cluster, in response to 
changes in the external load. We disseminate updates of control parameters and 
monitor a set of global system parameters using an epidemic protocol. 
We have evaluated our design through extensive simulations under a variety of load 
patterns and failures. The metrics used for the evaluation include the rate of rejected 
requests, the average delay per processed request, and the system size, i.e., the 
number of active servers. The simulations show that the system adapts fast to 
changes, and operates efficiently compared to an ideal centralized system. 
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Fig. 2 Three decentralized mechanisms control the system behavior: (a) overlay 
construction, (b) request routing, and (c) membership control. 

We have discovered through simulation that the connectivity parameter c, which 
controls the number of neighbors of a node in the overlay network, has interesting 
properties. First, increasing the value of c decreases the system size (i.e., the number 
of active servers), while the average response time per request increases. Second, for 
a given c, the average response time per request is independent of the system load. 
These properties make c an effective control parameter in our design, since it allows 
controlling the experienced QoS per request (in addition to the QoS guarantee, which 
is an upper bound!). This parameter thus allows a cluster manager to control the 
tradeoff between a smaller system size (more efficient operation) and a smaller 
average response time (better service for the customer). 
With this paper, we make the following contributions. We present a decentralized 
design of the control system for a self-organizing server cluster. The cluster offers a 
single service and guarantees a maximum response time to service requests. The 
system operates efficiently and dynamically adapts to changes in the external load 
pattern and to server failures. In addition, global control parameters can be changed at 
run-time and performance parameters can be continuously monitored from a 
management station.  
This paper includes a significant extension of earlier results reported in [9]. Apart 
from smaller modifications to the basic design, we evaluate the system’s response to 
failures, include results for servers with high processing capacities, and, further, 
provide and evaluate concepts for external control and monitoring. 
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The rest of this paper is structured as follows: Section 2 describes the system design. 
Section 3 presents an evaluation of the system through simulation and discusses the 
simulation results. Section 4 presents and evaluates schemes that allow for external 
control and observation of the system’s behavior. Section 5 reviews related work. 
Finally, Section 6 contains additional comments and outlines future work.   

2. System Design 

System Model 
We consider a system that provides a single service. It serves a stream of requests 
with identical resource requirements and guarantees a (single) maximum response 
time for all requests it processes.  Following Fig. 1, we focus on a decentralized 
design for a cluster of identical servers. Each server is either in active mode, in which 
it is exchanging state information with other active servers, or in standby mode, in 
which it does not maintain any internal state related to the service. Only active servers 
process service requests. A standby server becomes active when it receives a join 
request from an active server. An active server switches to standby mode when its 
utilization becomes too low. 
Service requests enter the cluster through a layer 4-7 switch, which assigns them to 
active servers in a uniform random fashion. 
Active servers with high utilization redirect the assigned requests to other active 
servers. The processing of a request must complete within the maximum response 
time. Since each redirection induces an additional delay, too many redirections result 
in the violation of the maximum response time constraint, and the system rejects the 
request. 
Let tnet be the upper bound for the roundtrip networking delay between client and 
cluster. The response time experienced by the client is then below tnet + tcluster, where 
tcluster is the time the request spends inside the cluster. In the remainder of the paper, 
the term response time refers to tcluster. 

Server Functionality 
Each server runs two local mechanisms – the application service that processes the 
requests and the local admission controller that enforces the QoS constraints and 
decides, for each incoming request, whether the node should schedule and process it 
locally, or whether it should redirect it. Every server also runs an instance of the three 
decentralized mechanisms that control the behavior of the system: overlay 
construction, request routing and membership control. We will describe these three 
mechanisms in detail later in this section. 
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Server ID Timestamp Utilization
id1 ts1 u1

id2 ts2 u2
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Fig. 3 The neighborhood table. 
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Fig. 4 State synchronization on neighborhood tables. 

Server State 
Each node maintains a local neighborhood table, which contains an entry for the node 
itself and an entry for each of its neighbors in the overlay network (see Fig. 3). Each 
entry of the neighborhood table has a node identifier, a timestamp with the local time 
of its latest update, and a data field with additional information about the node to 
which the entry refers. In our current design, the data field contains the node’s 
utilization. 
The overlay construction mechanism periodically rebuilds the neighborhood table on 
each node and, during such a run, likely changes its set of neighbors. After a run of 
the overlay construction mechanism, a node synchronizes its state with that of its 
neighbors by requesting their current utilizations and updating the data fields in its 
neighborhood table accordingly (see Fig. 4). In Section 4, this synchronization 
scheme is extended to include control and monitoring parameters for management. 
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Decentralized Control Mechanisms 
The Overlay Construction Mechanism organizes all active nodes in an overlay 
network in which each node has an equal number of logical neighbors. We call the 
number of neighbors of a node the connectivity c of the overlay network. The overlay 
construction mechanism is based on Newscast [10], an epidemic protocol, and works 
as follows. Periodically, each node exchanges its neighborhood table with a randomly 
chosen neighbor. After the exchange, a node rebuilds its neighborhood table by 
selecting the c neighbor entries with the most recent timestamps from the union of the 
two original neighborhood tables. This way, both nodes end up with identical tables. 
This protocol is simple, yet very robust, as it adapts rapidly to node 
additions/removals and node failures [10]. Note that the use of timestamps gradually 
erases old state information from the neighborhood tables. 
The overlay construction mechanism has two control parameters that influence the 
global behavior of the cluster: the connectivity parameter c and the time �t between 
two successive runs of the mechanism on a node.  
The Request Routing Mechanism directs requests towards available resources. 
Routing is activated when the admission controller rejects a request due to 
insufficient local resources. The node checks its neighborhood table for neighbors 
with utilization below a threshold umax. If there are such neighbors, the node picks 
one at random and forwards the request. Otherwise, it picks at random any neighbor 
and sends the request to that node. In order to avoid routing loops, each request keeps 
in its header the addresses of the servers it has visited. 
The routing mechanism occasionally rejects a request from the cluster, which happens 
in the following cases. If a node cannot process a service request that has already 
visited all of its neighbors, then the request is rejected. In addition, a request that has 
been redirected many times will be rejected, once the maximum response time can no 
longer be met. 
The Membership Control Mechanism adjusts the system size, i.e., the number of 
active servers in the system, in function of the utilization information in the 
neighborhood tables. Every time its neighborhood table changes, a node invokes the 
membership control mechanism. The mechanism compares the node’s utilization to a 
threshold umin. If it is below umin, the node switches to standby and leaves the cluster. 
Otherwise, the node remains active. Furthermore, if a node’s utilization and the 
utilizations of its neighbors (as stored in the neighborhood table) are above a second 
threshold umax, then it requests a standby node to become active. The membership 
control mechanism regulates the system in such a way that the utilization of all active 
nodes tends to fall within the interval [umin, umax]. 

3. System Evaluation through Simulation 
We have implemented our design in Java and studied its behavior through simulation. 
The simulation scenarios described in this section test the capability of the cluster to 
reconfigure dynamically in response to load fluctuations and node failures, while 
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supporting QoS constraints. 

Performance Metrics 
We use the following metrics to evaluate the system behavior: the request rejection 
rate, the average response time per processed request, and the system size. Under 
constant external conditions, we also measure the distribution of the response times 
for all the processed requests. The rejection rate and the average response time 
measure the experienced quality of service. (The cluster guarantees by design the 
maximum response time.) The system size measures how efficiently the system 
provides the service. 
Ideal System 
To assess the relative efficiency of our design, we compare the measurements taken 
from our system to those of an ideal system. An ideal system does not drop requests, 
processes all incoming requests without queuing delay, and instantly adjusts its size 
(to the minimum possible value) in response to changes in the external load. We 
cannot engineer such a system, of course, but it serves as a lower bound for the 
performance metrics of our cluster. 

Connectivity Parameter 
We have run every simulation scenario for different values of the connectivity 
parameter c (c = 0, 5, 20, 50). The case c=0 corresponds to a system in which the 
overlay construction and request routing mechanisms are not activated and nodes do 
not redirect requests.  
If the connectivity equals the system size, then each node knows about every other 
node, and the overlay is a full mesh. If the connectivity is larger than the system size, 
the nodes never fully populate their neighborhood tables, but still know about every 
other node in the system. In such a case, we say that the system has an effective 
connectivity equal to its size.  

Simulating the System Design 
We use javaSimulation, a Java package that supports process-based discrete event 
simulation [10]. Three types of simulation processes run on top of javaSimulation: the 
cluster, the request generator and the server. The cluster starts the simulation and 
creates instances of the request generator and the servers (one process per server). 
The request generator simulates a layer 4 switch that receives service requests from 
external clients, modeled through a Poisson process, and assigns these requests to the 
servers following a uniform random distribution. Each server runs local mechanisms 
(admission control and request processing) and distributed mechanisms (overlay 
construction, request routing, and membership control) as described in Section 2. 
Every simulation starts with a pool of 300 active servers with empty neighborhood 
tables. The system warms up for 100 sec. During this time, the nodes fill their 
neighborhood tables and construct the overlay. The overlay construction mechanism 
runs every 5 sec on each node. 
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(d) system size 

Fig. 5 Results for the steady load scenario 
Every request has an execution time of 1 sec on a server, and the maximum response 
time per request is 2 sec. Consequently, the maximum time a request can spend in the 
cluster before its processing must start is 1 sec. This time includes the delays for 
locally handling the request (admission control, scheduling, routing) and the 
communication delay between overlay neighbors. We use 0.167 sec per hop for 
handling and communication, which limits to five the path length of a request in the 
cluster. 

Server Capacity 
The maximum number of requests per sec that a server can process depends on (a) its 
resources, such as CPU, memory, disk space, and (b) the type of service the system 
provides. Therefore, we are using the term capacity in a relative sense for our 
evaluation. A high-end server running an application service with strong demand on 
resources can have the same capacity as a mid-range server executing a less-
demanding application. In the scenarios for evaluating our design we consider two 
types of servers: low-capacity servers, which process up to 4 requests/sec, and high-
capacity servers, which process up to 40 requests/sec. 

Evaluating the Basic Design for Low-capacity Servers 
In this subsection, we evaluate the ability of the system to adjust its size in response 
to fluctuations in the external load. We use the following three simulation scenarios: 
steady load, rising load, and dropping load.  
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Fig. 6 Results for the raising load scena
rio 

Fig. 7 Results for the dropping load sce
nario 

The steady load scenario evaluates the performance of the system under a constant 
average load of λ0=200 requests/sec.  
The rising load scenario starts with a request arrival rate λ1=100 requests/sec for the 
first 300 sec. At that time, the request arrival rate rises instantly to λ2=333 
requests/sec, following a step function. This scenario examines the ability of the 
system to add new resources in order to meet a steep increase in external demand for 
a service. 
The dropping load scenario reverses the rising load scenario. It starts with a request 
arrival rate of λ2=333 requests/sec for the first 300 sec. At that time, the request 
arrival rate drops instantly to λ1=100 requests/sec, following a step function. This 
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scenario evaluates the ability of the system to release resources when the external 
demand for a service suddenly drops. 

Influence of the External Load on System Behavior 
The steady load scenario shows that the system is stable under a constant average 
load.  
The rising and dropping load scenarios show that the system stabilizes after abrupt 
changes in external load within some 15 sec, which corresponds to 3 iterations of the 
overlay construction mechanism. The system then exhibits steady-state behavior. 
In the rising load scenario, the sudden rise in demand for the service causes a spike in 
the rate of rejected requests and in the experienced average delay. The system tends to 
“overshoot” while adjusting its size. We observe that a larger connectivity parameter 
results in a longer settling time. Because of the overshoot in system size, a temporary 
increase in service quality occurs: the average response time and the rejection rate are 
lower during the settling period. 
In the dropping load scenario, the average response time decreases significantly after 
the drop in demand for the service and increases later to previous levels.  

Influence of the Connectivity Parameter on System Behavior 
The measurements from the above simulation scenarios suggest that the system has a 
remarkable global property: for a fixed value of the connectivity parameter, the 
average response time is independent of the external load. As Figs. 5, 6, and 7 show, a 
given connectivity results in the same average response time (1.25 sec for c=5, 1.35 
sec for c=20, and 1.45 sec for c=50) for three different load patterns with the arrival 
rates λ0, λ1 and λ2. The lower average value of 1.4 sec obtained for c=50 and the 
arrival rate λ1 is explained by the fact that the system size is smaller than the value of 
the connectivity parameter. In this case, the system operates with an effective 
connectivity of 32. The simulation scenarios also suggest that the value of the 
connectivity parameter c directly affects the system size. A larger value for c results 
in a smaller system size. 
In order to confirm these observations we have conducted additional simulations with 
constant average loads. In these simulation runs, the arrival rate λ takes values 
between 100 and 1600 requests/sec, and the connectivity takes values between 0 and 
50. For each pair (λ, c), we have computed the average size of the system and the 
average response time per processed request over 5000 sec. The results are presented 
in Fig. 8. 
The graph in Fig. 8 shows that, for a fixed request arrival rate, the size of the system 
decreases as the connectivity increases. It also shows that, for a fixed connectivity, 
the average response time stays within 0.25% of a fixed value, regardless of the 
arrival rate. 
The exceptions to this rule are the measurement points in the upper left corner, 
corresponding to λ=100 and c=30, 40, and 50. For these points, the size of the system  



 
 
 
 
 
 

 
 
 
 
 
 

62

Connectivity as a Control Parameter
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Fig. 8 Influence of the connectivity parameter on the system behavior. 
  
 is smaller than the connectivity, and the system operates with an effective 
connectivity equal to its size. 
Based on the graph in Fig. 8, we conclude that the connectivity can be used as a 
management parameter. When the manager increases the value of the connectivity, 
the system becomes more efficient, but the quality of service experienced by the 
clients decreases. Decreasing the connectivity has the opposite effect. We will discuss 
the realization of such a control capability in Section 4.  
A further observation related to the connectivity parameter can be made using Fig. 5. 
The distribution of the response times indicates that the system redirects more 
requests for larger values of the connectivity. More precisely, the percentage of 
redirected requests is 1.6% for c=5, 6.3% for c=20, and 12.8% for c=50. The 
distribution of the response times of the processed requests has five peaks for c=50. 
The number of peaks in the graph is equal to the maximum path length of a request. 
The first peak appears at 1.167 sec, which corresponds to the case where the first 
server immediately processes the request. (1 sec needed for processing the request 
and 0.167 sec for admission control and scheduling.) Similarly, the following peaks, 
at the response-time values of (1 + n* 0.167) sec, with n = 2, 3, 4, 5, correspond to the 
cases where a request is redirected n times, before being scheduled for immediate 
processing on the nth server. The distribution for c=5 has 2 peaks, as only 0.01% of 
the requests are redirected more than 2 times. 

System Recovery after Failures  
The failure scenario described in this subsection evaluates the ability of the system to 
quickly detect node failures and recover through reconfiguration. We simulate a 
constant average load of λ0=200 requests/sec for the scenario. After the first 300 sec, 



 
 
 
 
 
 

 
 
 
 
 
 

63

1

1.1

1.2

1.3

1.4

1.5

1.6

1.7

1.8

1.9

100 200 300 400 500 600simulation time (sec)

av
g.

 re
sp

on
se

 ti
m

e 
(s

ec
)

Ideal 

c=0 
c=5 

c=20 
c=50 

(a) average response time 

1

1.1

1.2

1.3

1.4

1.5

1.6

1.7

1.8

1.9

100 200 300 400 500 600
simulation time (sec)

av
g.

 re
sp

on
se

 ti
m

e 
(s

ec
) 

Ideal 
c=0 
c=5 

c=20 

c=50 

 (a) average response time 

0

2

4

6

8

10

12

100 200 300 400 500 600
simulation time (sec)

re
je

ct
ed

 re
qu

es
ts

 (%
)

c=50 

 (b) rejection rate 

0

5

10

15

20

25

100 200 300 400 500 600simulation time (sec)

re
je

ct
ed

 re
qu

es
ts

 (%
)

c=50 

 (b) rejection rate 

0

20

40

60

80

100

120

140

160

180

200

100 200 300 400 500 600
simulation time (sec)

nu
m

be
r o

f a
ct

iv
e 

se
rv

er
s

Ideal 

c=5 

c=0 

c=20 

c=50 

 (c) system size 

0

20

40

60

80

100

120

140

160

180

200

100 200 300 400 500 600simulation time (sec)

nu
m

be
r o

f a
ct

iv
e 

se
rv

er
s

Ideal 

c=0 

c=5 
c=20 

c=50 

 (c) system size 
Fig. 9 Results for the failure scenario. 
30% of the nodes fail.  

Fig. 10 Results for the failure scenario.
 70% of the nodes fail.  

a subset of the active servers fails. A failed server loses its state and does not 
participate in the service anymore. Consequently, the remaining active servers 
experience a surge in utilization and request standby servers to join the cluster. For 
the scenario, we assume that the pool of standby servers is large enough to replace all 
failed servers. 
Figs. 9 and 10 show the results for two runs of the failure scenario, in which either 
30% or 70% of the active servers fail at a specific time. In both runs, the system 
recovers from failures in about 15 sec, which corresponds to 3 iterations of the 
overlay construction mechanism.  
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(c) system size 

Fig. 11 Results for the steady scenario with high-capacity servers. The rejection 
rate is zero. 
Server failures results in a spike of in the rate of rejected requests and in average 
delay. We observe that the system behavior in the failure scenario is similar to that in 
the rising load scenario (Fig. 6). We explain this by the fact that the server failures 
leave the system with a size that is too small to handle the incoming requests, and it, 
therefore, reacts in a similar way as when the external load suddenly rises. As in the 
rising load scenario, the system overshoots when re-adjusting its size after the 
failures. The size of the overshoot, as well as the settling time, increases with a larger 
connectivity and a larger percentage of failed servers. 

Evaluating the Basic Design with High-Capacity Servers 
In this subsection, we study the performance of a cluster with high-capacity servers. 
We run the same scenarios as for the evaluation of the low-capacity servers, but 
increase the arrival rates. The arrival rate for the steady load scenario is λ0‘=2500 
requests/sec. The arrival rates for the rising and dropping load scenarios are λ1‘=1600 
requests/sec (low) and λ2‘=4000 requests/sec (high).  
Figs. 11, 12, and 13 present the measurements from three simulation runs. We 
observe that a system with high-capacity servers exhibits the same dependency 
between the connectivity, the system size and the average response time as a system 
with low-capacity servers. This means that, for a fixed connectivity, the average 
response time is independent of the external load. Also, increasing the connectivity  
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Fig. 12 Results for the rising load scena
rio with high-capacity servers.  

Fig. 13 Results for the dropping load sc
enario with high-capacity servers.  

decreases the system size and increases the average response time. 
As can be seen from the distribution of the response times in Figs. 5 and 11, a system 
with high-capacity servers redirects fewer requests than one with low-capacity 
servers. In fact, it redirects less than 0.1% for c=5 and less than 1% for c=50 in the 
steady load scenario. We explain this by the fact that high-capacity servers can cache 
a large number of requests for local execution, while still observing the maximum 
delay constraint.  
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Control Parameter Last Update
connectivity tconnectivity

∆toverlay t∆t

min_util tmin_util

max_util tmax_util

max_resp_time tmax_resp_time

… …

Local Control Table (LCT)

 

Local State Table(LST)
Monitoring Parameter

utilization
avg_resp_time
rejection_rate

…  

Monitoring Parameter Last Update
avg_resp_time tavg_resp_time

rejection_rate trejection_rate

system_size tsystem_size

… …

Global State Table (GST)

 
Fig. 14 Tables for control and monitoring parameters. 
For systems with high-capacity servers, the oscillations of the average response time 
and the system size tend to be larger than for systems with low-capacity servers (Figs. 
5-7, 11-13). We suspect that this effect is related to the values assigned to umin and 
umax, the thresholds defined in the membership control mechanism. We chose for 
low-capacity servers umax=75% and umin=10%, and for high-capacity servers 
umax=95% and umin=70%. From our experiments, we concluded that the larger the 
server capacity the larger the values that should be chosen for umin and umax. 
Obviously, increasing the values for umin and umax decreases the system size and thus 
increases its efficiency. However, our measurements show that increasing umin and 
umax above a certain threshold tends to amplify the oscillations of the performance 
parameter in steady state. Increasing umin and umax even further can lead to long 
settling times after changes in the external load. A sudden decrease in load, in such a 
setting, leads the system to under-estimate its size and to drop a large number of 
requests during an extended period of time. 

4. External Control and Monitoring of the System 
Although the system presented in Section 2 is self-organizing, external control and 
monitoring are highly desirable to change dynamically global control parameters and 
to monitor the performance of the system.  We present a decentralized design for 
managing the system from an external management station. The design is based on 
the mechanisms introduced in Section 2. It includes data structures for holding 
management parameters on the servers and schemes for disseminating control 
parameters and estimating state variables. As a basic principle, the management 
station can contact any active server in the cluster for the purpose of changing a 
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management parameter in the system or reading an estimate of a global performance 
metric. 

System Control 
Our design enables the cluster administrator to change the behavior of the system at 
runtime by sending a command to an active server, which results in modifying the 
value of a control parameter on every active server of the cluster. 
As demonstrated by the measurements compiled in Fig. 8, the connectivity c can be 
used as a management parameter that allows a cluster administrator to control the 
tradeoff between a smaller system size and a smaller average response time. 
For management purposes, each (active) server maintains a local control table. Each 
entry in this table contains information about a management control parameter: its 
name, its value, and the timestamp of its last update. Fig. 14 shows this table with five 
entries: the connectivity of the overlay, the time scale ∆t of the overlay construction 
mechanism, the maximum response time per request, and the thresholds for minimum 
and maximum server utilization. These parameters control the behavior of 
mechanisms on the server, including topology construction, routing and membership 
control. 
A control operation changes a specific parameter in the local control table of every 
active server. The management station issues a management command with a unique 
time stamp to an active server, which updates the corresponding entry of the server’s 
local table.   
We have investigated two different schemes that disseminate new values for control 
parameters in the cluster. The first scheme extends the overlay construction 
mechanism described in Section 2. When a node exchanges and synchronizes its local 
neighborhood table with that of a neighbor, the local control table is included in this 
operation.  This means that a server synchronizes its local control table with that of a 
neighbor by comparing the timestamps for each parameter in both tables. If the 
timestamp in the neighbor’s table is more recent, the entry in the neighbor’s table 
overwrites the local entry. This way, both nodes end up with identical tables. As the  
overlay construction mechanism is based on Newscast [10], we call this scheme the 
Newscast scheme. 
The second scheme, which we call Neighborcast, extends the scheme shown in Fig. 4. 
A server contacts its neighbors, one by one, to read their current utilization values. 
While a server contacts a neighbor, both nodes synchronize their local control tables 
as in the Newscast scheme. The exchange of control tables is illustrated in Fig. 15. 
Since such a round of synchronizations involves all the neighbors of a node, we 
expect this scheme to disseminate updates faster than the Newscast scheme.  
Note that neither scheme adds additional messages to the operation of the system, but 
relies on the messages for updating the local neighborhood tables described in Section 
2. Both schemes increase the size of those messages though. 
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Fig. 15 Propagating management updates. NT stands for the neighborhood table,
 LCT stands for the local control table. 
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Fig. 16 Propagation to the changes of a control parameter. 

 
We compare the two dissemination schemes in a simulation scenario with a constant 
average load of λ=200 requests/sec and an average system size of 82 nodes. After 250 
sec, the manager changes on a server the value of the connectivity from 5 to 20. As a 
result, the system reconfigures and the average system size drops to some 65 nodes. 
Fig. 16 shows how the new value spreads to all active nodes. (Note that the set of 
active nodes changes dynamically, even in steady state.) As expected, Neighborcast 
converges faster than the Newscast scheme. After some 10 sec, which includes 2 
rounds of synchronizations, at least 99% of the nodes have received the new value. It 
takes between 35 and 40 sec for the Newscast scheme to achieve the same coverage.  
We evaluate the controllability of the system using the same simulation scenario as 
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above. It simulates a case where the cluster manager, using the information in Fig. 8, 
decides to change the system’s operating point with the goal of decreasing its size by 
some 20%, while allowing the average response time to increase by some 0.1 sec. To 
achieve this, the manager changes the connectivity from 5 to 20. Neighborcast is used 
to disseminate the change in connectivity. 
Fig. 17 gives the measurements from this scenario. The system reaches a steady state 
after 100 sec. At 250 sec, the connectivity parameter on an active node is changed, 
and the system enters a transitional phase, during which the new value of the 
connectivity parameter spreads and the nodes adjust their neighbor and management 
tables. (Fig. 16 provides the measurements from the dissemination.). The system 
stabilizes around the new operating point after some 50 sec, which corresponds to 10 
runs of the membership control mechanism. At 425 sec, the value of the connectivity 
parameter is changed back from 20 to 5 on an active server, and the system returns to 
the previous state after a settling time of about 40 sec. Fig. 17 does not include the 
chart for the rejection rate, since virtually no requests were rejected during this 
scenario. (Out of 3 million generated requests, 4 were rejected.) 

System Monitoring 
We extend our design with a decentralized monitoring capability that allows a 
management station to read current estimates of global performance parameters, such 
as the average response time, the rejection rate, and the system size. The core problem 
to solve is that of estimating, from local node states, the global state of a system 
whose set of nodes and (overlay) topology continues to change. Many recent research 
results from topics, such as fault-tolerant spanning trees on dynamic graphs or 
decentralized aggregation using epidemic protocols, are potentially applicable to 
decentralized monitoring, and we expect rapid progress in this area in the near future. 
We selected two specific schemes, adapted them to our design, and evaluated them in 
simulation scenarios.  
A sampling scheme: A straightforward way of estimating a global parameter that is an 
average of local state variables is by sampling a small set of servers. Our experience 
has shown that, for parameters including average response time and rejection rate, a 
simple sampling scheme can provide quite accurate estimates. We explain this by the 
fact that the system balances the load well among the servers. In the specific scheme 
we implemented, a node, when contacted by a management station about an estimate, 
retrieves a local variable, as well as the local variable of each of its neighbors, 
computes the average of all the values, and returns the result. 
An epidemic scheme: Epidemic protocols have been recently proposed to compute, in 
a decentralized way, minima, maxima and average values of local variables across a 
set of interconnected nodes (see, e.g., [12] [13]). Advantages of an epidemic scheme 
over sampling are that the former can produce accurate estimates independent of the 
variance of the local variables and that the system size can be computed. A drawback 
of an epidemic scheme is that it often needs a large number of rounds for a local 
variable to converge to within a given interval of the real value [12].  We believe that  
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Fig. 17 Reaction of the system to changes in the connectivity parameter. 

an epidemic scheme is an interesting candidate to estimate certain global variables for 
a system in steady state, but it remains to be investigated whether such a scheme is 
suitable in dynamic environments such as ours.  
Epidemic protocols can be used to compute aggregates as follows [12]. Periodically, 
each node selects a random neighbor and exchanges with it the value of a specific 
local variable. Both nodes aggregate the two values, using the average, minimum, or 
maximum function, and store the results in the local variable. It can be shown that, 
over time, the local variable in each node converges towards the global aggregate, i.e. 
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the aggregate of the values of all local variables at the beginning of the computation 
[12]. The system size can be evaluated starting with an initial peak distribution: one 
node holds a value of 1, and all other nodes hold values of 0. Applying the average as 
the aggregation function, all local variables converge towards the inverse of the 
system size. 
We have extended our design to include an epidemic scheme for estimating 
performance parameters. For this purpose, each server maintains two tables (Fig. 14): 
a local state table, which contains statistics from its own operation, and a global state 
table, which contains aggregates of local statistics from different nodes and thus 
estimates of global state variables. 
In our design, the global state tables are exchanged between neighbors using 
Neighborcast, i.e. in the same ways as the local control tables are exchanged. A round 
of exchanges occurs after each run of the topology construction mechanism. Having 
retrieved the global state table from a neighbor, a node re-computes the values of its 
global state table using the average as aggregate function. 
When estimating the system size, we need to take into account that servers may leave 
or join the cluster during the estimation process. A server that joins the cluster, i.e., 
changes from standby to active, has its size variable initialized to 0. A server that 
leaves the cluster sends the value of its system size variable to its neighbors before 
switching to standby. After that, the neighbors increase the values of their variables, 
so that the sum of the system size variables across all active servers remains 1. Note 
that this procedure does not provide a good estimation of the system size in case of 
server failures in which the local states are lost. In such a case, the process for 
estimating the system size must be restarted. 
We evaluate both monitoring schemes using the above simulation scenario with a 
constant average load of λ=200 requests/sec. After 350 sec, the manager changes the 
connectivity from 5 to 20. Neighborcast distributes the change in connectivity.  
Fig. 18 shows the results for monitoring the average response times and the system 
size. The curves marked as “real” give the actual values of the parameters as 
computed by polling each server, whereas the curves marked as “estimated” show the 
values obtained by our monitoring schemes. The average response time is estimated 
using the sampling scheme, and 98% of the measurements lie within 5% of the real 
values of the parameter. The accuracy of this scheme can be further increased by 
sampling more nodes or by applying results from estimation theory.  
The system size is estimated using the epidemic scheme. The analysis shows that 
90% of the values for the estimated size lie within 5% of the real size. The estimates 
are more accurate for larger values of the connectivity. 
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Monitoring the Average Response Time
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Fig. 18 Monitoring the average response time (sampling scheme) and the system 
size (epidemic scheme). 

5. Related Work 
Various aspects of our design relate to platforms for web services with QoS 
objectives, peer-to-peer systems, applications of epidemic protocols, and activities 
within the grid computing community. 
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Centralized Management of Web Services with QoS Guarantees 
In [1] and [6], the authors propose centralized resource management schemes for 
balancing service quality and resource usage. Both systems attempt to maximize a 
utility function in the face of fluctuating loads.  
In [1], a performance management system for cluster-based web services is presented. 
The system dynamically allocates resources to competing services, balances the load 
across servers, and protects servers against overload. The system described in [6] 
adaptively provisions resources in a hosting center to ensure efficient use of power 
and server resources. The system attempts to allocate dynamically to each service the 
minimal resources needed for acceptable service quality, leaving surplus resources 
available to deploy elsewhere. 
As in our design, both approaches described in [1] and [6] map service requests into 
service classes, whereby all requests in a service class have the same QoS objective. 
The cluster architecture in [1] contains several types of components that share 
monitoring and control information via a publish/subscribe network. Servers and 
gateways continuously gather statistics about incoming requests and send them 
periodically to the Global Resource Manager (GRM). GRM runs a linear optimization 
algorithm that takes as input the statistics from the gateways and servers, the 
performance objectives, the cluster utility function, and the resource configuration. 
GRM computes two parameters: the maximum number of concurrent requests that 
server s executes on behalf of the gateway g and the minimum number of class c 
requests that every server executes on the behalf of each gateway. GRM then 
forwards the new parameter values to the gateways, which apply them until they 
receive a new update. 
Similarly, the Muse resource management scheme ([6]) contains several types of 
components: servers, programmable network switches, and the executor. Servers 
gather statistics about incoming requests and process assigned requests. The 
programmable switches redirect requests towards servers following a specific pattern. 
Finally, the executor analyzes bids for services from customers and service statistics 
from servers and periodically computes an optimal resource allocation policy. 
Two main characteristics distinguish our design from these two approaches: our 
design is decentralized, and all our cluster components are of the same type. We 
believe that our approach leads to a lower system complexity and thus the task of 
configuring the system becomes simpler. In addition, it eliminates the single point of 
failure, namely, GRM in [1] and the executor in [6]. 

Structured Peer-to-Peer Systems 
As mentioned above, our design shares several principles with peer-to-peer systems. 
As part of this work, we have studied the possibility of developing a decentralized 
architecture for server clusters with QoS objectives on top of a structured peer-to-peer 
system. We concluded that such an approach would likely lead to a system that is 
more complex and less efficient than the one presented in this paper, and we explain 
here briefly why. (To keep the term short, we use peer-to-peer system instead of 
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structured peer-to-peer system.) 
Peer-to-peer systems are application-layer overlays built on top of the Internet 
infrastructure. They generally use distributed hash tables (DHTs) to identify nodes 
and objects, which are assigned to nodes. A hash function maps strings that refer 
objects to a one-dimensional identifier space, usually [0, 2128-1]. The primary service 
of a peer-to-peer system is to route a request with an object identifier to a node that is 
responsible for that object. Routing is based on the object’s identifier and most 
systems perform routing within O(log n) hops, where n denotes the system size. 
Routing information is maintained in form of a distributed indexing topology, such as 
a circle or a hypercube, which defines the topology of the overlay network. 
If one wanted to use a peer-to-peer layer as part of the design of a server cluster, one 
would assign an identifier to each incoming request and would then let the peer-to-
peer system route the request to the node responsible for that identifier. The node 
would then process the request. In order for the server cluster to support efficiently 
QoS objectives, some form of resource control or load balancing mechanism would 
be needed in the peer-to-peer layer. 
Introducing load-balancing capabilities in DHT-based systems is a topic of ongoing 
research ([14], [15], [16]).  An interesting result is that uniform hashing by itself does 
not achieve effective load balancing. In [14], the authors show that, in a network with 
n nodes, where each node covers on average a fraction of 1/n of the identifier space, 
with high probability, at least one node will cover a fraction of O(log n/n) of the 
identifier space.  Therefore, uniform hashing results in an O(log n) imbalance in the 
number of objects assigned to a node. Recently proposed solutions to the problem of 
load balancing in DHT systems include load stealing schemes [15] or “the power of 
two choices” [14].  
In order to implement an efficient resource allocation policy that dynamically adapts 
to external load conditions, the identifier space in a peer-to-peer system needs to be 
re-partitioned and the partitions reallocated on a continuous basis. This means that the 
indexing topology, a global distributed state, needs to be updated continuously to 
enable the routing of requests to nodes.  
When comparing request routing based on DHTs with the routing mechanism in our 
design, we concluded that maintaining a global indexing topology is significantly 
more complex than maintaining the local neighborhood tables in our design.  
In addition, peer-to-peer systems have properties that are not needed for our purposes. 
For instance, a peer-to-peer system routes a request for an object to a particular server 
– the one that is responsible for that object. (This property is useful to implement 
information systems on peer-to-peer middleware.) In our design, a request can be 
directed to any server with available capacity, which simplifies the routing problem in 
the sense that there is no need to maintain a global distributed state. 

Epidemic Protocols 
Epidemic algorithms disseminate information in large-scale settings in a robust and 
scalable way. The use of epidemic algorithms has been studied for applications such 
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as data aggregation [17], resource discovery and monitoring [18], database replication 
[19], [20], populating routing tables in peer-to-peer systems [21], and handling web 
hotspots [22]. 
We apply an epidemic algorithm, Newscast [10], to locate available resources in a 
system that is subject to rapid changes. In our design, the topology construction 
mechanism uses Newscast to construct and maintain the overlay, through which 
requests are being routed. We further use Newscast as a basis for disseminating 
control parameters and as part of an aggregation scheme to estimate global state 
variables. 

Grid Computing 
As in our system, a grid locates available resources in a network of nodes for 
processing requests (or tasks). Resource management and task scheduling in 
distributed environments is a fundamental topic of grid computing. The goal often is 
to maximize a given workload subject to a set of QoS constraints. Many activities 
([23], [24], [25]) focus on statistical prediction models for resource availability. These 
models are used as part of centralized scheduling architectures, in which a single 
scheduler dispatches tasks to a set of available machines.  Other research ([26]) 
creates peer-to-peer desktop grids that, however, do not work under QoS constraints.  
There is comparatively little research in the area of management of the grid 
computing. The largest grid testbed, Grid3 [27] has a centralized database that gathers 
information about system activity from the participating sites. 

6. Discussion and Future Work 
In this paper, we presented key elements of a design for an externally controllable, 
self-organizing server cluster that supports a single service with response time 
guarantees. The design is simple, as it relies on three modular distributed mechanisms 
that can be written in a few lines of pseudo code.  
While the design itself is simple, the global behavior of the system, which results 
from the interactions among these mechanisms in response to external events, is 
difficult to understand. We have used extensive simulations to study the system 
behavior and evaluate its performance characteristics.  
We have been surprised by how efficient the system performs compared to an ideal 
centralized server. In the scenarios studied, the connectivity can be increased to a 
level at which the system size falls within 20% of the theoretical minimum of an ideal 
centralized server.  
In addition, the system adjusts fast to changes in load patterns and to faults. When 
running topology construction every 5 sec, the system size stabilizes within 15-20 sec 
after sudden changes in the load and after failures (even massive failures in which 
70% of the active servers fail). 
We discovered that the connectivity parameter c allows controlling the average 
experienced delay per service request. Remarkably, this delay has shown to be 
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independent of the external load in all scenarios studied. Since the system size 
depends on c, the cluster administrator can use connectivity as a management 
parameter in order to control the tradeoff between a small system size and a small 
experienced delay for the service. 
We are aware that the design given in this paper is not complete. Problems not 
addressed include specifying the mechanism used by the layer 4 switch to maintain a 
list of the currently active servers and specifying the mechanism used by an active 
server to identify a standby server. A possible approach for the layer 4 switch could 
be that it has knowledge of only a subset of active servers and thus directs requests 
only to those. Such a subset would be easier to maintain and could be realized, e.g., 
by including the layer 4 switch as a node in the management overlay. This approach 
would increase the number of request redirections in the cluster and, as a 
consequence, the average response time.  
In addition, we did not address in this paper the so-called server affinity problem. Our 
current design handles all service requests independently of one another and thus has 
no concept of a session. Many practical applications, though, require a series of 
requests to be executed within a session. In such a case, one might want to process all 
of these requests on a single server and keep the session state between requests on the 
server. 
The paper evaluates the effectiveness of our design with regard to efficient use of 
cluster resources for processing external requests and with regard to changes in the 
environment. Currently lacking is a thorough evaluation of the cluster control 
mechanisms (topology construction, request routing, membership control, 
dissemination of control parameters, distributed estimation of global state variables) 
with respect to message and processing overhead. While the design assures that the 
communication load for all these mechanisms is evenly distributed across the links of 
the management overlay and that the processing load is evenly distributed among the 
active servers, the actual values for these loads depend on several parameters, such as 
the time scale of topology reconstruction and the connectivity.  
 We believe that further research is needed into effective distributed monitoring in 
dynamic environments. We have shown in this paper that an epidemic scheme can 
provide “reasonable” estimates of global state variables, such as the current system 
size, and that sampling techniques can be applied to estimate the average response 
time. It needs to be investigated how the accuracy of such estimates can be controlled 
and how they can be extended to provide accurate results in failure scenarios.  
Most server clusters today run more than one service or application. We are therefore 
extending our design to support multiple services in a cluster (or, more precise, 
multiple classes of service), each with its own QoS objectives. In such a scenario, 
several services compete for resources within the same server pool. Our goal is to find 
a decentralized mechanism that efficiently allocates resources to the various services, 
following cluster objectives that are applicable in real scenarios. While results on 
centralized mechanisms for this purpose have been reported, decentralized control of 
a multi-service server cluster remains a significant challenge. 
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Finally, we plan to implement the system on our lab testbed, which includes some 60 
rack-mounted PCs, and use it to run selected web service applications. 
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Abstract 

We present a decentralized design that efficiently allocates resources to multiple 
services inside a global server cluster. Our design allows associating a set of QoS 
objectives (maximum response time and maximum loss rate) with each service. A 
system administrator can define policies that assign relative importance to services 
and, in this way, control the resource allocation process. Simulation results show that 
the system operates efficiently; it supports the QoS constraints and dynamically 
adapts to changes in the external load pattern. In the case of overload or server 
failures, the quality of service degrades gracefully, controlled by the relative 
importance of each service.  

1. Introduction 
The work presented in this paper aims at developing a design that enables the 
individual components of a distributed system to work together and coordinate their 
actions towards a common goal. The design must ensure that the system is scalable, 
self-organizing and manageable. Scalability ensures that the system can handle 
efficiently large loads, as its processing power increases proportionally to its number 
of components. Self-organization ensures that the individual components coordinate 
their local actions following a global objective, and that the system adapts to external 
events, such as load changes or component failures. Manageability enables an 
administrator to monitor the behavior of the system and to control it through high-
level policies that change the global objective of the system. 
While the basic motivation of our work is to contribute towards engineering 
principles for large-scale autonomous systems, we perform this research in the 
context of server clusters that provide web services. We consider web services that 
scale to a large number of clients. These services generate highly customized dynamic 
content that matches closely the client’s preferences and support QoS objectives for 
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each client, such as limits on the response time for requests, or guaranteed minimum 
throughput. 
We assume the cluster to provide “computational” services, such as remote 
computations, or services that process online requests and generate dynamic content 
(e-commerce, online tax filing). For such services, a server must allocate some of its 
resources for a specific time in order to process a request.  
To reduce complexity, service requests with the same resource requirements and 
functionality are grouped into a single service class. All requests of a given service 
class have the same QoS constraints – the maximum response time and the maximum 
rejection rate. Each service class has a Service Level Agreement (SLA) that specifies 
a set of performance targets (QoS constraints), as well as the consequences for 
exceeding, meeting, or violating these objectives. 
Fig. 1 presents a generic deployment scenario for our design. The system includes 
several data centers and has several entry points. The total number of servers in such 
a system can reach hundreds of thousands. Nowadays, the size of Akamai’s content 
delivery network, for example, has grown to some 20’000 servers [1].  
Our research aims at developing a decentralized solution for managing and 
controlling such a cluster. We believe that decentralized control and management of 
cluster-based web services can lead to efficient, scalable, self-configuring and robust 
systems. These systems provide the same functionality as centralized ([2], [3], [4], 
[5]) services architectures – service differentiation, support  of QoS objectives, 
efficient operation and controllability, while, at the same time, they assume key 
properties of peer-to-peer systems ([6], [7], [8], [9]) – minimal configuration 
complexity, scalability, adaptability and fault tolerance. 
Three distributed mechanisms form the core of our design, as shown in Fig. 2. 
Topology construction, based on an epidemic protocol, organizes the cluster nodes 
into several dynamic overlays. Request routing directs service requests towards 
servers with available resources. Service selection partitions the cluster resources 
between services, in response to external events. An epidemic protocol disseminates 
the updates of the control parameters. 
We have evaluated our design through extensive simulations. In particular, we have 
studied the cluster behavior for the case where the average external load is constant, 
and for the case of major load fluctuations that lead to overload. We have also studied 
the cluster’s reaction to SLA changes, as well as the handling of server failures. 
With this paper, we make the following contributions. We present the decentralized 
design of the control system for a self-organizing server cluster. The cluster offers 
multiple services and efficiently allocates its resources between these services. Each 
service has two QoS objectives – the maximum response time and the maximum loss 
rate. Our design enables system administrators to define policies that assign 
importance to services and, this way, control the resource allocation process. In the 
case of overload or failures, the quality of service degrades gracefully, controlled by 
the relative importance of each service. 
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Fig. 5 We present a design for large-scale, self-configuring server clusters. The   
design includes the servers in data centers, the entry points and a management   
station.  

The rest of this paper is structured as follows: Section 2 describes the system design. 
Section 3 describes the evaluation of the system behavior through simulation. Section 
4 discusses the simulation results. Finally, Section 5 contains additional observations 
and outlines future work. 

2. System Design 

System Model 
Following Fig. 1, the system contains several data centers and entry points. In the 
folllowing, we use the term cluster to refer to the collection of servers in the centers. 
Service requests enter the cluster through the entry points. An entry point is typically 
realized as a layer 4-7 switch. It advertises the services to the outside world, and can 
perform additional functions, such as acting as a firewall. Entry points determine the 
service class of the incoming requests, and redirect the requests to a server handling 
that service. Each entry point has knowledge of a number of servers assigned to each 
service class. We will show later how the entry points maintain this knowledge up-to-
date. Our design can incorporate any type of layer 4-7 switch and take advantage of 
most of their functionalities. 
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(a) (b)
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Fig. 6 Three decentralized mechanisms control the system behavior: (a) topology 
construction, (b) request routing, and (c) service selection. 
Each request has an execution time and a deadline. The cluster rejects the requests for 
which it cannot complete execution before the deadline. Servers process incoming 
requests in their order of arrival. Upon receiving a new request, a server with 
available resources begins executing the request immediately. A server that is not idle 
attempts to schedule the request for execution later, subject to the maximum response 
time constraint of the request. If scheduling succeeds, the server stores the request in 
its local buffer. Otherwise, requests are redirected to another server that handles the 
same type of service. 
The processing of a request must complete within the maximum response time. Since 
each redirection induces an additional delay, too many redirections results in the 
violation of the maximum response time constraint, and the system rejects the 
request. 
Let tnet be the upper bound for the roundtrip networking delay between client and 
cluster. The response time experienced by the client is then below tnet + tcluster, where 
tcluster is the time the request spends inside the cluster. In the remainder of the paper, 
the term response time refers to tcluster. 
In order to simplify the system model, we assume that: (a) all the servers are identical 
(i.e. have the same hardware/software resources and have the capability to provide 
any of the services offered by the cluster), and (b) all the requests take the same 
amount of resources and time to execute. Consequently, each server can process 
concurrently the same number of requests, and has the same service rate (measured in 
requests per second). 
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Fig. 7 Graph of a service utility function. 

System Functionality and Utility Functions 
The cluster provides multiple services to a large number of clients at the same time. 
The objective of the system is to maximize a cluster utility function that measures the 
capability to meet or exceed for each service a set of performance targets specified in 
the Service Level Agreements (SLA). 
A service consists of a stream of requests with identical requirements. In our design, 
the SLA specifies two performance targets: the maximum response time (defined per 
request), and the maximum rejection rate (defined per request stream). The system 
rejects the requests that it cannot process within the maximum response time. The 
percentage of rejected requests reported to the sum of processed and rejected requests 
represents the rejection rate. 
The SLA also specifies the consequences for meeting or failing to meet the 
performance targets for each type of service. For each service S, a utility function 
models these requirements. Let ρ denote the maximum allowed rejection rate, and r 
represent the actual (measured) rejection rate. Meeting or exceeding the QoS 
constraints for the service S (r< ρ) yields a reward of: 
 U+=α (ρ - r), if r< ρ 
Violating the QoS constraints for the service S results in a penalty of: 
 U--=-α (r - ρ), if r> ρ 
In order to avoid starvation, the penalty increases exponentially when r>ρ+α1/(β-1) 
 U--=-(r - ρ )β, if r>ρ+α 1/(β-1) 
Fig. 3 shows the graph of such a service utility function. The control parameters α 



 
 
 
 
 
 
 

 
 
 
 
 

84

and β are positive number that define the shape of the service utility functions, and 
implicitly the importance of each service. The system design ensures that the 
performance for the service with the highest values for α and β is the last to degrade 
in case of load fluctuations, system overload or server failures. 
In conclusion, each service has a utility function that takes positive values if the 
service delivery conforms to the SLA and negative values if the service delivery 
violates the SLA. The cluster utility function is the sum of all the service utility 
functions, and the goal of the system is to maximize this function. 

Server State 
The servers of a cluster with s service classes self-organize into (s+1) overlay 
networks: one system overlay and s service overlays, one per service class. We 
assume that, at any time, each server assigns the entirety of its resources to a single 
service class. Each server is a member of two overlay networks: the system overlay 
and the overlay for the service that it handles currently. For each overlay, the server 
maintains a neighborhood table and a management table. 

Server ID Timestamp Utilization
id1 ts1 u1

id2 ts2 u2

idc tsc uc  

Fig. 8 Structure of the service neighborhood table. 

The service overlays connect the nodes assigned to the same service class. The 
neighborhood table of the service overlay contains information needed to redirect 
requests and to compute the statistics advertised in the system overlay. Fig. 4 shows 
the structure of the service neighborhood table. 
Each entry of the service neighborhood table corresponds to one server and has three 
fields: a server identifier, a timestamp with the local time of the latest update, and a 
data field that contains state information: the utilization and the local rejection rate. 
The utilization is a binary value that takes the value light if the utilization is below a 
threshold max_util, and heavy otherwise. The rejection rate is the ratio between the 
number of requests rejected by the server and the sum of processed and rejected 
requests on that server. Note that the redirected or the cached requests are not 
included in the calculation of the rejection rate. 
Each server uses the information in the system neighborhood table in its service 
selection mechanism.  The system overlay provides a medium over which servers 
assigned to different services communicate. The servers send information about the 
type of service they currently provide and learn about the state of the other service 
overlays. Fig. 5 shows the structure of the system neighborhood table.  
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Server Id Timestamp Service Description Rejection rate Number of servers
id1 ts1 sid1,α1,β1,ρ1,τ1 r1 n1

id2 ts2 sid2,α2,β2,ρ2,τ2 r2 n2

idc tsc sidc,αc,βc,ρc,τc rc nc  

Fig. 9 Structure of the system neighborhood table. 

Each entry of the system neighborhood table corresponds to one server. As in the 
service neighborhood table, the entries contain an identifier for the server, and a 
timestamp with the local time of the latest update. The state contains a service 
descriptor, a rejection rate, and a connectivity field. The service descriptor includes 
the service id, the service SLA (α, β, maximum rejection rate ρ and maximum 
response time τ). The rejection rate is the average of the rejection rates found in the 
service neighborhood table of the node. The connectivity is the number of entries in 
the service neighborhood table of the node. 

Attribute Name Last Update Attribute Value
Connectivity tconn conn
Cycle Length tcycle ∆t

Max Utilization tmax_util max_util
Service Description tsd sid,α,β,ρ,τ

Average Response Time trt avg_resp_time
Rejection Rate trr rej_rate

Utility Estimation tutil utility  

Fig. 10 Structure of the management table. 

Each server maintains two management tables, one for the service it is running and 
one for the system overlay. Each table entry contains information about a 
management parameter: its name, its value, and the timestamp of its last update. Fig. 
6 shows a management table with seven entries: four control parameters (the 
connectivity of the overlay, the length of the execution cycle ∆t, the service 
description, and the threshold for the maximum server utilization) and three 
monitoring parameters (the local rejection rate, the average response time per 
processed request, and the local estimation of the utility). 
The first two control parameters are present in the management tables for both system 
and service overlays. The rest of the parameters apply only to the service overlays. 

Server Functionality 
Servers work in execution cycles. Each server has the capability of providing any of 
the services offered by the cluster; however, at a given instant, each server processes 
requests of a single service type. At the beginning of a cycle, a server assigns its 
resources to one service, and remains assigned to that service during the entire length 
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of the cycle. 
Each server runs two local mechanisms – the application service that processes the 
requests and the local admission controller that enforces the QoS constraints and 
decides, for each incoming request, whether the node should schedule and process it 
locally, or whether it should redirect it. Every server also runs instances of the three 
decentralized mechanisms that control the behavior of the system: topology 
construction, request routing and service selection.  

Decentralized Control Mechanisms 
The topology construction mechanism maintains the system and service logical 
topologies, managing node arrivals, departures, or failures and updating the state 
information. It uses Newscast, an epidemic algorithm ([10]), to assign periodically a 
new set of logical neighbors to each server. To ensure scalability, servers exchange 
states only with their logical neighbors. 
Epidemic algorithms disseminate information in large-scale systems in a robust and 
scalable way. A remarkable property of these algorithms is that the larger the number 
of nodes in the network, the more robust the system becomes.  
In epidemic algorithms, each node exchanges local information with randomly chosen 
neighbors, restricting data exchange to pairwise communication. 
Our design allows using any communication protocol that separates data forwarding 
from the semantics of the forwarded data. The properties of the logical topology of 
the cluster derive directly from the properties of the underlying epidemic protocol. 
For example, Newscast, like most epidemic protocols, creates an overlay with small-
world properties. CYCLON [11], another epidemic algorithm, builds overlays with 
random-graph properties: low diameter and a uniform distribution of the in-degree 
across the network nodes. Using CYCLON with our design would ensure a uniform 
load on the virtual links. 
The topology construction mechanism organizes the nodes in overlay networks 
(directed network graphs) in which each node has an equal number of logical 
neighbors. We call the number of neighbors of a node the connectivity c of the 
overlay network. Periodically, at the beginning of each execution cycle a server 
exchanges its neighborhood table with a randomly chosen neighbor. After the 
exchange, each server rebuilds its neighborhood table by selecting the c neighbor 
entries with the most recent timestamps from the union of the two original 
neighborhood tables. This way, both nodes end up with identical tables. Note that the 
use of timestamps gradually erases old state information from the neighborhood 
tables. After a node rebuilds its neighborhood table, it contacts each of its neighbors 
in order to update its local control table, as well as the state fields in its neighborhood 
table. 
Two control parameters from the management table can modify the behavior of the 
topology construction mechanism: the connectivity parameter c and the length of the 
execution cycle – the time ∆t between two successive runs of the mechanism on a 
node.  
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In order to maintain knowledge about a set of servers assigned to each service, the 
entry points run an instance of the topology construction mechanism for each service 
overlay. The entry points do not advertise their internal state, as they do not process 
requests. However, the entry points receive periodically the ids of a set of servers that 
provide each of the service classes defined in the cluster. 
The request routing mechanism directs service requests along the service overlays 
toward available resources, subject to QoS constraints. In our design, request 
redirections are rare. Servers base their local routing decisions on their local state and 
the states of their neighbors in the service overlay. Service requests do not have a 
predetermined destination server; any server with sufficient resources can process a 
request. 
Routing becomes active when the admission controller rejects a request due to 
insufficient local resources. The node checks its neighborhood table for light 
neighbors (with utilization below a threshold max_util). If the node has light 
neighbors, it picks one of them at random and forwards the request to it. Otherwise, it 
picks at random any neighbor and sends the request to it. In order to avoid routing 
loops, each request keeps in its header the addresses of the servers it has visited. 
The routing mechanism occasionally rejects a request from the cluster, which happens 
in the following cases. If a node cannot process a service request that has already 
visited all of its neighbors, then the request is rejected. In addition, a request that has 
been redirected many times will be rejected, once the maximum response time can no 
longer be met. 
The service selection mechanism partitions the system resources between services. 
Each server estimates locally the value of the cluster utility function and compares 
that to the cluster utility it would generate when it would switch to a different service. 
The server then switches to the service that maximizes the estimated value of the 
cluster utility function. 
Servers start at random times and perform the control loop in Fig. 7 asynchronously 
and periodically with period ∆t. A server starts the execution cycle by running the 
topology construction mechanism and updating the contents of its system 
neighborhood table. The service selection mechanism uses the information in this 
table to update the control parameters (α, β, and ρ), if needed, and estimate the 
rejection rate r for each service. For each service, the control parameters with the 
most recent timestamp will be selected.  
For each service it has knowledge of, a server estimates (a) the rejection rate and (b) 
the service utility for the local neighborhood, using the function defined in Fig. 3. The 
server computes estimateNeighborhoodUtility(my_service) by 
summing up all service utility functions. In order to compute 
estimateNeighborhoodUtility(s) for every other service s, the server 
estimates the rejection rates for my_service and s, for the case of switching  from  
my_service to s. 
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Service_id my_service, s, new_service; 
Hashtable  known_services; 
Double     max_util; 
 
while (true) { 
  updateSystemNeighborhoodTable(); 
  for each s in known_services { 
    updateControlParameters(s); 
    estimateRejectionRate(s); 
  } 
  max_util=estimateNeighborhoodUtility(my_service); 
  new_service=my_service; 
  for each s in known_services { 
    Us= estimateNeighborhoodUtility(s); 
    if(Us>max_util) { 
      max_util=Us; 
      new_service=s; 
    } 
  } 
  if(new_service!=my_service) { 
    if(local_utilization>random(0%..100%)) 
      doNotSwitchService(); 
    else { 
      switchService(new_service); 
      my_service=new_service; 
    } 
  } 
  wait(∆t); 
} 

Fig. 7 The execution cycle of the service selection mechanism. 

The server probabilistically switches to the service that maximizes the estimated 
neighborhood utility. The lower the utilization of a server, the higher the probability 
for switching. We choose a probabilistic approach, because applying a greedy policy 
(i.e. a server switches to the new service with probability 1) can lead to 
oscillations,where servers periodically switch between two or more services. 

3. System Evaluation through Simulation 
We implemented our design in Java and studied its behavior through simulation. We 
use javaSimulation, a Java package that supports process-based discrete event 
simulation [12]. There are four types of simulation processes: cluster, request 
generator, entry point and server. The cluster starts the simulation and creates 
instances of the request generator, the entry point and the servers. The request 
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generator simulates arrivals of service requests. The requests arrive at the entry point 
that assigns them to the servers. The entry point process runs two distributed 
mechanisms (the topology construction and request routing). Each server process runs 
local mechanisms (admission control and request processing) and distributed 
mechanisms (topology construction, request routing, and service selection) as 
described in the previous section. 
The main metric of the system performance is the value of the cluster utility function. 
This function measures the capability of the cluster to meet or exceed the set of 
performance targets specified in the Service Level Agreements (SLAs). In addition to 
the cluster utility function, we measure three output parameters for each service: the 
rate of rejected requests, the experienced average response time, and the number of 
servers assigned to the service. The rate of rejected requests and the average delay of 
the processed requests measure the experienced quality of service. (The maximum 
response time is guaranteed by design.)  
We compute the value of the cluster utility function and compare it against the utility 
of an ideal system, which has a processing capacity equal to the sum of the processing 
capacities of all the servers in the cluster. The ideal system has the following 
characteristics: (a) it is centralized, therefore it has no redirection delays and it knows 
in real-time the state of its resources and (b) it knows in advance the pattern of the 
incoming traffic and allocates its resources accordingly. Property (a) ensures that the 
ideal system does not lose any requests when the arrival rate is smaller than the 
service rate. Property (b) ensures that the ideal system selectively drops requests to 
maximize the utility function when the arrival rate is higher than the service rate. 

Simulation Scenarios 
Four scenarios study the cluster behavior in case of (a) minor fluctuations in the 
external load; (b) major load fluctuations followed by overload, (c) changes in the 
control parameters associated with the SLAs, and (d) server failures. 
The simulated system has 1 entry point and 400 servers. In each overlay (system or 
service) a node has 20 logical neighbors. The execution cycle is 5 sec on each server. 
Each server can process concurrently 10 requests. The execution time for each request 
is 250 ms. Therefore, each server can handle 40 req/sec and the total cluster capacity 
is 16000 req/sec. 
The system provides 3 services (S1, S2, S3). Each service has an SLA with two QoS 
objectives and two control parameters. The QoS objectives are the maximum 
response time τ (measured per request) and the maximum rejection rate ρ (measured 
per request stream).  
The control parameters α and β define the gains of meeting/exceeding the QoS 
objectives and the penalties for violating the QoS objectives. Table 1 shows the 
values of the parameters for each service. 
The request arrival for each service is a Poisson process. The arrival rates are the 
same for each service (one third of the total arrival rate). We start measuring the 
output metrics after a warm-up phase of 100 sec. 
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Fig. 8 Results for the steady load scenario 
 

 ρ(%) τ(sec) α β 
S1 1 1 800 3 
S2 2 2 400 3 
S3 10 3 80 3 

Table 1 Values of the SLA parameters for the steady load, overload and failure 
scenarios. 

 ρ(%) τ(sec) α β 
S1 1 1 1200 3 
S2 2 2 500 3 
S3 40 3 5 3 
S3’ 5 3 250 3 

Table 2 Values of the control parameters for the manageability scenario. S3’ 
contains the values assigned to Service 3 after 200 sec. 

To assess the relative efficiency of our design, we compare the measurements taken 
from our system to those of an ideal system. An ideal system does not drop requests, 
processes all incoming requests without queuing delay, and instantly adjusts its size 
(to the minimum possible value) in response to changes in the external load. We 
cannot engineer such a system, of course, but it serves as a lower bound for the 
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performance metrics of our cluster. 
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Fig. 9 Results for the overload scenario 
 
Handling Minor Traffic Fluctuations 
The steady load scenario evaluates the stability of the system and the system 
capability to assign more resources to the services with higher importance (larger 
values for the α and β parameters). The average external load is constant (12000 
req/sec, or 75% of the total cluster capacity). The request arrival is a Poisson process, 
and the system needs to handle minor fluctuations in the traffic. Fig. 8 presents the 
results for this scenario. 

Handling Overload 
The overload scenario evaluates the capability of the system to maximize the utility 
function when all the QoS objectives cannot be met (the external demand is higher 
than the system capacity). The system starts with an average external load of 9600 
req/sec, or approximately 60% of its total capacity. After 200 sec, the average 
external load rises to 19200 req/sec, or about 120% of the system capacity. Fig. 9 
shows the results of this scenario. (Figs. 9a, 9d indicate that the system did not reach a 
steady state yet, and the simulation run should be extended.) 



 
 
 
 
 
 
 

 
 
 
 
 

92

0
2
4
6
8

10
12
14
16
18
20

100 200 300 400 500

simulation time (sec)

%
re

je
ct

ed
 re

qu
es

ts

(a) rejection rate 

0

0.5

1

1.5

2

2.5

3

100 200 300 400 500

simulation time (sec)

av
er

ag
e 

re
sp

on
se

 ti
m

e 
(s

ec
)

 (b) average response time 

50

70

90

110

130

150

170

190

210

100 200 300 400 500

simulation time (sec)

nu
m

be
r o

f s
er

ve
rs

Service 1 Service 2 Service 3

 (c) server allocation 

0

500

1000

1500

2000

2500

3000

3500

100 200 300 400 500

simulation time (sec)

ut
ili

ty

System Ideal

 (d) system utility 
Fig. 10 Results for the manageability scenario 
System Manageability 
The manageability scenario evaluates the capability of the system to reconfigure in 
response to a new policy defined by the system administrator. The average external 
load is constant (12000 req/sec, or 75% of the total cluster capacity). After 200 sec, 
the system administrator changes the control parameters for S3 as follows: ρ=5%, 
α=250, and β=3. The maximum rejection rate is decreased, and the importance of S3 
increases significantly. Fig. 10 shows the results of this scenario. 

Handling Failures 
The failure scenario evaluates the capability of the system to provide graceful 
degradation of the service quality in the case when a subset of servers fails. The 
average external load is constant (10200 req/sec, or 70% of the total system capacity). 
After 200 sec, 40% of the servers fail. The external load becomes now 106% of the 
total capacity of the system, so the system is overloaded. Fig. 11 shows the results of 
this simulation scenario. 

4. Discussion of the Results 
The results of the simulation scenarios presented in Figs. 8-11 show that our design 
partitions the cluster resources between several services, supporting the QoS 
objectives for each service, as long as the system has enough capacity. Moreover, the 
cluster provides differential treatment to services under overload, by allocating 
resources to them in function of their relative importance. 
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Fig. 11 Results for the failure scenario 
The system handles well fluctuations in traffic, provides support for changes in 
management policies to rapidly propagate and become effective, and recovers fast 
from failures.  
In the case of overload, however, we identify two potential problems. First, we 
observe a clear gap between the cluster utility  and the utility of an ideal system. Fig. 
9 and Fig. 11, which both show overload, indicate that the utility function does not 
converge towards the ideal utility. Second, Fig. 9 shows that, in case of overload, the 
rejection rate for S1 is higher than the rejection rate for S2, despite the fact that the 
importance of S1 is higher than the importance of S2. In this case, the system does not 
ensure a graceful degradation of the services according to their relative importance. 
We speculate that the above problems could be addressed by changing the 
methodology for estimating the rejection rates in case of a server switching services. 
In the following paragraphs we outline a new estimation method.  
First, we plan to change the structure of the advertised statistics in the system overlay. 
Currently servers advertise rejection rates in the system overlay. In the current design, 
servers estimate the rejection rates by computing an average of their local rejection 
rate and the rejection rates of their neighbors.  
At the beginning of an execution cycle, a server estimates the rejection rates in the 
event it leaves its current service (my_service) and joins one of the services it knows 
about. The service switch would lead to a decrease by one in the number of servers 
assigned to the service my_service and to an increase by one in the number of servers 
assigned to the new service. 
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As the relationship between the number of servers and the rejection rate is not linear, 
it is difficult to estimate the new rejection rates after the switch. Consequently, it is 
difficult to evaluate the potential utility gain following a service switch. In order to 
address this problem we plan to change the structure of the system neighborhood 
table: instead of publishing rejection rates, servers advertise numbers of processed 
and rejected requests. The relationship between the amount of resources allocated to a 
service and the number of processed requests is linear, so the estimation of the 
rejection rates becomes simpler.  
Second, a server switch from service my_service to service s results in an increase by 
one in the membership of s and a decrease by one in the membership of my_service. 
Our current design assumes that the amount of servers assigned to each service prior 
to the switch is proportional to the connectivity of the respective service overlay. We 
anticipate that evaluating the ratio of the memberships in the two services before the 
switch would increase the quality of the estimation of the potential utility gain. 
As far as the length of the simulation run is concerned, we learned from Fig. 8a that 
the system did not reach a steady state before the simulation measurements start, and 
the warmup period of 100 simulation seconds should be extended. 

Influence of the Utility Function 
The choice of the utility function affects the behavior of the system and can therefore 
be used to control the system. For instance, the manageability scenario shows how 
SLAs can be dynamically changed. Fig. 10 illustrates this behavior. After the control 
parameters of service S3 have been changed, the rejection rate for S3 decreases, while 
the rejection rates for the other services (S1 and S2) remain the same. However, certain 
choices for the control parameters can lead to undesirable effects. For example, 
assigning a high relative importance to one service leads to higher rejection rates or 
QoS violations for the other services. In such a case, the system attempts to over-
provision resources for the most important service, and therefore drops requests for 
other services, even if it is not overloaded.  

5. Discussion and Future Work 
This paper focuses on introducing self-management capabilities into the design of 
cluster-based services. Its intended benefits are to make service platforms 
dynamically adapt to the needs of customers and to environment changes, while 
giving the service providers the capability to adjust operational policies at run-time.  
The design is simple, decentralized and it efficiently allocates resources to various 
services, following an objective. We have expressed the cluster objectives using 
utility functions that take into account the QoS goals for each service and the relative 
importance of the services. 
We have used extensive simulations to study the system behavior and its performance 
characteristics. Simulations show that our design can partition the cluster resources 
between several services, enforcing the QoS constraints for each service. Moreover, 
the cluster can provide differential treatment to services, in function of the importance 
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assigned to each service by the system administrator. 
In the future, we plan to make an evaluation of the communication load, as well as 
processing load generated by each of the cluster control mechanisms (topology 
construction, request routing, service selection, dissemination of control parameters). 
While the design assures that the communication load for all these mechanisms is 
evenly distributed across the links of the management overlay and that the processing 
load is evenly distributed among the active servers, the actual values for these loads 
depend on several parameters, such as the length of an execution cycle and the 
connectivity of each overlay. 
We also plan to validate and refine the design through implementation. For this 
purpose, we will implement the design on our lab testbed, which includes 60 rack-
mounted PCs, and use it to run selected web service applications. Apart from proving 
the feasibility of the design, the testbed implementation will allow us to measure 
communication delays, execution times, server loads, etc., in well-defined scenarios, 
such as TPC-W [13] or Specbench [14]. Based on these measurements, we can refine 
our simulation model to predict the behavior of the system for configurations much 
larger than the testbed.  
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