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Abstract

Nature is rich in examples of how vision can be successfully used for sensing
and perceiving the world and how the gathered information can be utilized to
perform a variety of different objectives. The key to successful vision is the internal
representations of the visual agent, which enable the agent to successfully perceive
properties about the world. Humans perceive a multitude of properties of the world
through our visual sense, such as motion, shape, texture, and color. In addition
we also perceive the world to be structured into objects which are clustered into
different classes - categories. For such a rich perception of the world many different
internal representations that can be combined in different ways are necessary. So
far much work in computer vision has been focused on finding new and, out of
some perspective, better descriptors and not much work has been done on how to
combine different representations.

In this thesis a purposive approach in the context of a visual agent to object
recognition is taken. When considering object recognition from this view point the
situatedness in form of the context and task of the agent becomes central. Further
a multiple feature representation of objects is proposed, since a single feature might
not be pertinent to the task at hand nor be robust in a given context.

The first contribution of this thesis is an evaluation of single feature object
representations that have previously been used in computer vision for object recog-
nition. In the evaluation different interest operators combined with different photo-
metric descriptors are tested together with a shape representation and a statistical
representation of the whole appearance. Further a color representation, inspired
from human color perception, is presented and used in combination with the shape
descriptor to increase the robustness of object recognition in cluttered scenes.

In the last part, which contains the second contribution, of this thesis a vis-
ion system for object recognition based on multiple feature object representation
is presented together with an architecture of the agent that utilizes the proposed
representation. By taking a system perspective to object recognition we will con-
sider the representations performance under a given context and task. The scenario
considered here is derived from a fetch scenario performed by a service robot.
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Chapter 1

Introduction

The world is rich on visual information that can be extracted and utilized for
guidance in performing a variety of tasks. In order for an agent to perceive
and interpret the gathered sensoric information internal representations are
needed. For humans the most important modality for gathering information
about the surrounding world is the visual sense, which enables us to perform
such different tasks as navigation, servoring, and recognizing objects. For
this to be feasible a multitude of different internal representations is neces-
sary. It has for quite some time been a quest in computer science to use
vision in the same manner in robotics systems. Even though progress has
been made on performing some specific tasks a general purpose vision system
have still remained elusive.

In nature we can find all kinds of different representation used by animals.
The simplest types of representations being the ones that drives basic behavi-
ors directly. An example of such representations are the color representations
in the cabbage-white butterfly, Pieris brassicae, which are implemented by
the visual pigments in the photoreceptors of the butterflies eye which have
their sensitivity peaks corresponding to the wavelengths that drive certain
behaviors directly. Such as ’open space’ escape driven by wavelength at 370
nm (ultraviolet), feeding reaction at 460 nm and also at 600 nm (blue and
red), and egg-laying by wavelengths around 540 nm (green). These simple
behavior, together with other behaviors, makes it possible for the butterfly to
be a fully functional organism in a complex world. However for higher level
animals the behaviors used are not as simple, where the complexity can be
gained by combining different simple behaviors or by having more complex
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2 CHAPTER 1. INTRODUCTION

representations. This is e.g. clear from human color perception where we
can experience more colors than we have color receptors in our eyes indicting
that we have to combine the responses in some manner to experience this
and it does not drive our behaviors in the same direct way. From the rich
visual experience humans have it is clear that many types of representations
are used to make us aware of motion, shape, texture, color, etc. The simple
types of representations used for driving behaviors by simple organisms, some
times described as being representation-free due to the rudimentary nature
of the representation, have been a great inspiration to the field Behavior
Based Robotics, where simple behaviors are combined into a robot system
to enable it to perform more complex tasks. Behavior based robotics came
as a reaction to the classic artificial intelligence approach where complete
knowledge of the environment, in this field represented as symbols, is pre-
sumed and the controller of the systems plans and performs a sequence of
actions to complete its goal. This approach did not work because complete
information or representation of the world is typically not available.

For a general purposive artificial visual agent the internal representations
need to facilitate the agent in fulfilling a multitude of the different objectives.
From considering visual recognition tasks of the kind: “do I see an X(a
class of objects)?”; “do I see X(an exemplar)?”; “do I see a specific view
of an X?”; “do I see an X with some specific property(e.g. color)?” it is
clear that different kinds of representations are needed. Since the amount
of information is so copious in the world and the amount of memory of
any agent is restricted, the representations in addition need to be generic
and be able to accommodate novel objects, properties of objects and the
possibility of creating new representations through combination. Further,
to enable human interaction with an artificial visual agent, e.g. through a
speech interface, it is also desirable that the representations can be mapped
to semantics descriptions, such as blue, red, wooden, cup etc. From this it
is clear that a general vision system needs multiple representations.

Another virtue with using multiple representation for solving visual tasks
is the fact that it has the possibility to increase the robustness of performing
tasks, since different cues of an object might be salient in different contexts.
From the view-point of robustness it is further desirable that the represent-
ations can enable both top-down expectations and description of bottom-up
data, in order for them to bootstrap another cue or be used in a valida-
tion step from a hypothesis generated from other cues. This property of the
representations will allow the agent to combine the cues in a flexible manner.
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In most object recognition approaches in computer vision only a single
type of representation is used and the performance of the approach is usually
measured on the ability of using the representation to index into databases
where the object usually covers a large part of the image. However, it is
not usually considered how well a representation works for a specific task
or in a specific context. In this thesis a purposive approach, from the point
of a visual agent, to object recognition using multiple representations is
taken. By considering recognition as a process using multiple representations
embodied in an agent it is possible to evaluate different representations and
investigating their different strengths and weaknesses at performing different
tasks under given contexts. The first contribution presented in the thesis
is an evaluation of the performance of different representation for different
objects. Especially different interest operators in combination with different
descriptors was evaluated, since they represent a very promising technique
and there many different suggestions how to perform the different steps in
these approaches. The performance was measured with respect to how good
a representation discriminates between views but also for how good they
generalize from one view to views nearby on the view-sphere. The results
from this evaluation are then used to design object representations based on
multiple features together with an architecture used by the agent for solving
different recognition tasks more robust in a real world scenario, which is the
second contribution of this thesis. The objective and context of the agent
considered here is to determine whether or not an object is on the table top
in front of the agent. The scenario could be considered to be a step in a
fetch operation of a service robot where the table is found by the navigation
system of the robot and the grasping approach is started or not depending
on the outcome of the recognition process.

1.1 Organization of the Thesis

The thesis is organized as follows: Chapter 2 contains an overview of different
approaches used in object recognition. Representations, both from theories
of human vision and from machine vision are overview, with an overweight on
the representations used in the later chapters. In chapter 3 an evaluation of
the recognition performance of different representations for different objects



4 CHAPTER 1. INTRODUCTION

is presented. Especially different combinations of feature points detectors
and descriptors are considered. A further evaluation of the performance of
the representations in different contexts is presented in chapter 4. In chapter
5 a color descriptor based on a cognitive model of human color perception
is described, and a novel way of performing color edge detection is presen-
ted and used for shape based recognition. Chapter 6 describes an object
description and an architecture for object recognition that exploits multiple
and generic representations. The thesis is concluded with a discussion and
a direction for future work in chapter 7.



Part I

Background
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Chapter 2

Perception and Recognition

To suppose that the eye with all its inimitable contrivances for
adjusting the focus to different distances, for admitting different
amounts of light, and for the correction of spherical and chro-
matic aberration, could have been formed by natural selection,
seems, I freely confess, absurd in the highest degree.
Charles Darwin, The Origin of Species by Means of Natural Se-
lection

When looking around in the world we can without effort recognize previ-
ously seen objects and sort objects into categories that has been previously
learned, through our own earlier experiences and through the experiences of
our ancestors. This is indeed a remarkable phenomenon.

2.1 Light and Perception

There are multiple properties of the light that reaches the retina that can be
utilized for perception of the world. Light, as known from quantum mech-
anics, can be viewed as both a wave mediated by a electromagnetic field or
as a particle known as a photon. The way non light-emitting objects is re-
gistered by the photoreceptors in the retina is a function of the illumination,
the shape and the surface properties of the object, and the relative position
of the object and the eye. When light shines upon an object it interacts in

7



8 CHAPTER 2. PERCEPTION AND RECOGNITION

three basic ways: transmission, absorption and reflection. The illumin-
ation of an object can be described by its spectrum, the energy at different
wavelengths, and the direction of the incoming light relative to the object.
There are two basic models for the illumination that are generally used, the
first is a point light source, think of this as a good approximation of the sun
on a sunny day, and the other is a diffuse light source, an extreme case of
this is on a day with an overcast. The later is the normal situation which
makes it hard to approximate the shape of the surrounding, which can be
experienced while skiing when the snow looks “flatter” on cloudy days. The
illumination of an object in the real world is further complicated by the fact
that it is a product of many sources of illumination and also refractions from
other objects. The absorption of the surface of the object is generally also
wavelength dependent and thus changing the spectrum of the refracted light,
which is then perceived through our color perception. Thus the spectrum
of the refracted light is a function of the spectral composition of the light
source and the spectral refracting properties of the objects surface. From
the point of object recognition this fact complicates the problem since we
would like to have a representation and a stimulus that is only dependent of
the object and not the illumination.

There are two extreme cases of refraction, which are specular, where
the photon is refracted in one direction that is symmetric against the surface
normal, and matte, where the light is scattered in all directions. Surfaces
with latter property is known as a Lambertian surfaces. These two cases of
refraction are ideal and real surfaces is a combination of the two cases.

There is a property of light that we have ignored so far, polarization,
which is the direction of the E-field of the electromagnetic field that medi-
ates the light wave. Polarization is not feasible for human or other primates
to experience since the visual pigments in our photoreceptors rotates freely.
However, for many invertebrates and a few vertebrates, which have other
types of photoreceptors, polarization is well perceived and used for naviga-
tion, the sky has a polarization pattern that is visible even on cloudy days,
and for communication (Nilsson & Warrant 1999), where the animals coating
polarize the refracting light.

From the rather rudimentary radiometric description of image formation
above it can be seen that the light that is recorded on the retina is a function
of many different factors and that the proximal stimulus can be invoked
from several different distal stimuli, e.g. consider a red wall illuminated by
white light or a white wall illuminated by red light, or that the moon and
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the sun that have approximately the same visual angle even though one
is significantly larger than the other. This fact is usually phrased as the
vision problem is ill-posed. Under these circumstances, for perception to be
feasible, constraints in the form of internal representations are needed. The
constraints can be introduced either from general knowledge of the physical
world or by considering task specific knowledge (Tarr & Black 1994). In
spite of the fact that light formation is complicated and degenerated, nature
is full of functional vision systems.

2.2 The Origin of Vision

The records from the earliest vision systems are dated to be 530 million years
old and have been found in the famous fossil records on the Burgess shale in
Canada and the findings in Chengjiang, China, and Sirrus Passets on Green-
land.1 The appearance of eyes coincided with the emergence of larger and
more agile creatures during what is known as the Cambrian explosion under
which all presently existing major animal body plans evolved under a time
span of 5-10 million years. For billions of years life on earth had managed
without the ability to see. However, the innovation of harder structures as
bone and shells allowed the development of larger bodies which could contain
optical devices large enough to facilitate spatial vision. It has been specu-
lated (Land & Nilsson 2002) that through the innovation of vision and large
bodies the first visually guided and mobile predators evolved, creating a new
and high selection pressure which boosted the evolutionary rate. Accord-
ing to this view vision was from the beginning task oriented or purposive.
Visual perception was needed for hunting and staying clear of predators. An
example of the kind of purposive perception that would have been likely to
evolve first is the special purpose neural circuits found in the retina of frogs
that triggers on small moving black spots (Lettvin, Maturana, McCulloch
& Pitts 1959), interpreted to be a “bug detector” which is perceive as some-
thing edible, the “functionality” of a bug for a frog. In order to perceive bugs
the frogs performs image stabilization with its eyes and triggers on anything
that have a similarly motion pattern to a bug. A very simple and purposive
model for bug recognition with clear limitations, the frog will not perceive

1The first recorded vertebrate eye appeared some 20 million years later and were found
in a conodont, small eel-like animals, called Clydagnathus, which is the ancestral origin
of the eyes used to read this sentence.
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a non-moving fly as edible. Furthermore in a more general vision system,
like the human visual system, this kind of simple models would clearly not
suffice for the variety of tasks we are able to perform.

2.3 Neural Basis of Visual Perception

In today’s fauna the eye is omnipresent, existing in animals with virtually no
brain like box jellyfishes and in primates with large brains were approxim-
ately 50 per cent of the brain capacity is used for processing visual informa-
tion. This is a clear evidence how important visual information is for survival
and that it is helpful in a variety of different tasks. Since the objective of this
thesis is to investigate useful representations for object recognition the focus
in this part will be on what is known about recognition in biological systems
and especially in primates since they are probably the most advanced in this
area.

2.3.1 Shape Perception

The neural pathway involved in visual object recognition in monkeys and
humans is known as the ventral visual stream or pathway (Ullman 1996)
(Riesenhuber & Poggio 2002) (Tanaka 1997), see figure 2.1. The area in the
cerebral cortex of monkeys that is the last area along the ventral pathway
that receives a purely visual input is located in the temporal lobe and is
known as IT or TE (Tanaka 2000) and is thought to be the essential area
for object recognition. In general, neurons in IT are selective to moderately
complex shape features, however there are neurons that fires only for more
complex features like faces, and are ordered by responses to similar shapes
in columns. The human homolog of the IT area in monkeys is known as the
lateral occipital complex (LOC), that despite its name spans well into the
dorsal and temporal regions. There are several fMRI studies that implicates
the LOC area is involved in shape analysis and that it uses different cues
for the analysis, such as contours, shading, and texture, see e.g. (Kourtzi
& Kanwisher 2000). There has traditionally been consider (van Essen, An-
derson & Felleman 1992) that the early visual areas (V1-4) are involved in
analysis of simple local features like bars and that higher cortical areas are
involve in more complex shape analysis as the receptive field of the cells
grows in the higher areas e.g. LOC. This is now beginning to be questioned
(Kourtzi, Tolias, Altmann, Augath & Logothetis 2003) and it is suggested
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that global shape analysis is performed in the lower visual regions as well,
by cells with lateral connection and therefore larger receptive fields. What
can be said with certainty is that multiple cues are used for the analysis, e.g.
area V4 is for instance mostly associated with color perception and not with
shape analysis.

2.3.2 Color Perception

The sensation of color is one of the best understood perceptions in cognitive
science. The stimulus from when a light spectrum reaches the retina is
register by photoreceptors called cones. There are three different pigments
in the cones that absorb light at different wavelengths. The peaks in their
absorbance spectra are at 419, 531, and 559 nm which corresponds to the
sensations of the colors blue, green, and red. The three types of cones convey
three values of brightness for a spectrum, this is known as trivariance. The
color information is then mediated in what is called the parvocellular-blob
system, which goes via the lateral geniculate nucleus (LGN) to V1, V2 and
V4. In LGN many of the neurons show the characteristic of being exited
by one type of cone cells and inhibited by another. The fact that many of
the cells in LGN have an antagonistic input from red and green sensitive
cones explain why we never perceive anything to be “red-greenish”. Other
cells shows an antagonistic property between yellow and blue stimulus and
between white and black stimulus. The most important feature of our color
perception is the fact that color perception of objects is quite invariant to
the illumination of the object. On the cellular level this property can be
recorded in V4, while in the earlier stages the responses describes the actual
spectrum that excited the retina.

The exact representations of objects are not found at the neural level
in the brain but rather at a holistic level, which is often explored in a psy-
chophysical framework. Some different representations that has been put
forward in the literature which will be described in the following section.
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Figure 2.1: The major regions in the visual cortex of a rhesus monkey. The
ventral pathway involved in object recognition involves areas V1, V2, V3,
V4, and IT. The parental cortex (P), the last purely visual area in the dorsal
pathway, is involved in processing “where” objects are in a scene. The MT
area is involved in motion perception.
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2.4 Perception of Categories

The success of the perceptual act is intimately coupled with the
observer’s ability to build internal representations whose assump-
tions reflect the proper structure and regularities present in the
world.... Fundamental to perception is thus the notion that there
is indeed structure in the world.
Whitman Richards, Neural Computation

It is essential to our survival to perceive the function of objects, e.g. if
something is edible or if something is of danger to us. Two approaches for
explaining the perception of function have been proposed in the literature:

• Affordance

• Association after Categorization

Affordance is also known as the direct or unmediated approach. This view-
point, which was advocated by James J. Gibson, proposes that at least some
functions of an object can be perceived directly from the visual perception
of the physical structure of the object. Taking an affordance like ’sittable-
upon’, this defines a group of objects that we can sit on but do not have a
proper linguistic word for it. To make this type of perception possible we
must have perceived the form of the object before we have determined if this
object is ’sittable-upon’ or not. In addition the affordance of an object is
relative to the observer, what is ’sittable-upon’ for a giant is not ’sittable-
upon’ for a small child. This viewpoint is very similare to the perception
mediated through color for the butterfly described in chapter 1.

The second approach for explaining the perception of objects function-
ality is that it is mediated via categorization, i.e. the perception of function
is indirect. The theory suggests that some intrinsic properties of the distal
stimulus is extracted and matched against some object class, which then is
associated to some functions.

(Neisser 1989) has proposed that since the two modes of deriving afford-
ance and categorization is so different they would be accomplished by two
different neural system in the brain. His conjecture is that the “where” sys-
tem, as defined by (Ungerleider & Mishkin 1982), of the brain is responsible
for the direct perception and that the “what” system is responsible for the
recognition and categorization of objects, see figure 2.1. Much of what we
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need to know about out immediate environment for purposes of locomotion
and basic motor control is contained in the affordance information. The dis-
tinction between affordance and categorization is further blurred by that the
coupling between form and function is very different between objects, strong
for chairs and weak for computers.

2.4.1 General Aspects of Categorical Perception

All recognition theories must specify the representation of the object in
memory and the matching process between the representation and the stim-
ulus (Edelman 1999). The process can be further dissected into four com-
ponents:

• Object representation or proximal stimulus

• Category representation or memory

• Comparison process

• Decision process

Shape is the single most important feature for categorization (Biederman
& Ju 1988). But other properties like color and texture are also important,
this comes vary apparent when considering categories like lake or forest.
However if color is an intrinsic representation of categories, like yellow for
bananas, or if it is only connected to the categorical representation by associ-
ation is not clear (Noar-Raz, Tarr & Kersten 2003) (Biederman & Ju 1988).

The category representation and the perception, the proximal stimulus, of
an object has to be described in the same way, or in a way that is translatable
in the memory in order to facilitate a comparison. In a general sense the
representation can be described as a function. It is not clear if the comparison
process is done serially or in parallel in human recognition. This is related
to the notions of classification and identification used in computer vision.
Where the first approach is implemented as a multiclass classifier and the
second as a binary classifier. However an alternative way of implementing a
multiclass classifier is by performing many identification processes in parallel.
Given the large number of object categories people know about – estimated
by one theorist to be about 30,000 (Biederman 1987) – it seems virtually
certain that categories are matched in parallel in humans. This can be
compared to the fact that a serial implementation of a nearest-neighbor
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algorithm is O(dn2), where d is the dimension of the feature and n is the
number of categories in memory, whereas an parallel implementation has the
time complexity O(1). However, since most algorithms in computer vision
are implemented on computers with a single processor many approximative
algorithms that speed up the serial implementation has been developed, see
e.g. (Duda, Hart & Stork 2001).

The decision process which is based on the outcome of the comparison
processes takes the decision whether or not the match is good enough to
be consider to belong to a category. The decision process in general has
to handle both novelty, when we come across a new object that does not
belongs to a category we have yet seen, and uniqueness, that objects are not
categorized into several mutually exclusive categories. It would be wired if we
perceived something to be a cat-human-car, there are of course categories
that are not mutually exclusive like e.g. vehicle and car but they are at
different levels in the hierarchical taxonomy of categories, see figure 2.2. If
one formulates the categorization in a probabilistic frame work and let cj be
the known categories and s be the proximal stimulus we have

P (cj |s) =
P (s|cj)P (cj)

P (s)
(2.1)

Where the different terms are: P (s) - the overall probability of getting the
proximal stimulus s; P (cj) - the prior probability of that the category is the
distal stimulus, which is usually homogeneous for all categories, however if
e.g. contextual information is available the priors might be set to be non-
homogeneous; P (s|cj) - the probability of getting the proximal stimulus s if
the distal stimulus belongs to the category cj . From Bayesian decision theory
we get the decision rule defined as choosing the action αi that minimizes the
conditional risk

R(αi|s) =
n∑

j=1

λ(αi|cj)P (cj |s) (2.2)

where λ is the loss. This formulation gives us the possibility to weight in
aspects like that there might be more important to recognize a tiger then
an ant and choosing the appropriate action. Generally in computer vision
an equal loss is assigned to all miss respectivly correct categorizations. In
which case the optimal decision is

Decide cj if P (cj |s) > P (ci|s) ∀i 6= j (2.3)
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However this maximum a posteriori decision rule will not solve the fact that
novel categories need to be perceived. This can either be solved by intro-
ducing a new (junk) category cn+1 or by applying a threshold on P (cj |s).
It is however quite common in database indexing experiments that only the
category with the highest probability is chosen. This strategy would however
not suffice in the “real-world” just because the fact that we would encounter
novel objects belonging to new categories and a thresholding procedure is
necessary. Since the complete statistics are hard to estimate it is common
practice to evaluate the performance of a representation and metric by plot-
ting the “Receiver operating characteristics”, ROC, of its “signal”. The ROC
plot is constructed by varying the threshold and plotting pairs of the ratio
of false positives and the ratio of successful hits for each threshold giving a
good indication of the performance of a representations ability to descrim-
inate between if the distal stimulus belongs to the category or not.

Categorical Representations

How does one define the category dog? The classical answer to the question
came from Aristotle by defining a category by a set of rules that are necessary
and sufficient conditions for the membership in that category. This definition
of categories been criticized and overthrown by (Wittgenstein 1953) and by
(Rosch 1973)(Rosch 1975a)(Rosch 1975b)(Rosch & Mervis 1975) who claims
that visual categories are not made up of any specific set of features. An
example of this is the faces of a family which are usually recognizable not
because they all have a common set of features, but because they are glob-
ally similar in ways that can not be captured by simple logical rules. The
basic idea, propose by Rosch, is that a prototype make up a definition of
a category rather than a set of rules. Where the prototype is the best ex-
ample of a category, which can be seen as the “average” of the category. The
difference between the two viewpoints is mainly that the prototype repres-
entation is defined by an instance while the Aristotelian approach defines
a set of rules for membership. Further does the prototype approach allow
continuous gradation of membership while the decision is only binary in the
Aristotelian approach.

The discovery of prototypes let Rosch go on and try where in the cat-
egorical hierarchy humans first do categorization. Figure 2.2 describe the
hierarchy of categories in two alternative ways, a tree structure and a Venn
diagram. The level where most people do their categorization is called the
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basic-level category, The categories above are called superordinate categories,
and the level below the basic-level is the subordinate level categories. As an
example if people are shown a picture of Lassie most people would categorize
her first as a dog, and no as an animal or as a collie. Rosch originally defined
three different criteria for basic level categories:

• Shape similarity

• Similar motor interaction

• Common attributes

However the two first criteria can be considered special cases of the more
general criterion common attributes, they are however two very important
criteria.

(Jolicoeur, Gluck & Kosslyn 1984) made a series of studies on the hier-
archy of categorical perception. They found that people do not always first
categorize object on the basic level, they found instead that some objects,
called atypical objects, where categorized into the subordinate level. For
instance if people are shown an ostrich they will not categorize it as a bird
but rather as an ostrich. The level were people categorize objects into first
are called entry-level categories.

Prototypical representations are not only found for object categories but
also for properties of object like colors. The colors found coded by the
neurons in the LGN, see 2.3.2, black, white, red, green, blue, and yellow,
forms the most universal focal colors in our color perception. Focal colors
are defined by the colors that people pick out when they are ask for the best
representing color for basic color terms (Berlin & Kay 1969) which is define
as words that:

• consist of morphemes, like red, and not dark red.

• are commonly used.

• describes color that is not considered a hue of another color.

• not describe the color property of a specific class of objects.

The English language contains eleven basic color terms: black, white, red,
yellow, green, blue, brown, purple, pink, orange, and gray. Other languages
contains as few as two words which is then light-warm and dark-cool. If one
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ranks the basic color terms in order of the frequency in languages one gets the
following order: black, white, red, yellow, blue, green, brown, purple, pink,
orange, gray.2 The fact that there is a general consensus among people what
colors are the best representative, a prototype, of a color shows that there is
a degree of membership for different hues of the same color. Further when
recalling the color of an object people usually remember it as being more
resembling to the focal color than it really is indicate that the prototypes
are used in our object representations.

2.4.2 Orientation effects

Human’s ability to recognize and categorize is effected by which view of
the object is seen. (Jolicoeur 1985) showed that subjects are indeed faster at
categorizing pictures of objects in their normal upright orientation than when
they are misoriented by rotating them around the axis of the line of sight.
Hence object categorization is not orientation independent and a theory for
explaining object categorization must also explain how this is possible. The
influence of the relative viewpoint was further explored in (Logothetis, Pauls,
Bulthoff & Poggio 1994). The ”goodness” of a perspective of an object can be
defined as the time it takes for a person to categorize an object. The ”best”
view, e.g. the one that it take humans the least time to categorize, is called
the canonical perspective. There is a clear and systematic variation in the
time it takes people to name an object depending on the view presented to
them. The two hypotheses for explaining these variations are the frequency
hypothesis and the maximal information hypothesis. The first is saying that
the canonical perspective is the one we most frequently see of an object and
the latter is saying that it is that it is the view that carry most information
about the object that is the canonical view.

2.4.3 Contextual information

Besides the properties of the object there is also a contextual effects on the
categorization of an object. The visual system seems able to use contextual
information to facilitate perception when the usual relation among objects
hold. In ”normal” situations, were the object is expected to be, object are

2In swedish the same word was used for both purple and brown, “brun”, until the
introduction of “lila” in the 19:th century.
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categorized fast and accurate but in “abnormal” situation the recognition
takes a longer time.

2.4.4 An Evolutionary Outlook on Prototypes and
Generalization

The neurosystems ability to categorize might be a reflection of the speciation
process that prevents a display of continuum of biological diversity, including
the physical appearance, but rather clusters with some variation and there-
fore enforce the particulate structure that perceptional categories display. It
is intriguing that the development of all major body plans coincided with
the development of the first vision systems. Today categorization is present
both across species and in all kinds of brain activities, such as motor actions,
perception of different modalities, and speech (Ghirlanda & Enquist 2003)
(Lakoff 1990).

2.4.5 Object Categorization via Reconstruction

Many version of theories for categorization via reconstruction of the shape of
the object has been developed by computer scientists and computationally
oriented psychologists among others (Binford 1971)(Biederman 1987) and
(Marr & Nishihara 1978). In these theories there are usually four-stages of
processing that lead to a 3D description of objects for categorization. The
stages are generally: image-based, surface-based, object-based, and
category-based.

Recognition by Components Theory

In this theory, also known as the geon theory, objects are represented by
the spatial arrangement of simple geometric components. In the basic of
the theory lies that objects are stored in the memory as geons and that the
object that is observed can be described with some geons. However there is
currently no algorithm that can derive an geon representation from a gray
scale image, even though there has been serious tries such as (Hummel &
Biederman 1992) JIM neural network implementation.
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2.4.6 Categorization via Function

(Stark & Bowyer 1991) describe a system that does categorization based
on object description of faces and vertices via functional property. The
categorization is if the object belongs to the basic-level category CHAIR or
not, if it is a CHAIR it is further classified into subordinate level categories
which in this implementation consists of Conventional Chair, Balance Chair,
Lounge Chair or Highchair. The description of a category in the system is
a functional description rather than a geometrical or structural object. So
in the case of a conventional chair it should have a sittable surface and a
stable support. The backside of the system is that it is not mention how the
geometric description of the object should be derived from image data.

2.4.7 View-dependent Representations

Here several other theories have been put forward, such as aspect graphs
(Koenderink & van Doorn 1979), alignment of 3D-models to 2D-data (Huttenlocher
& Ullman 1987), (Lowe 1985), (Ullman 1989) and alignment with 2D-views
(Poggio & Edelman 1990), (Ullman 1996), and (Ullman & Basri 1991).

Aspect graphs

An aspect graph is a network of representations containing all topologically
distinct 2-D views of the same object. This idea of recognizing an object
by match its current view to a set of qualitatively distinct representations
from different views was proposed by (Koenderink & van Doorn 1979). Each
viewpoint, aspect, of the object is described by its topology is represented
as a node in a graph. A viewpoint with a different topology forms another
node. Two nodes in the graph are connected if there is a continuous transition
between the two viewpoint represented by the nodes.

Alignment with 3D-models

In this theory the object recognition process is done in four major steps.

• Find correspondence between a few salient image features and model
features.

• Determine the viewpoint that best aligns these features of the image
with the corresponding features of the 3D-model.
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• Compute the projection of the full 3D-model onto a 2D image plane
from the viewpoint determined in step 2.

• Determine how good the fit of the model to the image is.

(Lowe 1991) presents a way of matching 3D-models of object to 2D fea-
tures extracted from real image data. The matching is done by that the
3D-model is project into the image plane. In addition a stabilization method
is used which use a prior model of the uncertainty in the model parameters
and an estimate of the standard deviation of the image features. The nu-
merical method used for finding the transformation parameters is Levenberg-
Marquardt.

Alignment with 2-D View Combinations

Instead of having a 3D model of the object in the memory another possible
representation is several 2D views. E.g. (Ullman & Basri 1991) showed that
it is possible to reconstruct intermediate views from linear combinations of
three orthographic projections of the object.

2.4.8 Part Structure

Many objects have salient part, as an example a human has a head, arms,
legs, and a torso. There is evidence that the perception of parts is important
for categorization. (Biederman & Cooper 1991) has done a lot of studies
using the priming paradigm to prove this. Recently there has been a lot
of development of part-based representations combined with global shape in
computer vision, e.g. (Weber, Welling & Perona 2000) which is presented in
a more detailed description later in this chapter.

2.5 Object Representations

Besides the categorical representations human memory also contains repres-
entations of specific objects, this is especially striking for faces for whom we
are extremely good at recognizing the faces of different individuals. From
the field of computer vision there are many examples of representations pro-
posed for the object level. The object level can also be considered to be the
very smallest subordinate category containing only one object.
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Position(x,y) Scale Orientation Descriptor Matching
Harris Max Laplacian Average Orientation Jet SSD Ratio

Extrema in DOG Peak in Ori. Hist. SIFT keys SSD

Figure 2.3: The different steps that are common for approaches with local
photometric descriptors computed at interest points for object recognition
and examples of different suggestions for the different steps.

2.5.1 Local Photometic Descriptors

In the computer vision literature there has been a great body of work us-
ing local photometric descriptors computed at interest points for object re-
cognition and it has shown great promise at be successful, e.g. (Rao &
Ballard 1995) (Schmid & Mohr 1997) (Lowe 1999). Several similar ap-
proaches have been developed with variations in how the different steps are
performed, the fundamental steps can be dissected into the steps described
in figure 2.3.

Interest point detection and Scale Selection

The idea of using interest points for solving the correspondence problem
between two images can be traced back to (Moravec 1980), were the min-
imum of four directional variances, in horizontal, vertical and two diagonals
direction, was used as the interest measure. In this context a point is con-
sidered “interesting” if it is a local maximum. The use of an interest operator
instead of using a dense sampling, in all positions and scales, of the features
makes the recognition faster and more robust if the operator shows good
repeatability by triggering on the same location and scale independently of
the external conditions.

Extremal in a Difference of Gaussian Pyramid The principal of de-
termining characteristic scale by determining local maximum of some com-
bination of normalized derivatives was proposed in (Crowley & Parker 1989)
and explored for different features in (Lindeberg 1998), e.g. the Laplacian. In
(Lowe 1999) this approach was adopted to efficiently detect stable point loc-
ations in scale space by selecting extremal points in a Difference-of-Gaussian
function

D(x, y, σ) = (G(x, y, kσ)−G(x, y, σ)) ∗ I(x, y) (2.4)
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Figure 2.4: Example of difference of Gaussians extrema found on an object.

where G(x, y, σ) = 1
2πσ2 e

−(x2+y2)

2σ2 and I(x, y) is the image. The choice is mo-
tivated by the computational efficiency and the similarity to scale-normalized
Laplacian of Gaussian, σ2(Lxx + Lyy), which was used by (Lindeberg 1998).
In recent work, (Lowe 2004) have determined that a good value for k in equa-
tion 2.4 is 2

1
3 . Further (Lowe 2004) suggested that suppress points located

on edges with high curvature in only one direction would increase the per-
formance since those points are known to be unstable. It is suggested that
a good criteria for a stable interest point is if the ratio of the eigenvalues of
the Hessian matrix

H =

[
Lxx Lxy

Lxy Lyy

]
(2.5)

is larger then 10. Further, instead of selecting the integer values for the
position and scale a preciser estimate is found by determining the interpol-
ated maximum of the 3D quadratic function given by the Taylor expansion
around an interest point, (Brown & Lowe 2002) has shown that this will in
fact increase the stability for the selected features when they are matched.
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Harris and Maximum of Difference of Gaussian The interest point
detector (Harris & Stephens 1988) is defined by computing the auto-correlation
matrix, also known as the second moment matrix,

C(σ) =

(
Lx(σ)2 Lx(σ)Ly(σ)

Lx(σ)Ly(σ) Ly(σ)2

)
(2.6)

where Lx(σ) = − x
2πσ4 e

−(x2+y2)

2σ2 ∗I(x, y), and selecting points were the matrix
has two large eigenvalues, thereby locating points which have large intensity
changes in two directions. C at a point is estimated by computing it in a
region around the point. The function defined by (Harris & Stephens 1988)
for extracting the interest points was

det(C(p, σ))− αtrace2(p, σ)) > threshold (2.7)

for which points also are a local extrema. To make this approach scale invari-
ant the points can be detected in a scale-space with an additional constraint
by rejecting the points where the Laplacian-of-Gaussian over scales is not an
extreme and is greater than some threshold (Mikolajczyk & Schmid 2001).
An example of the selected features using this approach can be found in
figure 2.5. This approach has also been extended into making the detected
features affine invariant (Mikolajczyk 2002), see example of the detected fea-
tures in figure 2.6. Were the affine Gaussian kernel is a generalization of the
uniform Gaussian kernel and is defined as

G(p,Σ) =
1

2π
√

detΣ
e
−pTΣ−1p

2 (2.8)

where the matrix Σ can be written as

Σ = RT DR =

[
cos θ − sin θ
sin θ cos θ

] [
σx 0
0 σy

] [
cos θ sin θ
− sin θ cos θ

]
(2.9)

This approach will make the selected feature not only scale invariant but
also invariant to affine view point changes, however, the drawback of the
approach is the computational cost for determining the extra parameters of
the affine scale-space.
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Figure 2.5: Example of scale invariant Harris interest point detector.

Orientation

After a location in scale and position of a interest point a distinct orientation
of each point is assigned to make the descriptors invariant to rotations in
the image plane. This can be done by computing the gradient direction at
the point. However, there are more robust ways. (Lowe 2004) used peaks
in a low-pass filtered histogram of the gradient direction weighted by the
gradient magnitude and a Gaussian-weighted window around each interest
point. An alternative is computing an Gaussian- and magnitude-weighted
average of the gradient orientation around the point.

Descriptors

In this section different types of features used for describing the surrounding
of a interest point is presented.

Normalized Pixel Patches The most straight forward way of describing
a local neighborhood around a point is by representing it with the pixel
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Figure 2.6: Example of affine and scale invariant Harris interest point de-
tector.

values in a region. To make the descriptor robust against linear intensity
transformations, I ′(p) = aI(p) + b, due to e.g. illumination change of the
object, the pixel patch r can be normalize to rnorm = 1

σr
(r − r), where σr

is the standard deviation and r is the mean of the patch. A reasonable size
region, e.g. a patch that is 11x11 pixels, creates a feature vector that is 121
dimensional. To make the patch descriptor invariant to scale and rotation
it can be scaled and rotated in the direction of the estimated orientation, as
described above. The values of the new sampling grid can be determined via
bilinear interpolation.

Gaussian derivatives An alternative and more compact way of describ-
ing the region around an interest point is by computing a vector of Gaus-
sian derivatives in the point. The derivatives can be steered (Freeman &
Adelson 1991) in the assigned orientation and scaled according to the estim-
ated scale of the point. Taking the Gaussian derivatives up to the fourth
order creates a feature vector that is 13 dimensional. Here follows a table
with the Gaussian derivatives where the normalization constants have been
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omitted for convenience.

Gx = −xe
−(x2+y2)

2σ2

Gy = −ye
−(x2+y2)

2σ2

Gxx = (x2 − σ2)e
−(x2+y2)

2σ2

Gxy = xye
−(x2+y2)

2σ2

Gyy = (y2 − σ2)e
−(x2+y2)

2σ2

Gxxx = (−x3 + 3xσ2)e
−(x2+y2)

2σ2

Gxxy = (−x2y + yσ2)e
−(x2+y2)

2σ2

Gxyy = (−xy2 + xσ2)e
−(x2+y2)

2σ2

Gyyy = (−y3 + 3yσ2)e
−(x2+y2)

2σ2

Gxxxx = (x4 − 6x2σ2 + 3σ4)e
−(x2+y2)

2σ2

Gxxxy = (x3y − 3σ2)e
−(x2+y2)

2σ2

Gxxyy = (x2y2 − x2σ2 − y2σ2 + σ4)e
−(x2+y2)

2σ2

Gxyyy = (xy3 − 3σ2)e
−(x2+y2)

2σ2

Gyyyy = (y4 − 6y2σ2 + 3σ4)e
−(x2+y2)

2σ2

SIFT key Another local photometric descriptor is the Scale Invariant Fea-
ture Transform, it was introduced in (Lowe 1999) and is inspired by the re-
sponses of neurons in the IT cortex. The descriptor is a histogram of the
gradient orientations, sampled over a 4-by-4 grid around the interest point,
with eight orientation bins at each position of the grid, producing a 128
dimensional vector. The grid is directed in the dominant direction around
the local extreme point to cancel out effects from image rotation and scaled
according to the determined scale of the point.

Matching

There are many metrics that have been proposed for matching the features
computed at interest points, here follows a few of them. A common metric
used for finding the goodness of a match is the sum of square differences
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between two n dimensional descriptors, da and db, is defined as:

SSD(da,db) =
n∑

i=0

(da
i − db

i)
2 (2.10)

This assumes that the error in the estimated feature is Gaussian with equal
variance in all dimensions, which is a reasonable assumption if no data is
available. A second frequently used metric in the Mahalanobis distance
which is defined as

MD(da,db) = (da − da)Σ−1(da − da) (2.11)

where Σ is the covariance matrix of the descriptor in a given dataset. Hence,
this metric can only be used if the covariance can be estimated and is there-
fore usually used for indexing into databases. Also other type of kernels,
generalized inner products, have been used for matching (Wallraven, Cap-
uto & Graf 2003).

Another metric, proposed by (Lowe 2004), used for matching is the quo-
tient of the SSD measure of the best match and the second best match of
the descriptor in an image. This can seem to be a bit ad hoc, however, it
turns out to perform well in practice.

Recognition Approaches Based on Local Features

A basic recognition scheme using local features can be formulated in a
probabalistic framework where the probability of the presence of an object
from one local feture is

P (Oi|k) =
P (k|Oi)P (Oi)

P (k)
(2.12)

where k is the descriptor and Oi is the object. For several local features the
equation becomes

P (Oi|
∧
n

kn) =
P (
∧

n kn|Oi)P (Oi)
P (
∧

n kn)
(2.13)

which can be written as

P (Oi|
∧
n

kn) =
∏

n P (kn|Oi)P (Oi)
P (
∧

n kn)
(2.14)
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under the naive assumption that the features are independent.
A recognition scheme can now be formulated as selecting the object Oi

for which Oi = argmax P (Oi|
∧

n kn) and P (Oi|
∧

n kn) > Threshold where
the threshold is estimated from statistics from background images. The ba-
sic maximum a posteriori selection does not suffice as criteria with the same
motivation as earlier in the chapter. However, since the matched features are
also only correct with some probability, which is dependent on the stability
of the measured feature of the object and the background it can be rather
cumbersome if at all possible to estimate all probabilities involved and other
approaches such as voting are usually used. In a basic voting strategy each
local match votes of the object where the local matching metric is lower
than some estimated threshold. A decision strategy can then be formulated
as choosing the object with the most local matches or the highest ratio of
local match that is greater than some threshold that has been estimated from
the number of matches for distal stimulus that do not contain the object,
i.e. background images. To further increase the reliability of the recognition
other constraints might be used. Often the global shape is used as an addi-
tional feature and the local features votes on the scale and position of the
corresponding object of the local match using the General Hough Transform
(Ballard 1981). The position is then located by finding the peak in the his-
togram of the general hough transform. And the decision strategy can be
formulated as previously. The basic General Hough Transform has problem
resolution of the binning of the histogram, which can however be overcome
by using a mean shift approach (Cheng 1995). Other approaches like estim-
ating the homography between the local matches of the image and the object,
using the RANdom SAmple Consensus (RANSAC) (Fischler & Bolles 1981)
algorithm for removing outliers, have also be used, e.g. (Mikolajczyk 2002).

Extending the Local Matching Approach to Categorical
Recognition

The above described methods have mostly been used for indexing into large
image databases looking for similar image structures e.g. (Schmid & Mohr
1997) or for identifying objects (Lowe 1999) but lately the approach with
local features and global shape has been expanded into trying to represent
categories. E.g. in (Weber et al. 2000) an appearance-based method to learn
category models, containing the categories distinct parts, from unlabeled and
unsegmented cluttered scenes for visual object recognition is presented. To
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extract the features parts for the model first small highly textured regions
are found via an interest point operator and then choosing similar features of
normalized pixel patches that occur in the images using k-mean clustering.
Which will result in clusters of features belonging to the background and to
the category. Then the full categorical model is learned by determining the
number and which parts that describe the category the best via expectation
maximization where the global shape model is the relative positions of a
number of parts which locations are Gaussian distributed. The method was
tested on classification of human faces and rear views of cars. In (Leibe &
Schiele 2003b) an approach toward segmenting out previously learned object
categories, here a category is defined as the side-view of cars or the side-view
of cows, is presented. The basic feature in the system is intensity patches
(25x25 pixels) selected around a Harris detector. At the learning phase
agglomerative clustering is done on the patches creating a code-book of new
patches. For every cluster, beside the appearance, the relative positions of
each member patch to the object center is stored. In the recognition phase
sparse, via the Harris detector, or dense sampling of new image patches
can be performed and be match against the previously learned code-book.
When a patch is matched against a code-book entry a vote is cast for all
the corresponding hypothetically object centers in a voting space. After all
patches have voted the maximum in the voting space vis selected as the first
hypothesis of the object and its location. To achieve segmentation a mask
is derived for each cluster at the agglomeration phase from a well defined
masks of the objects in the database. After the peak has been found in the
voting space the supporting patches are found and the corresponding masks
are projected in the the image creating a mask of the object. Noteworthy
is that in these approaches a category is defined as a view of a semantic
category.

2.6 Other Feature Selection Approaches and
Descriptor

(Matas, Chum, Martin & Pajdla 2002) and (Obdrzalek & Matas 2002)
present a new type of feature selection for finding regions used for index-
ing in databases or finding correspondence. The feature is called maximally
stable extremal regions and are found through thresholding an image at all
integral threshold values and finding the regions where the area change while
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Figure 2.7: Example of maximally stable extremal regions found on an ob-
ject.

increasing or decreasing the threshold is locally minimal. An example of re-
gions found can be seen in figure 2.7. The detection is efficiently computed
by a standard union-find algorithm. The regions are robustly selected un-
der affine illumination change. Matches are then described by correlating
normalized image intensities after the patch containing the region has been
shape normalizing using the square root of the inverse of the covariance
matrix and rotated in an normalized direction determined from a contour
distance histogram.

In (Fergus, Perona & Zisserman 2003) an approach to object categoriz-
ation is presented which is based on the work of (Weber et al. 2000). Here
a category is defined as a view of an category such as cars. The local fea-
ture, that is the part of an category, is extracted from the image are sali-
ent regions that are assigned a position and scale. The salient regions are
found by computing the entropy of histograms computed in a circle around a
point, see figure 2.8 for an example. The radius, i.e. scale, that corresponds
to the histogram with the highest entropy is selected (Kadir, Zisserman &
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Figure 2.8: Example of salient features found on an object using the approach
suggested by Kadir et al.

Brady 2004). This detector should according to the authors by more repetit-
ive in positions across exemplars in a category then other interest operators.
The categorical representations are defined by the parts of the objects and
the parts relative spatial distribution. The appearance of the parts and the
spatial distribution of them are all modeled as Gaussian distributions. The
model of the object classes are learned by using expectation maximization,
EM. The approach was tested on the object classes motorbikes, airplanes,
faces, car (side-view), cars (rear-view), spotted cats.

2.6.1 Contour Based Approaches

(Salinger & Nelson 1999) presents a system that uses four hierarchies of
perceptual grouping of contours for object recognition. At the first level of
the hierarchy pixels are grouped into edges with end points at points with
high curvature. Sequentially the longest edges are selected and normalized
into 21x21 Keyed Context Patches containing both the selected curve and
surrounding curves. The representation of the object on the third level,
which is described to be the most important for the performance of the
system, the relative positions of the context patches are described. At this
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level in the recognition phase the context patches are grouped together to
form hypotheses of the object and the 2D view of the object. The fourth
level is grouping of proximity but for the 3D structure of the object which
could be utilized in e.g. grasp planning.

(Belongie, Malik & Puzicha 2002) presents a novel way of finding cor-
respondences between points of two shapes. This is done by means of a
descriptor, called shape context, which is a log-polar histogram of the edge
points relative to a reference point. After the correspondences are found
between two shapes the similarity of two shapes can be estimated by the
magnitude of a regularized thin-plate spline transformation and the match-
ing errors of the corresponding points. To find two corresponding points
between two shapes the two histograms characterizing the points, hi and hj ,
are matched via the χ2 measure:

Ci,j =
1
2

K∑
k=1

(hi(k)− hj(k))2

hi(k) + hj(k)
(2.15)

2.7 Global Descriptors

This section describes different view-variant representations of global descriptors
of the objects rather than the sparse representations described previously.
In these approaches the whole appearance of an view is represented this have
the downside that in cluttered scenes the object needs to be segmented out.
This is usually avoided in two ways either be a naive approach where this
fact is disregarded and the appearance is computed from the whole image
and matched against the representation or by using a window function that
runs over the image and then the appearance of each window is compared
to the representation.

2.7.1 Histogram Approaches

Color Histograms

(Swain & Ballard 1991) introduced an appearance based object recognition
scheme based on histograms of color values. The representation of the the
objects are histograms of their color values, here defined by the opponent
color space and cromaticity color space. The binning of the histograms is
sparser on the intensity axis to introduce some illumination invariance. In
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the recognition phase the color histogram of the observed image is measured
against the object models using a method introduced here called Histogram
intersection. To find the position of the object in a scene a method called
Histogram Backprojection is proposed where each pixel in the image of the
scene is assigned the corresponding histogram value of the object. The draw-
backs of the suggested approach is that the color histograms of object will
vary under different illuminations and that only exemplar recognition is pos-
sible. An approach presented in (Funt & Finlayson 1995) is based on (Swain
& Ballard 1991) and extends it by making the histogram more invariant to
different, either spatially or spectrally, illuminations. This is accomplished
by indexing on derivatives of the logarithm of the colors instead of raw pixel
values as done in (Swain & Ballard 1991). This is essentially the same as tak-
ing the difference of neighboring pixels, and thus factoring out the illuminant
that can be considered to be locally constant.

Receptive Field Histograms

Histograms of filter responses were used for object recognition in (Schiele &
Crowley 2000), using up to six dimensional histograms of filter responses of
first order Gaussian derivatives, the Laplacian, and the gradient magnitude.
Recently (Linde & Lindeberg 2004) demonstrated better results using higher
dimensional histograms with up to 14 dimensions, combining filter responses
and color information. To make it feasible to store the histograms a sparse
representation of the histograms was used, storing only the non-zero bins.

Histograms with Multiple Cues

(Mel 1997) used a 102 feature vector computed by creating a histogram of
the filter responses run over the entire image. The filter were color circles
with different hues and saturation, corners, blobs of different shapes and
form, contour segments, and gabor filter. The matching were computed by
nearest-neighbor classification with a the-winner-takes-it-all strategy.

2.7.2 Object Detection Using Wavelet Features

Many different approaches using wavelet or wavelet-like representations for
describing views of object classes have been suggested, e.g. (Papageorgiou,
Oren & Poggio 1998)(Viola & Jones 2001)(Schneiderman & Kanade 2000).
One attractive property with wavelets is the fact that they contain both
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frequency and positional information, i.e. the global shape and the local
appearance. These approaches can be dissected into two major steps. In
the first step the most descriptive features, wavelet basis, of the appearance
is either determined by statistical analysis or tailored by hand. E.g. in
(Papageorgiou et al. 1998) the appearance is of faces and pedestrians is rep-
resented the most descriptive coefficients from three Haar wavelets basis at
two scales. The second step consists of training a classifier, e.g. Support Vec-
tor Machine in (Papageorgiou et al. 1998) or AdaBoost (Viola & Jones 2001),
in the later the selection of features and training of classifier is intertwined.
In the former boosting, retraining the classifier with misclassified objects, is
also used to increase the performance of the SVM.

2.7.3 Image Feature Spaces

In (Murase & Nayar 1995) an appearance based approach to recognition
is taken using Principal Component Analysis, PCA. Object representations
are learned from images and enable both recognition and pose estimation.
The representation is called a parametric eigenspace, where the objects pose
and illumination is parameterized. The image set from were the models are
learned are taken from a rotating robot arm under varying illumination. Each
object is represented in two different spaces - ”the universal eigenspace”, used
for recognition, computed from all images and ”the object eigenspace”, used
for pose estimation, which is computed one for each object from all the views
of the object. In order for the approach to be illumination independent the
brightness of the images are normalized. The approach assumes no occlusion
and that the object can be segmented from the background and that a pixel
correspondence is found in the image.

In (Roobaert 2001) used support vector representations learn for raw
pixel values of objects appearance against black and white backgrounds, in
order to make the representations background independent. At the recogni-
tion phase with the objects in natural scenes the matching is performed by
matching the representations again sub-images in an image scale pyramid of
the scene.
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Chapter 3

Evaluation of Representations

In this chapter an evaluation of the influence different interest point detect-
ors in combination with different local photometric descriptors and different
matching metrics has on the performance of object recognition is presented.
The evaluation was conducted on the coil-20-unprocessed database (Nene,
Nayar & Murase 1996) by measuring the ability of the different combinations
of interest operators and descriptors to represent and identify the different
objects. The following issues were explored: how good are the combina-
tions in general, is there any difference in the performance between objects
and/or between different views of an object, and over how large part of the
view-sphere does a good representation generalize? Since interest operators
depend on rich image information it is reasonable to predict that the success
of the local feature approaches will be dependent on the amount of surface
marks on the object. We further explored the influence the metric used for
matching the descriptors has on the performance. The results were then
compared to the performance of two descriptors of different characters. The
first being shape context which describes the contours, inner or outer, of the
object. For shape context it is reasonable to assume that the approach is
more robust for objects with fewer inner contours, which are not as stable,
than outer contours. The second descriptor were receptive field histogram
which describes the whole appearance of an object. What is presented here
is a short version of a larger study (Furesjö & Christensen 2004).
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3.1 Related Work

In (Mikolajczyk & Schmid 2003) an extensive study with Harris-Laplace
(Mikolajczyk & Schmid 2001), Difference-of-Gaussians (Lowe 1999), and
Harris-Affine (Mikolajczyk 2002) interest point detectors in combination
with six different descriptors: normalized pixel patches, SIFT keys (Lowe
1999), Gaussian derivatives as steerable filters (Freeman & Adelson 1991)
and differential invariants, also known as local jets, (Koenderink & van
Doorn 1987), complex filters (Schaffalitzky & Zisserman 2002), and moment
invariants (Tuytelaars & Gool 2000) was presented. The evaluation was
performed on a test set containing images of different scenes and using the
different descriptor to index into a database containing 1000 images. Each
detector/descriptor pair was tested for image rotation, scale, view-point, and
illumination change. Three different metrics were used for matching the dif-
ferent descriptors: Euclidean for SIFT keys, normalized cross-correlation for
pixel patches, and Mahalanobis distance for all others. Further an evaluation
of the repeatability and the information content, measured by the entropy
of local jets, of different interest point detectors was presented in (Schmid,
Mohr & Bauckhage 2000). In (Lowe 2004) several evaluations, consider-
ing the repeatability respectively the distinctiveness, of the influence of the
different parameters used for determining the local extrema points of the
Difference-of-Gaussian function and the SIFT key descriptor was performed.
(Leibe & Schiele 2003a) have performed a comparison of color (Swain &
Ballard 1991), texture (Schiele & Crowley 2000), local (Belongie et al. 2002)
and global (Murase & Nayar 1995) shape features on the task of classify-
ing objects into “basic level” categories. The best overall performance for all
categories was achieved with the local contour descriptor, however, it is note-
worthy that it was not the best feature for each single category, suggesting
a need for a multiple cue approach.

3.2 Evaluation Specifications

The evaluations were conducted on the coil-20-unproc database (Nene et al.
1996), examples of the images can be seen in figure 3.1. The database con-
tains images of five objects taken five degrees apart along a small circle
of the upper view-sphere, making a total of 72 images of each object. In
this evaluation we have considered six combinations of detectors/descriptors
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with two different matching criterion, SSD and ratio of best and second best
match, were the ratio threshold was set to four. The six combinations of
detector/descriptor were:

• SIFT keys computed at Difference-of-Gaussian local extreme points.

• Jets computed at Difference-of-Gaussian local extreme points.

• Pixel patches computed at Difference-of-Gaussian local extreme points.

• SIFT keys computed at Harris/Difference-of-Gaussian points.

• Jets computed at Harris/Difference-of-Gaussian points.

• Pixel patches computed at Harris/Difference-of-Gaussian points.

The different representations, which are described in detail in chapter 2, have
the following specifications in this evaluation: for the normalized patches a
11x11 pixel patch creating a 121 dimensional vector sampled at the selected
scale and orientation by bilinear interpolation was used, the gaussian deriv-
atives were computed to the third order, and the SIFTkeys were computed
in a 4x4 grid with eight directions.

The performance of the different combinations of detectors/descriptors
was estimated by matching all views of each object against the views of
the same object taken from +/- 5-60 degrees, with five degrees intervals.
First ROC curves were plotted, using the quotient of the best and second
best matching as metric for matching, for different angles of the same object
compared to random views of the other objects in the dataset to visualize the
performance of all the different combinations of detectors and descriptors to
find which feature has the overall best performance for all objects. Only the
number of matches were considered and not any configurational information.
The criteria of a local match is that the quotient is larger than four as in
(Lowe 2004). Next the same computation was done for all objects separately
to investigate if there were any difference in performance between the objects.
To further visualize the performance on the different objects the average
and standard deviation of the number of matches after the object had been
turned different degrees was estimated. In order to analyze the influence
of the metric, ROC curves using SSD as the metric were also plotted. The
SSD threshold for each local feature was determined by the break point were
the increase of the cumulative sum of matches for false matches became
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higher than that of the positive matches. Further to find out which view
of each object that generalize the best and the worst the degree that the
object could be rotated before the matching passes below the level which
corresponds to one percent false positives were estimated. Finally the ROC
curves for each object using shape context using the number of matches
and receptive field histograms using χ2 measure as metric were plotted as
a reference. In this evaluation a representation of three rotation invariant
differentials, the gradient magnitude, the Laplacian, and the determinant of
the Hessian computed at three different scales were used, creating a nine
dimensional histogram.
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3.3 Result

Figures 3.2 and 3.3 show the ROC curves across all objects, with a rotation
of 25 and 55 degrees, respectively, between the views. The ROC curves
are presented for the different detector/descriptor combinations. The figures
illustrate that the combination of computing SIFT keys at Difference-of-
Gaussian extrema produces the best result for the objects when they have
been turned 25 degrees, however, if the rotation is as high as 55 degrees
the combination of computing a local feature jet at Difference-of-Gaussian
extrema performs slightly better. However, the performance is in general
rather poor for such large view change and indicates that the objects need
to be sampled more densely for reliable detection. The results for all rotation
angles, 5-55 degrees can be found in the full study (Furesjö & Christensen
2004).

In figure 3.4 to 3.8 the matches of the different combinations of detectors
and descriptors for the different objects as a function of the degree of rotation
is shown using the ratio metric for finding matches. There is a huge differ-
ence between the number of interest points found on each object the DOG
operator finding over 450 features for object 5 and as few as 70 for object 3,
the Harris operator found as many as 70 features for some views of object 2
and as few as 30 for objects 3, 4, and 5. The number of features correspond,
not surprisingly, well with the performance of object identification for each
object which can be seen in figures 3.9 to 3.16. The figures show that the
performance was good for all features/detector combinations and object up
to 10 degrees of rotation. However SIFT key and local feature jets computed
at Difference-of-Gaussian extrema offer the best results with good matching
for as high as 20-25 degrees, this suggests that the appearance of the objects
needs to be sampled at least every 45 degrees for successful detection.

The performance with the ratio measurement outperforms the SSD met-
ric, which can be seen in figure 3.9 to 3.16. Especially for the patch and
jet feature descriptors computed at Difference-of-Gaussians the performance
with SSD was really poor, this is due to the fact that some extrema are
found in the black background due to noise. These features generate many
false positives when SSD is used as metric, however, this is avoided when
the quotient of the best and second best match is used.

In figure 3.21 the number of degrees each view can be turned before
the number of matches becomes lower than the number that corresponds to
one percent false positives. This gives a good indication of over how large
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portion of the view sphere a representation generalizes using DOG/SIFTkey
combination and matching with the ratio metric. In figure 3.22 the views
that generalize the best respectively the worst are shown. Not surprisingly
the views that contain the least information, fewest interest points, are the
ones that performs the worst for object 3 and 4. However it is noteworthy
that the views that are usually consider as canonical views for object 2 and
5 perform the worst.

Finally to compare the performance of the approach with local feature
point descriptors to other methods, ROC curves were plotted for shape
context and for high dimensional receptive field histograms. Both these
descriptors showed great variation between the objects, generally showing
great results for objects with not so much texture. Especially receptive field
histograms show great generalization over large rotation, in all other cases
the local methods show a similar performance or better. The results are
presented in figures 3.17 to 3.20. Noteworthy here is the fact that it is a
huge difference in the performance of these methods between objects. Espe-
cially were the performance really poor for object 2, which is probably due
to the difference in appearance of the strong edges under rotation.
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Figure 3.2: ROC for all objects when the objects have been turned 25 de-
grees. The ratio between the best and the second best match was used for
finding correspondences.

Figure 3.3: ROC for all objects when the objects have been turned 55 de-
grees. The ratio between the best and the second best match was used for
finding correspondences.
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Figure 3.4: Result for object 1 showing the number of matches, the middle
point is the mean and the bars are the standard deviation for all views, for the
different combinations of detectors and descriptors. The dotted line shows
the limit for one percent false positives of matching to the other objects in
the database.
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Figure 3.5: Result for object 2 showing the number of matches, the middle
point is the mean and the bars are the standard deviation for all views, for the
different combinations of detectors and descriptors. The dotted line shows
the limit for one percent false positives of matching to the other objects in
the database.
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Figure 3.6: Result for object 3 showing the number of matches, the middle
point is the mean and the bars are the standard deviation for all views, for the
different combinations of detectors and descriptors. The dotted line shows
the limit for one percent false positives of matching to the other objects in
the database.
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Figure 3.7: Result for object 4 showing the number of matches, the middle
point is the mean and the bars are the standard deviation for all views, for the
different combinations of detectors and descriptors. The dotted line shows
the limit for one percent false positives of matching to the other objects in
the database.
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Figure 3.8: Result for object 5 showing the number of matches, the middle
point is the mean and the bars are the standard deviation for all views, for the
different combinations of detectors and descriptors. The dotted line shows
the limit for one percent false positives of matching to the other objects in
the database.
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Figure 3.9: ROC for all objects when the object has been turned 25 degrees
using DOG/SIFTkey combination and match with ratio metric.

Figure 3.10: ROC for all objects when the object has been turned 25 degrees
using DOG/SIFTkey combination and match with SSD as metric.
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Figure 3.11: ROC for all objects when the object has been turned 25 degrees
using DOG/jet combination and match with ratio metric.

Figure 3.12: ROC for all objects when the object has been turned 25 degrees
using DOG/jet combination and match with SSD as metric.
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Figure 3.13: ROC for all objects when the object has been turned 55 degrees
using DOG/SIFTkey combination and match with ratio metric.

Figure 3.14: ROC for all objects when the object has been turned 55 degrees
using DOG/SIFTkey combination and match with SSD as metric.
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Figure 3.15: ROC for all objects when the object has been turned 55 degrees
using DOG/jet combination and match with ratio metric.

Figure 3.16: ROC for all objects when the object has been turned 55 degrees
using DOG/jet combination and match with SSD as metric.
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Figure 3.17: ROC for all objects when the object has been turned 25 degrees
using shape context.

Figure 3.18: ROC for all objects when the object has been turned 55 degrees
using shape context.
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Figure 3.19: ROC for all objects when the object has been turned 25 degrees
using receptive field histogram.

Figure 3.20: ROC for all objects when the object has been turned 55 degrees
using receptive field histogram.
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Figure 3.22: Results from the generalization of views: The upper images
generalized the best and the lower generalized the worst.

3.4 Conclusions

In this chapter results have been presented on the performance of different
combination of interest operators and local descriptors and been compared to
the performance of a local shape descriptor and receptive field histogram for
object identification. The best over all combination was SIFT keys computed
at Difference-of-Gaussian extrema, which is in accordance with the results
obtained by (Mikolajczyk & Schmid 2003). It was further shown that objects
need to be sampled at least every 45 degrees for successful recognition and
that there is a great variation in the ability to generalize for different views of
an object, were generally the views that produced many features performed
the best. This shows the weakness in these approaches that if few interest
points are found the performance will go down, making the success for the
approach highly object dependent. Further the performance of the local
features were in parity with the performance of local shape context and
receptive field histograms in general. Although the two later also showed a
large variability of their performance between objects. An interesting result
is the indication, which can be seen by studying figures 3.9 and 3.19, that
the global shape based approaches and the local descriptors complements
each other in the sense that the local features showed a better performance
for objects with distinctive texture, and generate many descriptive features
points (see figures 3.4 to 3.8), while the contour based and global descriptors
performed better for objects with not so distinctive surface marks. This
suggest that the two approaches might be suited as good candidates for using



60 CHAPTER 3. EVALUATION OF REPRESENTATIONS

in a multiple cue approach to object recognition, due to their complementary
nature.



Chapter 4

Object Recognition Using
Shape and Local Features

In this chapter we further explore the implications from the results, presen-
ted in the previous chapter, that SIFT representations work well for object
with rich surface markings and that shape context have a good perform-
ance for objects with few surface markings. This extended evaluation will
be performed for a set of objects selected with respect of the amount of sur-
face structure in more complicated scenes with the objects against cluttered
backgrounds to also explored the influence the context will have on the dif-
ferent representations. In addition to only using local matches as criteria
for discrimination as in the previous chapter the global configuration of the
local features will also be used to increase the robustness.

4.1 Local Feature Integration and Global
Appearance

Previously in section 2.5.1 different approaches for integrating local features
and exploiting the global appearance of a view of an object were discussed.
Since the statistics in equation 2.13 are not known, nor will we try to estimate
them, we will here use voting approaches that also incorporates the global
appearance. The local matches are determined via thresholding using the
ratio metric for the SIFT features and the χ2 metric for shape context.

In practice using the SIFT features only local matches as few as six is a
good indication of that a particular object is present in a scene. However,
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the performance goes up considerably if the global shape, in form of the
spatial distribution of the features, is used as an additional discriminating
factor. This can be done via the general Hough transform (Ballard 1981), a
voting algorithm, were each match votes for a set of model parameters, e.g.
position and scale, that is consistent with the local match. The votes are
usually integrated in bins in a histogram and the peaks in the histogram is
considered a hypothesis for where the object is located. A common problem
with histogram methods is the binarization of the parameter space, this
problem can be avoided by using the mean shift algorithm (Cheng 1995), an
iterative scheme for finding density peaks.

In this experiment in the case of shape context each local match votes in
the parameter space (x, y, s) for the scale and the corresponding midpoint,
the histogram was then smoothed and the maximum peak was detected.
Only three bins where used in the scale domain, since the descriptor is not
scale invariant without any automatic scale selection, and for the x- and
y-dimensions the bins were 10 pixels broad. For the SIFT features only the
x- and y-dimensions were used since the selection mechanism provides the
scale information. Further instead of the Hough transform an M-estimator
(Press, Teukolsky, Vetterling & Flannery 1992) was used since there are very
few local mismatches compared to shape context which can have many local
mismatches due to similarities between e.g. lines. Each SIFT feature will
have information about the orientation, scale and position for each local
match which makes it possible to use a vote space containing only the mid-
point and not the scale parameter. The choice of an M-estimator was due
to its speed and robust performance. The M-estimator was implemented
by computing the center point from each local match by adjusting for the
estimated rotation and scale and then computing the median of center po-
sition. The number of votes were then computed from the votes within a
small neighborhood of the estimated center point.

4.2 Set Up of Experiment

To further test the indications from the previous chapter a new image set
consisting of two parts was created: the first part consisted of the objects
against a homogeneous background, see figure 4.1 to view the objects, to
extract the representations of the objects, and the second part consisted of a
test set with the objects placed in 23 different contexts with cluttered back-
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Figure 4.1: Objects used in the experiment

Figure 4.2: Example of scenes with the objects in cluttered environment.

grounds and under varying lighting conditions, see figure 4.2 for examples
of some scenes. The first set of images were taken from a small circle on
the upper hemisphere with a sampling of 45 degrees between the views in
accordance with the results on the coil data set that this sampling rate would
suffice for successfully representing the objects. To further investigate the
result that shape context worked well for objects with not so much surface
markers in contrast to SIFT features and vice versa for objects with surface
markings in the previous chapter the objects were selected so that the test
set contained two objects with no texture, cup 2 and cup 5, two objects with
homogeneous texture, cup 3 and 4, and one object with rich variations in
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texture, cup 1. All the views of the objects in the images with homogeneous
background were represented by shape context and SIFT. These represent-
ations were then matched against scenes with the object and background
scenes that did not contain the object and the performance were described
by plotting ROC curves.

4.3 Results and Conclusions

The result for each object using SIFT and shape context representations is
presented in figure 4.3. For SIFT the result for the textured cup was ex-
cellent, however, for the homogeneous textured cups the results where not
convincing and for the homogeneous colored cups it failed completely. This
was in accordance with the previous result and expected. On the other hand
for shape context computed on gray level edges (Canny 1986) the perform-
ance compared to the previous experiment dropped considerably for all type
of objects, this was due to many false matches in the cluttered environment,
this weakness has been noted previously (Thayananthan, Stenger, Torr &
Cipolla 2003). To over come this drawback of shape context an selective
mechanism is needed to select the “interesting” edges. Shape context worked
well for object without many surface markings against homogeneous back-
ground. These objects will usually be uniformly colored and in the next
chapter the possibility of using color edges to limiting the number of edges
found in a scene will be explored.
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Figure 4.3: ROC curves for five objects in different contexts. The result in
the upper diagram is for the SIFT representation and in the lower diagram
for the shape context representations using gray level edges.





Chapter 5

Color Prototypes and Shape
Based Recognition

Motivated by the result in the previous chapter that shape context worked
poorly in cluttered scenes, in this chapter a color representation based on a
psychophysical model of human color perception is introduced and utilized
for color edge detection. The color edge detection was then used together
with shape context for object recognition to investigate if the performance
increases for color edges compared to using gray level intensity edges.

5.1 Color Prototypes Contours

This descriptor is based on a model of the prototype perception of color
(Berlin & Kay 1969)(Heider 1972) in human vision by using fuzzy sets (Zadeh
1965). The member classes of the different colors are spread on the hue axis
as described in figure 5.1, with their peaks representing focal colors. The
hue is here defined from the HSI color space given by:

H = arccos(
1
2
(2R−G−B)

[(R−G)2+(R−B)(G−B)]
1
2
)

S = 1− 3
R+G+B (min(R,G,B))

I = R+G+B
3
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One of the clearest examples of the influence of color prototypes in hu-
man perception is the phenomenal experience of stripes in the rainbow even
though it is physically a continuous spectrum. From a memory aspect focal
colors are also important since humans tend to remember the color of objects
as being more focal than they really are.

Using this descriptor also in computer vision has several desirable prop-
erties:

• It is a highly compact representation

• Representations generalizes and can be shared by many objects

• It can be used both for verification and hypothesis generation in a
recognition process using multiple cues

• It maps one-to-one into the semantic domain.

There are several ways one could use this color descriptor for representing
objects. The simplest way would be to only represent the dominant color
of the object by its focal color. An alternative way would be to use a logic
combination of the different membership functions, e.g. red AND blue. Yet
another representation would be by computing a histogram of the different
memberships of all pixels of the object which would describe the degree of
membership to different focal colors. These representations could in addition
be used both at bottom-up, bootstrapping, or top-down, verification, level
in a recognition process using multiple representations. In the case were the
descriptor is used at the verification level the object needs to be segmented
out from the background, this could be achieved e.g. by color segmentation
which is generally computationally expensive and non-robust or by using an
other cue that generates a hypothesis where the object is. A possible scheme
for verification is letting each pixel that belongs to the object cast a vote
on the color of the object. The vote can be divided between two classes
according to the membership function in figure 5.1. E.g. a pixel with the
hue value 0 will give its whole vote to red but a pixel with the hue value 30
will give half its vote to red and half its vote to yellow. The result is then
matched against the representation of the object.

In the other case, which is the approach that will be further explored
here, the color representation is used for bootstrapping another feature, i.e.
generating a hypothesis where the object is located. We here used a simple
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representation with one focal color and its corresponding membership func-
tion assigned to each object. To generate a hypothesis the corresponding
membership function of the object is backprojected (Swain & Ballard 1991)
into the image, by assigning each pixel its corresponding membership value,
creating a membership map, see Figure 5.3. The contour of the object is
defined by a large change in the membership map which can be detected
by a standard edge detector, e.g. (Canny 1986). This enabled us to search
for contours of the colors defined by the membership functions in figure 5.1.
Since the hue value is uncertain for pixels with low saturation all pixels with
S < Tsat = 0.2 are not assigned to a member function. Examples of extrac-
ted color prototype contours can be found in figure 5.2 and in figure 5.3. The
results can be compared to the edge map computed from the corresponding
gray scale image of the scene.

5.1.1 Related Work

Color is an extensively studied area and a complete review is out of the
scope of the thesis. The basis for color perception is that the response
of the capture devices, the pigment in the photoreceptor or the CCD, is
frequency dependent and that there are several channels with different types
of frequency dependent responses. In the human eye there are three different
chromatic pigments as described in section 2.3.2, which is also true for most
cameras. The response of one channel can under the assumption of that an
object has an Lambertian surface be described by

ρ(k) =
∫

R(k)(λ)S(λ)E(λ)dλ (5.1)

where R(k)(λ) is the the frequency response of the receptor of the k :th chan-
nel, S(λ) is the spectral reflectance function of the observed object, and
E(λ) is the illumination of the object. Hence the response is a function
of both the reflectance and the illumination. A good representation of an
object would only be describing the surface reflectance and not the illumin-
ation since we then would be able to predict the appearance of an object
in any scene if the illumination can be estimated. The practice of trying to
estimate the reflectance, which usually includes making assumptions about
the scene and the illuminant, is known as color constancy for an overview
and comparison of different methods see e.g. (Barnard, Cardei & Funt 2002)
(Barnard, Martin, Cardei & Funt 2002). Considering an approach as (Funt
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& Finlayson 1995), which achieves color constance by computing differences
of neighboring pixels in the logarithmic images will not only contain color
information but also the variations in the reflection function, e.g. texture,
and is therefore not a pure color descriptor.

Considering equation 5.1 and cameras with three channels it is clear that
many different spectra can produce the same three channel values and vice
versa three values is the only information that is needed for to convey the
color information, this is known as tricromacy. There are plenty of color
spaces that are defined using three parameters to describe the color for which
there are linearly or non-linearly transforms to convert between the color
spaces. Since these three parameters also convey the intensity information
of the light often chromaticity, defined as (r, g) = (R/(R+G+B), G/(R+
G + B)), is used to represent the color. Using this space for representing
the color of an object has the benefit of canceling out pure illumination
magnitude changes, however it does not provide full color constancy but can
be consider a good trade-off considering the simplicity and that it is a pure
color descriptor. The color space used in this work, HSI, has the benefit
that it closely resembles how humans tend to describe colors in hue and
saturation and that it separates out the intensity in one channel which
can be disregarded.

Edge detection based on multi-spectral information has been studied ex-
tensively before, e.g. (Robinson 1977)(Cumani 1991) using information in
RGB color space. In (Carron & Lambert 1994) a combination of responses
of the difference responses in the HSI channels is used for edge detection.
Fuzzy logic has previously been used for edge detection, e.g. in gray level
images (Tao & Thompson 1993) and HSI (Carron & Lambert 1995) hav-
ing membership functions for hue difference and saturation degree and using
fuzzy rules for looking for patterns corresponding to edge structures. From
a neural point of view there are evidence that supports that color contours
are processed in V1 (Shapley & Hawken 2002).

.

5.2 Evaluation of Color Contours for Object
Recognition

The drawback with the shape context representation observed in the previ-
ous chapter was that in cluttered scene a lot of false positives were generated.
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Figure 5.1: Fuzzy color sets

Figure 5.2: Example of color prototype contours and gray level edge detector.
The images are in order from the right: Test image; Gray level edges; Red
edges; Yellow edges; Green edges; Blue edges
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Figure 5.3: Upper right: An example of a scene. Upper left: Edge map of
the scene computed. Lower right: The membership map of the prototype
color blue. Lower right: Edges for larger blue regions.

Since color contours usually are fewer than intensity edges they are a good
candidate for using together with shape context. Using the same dataset
as in the last evaluation and also representing each object with its corres-
ponding focal color. Since it has been noted previously that shape context
only worked well for objects with uniform reflectance this is a reasonable
representation for the object of interest. A new evaluation using the color
contours corresponding to the focal color of each object and matching those
with the shape context descriptor was performed. Figure 5.4 shows that
the performance increased for all objects that can be described by a color
prototype (since Cup1 does not have a uniform color it was not included)
except for Cup2 were the performance is similar to the performance of shape
context computed on edges in gray level images. Since most images con-
tained wooden furniture this is not so unexpected since this results in many
contours and the cup is well camouflaged against the background.
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Figure 5.4: ROC curves for four objects in different contexts using shape
context together with color contours.





Chapter 6

Recognition System Based on
Multiple Representations

In this chapter we consider a purposive approach to object recognition, with
the recognition process embodied in an agent. The objective and context
of the agent considered here is to determine if an object is on the table
top in front of the agent or not. The scenario could be considered as a
step in a fetch operation of a service robot where the table is found by the
navigation system of the robot and the grasping approach is started or not
depending on the result of the recognition process. In order for the agent
to be successful in various recognition tasks it will need representations that
are robust for many objects. Therefor an object representation based on
multiple feature types in proposed, motivated by the results in the previous
chapters. Further the architecture of the agent that can utilize the different
types of features in the object representation is presented. This architecture
together with the proposed representation will also be able to make predic-
tions how more information should be gained in the case where the view is
not discriminating. In addition for the agent to be able to solve its task a
control strategy is needed, in this case the strategy will be to explore all
object hypotheses, found by an attention approach described in (Ramström
& Christensen 2004), until the object is found or all object hypotheses have
been explored.
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6.1 Multiple Cue Object Representations

This section describes the object representation based on multiple cues used
in the system that is described in the next section. A viewpoint-dependent
representations is used for all the objects. The objects are represented by
graphs, where each node represents a view of the object. Each node can
contain information of the local shape, surface markings and the color of the
corresponding view, depending on if the feature is an appropriate representa-
tion for that view or not. E.g. the two blue cups in figure 6.1 are represented
by the graph in figure 6.2, where each node, in this example, contains the
local shape descriptor and the prototype color blue and in addition for one of
the views a specific surface marking, represented by SIFT, which is the only
feature that discriminates between the two objects. In addition for both
the shape context and SIFT features the global configuration is stored in
form of the relative position of each feature to the center of mass of all local
features. These representations is motivated by the results presented in the
previous chapters. All the features used for representations were computed
from images of the objects against a homogeneous background.

From memory constrains in the agent it is important that representations
can be reused for many different object, e.g. the amount of memory needed
to represent all individual cups is far larger then the representation of the
category cup. In the system the two cups form a small “category” of blue
cups and by decoupling the different features the representations can be
reused for both objects for several views, e.g. the focal color membership
function for blue is used as color representation for all views and since the
shapes of the two cups are very similar the same shape context representation
can be used for all views as well. So in the example of the two blue cups
each view, i.e. node, share the same representations except for the one
view where the surface markings differ which are represented by two sets
of SIFT features. The sharing is made possible through that the features
are stored separately and the nodes in the object graph contains pointers
to the shared representations. Further, the shared representations contain
information about which object graphs it is used by, this information enables
the system to find out if a view is discriminating or not. Further the graph
structure enables the agent to predict where a discriminating feature can be
found on the object if a match is found for a non-discriminating view.

Figure 6.3 illustrates the representation of an object which is only rep-
resented by SIFT feature since they are sufficient for recognition in this case
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Figure 6.1: ’Front-side’ view of two blue cups.

Figure 6.2: Object graph containing the representations of the two blue cups.
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Figure 6.3: Object graph of Varma Koppen

and since shape context have been shown to preform not so well for objects
with lots of surface marks. For views where only a small portion of the ob-
ject is visible, e.g. to the bottom left and the top right in figure 6.3, there
is lower degree of certainty, however, the graph can predict where an active
agent should look for a more informative view of the object either by turning
the object or by changing its view point compared to the object.

6.2 System Overview

An overview of the system is illustrated in figure 6.5, which was implemented
as a module in a larger system containing an attention and control strategy
(Ramström & Christensen 2004) besides recognition (Furesjö, Christensen &
Eklundh 2004). The whole system was implemented on a platform containing
two active cameras, one foveal and one peripheral, the attention and control
module processes the visual information in the peripheral camera and dir-
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ected the foveal camera towards salient regions in the peripheral view. The
recognition module then processes the view in the foveal camera to answer
if it is the object or not. The platform can be viewed, together with two
example views from the peripheral and foveal cameras, in figure 6.4. The
motivation for this approach is that for successfully detecting objects a view
field of view camera is needed, however, for the recognition to be successful
a better resolution is needed (Ramström & Furesjö 2004).

In the recognition module the different pathways are triggered depending
on the task the agent is facing. E.g. if the agent is given the task of fetching
one of the two cups described in the previous section the pathways for color
contours and SIFT features are triggered. This is due to the fact that the
object is represented by the color prototype blue and color contours have
shown to be more reliable then canny edges for shape matching and since one
of the views is strongly defined by a particular surface mark. The detection
is processed for all nodes of the objects graph representation. In the other
example with the object in figure 6.3 only the pathway for SIFT feature
extraction and matching will be trigged since all views are described by SIFT
features only. In the last step of both pathways the global configuration
is used as a final discriminating feature. The decision is finally based on
thresholding in the voting space of the hough transform. In the case where
several views are positively detected, due to the fact that some view are quite
similar, a winner-takes-it-all strategy is used.

6.3 Results and Discussion

To illustrate the processing of the system, given the task of finding the blue
cup with a cow image on it, figures 6.6 and 6.7 shows the cup form two
different views together with intermediate results along the color contour
pathway using blue as prototype. The results for matching with shape con-
text is shown in the two upper images in figure 6.8. The view in figure 6.6
does not contain enough information to assure that it is the right cup since
the surface marking is not visible, however, the graph object representation
allows the system to make the prediction that the discriminating feature can
be found on the opposite side of the cup. Noteworthy is that in the case
where the system is given the task of finding blue cups, disregarding the
discriminating feature, the system would have solved that task for this view.
In the second example in figure 6.7 the discriminating feature is visible and
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Figure 6.4: The platform the described system runs on is viewed at the
bottom. On top examples of typical views in the peripheries and the foveal
cameras can be seen.

the resulting matching in the SIFT pathway is illustrated at the bottom of
figure 6.8.

In figure 6.9 results of positive recognition for two objects with many
surface markings, and thous only described with SIFT features, can be seen.
In these two cases only the upper pathway in figure 6.5 is triggered.

In this chapter an object representation based on multiple features to-
gether with an architecture of a visual agent that utilize that representation
for performing recognition tasks in a table top scenario was presented to-
gether with illustrations of its performance. Since the features used are the
same as in the previous chapters no new ROC curves were estimated. The
directions of future work will be outline in the next chapter.
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Figure 6.6: Upper right: A scene containing the blue cup with a cow image
on it. Upper left: Edge map of the scene computed. Lower right: The
membership map of the prototype color blue. Lower right: Edges for larger
blue regions.
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Figure 6.7: Upper right: A scene containing the blue cup with a cow image
on it. Upper left: Edge map of the scene computed. Lower right: The
membership map of the prototype color blue. Lower right: Edges for larger
blue regions.
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Figure 6.8: Three examples with successful recognition using the different
pathways with the task of finding the blue cup with the cow on it. The
upper and middle example shows the result after matching color contours
with shape context. And the lower example is matched via SIFT features.
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Figure 6.9: Two examples of successful recognition for objects only described
by SIFT features. In the upper example the cup is not foveated, however,
there are enough features in the foveal camera for successful recognition.





Chapter 7

Discussion and Future
Directions

Making computer vision algorithms that work robustly in uncontrolled en-
vironment has shown to be quite a challenge. From human studies we know
that human rely on multiple cues for their visual perception however so far in
computer vision mostly single cues have been used for representing objects
for recognition. The purpose of the work presented here has been to evaluate
and exploit the strengths of previously proposed single cue approaches and
then combine cues in a purposive multiple cue approach implemented in a
visual agent. The main motivation for using multiple cues is that a single
cue might not be reliable in a given context nor pertinent to the task at
hand. The task and context selected for the evaluation of the performance
of the agent have its background in a fetch operation of a service robot.

The first result presented in this thesis was an evaluation of the per-
formance of different combinations of local feature approaches together with
a local shape descriptor - shape context - and receptive field histograms
that model the whole appearance of a view at object recognition. The first
evaluation was made on a database with objects against homogeneous back-
ground. Of the local feature approaches SIFT keys computed at Difference-
of-Gaussian extreme point in a space space representation showed the best
performance. However, there was variations in the performance between
the different objects, indicating that the approach is depending on that the
objects have many characteristic surface markings to be successful. On the
contrary, shape context and receptive field histograms showed good perform-

87



88 CHAPTER 7. DISCUSSION AND FUTURE DIRECTIONS

ance for objects with few surface markings. These indications were further
tested on a new dataset with objects that had homogeneous surfaces and sur-
faces with large variations in the reflectance properties in cluttered scenes.
This evaluation further showed the good performance of the SIFT approach
for the object with many surfaces marks. However, shape context did not
perform as well for the homogeneous objects has it had previously done due
to the cluttered scenes that resulted in to many contours. To solve this prob-
lem color edges were introduced to increase the robustness which increased
the performance for most objects. Finally an object representation based
on multiple features were introduced together with an architecture for the
recognition process if a visual agent that utilizes the proposed object repres-
entation. The recognition process was finally integrated with an attention
module to solve visual recognition tasks in an object fetching scenario.

7.1 Future Directions

The tasks considered so far were all on an exemplar level and an expansion
to performing task on a categorical level would be of great interest. The
motivation for solving visual tasks on this level comes from the fact that
the agent would be able to solve more generic tasks with categorical repres-
entations. In addition categorical representations will be necessary out of a
memory and performance perspective since the memory and computational
power of the agent is limited.

Considering the features used in the representation used for the objects
in the recognition system, shape context would be a good candidate for
class recognition, see figure 7.1 for some examples of “false positives” using
the shape context representation of the cow and pig cup in the recognition
system (figure 6.2). The downside of this descriptor is the fact that it is not
as scale invariant as e.g. the SIFT approach. An interesting approach to
solve this is (Mikolajczyk, Zisserman & Schmid 2003), however, it has only
been tested for thin wired objects. An interesting expansion of the evaluation
of local features would be the repeatability of different interest operators and
descriptors within object classes and adding a feature detector like (Kadir
et al. 2004), that is claimed to be more repetitive within object classes.

The number of features used in the thesis is of course limited and an
expansion of a number of features would be necessary for a more general and
more robust system. In the current system there is e.g. not a general texture
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Figure 7.1: Overlayed contours for detected cup shapes using the repres-
entation of the cup in figure 6.2. The overlayed contours are centered at
the detected peak in the general hough transform histogram. This indicates
that the shape descriptor is a good candidate for a representation on a basic
category level.

representation for materials like e.g. (Malik, Belongie, Shi & Leung 1999)
which would be of interest of including. The texton representation have
similar desirable properties as the prototype color descriptor used for color
representation in this thesis. Further the architecture of the recognition
process allows for contextual information to influence the process, however in
the current system only the task is used to influence the recognition process.
However, how to measure the contextual information in a manner that would
be beneficial to increase the robustness is an open question. Further, other
types of tasks, e.g. grasping and navigation, could be interesting to consider
for evaluating how good the representations generalizes over tasks.
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