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Abstract
This study addresses the question of  time efficiency of  two major models within Information 
Retrieval (IR): the Extended Boolean Model (EBM) and the Vector Space Model (VSM). Both 
models use the same weighting scheme, based on term-frequency-inverse document frequency 
(tf-idf). The VSM uses a cosine score computation to rank the document-query similarity. In the 
EBM, P-norm scores are used, which ranks documents not just by matching terms, but also by 
taking the Boolean interconnections between the terms in the query into account. Additionally, 
this study investigates how documents with a single geographic affiliation can be retrieved based 
on features such as the location and geometry of  the geographic surface. Furthermore, we want 
to answer how to best integrate this geographic search with the two IR-models previously 
described.

From previous research we conclude that using an index based on Z-Space Filling Curves (Z-
SFC) is the best approach for documents containing a single geographic affiliation. When 
documents are retrieved from the Z-SFC-index, there are no guarantees that the retrieved 
documents are relevant for the search area. It is, however, guaranteed that only the retrieved 
documents can be relevant. Furthermore, the ranked output of  the IR models gives a great 
advantage to the geographic search, namely that we can focus on documents with a high 
relevance. We intersect the results from one of  the IR models with the results from the Z-SFC 
index and sort the resulting list of  documents by relevance. At this point we can iterate over the 
list, check for intersections of  each document's geometry and the search geometry, and only 
retrieve documents whose geometries are relevant for the search. Since the user is only interested 
in the top results we can stop as soon as a sufficient amount of  results have been obtained.

The conclusion of  this study is that the VSM is an easy-to-implement, time efficient, retrieval 
model. It is inferior to the EBM in the sense that it is a rather simple bag-of-words model, while 
the EBM allows to specify term- conjunctions and disjunctions. The geographic search has 
shown to be time efficient and independent of  which of  the two IR models that is used. The gap
in efficiency between the VSM and the EBM, however, drastically increases as the query gets 
longer and more results are obtained. Depending on the requirements of  the user, the collection 
size, the length of  queries, etc., the benefits of  the EBM might outweigh the downside of  
performance. For search engines with a big document collection and many users, however, it is 
likely to be too slow.



Sammanfattning
Den här studien addresserar tidseffektiviteten av två större modeller inom informationssökning: 
”Extended Boolean Model” (EBM) och ”Vector Space Model” (VSM) . Båda modellerna 
använder samma typ av viktningsschema, som bygger på ”term frequency–inverse document 
frequency“ (tf- idf). I VSM rankas varje dokument, utifrån en söksträng, genom en skalärprodukt 
av dokumentets och söksträngens vektorrepresentationer. I EBM används såkallade ”p-norm 
score functions” som rankar dokument, inte bara utifrån matchande termer, utan genom att ta 
hänsyn till de Booleska sammanbindningar som finns mellan sökorden. Utöver detta undersöker 
studien hur dokument med en geografisk anknytning kan hämtas baserat på positionen och 
geometrin av den geografiska ytan. Vidare vill vi besvara hur denna geografiska sökning på bästa 
sätt kan integreras med de två informationssökningmodellerna.

Utifrån tidigare forskning dras slutsatsen att det bästa tillvägagångssättet för dokument med 
endast en geografisk anknytning är att använda ett index baserat på ”Z-Space Filling Curves” (Z-
SFC). När dokument hämtas genom Z-SFC-indexet finns det inga garantier att de hämtade 
dokumenten är relevanta för sökytan. Det är däremot garanterat att endast dessa dokument kan 
vara relevanta. Vidare är det rankade utdatat från IR-modellerna till en stor fördel för den 
geografiska sökningen, nämligen att vi kan fokusera på dokument med hög relevans. Detta görs 
genom att jämföra resultaten från vald IR-modell med resultaten från Z-SFC-indexet och sortera 
de matchande dokumenten efter relevans. Därefter kan vi iterera över listan och beräkna vilka 
dokuments geometrier som skär sökningens geometri. Eftersom användaren endast är intresserad
av de högst rankade dokumenten kan vi avbryta när vi har tillräckligt många sökresultat.

Slutsatsen av studien är att VSM är enkel att implementera och mycket tidseffektiv jämfört med 
EBM. Modellen är underlägsen EBM i den mening att det är en ganska enkel ”bag of  words”-
modell, medan EBM tillåter specificering av konjuktioner och disjunktioner. Den geografiska 
sökningen har visats vara tidseffektiv och oberoende av vilken av de två IR-modellerna som 
används. Skillnaden i tidseffektivitet mellan VSM och EBM ökar däremot drastiskt när 
söksträngen blir längre och fler resultat erhålls. Emellertid, beroende på användarens krav, 
storleken på dokumentsamlingen, söksträngens längd, etc., kan fördelarna med EBM ibland 
överväga nackdelen av den lägre prestandan. För sökmotorer med stora dokumentsamlingar och 
många användare är dock modellen sannolikt för långsam.
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1 Introduction
The past decades, in pace with the development of  the World Wide Web, we have gained global 
access to enormous quantities of  information. The only viable solution to finding relevant items 
from these large text databases is through extensive search. This has made Information Retrieval 
(IR) an important academic field of  study. It is fast becoming the dominant form of  information 
access, overtaking traditional database-style searching [1].

The need for an IR system occurs when a collection reaches a size where traditional cataloguing 
techniques can no longer cope. A 2005 Scientific American article, titled "Kryder's Law", 
describes the fact that digital storage capacity is increasing at a very fast rate, even faster than that
of  the processor speed according to Moore’s law. The number of  bits of  information packed into
a square inch of  hard drive surface grew from 2,000 bits in 1956 to 100 billion bits in 2005 [2].

Geographic information is one of  the most important and the most common types of  
information in human society. According to a study done by Xing Lin it is estimated that about 
70 to 80% of  all information in the world contains some kind of  geographic feature [3]. He 
further specifies this information to be stored in “paper-based books, images and maps, as well as
their corresponding digital formats like computer databases, digital maps, satellite images, articles 
and books”. According to a study done by Mark Sanderson and Janet Kohler in 2004 [4], in 
which they analysed a set of  randomly extracted queries, they found that 18.6% of  the queries 
contained geographic terms and 14.8% of  these held a place name.

1.1 Project Context
Inspire, which stands for Infrastructure for Spatial Information in Europe, is a EU-direktive with 
regulations regarding the establishment of  an infrastructure for geodata within Europe. Geodata 
typically means descriptions of  things that have a geographic location, such as buildings, lakes 
and roads, but also vegetation and population. Pretty much anything that can be positioned-
determined can be referred to as geodata [5]. The objective of  Inspire is to eliminate barriers for 
applications that need access to public geodata in environmental services via the Internet. 
Authorities will more effectively be able to exchange data with each other. The directive was set 
in motion januari 1st 2011, and implementation of  the legislation occurs in various stages right up
to 2019.

This study is not by any means affiliated with Inspire, however, not only authorities are interested
in the retrieval of  geodata. The description of  a geodata resource is typically a geospatial 
metadata-document, potentially relevant for any company working with Geographic Information 
Systems (GIS). With more geodata made public and standardized, the interest for retrieval of  such 
documents increases. The U.S. FGDC (Federal Geographic Data Committee) describes geospatial
metadata as follows:

”A metadata record is a file of  information, usually presented as an XML document, which 
captures the basic characteristics of  a data or information resource. It represents the who, what, 
when, where, why and how of  the resource. Geospatial metadata commonly document 
geographic digital data such as Geographic Information System (GIS) files, geospatial databases, 
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and earth imagery but can also be used to document geospatial resources including data catalogs, 
mapping applications, data models and related websites” [6].

This study sets out to answer the ”who, what, when, why and how” of  the resource using 
standard IR models. The main focus will be time efficiency, rather than relevancy, since much 
research already have been made on the latter. For this purpose we will implement and compare 
the time efficiency of  two well known IR models: the Vector Space Model (VSM) and the 
Extended Boolean Model (EBM).

The ”where” is answered using a geographic search model. Again, focus will be on time 
efficiency, namely how to construct a time efficient geographic index that can handle geographic 
queries, and how the geographic search can be combined with the EBM or VSM in a time 
efficient manner. There is not much to say about relevancy in a geographic search, since a 
document is either relevant or it is not (there is no ranked output). Relevancy could be a topic if  
the geographic search uses approximative algorithms to determine the classification of  
documents, since some documents might be classified as relevant when they are actually not (and 
vice versa). In this study we will focus on rectangular search areas, but also discuss what it implies
to rely on more complex polygons for the search.

1.2 Previous Research
There are many obstables in the implementation of  a Geographic Information Retrieval (GIR) 
system. Xing Lin has written a comprehensive paper on the issues of  GIR together with 
proposed indexing techniques for different models [3]. For the purpose of  creating a search 
engine for geospatial metadata (where each document corresponds to only one geographic area) 
we are only interested in the single-geofootprint-model, meaning each document consists of  only one 
geographic reference (footprint). Xing Lin concludes in his essay that a geographic index based 
on Z-Space Filling Curves is the most successful indexing structure for the single-geofootprint 
model [3].

The two IR models, EBM and VSM, that will be the main focus of  term-relevant retrieval in this 
study, are both well known models. They both take a query as input and rank documents by 
matching them to the query. The difference is that the query in the VSM is a simple set of  terms, 
while in the EBM, the query is a Boolean expression. Much research has been made on the 
retrieval relevancy, i.e. how relevant the retrieved documents are to the query, of  the two models. 
More precicely, the P-norm scoring that will be used in the EBM has been evaluated by Gerard 
Salton, et al. in their paper Extended Boolean Information Retrieval [7]. The focus of  their paper has 
been document-query relevancy. By evaluating the VSM and the EBM using several known test 
collections for IR systems, they concluded that the EBM is superior to the VSM model in all 
collections and can give up to 20 percent better relevancy.

Stefan Pohl et al. writes the following in their paper Efficient Extended Boolean Retrieval: ”Extended 
Boolean retrieval (EBR) models were proposed nearly three decades ago, but have had little 
practical impact, despite their significant advantages compared to either ranked keyword or pure 
Boolean retrieval.” [8].  In the paper Analysis of  Vector Space Model in Information Retrieval, the 
authors makes the following statement: ”The vector space model has been widely used in the 
traditional IR field. Most search engines also use similarity measures based on this model to rank 
web documents” [9].
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This opens up the question why the VSM seems preferred over the EBM, despite the big 
advantages of  the latter model. Is it because the EBM is more time consuming and harder to 
implement? Stefan Pohl et al. focuses on optimizations of  the EBM but there are no 
comparisons to the VSM. No studies I have come across makes a direct comparison of  the 
efficiency of  the two models in order to adress the question whether the EBM, despite its 
shortcomings in time efficiency, is a useful candidate to the VSM. Furthermore we will  
investigate how the geographic index can be integrated to the term-search and if  the choice of  
IR model matter in this integration.

1.3 Project Goals
The main goal of  this study is to investigate how two IR models, the Extended Boolean Model 
(EBM) and  the Vector Space Model (VSM), compare in terms of  implementation and performance.
Additionally, this study will investigate how to implement a geographic model, used to retrieve 
documents with a single geographic footprint, and combine it with the IR models. Due to 
previous research, relevancy will only be be discussed to a small extent, and primarily we will look
at speed performance.

1.4 Methodology
The first approach will be to investigate existing retrieval models, indexing, document rankings 
and ways to compare query-document similarities. Next, we will look at Geographic Information 
Retrieval (GIR), which unlike standard IR supports spatial queries. A typical GIR query has the 
form of  theme spatial relationship location , for example: “lakes in Stockholm”.〈 〉〈 〉〈 〉

The focus will be XML documents, where each document contains a title, language identifier, 
geographic location, and several fields of  free text. Some highly structured text-search problems 
are most efficiently handled by a relational database. However, this is not the case here, since the 
structured documents contain fields of  free (unstructured) text. This kind of  information 
retrieval is usually referred to as structured retrieval, or sometimes semi-structured retrieval, to 
distinguish it from database querying [1].

In order to properly evaluate the retrieval models, an efficient index structure is needed. For this 
purpose, a big part of  the study will be devoted to the construction of  such an index. The index, 
being an integral part of  the IR system, will also undergo evaluation. The primary reason is that 
any unexpected phenomena in the index might greatly affect the retrieval efficiency and/or 
relevancy. The two models (EBM and VSM) will also be implemented and tested with the index.

The retrieval relevancy of  the two models will be discussed and illustrated to an extent in this 
study, however, due to research already done it will not be a primary focus. The EBM is 
undeniably a model capable of  yielding more relevant results than the VSM, but what we are 
interested in is what price we have to pay for this improvement. We will research and implement 
the two models, in order to draw a conclusion regarding the efficiency and usefulness of  a 
practical application of  the EBM. Finally, a geographic index will be implemented and the 
performance of  the two models will be compared - with and without taking geography into 
account.
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1.5 Report Outline
The rest of  the study is organized as follows. Chapter 2 is a background chapter with an 
introduction to Information Retrieval, indexing and different retrieval models. Chapter 3 
describes the methods used and the implementation of  the GIR system. Chapter 4 contains 
results from test runs. Chapter 5 is a discussion where the results from chapter 4 are interpreted. 
Finally, chapter 6 sums up the conclusions of  the study.
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2 Background

2.1 Information Retrieval
Information Retrieval systems are designed to analyse and process information in order to 
efficiently retrieve user-relevant documents. An IR system typically searches in collections of  
unstructured or semi-structured data (e.g. web pages, images, video, etc.). The input to an IR 
system is a query, usually written by a user, and the output consists of  references to documents in 
the collection. The references are intended to provide necessary information about items of  
potential interest. It is not enough, however, to generate a set of  relevant references. A major role
of  an IR system is to help determine which documents are most likely to be relevant to the user’s 
information need. An information need is the topic about which the user desires to know more and 
a query is an attempt to communicate that information need [1]. The output of  documents 
should be ranked in decreasing order of  document relevance. This way, users are able to 
minimize their time spent on finding useful information by reading the top-ranked documents 
first. Figure 2.1 shows what a complete IR system may look like.

When speaking of  effectiveness of  an IR system (i.e., the quality of  its search results), there are 
two key statistics to consider [1]:

Precision: What fraction of  the returned results are relevant to the information need.

Recall: What fraction of  the relevant documents in the collection were returned by the system.

2.2 Term Indexing
The inverted index is the first major concept in information retrieval [1]. The idea of  the inverted 
index is to keep a dictionary of  terms and for each term have a list of  items containing document 
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identifiers for each document where the term occurs. The items in the list are called postings and 
the lists are called postings lists. The dictionary in Figure 2.2 has been sorted alphabetically and 
each postings list is sorted by document ID.

Even a good retrieval model is useless if  we are unable to match the query terms to terms in the 
index. This can prove difficult due to case-sensitivity, spelling errors, alternative spellings, 
synonyms, hyphens, verb tenses, grammatical number, etc. An easy solution to the first 
mentioned issue is to completely ignore case-sensitivity by indexing all terms either in upper or 
lower case. This implies that, for instance, the name “Harmony” will be interpreted the same way
as the word “harmony”. To the extent of  this study, we will live with this consequence. Letter 
case rarely impacts a word's meaning, besides, it is likely that users are not very accurate in the use
of  capitalization when writing queries.

Spelling errors in queries will not be a big focus in the study, but it is worth mentioning that there
are several ways to make suggestions of  spell correction. One can look at statistics of  commonly 
misspelled words, or make suggestions based on shortest distance to other words. When speaking
of  word distances, one usually refers to the number of  operations (replace/remove/insert) 
needed to change one word into another [1]. It is also possible to take into account the layout of  
the keyboard, and make a probabilistic approach based on distance between keys. If  the language 
of  the indexed documents are known, the issue of  alternative spellings is most easily handled by 
a pre-made list of  words with more than one spelling. The same approach could be used for 
synonyms.

The issue of  digits and hyphens in text is another tricky question. Hyphens can be treated as 
word separators. That way, “state-of-the-art” and “state of  the art” will be treated identically. The
downside is that hyphens often are part of  names, such as ”Jean-Pierre”, ”F-16” and ”MS-DOS”.
There are similar problems with digits - they usually don't make good index terms and are 
therefore often disregarded [1]. The problem is that digits may be included in terms that should 
be indexed, for example, vitamins “B6” and “B12”. One partial solution is to only allow terms to 
include digits, but not to begin with one.

The rule of  30 states that the 30 most common words account for 30% of  the terms in written 
text [1]. As a result of  most weighting schemes, which are used to measure the importance of  a 
word in a document, words that appear in many documents usually have very little impact on the 
retrieval. At the same time, their postings lists will be the longest, taking up more memory than 
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the postings lists of  other terms. The solution is to use a list of  common words as stop words, i.e. 
words that will be ignored when building the index.

Finally, stemming is an important concept in order to make the index useful. This is how 
wikipedia describes this process:

“Stemming is the process for reducing inflected (or sometimes derived) words to their stem, 
base or root form - generally a written word form. The stem need not be identical to the 
morphological root of  the word; it is usually sufficient that related words map to the same stem, 
even if  this stem is not in itself  a valid root.” [10]

Not only does stemming make the dictionary substantially smaller, it also takes away some of  the 
strictness of  queries. This can be either good or bad news, depending on how strict we want the 
query to be interpreted. Take for instance the query “selling puppies in Stockholm“, which most 
likely is typed in by a user looking to buy a puppy in Stockholm. Now, consider a document 
containing the phrase “I sell my puppy in Stockholm”, which intuitively is a good match. The 
problem is that we only find two matching words: “in” and “Stockholm”. The word ”in” is very 
common and is either a stop word, or has been assign a very low weight. In other words, the only
important matching term will be “Stockholm”. The resulting output will likely be lots of  
irrelevant documents, containing information about Stockholm, with higher scores than the 
document the user is actually interested in.

In a more sophisticated retrieval system, all indexed terms have been stemmed, as well as the 
terms used in the query. The above mentioned query will change to: “sell puppi in Stockholm”. 
The terms from the document would be: “I sell my puppi in Stockholm”. Suddenly all terms in 
the query are found in the document and it is likely to be retrieved with a high score. 

The downside to stemming is that a search for the word “professor” would also return 
documents containing the words “profess” and “profession”, since they are likely to be derived to
the same stem. The assumption is that it's rather rare for words with completely different 
meaning to have the same stems. Even if  different words share a common stem, given the 
context of  all words in the query it's likely that the best matching documents will be retrieved 
with a higher score. Intuitively, the trade-off  between a higher recall and a smaller precision in 
this case is worth it.

Dealing with structured documents, such as XML, it is easier to determine the importance of  
individual terms. Given that the XML schema is known, one can chose to weight terms 
differently depending on their position in the structure. For example, a term found in the title 
should be more important than terms in the rest of  the document. Another option is to index 
the entire title as one term. If  the title exactly matches the query, it is likely to be a good hit.

2.3 Boolean Model
The Boolean retrieval model is based on Boolean logic and classical set theory, in which both the 
documents and the query are conceived as sets of  terms. It allows for any query in the form of  a 
boolean expression, where the terms are combined using the operators and, or, and not [1]. 
Despite decades of  academic research on the advantages of  ranked retrieval, where the output is 
ordered by relevancy to the query, Boolean retrieval was the most commonly used retrieval model
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until the 1990s, when the World Wide Web emerged [1]. The main reason this model has been so 
widely used among commercially available IR systems is because it is easy to implement and 
efficient in terms of  query-processing time [11].

The inverted index, in figure 2.2, stores only the id of  documents in each posting. Another 
possibility is to store lists of  term positions as well. In doing so, one can choose to only match 
terms that are close together, e.g. in the same paragraph, or match exact phrases. Without looking
at positions, “Bill is stronger than Bob” is considered the exact same document as “Bob is 
stronger than Bill”. The downside of  storing term positions is obviously that the postings take up
more disk space.

The key property of  Boolean retrieval is that documents either match or they don't match, and 
queries have the disadvantage of  being harder to formulate than in ranked retrieval. This kind of  
retrieval can be good for expert users with precise understanding of  their needs and the 
collection [1]. However, even for experienced users, the system's output has an unpredictable 
length. Boolean queries often result in either too many or too few results. In particular, changes 
in the query that appears small can result in large changes in the size of  the result set [8]. Boolean
retrieval may be a good alternative for applications that can easily consume thousands of  
unranked results. It is, however, not good for the majority of  users, partly because many of  them 
are not capable of  writing Boolean queries. The main problem is that it is too much work for a 
user to filter through the results to find what he/she is looking for. As mentioned earlier, a major 
role of  a good IR system is to sort the results by query-relevancy in descending order.

In section 2.5 the EBM will be described, which is an intermediate retrieval model between the 
standard Boolean model and the VSM (section 2.4). The query structure from the Boolean 
system is preserved, while at the same time, weighted terms may be incorporated into both 
queries and documents. This resolves the strictness of  Boolean retrieval, which often leads to bad
recall or bad precision. In the extended model, documents that don't strictly fit the boolean 
expression may still be retrieved with a lower score. Since each query-document similarity is given
a score, the retrieved output can be ranked in strict similarity order to the query.

2.4 Vector Space Model
Best-match retrieval models have been proposed in response to the problems of  exact-match 
retrieval. The most widely known of  these models is the VSM [12]. It treats documents and 
queries as vectors in a multidimensional space, where each dimension represents a distinct term 
from the collection. In other words, there are as many dimensions as there are terms in the 
collection (without taking duplicate terms into account). The assumption is that the more similar 
a document vector is to a query vector, the more likely it is that the document is relevant to that 
query [13]. Figure 2.3 shows an example of  this model using only three dimensions. This is for 
illustration purposes only – a typical collection may contain hundreds of  thousands of  
terms/dimensions, also a real application would do some preprocessing of  the terms, such as 
stemming.

The VSM takes into account the number of  occurrences of  each term in a document, known as 
the term frequency, denoted tft,d. Since it ignores the order of  terms it is usually referred to as a bag
of  words model [1]. Thus, as pointed out in the Boolean model, the document “Bill is stronger 
than Bob” will be viewed as identical to the document “Bob is stronger than Bill”. This might 
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sound like a deal breaker but, intuitively, two documents with similar bag of  words representation
should at least be similar in content. Furthermore, this model has been shown very successful for
retrieval of  unstructured text. Gerard Salton and Chris Buckley describes a system using a variant
of  the Vector Space Model in the following way: “For unrestricted text environments this system 
appears to outperform other currently available methods” [14].

Some of  the disadvantages of  conventional Boolean retrieval systems are eliminated in the VSM. 
Both query and document terms can be weighted, and a similarity computation between query 
and documents make it possible to obtain ranked output in decreasing order of  query-document 
similarity. By choosing an appropriate retrieval threshold, the user can obtain as much or as little 
output as desired [7].

A vector V⃗ (Di) is defined as a set of  weights, corresponding to the indexed terms in the 
document:

V⃗ (Di)  =  {w1,w2, ... , wn}

There are several weighting schemes that can be used, whereas the simplest approach would be to
assign each document's term frequency (tf) as weight. There are, however, several factors that should
be considered when determining the relevance of  terms. For instance, a term which occurs in 
many documents should not be considered as relevant as a term which only occurs in a few [1]. 
For this purpose, the inverse document frequency (idf) can be used:

9

Figure 2.3 An example of  a vector space representation of  documents, with 
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idf t  = log(
N

df t
) ,

N is the number of  documents in the collection and dft denotes the document frequency for the 
given term. Thus, the idf  of  a rare term is high, whereas the idf  of  a frequent term will be low. 
The tf-idf  weighting scheme is the most commonly used term weighting scheme in modern IR 
systems [15], and it is defined as follows:

tf-idf t ,d  =  tf t ,d  ⋅ idf t

In the above equation tft,d is the term frequency of  term t in document d and idft is the inverse 
document frequency for term t. Finally, we need a measure to determine how similar two vectors 
are. This is typically calculated using a cosine similarity score, which is the dot product of  the two 
vectors. The cosine similarity has shown to be the most successful similarity measure in the VSM 
[16].

sim (d 1,d 2)=V⃗ (d 1)⋅V⃗ (d 2)

Document length normalization is used to remove the advantage that long documents have over 
short documents. To achieve this, the vectors are normalized by their euclidean lengths:

sim (d 1,d 2)=
V⃗ (d 1)⋅V⃗ (d 2)

∣V⃗ (d 1)∣∣V⃗ (d 2)∣

2.5 Extended Boolean Model
The VSM suffers from one major disadvantage: the structure inherent in the standard Boolean 
query formulation is absent. This implies that it is no longer possible to construct phrase-like 
queries or take advantage of  synonymous terms by using and and or connectives. In a Boolean 
query formulation, an and connective can be used to identify query phrases such as “information
and retrieval”, similarly, or connectives can relate synonymous terms, for instance, “smart or 
intelligent or brilliant” [7]. The EBM represents a compromise between the strictness of  the 
conventional Boolean system and the lack of  structure inherent in the VSM.

Extended Boolean models were proposed nearly three decades ago, but have had little practical 
impact [8]. Regardless, the extended models have shown significant advantages to both the 
standard Boolean retrieval model and many other ranked models [8]. The main thing that differs 
the extended model from the standard model is the support of  document ranking. This is done 
by calculating the document-query similarity using a ranking function F

F : D x  Q →  [0, 1]

which assigns to each document-query pair, a number in the closed interval [0, 1]. In order to 
apply the advantages of  the VSM to the Boolean model, Salton, Fox, and Wu (1983) proposed 
the P-Norm extended Boolean model [7]. Laboratory tests indicate that P-norm EBM produces 
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better retrieval output than both the Boolean model and the VSM [8]. The P-Norm scoring 
algorithm is defined as follows: 

F(D, Qor( p ))=[
a1
pd A1

p
+a2

pd A2

p
+...+an

pd An
p

a1
p
+a2

p
+...+an

p ]

1 / p

F(D, Qand ( p ))=1−[
a1
p
(1−d A1

)
p
+a2

p
(1−d A2

)
p
+...+an

p
(1−d An)

p

a1
p
+a2

p
+...+an

p ]

1 / p

where ai indicates the weight of  term Ai in the query, and dAi indicates the weight of  Ai in the 
document, 0 ≤  a i  ≤ 1 , and 1 ≤  p ≤  ∞.

In their paper, Salton, Fox, and Wu show that by varying the value of  p between 1 and ∞, it is 
possible to obtain a system intermediate between the VSM (p = 1) and a conventional Boolean 
retrieval system (p = ∞) [7]. When p = 1,  the similarity between queries and documents can be 
computed by the inner product of  their weights, which is exactly the cosine similarity described 
in section 2.5.

F(D, Qand (1))

= 1−
a1(1−d A1

)+a2(1−d A2
)+...+an(1−d An)

a1+a2+...+an

= 1−
(a1+a2+...+an)−(a1d A1

+a2d A2
+...+and An)

a1+a2+...+an

= 
a1d A1

+a2d A2
+...+and An

a1+a2+...+an

= F (D, Qor(1))

The following calculations are made for p = ∞.

F(D, Qand (∞))

      =   lim
p→∞

1−[
a1
p
(1−d A1

)
p
+...+a2

p
(1−d A2

)
p
+an

p
(1−d An)

p

a1
p
+a2

p
+...+an

p ]

1/ p

      = 1−
max [a1(1−d A1

) , a2(1−d A2
) , ... , an(1−d An)]

                     max [a1, a2, ... , an]
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F(D, Qor(∞))

      =   lim
p→∞

[
a1
pd A1

p
+a2

pd A2

p
+...+an

pd An
p

a1
p
+a2

p
+...+an

p ]

1/ p

      = 
max [a1d A1

, a2d A2
, ... , and An]

        max [a1,a2, ... , an]

If  all query term weights are equal to 1:

F(D, Qand (∞))

      = 1−max [(1−d A1
) ,(1−d A2

) , ... ,(1−d An)]

      = min [d A1
, d A2

, ... , d An]

F(D, Qor (∞))=max [d A1
, d A2

, ... , d An]

This leads to the conclusion that when p = ∞, and the query is not weighted, the ranking 
function is dependent only on one of  the document terms. When looking at an and connective 
we are only interested in the term of  lowest weight, and when looking at an or connective we are 
interested in the term of  highest weight. This is precisely the situation for the conventional 
Boolean retrieval system when both query- and document terms are unweighted.

The obvious conclusion is that the EBM potentially contains all the benefits from the Boolean 
model and the VSM, since it can take the form of  either one of  them – or an intermediate 
somewhere inbetween. The question is, however, if  the simplicity of  the VSM is worth the trade-
off  for the boolean structure. The performance of  the two models will be tested in chapter 4 and
the results will be discussed in chapter 5.

2.6 Geographic Information Retrieval
A large proportion of  the resources available on the world-wide web refer to information that 
may be regarded as geographically located [3]. Over the past few decades, digital gazetteer has been 
playing an important role in the development and research of  GIR . Basically, a digital gazetteer is
a library of  named places in a hierarchical structure according to their position. The three key 
components of  a digital gazetteer is: place names, place categories, and geographic locations [17].

For unstructured text documents, geographic retrieval can be troublesome. One problem is that 
location names often occur as part of  people's names or within names of  organisations. For 
instance, the term “London” might refer to “London, UK” or the famous American writer “Jack 
London”. If  the structure of  the documents does not provide a clear differentiation, detecting 
geographic references has proven a challenge. The task of  detecting genuine geographic 
references is addressed  by Leveling and Hartrumpf  [18]. In their paper they present statistics 
showing that 75 percent of  all location names are used in their literal sense, 17 percent refer to 
other entities, and 8 percent have a mixed sense.

12



When it has been established that a place name is being used in a geographic sense, the problem 
remains of  determining uniquely the place to which the name refers. There are many names that 
are shared between different places, for example Saint Petersburg, which could refer to a town 
either in Russia or Florida. A common method to try and resolve this, is by considering all place 
names within a document. If  a place name occurs in association with a set of  other neighbouring
places within the same region, that provides clues to distinguish which meaning is implied [19].

Another problem is that, since it's hard for a computer to understand natural language, it might 
be difficult to determine in what sense a location name is used. A reference to a location doesn't 
necessarily mean the document itself  is relevant to that geographic area. Luckily, we escape many 
of  the previous issues, since they mainly apply to unstructured text. As specified in the project 
goals (section 1.3), our focus is documents providing a single geographic location in an easy-to-
parse XML structure, such as the GIS metadata-documents described in section 1.2. Other 
location names mentioned in the documents will be indexed as ordinary terms.

When formulating a query, the interface can provide the option to search for a location name as a
regular term or a geographic location. A digital gazetteer, or some type of  dictionary, can be used
to retrieve polygons based on location names. The retrieved polygon can then be matched against
polygons in the document collection. Another method is to specify the spatial query by letting a 
user draw a rectangle or a polygon on a map. A geographic index will be introduced in section 
2.7.

Two commonly used spatial relations are “inside” and “near”. The first mentioned, “inside”, can 
be defined as the intersection of  two areas. The second relation, “near”, can easily be 
implemented the same way, by enlarging the search area to also capture nearby locations. It is 
quite clear, however, that the two queries ”Restaurants near KTH” and ”Countries near Sweden” 
give ”near” a different meaning in terms of  distance. A solution to this is to let “near” be defined
relative to the size of  the search area.

There are many other possible spatial relations, such as “outside”, “north of ”, “far from”, etc. 
“Outside” can easily defined as everything that isn't “inside”. In section 2.7 we will discuss how a 
geographic index can be used to retrieve all documents “inside” an input area. The spatial relation
“outside” is thereby easily fulfilled by excluding this set from the set of  all documents. Similarly, 
“far from” can be defined as everything that isn't “near”. Alternatively, one could imagine a 
ranked output where documents far away gets a higher ranking. In section 2.7 we will give 
examples of  how spatial relations such as “north of ” or “west of ” can be taken into 
consideration.

2.7 Geographic Indexing
Up until now we have focused on term-retrieval models and pure-keyword-indexing (PKI). In a 
complete GIR system we want to retrieve documents, not only by matching terms, but also 
geographic location. Since each document from the collection contains only one geographic 
footprint, we can accomplish this by using a geographic index based on Space Filling Curves 
(SFC) together with the inverted index. The conclusion drawn in a licentiate thesis, written by 
Xing Lin, is that “the hybrid index of  inverted file and Z SFC shows the most potential indexing 
technologies for GIR systems using the single-geofootprint model” [3].
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The idea using Z-SFC is to project queries from 2D space into 1D space as illustrated in figure 
2.5. The outer square represents the entire geographic surface, for example the whole world. 
Each cell is in the next grid level divided into four new cells. The idea is to fit each document's 
geographic footprint, which is a polygon, into the smallest cell that can hold it. Figure 2.6 
demonstrates this using three different polygons.

Each cell is given an encoding, either a string or a number, which can be used for linear 
comparison. The processing of  spatial queries can therefore be made faster than a sequential scan
[3]. The idea is to construct an index that has a tree structure, as illustrated in figure 2.7. Each 
node represents an encoding and a list of  references to all documents with that encoding. 
Depending on whether we use a string encoding or a number encoding, the lookup will work a 
bit different.
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Figure 2.5 Z SFC representation showing grid levels 0-2. The ”Z”-pattern 
transforms a 2D problem into a linnear problem.

Figure 2.6 The smallest possible cells that can hold polygons A, B and C.

Figure 2.7 A tree structure representing the different grid levels of  the geographic index. Each node 
contains a unique string encoding and references to all documents with that encoding.



The string encoding ensures the following: If  a polygon p1 with encoding x intersects another 
polygon p2 with encoding y, either x is a prefix to y or y is a prefix to x. It is important not to 
make a logical fallacy here. If  x is a prefix to y, or the other way around, it does not tell us that p1 
and p2 intersect. However, if  none of  two encodings is a prefix to the other, then we know the 
polygons do not intersect. In other words, given a string encoding and a search-polygon p, we 
want to retrieve the entire sub tree whose root have the same encoding as p. That way we have 
excluded all documents we know cannot intersect with the search-polygon.

Furthermore, the string encoding can be of  help when determining spatial relations such as 
“north of ”, “south of ”, “west of ” or “east of ”. Consider two polygons, p1 and p2, with the 
encodings e1 = “012334” and e2 = “012343”. It is easy to determine the spatial relations by 
looking at the first index where the strings are different, in this case index 4. Since e1[3] = 3 and 
e2[3] = 4 and 3 is west of  4 in the Z-ordering of  the SFC, one can conclude that p1 is west of  p2.

The problem with string encoding is that it has bad precision. The red rectangle in figure 2.8 
represents a spatial search where all documents are retrieved. In this case the encoding of  the 
search rectangle is “0”, since that is the smallest cell where it fits. This is a clear problem, even the
smallest search area can retrieve a lot of  documents. Any polygon, regardless of  size, that 
stretches over any grid in the first grid level, will get encoding “0”.

To gain better precision a numerical encoding can be used instead. Unlike the string encoding, 
the document's are not retrieved based on prefix. Instead, we will only look at cells that actually 
intersect with the search area. Figures 2.9 shows an illustration of  this.
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Figure 2.8 An illustration of  the bad precision of  string encoding.

Figure 2.9 An illustration of  the precision of  numerical encoding.



The string encoding is faster than the numerical encoding since the search area will only be given 
a single encoding. The numerical encoding has to find all relevant encodings which, depending on
the grid level, can be a lot. Each encoding corresponds to one lookup in the tree (figure 2.7). 
However, using a string encoding, we are faced with one of  two options:

1. Risk very bad precision.
2. Risk wasting a lot of  time filtering through the results.

The first option would often result in many documents that are far from relevant. Given the 
second option, it is likely that the numerical encoding will be faster in the end since there won't 
be as many irrelevant results to filter out. This is especially true if  a small search-polygon with 
encoding 0 is used. All documents will be retrieved and the risk is that none of  their polygons, or 
very few, actually intersect the search-polygon. The number encoding is in that aspect a safer 
choice. We will discuss this further in section 3.4.
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3 Method
In this chapter we will describe the implementations needed in order to evaluate the two IR 
models as well as the geographic search. In section 3.1 we will describe the term index, which is 
the foundation of  any IR system – regardless of  model. Section 3.2 describes the implementation
of  the VSM and section 3.3 describes the implementation of  the EBM. These implementations 
are necessary in order to practically evaluate how the two models compare to each other in terms 
of  performance. Finally section 3.4 describes how the geographic index is implemented and used
together with the term index. As stated earlier, numbers indicating how fast the geographic 
lookup is does not say much on its own - since it differs depending on hardware and 
programming language. However, seeing how time efficient the geographic search is compared to
the term-search gives a good indication to whether or not it significantly slows down the retrieval 
process as a whole. 

There are online resources, such as www.geodata.se, where geographic meta-data can be 
retrieved. The problem is that Geodata only contained around 350 documents. Other sites had 
thousands of  auto generated documents, but the contents of  those files turned out to be too 
similar. In order to properly test a search engine, we need a large document collection with a big 
variety of  text. For this purpose, 500,000 wikipedia articles were chosen for the evaluation. They 
have the desired XML-structure and can be parsed similarly to the intended documents. The only
thing missing is a geographic footprint for each document. For testing purposes, each wikipedia 
article is therefore assigned a randomly generated area representing a surface on earth. 

In this study all implementations were made in C# .Net. In the table below, the specifications of  
the computer used in this study is presented.

Computer specifications

System Model Dell Latitude E6410

Processor Intel(R) Core(TM) i5 2.53 GHz

Physical Memory (RAM) 4,00 GB

OS Microsoft Windows 7 Professional

3.1 Inverted Index
The first step in the indexing process is to harvest a collection of  documents. The words in each 
document are stemmed and added to the index, unless they are stop words. Once a document has
been indexed it does not have to be stored locally, as long as a reference to where it can be found 
is saved. For the stemming we used the Snowball stemming algorithms, written by Dr. Martin 
Porter and covered by the BSD License [20].

The time complexity for indexing plain text is O(N), where N is the number of  terms in the 
collection. Depending on the size of  the collection, indexing might take hours or even days, but it
is not crucial for this process to be fast. For collections where documents don't change, indexing 
has to be done only once. This is a rare scenario, usually the index needs to be updated or 
completely rebuilt at regular intervals (since documents might have been changed, added or 
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removed in the collection). However, since the old index is still in service while the new index is 
being built, there is no down time for the retrieval system.

The size of  the index is mainly determined by the number of  distinct stems per document. As 
shown in figure 2.3, each distinct stem in a document corresponds to one posting. The size of  
the postings depends on how much information we want to store. In our case, each posting 
contains an integer value for the document id and a double representing the weight. 

The two most common ways to implement an index are:

• A sort-based index, in which all terms are arranged in a sorted array or in a search tree, in 
alphabetical order. Lookup operations are realized through tree traversal (when using a 
search tree) or binary search (when using a sorted list).

• A hash-based index, in which each term has a corresponding entry in a hash table. 

The speed advantage of  a hash-based dictionary over a sort-based dictionary depends on the size
of  the hash table. If  the table is too small there will be many collisions, which might substantially 
reduce the dictionary’s performance. On the other hand, if  the table is too large it will allocate an 
unnecessary amount of  memory.

The upside of  using a sort-based dictionary is that it offers efficient support for prefix queries, 
such as ”inform ”∗ . This query can be evaluated using two binary search operations, to find the 
first term Tj and the last term Tk matching the given prefix query, followed by a linear scan of  all
(k − j + 1) entries in between. The total time complexity of  this procedure is:

O(log(N)) + O(M),

where M = k −j +1 is the number of  terms matching the query and N is the vocabulary size.

We will use both a hash-based dictionary and a sort-based dictionary. The hash-based dictionary 
is used to index the collection. If  we were to use a sort-based dictionary for this purpose, we 
would have to keep the dictionary sorted while constantly adding new terms. The hash-based 
dictionary is intuitively a more efficient option. The sort-based dictionary can, as soon as the 
indexing process is complete, be constructed from the hash-based dictionary in order to replace 
it for future query processing.

The assumption we make is that the dictionary will fit in main memory during indexing. Postings,
however, will require much more memory than the dictionary and should be stored on disk. The 
indexing process can be divided into six parts:

1. Index terms
2. Write postings to disk
3. Defragment postings
4. Apply weighting scheme
5. Generate sorted dictionary
6. Write dictionary to disk.
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Terms from the collection are indexed until a certain memory threshold is reached. When that 
happens, all postings currently  in memory are written to disk. The algorithm jumps between step
1 and step 2, until the entire collection has been indexed. All postings are written to a single file, 
but since we do not know in advance how long each postings list will be, the postings lists are 
fragmented within that file. For this reason we create a separate file to keep track of  the offsets 
of  each postings list in the postings file. Figure 3.1 shows an example of  these two files.

The first element in the postings file, ”List size”, tells how many bytes the following postings-list-
fragment is. The next element, ”Postings Size”, tells how many bytes the following posting is. 
Since each posting has a fix size of  12 bytes (assuming 4 bytes for an integer and 8 bytes for a 
double), we don't need to store this information in the file. It is, however, needed if  the postings 
have different sizes, for example, if  term offsets are stored within the postings. When the entire 
collection has been indexed, a new de-fragmented postings-file is constructed by combining the 
fragments according to the offsets file. Each postings lists is stored in a contiguous region of  the 
hard drive, which makes them faster to retrieve when processing a query.

3.2 Vector Space Model
The VSM has a rather simple but efficient implementation. The cosine similarity of  two 
documents is computed using the dot product of  the two normalized vectors. However, we never
compare documents in the collection to each other. The idea is to compute the cosine similarity 
between the query and each relevant document. It is easy to realize we don't need to normalize 
the query vector, since its length is the same for each document comparison. In doing so, all 
scores would be scaled down equally and the retrieval order would still remain the same.

Each document's term weights can be calculated as soon as the indexing process is done. The 
euclidean normalization should be computed at this point as well, so we don't have to do it in 
query-time. Assuming the query terms are unweighted, the cosine scores for a collection 
containing N documents can be computed according to the following pseudocode:
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COSINESCORES(query)
float scores[N] = 0
for each term t in query
do fetch postings list for t
     for each posting in postings list
     do scores[posting.docId] += posting.weight

The time complexity for the postings list lookup is O(log(n)), where n is the size of  the 
dictionary. Hence, the worst-case time complexity for the cosine scores computation is O( log(n) 
* N * T), where N is the number of  documents and T is the number of  terms in the query. In 
reality, however, it is very rare for a term to exist in all documents, especially when stop words are
used, therefore the postings lists will be significantly shorter than N. Since the weight of  each 
posting is calculated and normalized in advance, we only need an addition operator in each 
iteration. When the scores have been computed, the final step is to sort the score array. This can 
be done using a fast sorting algorithm such as Quicksort or Heapsort, both having the well 
known time complexity O(N · log(N)).

3.3 Extended Boolean Model

The Extended Boolean Model takes a Boolean query as input. The first step is naturally to verify 
that the query is a valid Boolean expression. This can be achieved while parsing the query to a 
tree-structure. Consider the Boolean expression:

(a and b and c) or d or e or (f  and g)

The most efficient way, for both visualisation and computing, is intuitively to parse the 
expression to a tree. Figure 3.2 shows a binary tree corresponding to the boolean query. 

If  the query is verified as a valid Boolean expression, the created tree structure can be used by the
P-norm alogrithm to rank documents. The drawback of  the P-norm algorithm is, however, that 
the further down the tree a node is, the less impact it has on the score. This is due to the fact that
it's a recursive method which normalizes the score at each depth. 
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Figure 3.2 A binary tree-representation of  a Boolean expression.



Consider the smaller tree shown in figure 3.3. Computing the p-norm-score with a p-value of  1, 
we will get:

The obvious problem is that b and c are suddenly only weighted half  as high as a. The solution is
to construct a non-binary tree instead (figure 3.4). This results in a fair weight distribution over 
the or connectives:

F(D, Qor(1))  = 
d A1

 +  d A2
 +  d A3

3

However, or and and connectives can't be merged together in this manner. Figure 3.5 shows the 
compressed version of  the tree in figure 3.2. 

The conclusion is that the p-norm score will behave different from the cosine score in the VSM, 
even if  p = 1, when we use a mix of  different connectives. However, if  p = 1, the two 
connectives behave the same way, and there is no need to use both of  them. Furthermore, there 
is no point in using this model with p = 1, since the Vector Space Model in that case is a much 
faster algorithm. The idea, however, is to find a good value for p, which returns better results 
than the Vector Space Model, because of  the additional control given by the Boolean structure. 
Hopefully that will compensate for any depth-problems in the tree representation of  the Boolean
expression.
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Figure 3.3 A binary tree 
representing the Boolean 
expression ”a or b or c”.

Figure 3.4 A tree 
representing the Boolean 
expression ”a or b or c”.

Figure 3.5 A non-binary tree representing a Boolean 
expression.
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3.4 Geographic Index
The geographic index is constructed simultaneous to the term index and is stored in main 
memory. It has a tree data structure, as illustrated earlier in figure 2.7. A numerical encoding was 
chosen to get a higher precision. During the indexing process, each document is given an 
encoding matching its geographic footprint. The encoding is saved in an array containing 
information of  each document. The array is sorted after document ID, and each element in the 
array contains a pointer to the corresponding document's geometry, its encoding, and the source 
of  the document - for example a URL. The geometries and sources are parsed and saved in 
separate files during the indexing process. Meanwhile, the document's ID is added to the 
geographic index. Figure 3.6 shows a complete illustration of  the geographic index and how it 
collaborates with the term index.

Each query contains a set of  terms and/or a polygon representing a spatial search. If  no spatial 
search is defined, only the sorted (inverted) index is used. Likewise, if  no terms have been 
specified, we will only use the geographic index. However, if  the query contains both terms and a
search-polygon we will have to use both indices and combine the results. This is done with the 
following steps:

1. Use the inverted index to retrieve all term-relevant documents, using either the VSM or 
the EBM. The result should not yet be sorted by relevance. The direct output will be an 
array of  scores that is sorted by document Id.

2. Use the geographic index to retrieve all geo-relevant documents. This output will be an 
array of  document Id's.
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3. Iterate over the geo-relevant documents and add those that are term-relevant to a result 
list, according to the following pseudo code:

foreach documentId in geoRelevantDocumentIds:
do score = score[documentId];
if  score > 0:

do resultList.Add(Tuple<documentId, score>);

4. Sort the result list by relevance (scores).

An alternative approach would be to let the geographic index return an array of  geographic 
encodings (instead of  a list of  geo-relevant documents). We would need to store an array (ahead 
of  time) containing each document's geographic encoding in order to efficiently retrieve the 
encoding of  a specific document. In this scenario, the sorting step (step 4) would be placed ahead
of  step 3, and be used to sort the results of  term-relevant documents retrieved from step 1. 
Furthermore, the pseudo code in step 3 would be replaced with the following:

foreach Tuple<documentId, score> in termRelevantDocuments:
do encoding = encoding[documentId];
if  encoding inside arrayOfGeographicEncodings:

do resultList.Add(Tuple<documentId, score>);
 
The first drawback of  the alternative approach is that the array to sort is larger, since it contains 
all term-relevant documents (without first filtering out the non-geo-relevant results). The second 
drawback is that the if-statement (in step 3) has to iterate over an array of  values, compared to 
the if-statement in the first approach that only has to check one value. The size of   
arrayOfGeographicEncodings depends on the search area and the depth of  the tree structure used in 
the geographic index (see figure 2.9 for an illustration of  the numerical encoding). 

Another difference is that, in the first approach, the foreach-loop either iterates over the geo-
relevant documents, while in the second approach it iterates over the term-relevant documents. 
This can affect time efficiency, depending on if  we have many term-relevant documents or many 
geo-relevant documents. For this study the first approach will be used. The argument is that the 
operations inside the for loop are light weight (in the first approach just a simple equals 
comparison) and the resultList will be filled with as many tuples in both cases (the resulting 
documents will be the same regardless of  approach). The biggest difference is that the first 
approach may have a smaller list to sort (since the non-georelevant documents have already been 
filtered out). Sorting is done using System.Collections.GenericList.Sort:

list.Sort((a, b) => a.Item2.CompareTo(b.Item2));

As mentioned in section 2.8, there are no guarantees that polygons with the same geographic 
encoding actually intersect. If  two polygons with the same encoding do not intersect, one or both
of  the following statements are true:

1. We have reached the maximum grid-level. This means the two polygons are very close to 
each other, and can approximately be said to intersect.

23



2. The polygons intersect the grids of  the current grid-level (see figure 3.7). If  this is an 
early grid-level the two polygons can be very far away from each other. It could for 
instance be two different continents. When this happens, we need some method to 
determine if  the two polygons intersect (or at least are likely to intersect).

A partial solution is to check if  the bounding boxes of  the polygons intersect. If  the bounding 
boxes do not intersect, we know for sure the two polygons do not intersect (see figure 3.8). There
is, however, no guarantee that two polygons intersect only because their bounding boxes do (see 
figure 3.9).

The problem at hand, whether two objects overlap, is in games and simulations generally referred
to as collision detection [21]. To the extent of  this study, we will approximately say that two polygons
intersect, if  their bounding boxes intersect. Bounding boxes are typically used in the early 
(pruning) stage of  collision detection [21]. The idea is that only objects with overlapping 
bounding boxes need be compared in detail. There are efficient algorithms to further determine 
if  objects collide, such as Oriented Bounding Box (OBB) trees or Axis-Aligned Bounding Box 
(AABB) trees [21]. Both trees are recursively built and at each level the polygon is divided into 
smaller bounding boxes, using different algorithms. For both AABB's and OBB's, the collision 
detection works by comparing two trees to check whether the two initial boxes overlap. If  they 
do, the two objects the trees represent might intersect, and the trees have to be recursively 
processed further (recursive descent). If, along the descent, the subtrees do not intersect, the 
conclusion is that no intersection has occurred between the two objects.

Many game engines uses GPU acceleration to improve the performance of  collision detection. 
An article on Nvidias webpage describes such an algorithm, using a GeForce GTX 690 GPU. In 
the article they describe a data set containing 12,486 objects representing “debris falling from the 
walls of  a corridor, and 73,704 pairs of  potentially colliding objects”. The result of  the article is 
that the algorithm runs in 0.25 milliseconds [22].

The motivation of  stopping at the pruning stage of  collision detection is that the area is too wide
to cover in this study, and should rightfully be in a study of  its own. It is sufficient to say that 
using modern collision detection algorithms, and perhaps GPU acceleration, one can achieve 
effective results even on complex polygons.

24

Figure 3.7 Two non-intersecting 
polygons with same encoding.

Figure 3.9 Two non-intersecting 
polygons with intersecting 

bounding boxes.

Figure 3.8 Two non-intersecting 
polygons with non-intersecting 

bounding boxes



4 Results

4.1 Building the IR Index
Table 4.1 presents statistics about the terms in the collection. Each document had on average 
530.9 terms and, out of  those, 12.2 distinct terms. The size of  the dictionary, counted in terms, is
thereby 2.3 percent of  original collection's term-size. As table 4.2 shows, the actual size on disk is
about 2.4 percent of  the size of  the collection. The postings allocated as much as 50.6 percent of
the collection size. The size of  the entire index structure, however, is 58 percent of  the collection
size. The collection size is only measured by the terms that are indexed. Any other elements in 
the XML-structure are ignored. Table 4.3 presents the total time of  the indexing process as well 
as its various steps. The most time consuming part was iterating over the collection, placing the 
terms in the index. The second most time consuming part was the defragmentation of  the 
postings file. The postings lists were written to file every 1000th indexed document, a total of  500 
times, causing up to 500 fragments for each postings list. The total time of  the indexing process 
was 1 hour and 56 minutes. All graphs in this chapter are built from exactly 500 samples, as 
measurments were made at the same time the postings lists were written to disk.

Number of  documents:
Number of  stems:
Number of  distinct stems:
Average stems per document:
Average new terms per document:

500,000
265,448,143
6,091,607
530.9
12.2

File Size in Kilobytes

Index
Dictionary
Postings
References
Geometries
Total
Size of  collection

124,035
73,275
1,535,976
10,332
17,579
1,761,197
3,034,142

Operation Time in milliseconds

Indexing the terms
Defragment postings file
Generate sort-based dictionary
Apply weighing scheme
Total

5,792,882
761,021
65,266
207,957
6,932,395 ≈ 1 hour and 56 minutes
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Table 4.1 Statistics from the document collection

Table 4.2 Disk-size of the index and the collection

Table 4.3 Time statistics for the indexing process



Figure 4.1 shows the number of  terms that are indexed over time. As seen in the graph, the 
speed slows down over time. A similar phenomena can be seen in figure 4.2, where the term 
count is plotted in relation to document count instead of  time.
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Figure 4.1 The number of indexed terms over time.

Figure 4.2 Graph showing the number of terms in the 
collection relative to the number of indexed documents.



Figure 4.3 shows the increase of  distinct terms as more documents are indexed. In figure 4.4 we 

plot the increase of  distinct terms in relation to the count of  indexed term. The red graph 
represents the data measured from the indexing process. The blue graph shows the expected 
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Figure 4.3 Graph showing the number of distinct terms in 
relation to the number of indexed documents.

Figure 4.4 Dictionary size (distinct terms) in relation to the 
collection size (terms). The red graph shows our result and 
the blue graph shows the prediction using Heap's Law.



curve according to Heap's Law, which is an empirical law in linguistics, saying that the dictionary 
size M, can be estimated as a function of  the collection size:

M=kT b

where T is the number of  terms in the collection. Typical values for the parameters k and b are:
30  ≤  k  ≤  100 and b ≈  0.5. For this graph the parameters were set to k = 80 and b = 0.5.

These values were chosen to visually fit the measured data. What is interesting is the expected 
drop of  new distinct terms, as more terms are indexed, which is not seen to a high degree in the 
red graph.

In figure 4.5 the memory usage of  the program, during the indexing process, is presented. The 
growth is somewhat linear except for a few small regions where the increase is very fast. We start 
out with almost no memory usage, but when all 265,448,143 terms have been indexed, the 
program uses slightly over one gigabyte of  memory. The postings lists are not included in this 
measure since they are written to disk. Figure 4.6 shows how much disk space the postings lists 
allocates. 
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Figure 4.5 Memory usage of the program during indexing.



4.2 Retrieval Relevance
This is a minor section used to illustrate to the reader how the EBM can be used to retrieve more
relevant results than the VSM.  No deeper analysis or evaluation will be made, since, as stated 
earlier in the study, this has already been done in other studies. Figure 4.6 shows the top five 
results, in the VSM, from the query “Mount Sunflower”, which is the highest natural point in the 
state of  Kansas. 

Figure 4.7 shows the corresponding Boolean search (“Mount & Sunflower”) with different values
for P. In the first case, p = 1, we can see that we get the same ordering as in the Vector Space 
Model. In the second case, p = 10, the order has changed a bit and we can see that the wanted 
article, titled “Mount Sunflower”, has appeared on third place. Increasing p to 20 gives the 
wanted document the first place.
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Figure 4.6 Size of the postings lists in relation to the 
number of indexed terms.



4.3 Retrieval Efficiency
Table 4.4 shows the speed performance of  the VSM using different query lengths. The 
corresponding queries in the Extended Boolean Model are presented in Table 4.5. The value of  p
does not seem to significantly affect the performance of  the EBM. The terms in the queries were
randomly selected from the collection. Note that the number of  documents retrieved is the same 
for both models. We know the EBM will, for p = 1, retrieve exactly the same results as the VSM 
with the same relevance order. As the value of  p is increased, the retrieved documents that don't 
strictly fit the boolean expression will be ranked lower. They will, however, always have a positive 
ranking that reaches closer and closer to zero as p is reaching towards infinity. In other words, the

30

Figure 4.7 The top 5 results from the Vector Space 
Model using the query ”Mount Sunflower”

Figure 4.8 The top 5 results from the Extended Boolean Model using the Boolean query 
”Mount & Sunflower” and three different values for p (1, 10 and 20).



same documents will always be retrieved, regardless of  model, but the relevance order can be 
different.

Query length VSM Documents retrieved

1 13.17 ms 44075

2 21.91 ms 59189

4 44.81 ms 122143

8 132.43 ms 278395

16 182.81 ms 293220

Query length EBM(P = 1) EBM(P = 10)

1 11.7 ms 11.37 ms

2 69.44 ms. 69.64 ms

4 212.35 ms 211.73 ms

8 796.8 ms 796.21 ms

16 1476.55 ms 1478.60 ms
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Table 4.5 The speed performance of the Extended Boolean Model using different query lengths and P-values.

Table 4.4 The speed performance of the Vector Space Model using different query lengths.

Figure 4.9 The speed performance results of the VSM and the EBM from table 4.4 and 4.5.



Table 4.5 shows that the Extended Boolean Model is slower than the VSM in all test cases except
when the query only consists of  one term. In that special case the EBM actually outperforms the 
VSM. In table 4.6 we evaluate the time efficiency of  the two IR models using seven different 
queries, each consisting of  one term.

Term VSM EBM Postings

apple 4.38 ms 2.2 ms 6,262

beautiful 6.37 ms 3.41 ms 18,213

game 13.02 ms 11.74 ms 44,075

good 15.85 ms 15.42 ms 59,745

come 19.04 ms 18.41 ms 73,253

back 22.23 ms 22.71 ms 89,908

people 41.73 ms 43.77 ms 175,247

The queries used to create the results presented in table 4.5 had and connectives between all 
terms. Another interesting aspect is to determine how different connectives affects the retrieval 
time. Table 4.7 presents the retrieval time of  the query ”good people come back”, which consists 
of  the most common terms in table 4.6. This query handles 398,153 postings and results in 
245,507 retrieved documents, which is more than twice the amount of  ducuments retrieved by 
the query of  the same length presented in table 4.5. For each row in table 4.7 the retrieval time is 
a result of  using different combinations of  connectives between the terms in the query.

Query Score computations Retrieval time

”good & people & come & back” 245,507 432.99 ms

”good | people | come | back” 245,507 438.67 ms

”good & people | come | back” 444,534 538.68 ms

”(good | people) & (come | back)” 606,634 607,91 ms

Table 4.8 shows the performance of  the geographic filtering using random search areas. The first
column tells how many term-relevant documents there are from the term-query. The second 
column shows how many geo-relevant documents we get from the geographic index. In the third
column the intersection is show, i.e. how many of  the documents occur both as term-relevant 
and geo-relevant. Finally, the documents undergo the rectangle-intersection check and the fourth 
column presents how many documents actually fit the query. In parenthesis, the time taken for 
each operation is shown and in the last column the total time is presented. Note that the time for 
the term-retrieval is not included. It can, however, be seen in table 4.4 or 4.5 depending if  we use 
EBM or VSM.
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Table 4.6 Performance of the VSM and EBM using different queries of only one term.

Table 4.7 The efficiency of a 4-term query in the EBM using different connectives.



Term-relevant Geo-relevant Intersection Retrieved Total Time

44075 37970 (21 ms) 3418 (3 ms) 63 (33 ms) 57 ms

59189 80974 (43 ms) 9709 (3 ms) 2155 (82 ms) 128 ms

122143 90137 (48 ms) 22007 (6 ms) 7748 (180 ms) 234 ms

278395 37200 (19 ms) 20734 (4 ms) 270 (165 ms) 188 ms

293220 487714 (305 ms) 285993 (45 ms) 277868 (2585 ms) 2935 ms

500000 500000 (319 ms) 500000 (82 ms) 500000 (4864 ms) 5265 ms

Table 4.9 presents the very same rectangle-intersection check as in table 4.8, with one major 
difference: the computations is aborted when 100 relevant results have been found. The first 
column shows the intersection of  geo-relevant and term-relevant documents. The second 
column tells how many rectangle-intersection checks return false. The third column tells how 
many documents are retrieved and the fourth column tells the time of  the operation.

Intersection Non-collisions Retrieved documents Time

3418 3355 63 33 ms

9709 339 100 8 ms

22007 161 100 6 ms.

20734 7966 100 47 ms

285993 3 100 5 ms

500000 0 100 5 ms
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Table 4.8 The speed performance of the Geographic lookup depending on term-relevant documents and geo-
relevant documents.

Table 4.9 The speed performance of the same geographic lookup as table 4.8 if we choose to only retrieve the 
100 most relevant documents.



5 Discussion
The goal set out in this study was to investigate how the Extended Boolean Model using P-norm 
scoring compares to the Vector Space Model in terms of  implementation and performance. On 
top of  that, to evaluate the loss in performance when integrating a geographic filter. In addition 
to implementing the VSM and EBM, because they are highly dependant on an efficient index 
structure, an implementation of  the inverted index was made. Retrieval relevancy is not the 
primary focus, since many such comparisons already have been made, however, it is still pleasant 
to see that the IR system produces somewhat relevant results. Furthermore, it provides a clearer 
illustration of  the advantages EBM has over VSM, which we will slightly cover in section 5.2.

The efforts made to improve the index, such as the use of  stemming and stop words, mainly 
filled the purpose of  improving retrieval relevancy. However, since it affects the size of  the index 
as well as the number of  postings lists retrieved from each query, it has a direct impact on time 
efficiency. One could argue that both models are affected the same way, but given different 
complexities, this will show much less in the VSM than the EBM. In other words, it gives a more 
realistic view of  the effectiveness of  the two models in a modern IR system.

In order to measure the loss in performance when integrating a geographic filter – an 
implementation of  an index based on Z-SFC was made. As mentioned in chapter 3, all 
implementations were made in C# .NET. A lower level programming language such as C or C++
could have yielded better results for the two models, however, the results for one model in itself  
is not relevant. The results are merely used in purpose of  comparison between the two models. 
If  a query in one model is processed in 10 milliseconds, it says little of  the efficiency of  that 
model, since we have nothing to compare to. However, if  the other model processes the very 
same query in 100 milliseconds, we can draw the conclusion that the first model is 10 times faster
for that specific query (on the given hardware).

In the next section we will look at the results from the indexing process and in section 5.2 shortly
discuss the retrieval relevancy. Finally, in section 5.3 the retrieval time efficiency will be discussed 
of  the two models and the geographic search.

5.1 Building the IR Index
One would expect the graph in figure 4.1, showing the number of  indexed terms over time, to be
more or less linear since the index-process iterates over each term in the collection in a linear 
manner. However, the index speed slows down slightly over time. The reason for this is that the 
index was set to write the postings lists to file after each 1000th indexed document. It was at these 
time intervals data was extracted to the graphs as well. The file-writing operation iterates over all 
terms in the hash-index and writes each non-empty postings list to file. Naturally this will 
consume more time the bigger the index is. However, this operation can be done much less 
frequently – or not at all if  the collection is smaller and the machine has sufficient memory.

Figure 4.2 shows how the collection size (number of  terms) grows as more documents are 
indexed. One can see a small slowdown in the term-increase when around 50,000 documents 
have been indexed. There is not much relevant information to be drawn from this, the only 
conclusion is that the documents being indexed in that period had a decreasing number of  terms.
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This could be verified by changing the indexing order of  the documents, for the current results 
the documents were indexed in the same order as they appeared in the Wikipedia dump file. 
Figure 4.3 shows the growth of  distinct terms as more documents are indexed. As expected, the 
same decrease around the 50,000 documents shows here as well.

To make things more interesting, we compare the terms-axis with the distinct-terms-axis in figure
4.4. The red graph shows the data from our dictionary as more terms are added. The blue graph 
shows the expected curve according to Heap's Law. The parameters are adjusted to visually fit 
our measured data. The growth is, of  course, more or less depending on language, subject, etc, of
the collection. This is why Heap's Law does not have fix parameters. However, what should 
happen, according to the blue graph, is that new distinct terms should be less frequent as more 
terms have been indexed. We can slightly see that the growth of  the red graph is slowing down, 
but not as much as expected. There are two conclusions that can be drawn from this: Either 
Heap's Law does not apply to Wikipedia articles, or the parser did not do a good enough job 
filtering out terms.

It has been estimated that there are at the very least a quarter of  a million distinct English words, 
excluding inflections, and words from technical and regional vocabulary not covered by the 
Oxford English Dictionary, in the English language [23]. The dictionary built from our index 
contains as much as 6,091,607 terms. It is, however, important to remember that Wikipedia has a 
large variety of  articles, and much of  the terminology that are not part of  the English dictionary 
can derive from video games, science, slang, other languages, etc. With that said, 6,091,607 terms 
sounds very high. That is an average of  12.2 new terms per document.

Figure 5.1 in section 5.2 shows an example of  a Wikipedia article. It contains html links, 
references, image metadata, etc. All of  these parts contribute to the dictionary size, since they 
weren't filtered out by the parser. There are lots of  letters and numbers, such as parts of  URL's 
or book references, that doesn't form real words or even terms that are relevant for the article. A 
better parser would have more carefully select which part of  the article to index, and perhaps 
skipped email addresses and URLs altogether. This would have resulted in a smaller index but 
since both IR models use the same index, it does not matter much for the study. Given the index 
we built we got relevant comparable results for both IR models.

Figure 4.5 shows the memory usage of  the program during the indexing process. Since the 
postings lists are stored on disk, most part of  the memory usage comes from the dictionary size. 
The memory usage has quite a linear growth as more terms are indexed. The sudden “jumps” 
that can be seen in the graph could be due to the hash-index allocating memory for a bigger array
to hold the terms. The memory usage is otherwise, to the most part, a reflection of  the dictionary
size. As previously mentioned, given a better parser, the dictionary could most likely be 
significantly smaller. The collection used for this study contained 500,000 documents. As table 
4.2 shows, the total time of  the indexing process was 1 hour and 56 minutes. The memory usage, 
however, reaches a bit over 1 GB in the end. Working with the hard drive instead of  main 
memory requires more time, but might be a necessary sacrifice for bigger collections.

The good news is that memory usage is only a problem during indexing. The reason is that we 
use a hash-index for indexing, while we use a sorted index for querying, which is easy to 
implement on disk. As can be seen in figure 3.6, the memory-expensive components are stored 
on disk. If  we want to free even more memory it is possible to move the entire term-index to the
hard drive. A binary search can still be done efficiently, since each element is a pointer of  the 
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same size. One can also look at solutions for the geographic index, and the array of  document 
information can easily be stored on disk as well. In other words, it is possible to have a solution 
entirely on disk.

Figure 4.6 shows the growth of  the postings lists as more terms are indexed. It is a quite rapid 
growth, but since disk space is cheap and we don't have to keep the postings lists in main 
memory, this is perfectly acceptable. The size of  the postings lists is reflected by how many terms
each document has. This would also be less if  the parser filtered out more of  the irrelevant 
terms. Table 4.3 shows the total size of  the index and the size of  the document collection. The 
good news is that the index is still considerably smaller than the collection itself.

5.2 Retrieval Relevance
Figure 4.7 shows the five top results in the Vector Space Model for the query ”Mount 
Sunflower”, which is the highest natural point in the state of  Kansas. The highest rated 
document has the title ”Mount Adams”, which is not what we were looking for. However, if  we 
open the wikipedia article (figure 5.1) it is easy to see why it has obtained a high score. It does not
contain the word ”sunflower”, but has lots of  occurences of  ”mount” and ”mountain” which 
both share the same stem. 

As seen in figure 4.8 the EBM gives the same results as the VSM when the parameter p is set to 
one. As the parameter is increased, the Boolean expression is more strictly followed. The results 
are as expected, when querying ”Mount & Sunflower” the document containing both words gets 
a higher score when the value of  p is increased. This is a simple illustration showing how the 
EBM can be superior to the VSM in terms of  relevancy. In the next section we will discuss the 
efficiency of  the two models together with the geographic lookup.
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Figure 5.1 A Wikipedia article titled ”Mount Adams”. This was the top result for the query ”Mount Sunflower” 
in the Vector Space Model.



5.3 Retrieval Efficiency
The P-norm scoring used in the EBM is a far slower algorithm than the cosine scoring used in 
the VSM. The results in figure 4.4 and 4.5 show that the difference in efficiency between the two 
models gets more obvious as the query length increases. It is, however, not only the query length 
that determines the speed of  the retrieval. In both models, a postings list is retrieved from disk 
for each term in the query (if  the term exists in the dictionary). Both model's efficiency highly 
depends on the number of  postings retrieved. The postings reflects, to a degree, the number of  
documents retrieved. However, if  a term t1 has hundred postings and term t2 has another 
hundred postings, the number of  retrieved documents can range anywhere from 100 to 200. The 
results in figure 4.4 and 4.5 do however consistantly show, that the retrieval efficiency of  the 
EBM gets far worse than the VSM as the query is longer and more documents are retrieved. 

An interesting result, also seen in table 4.4 and 4.5, is that the EBM was almost 1.16 times faster 
than the VSM when the query consisted of  only one term. This is the only time the performance 
of  the EBM was faster than the performance of  the VSM. Depending on which term is tested, 
very different results will be shown. Table 4.6 shows the performance differences using eight 
different terms.

It is quite obvious that the retrieval time for both models depend on the number of  postings (i.e. 
the document frequency of  the term). Table 4.6 indicates that the EBM-implementation is faster 
than the VSM for fewer postings. It is important to realize that the P-norm score functions are 
not being used (since the query consists of  only one term and no and/or connectives are 
present). Basically the two models do the same thing when handling a single term: they retireve 
the postings list for the the term and adds the scores for each posting to a data structure.

In the VSM implementation, the data structure is a simple array of  size N, where N is the size of  
the document collection. Each index in the array corresponds to the document with the same 
numerical id. The EBM implementation uses a queue, sorted by document id, instead of  an array.
The reason for this is that a query with multiple terms, for example ”information & retrieval & 
system”, will produce three such queues: one for ”information”, one for ”retrieval” and one for 
”system”. By always ”consuming” the lowest document id from the three queues, as illustrated in 
figure 5.2, one can easily pick out the document-term weights for each P-norm score 
computation.

The advantage of  using queues is that we can skip redundant documents that don't contain the 
term. Furthermore, no effort needs to be put into sorting the queue since the postings lists are 
sorted to begin with. With this knowledge, we can explain why the EBM implementation is faster
than the VSM implementation (for certain queries of  one term). The VSM-implementation 
always allocates enough memory to hold scores for the entire document collection. The EBM-
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Figure 5.2 The EBM implementation consumes the lowest document id from the postings lists. Each item also 
contains a document-term weight which will be used in the P-norm score computations.



implementation always allocates just enough memory to hold the postings for each term. When 
this is much less than the size of  the document collection, the EBM is likely to be faster since the
memory allocation itself  takes time (depending on operating system). However, when there are 
many postings, the VSM starts to catch up. This is likely due to the fact that the simple array data 
structure is faster than the queue used in the EBM implementation.

The process illustrated in figure 5.2, together with the P-norm score computations that follows 
each iteration, is what makes the EBM much slower than the VSM (for queries containing more 
than one term). The number of  iterations depends on the number of  different documents in the 
postings lists, as well as the depth of  the boolean tree (illustrated in figure 3.5). In every iteration, 
the first posting of  all postings lists are compared. Those matching the lowest document id is 
”consumed” and used for the P-norm score computation. The computations get more time 
consuming when there are more term weights to consider, i.e. when many postings contain the 
same document id.

Consider the simple case where all terms are connected with either and or or. The number of  
iterations, i.e. score computations, will be as many as there are relevant documents, as seen in 
table 4.7. This means that more postings will not result in more iterations, unless they bring a 
new document. The score computations, however, still become more complex, as more term 
weights needs to be considered. There are also more queues to be compared before initiating a 
score computation.

Table 4.7 shows that it does not matter significantly to the retrieval time if  and connectives are 
used or if  or connectives are used. Using one type of  connective between every term will result 
in 245,507 score computations. However, mixing the connectives, as in row three, leads to 
444,534 score computations. That is an increase of  81 percent. However, since each score 
computation gets more light weight, the retrieval only takes 23 percent more time. Nevertheless, 
this is a rather big increase on an already inferior model, in terms of  time efficiency. In row 
number four, we get almost 250 percent more score computations than row one and two, which 
results in an increase of  40 percent in retrieval time. This could be studied further for longer 
queries, but needless to say, the speed of  the EBM suffers from the complexity of  boolean 
queries.

The efficiency of  the VSM depends on the size of  the document collection (for memory 
allocation) and the number of  postings retrieved. Afterwards, the scores need to be sorted, but 
since this is true for both models - and not the most time consuming part – it was ignored for the
comparison. The search for ”good people come back” in the VSM took in avarage 97.23 ms, 
which is between 4.45 and 6.25 times faster than in the EBM – depending on which set of  
connectives are used. Nevertheless, the VSM is significantly faster.

An important observation of  the EBM is that the value for p does not seem to significantly 
change the speed of  the algorithm. If  one wants to use the EBM, in order to improve relevancy 
of  the retrieval, the recommendation is to set a reasonable length limitation for the query, and use
the Vector Space Model whenever a Boolean query is not entered. There is no point using the 
Extended Boolean Model, given p = 1, since it is considerably slower than the Vector Space 
Model, which would retrieve the same results.

Whether or not the EBM is too slow to use depends on the IR system's environment. If  the 
document collection is of  a reasonable size and the amount of  users aren't too much for the 
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system, the benefits of  the EBM might very well be worth the trade-off  in efficiency. 
Furthermore, there are ways to try to improve the efficiency, for example by parallelization. This 
is something that has not been experimented with in this study., but each and- or or node in the 
tree structure is independent of  the other nodes. The term nodes, however, needs to read 
postings lists from disk, and are therefore not completely independent (since only one disk read 
can be made simultaneously). Nevertheless, on a multicore processor, parallelization would 
potentially increase the efficiency, especially for more complex queries.

Finally, we want to look into the speed of  the geographic retrieval. In table 4.8, we have used the 
same documents that were retrieved in table 4.4 and 4.5, but with various search areas. The first 
row shows 44,075 term-relevant documents and 37,970 geographic-relevant documents. The 
intersection results in 3,418 documents that are relevant in both geography and terms. As 
previously stated, this is no guarantee that the geography is in fact relevant. It does, however, 
mean that these 3,418 documents are our only candidates. A secondary check must be made to 
ensure that the search area and the area of  the documents actually intersect. Out of  these 3418 
documents, only 63 fills that criteria. This matching, taking 57 ms, was still quite fast. Problems 
occur when more documents are retrieved from the geographic lookup. The last row shows an 
example where all 500,000 documents were retrieved, in both term- and geographic relevancy. 
The secondary check, taking almost five seconds, is very time consuming.

Normally, we can stop checking for geometry-intersection when we have retrieved a handful of  
documents. If  the user desires additional results, the search engine can continue the computation.
The worst case scenario is if  none of  the documents' geometries intersect with the search-area. 
We would be forced to iterate over all documents in the collection. If  the collection contains one 
million documents, we would have to run the algorithm to check for polygon-intersection a 
million times. In an experimental environment it is possible to set up queries and documents 
where this will happen. However, looking at real documents, where the document publishers 
doesn't on purpose try to challenge our search engine, this is highly unlikely. The sparseness of  
the documents geographic footprints will ensure that we find intersecting polygons. Intuitively, if  
a search area is large enough to retrieve many documents, a lot of  intersections should be found.

Table 4.9 shows the same tests that were used as in table 4.8, with the difference that we 
terminate computations after finding the top 100 results. In practice, we can probably terminate 
even sooner since it is unlikely for anyone to be interested in anything but the top results. As 
mentioned before, a scenario where all documents are retrieved but none of  the polygons 
intersect, is practically impossible in anything but an experimental environment.

The time efficiency of  the geographic lookup is a bit unpredictable as the index does not 
guarantee an instersection. However, as table 4.9 shows, even when we have to look through a lot
of  documents – sooner or later we find matches. The time taken has ranged between 5 ms and 
47 ms in our tests, which is not a lot compared to the VSM taking 182 ms and the EBM taking 
1476 ms for a 16-terms query. Other queries of  that range might take longer or shorter time, but 
the fact still remains that in comparison the geographic retrieval tend to be pretty fast. In almost 
all queries, except the shortest ones in the VSM, the geographic filtering is much faster than the 
actual term retrieval. In other words, the trade-off  for a geographic search, in retrieval systems 
where documents contain a relevant geographic footprint, is likely to be worth while.
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6 Conclusion
We set out to investigate how the Extended Boolean Model (EBM) using P-norm scoring compares 
to the Vector Space Model (VSM) in terms of  implementation and speed performance. What we 
can conclude from the implementation and results is that the VSM is an easy-to-implement, time 
efficient, retrieval model. It is inferior to the Extended Boolean Model (EBM) in the sense that it 
is a rather simple bag-of-words model, while the EBM allows to specify term- conjunctions and 
disjunctions. The user is given more control in the retrieval process and can specify how terms 
ought to be connected, for example “information and retrieval”, “money or cash”, etc. The 
downside, however, is that querying is made far more complex. Simplicity is a virtue for most 
users and boolean querying is not likely to be the first choice. Furthermore, our tests indicate, as 
predicted, that the score function in the VSM is a far faster algorithm than the P-norm score 
function used in the EBM. What is worse is that the time efficiency gap of  the two models 
drastically increases as the query gets longer. A solution can be to use the VSM as a default model
and switch to the EBM whenever a boolean query is entered. In order to avoid searches that are 
too time consuming, the search engine might want to put a limit on the maximum allowed query 
length.

It is crucial to have a good retrieval model, but there are many other factors to be considered, 
such as stemming, term-weighting, normalization and indexing. We have shown how to 
implement an effective index structure, using the inverted index, and pre-calculate the term 
weights using the tf-idf  weighting scheme. These are all well known concepts within information 
retrieval, which is why focus has not been to measure the query-document relevance on a grand 
scale. However, from our tests, we can intuitively see how the retrieved documents are relevant 
and how the EBM can be used to retrieve more relevant results than the VSM. Nevertheless, 
main focus has been efficiency rather than relevancy.

A big part of  the study has been to investigate and how a geographic retrieval model efficiently 
can be integrated into the system. Basing a geographic index on Z-Space Filling Curves has 
proven an effective index structure for documents with a single geographic footprint. It quickly 
retrieves all documents with the same geographic encoding as the query. Nevertheless, two 
polygons with the same encoding do not necessarily intersect. Hence, an additional check has to 
be made to not risk bad precision. To the extent of  this study, we limit ourself  to compare the 
bounding boxes of  the polygons. There are, however, efficient algorithms used for collision 
detection that be used to provide fast results. The model retrieves all relevant documents by 
intersecting the document list from the term index with the document list from the geographic 
index. The results are sorted after term-relevancy in decreasing order. Our tests indicate that it is 
too time consuming to check all results for rectangle intersections. However, due to the term-
relevancy ranking, we can abort computations whenever sufficient matches have been found. 
Combining the VSM with the geographic index has proven a fast method to retrieve relevant 
documents, both in terms of  content and geography. The EBM can be a useful candidate as well,
but depending on different factors, such as the size of  the collection, the number of  users, 
system hardware, etc., the speed of  the VSM might be prefered over the additional control given 
by the boolean structure.
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