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Abstract

As deep convolutional networks (ConvNets) reach spectacular results on a multi-
tude of computer vision tasks and perform almost as well as a human rater on the
task of segmenting gliomas in the brain, I investigated the applicability for detect-
ing and segmenting brain metastases. I trained networks with increasing depth to
improve the detection rate and introduced a border-pair-scheme to reduce overseg-
mentation. A constraint on the time for segmenting a complete brain scan required
the utilization of fully convolutional networks which reduced the time from 90 min-
utes to 40 seconds.

Despite some present noise and label errors in the 490 full brain MRI scans, the
final network achieves a true positive rate of 82.8% and 0.05 misclassifications per
slice where all lesions greater than 3 mm have a perfect detection score. This work
indicates that ConvNets are a suitable approach to both detect and segment metas-
tases, especially as further architectural extensions might improve the predictive
performance even more.
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Chapter 1

Introduction

This chapter gives an introductory overview over the problem to be solved, as well
as over the data that Elekta has gathered with the support of their clients. A short
review of typical approaches to object detection, segmentation and their difficulties
follows to give the reader the necessary background information.

Elektas Leksell Gamma Knife R�is a Stereotactic Radio Surgery device for non-
invasive treatment of brain disorders. By administering high focused intense gamma
radiation to a small volume in short periods of time, it is able to treat disorders like
tumors or malformations without damaging healthy tissue. The largest use case
for the Gamma Knife R�is the treatment of individual brain tumor metastases1and
several studies recommend the use of Stereotactic Radio Surgery (e.g. [1, 2]). The
usage of stereotactic radio surgery has been shown to prolong the life of patients
significantly. It is believed that additional software support can further improve
the work-flows for both the treatment and follow up of brain metastases which can
be time consuming. Such support might be methods for computer-aided detection
(CAD), segmentation, and longitudinal segmentation (segmentation over consecu-
tive scans of the same patient). The goal is to survey the state-of-the-art within this
and related fields to find the most promising algorithm that is suitable for the Lek-
sell Gamma Knife R�treatment planning system, prototype, evaluate and improve on
these.

1.1 Problem Overview

To support the process of diagnosing metastatic brain tumors, an algorithm should
be able to detect suspicious regions on Magnetic Resonance Imaging (MRI) scans
and mark them appropriately. Furthermore, to support the treatment for stereotac-
tic surgery the outline of these regions is also of interest. Because metastatic brain
tumors mostly appear as spherical shapes with a clear boundary to the surrounding
tissue, they are easy to outline. Therefore, a pure detection algorithm would suffice
as solution. An additional property that supports this claim is the observation that
metastases smaller than 5 mm tend to be overlooked by physicians [3]. Here, a

1Metastatic Brain Tumors or Metastases are secondary tumors located in the brain, mostly spread
from primary tumors of different locations in the diseased body.
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1.1. Problem Overview

detection would be more valuable than an automatic outlining. Nonetheless, espe-
cially for larger tumors that have developed a more complex shape (see figure 5.3),
the physicians can be helped additionally by outlining lesions so that only small or
no further adjustments are necessary.

Neither detection nor outlining have preset requirements for this thesis. The
main goal is to explore the current state-of-the-art in medical imaging and com-
puter vision and implement a method that seems promising considering the type
and amount of given data. Medical Imaging is the imaging of the interior of a body
for clinical analysis. Some diseases do not reveal themselves on the outer body and
are hidden behind skin and bones. They require an imaging technique like ultra-
sound, X-ray Computed Tomography (X-ray CT) or MRI scanners and are very often
used in combination with contrast media that is injected into the patient before-
hand [4]. As the method should be used by physicians, the runtime of the final
version should be short enough to diagnose one brain scan in less than 10 minutes
on a typical computer configuration. One moral aspect that has to be considered
when implementing such an automated solution is the impact it could have on the
diagnostical approach of physicians. Is the solution to good might the physician
trust the automated detection to much and might actually overlook a lesion that
has not been detected. On the other hand, does the automated detection perform
badly the physician might not use it at all, eventually overlooking a lesion that
might have been detected by the algorithm. Although difficult to answer it is to
emphasize that this is a perpetual requirement when implementing methods in the
medical domain.

1.1.1 The Data

The available reference data consists of 621 full brain MRI scans of patients with
diagnosed metastatic brain cancer. These scans are of type T1, enhanced with the
contrast agent Gadolinum(III) [4] to improve the visibility of tumor tissue. Al-
though multiple types of MRI scans are often available for physicians, it was de-
cided to restrict the detection to the T1 modality for it is the most commonly used
and widespread.

Of these 621 full brain scans, there are 99 of 493 patients with followup scans
in order to observe tumor recession and growth (see table 1.1). These so called
longitudinal scans can give further insight into location and dimensions of lesions.
Already by comparing two consecutive scans by means of taking the difference,
appearing lesions stand out due to changing intensities. The usage of longitudinal
scans can be conjectured to enhance the overall classifier performance, especially in
decreasing the number of false positives. This prediction assumes that enough time
has passed between a pair of consecutive scans so that a change in tumor growth is
detectable. With an average time gap of 206 days and a minimum gap of 5 days,
most follow up scans are suitable to identify a visual change.

All whole brain scans have equal dimensions of 160 voxels along the vertical
axis and 256 voxels by 256 voxels horizontally whereby the size of a voxel is 1
mm3. Additionally to the image data, each brain scan has a ground-truth labeling
that assigns each voxel one of two classes (tumor: 1, non-tumor: 0) (see figure
1.1). These ground-truths have been generated by a single attending physician
for the sole purpose of planning a radiation treatment. Thus, the labeling is not

2



1.1. Problem Overview

Figure 1.1: Top: 51 metastases of different size and appearance ordered by their
dimensions from small to large. Each image except the last has been up-scaled to
improve visibility. Their ratios have not been preserved. The dimensions of the
first image of the first row is 3⇥3 mm, of the second row 16x16mm and of the last
row 24⇥29 mm. The dimensions of the very last image is 53⇥72 mm. Bottom:
Ground truth labeling to each of the metastases above. Over- or shifted appearing
segmentations are marked red.

necessarily accurate in the sense that over- or under-segmented lesions can exist,
as well as purposefully discarded regions that are close to sensitive organs like the
optic nerve.

A visual assessment of about 30 scans concluded that a large part of the ground-
truth is over-segmented (see figure 1.1 for some examples of metastases and their
labeling). Despite having a potential impact on the training outcome, it was decided
to not make any changes to the labeling. Mainly resulting from the lack of the
necessary medical know how.

There are in total 1675 metastases marked in all the brain scans and approx-
imately 2.7 metastases per patient, making them in terms of number of positive
voxels to negative voxels to a rare occasion given the average radius of 5mm (de-
tails in chapter Experiments).

#Patients #Scans
394 1
74 2
21 3
4 4

Total scans 621

Table 1.1: Total scans per patient
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Chapter 2

Choice of Method

This chapter discusses the choice of method, namely Deep Convolutional Networks
(ConvNets). An overview over the available solutions for detecting or segmenting
metastases is given and related approaches are evaluated.

2.1 Related Work

Not much research has been done on the specific task of detecting or segmenting
brain tumor metastases. Among other reasons, this resulted so far from the possi-
bility to apply methods that have been designed for tumor detection. Furthermore,
the domain of medical imaging lacks publicly available data and thus is more dif-
ficult to access in comparison to the domain of natural images. In general, there
are no datasets of diagnosed patients with metastatic brain tumors available, ren-
dering method comparisons to a challenging task. A few methods that have been
proposed to specifically detect and segment metastases are presented here. Their
stated results are presented in table 2.1.

Chitphakdithai et al. [5] utilized longitudinal scans for segmenting metastases.
The longitudinal scans give easy feedback on the similarity between two corre-
sponding scans when performing co-registration1and computing the difference.
Chitphakdithai et al. [5] apply a Bayesian approach by building a probability map
describing the similarity. Increased brightness hereby indicates an increased like-
lihood of tumor growth and decreased brightness increased likelihood of necrotic
region. The stated results indicate a good detection rate for metastases of size larger
than 0.1cm3 (⇠ 5 mm in diameter) for which they list an accuracy of 100%. They
also state to have issues with false positives but do not present any quantitative
numbers.

Further approaches to detect metastases have been attempted without longitudi-
nal scans restricting themselves to MRI T1 scans. One of these approaches involves
the application of template matching as described by Ambrosini et al. [3] which was
improved by Farjam et al. [6]. Here, one or more pregenerated templates are trans-
lated over a whole brain scan of different scales so that for every location and scale

1Co-registration of MRI scans is the process of transforming both image sets in such a way that they
share the same coordinate system.
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2.2. Alternatives

Figure 2.1: Example template used in [6]. Four parameters are adjustable: R: total
radius, r

n

: radius of necrotic core, �
n

: length of active growing tumor, �
p

: length of
yet inactive zone.

a response of similarity can be calculated (see figure 2.1). High responses indicate
a high likelihood of being a metastasis. Due to the simplicity and the assumption
that metastases appear as spheres, many false positives and true negatives are to
be expected. Ambrosini et al. [3] state to have between 16 and 67 false positives
per scan. A large portion of all false positives are hereby larger blood vessels in
the brain (e.g. dural venous sinuses and internal carotid artery) which could be
eliminated with additional context information. Farjam et al. [6] reduced this issue
by introducing size, shape and intensity criteria, further reducing typical false posi-
tives. They report a false positive rate of 0.024 per slice and a sensitivity of 93.5%
on the basis of 186 metastases in 20 patient scans.

Another approach by Yu et al. [7] does not only focus on detecting metastases
but also regular tumors using the Laplacian of Gaussian to extract blob like struc-
tures. In a first step, the input data is convoluted with a number of Gaussian ker-
nels of different variances to construct a scale space pyramid. Each of the layers
in the pyramid is furthermore convoluted with the Laplacian operator to generate
responses to blob like structures. All responses are eventually filtered by a hard set
threshold, and two scoring functions describing the shape compactness and the bi-
lateral symmetry. The latter one especially interesting, making the assumption that
the two brain hemispheres are symmetric and therefore very similar when healthy.
Every difference increases the likelihood of a tumor being present. They state a
detection rate between 87.84% and 95.30% after evaluating 25 brain scans [7]. The
results should be treated with care due to the matter of fact that they had only 25
scans and used these scans additionally to evaluate the optimal threshold value for
the last filter.

2.2 Alternatives

All available methods state to have issues with false positives. Farjam et al. [6]
mention that their method is prone to classify blood vessels as metastases and has
issues in detecting metastases that are attached to the brain surface or to blood
vessels. Nonetheless, Farjam et al. [6] achieve a good recall and a comparably
reasonable false positive rate rendering it the most attractive method so far.

As the Bayesian approach requires longitudinal scans and as the template match-
ing and blob detection method use both handcrafted feature extractors that can

5



2.2. Alternatives

Method # Slices T

p

F

n

F

p

per Slice
Recall
in %

Bayesian approach
Chitphakdithai et al [5]. Not stated 323* 29* Not stated 92.0

Template matching
Farjam et al [6]. 2753 186 12 0.024 93.5

Blob detection
Yu et al [7]. 21760* 68 17 0.003* 87.8

Table 2.1: Overview over results of the stated methods. Note that the methods did
use completely different sets of data. T

p

: True positives, F
n

: False negatives, F
p

:
False positives. *-marked values were not stated in the original article and were
implicitly derived.

only be improved by altering the scoring functions it is to assume that a further
substantial improvement is difficult to achieve. In contrast to handcrafted feature
extraction, the machine learning method ConvNets is capable of learning problem
specific features solely from supervised training on a large dataset. ConvNets have
been proven repeatedly to be very effective on image based recognition and classi-
fication tasks. This section gives therefore an overview over some successful appli-
cations of ConvNets not solely restricted to the detection of metastases or medical
imaging in general.

2.2.1 On Medical Images

Roth et al. [8] use ConvNets to detect sclerotic spine metastases and achieved a
drastic increase in recall 92% in comparison to the former state-of-the-art with 79%.
Their approach involves a sliding window approach over the input dataset for which
the network is trained to detect if a window contains a metastasis. Further success-
ful attempts to apply ConvNets to MRI-scans involved the segmentation of gliomas,
a type of brain tumor. These attempts have been made within the Brain Tumor
Segmentation Challenge (BRATS) [9] in year 2014, where the ConvNet by Urban
et al. [10] won the challenge over competing methods like random forests.

2.2.2 On Natural Images

ConvNets have not only been used on medical imaging but their capabilities have
been shown in the ImageNet challenge [11] where Kriszhevsky et al. [12] broke all
records in 2012. The improvements the ConvNet showed over the previous methods
involving handcrafted feature engineering prompted many other competitors to use
ConvNets as well. Since 2012 all winners of the ImageNet challenge have been
using ConvNets (see performance table 2.2), bringing the performance close to that
of a human [13]. These rapid improvements were not observed in the years before
the introduction of ConvNets.

Experiments showed that ConvNets even outperform the state of the art meth-
ods when trained on a completely different set of training data [14], indicating that
ConvNets are able to learn generic representations of the input data.

6



2.3. Verdict

Year Top-5 Error in %
2010 28.2
2011 25.8
2012 16.4
2013 11.7
2014 6.7

Table 2.2: Overview of the ImageNet object detection challenge results between
2010 and 2014. Gray marked years have been won by a group using ConvNets
which have been introduced in 2012. Top-5 defines the evaluation tolerance, mean-
ing the correct answer may be in the 5 highest predictions of a classifier.

Being widely adopted by many research groups, ConvNets quickly spread to
other tasks and challenges where they continued to achieve record breaking re-
sults. They have been successfully applied for a variety of computer vision tasks like
describing the content of a video [15, 16], determining possible object grasp con-
figurations for robotic arms [17] or playing video games and beating experienced
humans in some of them [18]. Challenges include the recognition of handwritten
digits [19] (MNIST [20]), classification of a set of 60000 images with a size of
32 ⇥ 32 pixels [19] (CIFAR-10 [21]) and segmenting images into background and
objects [22] (Stanford Background Dataset and SIFT Flow Dataset [23, 24]).

2.3 Verdict

The presented methods for detection and segmentation of brain tumor metastases
included the current state-of-the-art Bayesian approach, template matching and
blob detection and ConvNets were presented as an alternative.

The results reported by Chitphakdithai et al. [5] indicate that the utilization of
longitudinal scans could be beneficial for detecting and segmentation, but as they
are a necessary prerequisite other methods are more suitable when they are un-
available. Both the template matching as well as the blob detection can achieve
good results in detection. The template matching would be difficult to utilize for
segmentation as not every position inside a metastasis necessarily leads to a high
response. Blob detection is more suited for this task and could be applied more
easily to a pair of longitudinal scans. Nonetheless, all three methods appear not
sophisticated enough to avoid discussed false positives and improve recall. More
sophisticated feature extraction methods and scoring functions would have to be
developed to improve the predictive performance of the classifier. This is a difficult
and time intensive task. In contrast, the possibility of learning these feature rep-
resentations from the data promises a much more robust and flexible solution as
results in the BRATS and ImageNet challenge have been shown. ConvNets can also
be extended to utilize longitudinal scans if available by training the network with a
pair of co-registered scans2instead of a single scan.

2Co-registration of MRI scans is the process of transforming both image sets in such a way that they
share the same coordinate system.
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2.3. Verdict

A major drawback of ConvNets that make them difficult to utilize is the neces-
sity to train on a large dataset. As they need to learn the feature representations
and have a potentially huge parameter space, they are relatively demanding for
data [19]. The winning network by Krizhevsky had around 60 million parame-
ters [12].

It is not certain that the available amount of data for this thesis is sufficient to
achieve satisfying results. The BRATS challenge on the other hand, is an example
of a small dataset of only 30 brain scans where ConvNets have achieved a segmen-
tation accuracy near to human rater performance [9]. Given the available 621 full
brain MRI scans, it is therefore reasonable to assume that similar results can be
expected. To note is that the number of positive voxels is very small. Assuming
5 mm as the average radius and 2.7 metastases per scan, the ratio of positive to
negative voxels is about 1:3800 (see chapter 5 for more detailed data statistics).
Nonetheless, considering every voxel as one sample, there are over two million
positive samples, rendering the dataset to be of similar size to the one used in the
ImageNet challenge [12]. Comparing the ImageNet data with the given MRI scans,
the ImageNet data consists of images with a larger variety of inputs containing dif-
ferent scenery, objects and illuminations. This renders the task of recognizing the
presence or absence of 1000 different classes a much more complex problem than
discriminating between tumor or non-tumor. Due to the simple shape of metastases
(see chapter 5) a fast learning response is to be expected as well as the absence of
requiring a large amount of data in order to achieve satisfying results. In the end
this thesis will mainly investigate the suitability of ConvNets for this task so that,
if necessary, more data can always be acquired later to improve on the predictive
performance.

Despite the drawback, ConvNets were therefore chosen as the method to evalu-
ate. Their flexibility in terms of input and their ability to learn data specific feature
representations conjecture good predictive performance. Additionally, it is of great
interest to see how well they perform on this task as they have not been applied yet
to segmentation of brain tumor metastases.
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Chapter 3

Deep Convolutional Networks

This chapter gives the reader the necessary background about ConvNets. Discussed
are the basics of neural networks and illustrate the extensions necessary to build a
typical ConvNet. Initially, an introduction to machine learning is given as well as an
attempt to elaborate why the task of detection and recognition in computer vision
is a difficult problem.

3.1 A Brief Review on Computer Vision and Machine
Learning

Computer vision is the field of processing visual information in software or hardware
in order to understand the seen context and thus perform deduced actions. It is
a broad field of smaller tasks like detection, recognition, analysis of motion and
image reconstruction. Here, the focus will be on the tasks of object detection and
recognition because they are closely related to the anticipated goal of this thesis.

Object detection is the process of locating objects of specific classes in images or
videos. By definition, objects only have to be detected, e.g. are they present or not
and if so where are they. If it is additionally necessary to identify (or classify) the
object, one speaks of object recognition.

Object detection and recognition can be approached by two major techniques.
These are implementing a programmatic discriminator or learning one automat-
ically. Programmatic implementations evaluate the input data step by step by a
well defined code sequence and require a profound knowledge about data specific
and domain related properties to discriminate between classes successfully even
when classifying new and unseen data. Machine learning algorithms on the other
hand are capable of determining the necessary properties themselves by generaliz-
ing from a set of seen examples. And as Domingos [25] states: “It’s generalization
that counts”. It is very hard to determine a good programmatic method that gen-
eralizes sufficiently to unseen data. Although not a requirement, machine learning
algorithms have the ability to learn generalization by utilizing statistics. In theory
they are able to learn an optimal discriminator at least for the seen data.

An indispensable requirement for most learning algorithms is a strong set of
features that represent the data well. Features should be independent to each other

9



3.2. Difficulties of Automated Computer Vision

and should have high correlation to the data. Along with feature representations,
the process of building a strong machine learning algorithm is a chain of three basic
components:

1. Extracting representations: and therefore transforming the input data into an-
other linear or non-linear space.

2. Evaluating predictions: By stating an objective function, the predictions of the
methods are evaluated by means of grading them on the accuracy.

3. Optimization: Given a the objective function, the the optimization step will
improve its internal parameters to improve prediction performance.

Segmentation is closely related and can be reduced to object recognition on a
pixel by pixel basis. It is the process of assigning each image pixel a label with the
constraint, that pixels belonging to the same class have the same label. Especially
important in succeeding with segmenting an image is to include enough informa-
tion around the local neighborhood of a pixel. A single pixel does not nearly deliver
enough information except for an intensity. Thus, an algorithm has to be able to
determine to what object the pixel belongs based on surrounding information. Fur-
thermore, the local neighborhood is often not enough. As Yu et al. [7] state, an
object can be occluded so that it is divided into pieces. Non-local information is
required to correctly segment two non-connected areas of the same class.

3.2 Difficulties of Automated Computer Vision

A typical machine learning algorithm (and eventually a ConvNet too) performs dis-
crimination by learning a linear or non-linear function that optimally categorizes
the input data into one of a desired number of classes. This is a difficult task es-
pecially when applied in natural environments where illumination and scene com-
plexity is subject to constant change. The core problem is the question of how to
extract reasonable information from raw image data which only consists of pixel
intensities. This gets more evident when looking at a small excerpt of an image
(e.g. see figure 3.1a). The human brain has no difficulties in recognizing a car, yet
many algorithms struggle in doing so reliably.

Applied to the example in figure 3.1a let us assume to not further process the
input data and feed the raw pixel values into the learning algorithm. As becomes
apparent from figure 3.1b, it requires a complex discriminator function to separate
cars from other objects. Furthermore, assuming that the given points are only a
subset of samples of the whole input space, it is not clear if the determined discrim-
inator generalizes well on new data. Therefore, it is not efficient to discriminate
complex objects with raw pixel data and in general data that does not correlate
very well with the class. Early studies on the visual cortex showed that the brain
constructs more complex feature representations of the visual information in higher
levels of the hierarchy [26]. Having complex feature representations like wheels or
headlights render the task of discrimination much more feasible (see figure 3.1b)
because they are strong indicators for and against.

Computer vision researchers have invested a lot of effort in finding good gen-
eral feature descriptors, e.g. SIFT [27] which was one of the most frequently used.

10



3.2. Difficulties of Automated Computer Vision

(a) How to determine that it is a car when looking at raw pixel values?
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(b) Schematic attempt to discriminate between car and non-cars. It becomes easier to dis-
criminate when having extracted complex feature representations like wheels and headlights
which are both strong indicators for a car.

Figure 3.1: Illustration of why computer vision is hard.
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3.3. A Brief Look at a Typical Network

These have been used in conjunction with machine learning algorithms to clas-
sify visual information. Due to the generic characteristic, they are often inferior
to other feature descriptors that can describe more specific properties of the tar-
geted objects. This changed with ConvNets with which feature representations are
learned additionally to the class discrimination.

3.3 A Brief Look at a Typical Network

To give the following paragraphs more meaning and set them in the right context a
short overview about a typical architecture of ConvNets is given. The implementa-
tion by Krizhevsky et al. [12] is a good baseline to start with.

Figure 3.2: Typical architecture of a ConvNet. This architecture, as well as the
picture is taken from the work by Krizhevsky et al [12]. See the text for further
details.

The network depicted in figure 3.2 shows the used layers and parameters. The
RGB input image of size 3 ⇥ 224 ⇥ 224 presented in the very left is followed by
five convolutional layers. Large boxes present a set of neurons which number can
be calculated by multiplying the width, height and depth. Boxes within present a
convolutional kernel. All the outputs of the last convolutional layer are connected
to a three layered fully connected neural network, where the last layer defines
a probability vector for the 1000 classes in the ImageNet dataset. To reduce the
time-consumption, Krizhevsky et al. [12] utilize two GPUs and splits the workload
evenly.

3.4 The Basics

Deep convolutional networks are a type of neural networks that are inspired by
the functionality and biology of the brain. In its simplest form, the brain is a vast
network of independent neurons which work together by exchanging electrical im-
pulses. It can be broken down into three substantial parts: the artificial neuron, its
incoming- and its outgoing connections.

12



3.4. The Basics

3.4.1 The Neuron

Furthermore inspired by real neurons, the artificial neurons purpose is to decide
whether to send an impulse over the outgoing connections based on the impulses it
receives over the inputs. The decision is calculated by integrating all the real valued
incoming and weighted signals and add a bias b. Bias b and weights w define the
parameters of the neuron that can be altered to change its discrimination properties.
Finally, see a scheme of this neuron and its equation in figure 3.3.

a = �
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i

x

i

+ b

!

� a=�(y)

x1

x2

x3

b

w1

w2

w3

1

Figure 3.3: Artificial neuron with 3 inputs x1, x2, x3 and a bias b. �(y) defines a
transfer function.

To make learning possible the neuron needs a form of adaptation to adjust its
decision making function. Having a set of data with inputs and corresponding de-
sired outputs, the most widely used method is to calculate a metric that describes
the mistakes the neuron makes. This metric is a function in the parameter space of
the neuron, so that the global minima describes the optimal parameter configura-
tion. Because analytically evaluation or sampling of this function to find the minima
is infeasible when the number of parameters is large, gradient descent is used. To
determine the next weight update correction �w, the direction of the steepest de-
scent is calculated by calculating the derivative @C

@w

and @C

@b

, where C is our metric
or cost function. For simplicity, C is assumed to be differentiable. The application
of the derivative to calculate the weight is then as follows:

w  w

0 = w � ⌘

@C

@w

(3.1)

b b

0 = b� ⌘

@C

@b

(3.2)

Here, the learning rate ⌘ scales the magnitude of the update step.

3.4.2 Neural Networks

A single neuron in the discussed form defines a discriminative hyperplane. Using
multiple neurons in one layer to build multiple hyperplanes and using multiple
layers to combine these hyperplanes, a network of neurons can be formed. See
figure 3.4 for an example with 3 layers.

Expressed as a closed function, a neural network is nothing more than a com-
position of functions. Thus, calculating its derivative involves the application of the
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x1

x2

y1

y2

y31

1

Input Hidden Output

Figure 3.4: Example of a neural network with 1 input layer, 1 hidden layer and 1
output layer. Neurons with a 1 represent the bias, where an outgoing connection
defines the weight b.

chain rule. The calculated cost determines the weight update in the output layer l,
which determines the weight update in layer l � 1 and so on. The equation 3.1 is
extended to include the layer index l and the weight wl

jk

, which is defined as the
connection weight from unit j in layer l to the unit k in layer l + 1.

@C

@w

l

jk

(3.3)

@C

@b

l

j

(3.4)

The method used to consecutively calculate these weight updates is called backprop-
agation. By utilizing the chain rule, the following two equations can be derived:

@C

@w

L�1
jk

= a

L�1
j

�

L

k

(3.5)

which defines the weight updates of the output layer L from unit j in layer L� 1 to
unit k.

@C

@w

l
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= a

l

j

�

l

k

(3.6)

which defines the weight updates for all hidden layers, where

�

L
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= �(t
k

� a

L
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) (3.7)

�
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k

)
X

i

�

l+1
i

w

l

ik

for l = L� 1, . . . , 1 (3.8)

The derivations for the bias update are not shown here but follow the same ap-
proach.
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3.4.3 Transfer Functions

The transfer function � non-linearly transforms the output of a neuron to a differ-
ent domain. This ability is heavily exploited by neural networks in general, where
the inputs are transformed to a non-linear one. A non-linear transfer function can
help to find more complex decision boundaries with fewer network layers. This
has the benefit of drastically reducing the number of parameters, therefore decreas-
ing the potential learning time. Recent experiments suggest that it is beneficial to
have many non-linear transformations in a network [28]. The traditional � func-
tion which is commonly used throughout the literature is the logistic function (see
equation and function plot in figure 3.5). The logistic function has a few draw-
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Figure 3.5: Logistic function and plot on interval [-5,5]

backs when used for training though, so that it is mostly replaced by the rectifier
function (see equation and function plot in figure 3.6). One of the advantages of us-
ing neurons with a rectifier function or Rectified Linear Unit (ReLU) is the reduced
computational complexity, but above all is the property that ReLUs are not affected
by the learning slowdown. Using gradient descent as learning rule, the logistic
function exhibits learning slowdown when the output values are close to 1 or 0. In
these cases the derivative d

dx

�(x) gets smaller, consequently reducing the effect on
the update of the weights. This is in contrast to the desired behavior, which is: a
large error should trigger a large change in parameters.

�(x) = max(0, x)
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Figure 3.6: Rectifier function and plot on interval [-5,5]

Another transfer function that is frequently used as the last instance in a network
used for classification tasks is softmax. Softmax as depicted in equation 3.9 takes
all K output values into account and normalizes them to 1 so that the output can
be interpreted as a vector of class probabilities.

�(x)
j

=
e

xj

P
K

k=1 e
xk

for j = 1, ...,K (3.9)
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3.5. The Details

3.4.4 Cost Functions

The cost function plays an important role in governing the learning by comparing
the output of a network to the desired outputs and mapping it to a real number. This
resulting value describes the performance of the network parameters which can be
used to update them by using gradient descent. For simplicity it is again assumed,
that the cost function is differentiable. Given a classification task, a commonly used
cost function is the cross entropy function, also called negative log-likelihood (NLL).

C = � 1

n

nX

j=1

ln
�
a

j,tj

�
(3.10)

Here, n denotes the number of all training samples, t
j

the desired binary output for
sample j and a

j,k

denotes the value of the output vector of the network for sample
j at index k. Given a regression task, a commonly used cost function is the Mean
Square Error (MSE) function.

C = � 1

n

nX

j=1

KX

i=1

(a
j,i

� t

j,i

)2 (3.11)

Here, assuming a K dimensional output vector, a
j

denotes the output vector for
sample j and t

j

the desired output vector for sample j.

3.4.5 Stochastic Gradient Descent

So far as described, gradient descent calculates the weight update by taking all
training samples at once into account. Although optimal, training would take a
very long time until the network reaches convergence. Stochastic Gradient Descent
(SGD) has been introduced to speed up this process by taking a random training
sample and update the weights directly. To reduce the error in the gradient that is
inevitably introduced by only taking one sample into account, mini-batch learning
is used. Hereby the gradient of n samples is calculated and averaged to eventually
update the weights. The greater n the better the gradient estimation but the fewer
the weight updates.

3.5 The Details

Given the basics, a closer look at what constitutes the convolutional part in Con-
vNets is given.

3.5.1 Convolutional Layers

A possible utilization of neural networks for an image recognition application would
be to link each neuron in the first hidden layer to every pixel in the input (e.g. see
figure 3.7a). This full connectivity implies a large number of parameters per neuron,
which does add a lot of unnecessary information. The observation can be made,
that pixels have a high spatially-local correlation and practically no correlation to
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3.5. The Details

distant pixels. Convolutions exploit this observation, reducing the effective number
of trainable parameters by only connecting to a narrow partition of the whole image
(e.g. see figure 3.7). LeCun et al. [20] suggest that convolutions are crucial for the
success of ConvNets in computer vision tasks.

Functionally, convolution is a mathematical operation that combines two func-
tions f, g to generate a third function h. Hereby, the function denoted as ⇤ is defined
as the integral of the product of f and g where g is translated over an interval of f .
The operator is denoted as f ⇤ g and can be described in the continuous (equation
3.12) as well as in the discrete domain (equation 3.13).

(f ⇤ g)(x) =
Z 1

�1
f(�)g(x� �)d� (3.12)

(F ⇤G)(x) =
1X

�=�1
F [�]G[x� �] (3.13)

The convolutional operator can be furthermore applied to multidimensional in-
put spaces as is required when convolving an image or volumetric data. An exam-
ple is given in figure 3.9, in which the kernel is translated over the whole image
and so calculating a resulting image that is a modification of the input. Allow-
ing only completely overlapping configurations of kernel and image, the result-
ing image dimensions are reduced so that the dimension shrink from w

i

⇥ h

i

to
w

i

� (w
k

� 1) ⇥ h

i

� (h
k

� 1), where w

i

, h

i

and w

k

, h

k

state the width and height
of image and kernel respectively. Commonly used kernels for convolution are the
approximation of derivatives of a discrete input (e.g. the Sobel operator, see figure
3.8a) and image enhancing operations like Gaussian smoothing. Generating the
first derivative of an image amplifies the edges in an image (e.g. figure 3.8) and
thus directly delivering information about the shape of visible objects. As exper-
iments have shown, kernels that approximate derivatives are frequently the very
first features learned in a ConvNet when trained on natural images [29]. And even
more interesting is that very similar configurations of neurons are learned in the
visual cortex of the brain [26].

Returning to building a network with convolutional kernels, furthermore is as-
sumed that each neuron is connected to 3⇥3 neurons of the subordinated layer as
depicted in figure 3.9. Neurons in higher levels consequently get access to a larger
effective amount of information. This effective amount of information is described
as the area of the input a single neuron can integrate, called receptive field. Given
an image of arbitrary size and neurons with 3⇥3 connections each, a single neuron
of the second layer has then a receptive field of 5⇥5. A neuron in the third layer
already 7⇥7 as shown in figure 3.9. Analogous to the sparse network example in
figure 3.7, each pixel in the output image may represent a neuron for which the out-
put is defined as the weighted sum of all connected neurons in the superior layer
which is nothing else than a linear combination.

In contrast to the usage of convolutions in the first layer where they can generate
edge representations, it is not clear how convolutions in higher layers of a network
are utilized. First of all, the property of spatially-local correlation in the input image
is retained in all convolutional layers. Local in higher layers just means including a
larger receptive field. Zeiler et al. [29] showed that higher level neurons build more
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(a) Full connectivity (b) Sparse 3⇥3 connectivity

Layer 1

Layer 2

Layer 3

(c) Multi-layered sparse
network (1 dimensional for
simplification)

Figure 3.7: Illustration of full versus sparse connectivity for spatial inputs. Full
connectivity results in overblown number of parameters which do not add necessary
information because of the spatially local nature of images. More global information
can be exploited in higher levels of a network which increases the receptive field.

-1 -2 -1
0 0 0
1 2 1

-1 0 1
-2 0 2
-1 0 1
horizontalvertical

(a) Sobel operator. (b) Vertical result. (c) Horizontal result.

Figure 3.8: Applied vertical and horizontal Sobel operators to the car image 3.1a.
The vertical kernel amplifies edges that run vertically whereas the horizontal kernel
amplifies edges that run horizontally.
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Kernel(2)

Figure 3.9: Schematic sequential convolution of an input image with 3⇥3 kernels
each. Displayed are only valid results, so that the width and height of each inter-
mediate output is reduced by 2. The colors in layer 1 indicate the receptive field
per pixel/neuron of succeeding layers.

global and more specific features composed from the lower laying representations.
Neurons in layer 2 might build upon straight edges to represent corners, waves or
circular shaped patterns whereas neurons in layer 3 combine these features so that
they respond to more complex shapes like wheels or the silhouette of a person.

It becomes apparent why ConvNets have to consist of multiple layers. Ev-
ery appended convolutional layer denotes a linear combination of simpler feature
representations implying a more complex representation. The exploitation of the
spatially-local correlation with convolutions in combination with multiple stacked
layers results in a powerful architecture.

Furthermore interesting is the question of how convolutions are utilized and
applied in a ConvNet. By assigning each neuron a set of spatially-locally corre-
lated connections, a kernel can be emulated, eventually representing a feature. All
neurons in a networks layer build then a feature bank of f

o

features of kernel size
k

w

⇥ k

h

. Different kernel sizes per neurons are potentially possible but computa-
tionally more expensive. Applying a feature bank to an image of size w ⇥ h, they
effectively generate f

o

· (w� k

w

+ 1) · (h� k

h

+ 1) neurons or outputs, whereas the
number of trainable parameters in this configuration is f

i

· f
o

·w
k

· h
k

, where f

i

de-
notes the number of features in the input. As a volume of outputs is generated the
actual convolution performed within a network is a three dimensional convolution.
Additional to the kernel size, a convolutional layer can be configured in terms of
stride z

w

, z

h

and padding p

w

, p

h

which reduces or increases the number of outputs.
Padding is performed by adding zeros to the border to avoid the shrinking of the
input width and height. The output dimension is then calculated by the following
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equation:
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3.5.2 Max-Pooling

For a deep network with large input dimensions, as in figure 3.2 (3 ⇥ 224 ⇥ 224),
the number of parameters grows quickly. A large number of parameters requires
a large amount of training data to avoid overfitting [12]. Hence, the network size
should not only be determined by the potential difficulty of the problem but also by
the available amount of training data. Discussed in a later section, overfitting can
be reduced with a number of different techniques. Taking the network in figure 3.2,
calculated is the number of neurons in all convolutional layers and compared to the
number of neurons stated. As can be seen is that the max-pooling layer reduces
the number of parameters drastically, consequently reducing the training effort.
Assuming 3 ⇥ 224 ⇥ 224 as the input dimension and using the same configuration
as in Krizhevskys network [12], calculated are 3, 688, 832 neurons and an output
dimension of 50 ⇥ 50 only for the five convolutional layers without max-pooling.
The number of neurons stated though is 639, 616, which is a reduction factor of
more than 5. Furthermore, the output dimension is stated as 13⇥ 13. Krizhevsky et
al. [12] add max-pooling layers after the second, third and last convolutional layer.

Max-pooling achieves this by reporting only the maximum values to the next
layer, effectively reducing the number of values in the output. By successively trans-
lating a window of size s > 0 over the input with a stride z > 0, the maximum value
inside each window position is extracted (see figure 3.10 for clarification). The
purpose of doing this filtering is to remove the inputs that appear less important
as others and thus reducing the complexity for the following layers. The example
shown in figure 3.10 has non-overlapping windows but Krizhevsky et al. [12] sug-
gest overlapping pooling after they observed improved predictive performance on
the validation set. They use a max-pooling configuration of s = 3, z = 2.

A second feature that comes implicitly with max-pooling is an additional degree
of invariance to some geometric transformation as shown in figure 3.11.

Both dimensionality reduction and transformation invariance help to improve
the convergence rate and predictive performance of a network [30]. Depending
on the given data, one has to be aware that max-pooling can remove important
information. Azizpour et al. [30] suggest to reduce the number of max-pooling
layers or to reduce the size s when doing fine grained recognition tasks.

Following the calculation of the number of outputs from above, the output di-
mension of a max-pooling layer can be calculated with:
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(3.16)
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Figure 3.10: Max-Pooling of size s = 2 and stride z = 2 indicated by the black
rectangle on an example input of dimension 6 ⇥ 6. The greater the value, the
greater the color intensity. The output is presented on the right side.

Figure 3.11: Implicit translational invariance using max-pooling. All four configu-
rations result in the same output.

3.6 How to Setup a Network

Many parameters in a ConvNet’s architecture have to be set by hand and it is often
not obvious how to do so. These parameters include, for example, the size of the
kernels, number of features per layer and depth. A growing amount of research
has been conducted to give a basic notion about how to setup the architecture of a
network.

The importance of having multiple convolutional layers has been pointed out,
but how deep should a network be? That is how many layers are necessary to
achieve the best results and how many are meaningful before further complex rep-
resentations do not add anything to the predictive performance. Although the an-
swer to that question is a problem dependent one (e.g. detecting wheels will prob-
ably require fewer layers than recognizing cars), Zeiler et al. [29] have investigated
the impact of removing layers in the network by Krizhevsky et al. [12] to observe
the effect on the ImageNet validation error. Table 3.1 indicates that the removal of
1 or 2 layers from either the convolutional layers or the fully connected layers does
not impact the overall validation error by a large margin. In contrast, removing
2 convolutional layers and 2 fully connected layers drastically increases the error
rate to about 70%. The conclusion that can be drawn from this observation is the
suggestion that depth is a major factor to obtain good performances. Various arti-
cles suggest that the depth of a ConvNet should be as deep as possible [30]. This
implies that a good strategy of determining the depth of a network is by starting
with a small number of layers and consecutively add one or two layers until the
validation error has saturated [31].

Next to the depth, the number of features per layer is an important parameter
which is commonly named as the width of a network. Generally, the number of pa-
rameters should be small enough so that the network is unable to learn the identity
function but large enough to give the network enough parameters to learn all prob-
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Error % Validation Top-1 Validation Top-5
Original ConvNet 40.5 18.1

Removed 2 conv layers 45.4 22.1
Removed 1 FC layer 40.0 18.4
Removed 2 FC layer 44.8 22.4

Removed 2 conv and 2 FC layers 71.3 50.6

Table 3.1: Validation results by [29] after removing layers from the original network
by Krizhevsky et al. [12]. This table is only an excerpt.

lem necessary features. Azizpour et al. [30] suggest to have a less wide network
than the 60 million parameter network by Krizhevsky et al. [12] when performing
fine recognition tasks.

A third tunable parameter in a standard convolutional layer is the size of the ker-
nel. Larger kernels technically have the ability to learn more complex feature rep-
resentations by taking more inputs into account. Practically though, larger kernels
have a much larger amount of parameters to learn (see table 3.2) and additionally
seem to not have any advantages over a sequence of multiple small kernels [28].
Simonyan et al. [28] even argue that it is better to have multiple small kernels
in combination with non-linear activation functions because the additional added
non-linearity helps with discrimination.

Kernel size Number of layers Number of parameters
C ⇥ 7⇥ 7 1 49C2 = 7⇥ 7⇥ C ⇥ C

C ⇥ 3⇥ 3 3 27C2 = 3 (3⇥ 3⇥ C ⇥ C)

Table 3.2: Comparison of a single convolutional layer with a kernel size of 7⇥7
vs three consecutive convolutional layers with kernel size 3⇥3 each in terms of
number of parameters to learn. C is the number of features of the previous layer.
The numbers are taken from [28].

3.7 Training

3.7.1 General Approach

To govern the training, the learning process is frequently separated into two parts.
First, feeding the network all training samples once to complete one epoch. Each
time the network performs a weight update one speaks of one iteration. After each
epoch, the predictive performance of the now trained network is evaluated on the
validation set. The validation set and the training set have to be disjoint to make the
evaluation of generalization possible. Training and validation are repeated until the
predictive performance on the validation set is saturated. As Azizpour et al. [30]
suggest, no early stopping is necessary as long as the network does not overfit. The
reduction of overfitting is further explained in section 3.7.3 below.

As repeated experiments are necessary to find a good network architecture and
its parameters, it is important to have a third disjoint dataset to perform the final
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evaluation on. This avoids the mistake of improving a network for the validation
set performance.

3.7.2 Hyperparameters

Parameters that affect the predictive performance of a network but have to be de-
termined in advance to the learning procedure are called hyperparameters. They
include the number of layers, the kernel size as well as parameters that influence
the gradient descent. Their adjustment involves mostly purely empirical testing and
relies on prior knowledge. Focused here are the parameters that govern and guide
the learning method. The following equation updating the weights involving the
hyperparameters has been used:

w  w

0 = w � v (3.18)
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• Learning rate ⌘: Determines the impact of each weight update directly affect-
ing how fast or slow the network converges. A large ⌘ can have problems with
jumping over the optimal solution while a small ⌘ might result in a very long
time to train.

• Momentum � 2 (0, 1]: Defines the inertia of the gradient update, meaning how
much weight is assigned to the last gradient. A large � reduces the oscillation
of SGD.

• Weight decay � 2 [0, 1): Defines a weight regularization. See the next section
for an introduction.

Furthermore, it is important to decrease the learning rate over time. This can
be done by decreasing it every few epochs by a predefined factor or by exponential
decay. In terms of exponential decay, the involved parameter ⌫ defines how fast the
learning rate decays over the number of iterations k:

⌘  ⌘

0 =
⌘

1 + k⌫

(3.20)

3.7.3 Reducing Overfitting

If a method has more trainable parameters than optimally required to learn a clas-
sifier, the method is likely to exhibit overfitting. With 60 million total parameters
as used in Krizhevsky et al. [12] this is no doubt the case. To retain a good gen-
eralization on unseen data, there are various ways of reducing the tendency of a
network to overfit. The most commonly used techniques are weight regularization,
data augmentation and dropout. However, all techniques are purely supplemental.
The main priority should be to have a large training set with a large variance.
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The introduced cross entropy cost function can be extended by adding a second
term (see equation 3.21). This second term is called L2 norm which is a form of
weight regularization.
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w
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i

(3.21)

Here, the sum iterates over all weights. C0 can be an arbitrary cost function, but
in our case C0 is the cross entropy. The second term is defined as the sum of the
squared weights of a neuron scaled by a factor �

2n , where � > 0 defines the impor-
tance of the second term and n defines the number of input samples. There is no
predefined optimal value for �, so that the value has to be determined empirically.
Due to global minimization task, the regularization term invokes the minimization
of all the input weights. Thus, the network prefers to learn small weights and only
allows large weights when it is an improvement over the cost of the first term. The
� parameter plays an important role in defining how much preference is put into
learning small weights over minimizing C0.

Weight regularization can be important to reinforce the learning of simple repre-
sentations that generalize well with the training data. Assuming a neuron with large
weights and no regularization, training on a single sample is very likely to have a
considerable change on the weights making the neurons discriminator susceptible
to learn noise in data. If a regularization term on the other hand is used, only small
changes in weights will be the case whenever noisy data is present, rendering the
final discriminator better generalized.

Data augmentation addresses the benefit of having more data by artificially
adding variance to the samples. Practically, any label-preserving transformation
of a data sample can be used as long as the added variance is meaningful to the
dataset. Objects in natural images for example should be invariant to translation,
rotation, scaling and any reflections. Many of these transformations, especially ro-
tations and reflections are not automatically learned by ConvNets because they are
not inherently invariant to them [32, 33]. [34, 32] showed that ConvNets learn
an increasing degree of invariance with a greater number of layers, so that they
eventually harbor a limited amount towards translation, scaling and deformation.
Next to the advantage of having a deeper architecture, it is advised to augment the
training data by transformations that add meaninful variance so that the network is
forced to learn invariant features (e.g. [12, 8, 28]) and thus, improving generaliza-
tion and reducing overfitting. Commonly used augmentation techniques for natural
images are presented in figure 3.12, but more complex schemes are possible. Es-
pecially in the domain of natural images, the data is subject to strong illumination
and color changes so that transformations in the color space can be beneficial. The
impact of doing data augmentation is substantial. Krizhevsky et al. [12] state an
improvement of 1% on the top-1 error rate on the ImageNet dataset.

The application of data augmentation is generally done on demand during train-
ing whereby it is randomly decided whether a sample is transformed and which
transformation is applied. Consequently, this leads to the effect of basically never
feeding the network the same patch twice.

A third technique to reduce overfitting is the so called dropout method [35].
Dropout is the process of randomly removing neurons and their connections from a
network during training whereby the decision to drop a neuron is mostly based on a
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(a) Translation and scal-
ing.

(b) Rotation. (c) Mirroring.

Figure 3.12: Examples of data augmentation when training on image data. All tech-
niques except mirroring sample from a continuous interval (e.g. angle or position).
Mirroring is mostly Bernoulli sampled.

Figure 3.13: Redundant convolutions marked in orange when two input image
partitions overlap and convolve the same area twice. The dots indicate the classified
center pixel of the window.

Bernoulli distribution. A typical and frequently used probability is 0.5. In practice,
dropping out neurons is implemented by setting their outputs to 0. This random
process invokes the reduction of co-adaptation between neurons so that neurons
cannot rely on a specific set of neurons being present or active. Therefore, each
neuron has to strengthen its connections to additional input neurons to build a more
robust combination of feature representations. Dropout is disabled for validation
and testing, so that the network can draw from its full capacity when predicting.
Results show a considerable impact in the reduction of overfitting [36].

Krizhevsky et al. [12] used dropout in two of the last three fully connected layers
with a probability of 0.5. They reported reduced overfitting but a doubled amount
of time to train their network.

3.8 Segmenting with Deep Convolutional Networks

As ConvNets can perform classification tasks, a segmentation of an input image
can be achieved by sequentially translating a small window over the input and
classifying the center pixel. The training involves the same approach, by feeding
the network a set of image partitions and comparing the predicted label of the
network with the desired label at the center pixel.

3.8.1 Decreasing Computational Complexity

The default pixel by pixel classification is a time intensive task. To classify each
pixel separately overlapping input partitions are generated for which the same con-
volutions have to be re-computed. These re-computations are unnecessary as the
convolutional operator is translation invariant (see figure 3.13 for clarification).
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3.8. Segmenting with Deep Convolutional Networks

f1

fn

f1 f2 fn

Figure 3.14: Transformation of a fully connected layer to a convolutional layer.

To address this, a whole batch of adjacent pixels can be segmented at once,
effectively performing mini-batch learning/evaluation but without the redundant
computations. The idea is to transform the ConvNet into a Fully Convolutional Net-
work (FCN) by replacing the last fully connected layers with convolutional layers
(see figure 3.14). This is possible because the basic operation of a neuron and of a
convolution is equal: a weighted sum. Having a feature bank of kernels, the output
of the prior last convolutional layer can be convolved to evaluate and classify the
same way as before, only that the network can classify a batch of pixels at once.
To give a specific example on how to transform a regular ConvNet when the output
dimensions of the last convolutional layer are 13 ⇥ 13 and the first fully connected
layer has 1024 units, the layer is replaced by a convolutional layer with kernel size
13 ⇥ 13 and 1024 features. The input image can now be of any size as long as the
output dimension is greater or equal to 13⇥13. Transforming a network has a large
impact on the time needed for segmentation. Davy et al. [37] report a speedup of
factor 20 for performing segmentation of a complete MRI brain scan. For further
details about the application of FCN see [38] or [39].

An issue introduced with transforming the network is that it complicates the
use of down sampling layers. Max-pooling as the most frequently used layer which
down samples the input due to the set stride s, results in loss of information so that
the final output of the network is also down-sampled. The effective down-sampling
can be avoided in various ways. The most general approach by Masci et al. [39]
introduced the max-pooling fragment layer (MPF) which preserves underlying par-
titions.Further simpler approaches that do not require any further changes of the
architecture are setting the stride to 1, effectively removing the down-sampling im-
plying the conservation of all parameters which leads to a larger number of parame-
ters. Another approach is the translation of the network over the input, segmenting
the complete input in multiple steps. Using stride, each neuron in the last layer
classifies only the top-left pixel of its receptive field [39]. Thus, a consecutive trans-
lation in each dimension of the receptive field is necessary to segment the whole
input.
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Chapter 4

Implementation Details

All experiments have been conducted using the machine learning framework torch7 [40].
It offers a large number of components used in typical deep learning architectures
and has a simple interface which streamlines prototyping. To maximize the per-
formance of the computational complex ConvNets, torch7 uses luajit as a scripting
language backed by highly optimized C and CUDA code that enables high degree
of parallelization. Furthermore, it allows the utilization of graphics processors by
default.

As torch7 is an ongoing work in progress, the implementation has been slightly
extended fit the needs in terms of extent and performance. Changes like computa-
tion of the weighted cross entropy on gpu and d-regular sparse kernels are already
made partly public and will be made completely public after the publication of this
thesis. Torch7, as well as the changes can be accessed on the official repository1

and on the authors GitHub account2.
A single Nvidia Quadro K4000 graphics card was used for training and evalua-

tion.

1https://github.com/torch/torch7
2https://github.com/mlosch
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Chapter 5

Experiments

Finding a suitable network architecture requires a fair amount of empirical work
and experimenting. This chapter explains the details of the performed steps to im-
prove on the predictive performance of the networks. Investigated were the impacts
of different architectures on the performance, the usage of 3 dimensional inputs,
FCNs and a refined way of training the networks.

In a prior qualitative assessment of the training data it has been found that the
available 99 patients with longitudinal scans have partially missing segmentations.
All metastases in follow up scans that had been present before had not been seg-
mented again (see figure 5.1), so that it was decided to remove all follow up scans
from the data set. The training was therefore conducted on 391 full brain MRI
scans, used 49 scans for validation and 50 scans for testing, eventually removing
these 131 longitudinal scans.

5.1 Evaluation Details

Before explaining the experimental steps taken, a metric has to be defined that
enables the comparison between networks.

5.1.1 Categorizing Metastases

To be able to further describe and categorize the metastases in the data set, a
few attributes have been determined that express most of their variance. This
makes the evaluation of the detection performance more comparable, especially
when comparing different network architectures. Besides the size of a metas-
tasis (see figure 5.2a), the shape (see figure 5.2b) and the textural appearance
are interesting factors. Because metastases appear mostly as spheroids, a notion
of the shape can be gained by calculating the standard deviation �

r

of the dis-
tance r between each point on the hull and the hulls centroid following equation:

�

2
r

= E

⇣
kp�c

µr
k � 1

⌘2�
, where µ

r

= E [r] , p 2 Hull, c : Centroid (see figure 5.3

for further clarification). A distribution of �
r

can be seen in figure 5.2b. Note that
the metric fails for small metastases in the data, as the resolution of the ground
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5.1. Evaluation Details

(a) First scan (b) First ground truth

(c) Follow up scan (d) Follow up ground truth

Figure 5.1: Typical error in follow up scans in a series of longitudinal scans. Seg-
mented lesions (top row) have not been segmented again on follow up scans (bot-
tom row). The light gray components indicate the missing segmentation in the
follow up scan.
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Figure 5.2: Shape statistics over all metastases

truth is coarse in these dimensions (see the example in figure 5.3c). The textural
appearance can be categorized in a class of tumors with necrotic core, and tumors
without. Because the ground-truth does not contain further information about the
data than the binary tumor/non-tumor distinction, an automated extraction of tex-
tural information would have been necessary for further evaluation. It was decided
to perform a visual assessment by drawing random samples. A few of these random
samples are presented in figure 1.1 in chapter Introduction and indicate that most
metastases larger than 5 mm in radius do have necrotic cores.

Concluding from figure 5.2 the average shape of a metastasis gets slightly more
complex with size (see figure 5.2c) but remains mostly spherical with a radius of 5
mm and has a necrotic core.

5.1.2 Detection and Segmentation Assessment

Evaluation of the segmentation has been done with the Dice coefficient as shown
in equation 5.1. Given a predicted segmentation P and a ground truth G, the Dice
coefficient calculates the similarity between these two. The coefficient s ranges
from 0 to 1.

s =
2|P \G|
|P |+ |G| (5.1)

As the Dice coefficient does not evaluate the detection rate of the algorithm, a
second metric has been used that extracts connected components in the predicted
segmentation P and in the ground truth G and tries to find a match to every com-
ponent in G by the following rules:

1. Apply hysteresis threshold with ✓

low

= 0.2 and ✓ to P to obtain a binary
image.
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5.1. Evaluation Details
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Figure 5.3: A gallery of metastases shapes and their standard deviation �

r

of dis-
tances between hull points and centroid.
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5.2. Training Details

2. For every connected component C
G

in G

3. Find the connected component C
P

in P that minimizes the euclidean distance
between both centers of mass

4. If the volume of C
G

is less than 50 mm3 then accept as match if the euclidean
distance between both centers of mass is less than 5 mm. Otherwise accept if
the center of mass C

P

is enclosed by the bounding box of C
G

.

Hysteresis thresholding has been used to minimize false positives in case adja-
cent but unconnected voxels are greater than ✓, but there intermediate voxels are
not.

Given matched and unmatched pairs, the true positive rate (recall) and the
precision can be calculated based on the number of true positives T

p

, false positives
F

p

and false negatives F
n

:

recall =
T

p

T

p

+ F

n

(5.2)

precision =
T

p

T

p

+ F

p

(5.3)

To be able to compare networks that are not optimized for segmentation (e.g.
non FCNs), a sampled set of partitions from the full test data has been used for eval-
uation. This sampled set included all metastases and an equal volume of healthy
brain tissue. This had become necessary as the segmentation of a single full brain
scan took up to 90 min, rendering fast testing and improvements infeasible. The
sampled testing gives the true recall but only a notion of the precision, so that the
full testing has only been performed with the most promising network.

5.2 Training Details

Training generally follows the same approach as done by Krizhevsky et al. [12].
As the detection and segmentation of metastases involves discrimination between
two classes, the negative log likelihood function has been chosen as cost function.
The networks have been trained with a mini-batch size of 32 and the following
hyperparameters:

• Learning rate ⌘ = 0.01

• Momentum � = 0.9

• Weight decay � = 1 · 10�5

The learning rate has been decreased by a factor of 10 whenever the predictive
performance on the validation set did not exhibit any improvement. Depending on
the architecture this has been done 3 to 5 times.

To improve generalization, the set of negative samples has been repeatedly cho-
sen randomly before each epoch. The positive sample set has not been changed
throughout the training. While doing so it was ensured that the set has the same
amount of positives as negatives. Further overfitting was reduced by augmenting
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5.3. Empirical Experiments

each generated sample before the training by randomly rotating on the angle inter-
val ↵ 2 [�15�, 15�]. As rotation induces black borders in the corners, all samples
have been loaded with size

p
2w⇥

p
2h and cropped to size w⇥h after the rotation

had been performed while retaining the desired voxel in the center.
The data has been additionally normalized to zero mean and uniform variance.

This has been done by subtracting the intensity channels mean µ

I

and dividing
by the variance �

I

which both had been pre-calculated on all training samples.
In doing so, it was ensured that no samples with variance close to 0 have been
included. These black samples surrounded the skull and were vast in number.

The training has been governed by evaluating the networks after each epoch on
the validation set. It was stopped after no further improvements were observed. A
typical ConvNet required about 20 epochs to approach a constant validation perfor-
mance, whereas the trained FCN required about 250 epochs.

5.3 Empirical Experiments

The general approach of finding a suitable network involved the successively ex-
tension of a baseline network to explore different architectures and training ap-
proaches to investigate the impacts on the predictive performances. Due to the
missing segmentation of metastases in follow up scans, it was not possible to use
this data to train a network. Further time would have been necessary for making
the data usable.

5.3.1 Exploring Depth

The first experiments involved a simplified network as described in Krizhevsky et
al. [12] without FCN transformation. As fine recognition has been attempted, the
width of the network was reduced by approximately half as suggested by Azizpour
et al. [30] but the depth and max-pooling layers were kept the same (see table 5.1,
configuration A). Due to the small number of tunable parameters, training of most
networks took less than 24 hours.

The evaluation on the sampled test set, as presented in table 5.5, show a good
detection rate of 89.1% but low precision of 50.2%. Hence the network was ex-
tended by adding two convolutional layers, resulting in configuration B. A slight
improvement can be exhibited in the recall but a proportional decrease in the pre-
cision and so it was concluded, that the given information of a single slice is not
sufficient to effectively distinguish between lesion and healthy tissue. Both config-
urations A and B also exhibit low Dice scores, which presumably results from over
segmentation (see example segmentation in figure A.1d).

To give the network more information, five slices instead of one were used. Thus
the network has additional depth information above and below to distinguish from
spherical shapes to the typical convolutional structure of the brain. The targeted
voxel to classify has been set to the center voxel in the centered layer. As presented
in table 5.5 for configuration C, the network made a big leap by increasing the
precision to 71.5% and the lesion Dice score to 0.612. The recall simultaneously
dropped down by a few percentages.
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5.3. Empirical Experiments

An additional convolutional layer added to configuration C, denoted as configu-
ration D, further increased recall and precision. Due to the time restrictions it was
focused next on reducing the computational complexity to make evaluation of full
brain scans in a few minutes feasible. Note that the limit in depth has not been
reached here.

5.3.2 Reducing Redundancies

The method of FCNs has been introduced in chapter 3. As stated in the training
details, the evaluation of a single brain scan of dimensions 160⇥256⇥256 took
from 60 to 90 minutes, making it infeasible to perform quick prototyping. Inspired
by the results in the BRATS challenge, a FCN was implemented using a similar
configuration as in A (see the actual configuration in table 5.4). Here, configuration
A was chosen as it represented the smallest network implying the least required
time of training. The used framework did not offer the max-pooling-fragment-layer
as described in chapter 3, and the alternative methods were not thought of at the
point of implementing so that all max-pooling layers were omitted. The solution
by Urban et al. [10] on segmenting gliomas indicated that pooling is not strictly
necessary.

As described in the training details, the network was trained on multiple voxels
simultaneously, producing the segmentation of a whole image partition in one feed
forward pass. A time speedup from 50 minutes to 40 seconds was recorded for
segmenting a whole brain scan. Due to the much faster processing time, the net-
work was evaluated on the complete brain scans and not on partitions. The results
in table 5.6 shows a drastically worse precision performance and the segmentation
in figure A.1m indicates that there are many small peaks of positive predictions.
Chapter 7 gives some insight about potential reasons for this outcome.

5.3.3 Exploring Multiple Pathways

Since FCNs did not give the desired predictive performance, further experiment-
ing with regular ConvNets has been done. Here, experiments with two-path-way
networks were conducted, similar to the networks described in Farabet et al. [41]
and Davy et al. [37]. Evaluated were networks with additional very large input
of 5⇥91⇥91 voxels and one with small 5⇥5⇥5. The latter one intended to add
spatially-local information around the center voxel to improve segmentation and
the first one intended to add further context to improve precision.

Network configuration D was extended by attaching the second pathways. See
table 5.2 for the detailed configurations and see figure 5.4 which illustrates the
structure of a network with multiple pathways. Note that max-pooling layers were
not used on the added pathways as it was intended to conserve the specific location
the network is looking at. As downsampling is not yet natively supported on the
GPU by the used framework torch, a version of d-regular sparse kernels as described
by Hongsheng et al. [42] had been implemented (see illustration in figure 5.5).
A 5-regular sparse kernel of size 7⇥7 with stride 5 was used, which effectively
downsampled the input data by factor 5.

Contrary to the anticipated improvements regarding precision and Dice scores,
second pathways did not improve the predictive performance. See chapter 7 for a
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Figure 5.4: Example multi-pathway architecture utilizing depth-concat to merge
the outputs of both ConvNets. Here, the upper ConvNet evaluates the whole input
image of size 51⇥51, whereas the lower ConvNet only evaluates a narrow partition
around the center of size 5⇥5.

discussion.

5.3.4 Improving the Training

Returning to single pathways, it was focused next on why the networks tend to over
segment (e.g. see the sample segmentations for networks A to D in figure A.1 in the
appendix). Until this point, training was done on a balanced set. This implied that
the number of negative samples was constrained by the number of positive samples,
ultimately not able to represent the negative sample space sufficiently as the actual
ratio between positive and negative voxels is 1:3800. Thus, the networks were not
able to learn sharp decision boundaries between lesion and healthy tumors as too
few negative samples were shown. Hence, the training set was expanded by adding
10 times more negative than positive samples.. To further prioritize the learning
around the lesion borders, border-pairs were introduced. The border-pair scheme
is the emphasize of feeding the network a pair of adjacent positive and negative
samples as soon as the positive sample lies on the border of a lesion (see figure 5.6a
for clarification). This was implemented by enforcing border-pairs in each mini-
batch. To prevent the network from prioritizing the negative samples, additional
weights for each class in the cost function were added (see equation 3.10 for the
default cost function):

C = � 1

n

nX

j=1

✓

tj · ln
�
a

j,tj

�
(5.4)

where ✓ was set to ✓1 = 1 for positive samples and ✓0 = 1
10 for negatives.

The related experiments involve configurations G-Pairs and G (see table 5.3, for
which configuration D was slightly extended with increased network width. G-Pairs
was trained with the border-pair-scheme, configuration G without.

The trained network G-Pairs produced a fringe pattern around lesions (see fig-
ure A.1j), presumably because it learned noise in the ground truth as the ground
truth contains noise at the borders. This hypothesis is supported by the many mis-
classifications on healthy tissue.

To be further able to utilize the border-pair scheme it was decided to reduce
the likelihood of feeding the network wrong labels by doing erosion with a 3⇥3⇥3
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Figure 5.5: Example of d-regular sparse kernel, where on the left side is a standard
3⇥3 kernel (d = 1) and on the right side is the sparse version of the same kernel
with d = 2. Empty cells represent 0.

(a) Default ground truth and
distance between pair d = 1

(b) Eroded ground truth and
distance between pair d = 3

Figure 5.6: Border pair scheme. During training, if a mini-batch contains a sample
on the border of a lesion (marked red) the batch is augmented by adding a random
adjacent negative sample (marked green). The black borders indicate the existing
ground truth which is imperfect around the border. Left: Default application of
scheme where the distance between adjacent voxels is 1. Right: Eroded segmen-
tation and increased distance between adjacent voxels to ensure, both samples are
genuine positive/negative.

kernel and increase the distance between adjacent voxels (see figure 5.6b for clar-
ification). Network G-Eroded-Pairs was trained with the improved scheme. A vi-
sual improvement was observed, manifested as more exact segmentations on and
around lesions (see figure A.1k). This networks achieved the best true positive rate
with 94.1% but still had worse precision than configuration A.

To see whether further depth would increase the precision, an additional layer
was added. The resulting configuration H indeed reduces the number of false pos-
itives but does not outperform configuration D. This issue is discussed in chapter
7.

Concluding from the experiments, it is to note that the depth limit of the network
has not yet been reached. The main focus was to explore different approaches
and learning techniques to see which has the greatest impact on the predictive
performance.
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5.3. Empirical Experiments

ConvNet Configuration
A B C D

8 weight layers 10 weight layers 10 weight layers 11 weight layers
509,570

parameters
729,090

parameters
730,818

parameters
1,651,490
parameters

Input Layer
1⇥45⇥45 1⇥49⇥49 5⇥49⇥49 5⇥51⇥51

conv3-48
conv3-64
mp-3-2

conv3-96
mp-3-2

conv3-96
conv3-64

conv3-96
conv3-96
conv3-96
conv3-96

conv3-96
conv3-96
conv3-96
conv3-96
conv3-96

mp-3-2
FC-512

dropout-0.5
FC-512

dropout-0.5
FC-2

soft-max

Table 5.1: ConvNet configuration table displaying four trained networks, where the
depth has been increased (A! B and C! D) and where the spatial input has been
extended to volumetric input (B! C). Not shown in the table: Each convolutional
layer is followed by a ReLU. Syntax of a convolutional layer: convhkernelsizei-
h#featuresi. Syntax of a max-pooling layer: mp-hsizei-hstridei.
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5.3. Empirical Experiments

Multi-Scale ConvNet Configuration
E F

13 weight layers 14 weight layers
3,391,919
parameters

4,785,346
parameters

Input Layer
5⇥51⇥51 5⇥91⇥91

Conf D

extract
5⇥5⇥5

extract
5⇥51⇥51

sparse
conv[7,5]-64-5

conv1-48 Conf D conv3-64
conv1-5 conv3-64

depth concat
FC-512

dropout-0.5
FC-512

dropout-0.5
FC-2

soft-max

Table 5.2: ConvNet configuration table displaying two trained multi scale networks.
Both networks extend the configuration D by adding a second pathway. Not shown
in the table: Each convolutional layer is followed by a ReLU. Syntax of the sparse
convolutional layer: conv[hkernelsizei,hdistancei]-h#featuresi-hstridei. Syntax of a
convolutional layer: convhkernelsizei-h#featuresi. Syntax of a max-pooling layer:
mp-hsizei-hstridei.
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5.3. Empirical Experiments

Border-Pair ConvNet Configuration
G G-Pairs G-Eroded-Pairs H-Eroded-Pairs

11 weight layers 12 weight layers
2,147,738
parameters

2,295,322
parameters

Input Layer
5⇥51⇥51
conv3-48
conv3-64
mp-3-2

conv3-96
mp-3-2

conv3-128
conv3-164

mp-3-2

conv3-164
conv3-128
conv3-128

conv3-164
conv3-128
conv3-128
conv3-128

mp-3-2
FC-1024

dropout-0.5
FC-1024

dropout-0.5
FC-2

soft-max

Table 5.3: ConvNet configuration table displaying two types of networks trained
with three different approaches. The first network G, is an extension of the con-
figuration D as the width has been increased. See the text for how the training
approach differs. Not shown in the table: Each convolutional layer is followed by
a ReLU. Syntax of a convolutional layer: convhkernelsizei-h#featuresi. Syntax of a
max-pooling layer: mp-hsizei-hstridei.
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FCN Configuration
8 weight layers

729,090 parameters
Input Layer

5⇥n⇥n
where n >= 17

conv3-48
conv3-64
conv3-96
conv3-96
conv3-64
conv7-512

dropout-0.5
conv1-512

dropout-0.5
conv1-2

Table 5.4: FCN configuration table. The displayed network is adapted from network
A. Due to the missing Max-Pooling-Fragmented layer [39], all max-pooling layers
had to be omitted. Highlighted layers show the transformed fully connected to
convolutional layers. Note that the input size is not required to be static. It is only
bound by the effective receptive field of a neuron of the very last layer.

Configuration Recall (TPR)
in %

Precision (PPV)
in %

Dice score
(Lesions)

Dice score
(Healthy)

A 89.8 51.7 0.563 0.994
B 91.5 47.8 0.532 0.995
C 83.1 71.5 0.612 0.996
D 84.7 75.2 0.662 0.996
E 83.1 60.5 0.572 0.996
F 75.6 42.5 0.340 0.997
G 89.8 52.5 0.660 0.997
G-Pairs 85.6 34.0 0.645 0.997
G-Eroded-Pairs 94.1 40.7 0.598 0.998
H-Eroded-Pairs 92.4 57.4 0.580 0.997

Table 5.5: Sampled evaluation of the configurations in tables 5.1,5.2 and 5.3 after
segmenting all volume partitions that contain lesions as well as randomly sampled
volume partitions on the test set containing 50 scans and 122 lesions. Recall and
precision was determined via comparing connected components. All segmentations
have been preprocessed by applying a threshold of ✓ = 0.5. Further thresholds have
been evaluated via precision-recall-curves in appendix B. The marked configuration
has been used for the final evaluation.
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5.3. Empirical Experiments

Configuration Recall (TPR)
in %

Precision (PPV)
in %

Dice score
(Lesions)

Dice score
(Healthy)

FCN 89.3 0.23 0.190 0.999

Table 5.6: Full evaluation of configuration FCN (see table 5.4) after performing
complete segmentations of all 50 test scans. Recall and precision was determined
via comparing connected components. All segmentations have been preprocessed
by applying a threshold of ✓ = 0.5.
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Chapter 6

Results

As the goal of this thesis was primarily to detect metastases, the final evaluation has
been performed on all 50 test scans on network configuration D, as G� Eroded�
Pairs exhibited too many false positives. Cross validation for evaluating the fi-
nal network has not been performed as the time did not suffice to train multiple
networks.

Presented are the precision-recall curve based on the segmentation threshold-
ing (see figure 6.1a) and the related recall curves over the size of metastases (see
figure 6.2a). Based on the precision-recall curve a threshold of 0.5 has been cho-
sen to determine the final result table (see table 6.1) and to further investigate the
false positives. 0.5 was chosen due to its high recall on small metastases and its
potential to improve the precision with further post processing without drastically
reducing the recall (see figures 6.1b and 6.2b). This post processing step could be
utilized while preserving the detection rate as the network is oversegmenting. A
position distribution of all false positives greater than 40 mm3 are presented in the
histograms on the right side of figure 6.3. In conjunction, the left plots in the same
figure plot the recorded positions and size of all false positives on the X�Y , X�Z

and Y �Z plane. The backgrounds illustrate the approximate position of the skull.

Post Processing T
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n
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Recall
in %

Precision
in %

F

p

per Scan
F

p

per Slice
None 105 17 4068 86.1 2.5 83 0.52

Filter < 40 mm3 101 21 379 82.8 21.0 7.7 0.05
Filter < 80 mm3 99 23 228 81.1 30.3 4.7 0.03
Filter < 150 mm3 96 26 138 78.7 41.0 2.8 0.02

Table 6.1: Final classification results of network configuration D on 50 test scans,
including 122 metastases. An additional post processing step involving removing
components smaller than a specific threshold show the possibility of reducing the
number of false positives while maintaining most of the recall.
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Figure 6.1: Precision-Recall curves of network D after evaluating
50 scans. Top: Generated by applying different threshold values:
(0.1, 0.15, 0.2, ..., 0.9, 0.95, 0.99, 0.999). Bottom: Generated by applying the
threshold ✓ = 0.5 and post processing the detections by filtering out connected
components of sizes smaller than specific values: (0, 10, 20, ..., 100, 150, 200, 500).
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Figure 6.2: Recall over increasing metastases sizes of network D. The metastases
are taken from the 50 test scans. The dashed green curves mark the further eval-
uated parameters. Top: Precision after applying segmentation thresholds. Bottom:
Precision after applying the segmentation threshold ✓ = 0.5 and post processing the
detections by filtering out connected components of sizes smaller than the stated
values. Note that the recall is actually 1 for diameter of 4 for all thresholds. A
missing slice in the groundtruth results in an additional false negative (see figure
A.3h in the appendix).
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Figure 6.3: Distribution of all false positive positions in the 50 test scans. All false
positives smaller than 40 mm3 have been removed in advance as they were uni-
formly distributed. Left: Plotted position and size on the written plane. The size
and color of the circles are proportional to the volume and not representative to the
true region a false positive covers. Right: Position distribution histogram.
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Chapter 7

Discussion

The results of the final network configuration D, presented in figure 6.2b, show
a perfect detection rate for all metastases larger than 27 mm3 and decrease for
smaller lesions while still detecting over 50% of metastases that are between 1 mm3

and 4 mm3 in volume. Without post processing, the network exhibits 4068 false
positives of which 3689 are smaller than 40 mm3 (see table 6.1). Only 4 of these
3689 detections are actual lesions, indicating that the network is oversegmenting
substantially. Post processing involving the removal of components smaller than
40 mm3, 80 mm3 and 150 mm3 reduces the false positives to 379, 228 and 138
respectively. Given a false positive rate of 0.02 per slice when filtering out lesions
smaller than 150 mm3, the precision is comparable to the current state of the art
with 0.024 [6] although the related recall of 78.7% is substantially lower than
Farjam et al. report. This chapter discusses the potential reasons why the network
might miss metastases smaller than 27 mm3 as well as why it is prone to produce
such a high number of false positives.

7.1 Detection

First of all, based on the results in figure B.1 and the shape and size evaluation of
metastases in chapter Experiments, it can be observed that increasing complexity in
shape is no issue for the networks. Also note that the network does not misclassify
the sagittal sinus, one of the main blood vessels in the back of the brain, as can be
seen in figure 6.3. In general, it appears that the network does not have specific
areas, except around the cerebellum (see bottom of figure 6.3e), where especially
many false positives are concentrated. Based on the observation that the average
intensity drops down with slices approaching z ! 0 (see figure 7.1), it can be
assumed that the network has problems to generalize to darker areas. Further
normalization of the data in a pre processing step could solve this issue. That the
network otherwise does not exhibit any weak areas shows the successful learning to
distinguish between typical blood vessels that appear like metastases and genuine
lesions.

The position distribution histograms in the same figure reveal further interesting
properties of the classifier. Figure 6.3b, for example, shows a drop in total number
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7.1. Detection
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Figure 7.1: Average intensity of skull and brain voxels per X � Y slice. Illustrated
is the mean (blue) and the standard deviation (green). Note the drop of intensities
between slice 25 and 0.

Figure 7.2: Very small metastases that has not been found by any of the tested
networks.

of false positives around the middle of the brain, where the cerebral spinal fluid is
located. The increasing number of false positives in histogram 6.3d with increasing
y shows a topological property of the brain. As the false positive distribution is
uniform over the whole brain, there have to be more false positives towards the
back as there is more volume in comparison to the frontal half.

In contrast to larger metastases that are unlikely to be missed, smaller metas-
tases with spherical appearance have a much higher tendency to be missed (see
example in figure 7.2). This might be primarily due to two reasons. Taking all
metastases smaller than 303 mm3 in volume and extract from that set all volumes
smaller than 53 mm3, the subset contains 38% of all metastases but only about 1%
of the total number of voxels. Assuming that very small metastases require the ex-
istence of different features in the network as their shape cannot be well expressed
by a linear combination of edges, it can be inferred that the network learns mostly
on large metastases. Thus, the trained network is prone to misclassify small metas-
tases. This issue could be approached by training only on a specific range of sizes or
by assigning each voxel a weight inversely proportional to the metastases volume it
belongs to.

Secondly, as can be seen in the gallery of small metastases in figure 7.3, the la-
beling is often shifted or incomplete and thus not highlighting the right voxels. This
problem might be partly derived by the way the data was initially presented and
how it had to be preprocessed to obtain the voxel based ground truth. The initial
ground truth was represented by polygons enclosing metastases. To transform them
to a binary segmentation, a rasterization step was necessary. Depending whether
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7.1. Detection

Figure 7.3: Top: 23 metastases of size smaller than 5 ⇥ 5. Each image except the
last has been up-scaled to improve visibility. Their ratios have not been preserved.
Bottom: Ground truth labeling to each of the metastases above. Note the incorrect
labeling in the bottom row.

the rasterization defined a pixel on the border of the polygon as inside or not, errors
could have been introduced. Nettleton et al. [43] investigated the impact of noise
in the training data used in supervised learning methods. They inferred from their
experiments that noise inevitably leads to degradation of performance. It appears
to be crucial to have a consistent data set that has no major flaws.

The high number of false positives exhibited when no post processing filter is
applied, probably results from the noise in the labeling. A second factor is likely
to be the unbalanced data set with a positive to negative ratio of 1:3800. It is
therefore important to emphasize the training on a large set of negatives to ensure
the network sees enough of the large variety that is included in the whole brain
scan. Although the ratio has been extended to 1:5 during the experiments, it might
be favourable to keep the ratio closer to the actual ratio. In that case it would
be important to proportionally increase the mini-batch size to keep at least a few
positive samples.

In general, a lot of small sized false positives (see examples in figure A.2 in
the appendix) in inexpressive locations can be observed. It can be concluded from
that, that the network has learned specific noise characteristics. Nonetheless, as
the amount of true positive pixels could be considered small with approximately 1
million samples as there is not much variety in 712 metastases, it would be advised
to add more positive samples to the training set.

Finally, it is to mention that further errors might have been introduced by the
used method for evaluating the detection rate. It is not adaptive enough to recog-
nize unconnected clusters as one instance. Hysteresis thresholding helps but still
exhibits multiple false positives where a human would recognize just one. The
underlying problem traces back to the network that does not generate coherent
outputs. As the network gets fed independent samples and has no memory capa-
bilities, small differences in intensities can potentially change the predicted class.
Especially if the network has learned some degree of noise.
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7.2. Segmentation

(a) Input (b) Ground truth

(c) D (d) G-Eroded-Pairs

Figure 7.4: Segmentation comparison between configuration D and G-Eroded-Pairs
on an example slice. Note the incomplete ground truth and the correctly performed
classifications of both networks.

7.2 Segmentation

Segmentation as the secondary goal turned out to be quite difficult to evaluate.
The primary interest lied in how well the network reproduces the ground truth seg-
mentation for single metastases. The evaluation though has been performed on
the whole scans and not on region of interests. Thus, the way the Dice score has
been applied is not suitable to assess the quality of single metastases segmenta-
tions. Instead, the Dice scores of the sampled evaluation in the experiments are
more representative. Qualitative, it can be seen that the segmentation improves
with introduction of the border-pair-scheme (see figure 7.4 for comparison). The
network configuration G-Eroded-Pairs tends less to over segment metastases but
has many regions for which the probability is close to 0.5, thus producing a wrong
segmentation where there are no lesions.

As these errors have been introduced with network configuration G, it is to
conclude that the 10 fold increase of negative samples had a negative effect on
the precision. A thorough check of the given test set indicated more than a dozen
missed metastases in the ground truth. This indicates that the network sees mis-
labeled voxels much more often. As a desirable property of a neural network is to
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7.3. FCN and Multiple Pathways

learn most from its mistakes a possible explanation is that these mislabeled voxels
act as learning blockers.

7.3 FCN and Multiple Pathways

The training of the FCN failed very likely due to two reasons: Since the network has
been trained on patches of size 22⇥22 to be able to segment 5⇥5 voxels at once,
a similar training scheme to the border-pair-scheme has been used unintentionally.
As established earlier, the ground truth contains some degree of error especially at
the border of the metastases. Consequently, training on this type of errors implies
the learning of this specific noise resulting in a high number of small false positives
(see the segmentation in figure A.1m in the appendix).

Due to the missing max-pooling operation, the network could not benefit from
dimensionality reduction. As the main impact on the predictive performance has
been a substantial decrease in precision, it can be observed that a larger context
area is crucial. Presented in table 5.1 and 5.4, the number of parameters for net-
work configuration A is 509, 570 for a context area of 45⇥45, where in contrast the
transformed network FCN has a context area of 17⇥17 and 729, 090 parameters.

Similarly, the multi-pathway networks E and F exhibited worse results than the
compared network D. This could result from a lack of max-pooling layers in one of
the pathways but errors in the application cannot be ruled out. For further experi-
ments targeting the same goal, it might be worth to train single path networks with
multi-scale inputs. Here two inputs, one small (e.g. 15 ⇥ 15) and one large (e.g.
45⇥45), scaled to the same size and concatenated, could allow the network to have
access to local and global information simultaneously.
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Chapter 8

Conclusion

This thesis investigated the applicability of Deep Convolutional Networks (Con-
vNets) on detection and segmentation brain tumor metastases to improve the di-
agnostic process. As this thesis was the first to attempt to use ConvNets on this
task there consequently was no baseline to build a network on. The most promis-
ing approaches have been explored, including increasing network depth, multiple
pathways, reducing computational complexity using Fully Convolutional Networks
(FCNs) and a border-pair-scheme to improve training. A very deep network with
11 convolutional layers and border-pair-scheme-training has been presented to im-
prove the segmentation quality and a true positive rate of 82.8% and 0.05 false
positives per slice after removing classified components smaller than 40 mm3 has
been recorded.

The recorded processing time of 90 minutes to segment a whole brain scan does
not fulfill the posed limitation of 10 minutes. Nonetheless, FCNs can be utilized to
decrease the processing time to less than one minute per scan. The experiments in-
dicate that max-pooling layers are necessary to successfully retain the performance
while transforming the proposed ConvNet to a FCN.

It has been shown that ConvNets can be successfully utilized for detection as
well as segmentation while the segmentation performance obtains a substantial
improvement when using the suggested border-pair-scheme. The final network
does not outperform the current state-of-the-art metastases detection using tem-
plate matching [6] but reaches similar performance. It is hypothesized that a Con-
vNet is capable of outperforming this template matcher given data with less noise
and fewer errors. As the trained networks build on the early convolutional archi-
tecture from Krizhevsky et al. [12], there is potential for plenty of improvements on
the architectural aspect alone.

Finally, the most reasonable utilization of the proposed method would be to as-
sist the physicians with the raw network output. This can be interpreted as a prob-
ability map directly indicating suspicious areas. As no further post-processing step
is involved, no true positives would be filtered out. Leading to a semi-automated
detection, this might be the best attempt to solve the moral requirement stated in
the introduction.
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8.1. Concluding Notes About the Training of ConvNets

8.1 Concluding Notes About the Training of ConvNets

The conducted experiments with the proposed border-pair-scheme show that the
way a network is trained is extremely important for the impact on the predictive
performance. Things to consider include questions like on which samples should
one train, in which order and what should be the balance of the classes.

To conclude the conducted experiments, it is note that it is not trivial to train
a ConvNet with partially defective data. The default approach of training that was
followed, does not seem tolerant enough and so it might be recommended to thor-
oughly check the data in advance to any further experiments. It would not have
to involve the correction of small mistakes, but should completely eliminate defect
labeling as show in figure 7.3, rendering the data set more consistent.
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Chapter 9

Future Work

Deep learning has become a very active research area in the recent 3 years. It is
no wonder that many experiments, methods and training approaches have been
conducted. The most motivating aspect about deep learning is the fact that they
all build upon the same neural network structure, making it easy to extend an
already existing network. In this chapter, a few methods are presented that already
have been utilized successfully on segmentation tasks. They could greatly increase
the overall performance on the given data set and are all combinable to create a
powerful network.

Bagging is the simplest approach to increase the predictive performance without
changing the configuration. A very simple ensemble doing averaging of all outputs
should be sufficient. Improvements with bagging can be explained by the observa-
tion that multiple networks find different local minima. Ensemble learning is a well
known tool to improve the overall predictive performance [44, 45].

Furthermore, since the networks computational complexity is at this point so
high that evaluation takes days to segment multiple full brain scans, the transfor-
mation to FCNs should be a requirement for further experimenting. This requires
the implementation of the max-pooling fragment layer as described in Masci et
al. [39] and outlined in chapter 3.

Based on the experiments with FCNs and having max-pooling at hand it is to
suggest that training a network using volumetric max-pooling instead of spatial
pooling might be beneficial. Five slices have been used to add the notion of depth
to the input samples, but with volumetric max-pooling the number of slices could
be increased without risking to substantially increase the number of parameters.

One important aspect that has been discussed repetitively is the imperfection of
the labeling. Despite the obvious solution of just fixing the ground truth as best
as possible there has been some research conducted on incorporating modules into
the network that learn the noise of the data and can correct typical errors [46]
during learning. This provokes the non-trivial question of how to model the noise
for metastases labeling. A potential approach could involve an extended learning
of a noise distribution when training on border voxels. For each border voxel, the
error can be expressed by a probability distribution function p(d|µ

r

) that determines
the probability of the distance d between voxel and the metastasis centroid given
the average radius µ

r

.
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Another idea would be to apply a low-pass filter to the ground truth. The ob-
tained labels give a likelihood which can be learned using regression instead of
classification. Consequently the cost function has to be changed. Most commonly
used for regression problems is the mean square error criterion as presented in
chapter 3.

As learning in the network has the biggest impact when making completely
wrong predictions, it could be of advantage to try a different configuration of trans-
fer and cost function. Both ReLU and the negative log likelihood function reduce
the learning slowdown which could be desirable in this case, when encountering a
wrong ground truth. It would be worth investigating what impact on the overall
performance can be observed when using the logistic function and the mean square
error function.

A further potential method that could improve both the recall as well as the
precision is the exploitation of the brain hemisphere symmetry as utilized in the
blob extraction algorithm by [7]. Comparing the brain hemisphere is one of the
first and easiest approaches a layman can use to identify lesions. To exploit that
for ConvNets, a näıve approach could be to extract the dividing hyperplane at first
(e.g. as proposed in [47]) and determine two samples which are mirrored along
this plane. These two samples could then be fed into the network. Training would
be performed the same way as discussed.

Finally, the usage of recurrent ConvNets could improve the coherence of the re-
sulting segmentation and thus reducing the false positive rate. Recurrent ConvNets
have been successfully utilized in Collobert et al. [22] to parse complete scenes
where the second iteration is capable of correcting a large part of its own mistakes
after being fed its own output. As the networks produce a lot of incoherent results
a recurrent network could be a solution to give the network a notion about how the
surrounding voxels have been segmented.
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(a) Example slice (b) Ground truth labeling (c) A

(d) B (e) C (f) D

(g) E (h) F (i) G

(j) G-Pairs (k) G-Eroded-Pairs (l) H-Eroded-Pairs

(m) FCN

Figure A.1: Segmentations for all networks listed in chapter 5, generated by the probability value
of the soft-max output layer, where only the probability for a pixel being a metastasis is shown.
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(a) Input volume (b) Thresh. segm. ✓ = 0.5

(c) Input volume (d) Thresh. segm. ✓ = 0.5 (e) Ground truth

(f) Input volume (g) Thresh. segm. ✓ = 0.5

Figure A.2: Assorted false positives generated while performing sampled evaluation of network
configuration D. (b): 2 false positives, (d): 1 false positive, (g): 4 false positives. There is no
lesion present when the ground truth is not displayed.
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(a) Input volume (b) Thresh. segm. ✓ = 0.5 (c) Ground truth

(d) Input volume (e) Thresh. segm. ✓ = 0.5 (f) Ground truth

(g) Input volume (h) Thresh. segm. ✓ = 0.5 (i) Ground truth

Figure A.3: Assorted false negatives generated while performing sampled evaluation of network
configuration D. (b): 1 false negative, (e): 1 false negative, (g): 1 false negative. Note the false
false negative in (h) and (i). (i) is missing a segmented slice, so that it is recognized as two
components.

63



Appendix B

Experimental Results -
Performance

64



Precision (PPV)
0.4 0.6 0.8 1

R
ec
al
l
(T

P
R
)

0

0.2

0.4

0.6

0.8

1

 0.5  0.6  0.7 0.8  0.9

0.99

3
√

V olume in mm
0 2 4 6 8 10

R
ec
al
l
(T

P
R
)

0.2

0.4

0.6

0.8

1

 0.5

 0.6

 0.7

 0.8

 0.9

0.99

(a) A

Precision (PPV)
0.4 0.6 0.8 1

R
ec
al
l
(T

P
R
)

0

0.2

0.4

0.6

0.8

1

 0.5  0.6 0.7  0.8
 0.9

0.99

3
√

V olume in mm
0 2 4 6 8 10

R
ec
al
l
(T

P
R
)

0.5

0.6

0.7

0.8

0.9

1

 0.5

 0.6

 0.7

 0.8

 0.9

0.99

(b) B

Precision (PPV)
0.7 0.8 0.9 1

R
ec
al
l
(T

P
R
)

0

0.2

0.4

0.6

0.8

1

 0.5  0.6  0.7  0.8
 0.9

0.99

3
√

V olume in mm
0 2 4 6 8 10

R
ec
al
l
(T

P
R
)

0

0.2

0.4

0.6

0.8

1

 0.5

 0.6

 0.7

 0.8

 0.9

0.99

(c) C

Precision (PPV)
0.7 0.8 0.9 1

R
ec
al
l
(T

P
R
)

0

0.2

0.4

0.6

0.8

1

 0.5  0.6  0.7
 0.8  0.9

0.99

3
√

V olume in mm
0 2 4 6 8 10

R
ec
al
l
(T

P
R
)

0

0.2

0.4

0.6

0.8

1

 0.5

 0.6

 0.7

 0.8

 0.9

0.99

(d) D

Figure B.1: Left: Recall over increasing metastases sizes of networks A,B,C
and D. Precision after applying segmentation thresholds. Right: Precision-
Recall of the same networks, generated by applying different threshold values:
(0.1, 0.15, 0.2, ..., 0.9, 0.95, 0.99, 0.999).
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(c) G
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(d) G-Pairs

Figure B.2: Left: Recall over increasing metastases sizes of networks E,F,G and
G-Pairs. Precision after applying segmentation thresholds. Right: Precision-
Recall of the same networks, generated by applying different threshold values:
(0.1, 0.15, 0.2, ..., 0.9, 0.95, 0.99, 0.999).
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(a) G-Eroded-Pairs
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(b) H-Eroded-Pairs

Figure B.3: Left: Recall over increasing metastases sizes of networks G-Eroded-
Pairs,H-Eroded-Pairs. Precision after applying segmentation thresholds. Right:
Precision-Recall of the same networks, generated by applying different threshold
values: (0.1, 0.15, 0.2, ..., 0.9, 0.95, 0.99, 0.999).
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