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Abstract

This thesis studies the problems of feature tracking and motion estimation and
presents an application of these concepts to human-computer interaction. The
presentation is divided into three parts.

The first part addresses feature tracking in a multi-scale context. Features
in an image appear at different scales, and these scales can be expected to
change over time due to the size variations that occur when objects move rel-
ative to the camera. A scheme for feature tracking is presented, which in-
corporates a mechanism for automatic scale selection and it is argued that
such a mechanism is necessary to handle size variations over time. Experi-
ments demonstrate how the proposed scheme is robust to size variations in
situations where a traditional fixed scale tracker fails. This leads to extended
feature trajectories, which are valuable for motion and structure estimation.

It is also shown how an object representation suitable for tracking can be
built in a conceptually simple way as a multi-scale feature hierarchy with
qualitative relations between features at different scales. Experiments illus-
trate the capability of the proposed hierarchy to handle occlusions and semi-
rigid objects.

The second part of the thesis develops a geometric framework for comput-
ing estimates of 3D structure and motion from sparse feature correspondences
in monocular sequences. A tool is presented, called the centered affine trifo-
cal tensor, for motion estimation from three affine views. Moreover, a factor-
ization approach is developed which simultaneously handles point and line
correspondences in multiple affine views. Experiments show the influence of
several factors on the accuracy of the structure and motion estimates, includ-
ing noise in the feature localization, perspective effects and the number of fea-
ture correspondences. This motion estimation framework is also applied to
feature correspondences obtained from the abovementioned feature tracker.

The last part integrates the functionalities from the first two parts into a
pre-prototype system which explores new principles for human-computer in-
teraction. The idea is to transfer 3D orientation to a computer using no other
equipment than the operator’s hand.



ii

Acknowledgments

First and foremost, I would like to thank my supervisor Tony Lindeberg for his
encouragement and competent advice during the time I have worked with
him. We have had many interesting and valuable discussions and I look for-
ward to future collaboration.

I am very grateful to Jan-Olof Eklundh for allowing me to join his group
at CVAP (Computational Vision and Active Perception Lab.). With his never-
ending enthusiasm, he has created a research group with a stimulating atmo-
sphere. The intellectual freedom he has given the people at CVAP has resulted
in research covering a number of different areas in the computer vision field.

I would also like to take this opportunity to thank the following people for
fruitful interactions

• Daniel Fagerström for interesting discussions on various topics during the
time we have shared office. Stefan Carlsson for introducing me to the field
of geometry in computer vision. Ambjörn Naeve and Henrik Christensen
for valuable comments and input.

• Harald Winroth for his patience with my questions concerning hardware
and software. Carsten Bräutigam who has been an endless resource con-
cerning LATEX matters. Tomas Uhlin from whom I learned a lot during my
first years at CVAP.

• Ramesh Jain for introducing me to the computer vision field during my
time at University of California, San Diego.

• Peter Nillius, Peter Nordlund, Pär Fornland, Atsuto Maki, Magnus Ander-
sson, Fredrik Bergholm, Danny Roobaert, Jonas Gårding, Pascal Grostabus-
siat, Maria Ögren, Kourosh Pahlavan and all other present and former
CVAP members who have contributed to the stimulating atmosphere
here. Thanks also to Mats Wirén for important input during the writing
of the thesis.

Finally, I would like to express my gratitude for the support and encour-
agement I have received from my family, and from Nina who has shown end-
less patience during the last year. Thank you all.



iii

Contents

Motivation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 1
Contributions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 2
Thesis outline . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 2
List of papers . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 4

I Multi-scale feature tracking 5

1 Background 7
1.1 Object tracking in computer vision: Overview . . . . . . . . . . 7
1.2 Feature tracking . . . . . . . . . . . . . . . . . . . . . . . . . . . . 12
1.3 Basic linear scale-space theory . . . . . . . . . . . . . . . . . . . . 14

1.3.1 A scale-space representation: Demands and properties . 15
1.3.2 Linear scale-space in practice: The discrete case . . . . . 17
1.3.3 Gaussian scale-space derivatives . . . . . . . . . . . . . . 18

1.4 Automatic scale selection for feature detection . . . . . . . . . . 18
1.4.1 Normalized derivatives . . . . . . . . . . . . . . . . . . . 19
1.4.2 Corner detection . . . . . . . . . . . . . . . . . . . . . . . 20
1.4.3 Blob detection . . . . . . . . . . . . . . . . . . . . . . . . . 21
1.4.4 Ridge detection . . . . . . . . . . . . . . . . . . . . . . . . 23

2 Feature tracking with automatic scale selection 25
2.1 Tracking and prediction in a multi-scale context . . . . . . . . . 27
2.2 Matching on multi-cue similarity . . . . . . . . . . . . . . . . . . 28
2.3 The combined tracking algorithm . . . . . . . . . . . . . . . . . . 30
2.4 Experimental results . . . . . . . . . . . . . . . . . . . . . . . . . 33

2.4.1 Corner tracking . . . . . . . . . . . . . . . . . . . . . . . . 33
2.4.2 Blob tracking . . . . . . . . . . . . . . . . . . . . . . . . . 36
2.4.3 Ridge tracking . . . . . . . . . . . . . . . . . . . . . . . . 40

2.5 Algorithmic details . . . . . . . . . . . . . . . . . . . . . . . . . . 43



iv Contents

3 Multi-scale feature hierarchies for object tracking 47
3.1 Feature-based multi-scale object representations . . . . . . . . . 48
3.2 Object tracking using qualitative feature hierarchies . . . . . . . 50

3.2.1 Image feature attributes . . . . . . . . . . . . . . . . . . . 51
3.2.2 Qualitative relations between features at different scales 52
3.2.3 Qualitative multi-scale feature hierarchies . . . . . . . . 53
3.2.4 A scheme for object tracking using a multi-scale feature

hierarchy . . . . . . . . . . . . . . . . . . . . . . . . . . . . 55
3.2.5 Experiments . . . . . . . . . . . . . . . . . . . . . . . . . . 56

4 Summary and discussion: Part I 61

II Feature based rigid motion estimation 65

5 Background 67
5.1 Camera models . . . . . . . . . . . . . . . . . . . . . . . . . . . . 67

5.1.1 The perspective camera . . . . . . . . . . . . . . . . . . . 68
5.1.2 The affine camera . . . . . . . . . . . . . . . . . . . . . . . 69

5.2 Multi-view constraints for estimating rigid structure and motion 71
5.2.1 The epipolar constraint . . . . . . . . . . . . . . . . . . . 71
5.2.2 The trifocal constraints and the trifocal tensor . . . . . . 72
5.2.3 Factorization or subspace methods . . . . . . . . . . . . . 75

6 Motion estimation using the centered affine trifocal tensor 77
6.1 Affine camera and three views . . . . . . . . . . . . . . . . . . . 78
6.2 The centered affine camera and its relations to perspective . . . 79
6.3 Orientation from the centered affine trifocal tensor . . . . . . . . 81
6.4 A few degenerate situations . . . . . . . . . . . . . . . . . . . . . 83

7 Simultaneous factorization of points and lines 87
7.1 Projection model . . . . . . . . . . . . . . . . . . . . . . . . . . . 87
7.2 Determination of scale factors . . . . . . . . . . . . . . . . . . . . 88
7.3 Resolving the motion/structure ambiguity . . . . . . . . . . . . 90
7.4 Degenerate cases . . . . . . . . . . . . . . . . . . . . . . . . . . . 91

7.4.1 Degenerate three-dimensional shapes . . . . . . . . . . . 92
7.4.2 Degenerate three-dimensional motions . . . . . . . . . . 94

8 A scheme for motion recovery from extended sequences of point and
line correspondences 95
8.1 Resolving the mirror ambiguity using scale information . . . . . 95
8.2 Relative weighting of point and line constraints . . . . . . . . . 96

8.2.1 Computing the centered affine trifocal tensor . . . . . . . 97
8.2.2 Finding scale factors of lines prior to factorization . . . . 98



Contents v

8.2.3 Simultaneous factorization of points and lines . . . . . . 99
8.2.4 Related work . . . . . . . . . . . . . . . . . . . . . . . . . 100

8.3 Experiments on synthetic data . . . . . . . . . . . . . . . . . . . . 101
8.3.1 Experimental methodology . . . . . . . . . . . . . . . . . 101
8.3.2 Experiments on random point and line configurations . 104
8.3.3 Dependency on object shape . . . . . . . . . . . . . . . . 112
8.3.4 Conclusions from the synthetic experiments . . . . . . . 117

8.4 Experiments on real image data . . . . . . . . . . . . . . . . . . . 119

9 Summary and discussion: Part II 123

III An application to human-computer interfacing 127

10 Visual human-computer interfaces based on hand signs or gestures:
Overview 129

11 The 3D hand-mouse 133
11.1 The components . . . . . . . . . . . . . . . . . . . . . . . . . . . . 133
11.2 Experiments . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 137

12 Summary and discussion: Part III 139



Contents 1

Motivation

In many biological vision systems, the ability to track moving image struc-
tures is well developed since it is of fundamental importance in a variety of
situations, such as hunting and communication based on vision. During the
tracking of an object, different visual tasks can be performed like recognition
of the object or estimation of the object motion. A common belief in the com-
puter vision society is that a general computer vision system capable of e.g.
estimating the motion of known and unknown objects has to be built from a
number of different vision modules. The aim of this work has been to explore
a set of such modules.

A basic intuitive goal of a tracking module is to maintain tracking of a pos-
sibly unknown object over as long time as possible. If the object is unknown
to the system, or not yet recognized, the tracker can only use small amounts of
a priori information about it. A feature tracker typically tracks certain struc-
tures on the object. The sizes of these structures are likely to vary over time
if the distance to the object changes, and the feature tracker should be able to
maintain tracking despite them. The scale-space framework gives us tools to
capture and handle such size variations.

During the last decade, the estimation of the structure and motion of 3D
objects based on point correspondences in multiple frames has received in-
creasing attention in the computer vision society. Most works have focused
on applications to man-made objects like vehicles and buildings, on which
large sets of feature points can easily be detected. However, on many objects,
including human body parts, the detection of such large sets of stable features
can be expected to be much harder. Coarsely stated, the correct estimation
of structure and motion requires many correspondences over few frames or
few correspondences over many frames. In this work, we focus on the motion
estimation from sparse sets of feature correspondences in extended image se-
quences. Moreover, we will develop an application towards human-computer
interaction. The motivation for choosing this particular application is that the
need for new and convenient methods of interaction can be expected to in-
crease with the growing number of computerized equipment in our environ-
ment.

This thesis addresses the abovementioned topic of feature tracking and
motion estimation in an integrated manner. In the first part we deal with
the tracking of different features in a scale-space framework. The aim is to
explore the tracking of features over as long time as possible, thus achieving
long trajectories, given only little a priori information about the object. The
first part also suggests a method to easily incorporate more information about
the object by building a qualitative representation of the object suitable for
tracking in the scale-space framework.

The second part of the work deals with structure and motion estimation
from feature correspondences in multiple frames of monocular sequences as-
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suming affine projection. The aim is to explore the use of long trajectories
of sparse features to estimate rigid motion. Finally, the combination of the
tracking and the motion estimation is explored in an application for human-
computer interaction.

Contributions

In line with the abovementioned motivations, the main contributions in this
work can be summarized as follows:

• A scheme for multi-scale tracking of different kinds of features, incor-
porating multi-cue matching, with increased robustness to size varia-
tions over time. This multi-scale approach to tracking is new; traditional
schemes for feature tracking operate at fixed scales.

• A principle for building multi-scale feature-based object representations
with qualitative feature relations for improved object tracking, leading
to increased robustness to partial occlusions and including the ability
to handle semi-rigid objects. To the best of the authors knowledge, this
type of hierarchical multi-scale object representations have never been
used for object tracking.

• A scheme for rigid motion (and structure) estimation from sparse point
and line correspondences in monocular sequences under affine projec-
tion, including the formulation of the centered affine trifocal tensor and
a method for simultaneous factorization of point and line coordinates.
This approach builds upon previous works on point and line correspon-
dences in multiple affine views. At the time when it was published, this
formulation of affine trifocal geometry and the simultaneous factoriza-
tion of point and line coordinates were new.

• A combination of the above methods into a system for vision-based
human-machine interaction in order to transfer 3D orientation informa-
tion. We have not found any other work on estimating 3D rotation of a
human hand from monocular image sequences.

Thesis outline

The thesis is divided into three parts:

Part I describes tracking in a multi-scale context and consists of Chapter 1-4.
Chapter 1 gives an overview of the areas of object tracking and feature
tracking in computer vision. Short introductions to linear scale-space
theory and the scale-selection principle are also presented together with
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a description of the detection of basic features in a scale-space frame-
work. Chapter 2 presents a scheme for feature tracking with automatic
scale selection. A principle for combining features in a qualitative ob-
ject representation in the form of a multi-scale feature hierarchy suitable
for tracking is described in Chapter 3. A summary and a discussion on
multi-scale tracking in Chapter 4 concludes this part.

Part II describes rigid motion estimation based on feature correspondences and
consists of Chapter 5-9. Chapter 5 presents basic camera geometry and
an introduction to the theory of rigid structure and motion estimation
from point correspondences in multiple views. Chapter 6 describes the
centered affine trifocal tensor for orientation estimation from point and
line correspondences in three frames. Chapter 7 describes a method
based on factorization for structure and motion estimation over three
or more frames. The methods of Chapter 6 and 7 are then combined in a
scheme for motion recovery from point and lines in multiple frames, de-
scribed and investigated experimentally in Chapter 8. A summary and
a discussion on the approach in Chapter 9 concludes this part.

Part III describes an application of the combined schemes for multi-scale track-
ing and motion estimation to human-computer interfacing based on hand
motions. Chapter 10 gives an overview of human-computer interfaces
based on hand signs or gestures. Chapter 11 presents a new application,
“the 3D hand-mouse”, which is a device for visual transfer of relative
3D orientation from a human hand. A summary and a discussion on the
application in Chapter 12 concludes this part.
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Chapter 1

Background

The aim of this chapter is to provide the reader with a brief background con-
cerning the concepts of object tracking, feature tracking and scale-space the-
ory with emphasis on automatic scale selection in order to better understand
the work on multi-scale feature tracking to be presented in this first part of
the thesis. Over the years, these three subjects have been well studied by the
computer vision society.

The first section gives a short overview of related works in object tracking.
The area of object tracking tracking in computer vision is vast and it should
be pointed out that this overview in no way claims to be complete. How-
ever, it tries to capture most of the fundamental ideas and assumptions be-
hind the object tracking methods known today. The second section focuses on
feature tracking; it describes a traditional feature tracking scheme and gives
references to a number of works on the tracking of different kinds of features.
Needless to say, many of the references given in the two sections on tracking
were published long after the work described in this thesis was initiated.

The third section is a short introduction to basic scale-space theory for com-
puter vision and briefly presents the axiomatic foundation of the scale-space
representation that is fundamental to our feature tracking approach. Finally,
the fourth section deals with the principles of automatic scale selection for
feature detection in the scale-space representation.

1.1 Object tracking in computer vision: Overview

When an object moves relative to an observer, the projected images of the ob-
ject on the retina or in the camera change. In computer and human vision,
tracking means maintaining correspondence of an image structure over mul-
tiple frames. The image structure normally corresponds to a 3D structure that
we want to recognize or estimate the motion and position of. The ability to
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track moving objects is of crucial importance in biological vision systems, for
example in predator-prey situations.

Not just the position but also the appearance of the tracked image structure
is likely to change over time for a number of reasons. Changing lighting con-
ditions, the 3D structure of the object combined with the relative motion of the
object with respect to the observer, camera noise and various occlusions will
all cause changes in appearance. This makes the tracking task impossible if
we don’t assume any a priori knowledge about the world. Successful tracking
therefore requires some assumptions about the world and the objects we want
to track. The correctness of these assumptions will naturally affect the robust-
ness of the tracking to the kind of appearance changes described above. In the
spirit of (Toyama and Hager, 1999), we can divide the robustness of tracking
systems into pre-failure robustness and post-failure robustness. Pre-failure ro-
bustness aims at preventing the tracker to fail, i.e. lose track of the tracked im-
age structure, by typically making various implicit assumptions about the ex-
pected appearance changes. Post-failure robustness refers to the ability to au-
tomatically detect and recover from tracking failures. Post-failure robustness
is normally accomplished by some high-level processing, incorporating ex-
plicit models of the tracked object. We will next present an overview of track-
ing techniques with varying levels of a priori knowledge incorporated, going
from low-level to high-level tracking, mostly with increasing pre-failure ro-
bustness, and finally touch upon multi-stage tracking schemes for augmented
post-failure robustness.

Tracking primitives. In many cases, object tracking is accomplished by si-
multaneously tracking different parts of the object where each part corre-
sponds to a region in the image. One of the most common assumption used in
the tracking of image regions is that the changes in appearance from frame to
frame are small. This assumption is fundamental for correlation-based tracking,
presumably the earliest approach to image matching and based on the sim-
ilarity between corresponding grey-level patches over time, see for example
(Smith and Phillips, 1972). Given a window of some size covering an image
detail at a certain time moment, the corresponding detail at the next time mo-
ment is defined as the position of the window (of the same size) that gives the
highest correlation score when compared to the previous patch. A multitude
of such techniques has been proposed, one example of a correlation-based
tracker has e.g. been implemented in the KTH Head-Eye System (Pahlavan,
1993; Uhlin et al., 1995). Assumptions about the motion of the tracked region
are normally made and used for predictions of the position in the new frame.
This kind of tracker faces problems with all the abovementioned sources of
appearance changes.

Closely related to correlation-based tracking is optical flow-based tracking.
Here, the definition of an optic flow field gives rise to a motion field in the
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image domain, which can be interpreted as the result of tracking all image
points simultaneously. With respect to the tracking problem, the motion of
coherently moving (and possibly segmented) regions computed from optic
flow algorithms can be used for guiding tracking procedures, as shown by
(Thompson et al., 1993) and (Meyer and Bouthemy, 1994). The robustness of
tracking based on optical flow depends on how the flow field is computed
and there is a large number of optical flow algorithms. A major problem of
optical flow methods is their sensitivity to illumination changes. While the
influence of such effects could be reduced by using techniques such as pre-
filtering (Bergen et al., 1992) or matching based on mutual information (Viola
and Wells, 1995), only few works address the computation of optical flow un-
der illumination changes. Such works have lately been done by (Black, Fleet
and Yacoob, 1998; Negahdaripour, 1998), using combinations of models of ap-
pearance changes.

In order to make the tracker more robust to varying lighting conditions and
viewing directions, we can extract image features that are less sensitive to the
resulting appearance changes. Essentially, what characterizes a feature tracking
method is that image features are first extracted in a bottom-up processing
step and then these features are used as the main primitives for the tracking
and matching procedures. The extracted features can be edges, corners, blobs,
colour, etc. A more thorough overview of works in feature tracking will be
presented in the next section. In Chapter 2 we will describe how the pre-
failure robustness can be improved in a feature tracking system.

By assuming that the tracked object is rigid, i.e. that the 3D distances be-
tween all points on the object are fixed, geometric constraints can be imposed
on the relations between the projected object points in the images. Image
points that don’t meet the constraints are rejected as outliers using robust
statistics, thereby increasing the robustness to limited point tracking failures
in optical flow-based or feature-based schemes, see for example (Shapiro, 1995;
Torr, 1995; Smith and Brady, 1995). (Andersson, 1994) explored how the rigid
body assumption can improve the tracking of line segments. The rigid body
assumption also makes it possible to explicitly calculate the 3D structure of
the object, as will be seen later in Chapter 5. In (Reid and Murray, 1996), the
3D structure is used to determine and track the 2D position of any desired
fixation point on the object. The method is used in a foveating gaze-control
system, which is able to maintain the same fixation point in the presence of
minor occlusions.

Motion modeling. If we have any knowledge about the motion of the tracked
object, this information can be used to predict the position of the object in
later images. This will help reducing the search areas of, for example, the
features mentioned earlier. Common motion predictors are either based on
Kalman filters, assuming smooth motion trajectories see e.g. (Deriche and
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Faugeras, 1990), or they assume constant velocity or constant acceleration
of the object. More sophisticated motion models can improve tracking by
increasing the robustness to appearance changes. In (Zhang, 1994; Anders-
son, 1994) the rigid body assumption is incorporated in an Extended Kalman
Filter to track line segments. Lately, probabilistic motion models have been
found useful for tracking in difficult situations. In (Isard and Blake, 1996; Is-
ard and Blake, 1998a), probabilistic modeling of the motion is done in ad-
vance and used in a tracking scheme that handles contour tracking in clut-
tered scenes. The algorithm, computing the conditional probability density of
different motions given the current state, is called condensation and has proven
to be successful in a number of applications (see also Chapter 10).

Multi-cue integration. Cue integration is a way to increase robustness by
combining the information from different sources. The results from multiple
tracking modules, normally working in parallel, are used together to form a
tracking hypothesis that is not dependent on the robustness of one module
alone. The post-failure robustness is increased in the sense that tracking fail-
ures of individual modules can be detected and recovered from by using the
results from the other modules. The major problem is how to make a clever
integration of the different cues. There have been a number of works on multi-
cue-based tracking, and we want to give a few examples. (Uhlin et al., 1995)
integrated optical flow-based segmentation and depth from stereo to segment
out and track different kinds of rigid and semi-rigid objects. Colour is a pop-
ular cue for segmentation and tracking of human hands and faces, see for ex-
ample the references in Chapter 10. (Isard and Blake, 1998a) combined colour
with active contours (a.k.a. snakes) and probabilistic motion modeling for suc-
cessful hand tracking in cluttered scenes.

Naturally, the more assumptions or knowledge about the object appear-
ance and motion we incorporate in the tracking system, the more we restrict
the class of objects we are able to track. In the end, the well-known tradeoff
between robustness and generality is valid also in object tracking.

Tracking using explicit object representations. If we have more detailed in-
formation about the shape or appearance of the object we want to track, we
could use this for building an explicit object representation to further increase
the robustness of the tracking. The pre-failure robustness is increased since
the object representation or model restricts the space of possible appearance
changes, thus reducing tracking failures. Inconsistencies between parts of the
object representation and the tracked object can indicate tracking failures and
the consistent part of the representation could guide the tracker to recover
from the detected failures. In this way, the post-failure robustness is increased
compared to tracking based on tracking primitives alone as described earlier.
There have been many ways to represent an object in computer vision; focus-
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ing on works related to tracking we coarsely divide them into three categories:
3D-model-based, view-based and appearance-based representations.

As the name suggests, 3D models represent the 3D shapes of the objects.
The shape, often a volumetric or wire-frame model, is projected and matched
to the extracted image data. 3D-model-based tracking of cars in traffic scenes
has been a popular and successful application, shown in e.g. (Koller et al.,
1993). These works also show that partial occlusions of the objects can be han-
dled using 3D models. Articulated objects such as human bodies have been
tracked in monocular sequences after applying motion constraints to the artic-
ulated parts of the 3D model. For example, (Hogg, 1983) proposed a method
to track walking people with stick models and (Bregler and Malik, 1998) used
a combination of 3D models with motion constraints to track and estimate the
full 3D motion of people from monocular sequences.

View-based representations model one or several 2D views of the object. The
representation is restricted to 2D; hence, there is no explicit 3D information in
the model. The representations are normally built by extracted image informa-
tion like blobs and contours combined with 2D relations between them. Such
representations have been used to track articulated objects like human hands
and bodies. (Haritaoglu et al., 1998a) tracked human motion using models of
silhouettes. In Chapter 3 we will show how a view-based object representa-
tion for tracking can be built as a qualitative hierarchy of features at different
scales. By letting the different levels in the hierarchy support each other, post-
failure robustness for the individual features is increased.

Tracking using appearance-based representations employs techniques stem-
ming from eigenimages, see (Turk and Pentland, 1991). On a normally very
large set of images showing different views of the object, principal compo-
nent analysis (PCA) is performed to find a basis set of images, eigenimages,
spanning a reduced image space, the eigenspace. The eigenspace includes
most of the variations in the original image set, and the assumption is that
the images of the tracked object can be found and tracked in this space. Nat-
urally, methods based on eigenimages are sensitive to appearance changes
that were not present in the training image set, like changes due to occlusions
and changing lighting conditions. However, if appearance changes due to
illumination are present in the training set, such variations can also be cov-
ered in the eigenspace, as shown in (Belhumeur and Kriegman, 1996; Hager
and Belhumeur, 1996). Appearance-based methods have been employed by
e.g. (Black and Jepson, 1998b; Cui and Weng, 1996) to track rigid objects and
hands.

Multi-stage tracking. In general, integration of different tracking techniques
increases robustness but the integration task is difficult. The integration is nor-
mally based on the consensus of the tracking cues, but is considerably simpli-
fied if some kind of confidence value is provided from each module. The idea
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of cue integration is to increase robustness by giving more control to mod-
ules relying on information that is currently present in the image. Multi-stage
tracking systems operate according to the same basic principle but the mod-
ules are divided into explicit stages, basically depending on the level of pro-
cessing of the modules. The idea originates from studies of biological vision
systems, see e.g. (Culhane and Tsotsos, 1992), where signs of schemes for an
incremental focus of attention can be found. The first stages typically perform
low-level processing directly on the image data, often at a coarse informa-
tion scale, giving as output coarsely segmented regions of interest in the im-
age. The next stages operate at higher levels, incorporating more assumptions
about the tracked object. The ability to switch to low-level tracking stages
when high-level tracking fails, increases the post-failure robustness. (Toyama
and Hager, 1999) built a framework for tracking based on an incremental fo-
cus of attention scheme. Similar, but less dynamic, systems have been built
for face tracking (Crowley et al., 1995) and vehicle tracking (Concepcion and
Wechsler, 1996). As will be seen, the tracking method based on feature hi-
erarchies described in Chapter 3, also involves the idea of multiple levels of
increasing attention. The system tracks structures of varying levels of detail,
here determined by the spatial scale, depending on the amount of structural
information that is found in the present image.

1.2 Feature tracking

In computer vision systems, there are several reasons why we choose to let the
detection of specific features guide the tracking. As mentioned in the previous
section, one major reason is to make the tracking more robust to appearance
variations caused by view and illumination changes. Many features, for ex-
ample edge features, are known to be less sensitive to such changes. Some
features, like corner features, are often well localizable in the image. If they
correspond to a 3D structure in the scene, their positions are suitable for geo-
metric computations to e.g. estimate the motion of the camera relative to the
scene. If we know some special characteristics about the object we wish to
track, tailored detectors for characteristic features can be constructed. Build-
ing feature templates for matching is one way to accomplish tailored detec-
tors. Such object-specific features will in most cases reduce the amount of
tracking failures.

Most feature tracking algorithms follow the four step predict-detect-match-
update loop shown in Figure 1.1. First, the position of the feature in the next
frame is predicted based on its previous positions and some motion model.
Then, a number of candidate features are detected in the new frame. The can-
didates are matched to the original feature and the best match is selected by
optimizing some matching criterion. The tracking algorithms in computer vi-
sion basically differ in what features are selected, how the prediction is done
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and what matching criterion is chosen.
The prediction step is based on some assumptions about the image mo-

tion from frame to frame. The motion models can be of different complexity,
spanning from constant velocity to high parameter models and motions with
learned probability distributions, see the previous section for examples.

The matching step is normally based on assumptions about the appear-
ance change of the feature from frame to frame. One common approach is to
maximize the cross correlation of image patches around the original feature
and the feature candidates. In other works, the distance between the candi-
dates and the original feature is simply minimized. Sometimes combinations
of different similarity measures are used in the matching step, see Chapter 2.

In many works, the abovementioned steps are closely related. A motion
model that is used in the prediction step could for example also explicitly
be used in the matching criterion. The motion model could also be used to
predict the appearance of the feature and thereby guide the detection step.

Prediction

Feature
detection

Matching

Update

Figure 1.1: A traditional feature tracking scheme.

What features to be chosen in the feature tracking system clearly depends
on the situation. In (Shi and Tomasi, 1994), automatic detection of features
suitable for tracking is explored by selecting interest points fulfilling the as-
sumption of locally affine inter-frame appearance changes. We will here give
a brief overview of works in feature tracking spanning over a wide range of
image features.

Edges and contours. Edges normally consist of points where there is an
abrupt change in image intensity. By contours we often mean object bound-
aries that sometimes can be extracted by edge detection methods. (Blake et al.,
1993; Curwen et al., 1991) used adaptive edge models, a.k.a. snakes, to track
moving, deforming contours and (Cipolla and Blake, 1992) estimated time-to-
contact from contour trajectories. (Koller et al., 1994) tracked combined mo-
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tion and grey-level boundaries in traffic surveillance. The tracking of straight
edge segments has been studied in many works, see for example (Deriche and
Faugeras, 1990; Zhang, 1994; Andersson, 1994). An overview of different ap-
proaches to edge tracking can be found in the book by (Faugeras, 1993).

Corners. A corner is basically an edge point where the curvature assumes
a local maximum above some threshold. As mentioned earlier, corners are,
as opposed to line segments, normally well localizable in the image. Corner
trajectories are therefore often suitable for 3D structure and motion estimation
provided that they correspond to 3D points in the scene. Much because of this,
corner tracking has received a lot of attention during the last ten years and we
will here mention some works. (Shapiro et al., 1992b) detected and tracked
corners individually in an algorithm originally aimed at applications such
as video-conferencing. (Zheng and Chellappa, 1995) studied corner tracking
when compensating for camera motion. Both these works based the match-
ing on cross correlation of corner patches. (Smith and Brady, 1995) tracked a
large set of corners and used the results in a flow-based segmentation algo-
rithm. Here, the distance between the candidates and the original feature was
minimized in the matching step.

Blobs, ridges and regions. By blobs in grey-level images, we mean circu-
lar, locally darkest or brightest regions. Detecting grey-level blobs is in gen-
eral much faster than detecting corners. Due to the simplicity, there are many
works employing blob tracking. For example (Gee and Cipolla, 1995) tracked
locally darkest points with applications to pose estimation and (McFarlane
and Schofield, 1995) used blob features to track pig-lets. In Chapter 2, we
present a tracking system for tracking elongated regions, ridges, as well as
blobs and corners. Colour is often a discriminative feature and the tracking of
coloured regions have gained increasing attention over the last years. Exam-
ples of colour tracking can for example be found in (Rasmussen et al., 1997;
Wren et al., 1997).

1.3 Basic linear scale-space theory

Real-world objects are composed of different structures with different levels
of detail. An object may therefore appear differently depending on the scale
of observation. Imagine for example a forest and think about the observation
scales (or levels of detail) associated with the words “forest”, “tree”, “branch”
and “leaf”. They are clearly different from each other, which implies that for
a vision system, the choice of scale is highly dependent on the task at hand.
What we would like to have is a framework that makes it possible to analyse
a scene at any scale level or in fact, at all scale levels simultaneously in order
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to determine what levels are appropriate for a given task. Such a framework
is called a multi-scale representation of the scene.

1.3.1 A scale-space representation: Demands and properties

There are a number of intuitive and logical demands we would like to put on
a multi-scale representation suitable for the analyses of the multi-scale prop-
erties of images of real-world scenes. We will here describe a few of the con-
ditions that lead to the specific type of multi-scale representation called the
scale-space representation, that we will use throughout the thesis. Throughout
the years many works have, based on different demands or axioms, arrived
at the same unique scale-space representation, see for example (Iijima, 1962;
Witkin, 1983; Koenderink, 1984; Babaud et al., 1986; Lindeberg, 1990; Florack
et al., 1992b; Alvarez et al., 1993; Lindeberg, 1994b; Pauwels et al., 1995). Good
overviews of the axiomatic foundations of different approaches can be found
in (Lindeberg, 1996; Weickert et al., 1999). The conditions and the deriva-
tion of the final representation to be presented next will follow the works of
(Koenderink, 1984; Yuille and Poggio, 1986) and we refer to these works as
well as the above mentioned literature for mathematical details and proofs.

Causality. A basic assumption is that the scale-space representation has a
scale parameter that in some way corresponds to the level of detail in the im-
ages. A natural requirement would then be that the level of detail in the repre-
sentation should decrease monotonically with increasing scale, i.e. new image
structures should not be introduced when the scale is increased. Concerned
with the one-dimensional case, (Witkin, 1983) noted that new local extrema
could not be created with increasing scale when a signal is subject to Gaussian
convolution. An extension of this non-creation property to two dimensions
was done by Koenderink who introduced the concept of causality, meaning
that new level curves must not be created when the scale parameter is in-
creased. If we let L(x, y; t) denote the scale-space representation of an image,
then it can be shown that any evolution scheme of the form of the generalized
heat equation

∂tL = ∇T (c(x, y; t)∇L) (1.1)

will satisfy the causality requirement if the conduction coefficient c(x, y; t) is
non-negative. A straightforward addition to the causality condition is to let
the scale parameter t = 0 leave the image unchanged and let all image struc-
tures disappear as t → ∞. These conditions will later serve as boundary
conditions when finding the solution of the heat equation.

Lindeberg used a reformulation of the causality requirement, stating that
the value at a local maximum must not increase with scale and the value at a
local minimum must not decrease with scale. This condition is referred to as
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non-enhancement of local extrema and has the advantage that it applies to both
continuous and discrete signals.

Linearity, translation-, rotation- and scale invariance. Since we assume no a
priori information of what structures in the image are significant, there should
be no preferred scale or position and direction in the image when building
the representation. Therefore, the next requirement on a scale-space repre-
sentation is that all positions in the image should be treated equally, i.e. we
want translation (or shift) invariance. The shift invariance together with the de-
mand that the representation should be generated by linear operators, give us
the possibility to use convolution kernels as generating operators of the repre-
sentation. The scale-space representation L(·; t) can thus be constructed from
convolving the image f with kernels T ,

L(·; t) = T (·; t) ∗ f. (1.2)

This is of great importance for efficient computations and implementation of
the representation in practice. By scale invariance we require that the kernels of
different scales should be qualitative identical, i.e. all kernels are derived by
stretching a parent kernel Φ. This implies that the kernel T (x, y; t) should be
properly normalized and have the structure

T (x, y; t) =
1

Ψ2(t)
Φ(x, y; 1/Ψ(t)), (1.3)

where Ψ is a continuous, strictly increasing rescaling function. If reasonable
regularity requirements are imposed, it can be shown that the only filter ker-
nel that fulfills the mentioned causality and scale invariance requirements and
boundary conditions is a Gaussian kernel parameterized by an arbitrary pos-
itive semidefinite covariance matrix (i.e. an elliptic Gaussian kernel with arbi-
trary elongation and direction). Finally, by adding the requirement of rotation
(or isometry) invariance to make sure that all directions in the image are treated
equally by the convolution kernel, we obtain the unique solution as a two-
dimensional symmetric Gaussian

T (x, y; t) = g(x, y; t) =
1
2πt

e
−(x2+y2)

2t , (1.4)

where σ =
√
t is the standard deviation of the Gaussian.

Semi-group property and separability. The found convolution kernel for
creating the scale-space representation has many desirably properties apart
from the ones we used for deriving it. Closely related to scale invariance is
the semi-group property. The semi-group structure ensures that if we convolve
two kernels with each other, the resulting kernel is of the same family, and

g(·; t1) ∗ g(·; t2) = g(·; t1 + t2). (1.5)
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If we look at the convolution as a measurement at a certain (relative) scale, the
property means that the outcome of first measuring the image at scale t1 and
then measuring the obtained result at scale t2, equals the direct measurement
of the image at scale t1 + t2. The semi-group property allows an efficient
implementation of the scale-space generator through cascade convolutions.
The Gaussian kernel also has the desirable property of separability. Due to
the separability in x and y, we obtain the two-dimensional convolution from
two one-dimensional convolution, thus decreasing the size of the convolution
kernels and the computation time.

Non-linear scale-space: Anisotropic diffusion. Extensions of the described
scale-space representation where the local image structure determines the smo-
othing have also been the subject of an large number of studies. If we for
example relax the requirements on linearity and symmetry, we can get inter-
esting diffusion schemes from (1.1). (Perona and Malik, 1990) showed how an
edge enhancing anisotropic diffusion scheme can be accomplished by letting
the conduction coefficient c(x, y; t) in (1.1) be a function of the image gradient
∇L(x, y; t). As mentioned, there is a large number of works in the same direc-
tion using anisotropic diffusion schemes for image restoration and enhance-
ment in e.g. medical imaging. Some of them can be found in (Nordström, 1990;
Whitaker and Pizer, 1993; Sapiro and Tannenbaum, 1993; t. Haar Romeny,
1994; Weickert, 1998; Black, Sapiro, Marimont and Heeger, 1998). Note that
these kinds of anisotropic schemes are clearly biased and aimed at completely
different tasks than the linear scale-space representation presented earlier.
Frameworks to introduce bias in linear scale-space representations for e.g.
adaptation to motion and shape can be found in (Florack et al., 1992a; Lin-
deberg, 1997).

1.3.2 Linear scale-space in practice: The discrete case

The scale-space representation presented so far is developed for continuous
signals and images, using convolutions of continuous Gaussian kernels. Real
images, however, are discrete and we therefore need a discrete analogue of
the Gaussian kernel in the spatial domain that fulfills the same requirements
stated above. The discrete analogue of the Gaussian has been studied in for
example (Lindeberg, 1994b), where further details can be found. Construct-
ing the discrete analogue from a simple sampling of the continuous Gaussian
kernel is not enough, it can be shown that the sampled Gaussian does not
preserve the desirable semi-group property. The same problem occurs when
using naive sampling of the Gaussian in the Fourier domain. Instead, Lin-
deberg showed that a discrete analogue of the Gaussian kernel in the spatial
domain is, in one dimension,

T (n; t) = e−tIn(t), (1.6)
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where In are the modified Bessel functions of integer order. These functions
with real arguments are related to the ordinary Bessel functions Jn of integer
order with purely imaginary arguments by

In(t) = I−n(t) = (−i)nJn(it) (n ≥ 0, t > 0). (1.7)

In the discrete case, the kernel T was showed to have similar properties as
those of the ordinary Gaussian in the continuous case. The separability prop-
erty is preserved and gives us the scale-space representation for discrete sig-
nals

L(x, y; t) =
∞∑

m=−∞
T (m; t)

∞∑
n=−∞

T (n; t)f(x−m, y − n). (1.8)

which we make use of in the experiments throughout the thesis. Lindeberg
also showed that this representation can, under certain circumstances, be ap-
proximated by repeated convolutions using binomial kernels.

1.3.3 Gaussian scale-space derivatives

In order to extract image properties in the derived scale-space representation
(and remembering that convolution and differentiation commute), we define
scale-space derivatives

Lxαyβ (·; t) = ∂xαyβL(·; t) = ∂xαyβ (g(·; t) ∗ f) = gxαyβ (·; t) ∗ f, (1.9)

where α and β are the orders of differentiation. These operators form a basis
for detection of image properties and can be combined into various feature
detection operators as will be described next.

1.4 Automatic scale selection for feature detection

The derived scale-space representation and the described differential opera-
tors give us a foundation for extracting image features at different scales. In
order to select the appropriate scale of a detected image structure, we need
to normalize the differential operators such that comparisons of operator re-
sponses can be done across scales. In this section we will describe how this
can be done and define the particular feature detectors that we will make use
of throughout the thesis. The scale selection principle we make use of is de-
veloped by Lindeberg and a more thorough description of the normalized
derivatives and the scale selection principle can be found in (Lindeberg, 1999).
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1.4.1 Normalized derivatives

The non-enhancement property of the scale-space representation described in
the previous section implies that a local maximum of a spatial derivative can-
not increase with increasing scale and a local minimum of a spatial derivative
cannot decrease with increasing scale. The amplitude of the spatial derivatives
will always decrease with scale. To allow comparisons of spatial derivatives
across scales, we therefore introduce a γ-normalized derivative operator

∂ξ = tγ/2∂x. (1.10)

corresponding to a change of variables ξ = x/tγ/2. If we consider for example
a sinusoidal one-dimensional input signal

f(x) = sinω0x, (1.11)

it can be shown that the amplitude of an mth order normalized derivative in
the scale-space representation is

Lξm(t) = tmγ/2ωm
0 e−ω2

0t/2, (1.12)

and the maximum value over scales is

Lξm,max =
(γm)γm/2

eγm/2
ω

(1−γ)m
0 . (1.13)

at

t = γm/ω2
0 = γmλ2

0/(2π)
2 (1.14)

where λ0 is the wavelength of the signal. We see that if we choose γ = 1,
the maximum value is independent of the frequency of the signal (but will
of course appear at different scales), which is what we desire. This example
shows that when γ = 1, sinusoidal signals are treated in a scale invariant way
independent of their frequencies. We also see that if we rescale the image by
a constant scaling factor, the scale at which the maximum is assumed will be
multiplied by the same factor (if the scale is measured in units of σ =

√
t

having dimension length). An attractive property of the normalized deriva-
tives is that the γ parameter can be chosen so that the scale at which the
derivatives assume maxima over scales reflect some characteristic lengths of
the corresponding structures in the data (here the wavelength λ0). We will
next describe three different feature detection operators built from combina-
tions of derivatives and motivate the corresponding γ-values which are used
in the experiments throughout the thesis. The features are detected at points in
the three-dimensional scale-space, where the operator response assumes local
maxima. These feature detectors incorporating scale selection are thoroughly
described in (Lindeberg, 1998b; Lindeberg, 1998a).
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1.4.2 Corner detection

A common way to define a corner in a grey-level image in differential geomet-
ric terms is as a point at which both the curvature of a level curve

κ =
−

(
LyyL

2
x + LxxL

2
y − 2LxLyLxy

)
(
L2
x + L2

y

)3/2
(1.15)

and the gradient magnitude

|∇L| =
√
L2
x + L2

y (1.16)

are high (Kitchen and Rosenfeld, 1982; Koenderink and Richards, 1988; De-
riche and Giraudon, 1990; Blom, 1992). We therefore consider the product of
κ and the gradient magnitude raised to some power. To obtain an essentially
affine invariant expression, we let the power of the gradient magnitude be
three and obtain

κ̃ = LyyL
2
x + LxxL

2
y − 2LxLyLxy (1.17)

with its corresponding γ-normalized differential invariant

κ̃norm = t2γ κ̃ (1.18)

In (Lindeberg, 1998b) it is shown how a junction detector with automatic scale
selection can be formulated in terms of the detection of scale-space maxima of
κ̃2
norm, i.e. , by detecting points in scale-space where κ̃2

norm assumes maxima
with respect to both scale and space. For a junction described as the product
of two diffuse step edges Φ(·; t0) where

Φ(x; t0) =
∫ x

x′=−∞
g(x′; t0)dx′, (1.19)

and g(x′; t0) is a one-dimensional Gaussian with variance t0, it can be shown
that the magnitude of κ̃norm at the junction center is

|κ̃norm(0, 0, ; t)| =
t2γ

8π2(t0 + t)2
. (1.20)

The magnitude increases monotonically with scale if γ = 1 whereas if 0 < γ <
1, |κ̃norm(0, 0, ; t)| assumes a unique maximum over scales at

t =
γ

1− γ
t0. (1.21)

In order to choose γ, we would like to have a meaning of the extension of a
corner. For the corner detection in this thesis we let γ = 7/8, supported by
experiments.
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When detecting image features at coarse scales, it turns out that the local-
ization can be poor. Therefore, the corner detection step is complemented by
a second localization stage, in which a modified Förstner operator (Förstner
and Gülch, 1987), is used for iteratively computing new localization estimates
using scale information from the initial detection step.

A useful property of this corner detection method is that it leads to selec-
tion of coarser scales for rounded or blunt corners having large spatial extent.

Original image The 50 strongest corners

Figure 1.2: Corner detection with automatic scale selection. The original im-
age and the 50 strongest scale-space extrema of the corner detection operator
(1.18) corresponding to the 50 strongest corners. The diameters of the circles
are proportional to the selected scales of the corners.

Figure 1.2 shows the result of applying the corner detector to an image of
blocks. The 50 strongest scale-space extrema are illustrated by circles, the di-
ameter of the circles are proportional to the scales at the scale-space extrema.1

1.4.3 Blob detection

Blobs in grey-level images are any types of circular, locally darkest or bright-
est regions. Blob-like image structures can be detected in a straightforward
way via the Laplacian operator, which gives strong responses at the centers of
the blob-like structures, see (Marr, 1982; Blostein and Ahuja, 1989; Voorhees
and Poggio, 1987). For blob detection with scale selection, we therefore detect

1In practise, the scale-space extrema are detected at points in the three-dimensional scale-space
representation of a two-dimensional image where the normalized differential invariant assumes a
maximum with respect to both space and scale. In the discrete case, this corresponds to the value
at the scale-space maximum being greater than the values of its 26 neighbours.
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scale-space maxima of the square of the normalized Laplacian

∇2
normL = tγ (Lxx + Lyy). (1.22)

If we consider a two-dimensional Gaussian blob

f(x, y) = g(x, y; t0) =
1

2πt0
e−(x2+y2)/2t0 , (1.23)

it can easily be shown that if we choose γ = 1, then the selected scale at the
scale-space maximum is

t = t0. (1.24)

The selected scale thus directly reflects the width t0 of the Gaussian blob. Our
blob detection operator gives a strong response for blobs that are brighter
or darker than their background, and in analogy with the corner detection
method, the selected scale levels provide information about the characteristic
size of the blob.

Original image The 100 strongest blobs

Figure 1.3: Blob detection with automatic scale selection. The original image
and the 100 strongest scale-space maxima of the blob detection operator (1.22)
corresponding to the 100 strongest dark and bright blobs. The diameters of
the circles are proportional to the selected scales of the blobs.

Figure 1.3 shows the result of applying the blob detector to an image of
a sunflower field. The 100 strongest scale-space maxima are illustrated by
circles, the diameter of the circles are proportional to the scales at the scale-
space maxima.
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1.4.4 Ridge detection

A ridge feature can be seen as an elongated blob with an approximate sym-
metry axis and therefore requires a refined detection operator as compared to
the blob detection operator. Here, we define a bright (dark) ridge point as a
point at which the brightness assumes a maximum (minimum) in the main
eigendirection of the Hessian matrix

H =
(

Lxx Lxy

Lyx Lyy

)
, (1.25)

see e.g. (Haralick, 1983; Eberly et al., 1994; Koenderink and van Doorn, 1994;
Lindeberg, 1994a). If we introduce a local (p, q)-system that is aligned to the
eigendirections of the Hessian, this requirement for a point to be a ridge point
can be expressed as




Lp = 0,
Lpp < 0,

|Lpp| ≥ |Lqq|,
or




Lq = 0,
Lqq < 0,

|Lqq| ≥ |Lpp|.
(1.26)

From this definition, a ridge strength measure with scale selection can be
formed from the square of the difference between the γ-normalized eigen-
values of the Hessian

ALnorm = t2γ |Lpp − Lqq|2 = t2γ ((Lxx − Lyy)2 + 4L2
xy) (1.27)

A desirable property of this measure is that it completely suppresses the influ-
ence of the Laplacian blob (Lxx = Lyy and Lxy = 0), and we therefore avoid
strong responses from such blobs. Consider a cylindrical ridge described by
a one-dimensional Gaussian function. If we let the ridge coincide with the
y-axis we get

f(x, y) = g(x; t0) =
1√
2πt0

e−x2/(2t0). (1.28)

It can easily be shown that the maximum of the ridge strength measureALnorm

over scales will be at the scale

t =
2γ

3− 2γ
t0. (1.29)

The choice of γ = 3/4 gives t = t0 and the selected scale then reflects the width
t0 of the ridge.

Figure 1.4 shows the result of applying the ridge detector to an aerial im-
age of a village. The 200 strongest scale-space maxima are illustrated by el-
lipses, the areas of the ellipses are proportional to the scales at the scale-space
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Original image The 200 strongest ridges

Figure 1.4: Ridge detection with automatic scale selection. The original image
and the 200 strongest scale-space maxima of the ridge detection operator (1.27)
corresponding to the 200 strongest dark and bright ridges. The areas of the
ellipses are proportional to the selected scales of the ridges.

maxima, while the shapes of the ellipses are computed from second-moment
matrices of the form

µ =
∫ (

L2
x LxLy

LxLy L2
y

)
g(ξ; t)dξ.
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Chapter 2

Feature tracking with
automatic scale selection

In an image sequence, the size of image structures may change over time due
to expansions or contractions. A typical example of the former is when the
observer approaches an object as shown in Figure 2.1. The left column in this
figure shows a few snapshots from a tracker which follows a corner on the
object over time using a standard feature tracking technique with a fixed scale
for corner detection and a fixed window size for hypothesis evaluation by
correlation. After a number of frames, the algorithm fails to detect the right
feature and the corner is lost. The reason why this occurs, is simply the fact
that the corner no longer exists at the predetermined scale. As a comparison,
the right column shows the result of incorporating a mechanism for adapta-
tion of the scale levels to the local image structure. As can be seen, the corner
is correctly tracked over the whole sequence. (The same initial scale was used
in both experiments.)

Another motivation for this approach originates from the fact that all fea-
ture detectors suffer from localization errors due to e.g noise and motion blur.
When detecting rigid body motion or recovering 3D structure from feature
point correspondences in an image sequence, it is important that the motion
in the scene is large compared to the localization errors of the feature detec-
tor. If the inter-frame motion is small, we therefore have to track features over
a large number of frames to obtain accurate results. This requirement consti-
tutes a key motivation for including a scale selection mechanism in the feature
tracker, to obtain longer trajectories of corresponding features as input to al-
gorithms for motion estimation and recovery of 3D structure.

We will now present a scheme for feature tracking incorporating a mecha-
nism for automatic scale selection. When tracking features over time, we can
expect the position of the feature as well as the appearance of its surround-
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Initial frame

Fixed scale tracking Adaptive scale tracking

Figure 2.1: Illustration of the importance of automatic scale selection when
tracking image structures over time. The corner is lost using detection at a
fixed scale (left column), whereas it is correctly tracked using adaptive scale
selection (right column). The size of the circles correspond to the detection
scales of the corner features.
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ing grey-level pattern to vary. To relate features over time, we shall through-
out this chapter make use of the common assumption about small changes
in appearance between successive frames. The tracking scheme is based on a
traditional predict-detect-match-update loop.

2.1 Tracking and prediction in a multi-scale context

There are several ways to predict the position of a feature in the next frame
based on its positions in previous frames. Whereas the Kalman filtering meth-
odology has been commonly used in the computer vision literature, this ap-
proach suffers from a fundamental limitation if the motion direction suddenly
changes. If a feature moving in a certain direction has been tracked over a long
period of time, then the built-in temporal smoothing of the feature trajectory
in the Kalman filter, implies that the predictions will continue to be in essen-
tially the same direction, although the actual direction of the motion changes.
If the covariance matrices in the Kalman filter have been adapted to small os-
cillations around the previously smooth trajectory, it will hence be likely that
the feature is lost at the discontinuity. For this reason, we shall make use of
simpler first-order prediction, which uses the motion between the previous
two successive frames as a prediction to the next frame.1

Within a neighbourhood of each predicted feature position, the search re-
gion, we detect new features using the corner, blob or ridge detection pro-
cedure with automatic scale selection. The support regions associated with
the features serve as natural regions of interest and are used when defining
the search regions for new corresponding features in the next frame. In this
way, we can avoid the problem of setting a global threshold on the distance
between matching candidates. There is, of course, a certain scaling factor be-
tween the detection scale and the size of the support region. One important
property of this method, however, is that it will automatically select smaller
regions of interest for small-size image structures, and larger regions for larger
size structures. Here, we shall make use of this scale information for three
main purposes:

• Setting the search region for possible matching candidates.

• Setting the window size for correlation matching.

• Using the stability of the detection scale as a matching condition.

In addition, for elongated structures, such as ridges, we define elliptic regions
of interest by computing a second moment matrix for the distribution of di-
rectional derivatives. With t denoting the scale of an image feature detected

1Both constant acceleration and constant velocity models have been used, but the latter has
given better performance in most cases.
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according to Section 1.4, this descriptor is defined as

µ =
∫ (

L2
x LxLy

LxLy L2
y

)
g(ξ; t)dξ (2.1)

and then the ellipse is given by (x − xc)Tµ−1(x − xc) = 1. The correlation
window size is determined by the largest of the semi-axes and the size of the
search region is set to the spatial extent of the previous image feature, multi-
plied by a safety factor. Within this window, a certain number of candidate
matches are selected. Then, an evaluation of these matching candidates is
made according to the next section.

2.2 Matching on multi-cue similarity

When tracking features individually without any a priori information about
the motion and expected changes in appearance, we have to make some as-
sumptions when matching the features from one frame to the next. A com-
mon assumption in the matching step of feature tracking algorithm is that of
(i) small inter-frame image motions and (ii) small inter-frame changes in grey-
level pattern. Our prediction of the feature position allows us to relax the first
assumption. Based on the assumption of small inter-frame changes in the fea-
ture appearance, we can expect the scale and the significance of the feature to
be stable from one frame to the next. Instead of evaluating the matching can-
didates using a correlation measure on a local grey-level patch only, as done in
most feature tracking algorithms, we therefore combine the correlation mea-
sure with significance stability, scale stability and proximity measures.

Patch similarity. This measure is a normalized Gaussian-weighted intensity
cross-correlation between two image patches. Here, we compute this measure
over a square centered at the feature and with its size set from the detection
scale. The measure is derived from the cross-correlation of the image patches,
see (Shapiro et al., 1992a), computed using a Gaussian weight function cen-
tered at the feature. The motivation for using a Gaussian weight function is
that image structures near the feature center could be expected to be more reli-
able than peripheral structures and should therefore have higher significance
in the matching. Given two brightness functions IA and IB , and two image
regions DA ⊂ R and DB ⊂ R of the same size |D| = |DA| = |DB| centered at
pA and pB respectively, the weighted cross-correlation between the patches is
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defined as:

C(A,B) =
1
|D|

∑
x∈DA

e−(x−pA)2 IA(x) IB(x− pA + pB)−

1
|D|2

∑
xA∈DA

e−(xA−pA)2IA(xA)
∑

xB∈DB

e−(xB−pB)2IB(xB) (2.2)

and the normalized weighted cross-correlation is

Spatch(A,B) =
C(A,B)√

C(A,A)C(B,B)
(2.3)

where

C(A,A) =
1
|D|

∑
x∈DA

e−(x−pA)2(IA(x))2 −
1

|D|2 (
∑
x∈DA

e−(x−pA)2IA(x))
2

(2.4)

and C(B,B) is defined analogously. As is well-known, this similarity measure
is invariant to superimposed linear illumination gradients. Hence, first-order
effects of scene lightning do not affect this measure, and the measure only
accounts for changes in the structure of the patches.

Significance stability. A straightforward significance measure of a feature
detected according to the method described in Section 1.4 is the normalized
response at the local scale-space maximum. For corners, this measure is the
normalized level curve curvature according to (1.18) and for blobs it is the
normalized Laplacian according to (1.22). To compare significance values over
time, we measure similarity by relative differences instead of absolute, and
define this measure as

Ssig = | log RB

RA
| (2.5)

where RA and RB are the significance measures of the corresponding features
A and B. This measure gives the same change in Ssig if the significance in-
creases or decreases by a given factor.

Scale stability. Since the features are detected at different scales, the ratio
between the detection scales of two features constitutes a measure of stability
over scales. To measure relative scale variations, we use the absolute value of
the logarithm of this ratio, defined as

Sscale = | log tB
tA

| (2.6)
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where tA and tB are the detection scales of A and B. A change of scale of a
feature normally corresponds to a change of the distance to the object. Here,
we assume that even in sequences with large size variations over time, there
are small inter-frame changes in scale. We could consider predicting the scale
change from frame to frame in a similar way as the prediction of the position is
done; this is however not done in the implementations underlying this work.

Proximity. We measure how well the position xA of feature A corresponds
to the position xpred predicted from feature B

Spos =
‖xA − xpred‖√

tB
(2.7)

where tB is the detection scale feature B.

Combined similarity measure. In summary, the similarity measure we make
use of is a weighted sum of (2.3), (2.5),(2.6) and (2.7),

Scomb = cpatchSpatch + csigSsig + cscaleSscale + cposSpos (2.8)

where cpatch, csig , cscale and cpos are tuning parameters to be determined.
Naturally, there are alternative ways to combine information from different
cues, and we do not claim that the proposed matching criterion is optimal.
However, we will show by experiments that our method improves the results
as compared to a traditional feature tracker operating at fixed scales and/or
matching on correlation only.

2.3 The combined tracking algorithm

By combining the components described in the previous sections, we obtain a
feature tracking scheme based on a traditional predict-detect-update loop. In
addition, the following processing steps are added:

• Quality measure. Each feature is assigned a quality measure indicating
how stable it is over time. Basically, this measure is increased for each
frame where the feature is matched and decreased when no match is
found. The quality measure is used when deciding if a feature should be
considered lost when no match is found. A feature with a stable tracking
history can thereby be kept in the feature set even if no match is found,
due to e.g spurious occlusions in a limited number of frames.

• Bidirectional matching. To provide additional information to later pro-
cessing stages about the reliability of the matches, the matching can be
done bidirectionally. Given a feature F1 from the feature set, we first
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compute its winning matching candidate F2 in the current image. If
then F1 is the winning candidate of F2 in the backward matching direc-
tion, the match between F1 and F2 is registered as safe. This processing
step is useful for signaling possible matching errors.

During the tracking procedure each feature is associated with the following
attributes:

– its detection scale tdet,

– its estimated size D = ksize ∗
√
tdet bounded from below to Dmin, where

ksize is a constant,

– its position,

– its quality value.

An overview of the tracking algorithm is given in Figure 2.2. At a more de-
tailed level, each individual module operates as follows:

Prediction The prediction is performed as described in Section 2.1. For each
feature in the feature set, a linear prediction of the position in the current frame
is computed based on the positions of the corresponding feature in the two
most recent frames where correct matches were found. The size of the search
window is computed as kw1 ∗D (with the size D bounded from below). When
a trajectory is initiated, there is no feature history to base the prediction on, so
we use a larger search window of size kw2 ∗D (kw2 > kw1) and use the original
feature position as the predicted position. kw1 and kw2 are constants.

Detection In each frame, image features are detected as described in Sec-
tion 1.4. The window obtained from the prediction step is searched for the
same kind of features over a locally adapted range of scales [tmin, tmax], where
tmax = krange ∗ tdet and tmin = tdet/krange and krange is a constant. The num-
ber n of detected candidates depends on which feature extraction method we
use in the detection step.

Matching The matching is based on the similarity measures described in
Section 2.2. The original feature is matched to the candidates obtained from
the detection step. After a pre-selection stage rejecting candidates with a patch
correlation value below a threshold Tpatch, the winner is the feature having
the highest combined similarity value above a fixed threshold Tcomb. These
thresholds are useful to suppress false matches when features disappear due
to e.g occlusion.

If a feature is matched, the quality value q is increased by a constant ∆qi
if q < qmax and its position, its scale descriptor, its significance value and its
grey-level patch are updated.
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Algorithm:

For each frame:

For each feature F in the feature set:

1. Prediction

1.1 Predict the position of the feature F in the current frame based on
information from the previous frames.

1.2 Compute the search region in the current frame based on informa-
tion from the previous frames and the scale of the feature.

2. Detection

Detect n candidates Ck over a reduced set of scales in the region of
interest in the current frame.

3. Matching

3.1 Match every candidate Ck to the feature F and find the best match
using the combined similarity measure.

3.2 Optionally, perform bidirectional matching to register safe matches.
3.3 Compare the similarity value to a predetermined threshold:

If above: consider the feature as matched; update its position, its
scale descriptor, its significance value, its grey-level patch and in-
crease its quality value.
If below: consider the feature as unmatched; update its position to
the predicted position and decrease its quality value.

Parse the feature set to detect feature merges and remove features having qual-
ity values below a certain threshold.

Figure 2.2: Overview of the feature tracking algorithm.

If no match is found, the feature is considered unmatched, its quality value
is decreased by a constant ∆qd and its position is set to the predicted position.

Finally for each frame, the feature set is parsed to detect feature merges
and to remove features having quality values below a threshold Tq. When
two features merge, their trajectories are terminated and a new trajectory is
initiated. In this way, we obtain more reliable feature trajectories for further
processing.
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2.4 Experimental results

In this section, we will show the results from applying the proposed feature
tracking algorithm to a set of different sequences. The tracking of blobs, cor-
ners and ridges is illustrated and the algorithmic details concerning the pa-
rameter settings used in all experiments are found in Section 2.5.

2.4.1 Corner tracking

Let us first demonstrate the performance of the algorithm when applied to an
image sequence consisting of 60 frames. In this sequence, the camera moves in
a fairly complex way relative to a static scene. The objects of interest on which
the features (here corners) are detected are a telephone and a package on a
table. From the junctions detected in the initial frame, a subset of 14 features
were selected manually.

Figure 2.3 shows the initial frame and the situation after 30, 50 and 60
frames. In the illustrations, black segments on the trajectories indicate matched
positions, while white segments show unmatched (predicted) positions. The
matching is based on the combined similarity measure incorporating patch
correlation, scale stability, significance stability and proximity. The detection
scales of the features are illustrated by the size of the circles in the images,
and we see how all corners are detected at fine scales in the initial frame. The
left column shows the result when using automatic scale selection. As time
evolves, the detection scales adapt to the size changes of the image structures;
tracked sharp corners are still detected at fine scales while blunt corners are
detected at coarser scales when the camera approaches the scene.

The right column of Figure 2.3 shows the result of an attempt to track the
same corners at fixed scales, using the automatically determined detection
scales from the initial image. As can be seen, the sharpest corners are correctly
tracked but the blunt corners are inevitably lost. This effect is similar to the
illustration in Figure 2.1.

Figure 2.4 shows another example for a camera tracking a toy train on a
table. In the initial frame, 29 corners were selected manually; 25 on the train
and 4 on an object in the background. Some of these corners are enumerated
and will be referred to when discussing the performance below.

The left column of Figure 2.4 shows the situation after 60, 100 and 140
frames, using the combined similarity measure in the matching step. The
white parts of the tracks show when the algorithm failed to match the corners
(stressing the importance of keeping unmatched features over a certain num-
ber of frames). Noisy image data and motion blur will increase the number
of matching failures. Corners no 2, 3, 6 and 8 are lost due to moving struc-
tures in the background causing accidental views. Since corners detected in
images often correspond to 3D structures, parts of the background will some-
times appear in the feature patch. As the matching step is based on stability
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Initial frame

Adaptive scale tracking Fixed scale tracking

Figure 2.3: Top: The initial frame of the phone sequence with 14 selected cor-
ners. Left: Corner tracking using adaptive scale selection: the tracked corners
after 30, 50 and 60 frames. All corners are correctly tracked. Right: Using
fixed scales over time: note that the blunt corners are lost compared to the
adaptive scale tracking.
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Initial frame

Combined similarity Patch correlation only

Figure 2.4: Top: The initial frame of the train sequence with 29 selected cor-
ners. Left: Corner tracking using adaptive scale selection and matching on
combined similarity: the tracked corners after 60 and 100 frames. Right: Us-
ing adaptive scale selection and matching the candidates on patch correlation
only: three more corners are lost as compared to the left column.
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Corner no Patch similarity only Combined similarity measure
1 lost in frame 29 lost in frame 29
2 mismatched in 18 mismatched in 18
3 mismatched in 16 mismatched in 16
4 lost in 83 —
5 mismatched in 63 —
6 lost in 81 lost in 75
7 lost in 33 —
8 lost in 46 lost in 46

Table 2.1: Table showing when eight of the enumerated corners in the train
sequence are lost. Note that out of the corners which are lost when matching
on patch similarity only, three corners are tracked during the whole sequence
when using the combined similarity measure.

of appearance, a moving background can in such cases be expected to confuse
the tracking. In the last frames of the sequence, corner no 9 has poor localiza-
tion, since the corner edges are aligned causing the corner to disappear. The
importance of using the combined similarity measure in the matching step is
illustrated in the train sequence in the right column of Figure 2.4, showing the
result of matching on patch correlation only. We see that corners no 4, 5, and 7,
which were all tracked using the combined similarity measure, now are lost.
Table 2.1 shows, for both experiments, when the enumerated corners in the
train sequence are lost.

2.4.2 Blob tracking

Let us now apply the same framework for blob tracking. In the train sequence,
we manually selected 11 blobs on the train and 2 blobs in the background in
the initial frame shown at the top of Figure 2.5. The left column of Figure 2.5
shows the situation after 30, 90 and 150 frames using adaptive scale selection.
The size of the circles in the figures correspond to the detection scales of the
blobs. Note how the detection scale adapts to the local image structure when
the blobs undergo expansion followed by contraction. All visible blobs except
one are tracked during the whole sequence.

Referring to the need for automatic scale selection in feature tracking, it is
illustrative to show the results of attempting blob tracking with feature detec-
tion at a fixed scale. The scale level for detecting each blob was automatically
selected in the first frame and was then kept fixed throughout the sequence.
The right column of Figure 2.5 shows the result after 30, 90 and 150 frames.
Clearly, the tracker has severe problems due to the expansion and contraction
in the sequence.
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Initial frame

Adaptive scale tracking Fixed scale tracking

Figure 2.5: Top: The initial frame of the train sequence with 13 selected blobs.
Left: Blob tracking using adaptive scale selection: the tracked blobs after 30,
90 and 150 frames. All blobs except one are correctly tracked. Right: Using
fixed scales over time: only one blob is correctly tracked.
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Initial frame

Adaptive scale tracking

Figure 2.6: Top: The initial frame of a sequence with large size variations.
The 20 strongest blobs are detected in a rectangular window. Bottom: Blob
tracking using adaptive scale selection: the tracked blobs after 25, 50 and 87
frames. All blobs are correctly tracked.
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As a further illustration of the capability of the algorithm to track blobs
under large size changes we applied it to a sequence of 87 images where a
person, dressed in a spotted shirt, approaches the camera. In a rectangular
area in the initial frame, the 20 strongest blobs were automatically detected
(again, by ranking on the significance measure obtained from the normalized
responses at the scale-space maxima), as shown at the top of Figure 2.6. Fig-
ure 2.6 shows the results after 25, 50 and 87 frames when matching on the
combined similarity measure. All blobs are correctly tracked over the entire
sequence. Figure 2.7 shows the situation after 25 frames when matching on

Figure 2.7: Tracking with matching on patch correlation only: four blobs are
lost and one is mismatched after 25 frames.

patch similarity only. Compared to Figure 2.6, four blobs are now lost, and one
blob is mismatched. In scenes like this one, with repetitive, similar structures,
the rate of mismatches is considerably higher if we match on patch correlation
only instead of using the combined similarity measure.

When trying to track the blobs at a fixed scale, as can be seen in Figure 2.8,
most of the blobs are lost already after 25 frames. The last correctly tracked
blob is lost after about 50 frames. The reason why this occurs, is simply the
fact that the blobs no longer exist at the predetermined scale.

Let us in a last example of blob tracking illustrate how feature tracking
with automatic scale selection over a large number of frames is likely to give
us trajectories which correspond to reliable and stable physical scene points or
regions of interest on objects. By explicitly registering the features that are sta-
ble over time, we are able to suppress spurious feature responses due to noise,
temporary occlusions etc. Figure 2.9 shows snapshots a sequence in which the
10 most significant blobs have been tracked in a region around the face of the
subject. The figure shows the initial frame and the situation after 20, 45 and 90
frames. The subject first approaches the camera and then moves back to the
initial position. We can see that after a while only four features remain in the
feature set and these are the stable features corresponding to the nostrils and
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Figure 2.8: Tracking with fixed scales over time: most blobs are already lost
after 25 frames because they no longer exist at the initially chosen scale.

the eyes. This ability to register stable image structures over time is clearly a
desirable quality in many computer vision applications. Notably, for general
scenes with large expansions or contractions, a scale selection mechanism is
essential to allow for such registrations.

2.4.3 Ridge tracking

Figure 2.10 shows a few frames from a sequence with hand gestures, in which
the two most significant ridges, corresponding to the thumb and the forefin-
ger, have been detected in the initial frame. The ridge operator is anisotropic
and the features are represented by elliptical regions given by the second mo-
ment matrix according to (2.1). The figure shows the initial frame and the
situation after tracking over 40, 110 and 150 frames. Again, the scale selection
mechanism captures the large size variations in the scene. The background
is uniform in this experiment. A moving, non-uniform background would
disturb the tracker in a similar way as in the tracking of 3D corners but the
effect would be reduced when the region of interest around the ridge feature
is elliptical and determined by the second moment matrix (2.1).
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Initial frame

Adaptive scale tracking

Figure 2.9: Blob tracking in the face sequence using automatic scale selection,
the initial frame and the situation after 20, 45 and 90 frames. Note that blob
responses that are unstable over time are suppressed.
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Initial frame

Adaptive scale tracking

Figure 2.10: Ridge tracking of the two most significant ridges in a hand se-
quence. The images show the situation after 40, 110 and 150 frames.
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2.5 Algorithmic details

This section gives a detailed listing of the parameters that influence the algo-
rithm as well as the parameter settings that have been used for generating the
experiments.

Prediction

The parameters determining the size of the search window (see section 2.3)
were

ksize = 5
kw1 = 1.5
kw2 = 2 ∗ kw1

Dmin = 16

Feature detection

When detecting features with automatic scale selection, the following scale
ranges were used in the initial frame:

Corner detection Blob and ridge detection
tmin = 4.0 tmin = 4.0

tmax = 256.0 tmax = 512.0

and the parameter γ in the normalized derivative concept (see Section 1.4) was
set to:

Corner detection Blob detection Ridge detection
γ = 0.875 γ = 1 γ = 0.75

When searching for new image features, the search for matching candidates
to a feature detected at scale tdet was performed in the scale interval
[tdet/krange, tdetkrange], where krange = 3.

In all experiments, the sampling density in the scale direction was set
to correspond to a minimum of 5 scale levels per octave. In all other as-
pects, the feature detection algorithms followed the default implementation
of junction, blob and ridge detection with automatic scale selection described
in (Lindeberg, 1998b; Lindeberg, 1998a). The maximum number of matching
candidates evaluated for each feature was:

Corner tracking Blob and ridge tracking
n = 8 n = 20
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Matching

The following thresholds were used in the matching step

Corner tracking Blob and ridge tracking
Tpatch = 0.75 Tpatch = 0.6

Tcomb = 0.65 Tcomb = 0.5

and the parameters for controlling the quality measure over time (see Sec-
tion 2.3)

∆qi = 0.3
qmax = 1
∆qd = 0.2
Tq = 0

Similarity measures: Relative weights In the experiments presented here,
the following relative weights (see Section 2.2) were used in the combined
significance measure (2.8):

Corner tracking Blob and ridge tracking
cpatch = 1.0 cpatch = 1.0

csig = −0.08 csig = −0.25

cscale = −0.08 cscale = −0.08

cpos = −0.1 cpos = −0.1

To give a qualitative motivation for using these orders of magnitude for
the relative weights, let us first estimate the ranges in which these descriptors
will vary:

• For the cross-correlation measure, it trivially holds that |Spatch| < 1. By
the thresholding operation on this value, |Tpatch| = 0.7, the variation of
this entity is confined to the interval |Spatch| ∈ [0.7, 1.0]. In practice, the
relative variations are usually in the interval |Spatch| ∈ [0.8, 1.0].

• Concerning the significance measure, the significance values of corners
computed from an image with grey-level values in the range [0, 255] typ-
ically vary in the interval logR < 25. Empirically, the relative variations
are usually of the order of ∆logR < 3. For blob and ridge features, the
corresponding values are logR < 8 and ∆logR < 1.

• Concerning the stability of the scale values, the restricted search range
given by krange, implies that the relative variation of this descriptor will
always be less than ∆log t ≈ 1.

• For the proximity measure the maximum value is
√
2∗0.5∗ksize∗kw1 ≈ 5.

With smooth scene motions the value is normally considerably smaller.
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Motivated by the fact that the relative variation in Spatch is about a factor of
ten smaller than the other entities, the relative weights of the components in
Scomb were set according to the table above.

Note that the correlation measure is the dominant component, and the rel-
ative influence of the other components corresponds to about half that varia-
tion.

The reason why csig is increased in blob and ridge tracking, is that the
dimension of the significance measures are different:

[κ̃2
norm] = [brightness]6

[ALnorm] = [brightness]2

[(∇2
normL)2] = [brightness]2

Hence, it is natural to increase the coefficient of Ssig = | log RB

RA
| by a factor

of three in blob and ridge detection compared to corner detection. As a gen-
eral rule, we have not performed any fine-tuning of the parameters, and all
parameter values have been the same in all experiments.
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Chapter 3

Multi-scale feature
hierarchies for object tracking

In the previous chapter, we have explored how a feature tracker incorporat-
ing a mechanism for adaptive scale selection will give longer and more re-
liable trajectories than a tracker operating at fixed scales. This property has
been investigated for image sequences with different size variations. We have
also seen examples of how this property makes it possible to register features
corresponding to image structures that are stable over time. The assumption
is that the likelihood of the system loosing a feature corresponding to tem-
porary shadows and occlusions increases faster over time than the likelihood
of loosing a feature corresponding to a stable image structure. The origin of
such stable image structures is often the 3D-shape or the texture of the object
and they exist at different scales. So far in this work, the tracking has been
performed without any a priori knowledge about the shape and the texture
of the objects. We have tracked the features, initialized in the first frame, over
as long time as possible. Sooner or later, noise, occlusions or changing light-
ing conditions will cause the tracker to lose the features. In order to find the
lost features and maintain correspondence over longer time periods, we need
some model or representation of the object.

The rationale for using a hierarchical multi-scale image representation for
feature tracking originates from the well-known fact that real-world objects
consist of different types of structures at different scales. An internal object
representation should reflect this fact. One aspect, which we shall make par-
ticular use of, is that certain hierarchical relations over scales tend to remain
reasonably stable when the viewing conditions are varied. Thus, even if some
features are lost during tracking (e.g. due to occlusions, illumination varia-
tions, or spurious errors by the feature detector or the feature matching algo-
rithm), it is rather likely that a sufficient number of image features remain to
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support the tracking of the other features. Thereby, the feature tracker will
have higher robustness with respect to occlusions, viewing variations and
spurious errors in the lower-level modules. As we shall see, the qualitative
nature of these feature relations will also make it possible to handle semi-rigid
objects within the same framework. In this way, the approach we will propose
is closely related to the notion of object representation.

In this chapter we will first give a condensed overview of previous work
on feature-based multi-scale object representations and comment on these ap-
proaches. Then, we will propose a method for object tracking using a view-
based object representation consisting of qualitative relations between image
structures at different scales.

3.1 Feature-based multi-scale object representations

The idea of representing an image as a large number of extracted features
with different properties (size, position, orientation etc.), is probably as old as
computer vision itself and was referred to as the raw primal sketch by (Marr,
1976). (Marr and Poggio, 1979) showed that features detected at multiple
resolutions could be used for e.g stereo matching. (Koenderink, 1984) de-
fined links across scales using iso-intensity paths in scale-space, and this idea
was made operational for medical image segmentation by (Lifshitz and Pizer,
1990) and (Vincken et al., 1997). (Lindeberg, 1993) constructed a scale-space
primal sketch, in which a morphological support region was associated with
each extremum point and paths of critical points over scales were computed
delimited by bifurcations. In the scale-space primal sketch, scale selection
was performed, by maximizing measures of blob strength over scales, and
significance was measured by the volumes that image structures occupy in
scale-space, involving the stability over scales as a major component. (Pizer
et al., 1994) and his co-workers have studied multi-scale ridge representations
for medical image analysis.

We will here focus on the multi-scale representations in which explicit link-
ing of features is performed across scales. Psychophysical results by (Burbeck
and Pizer, 1995) support the belief that hierarchical multi-scale representations
are relevant for object representation. One of the first works using such rep-
resentations for shape matching was done by (Crowley and Parker, 1984) and
dates back to the early days of modern computer vision. A refined extension
of this work was presented by (Crowley and Sanderson, 1987). More recently,
Shoukoufandeh, Marsic and Dickinson (Shokoufandeh et al., 1998) continued
the work in a similar direction, explicitly addressing the problem of object
recognition. The representations in these works, as well as in the approach
for object tracking that we will present next, are based on the fact that scale-
space peaks caused by salient image structures will appear at different scales.
By detecting and linking the peaks in some way across scales, a scale-space
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representation or model will be formed. To the authors knowledge, no work
has been done so far using multi-scale feature based object representations
in tracking. A brief survey of traditional approaches to model-based object
tracking was presented in Section 1.1.

Crowley et al. (Crowley and Parker, 1984; Crowley and Sanderson, 1987)
detected peaks and ridges as local 2D and 1D extrema at each level of a Lapla-
cian pyramid. The peaks and ridges were then linked to form paths across
scales. These paths built up a tree-shaped representations which were matched
to a model in a top-down (coarse-to-fine) manner. The top levels were used
to find the pose (translation, scale and orientation) in the image plane. When
the pose was determined, a greedy top-down matching algorithm determined
the correspondence between the paths of the image and the model. The pa-
pers reported that the success of the algorithm was highly dependent on the
correctness of initial pose estimation. In retrospective, a main reason why
stability problems were encountered is that the pyramids involved a rather
coarse sampling in the scale direction. The coarse sampling is not suitable for
scale selection mechanisms and no maxima were detected across scales. Crow-
ley and Parker briefly mentioned object tracking as a possible application of
matching object representations.

(Shokoufandeh et al., 1998) applied a multi-scale wavelet transform to the
image which they claim offers advantages over a Laplacian pyramid. They
used 16 oriented quadrature bandpass filters at each scale to build a wavelet
pyramid of the image. From the filter outputs they computed oriented lo-
cal energy measures at each scale. A filter kernel was obtained from the ori-
ented energy at zero degrees for a disc. A saliency map for each scale was
produced after convolving the oriented local energy measures with the fil-
ter kernel, giving the highest saliency to circular shapes. At each location of
the saliency maps, they then detected local maxima exceeding a given thresh-
old over scales. The saliency map is represented as a hierarchical graph with
each node representing salient regions and holding information about region
size, location, saliency and scale-level. The extracted graph and the model
graph were finally matched based on both topological and geometric similar-
ity. The presented method for scale selection has properties similar to those of
the method we are using, see Section 1.4. However, it is unclear whether their
method for feature detection fulfills the demands on a scale-space representa-
tion presented in Section 1.3.1.

A key motivation for building multi-scale representations of objects is that
they are suitable for coarse-to-find matching strategies in object matching.
From the described works, we find several other attractive properties. By
choosing the right features in the representation, it can be fairly insensitive to
noise, image blur and changing lighting conditions. A desirable and feasible
property is that the representation is rotation, translation and scale invariant
in the image plane. The coarse-to-fine matching can make the system able to
handle minor occlusions of the object, provided that the occlusions don’t affect
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the coarser scale-levels of the representation, (see (Shokoufandeh et al., 1998)).
By clever handling of the constraints imposed on the relations between the fea-
tures of the model, semi-rigid object could be treated in the same framework.
The representation of the object is clearly view dependent, but depending on
the strength of the geometric constraints of the model, it can handle small ro-
tations out of the image plane, (see (Shokoufandeh et al., 1998)).

Using multi-scale feature based object models for object recognition will
probably always lead to some kind of graph- or tree-matching problem, as
seen from the above examples. Graph matching is known to be a difficult
problem with rapidly increasing complexity as the number of nodes grows.
Naturally, the more discriminative we want our object model to be, the more
features and fine scale levels we have to add. As mentioned, in order to han-
dle occlusions, support for subgraph matching is imperative. The complex-
ity makes it questionable if such models are appropriate for complete object
recognition. However, our belief is that these kinds of models are suitable not
for answering the question What object is seen in the image?, but rather as a pre-
stage for answering Is object X in the image? Using only the coarse levels of
the models, we could make a crude segmentation of the image into regions of
interest. Each region of interest in the image would be a potential location of
the object and different object recognition methods could be applied on these
regions. Most of the known object recognition methods require a more or less
segmented scene. Moreover, we argue that a multi-scale feature based ob-
ject model with relaxed geometric constraints is suitable for object tracking.
Compared to the more traditional problem of object recognition, however, the
requirements are different, since the primary goal is to maintain a stable im-
age representation over time, and we do not need to support indexing and
recognition functionalities into large databases. For these reasons, a qualita-
tive image representation can be sufficient in many cases, and offer a higher
flexibility by being more generic than detailed object models. We will next
discuss how relations between features could be defined and used in such a
qualitative feature hierarchy.

3.2 Object tracking using qualitative feature hier-
archies

The idea is to represent only dominant image features of the object, and rela-
tions between those that are reasonably stable under view variations. In this
way, a new object model can be constructed with only minor additional work,
and it will be demonstrated that such a weaker approach to object representa-
tion is powerful enough to give a significant improvement in the robustness
of feature trackers. As mentioned earlier, when tracking individual features
over long time periods with changing scene conditions (object pose, illumina-
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tion etc), the likelihood of lost or mismatched features will increase with time.
Both mismatches and lost features can be handled using the proposed hier-
archical representation. When a feature is lost, the relations of the qualitative
feature hierarchy model will define search regions in the which the lost feature
can be detected. When mismatches occur, the relation constraints will help in
detecting and rejecting the resulting outliers. We will in this section describe
an approach to object tracking using an hierarchical representation and show
results from applying this scheme to real image sequences.

3.2.1 Image feature attributes

We are interested in representing objects which can give rise to a rich variety
of image features of different types and at different scales. Generically, these
image features can be (i) zero-dimensional (junctions), (ii) one-dimensional
(edges and ridges), or (iii) two-dimensional (blobs), and we assume that each
image feature is associated with a region in space as well as a range of scales.
The operators used for feature detection are the ones described in Section 1.4.
To simplify the geometric analysis of image features, we shall, as done in
Chapter 1 and 2, reduce the spatial representation of image descriptors to el-
lipses, by evaluating a second moment matrix

µ =
∫
ξ∈R2

(
L2
x LxLy

LxLy L2
y

)
g(ξ; tint) dξ (3.1)

at integration scale tint proportional to the detection scale at the scale-space
maximum. Thereby, each image feature will be represented by a point (x; t) in
scale-space and a covariance matrix Σ describing the shape, graphically illus-
trated by an ellipse. For one-dimensional features, the corresponding ellipses
will be highly elongated, while for zero-dimensional and two-dimensional
features, the ellipse descriptors of the second moment matrices will be rather
circular. Attributes derived from the covariance matrix include its anisotropy
derived from the ratio λmax/λmin between its eigenvalues, and its orientation
defined as the orientation of its main eigenvector.

The left image in Figure 3.6 shows an example of such image descriptors
computed from a grey-level image, after ranking on a significance measure de-
fined as the magnitude of the response of the differential operator at the scale-
space maximum. A trivial but nevertheless very useful effect of this ranking is
that it substantially reduces the number of image features for further process-
ing, thus improving the computational efficiency. The left image of Figure 3.6
shows features detected on the object and in the background. For a qualita-
tive multi-scale representation of the object, we are primarily interested in the
set of features that correspond to the object. In a more detailed representation
of the multi-scale deep structure of a real-world image, it will often be the
case that a large number of the image features and their hierarchical relations
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correspond to image structures that will be regarded as insignificant by later
processing stages.

3.2.2 Qualitative relations between features at different scales

In the scale-space framework we have presented, there are straightforward
ways to define qualitative relations between the features at different scales.
Given a segmented image of the object, the scale selection mechanism pro-
vide us with a powerful tool for determining the appropriate scale levels of
different feature. Between such features, various types of relations can be de-
fined in the image plane. Here, we consider the following types of qualitative
relations:

Spatial coincidence (inclusion): We say that a region A at position xA and
scale sA is in spatial coincidence relation to a region B at position xB
and at a (coarser) scale sB > sA if

(xA − xB)TΣ−1
B (xA − xB) ∈ [D1, D2] (3.2)

where D1, D2 are distance thresholds and ΣB is a covariance matrix of
associated with region B. By using a Mahalanobis distance measure, we
introduce a directional preference which is highly useful for expressing
spatial relations between elongated image features. While the special
case D1 = 0 corresponds to an inclusion relation, there are also cases
where one may want to explicitly represent distant features, using D1 >
0

Stability of scale relations: For two image feature at times tk and tk′ , we as-
sume that the ratio between their scales should be approximately the
same. This is motivated by the requirement of scale invariance under
zooming

sA(tk)
sB(tk)

≈ sA(tk′)
sB(tk′ )

. (3.3)

To accept small variations due to changes in view direction and spurious
variations from the scale selection mechanism of the feature tracker, we
measure relative distances in the scale direction and implement the “≈”
operation by q ≈ q′ ⇐⇒ | log q

q′ | < logT , where T > 1 is a threshold in
the scale direction.

Directional relation (bearing): For a feature A related to a one-dimensional
feature B, the angle α is measured between the main eigenvector of ΣB

and the vector xA−xB from the center xB of B to the center xA of A (see
Figure 3.1).
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x
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α

Figure 3.1: The direction relation (bearing) between two features A and B is
the angle α between the main eigenvector of ΣB (illustrated by the ellipse)
and the vector xA − xB .

Trivially, these relations are invariant to translations and rotations in the
image plane. The scale invariance of these relations follows from correspond-
ing scale invariance properties of image descriptors computed from scale-
space maxima — if the size of an image structure is scaled by a factor c in
the image domain, then the corresponding scale levels are transformed by a
factor c2.

3.2.3 Qualitative multi-scale feature hierarchies

Let us consider a specific example with images of a hand. From our knowl-
edge that a hand consists of five fingers, we construct a model consisting of:
(i) the palm, (ii) the five fingers, (iii) a finger tip for each finger, see Figure 3.2.

Each finger is in a spatial coincidence relation to the palm, as well as a
directional relation. Moreover, each fingertip is in a spatial relationship to its
finger, and satisfies a directional relation to this feature. In a similar manner,
each finger is in a scale stability relation with respect to the palm, and each
fingertip is in a corresponding scale stability relation relative to its finger. Such
a representation will be referred to as a qualitative multi-scale feature hierarchy.

A qualitative feature hierarchy can be built using the simple structure shown
in Figure 3.3, using UML notation (Fowler and Scott, 1997). The boxes repre-
sent classes and the lines represent the associations between the classes. The
feature class holds information about the type of feature and the tracking his-
tory. Each instance corresponds to a scale-space maximum of the specified
type. The relation class hold information about how the features at different
scales, here referred to as parents and children, are related to each other. Typ-
ically, feature B is a child of feature A if the scale of B is smaller than the scale
of A and B is located in the support region of A (see previous section). The
constraint class defines the constraints of the parent-child relations. The num-
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x

y

s

Figure 3.2: A qualitative multi-scale feature hierarchy constructed for a hand
model.

bers in the figure show the cardinality of the associations and a star ’*’ means
an arbitrary number. We see for example that a feature can have arbitrary
many relations to children (childrenrel) but only one parent relation (paren-
trel). Figure 3.4 shows the hierarchy of the hand object example in Figure 3.2.
An attractive property of this view-based object representation is that it only
focuses on qualitative object features. There is no assumption of rigidity, only
that the qualitative shape is preserved.

children

1..*

0..1

parent

parentrel

11

**

childrenrel

Objfeature Relation

Constraint

11

Figure 3.3: Class diagram for the proposed qualitative feature hierarchy.

The idea behind this construction is of course that the palm and the fin-
gertips should give rise to blob responses and that the fingers give rise to
ridge responses. Figure 3.6 shows an example of how this model can be ini-
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top−hand:Relation handconstraint:Constraint

hand:Objfeature

hand−finger:Relation fingerconstraint:Constraint

finger[1]:Objfeature finger[2]:Objfeature

finger−tip[1]:Relation finger−tip[2]:Relation

tipconstraint:Constraint

tip[1]:Objfeature tip[2]:Objfeature

......

......

......

Figure 3.4: Instance diagram of the feature hierarchy of a hand shown in Fig-
ure 3.2.

tialized and matched to image data with associated image descriptors. After
the coarse-scale feature is detected and matched, the search for the remaining
features in the representation is guided by the qualitative feature hierarchy in
top-down manner.

Naturally, the discriminative power of this kind of qualitative hierarchy is
less than for models with more features and strong geometric constraints as
described above. Therefore, it might not be suitable for complete object recog-
nition but still enough for pre-segmentation of complex scenes, as mentioned
earlier, and for object tracking in a scheme as will be described next.

3.2.4 A scheme for object tracking using a multi-scale feature
hierarchy

As mentioned earlier, one idea that we are going to make explicit use of is to
let features at different scales support each other during feature tracking. If
fine-scale features are lost, then the coarse scale features combined with the
other fine-scale features should provide sufficient information so as to gen-
erate hypotheses for recapturing the lost feature. Similarly, if a coarse scale
feature is lost, e.g. due to occlusion or a too large three-dimensional rotation,
then the fine-scale features should support the model based tracking. While
this behavior can be easily achieved with a three-dimensional object model,
we are here interested in generic feature trackers which operate without de-
tailed quantitative geometric information.

Figure 3.5 gives an overview of the composed object tracking scheme. The
feature tracking module underlying this scheme is described in Chapter 2, and
consists of the evaluation of a multi-cue similarity measure involving patch
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Scheme for object tracking using a qualitative feature hierarchy:

Initialization:
Find and match top-level feature using initial position and top-level parent-
children constraints.

Tracking:
For each frame:

For each feature in the hierarchy (top-down):

Track image features (according to algorithm in Chapter 2).
If a feature is lost (or not found)

If parent matched
Find feature using parent position and parent-feature relation
constraints

else if child(ren) matched
Find feature using child(ren) position and feature-children re-
lation constraints.

Parse feature hierarchy, verify relations and reject mismatches.

Figure 3.5: Overview of the scheme for object tracking with hierarchical sup-
port.

correlation, and stability of scale descriptors and significance measures for
the image features.

3.2.5 Experiments

The object tracking scheme described in the previous section was first applied
to image sequences of a human hand, using the hierarchy shown in Figure 3.4.
Figure 3.6 shows the initialization stage of the object tracking scheme. The
features are initialized in a coarse to fine manner. Figure 3.7 demonstrates the
ability of this view-based image representation to handle non-rigid motions.
Figures 3.8–3.9 show two examples of how the qualitative feature hierarchy
support the recapturing of lost image features. In the first sequence, one finger
is first lost due to occlusion but later recaptured. In the next sequence, the
hand is turning and all features are lost except the top-level feature (the blob
corresponding to the palm). When the features no longer are occluded, the
tracker captures them in a coarse to fine manner according to the scheme in
Figure 3.5.

We also implemented a simple feature hierarchy for a face. The features
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20 strongest blobs and ridges Initialized hand model All hand features captured

Figure 3.6: Illustration of the initialization stage of the object tracker. Once
the coarse-scale feature is found (here the palm of the hand), the qualitative
feature hierarchy guides the automatic top-down search for the remaining fea-
tures of the representation. The left image shows the 20 most significant blobs
(in red) and ridges (in blue). The sizes of the circles and ellipses correspond to
the selected scales.

The behavior of the qualitative feature hierarchy tracker under semi-rigid motion

Figure 3.7: Due to the qualitative nature of the feature relations, the proposed
framework allows objects to be tracked under semi-rigid motion. (Here, all
image features are illustrated by red, while the feature trajectories are green.)

we used here were the face, forehead, eyes, ears and the mouth. The same
object tracking scheme was applied to a sequence where the head is turning
and some features are occluded as shown in Figure 3.10. Again we see how
the lost features are recaptured after occlusions. Some of the detected facial
features can normally be expected to change appearance over time due to e.g.
blinking or mouth movements. This may cause the tracker to lose those fea-
tures, but they would be recaptured as soon as the facial expression resembles
the original appearance. The purpose of this experiment was to illustrate the
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Steady-state model One feature disappears Feature recaptured

Figure 3.8: The proposed qualitative representation makes it possible to main-
tain tracking even if parts of the object are occluded. Later in the sequence, the
occluded part (in this case the finger), can be captured again using the feature
hierarchy.

Steady-state model Fine scale features occluded All features captured

Figure 3.9: Illustration of how the qualitative feature hierarchy makes it possi-
ble to maintain object tracking under view variations. The images show how
most finger features are lost due to occlusion when the hand turns, and how
the qualitative feature hierarchy guides the search to find these features again.

capability of the tracker to recapture lost features. If we would like to explore
the proposed method for more general face tracking one could consider com-
plementing these feature detectors with a richer set of operators tailored for
facial features and possibly also other kinds of qualitative feature relations.
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Steady-state model Occlusion by rotation Features recaptured

Figure 3.10: Results of building a qualitative feature hierarchy for a face model
consisting of blob features and ridge features at multiple scales and applying
this representation to the tracking of facial features over time.
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Chapter 4

Summary and discussion:
Part I

The aim of Part I of this thesis has been to explore feature tracking in a multi-
scale context by incorporating adaptive scale selection and qualitative multi-
scale feature hierarchies.

Feature tracking with automatic scale selection. In Chapter 2, a framework
for feature tracking was presented, in which a mechanism for automatic scale
selection was built into the feature detection stage and the additional attributes
of the image features obtained from the scale selection module were used for
guiding the other processing steps in the tracking procedure.

We argue that a mechanism of this kind is essential for any feature tracking
procedure intended to operate in a complex environment, in order to adapt
the scale of processing to the size variations that may occur in the image data
over time. If we attempt to track features by processing the image data at one
single scale only, we can hardly expect to be able to follow the features over
large size variations. This is a basic consequence of the inherent multi-scale
nature of image structures, which means that a given object may appear in
different ways depending on the scale of observation.

Specifically, based on a previously developed feature detection framework
with automatic scale selection, we have presented a scheme for tracking cor-
ners, ridges and blobs over time in which:

• the image features at any time moment are detected using a feature de-
tection method with automatic scale selection, and

• this information is used for

– guiding the detection and selection of new feature candidates,
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– providing context information for the matching procedure,
– formulating a similarity measure for matching features over time.

Besides avoiding explicit selection of scale levels for feature detection, the fea-
ture detection procedure with automatic scale selection allows us to track im-
age features over large size variations. As demonstrated in the introductory
example in Chapter 2, we can in this way obtain a substantial improvement
in the performance relative to a fixed-scale feature tracker. Referring to the
definition in Section 1.1, the pre-failure robustness of the feature tracker is in-
creased through increased robustness to size variations in the image structures
over the sequence.

Since the scale levels obtained from the scale selection procedure reflect the
spatial extent of the image structures, we can also use this context information
for avoiding explicit settings of distance thresholds and predefined window
sizes for matching. Moreover, by including the scale and significance informa-
tion associated with the image features from the scale selection procedure into
a multi-cue similarity measure, we showed how we in this way can improve
the reliability of the low-level matching procedure.

Of course, there are inherent limitations in tracking each feature individ-
ually as done in this work, and as can be seen from the examples, there are
a number of situations where the tracking algorithm fails. Typically, this oc-
curs because of rapid changes in the local grey-level pattern around the fea-
ture, corresponding to violations of the assumption about small inter-frame
appearance changes.

A notable conclusion that can be made in this context, is that despite these
limitations, we have shown by examples that the resulting tracking procedure
is able to track most of the visible features that can be followed over time in the
presented sequences. By this, we argue that the type of framework presented
here provides an important step towards overcoming some of the limitations
in previous feature tracking algorithms.

The values of the tuning parameters used in the experiments have to a
large extent been determined from theoretical analysis combined with empir-
ical studies. An interesting alternative would be to use a probabilistic formu-
lation where the parameters could be estimated from training data. Such an
approach could also be used for further investigations of alternative multi-cue
matching criteria.

Multi-scale feature hierarchies for object tracking. In Chapter 3, a view-
based object representation was presented, called the qualitative multi-scale
feature hierarchy, and it was shown how this representation can be used for
improving the performance of a feature tracker, by defining search regions in
which lost features can be detected again. In this way, we achieve increased
post-failure robustness of the tracking of the individual features in the hierar-
chy.
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Besides making explicit use of the hierarchical relations that are induced
by different features in a multi-scale representation, the philosophy behind
this approach is to build an internal representation that supports the process-
ing of the stable image descriptors we can expect to extract from image data.
This knowledge is represented in a qualitative manner, without need for con-
structing geometrically detailed object models.

The main advantages of the proposed approach are that it is very simple
to implement in practice, and that it allows us to handle semi-rigid objects,
occlusions, as well as variations in view direction and illumination conditions.

In relation to other graph-like object representations, the discriminative
power of the qualitative feature hierarchy may of course be lower than for ge-
ometrically more accurate three-dimensional object models or more detailed
view-based representations involving quantitative information. Therefore,
the qualitative feature hierarchy may be less suitable for object recognition,
but still enough for pre-segmentation of complex scenes, or as a complement
to filling in missing information given partial information from other modules
(here the individual feature trackers). Notably, the application of this concept
does not suffer from similar complexity problems as approaches involving ex-
plicit graph matching. Rather different types of representations could be used
in a complementary manner, exploiting their respective advantages. To han-
dle the tracking of complex objects having a large number of features at the
same scale level in the hierarchy, we can foresee a need to extend the proposed
hierarchy by defining relations between such features. Such relations could be
inspired by the works on labeled feature graphs by (Triesch and von der Mals-
burg, 1996).

Concerning the determination of the qualitative relations between the fea-
tures in the hierarchy, it would be interesting to explore a framework for learn-
ing the relations from training examples. In such a framework and under the
assumption that our scheme for feature tracking can register features on the
object that are stable over time and thereby suitable for the proposed object
representation, we could consider tracking a large number of features detected
at different scales on the moving object and build up the representation either
over time or a posteriori. The proposed representation is view-dependent and
the result from such training sequences might indicate if more than one rep-
resentation would be necessary to cover the view directions present in the
sequences.

From the discussion it is evident that the proposed multi-scale feature hi-
erarchy gives rise to a multitude of open research issues and we strongly be-
lieve that the idea should be explored further for tracking and recognition
purposes.
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Part II

Feature based rigid motion
estimation
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Chapter 5

Background

Given a set of feature correspondences in a sequence of images, our next aim is
to estimate the three-dimensional structure and motion of the object tracked in
the scene. We will in this part of the thesis develop a framework for such struc-
ture and motion estimation based on point and line correspondences over
multiple frames, assuming that the object is rigid and that the image acqui-
sition process can be approximated by a scaled orthographic camera model.
In this chapter, we will start by presenting the necessary definitions of the
camera models and the constraints that the proposed method relies on. The
camera model describes how the 3D structure is projected on the image, while
the multi-view constraints relate the projections between different views of
the object. The following three chapters will present our proposed framework
for structure and motion estimation, which is closely connected to and builds
upon several of the works mentioned in this chapter.

5.1 Camera models

The process of taking images of 3D world structures with a camera system
involves several factors. In camera models of reasonable complexity, the in-
fluences of some of these factors have to be approximated. For each factor to
be modeled, we have to consider the cost in terms of complexity relative to
the influence of the factor. Therefore, the camera models in this chapter will
not model the effect of e.g lens distortions and reflections. We will describe
two popular camera models with different complexity; the perspective and
the affine camera. We will also present a special case of the latter, known as
the scaled orthographic camera, which we will use later in the thesis.
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A0

p

P

Figure 5.1: The perspective camera model. The projection p of the world point
P is located where the ray from P to the camera center A0 (a.k.a the focal
point) intersects the image plane.

5.1.1 The perspective camera

The perhaps most well-known camera model is the perspective camera, also
referred to as the pinhole camera. Figure 5.1 illustrates the perspective camera
model. A world point P with world coordinates (X,Y, Z)T is projected to an
image point p with image coordinates (x, y)T through the projection equation

λ


 x

y
1


 = M




X
Y
Z
1


 (5.1)

where M is the 3×4 camera matrix, λ is an arbitrary non-zero scale factor and
(x, y, 1)T and (X,Y, Z, 1)T are homogeneous coordinates in the image plane
and the world respectively. The general perspective camera matrix thus has
11 degrees of freedom. The perspective camera matrix can be decomposed
into two matrices; K holding the intrinsic parameters of the camera system,
and G holding the extrinsic camera parameters:

M = KG =


 fγ fs x0

0 f y0

0 0 1
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∣∣∣∣∣∣−R
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 (5.2)

The intrinsic camera parameters are:

• The focal length f , which is the distance from the camera center (the
focal point) to the image plane.
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• The aspect ratio γ, which is the ratio between the magnification factors
in the x and y directions in the image plane.

• The skew s, which models shear between the x and y axes in the image
plane.

• The principal point (x0, y0), which is the orthographic projection of the
camera center onto the image plane.

The camera is said to have calibrated internal parameters when K is known.
A normal assumption for a calibrated camera is that s = 0, γ = 1, which
gives us a camera with a Euclidean image plane. Moreover, we often assume
a centered principal point, i.e (x0, y0) = (0, 0).

The extrinsic camera parameters are:

• The orientation R of the camera relative to the world coordinate system.

• The position (Xc, Yc, Zc) of the camera center in the world coordinate
system.

5.1.2 The affine camera

A further simplification of the true projection process is achieved by using
an affine camera model, see (Koenderink and van Doorn, 1991; Mundy and
Zisserman, 1992). The affine camera matrix MA has only 8 degrees of freedom.

MA =


 M11 M12 M13 M14

M21 M22 M23 M24

0 0 0 1


 (5.3)

The projection is linear in the world coordinates and can be written

(
x
y

)
= A


 X

Y
Z


 + t (5.4)

One key property of the affine camera is that lines that are parallel in 3D will
also be parallel in the image. The affine camera can be decomposed into in-
trinsic and extrinsic parameters

(
x
y

)
= λ

(
γ s
0 1

) (
− ρ1 −
− ρ2 −

) 
 X

Y
Z


 + t (5.5)

where λ is a scale factor, ρ1, ρ2 are the first two rows of the rotation matrix of
the camera and t is the position of the projection of the origin of the world
coordinate system.
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Image plane
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Figure 5.2: The scaled orthographic camera model. The world points P1 − P4

are first orthographically projected onto a plane parallel to the image plane.
Then, the points in this plane are perspectively projected onto the image plane.

The scaled orthographic camera is a special case of the affine camera and is
illustrated in Figure 5.2. The world points are first orthographically projected
onto a plane parallel to the image plane. Normally, the plane has the same
average distance Z̄ to the camera center as the world points. Then, the points
in this plane are perspectively projected onto the image plane. The procedure
is equivalent to an orthographic projection onto the image plane followed by
a scaling of the image coordinates. The scaled orthographic camera is here
defined by setting s = 0, γ = 1 and letting the scale factor λ be proportional to
1/Z̄. If we use world coordinates relative to some reference point, t = (0, 0),
we get

(
xr
yr

)
= λ

(
− ρ1 −
− ρ2 −

) 
 Xr

Yr
Zr


 = M̄


 Xr

Yr
Zr


 (5.6)

which is the camera model we will make use of later in the thesis.
To answer the question when the scaled orthographic camera is a good ap-

proximation of the perspective camera, we can look at the absolute difference
(∆x,∆y) in the image position of a world point at a distance Z = Z̄ + ∆Z .
It can be shown, see e.g (Shapiro, 1995), that if the depth variation ∆Z in the
scene is small compared to the average distance to the scene Z̄, then (∆x,∆y)
are given to a first order approximation by

(
∆x
∆y

)
≈ ∆Z

Z̄

f

Z

(
X
Y

)
(5.7)
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The difference (∆x,∆y) is small for small depth variations ∆Z/Z̄ and small
fields of view X/Z and Y/Z .

While the perspective camera model gives a non-linear transformation of
scene coordinates, the transformation is linear in the affine camera case. As
will be shown, this leads to simpler equations for structure and motion esti-
mation and this is one of the reasons why we have chosen the scaled ortho-
graphic camera. Another reason is that when the scaled orthographic model is
appropriate, see above, the model can be expected to be less sensitive to noisy
data than the perspective model since it includes less parameters.

For a selection of works exploring the affine camera model, see (Shapiro,
1995; Beardsley et al., 1994; McLauchlan et al., 1994; Torr, 1995; Faugeras,
1995).

5.2 Multi-view constraints for estimating rigid struc-
ture and motion

In this section, we will present multi-view constraints that can be used to
estimate the rigid 3D structure of the scene and the rigid 3D motion of the
scene relative to the camera. Rigid 3D motion is defined as 3D motion pre-
serving the relative Euclidean 3D distance between the points in the scene,
i.e 3D motion that can be described by a pure rotation followed by a transla-
tion. Apart from the works referred to below, there is an extensive literature
on the problem of 3D structure and motion estimation from point correspon-
dences in multiple perspective or orthographic views. Some early works can
be found in (Ullman, 1979; Maybank, 1992; Huang and Lee, 1989; Huang and
Netravali, 1994).

5.2.1 The epipolar constraint

As is well-known, the epipolar constraint relates image points across two
views and is illustrated in Figure 5.3. The figure shows two views of a world
point P , PA is the projection of P in view A and PB is the projection in view
B. A0 and B0 are the camera centers of A and B. The points PA, PB , A0, B0

are constrained to lie in the same plane, the epipolar plane. The intersections of
the epipolar plane and the image planes of A and B respectively are called the
epipolar lines in A and B. The projection of the camera center of B in view A
is called the epipole in A and vice versa. If pA and pB are the homogeneous
image coordinates of PA and PB , the epipolar constraint can be written as a
bilinear relation between pA and pB

pTAFpB = 0, (5.8)

where F is a 3×3 matrix known as the fundamental matrix. The epipolar line in
B given pA is defined by lB = FT pA and the epipolar constraint lTBpB = 0
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P P

P

B0A0

A B

eA

Al lB

eB

Figure 5.3: The epipolar constraint. The camera centers A0 and B0 lie in the
same epipolar plane as the projections PA and PB of the world point P . The
projections eA and eB of the camera centers are called the epipoles while lA
and lB are called epipolar lines.

says that the point PB must lie on lB . The elements of F are defined up
to an arbitrary scale factor which means that F is determined by 8 parame-
ters. Each pair of points gives a linear equation in the elements of F which
makes it possible to express a linear algorithm for computing F from at least
8 generic point correspondences. The epipolar constraint and the fundamen-
tal matrix have been well studied over the years, see for example the early
works by (Longuet-Higgins, 1981; Faugeras, 1992) and the book by (Xu and
Zhang, 1997).

5.2.2 The trifocal constraints and the trifocal tensor

The extension of the epipolar constraint to three views leads to the trifocal
constraints, see (Shashua, 1995; Hartley, 1995; Heyden, 1995b; Faugeras and
Mourrain, 1995). In the perspective case, these constraints are trilinear in the
image coordinates. The relations are defined by the trifocal tensor, which cor-
responds to the fundamental matrix for two views. We will now show how
the trifocal tensor can be derived from point and line correspondences.

Consider a point P = (x, y, 1, λ)T which is projected by three camera ma-
trices M = [I, 0], M ′ = [A, u′] and M ′′ = [B, u′′] to the image points p, p′ and
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p′′:

p =


 x

y
1


 =


 1 0 0 0

0 1 0 0
0 0 1 0







x
y
1
λ


 , (5.9)

p′ = α


 x′

y′

1


 =


 a1

1 a1
2 a1

3 u′1

a2
1 a2

2 a2
3 u′2

a3
1 a3

2 a3
3 u′3







x
y
1
λ


 =




a1T p+ λu′1

a2T p+ λu′2

a3T p+ λu′3


 ,

(5.10)

p′′ = β


 x′′

y′′

1


 =


 b11 b12 b13 u′′1

b21 b22 b23 u′′2

b31 b32 b33 u′′3







x
y
1
λ


 =




b1
T
p+ λu′′1

b2
T
p+ λu′′2

b3
T
p+ λu′′3


 .

(5.11)

Following (Faugeras and Mourrain, 1995) and (Shashua, 1997), a compact
form of the trifocal point constraints can be derived by first introducing the
following two matrices

rµj =
(

−1 0 x′

0 −1 y′

)
, sνk =

(
−1 0 x′′

0 −1 y′′

)
. (5.12)

Then, in terms of tensor notation (where i, j, k ∈ [1, 3], µ, ν ∈ [1, 2] and we
throughout follow the Einstein summation convention that a double occur-
rence of an index implies summation over that index) the relations between
the image coordinates and the camera geometry can be written

λrµj u
′j + rµj a

j
ip

i = 0, λsνku
′′k + sνkb

k
i p

i = 0. (5.13)

By introducing the trifocal tensor (Shashua, 1995; Hartley, 1995)

T jk
i = ajiu

′′k − bki u
′j , (5.14)

the relations between the point correspondences lead to the trifocal constraints

rµj sνk T
jk
i = 0. (5.15)

Written out explicitly, this expression corresponds to the following four rela-
tions between the projections p, p′ and p′′ of P (Shashua, 1997):

x′′T 13
i pi − x′′x′T 33

i pi + x′T 31
i pi − T 11

i pi = 0,

y′′T 13
i pi − y′′x′T 33

i pi + x′T 32
i pi − T 12

i pi = 0,

x′′T 23
i pi − x′′y′T 33

i pi + y′T 31
i pi − T 21

i pi = 0,

y′′T 23
i pi − y′′y′T 33

i pi + y′T 32
i pi − T 22

i pi = 0.

(5.16)
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An elegant and more compact way of deriving the trifocal constraints has
been presented by (Heyden, 1995a; Heyden et al., 1997). They observed that,
in homogeneous coordinates, the projections p, p′, p′′ in three views of a world
point P with the perspective camera model (5.1) can be written


 M p 0 0

M ′ 0 p′ 0
M ′′ 0 0 p′′







P
−λ
−λ′

−λ′′


 = 0, (5.17)

where M,M ′,M ′′ are the camera matrices of the three images. The left hand
matrix is of size 9 × 7 and since it has a nontrivial null-space, it can have
maximum rank 6. Thus all the 7× 7 sub-determinants or minors must be zero
and it can be shown that the trifocal constraints for point correspondences can
be obtained from the 7 × 7 minors containing three rows corresponding to
one image and two rows corresponding to each of the other two images. The
same approach can be used for two views giving the epipolar constraint and
for four views giving a quadrifocal constraint.

To capture motion information from the projections of an unknown config-
uration of lines in 3D, it is necessary to have at least three independent views.
As will be shown next, the trifocal tensor (5.14) can also be used to describe the
geometric relationships between line correspondences over three perspective
views. Given three corresponding lines, lT p = 0, l′T p′ = 0 and l′′T p′′ = 0, each
image line defines a plane through the center of projection, given by LTP = 0,
L′TP = 0 and L′′TP = 0, where

LT = lTM = (l1, l2, l3 0),

L′T = l′TM ′ = (l′j a
j
1, l

′
j a

j
2, l

′
j a

j
3, l

′
j u

′j),

L′′T = l′′TM ′′ = (l′′k b
k
1 , l

′′
k b

k
2 , l

′′
k b

k
3 , l

′′
k u

′′k).

(5.18)

Since l, l′ and l′′ are assumed to be projections of the same three-dimensional
line, the intersection of the planes L, L′ and L′′ must degenerate to a line and

rank




l1 l′j a
j
1 l′′k b

k
1

l2 l′j a
j
2 l′′k b

k
2

l3 l′j a
j
3 l′′k b

k
3

0 l′j u
′j l′′k u

′′k


 = 2. (5.19)

All 3 × 3 minors must be zero, and the removal of the three first lines re-
spectively, leads to the following trilinear relationships, out of which two are
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independent:

(l2T
jk
3 − l3T

jk
2 ) l′j l

′′
k = 0,

(l1T
jk
3 − l3T

jk
1 ) l′j l

′′
k = 0,

(l1T
jk
2 − l2T

jk
1 ) l′j l

′′
k = 0.

(5.20)

These expressions provide a compact characterization of the trilinear line rela-
tions first introduced by (Spetsakis and Aloimonos, 1990). (Weng et al., 1992)
also studied line correspondences for structure and motion estimation.

In summary, each point correspondence gives four equations, and each
line correspondence two. Hence, K points and L lines are (generically) suf-
ficient to express a linear algorithm for computing the trifocal tensor (up to
scale) if 4K + 2L ≥ 26 (Shashua, 1995; Hartley, 1995).

5.2.3 Factorization or subspace methods

For affine cameras, a compact model of point correspondences over multi-
ple frames can be obtained by factorizing a matrix with image measurements
to the product of two matrices of rank three, one representing motion, and
the other one representing shape, see (Tomasi and Kanade, 1992; Ullman and
Basri, 1991; Poelman and Kanade, 1994). Using world coordinates relative to
some reference point as in (5.6), the projection of a set of world points to image
points is with the affine camera model given by

(
x1 x2 ..
y1 y2 ..

)
= M̄n


 X1 X2 ..

Y1 Y2 ..
Z1 Z2 ..


 , (5.21)

where M̄n is the 2 × 3 camera matrix in frame n. Then, given K point corre-
spondences in N frames and assuming rigid motion, the following relations
are obtained

G =




x1
1 x1

2 .. x1
K

y1
1 y1

2 .. y1
K

.. .. .. ..
xN1 xN2 .. xNK
yN1 yN2 .. yNK


 =


 M̄1

..
M̄N





 X1 X2 .. XK

Y1 Y2 .. YK
Z1 Z2 .. ZK


 = MS.

(5.22)

The maximum rank of the matrix M and S is three, hence the rank of G can
never exceed three. G will have rank three when the motion and the structure
of the point set are non-degenerate. The given measurement matrix G can
therefore be factorized into two matrices of rank three, G = M̂Ŝ. It is worth
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noting that the true camera matrices and 3D structure are only given up to an
unknown transformation L since

G = M̂Ŝ = M̂LL−1Ŝ = MS. (5.23)

To determine L, information about the calibration of the camera is used, e.g
assuming the scaled orthographic camera model. The 3D structure of the ob-
ject is then given by S and the camera matrices in M give information about
the motion of the object relative to the camera. Factorization approaches for
line correspondences have been developed by (Quan and Kanade, 1997).

Factorization methods assuming a perspective camera model have been
studied by e.g (Sturm and Triggs, 1996). The process is not as straightforward
as in the affine case since there is an unknown scale factor λ for each point in
each image. The perspective projection of point k in image n can be written

λnk


 xnk

ynk
1


 = Mn




Xk

Yk
Zk

1


 . (5.24)

Having determined the scale factors λnk , a measurement matrix G can be cre-
ated, which will have rank four in the generic case.
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Chapter 6

Motion estimation using the
centered affine trifocal tensor

As described in Section 5.2.2, the trifocal tensor is a canonical object to model
point and line correspondences in three perspective views. The subject of this
chapter is to combine the idea behind the trifocal tensor with the affine projec-
tion model. It will be shown how an algebraic structure closely related to the
trifocal tensor can be defined for three centered affine cameras. The presenta-
tion in this chapter is based on material from (Bretzner and Lindeberg, 1998).
In parallel and independently, closely related formulations were developed
by (Kahl and Heyden, 1998b; Mendonca and Cipolla, 1998; Quan et al., 1998).
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6.1 Affine camera and three views

Consider a point Q = (x, y, λ, 1)T which is projected to the image points q, q′

and q′′ by three affine camera matrices M , M ′ and M ′′, respectively:

q =


 x

y
1


 = MQ =


 1 0 0 0

0 1 0 0
0 0 0 1







x
y
λ
1


 , (6.1)

q′ =


 x′

y′

1


 = M ′Q =


 c11 c12 c13 v′1

c21 c22 c23 v′2

0 0 0 1







x
y
λ
1


 , (6.2)

q′′ =


 x′′

y′′

1


 = M ′′Q =


 d1

1 d1
2 d1

3 v′′1

d2
1 d2

2 d2
3 v′′2

0 0 0 1







x
y
λ
1


 . (6.3)

Here, the parameterization of Q differs from P in the previous chapter, since
for an image point q = (x, y, 1)T the projection (6.1) implies that the three-
dimensional point is on the ray Q = (x, y, λ, 1)T for some λ. By eliminating λ,
we obtain the following linear relationships between the image coordinates of
q, q′ and q′′:

(c13d
1
1 − c11d

1
3)x + (c13d

1
2 − c12d

1
3)y + d1

3x
′ − c13x

′′ + (c13v
′′1 − d1

3v
′1) = 0,

(c23d
1
1 − c21d

1
3)x+ (c23d

1
2 − c22d

1
3)y + d1

3y
′ − c23x

′′ + (c23v
′′1 − d1

3v
′2) = 0,

(c13d
2
1 − c11d

2
3)x+ (c13d

2
2 − c12d

2
3)y + d2

3x
′ − c13y

′′ + (c23v
′′2 − d2

3v
′2) = 0,

(c23d
2
1 − c21d

2
3)x+ (c23d

2
2 − c22d

2
3)y + d2

3y
′ − c23y

′′ + (c23v
′′2 − d2

3v
′2) = 0.

(6.4)

This structure corresponds to the trilinear constraint (5.16) for perspective pro-
jection, and we shall refer to it as the affine trifocal point constraint.

Three lines lT q = 0, l′T q′ = 0 and l′′T q′′ = 0 in the three images define
three planes LTQ = 0, L′TQ = 0 and L′′TQ = 0 in three-dimensional space
with

LT = lTM = (l1, l2, 0, l3),

L′T = l′TM ′ = (l′1c
1
1 + l′2c

2
1, l

′
1c

1
2 + l′2c

2
2, l

′
1c

1
3 + l′2c

2
3, l

′
1v

′1 + l′2v
′2 + l′3),

L′′T = l′′TM ′′ = (l′′1d
1
1 + l′′2d

2
1, l

′′
1d

1
2 + l′′2d

2
2, l

′′
1d

1
3 + l′′2d

2
3, l

′′
1v

′′1 + l′′2v
′′2 + l′′3 ).

Since l, l′ and l′′ are projections of the same three-dimensional line, the inter-
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section of L, L′ and L′′ must degenerate to a line and

rank




l1 l′1c11 + l′2c21 l′′1d1
1 + l′′2d2

1

l2 l′1c
1
2 + l′2c

2
2 l′′1d

1
2 + l′′2d

2
2

0 l′1c
1
3 + l′2c

2
3 l′′1d

1
3 + l′′2d

2
3

l3 l′1v
′1 + l′2v

′2 + l′3 l′′1v
′1 + l′′2v

′′2 + l′′3


 ≤ 2. (6.5)

All 3 × 3 minors must be zero, and deletion of the first, second and fourth
rows, respectively, results in the following relationships between l, l′ and l′′:

l2 (c
j
3v

′′k − dk3v
′j) l′j l

′′
k − l3 (c

j
3d

k
2 − cj2d

k
3) l

′
j l

′′
k = 0,

l1 (c
j
3v

′′k − dk3v
′j) l′j l

′′
k − l3 (c

j
3d

k
1 − cj1d

k
3) l

′
j l

′′
k = 0,

l1 (c
j
2d

k
3 − cj3d

k
2) l

′
j l

′′
k − l2 (c

j
1d

k
3 − cj3d

k
1) l

′
j l

′′
k = 0,

(6.6)

where c3j = d3
k = 0, v′3 = v′′3 = 1 and only two of the relations are indepen-

dent.
This treatment, which largely derives similar results as (Torr, 1995) while

using another formalism, shows that point and line correspondences are cap-
tured by 16 coefficients. Each point correspondence gives four equations, and
each line correspondence two. Thus, K point correspondences and L line cor-
respondences are sufficient to compute this affine trifocal tensor (up to scale) if
4K + 2L ≥ 15.

6.2 The centered affine camera and its relations to
perspective

Structurally, there is a strong similarity between the relationships for the affine
camera and the corresponding relationships (5.16) and (5.20) for the perspec-
tive camera. Let us make the following formal replacements between the
affine camera model (6.1)–(6.3) and the perspective camera model (5.9)–(5.11):

• Interchange rows 3 and 4 in the coordinate vectors in the 3D domain:

P = (x, y, 1, λ)T ⇒ Q = (x, y, λ, 1)T , (6.7)

• Interchange columns 3 and 4 in the camera matrices:

 a1

1 a1
2 a1

3 a1
4

a2
1 a2

2 a2
3 a2

4

a3
1 a3

2 a3
3 a3

4


 =


 a1

1 a1
2 a1

3 u′1

a2
1 a2

2 a2
3 u′2

a3
1 a3

2 a3
3 u′3


 =


 c11 c12 v′1 c13

c21 c22 v′2 c23
0 0 1 0


 ,


 b11 b12 b13 b14

b21 b22 b23 b24
b31 b32 b33 b34


 =


 b11 b12 b13 u′′1

b21 b22 b23 u′′2

b31 b32 b33 u′′3


 =


 d1

1 d1
2 v′′1 d1

3

d2
1 d2

2 v′′2 d2
3

0 0 1 0


 .

(6.8)
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Then, the algebraic structure between corresponding points and lines will be
the same for the two projection models. This implies that the relations be-
tween point and line correspondences in (6.10) for three affine cameras can be
expressed on the form (5.16) and (5.20) with the affine trifocal tensor defined by

T jk
i = aji b

k
4 − bki a

j
4, (6.9)

where a and b are defined as in (6.8).

Let us next consider the case when image coordinates in the affine camera
are measured relative to the center of gravity of a point configuration. This
centered affine camera is obtained by setting (v′1, v′2) = (v′′1, v′′2) = (0, 0) in
(6.2) and (6.3) and corresponds to disregarding the translational motion. Then,
the expressions (6.4) and (6.6) for the point and line correspondences reduce
to:

(c13d
1
1 − c11d

1
3)x+ (c13d

1
2 − c12d

1
3)y + d1

3x
′ − c13x

′′ = 0,

(c23d
1
1 − c21d

1
3)x+ (c23d

1
2 − c22d

1
3)y + d1

3y
′ − c23x

′′ = 0,

(c13d
2
1 − c11d

2
3)x+ (c13d

2
2 − c12d

2
3)y + d2

3x
′ − c13y

′′ = 0,

(c23d
2
1 − c21d

2
3)x+ (c23d

2
2 − c22d

2
3)y + d2

3y
′ − c23y

′′ = 0, (6.10)

l1(l′jc
j
3)l

′′
3 − l1l

′
3(l

′′
kd

k
3) + l3(l′jc

j
1)(l

′′
kd

k
3)− l3(l′jc

j
3)(l

′′
kd

k
1) = 0,

l2(l′jc
j
3)l

′′
3 − l2l

′
3(l

′′
kd

k
3) + l3(l′jc

j
2)(l

′′
kd

k
3)− l3(l′jc

j
3)(l

′′
kd

k
2) = 0,

l1(l′jc
j
2)(l

′′
kd

k
3)− l1(l′jc

j
3)(l

′′
kd

k
2) + l2(l′jc

j
3)(l

′′
kd

k
1)− l2(l′jc

j
1)(l

′′
kd

k
3)= 0.

Written out explicitly, the components of the corresponding centered affine
trifocal tensor T jk

i are given by

T 11
1 = c1

1d
1
3 − d1

1c
1
3, T 12

1 = c1
1d

2
3 − d2

1c
1
3, T 13

1 = c1
1d

3
3 − d3

1c
1
3 = 0,

T 21
1 = c2

1d
1
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2
3, T 22

1 = c2
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2
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2
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3
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1c
2
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1d
1
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1c
3
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2
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1c
3
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T 11
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3 = 0, T 12
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3 = 0, T 13
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3 = v′2d2
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3 = 0, T 23
3 = v′2d3

3 − v′′3c2
3= −c2

3,
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3 = v′3d1
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3, T 33
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3 − v′′3c3
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(6.11)
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and the relations between point and line correspondences in (6.10) can be
written

T 13
3 x′′ + T 31

3 x′ − T 11
1 x− T 11

2 y= 0,

T 13
3 y′′ + T 32

3 x′ − T 12
1 x− T 12

2 y= 0,

T 23
3 x′′ + T 31

3 y′ − T 21
1 x− T 21

2 y= 0,

T 23
3 y′′ + T 32

3 y′ − T 22
1 x− T 22

2 y= 0, (6.12)
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1T 11

1 + l′1l
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1T 11

1 + l′1l
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1 + l′2l
′′
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1 )= 0. (6.13)

Only two of the three relations in (6.13) are independent, so normally we only
need the first two relations. However, there are cases when the third relation is
needed. We see that the first two relations vanish when l3 = l′3 = l′′3 = 0. This
happens when the 3D line goes through the origin of the world coordinate
system, which in our case is the center of gravity of the 3D points. The third
relation is therefore needed in this particular case, and this is the reason why
we include the third equation when computing the centered affine trifocal
tensor.

The centered affine trifocal tensor has 12 non-zero entries. Due to the
centering of the equations, one point correspondence is redundant. Thus, K
point correspondences and L line correspondences are (generically) sufficient
to compute T jk

i (up to scale) provided that 4(K − 1) + 2L ≥ 11.

6.3 Orientation from the centered affine trifocal ten-
sor

To compute the camera parameters from the affine trifocal tensor, we largely
follow the approach that (Hartley, 1995) uses for three perspective cameras.
The calculations can, however, be simplified with affine cameras. From (6.11)
we directly get

c13 = −T 13
3 , d1

3 = T 31
3 , c23= −T 23

3 , d2
3= T 32

3 . (6.14)
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Given these cj3 and dk3 , the remaining cji and dki can be computed from (6.11)
using




d1
3 −c13

d2
3 −c13

d1
3 −c23

d2
3 −c23

d1
3 −c13

d2
3 −c13

d1
3 −c23

d2
3 −c23







c11
c21
c12
c22
d1
1

d2
1

d1
2

d2
2




=




T 11
1

T 12
1

T 21
1

T 22
1

T 11
2

T 12
2

T 21
2

T 22
2




. (6.15)

The camera matrices are, however, not uniquely determined. The centered
affine trifocal tensor T jk

i in (6.11) is invariant under transformations of the
type

c̃ji = cji + γi c
j
3, d̃ki = dki + γi d

k
3 . (6.16)

With M̄ ′ and M̄ ′′ denoting the upper left 2× 3 sub-matrices of M ′ and M ′′ re-

spectively, this ambiguity implies that both { ˜̄M
′
, ˜̄M

′′
} and {M̄ ′, M̄ ′′} are pos-

sible solutions (with ˜̄M
′′

analogously)

˜̄M
′
=

(
c̃11 c̃12 c̃13
c̃21 c̃22 c̃23

)
=

(
c11 c12 c13
c21 c22 c23

) 
 1

1
γ1 γ2 γ3


 = M̄ ′ Γ. (6.17)

To determine Γ, let us assume that the affine camera model corresponds to
scaled orthographic projection, and that internal calibration is available (5.6).

Then, the camera matrices can be written (with ˜̄M
′′

analogously)

˜̄M
′
= σ′

(
1 0 0
0 1 0

)
R′ = σ′

(
ρ′11 ρ′12 ρ′13
ρ′21 ρ′22 ρ′23

)
, (6.18)

where ρ′j
T
= (ρ′j1, ρ

′j
2, ρ

′j
3) are the row vectors in the three-dimensional rota-

tion matrix R′, while σ′ is a scaling factor. Since the rows of R′ are orthogonal,

ρ′i
jT

ρ′i
k = δjk , where δjk is the Kronecker delta symbol, we have

˜̄M ′ ˜̄M ′T = M̄ ′ΓΓT M̄ ′T = (σ′)2I2×2, (6.19)

where I2×2 represents a unit matrix of size 2× 2. With

ΓΓT =


 1 0 γ1

0 1 γ2

γ1 γ2 γ2
1 + γ2

2 + γ2
3


 =


 1 0 ξ

0 1 η
ξ η ζ


 (6.20)
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we rewrite (6.19) as


2c11c
1
3 2c12c

1
3 (c13)

2 −1 0
c11c

2
3 + c13c

2
1 c12c

2
3 + c13c

2
2 c13c

2
3 0 0

2c21c
2
3 2c22c

2
3 (c23)

2 −1 0
2d1

1d
1
3 2d1

2d
1
3 (d1

3)2 0 −1
d1
1d

2
3 + d1

3d
2
1 d1

2d
2
3 + d1

3d
2
2 d1

3d
2
3 0 0

2d2
1d

2
3 2d2

2d
2
3 (d2

3)
2 0 −1







ξ
η
ζ

(σ′)2

(σ′′)2


 = −




(c11)
2 + (c12)

2

c11c
2
1 + c12c

2
2

(c21)
2 + (c22)

2

(d1
1)2 + (d1

2)2

d1
1d

2
1 + d1

2d
2
2

(d2
1)

2 + (d2
2)

2




(6.21)

Solving this system of equations in the least squares sense gives the vector
(ξ, η, ζ, (σ′)2, (σ′′)2) as a function of cji and dki determined from (6.14) and
(6.15). Then, Γ is given by

Γ =


 1 0 0

0 1 0
γ1 γ2 γ3


 =


 1 0 0

0 1 0
ξ η ±

√
ζ − ξ2 − η2


 , (6.22)

and we estimate the first two rows of R′ in (6.18) by ˜̄M
′
= σ′M̄ ′Γ. The third

row is then easily obtained as the cross product of the first two rows: ρ′3 =
ρ′1 × ρ′2. The ambiguity in the determination of γ3 in Γ corresponds to a
sign change in the last component of the first two rows of R′ and R′′, and a
corresponding sign change in the last row, i.e. the following solutions:

ρ =


 ρ1

1 ρ1
2 ρ1

3

ρ2
1 ρ2

2 ρ2
3

ρ3
1 ρ3

2 ρ3
3


 , ρ̄ =


 ρ1

1 ρ1
2 −ρ1

3

ρ2
1 ρ2

2 −ρ2
3

−ρ3
1 −ρ3

2 ρ3
3


 . (6.23)

This ambiguity reflects the fact that for scaled orthographic projection we can-
not distinguish between positive rotation of a point in front of the center of
rotation and negative rotation of a similar point behind the center of rotation.
To choose between the two possible solutions, we can either assume similar-
ity between adjacent rotations, or use the size variations of the tracked im-
age features as will be described later in Section 8.1. The matrices obtained
from (6.23) depend upon Γ and (ξ, η, ζ, (σ′)2, (σ′′)2) and are not guaranteed to
be orthogonal matrices, since (ξ, η, ζ, (σ′)2, (σ′′)2) is computed from an over-
determined system of equations. Given an estimate ρ of the rotation matrix
R, a singular value decomposition is carried out of ρ, and R is determined
from ρ = UΣV T , which gives R = UV T . This choice minimizes the difference
between ρ and R in the Frobenius norm.

6.4 A few degenerate situations

So far, we have assumed that the configurations of point and line features are
generic. More generally, one may ask what are the degenerate situations, i.e.
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cases where not all image features provide additional information to the com-
putation of motion parameters and for what motions the trifocal constraints
degenarate. The subject of this section is to present some of these degenera-
cies. With the centered camera matrices for the three views

M̄ =
(

c̃11 c̃12 c̃13
c̃21 c̃22 c̃23

)
, M̄ ′ =

(
c11 c12 c13
c21 c22 c23

)
, M̄ ′′ =

(
d1
1 d1

2 d1
3

d2
1 d2

2 d2
3

)
,

(6.24)

the projections p, p′ and p′′ of a world point P = (X,Y, Z)T can be written


 M̄ p

M̄ ′ p′

M̄ ′′ p′′


(

P
−1

)
= 0. (6.25)

Since the left hand matrix has a nontrivial null-space, it can have maximally
rank three and all the 4 × 4 minors must therefore be zero. The linear point
constraints for the centered affine trifocal tensor can be shown to be given
from four independent minors containing two rows of one view and one from
each of the others, see e.g. (Quan et al., 1998).

From the linear point constraint we can draw some conclusions. Given
three points, a new point does not give any additional information to the com-
putation if it can be expressed as linear combinations of the other three points.
More precisely, a new point Pl does not give any additional information if the
4× 4 determinant formed from Pl and three other points Pi, Pj and Pk

∣∣∣∣∣∣∣∣

| | | |
Pi Pj Pk Pl
| | | |

−1 −1 −1 −1

∣∣∣∣∣∣∣∣
(6.26)

is equal to zero. This determinant is equal to zero if the four points lie in
the same plane. Three points do not give enough information to compute the
centered affine trifocal tensor, thus a point configuration is degenerate if all its
points are coplanar.

Let us then assume a line lying in the same plane as three points. Take two
points on the line that determine the line. These points hold more information
than the line itself. From the above discussion on degenerate point configura-
tions, it follows that these two points on the line will not give any additional
constraints for computing the affine trifocal tensor, since the two points must
lie in the same plane as the three points already given. Thus, the line will not
give any additional information for solving the geometric problem, and we
draw the conclusion that complete planar configurations of points and lines
do not give enough information to compute the centered affine trifocal tensor.
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From (6.25), we see that degeneracy also depends on

 M̄

M̄ ′
M̄ ′′


 (6.27)

If this matrix has rank less than three, the 4 × 4 minors will automatically be
zero and the constraints of the centered affine trifocal tensor will degenerate.
The camera matrices depend on the motion of the scene relative to the camera.
In the scaled orthographic camera model, the rows of the camera matrix are
the first two rows of the rotation matrix multiplied by a scale factor. Without
loss of generality, we can set the first rotation matrix to identity. For a pure
rotation in the image plane, i.e. around an axis parallel to the optical axis, the
third column of the camera matrix is zero. If the rotations from the first to
the second frame and from the first to the third frame are both in the image
plane, we have a degenerate situation and cannot compute the centered affine
trifocal tensor from the point and line constraints.
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Chapter 7

Simultaneous factorization of
points and lines

In the previous chapter, we were concerned with motion estimation from im-
age feature correspondences in three affine views. To derive corresponding
motion descriptors from time sequences, we shall in this chapter develop a
factorization approach, which treats point features and line features simulta-
neously. In this way, we shall combine several of the ideas in the factorization
methods for either point features or line features (Tomasi and Kanade, 1992;
Quan and Kanade, 1997; Sturm and Triggs, 1996). The goal is to exploit the
redundancy between point features and line features over multiple frames,
and to avoid the degenerate cases that are likely to occur if we compute three-
dimensional motion using image triplets only.

7.1 Projection model

Let us introduce a slightly different notation than before (and do away with
the Einstein summation convention). The centered affine projection of a three-
dimensional point Pk = (Xk, Yk, Zk)T in image n shall be written

(
xnk
ynk

)
= M̄nPk =

(
− αnT −
− βnT −

) 
 Xk

Yk
Zk


 , (7.1)

while the affine projection of a line Pl = (Xl,0, Yl,0, Zl,0)T + τ(Ul, Vl,Wl)T =
Pl,0 + τQl in image n shall be represented by the directional vector

λnl

(
unl
vnk

)
= M̄nQl =

(
− αnT −
− βnT −

)
 Ul

Vl
Wl


 , (7.2)
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where the suppression of (Xl,0, Yl,0, Zl,0)T and the introduction of the scale
factor λnl account for the fact that the position of the line is unimportant, the
length of (unl , v

n
k ) is unknown, and only the orientation of the line is signifi-

cant.
Given K point correspondences and L line correspondences over N image

frames, we model these measurements together by a matrix G




x1
1 . . . x1

K λ1
1u

1
1 . . . λ1

Lu
1
L

y1
1 . . . y1

K λ1
1v

1
1 . . . λ1

Lv
1
L

...
...

...
...

xN1 . . . xNK λN1 uN1 . . . λNL uNL
yN1 . . . yNK λN1 vN1 . . . λNL vNL




=




− α1T −
− β1T −

...
− αN

T −
− βN

T −





 X1 . . . XK U1 . . . UL

Y1 . . . YK V1 . . . VL
Z1 . . . ZK W1 . . . WL


 . (7.3)

If the scale factors λnl of the lines are known, the measurement matrix G can
be factorized in the same way as described in Section 5.2.3.

7.2 Determination of scale factors

Since the rank of the matrices on the right hand side in (7.3) is maximally
three, it follows that any 4×4-minor must be zero, and we can, for example,
form selections of k, k′, k′′ ∈ [1..K], l ∈ [1..L] and n, n′ ∈ [1..N ], with

∣∣∣∣∣∣∣∣

xnk xnk′ xnk′′ λnl u
n
l

ynk ynk′ ynk′′ λnl v
n
l

xn
′

k xn
′

k′ xn
′

k′′ λn
′

l un
′

l

yn
′

k yn
′

k′ xn
′

k′′ λn
′

l vn
′

l

∣∣∣∣∣∣∣∣
= 0. (7.4)

If we would have K ≥ 4 point correspondences, this would give us up to(
K
3

)(
N
2

)
L linear relationships, out of which a subset could be selected for de-

termining the scale factors λnl from an over-determined system of homoge-
neous linear equations. Approaches closely related to this have been applied
to line features by (Quan and Kanade, 1997) and to point features by (Sturm
and Triggs, 1996).

However, given only three points, these linear relationships degenerate,
since any minor with K = 3 point features is zero (due to centering, all the
K points together will be linearly dependent). The same thing happens when
the points are coplanar, see Section 6.4.
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To determine λnl (totally NL scaling factors) in this case, we instead apply
the affine trifocal tensor to a set of randomly selected triplets of image frames
as a preprocessing stage. In analogy with (Quan and Kanade, 1997) let us for
each such triplet n, n′, n′′ ∈ [1..N ], insert the following shape matrix

 X1 X2 X3

Y1 Y2 Y3

Z1 Z2 Z3


 =


 1 0 0

0 1 0
0 0 1


 (7.5)

into the projection equation (7.3) for K = 3 point features:

Hn,n′,n′′
=




− αnT − λn1u
n
1 . . . λnLu

n
L

− βnT − λn1 v
n
1 . . . λnLv

n
L

− αn
′T − λn

′
1 un

′
1 . . . λn

′
L un

′
L

− βn
′T − λn

′
1 vn

′
1 . . . λnLv

n′
L

− αn
′′T − λn

′′
1 un

′′
1 . . . λn

′′
L un

′′
L

− βn
′′T − λn

′′
1 vn

′′
1 . . . λnLv

n′′
L




. (7.6)

Then, since the rank of the right hand side in (7.3) is maximally three, it fol-
lows that any 4×4-minor of this matrix must be zero. For each line feature
l ∈ [1..L], we consider three algebraically independent minors. Given three
camera matrices M̄n, M̄n′

and M̄n′′
, these minors define three homogeneous

linear relations between λnl , λn
′

l and λn
′′

l for each l ∈ [1..L]. The camera matri-
ces for stating these relations are determined by computing the trifocal tensor
for the corresponding triplets of image features as described in Section 6.3.

From a set of such (randomly selected) triplets, we then for each l define a
homogeneous system of equations of the following type for determining λnl :

DlΛl =




∗ . . . ∗
...

. . .
...

∗ . . . ∗







λ1
l
...

λNl


 =




0
...
0


 .

Three consecutive rows in Dl correspond to one image triplet, and the entries
in the matrix Dl have just been indicated by ’∗’ symbols. In practice, we let
the number of triplets be substantially larger than the number of image frames
(by a factor from 2 to 4). Moreover, a ranking of the image triplets is carried
out based on sorting and thresholding with respect to a condition number.

Then, Λl is determined from the over-constrained system of equations us-
ing a singular value decomposition of Dl:

Dl = UlΣlV
T
l ⇒ Λl = the last row of Vl. (7.7)

The λnl values are inserted into G in (7.3) and a singular value decomposition
is computed G = UGΣGV

T
G . All elements except the three first ones in ΣG are

set to zero to reduce the rank to three.
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7.3 Resolving the motion/structure ambiguity

The ambiguity in the separation of motion information from structure infor-
mation

G̃ = MS = M̂LL−1Ŝ (7.8)

is resolved in a similar fashion as in (Tomasi and Kanade, 1992; Poelman and
Kanade, 1994; Quan, 1996; Quan and Kanade, 1997). We still assume scaled
orthographic projection with no skew and fixed focal length (5.6). The ambi-
guity is solved by forming the matrix

MMT = (M̂L)(M̂L)T = M̂LLT M̂ (7.9)

which according to (6.18) has the following structure

MMT = M̂LLT M̂ =




σ2
1 0
0 σ2

1

. . .
. . .

σ2
N 0
0 σ2

N




. (7.10)

With

M̄n =
(

− αnT −
− βnT −

)
, ˆ̄M

n
=

(
− α̂nT −
− β̂nT −

)
and ˆ̄M

n
L = M̄n

(7.11)

where
{

αnTαn = βnTβn = σ2
n,

αnTβn = 0,
(7.12)

we get the equation

{
α̂nTLLT α̂n − β̂nTLLT β̂n = 0,
α̂nTLLT β̂n = 0.

(7.13)

Introducing

A = LLT =


 a1 a2 a3

a2 a4 a5

a3 a5 a6


 and a = (a1, a2, a3, a4, a5, a6)

T (7.14)
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equation (7.13) can be written

Ba = 0 (7.15)

where we get the components of B from α̂n and β̂n, which we get from M̂n.
The matrix A is formed from a and assuming that it is positive definite, it can
be diagonalised by a Cholesky factorization

A = CΣAC
T = (CΣ1/2

A )(CΣ1/2
A )T (7.16)

which gives L = CΣ1/2
A . From this, we get the camera matricesM = M̂(CΣ1/2

A )
and the structure S = (CΣ1/2

A )−1Ŝ. When M is known, the scale factors of the
camera matrices can be determined (7.12). After division by the scale factors,
M holds the unscaled camera matrices, which for orthographic projection cor-
respond to the first two rows of the rotation matrix for each frame. The rota-
tion R1 for the first frame and the rotation Rm for the last frame are computed
as described in Section 6.3. The relative rotation from the first frame to the last
is then R = RmRT

1 .
As described, the affine projection model gives two possible solutions of

the rotation R and the structure S according to (6.23). The alternatives corre-
spond to the reflection of the structure and motion in the z-plane. The ambi-
guity can be solved using scale information of the features, how this can be
done will be described in Section 8.1.

7.4 Degenerate cases

As discussed in Section 6.4, there are a number of situations where not all
image features provide additional information to the computation of structure
and motion parameters. In this section we will analyse such cases for the
proposed joint factorization of points and lines.

Consider the matrix G with measured point and line features (7.3), factor-
ized as the product G = MS of a matrix M with motion parameters and a
shape matrix S:

M =




− α1T −
− β1T −

...
− αN

T −
− βN

T −




, S =


 X1 . . . XK U1 . . . UL

Y1 . . . YK V1 . . . VL
Z1 . . . ZK W1 . . . WL


 .

(7.17)

Since the rank of any of these matrices is maximally three, we can treat 3 × 3-
minors of lower rank as corresponding to degenerate configurations.
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7.4.1 Degenerate three-dimensional shapes

With respect to the structure matrix, we can thus distinguish four different
cases, depending on the number of point and line features we include when
forming 3 × 3-minors. If all minors found in S are degenerate, which cor-
responds to the determinant being equal to zero, the total configuration is
degenerate.

Three points: A minor with three points in three dimensions
∣∣∣∣∣∣
X1 X2 X3

Y1 Y2 Y3

Z1 Z2 Z3

∣∣∣∣∣∣ (7.18)

is degenerate if the plane through these three points contains the origin. This
is the same situation as for the centered affine trifocal tensor in Section 6.4.
Interesting special cases of this condition include when (i) one of the points is
at the origin, (ii) all three points are on the same line, (iii) two of the points are
on a line through the origin, or (iv) two or more points coincide.

The rationale for the special treatment of the origin is that under affine pro-
jection, the motion of the center of gravity of a three-dimensional point config-
uration is given by the motion of the center of gravity of the two-dimensional
image measurements. Using centered coordinates, the center of gravity co-
incides with the origin, and we can regard the origin as one measurement
implicitly present with all other measurements.

Two points and one line: A minor with two points and one line
∣∣∣∣∣∣
X1 X2 U3

Y1 Y2 V3

Z1 Z2 W3

∣∣∣∣∣∣ (7.19)

is degenerate if the line is contained in the plane through the two points and
the origin. Special cases of this condition (excluding previously listed degen-
eracies) include when: (i) the line is parallel to the line through the two points,
and (ii) the line is parallel to the line through the origin and one of the points.

One point and two lines: A minor with one point and two lines
∣∣∣∣∣∣
X1 U2 U3

Y1 V2 V3

Z1 W2 W3

∣∣∣∣∣∣ (7.20)

is degenerate when the point is contained in the plane spanned by the two
lines and the origin. One special case of this is when the two lines are parallel.
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Three lines: A minor with three lines
∣∣∣∣∣∣
U1 U2 U3

V1 V2 V3

W1 W2 W3

∣∣∣∣∣∣ (7.21)

is degenerate if the three lines are all in the same plane. For this situation, one
could at first expect analogous degeneracies as for the abovementioned situ-
ation with three points. The situation is different for lines, however, for the
following reasons: (i) the length of each line is non-zero, (ii) the end points of
three lines cannot be on the same line if we assume that the lines are normal-
ized to unit length, (iii) the end points of two normalized lines are on a line
through the origin only if they correspond to opposite directions.

Combinations. The abovementioned degeneracies can be combined in an
iterative fashion, leading to successive more complex configurations of multi-
ple points and lines. For example, the previously mentioned situation when
all points and lines are in the same plane is a case that violates the assumption
of the G matrix of rank three.

Remarks I: From an intuitive viewpoint, one would also expect that situa-
tions where a line that goes through a feature point or two lines that intersect
at a feature point would be regarded as degenerate cases. These degeneracies
are, however, not covered by this analysis, since the affine projection model
in (7.3) does not take the position of the line into account. On one hand, the
change in orientation of a line under an affine deformation is independent of
the position of the line, motivating the orientation parameterization of the line
features (7.2). On the other hand, lines do not reposition themselves randomly
when subject to affine deformations. The latter effect is not explicitly modeled
in the present factorization method, while the positions of the lines are in-
cluded (as the third coordinate of the line coordinates) in the point relations
arising from the affine trifocal tensor (6.13).

Remarks II: From the analysis we can conclude that point and line features
extracted from man-made objects will often lead to a high level of degeneracy
concerning the mutual relations between point and line features. Hence, the
image measurements may not contribute as much geometrically to the problem
as one might expect from a generic viewpoint. Nevertheless, such measure-
ments can be expected to contribute statistically, in a similar manner as mul-
tiple measurements of the same physical structure may reduce the effective
noise level in the image measurements.
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7.4.2 Degenerate three-dimensional motions

To determine degenerate motions we study the 3 × 3 minors of the matrix M
in (7.17), keeping in mind that the camera matrices are scaled versions of the
first two rows of the rotation matrix in the case of orthographic projection.

We directly see that pure rotation around the optical axis (the Z-axis) con-
stitutes a degenerate case since the third column of the camera matrix is zero.
If the rotation in the sequence is only around the optical axis, all the minors of
M will be zero and the assumption of G having rank three is violated, which
meanns that the method cannot recover the 3D structure of the object (com-
pare with the analysis in Section 6.4).
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Chapter 8

A scheme for motion recovery
from extended sequences of
point and line
correspondences

Based on the theory presented in Chapter 6 and 7, this chapter will show how
motion recovery from extended sequences of point and line correspondences
can be done in practice. The chapter describes a number of practical issues
such as the need for relative weighting of the point and line constraints when
solving the geometric parameters. Experimental results on synthetic and real
objects will be presented.

8.1 Resolving the mirror ambiguity using scale in-
formation

As described in Section 6.3, the affine projection model gives two possible
solutions of the rotation R and the structure S according to (6.23). These alter-
native solutions correspond to the reflection of the structure and motion in the
z-plane and are called R̄ and S̄. The ambiguity can be solved using the scale
information of the tracked features and the scale factors σ from the camera
matrices.

One choice of rotation matrix R gives a structure for the whole feature
configuration according to Chapter 7. Column k of S, denoted Sk, gives the
structure sk for point k. With R′ and R′′ denoting the rotations in two frames,
the depth of point k is given by z′k and z′′k in
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 x′

k

y′k
z′k


 = R′sk,


 x′′

k

y′′k
z′′k


 = R′′sk. (8.1)

Let the scales of the corresponding point features be denoted t′k and t′′k , and
let σ′, σ′′ denote the scale factors of the camera matrices.

If the depth zk is larger than z′′k , we assume that the relative increase in
scale of feature k is larger than the relative increase in scale of the whole con-
figuration and vice versa. That is, one of the conditions

(
(z′′k > z′k) and

(
t′′k
t′k

>
σ′′

σ′

))
or

(
(z′′k < z′k) and

(
t′′k
t′k

<
σ′′

σ′

))
(8.2)

must be satisfied if the structure S and the rotations R′ and R′′ are true. Oth-
erwise, we choose the other solution (S̄, R̄′, R̄′′), corresponding to a simulta-
neous reflection of the structure and all rotations.

These conditions are tested for all points in the configuration and a voting
scheme determines which structure and motion should be chosen.

8.2 Relative weighting of point and line constraints

The presence of localization errors in the point and line features in the pro-
posed scheme will affect the different equations in the scheme in different
ways. In order to make the computations numerically sound and stable, we
will here make an effort to understand and correctly treat the equations aris-
ing from the geometric constraints. The equations in the scheme for rotation
estimation from point and line correspondences are linear and throughout the
scheme we solve them using linear minimization methods. We will explain
what minimizations are done to solve the systems, what assumptions are im-
plied by these minimizations and how we can avoid unnecessary violations
of the assumptions by weighting the components of the systems properly.

The equations to be solved are in general over-determined and of two
types, Ax = b and Ax = 0. Such equations can be solved by minimizing
the residuals ||b−Ax||2 and ||Ax||2, respectively. For the systems to be solved
without bias by these least square minimizations, the digressions due to noise
in the elements of A or b should be independent, zero-mean and have the
same variance. For the vector x to be the Maximum Likelihood (ML) solution
of the system, the digressions should also be Gaussian distributed. This means
for example that the rows of A should be weighted such that the variance of
the noise is (approximately) equal in all rows. It also means that ideally, all
components should be present in all equations. This is hard to accomplish in
practice, since many of the equations used to set up the systems don’t contain
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all components. In general, the entries in A or b originate directly or indirectly
from the point and line coordinates in the image. Noise is present through
localization errors of the point and line features. There are many reasons why
localization errors occur, and the assumption of an isotropic Gaussian distri-
bution can truly be questioned. However, noise modeling is very hard because
of the many affecting factors that have to be taken into account and the simpli-
fied assumption about an isotropic Gaussian distribution of localization errors
is commonly used in structure-from-motion work.

Moreover, the noise in the different components is normally not indepen-
dent. There can be in-frame dependencies in the localization errors of the
features due to e.g lightning condition, motion blur etc. There can also be
inter-frame dependencies, since different projections of the same feature may
have correlated noise. If the covariances are known, in-frame or inter-frame
dependencies could be taken care of by minimizing a weighted residual, cor-
responding to using a weighted distance instead of the Euclidean distance.
Anisotropic localization errors can be taken care of in a similar way using the
covariances of the errors in the image coordinates.

The system Ax = 0 is normally solved by singular value decomposition
(SVD), finding the solution as the eigenvector of ATA that corresponds to
the smallest eigenvalue. We thus minimize ||Ax||2 =

√
xTATAx, which cor-

responds to orthogonal regression or total least squares minimization if the
noise in A is zero-mean, isotropic and uncorrelated. If we weight the rows
and columns of A, the residual that we minimize is ||ΛrAΛcx||2, where Λr and
Λc are diagonal matrices holding the weights of the rows and the columns
respectively. This acts as a simplified pre-conditioning of the problem.

Line parameterization. Since the line coordinates will show up in many
equations, we start by describing how they are determined. A 2D line l has
three homogeneous coordinates l1, l2, l3, a line l through a point p fulfills the
equation l1p1 + l2p2 + l3p3 = 0. It is clear that the l1, l2 describe the direction
of the line while l3 defines the position. We have chosen to normalize the di-
rection through |(l1l2)| = 1. Then, |l3| equals the orthogonal distance from the
line to the origin.

Noise model. We make the simplified assumption about additive zero-mean
Gaussian noise in the two coordinates x, y of the point features and in the three
line coordinates l1, l2, l3. We also assume that the variance of the localization
errors is equal in x, y and l3, and in l1, l2.

8.2.1 Computing the centered affine trifocal tensor

When calculating the elements of the centered affine trifocal tensor described
in Chapter 6 from equations (6.12) and (6.13), we get a system of the form
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Ax = 0, where A contains 4 rows per point and 3 rows per line (out of which
two are independent in the generic case). As mentioned earlier, the magni-
tude of the line parameter l3 equals the distance from the line to the origin.
Since l3 appears in all entries of the first two line equations, these entries will
have approximately the same noise distribution as the entries corresponding
to the point equations. The lack of l3 components in the third line equations,
however, requires that it is properly weighted relative to the other equations.
The 4 equations per point have 16 components and the third line equation has
8 components. In order to get approximately the same variance of the compo-
nents of the third line equations, we choose to weight the third equations such
that

||Ap||Fro√
16P

=
||Al3||Fro√

8L
, (8.3)

where Ap are the rows of A corresponding to the point equations, Al3 are
the rows corresponding to the third equation of each line, and P , L are the
numbers of points and lines. The motivation for this particular weighting is
that it gives the same average magnitude of the squared components in all
equations. To illustrate the effect of the weighting, we made experiments on
synthetic data. We used a configuration with 3 equidistant points and 3 lines,
distributed such that all features were not in the same plane, while all the
lines passed through the centroid of the 3 points. As discussed in Chapter 6,
rotation estimation from this configuration requires the third line in equation
(6.13). From a random initial pose, the configuration was subjected to a ro-
tation around the Y -axis, perpendicular to the optical axis, and three ortho-
graphic projections of the configuration were selected. The positions of the
features in the images were perturbed by additive Gaussian noise according
to the description in Section 8.3.1. The rotation was estimated using the cen-
tered affine trifocal tensor and the errors in the rotation angles, defined in
Section 8.3.1.1, are shown in Table 8.1. The table shows average results over
10 experiments. The errors are clearly smaller when the third line equation
is weighted as described above, which illustrates the importance of relative
weighting of the equations.

A possible extension would be to use weighted least squares minimization
here to give higher relative significance to equations corresponding to lines
with high directional reliability based on the anisotropy of the line features.

8.2.2 Finding scale factors of lines prior to factorization

Before the joint factorization of points and lines in (7.3) can be performed, the
scale factors λji have to be determined through the minors of (7.6), forming an
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Rotation error (degrees)
∆θ ∆φ

Weighted 2.03 2.83
Unweighted 35.2 17.4

Table 8.1: Accuracy of rotation estimates for a synthetic object consisting of
3 points and 3 lines and with added noise of level ν = 0.01. The table shows
the rotation angular accuracy with and without the proposed weighting of the
third line equation. The results are averages over 10 experiments.

equation like

DlΛl =




∗ . . . ∗
...

. . .
...

∗ . . . ∗







λ1
l
...

λNl


 =




0
...
0


 .

The left hand side matrix is sparse and some columns have few entries due
to the random selection of image triplets described in Chapter 7. The system
is solved using SVD, finding the eigenvector of DT

l Dl corresponding to the
smallest eigenvalue. Noisy data combined with sparse entries of Dl could
cause min ||DlΛl||2 to approximately equal the length of the shortest column
vector of Dl, thus enforcing a solution vector Λl with one dominant element.
We avoid this selection of the shortest column vector by letting all column vec-
tors have equal length, thus normalizing the columns of Dl prior to SVD and
afterwards multiplying the elements of the solution vector by the normaliza-
tion factors. This treatment clearly violates the abovementioned assumptions
of equal variance, but produces more stable solutions.

8.2.3 Simultaneous factorization of points and lines

In the simultaneous factorization of points and lines, it is important to treat the
point and line data approximately equally. In order to obtain approximately
the same error distribution in all columns of the measurement matrix G in
(7.3), we divide the columns corresponding to the point features in G, by a
factor w.

w =
√
L ∗ ||Gp||Fro√
P ∗ ||GL||Fro

(8.4)

where GP is the part of G holding the point feature coordinates, GL is the part
holding the direction of the line features and P , L are the number of points and
lines. After factorization into G = MS, we multiply the part of the structure
matrix S that holds the 3D positions of the point features by w. This treatment
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gives the same average magnitude of the squared components in all columns.
To illustrate the effect of the column weighting, we made experiments on syn-
thetic data. In each experiment, a random configuration of 4 points and 4 lines
was subjected to a rotation around the Y -axis, perpendicular to the optical
axis. The diameter of the object in 3D was about 200 pixels. Orthographic
projections of the configuration were computed with 4 degrees between each
frame. The positions of the features in the images were perturbed by addi-
tive Gaussian noise according to the description in Section 8.3.1. The rotation
was estimated using the using the proposed factorization scheme and the er-
rors in the rotation after 30 frames1 are shown in Table 8.2. The table shows
average results over 20 experiments. The errors are clearly smaller when the
columns are weighted as described above, which shows the importance of
relative weighting of point and line data.

Rotation error (degrees)
∆θ ∆φ

Weighted 1.24 2.24
Unweighted 6.89 6.73

Table 8.2: Accuracy of rotation estimates for a random synthetic object con-
sisting of 4 points and 4 lines and with added noise of level ν = 0.02. The
table shows the rotation angular accuracy with and without the proposed rel-
ative weighting of point and line columns. The results are averages over 20
experiments.

8.2.4 Related work

The importance of treating the algorithms for structure and motion estimation
in a statistically correct way cannot be questioned. During the last years, there
have been a small but increasing number of works that study and discuss the
validity of implicit assumptions concerning the noise models in different al-
gorithms. As one example, (Shapiro, 1995) briefly discussed the noise models
in the factorization method of (Tomasi and Kanade, 1992) and noted that zero-
mean, independent, isotropic noise is assumed. A more thorough analysis on
the same subject was made by (Kanatani, 1998), who also formulated a solu-
tion in the case of anisotropic and frame-dependent noise. In order to handle
anisotropic noise in practice, (Morris and Kanade, 1998) proposed an iterative
algorithm based on the factorization method. Concerning the estimation of
the fundamental matrix, (Mühlich and Mester, 1998) made a thorough statis-
tical analysis of the non-iterative algorithm proposed in (Hartley, 1995).

1Here the scale factors of the lines were determined directly after 30 frames, and not in the
iterative way that will be described later in Section 8.3.1
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In this section, we have discussed the assumptions about localization er-
rors that are implied by the proposed scheme. We have also made a coarse
attempt to validate the assumption about uniformly distributed noise by a
relative weighting of the components in the equations. As mentioned, the
assumptions about isotropic and independent feature localization errors are
seldom correct, but there is a trade-off between simple algorithms and com-
plex models. As can be seen in the abovementioned references, more accurate
noise models normally lead to more complex, and often iterative, algorithms.
In this work we have avoided such algorithms because of the more complex
nature and sensitivity to multiple local minima. If desired, however, the pre-
sented schemes can be extended in this direction.

8.3 Experiments on synthetic data

When using the abovementioned methodology for estimating the structure
and motion of an unknown object, we can expect the convergence properties
and the numerical accuracy to be influenced by several factors:

• the three-dimensional structure of the object,

• its three-dimensional motion,

• the validity of the affine approximation of the perspective mapping, and

• the localization errors of the image features.

Specifically, we can expect that the numerical accuracy will increase with the
number of available image features as well as how many independent views
are seen. Moreover, we can expect the performance to decrease as the perspec-
tive effects become larger and if the localization errors are large compared to
the inter-frame motions.

Ideally, it would of be best to have compact closed-form expressions that
characterize how different types of errors propagate from the input to the out-
put. Since, however, we can expect such a theoretical analysis to be rather
complex, we will in this section present a systematic experimental study, to
determine empirical performance bounds for each of the abovementioned fac-
tors.

8.3.1 Experimental methodology

To investigate the properties of the abovementioned framework for comput-
ing structure and motion, we shall first carry out investigations on synthetic
data, which are generated by the following procedure: A three-dimensional
point and line model is generated. Two types of synthetic test objects will be
considered:
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• random selection of K points and L lines from a Gaussian distribution,

• a qualitative hand model with four fingers.

The intention behind the first choice is to consider a large number of different
shapes, such that performance values will not be specifically shape depen-
dent. The second test object is selected because of the specific application in
vision-based human-computer interaction we are interested in. Moreover, the
performance of the method in the minimal case of 3 point and 3 line is studied
for this particular test object. The experimental protocol we will follow is to
subject each test object to a smooth three-dimensional rotation, around a fixed
axis of rotation. For each frame, a perspective projection is computed, and
noise is added in the image domain.

For point features, the positions of the image features are perturbed by
additive white Gaussian with standard deviation Σ, determined to be propor-
tional to the size of the object in the image domain, measured as a factor ν
times the maximum distance between the point features to the centroid of all
the image points. For line features, the disturbances are introduced by repre-
senting each line by two endpoints, and then disturbing the two end points
independently. All lines have the same length in three dimensions, and the
uncertainty will therefore be relatively higher for lines that are parallel to the
viewing direction.

Concerning the computation of the scale factors of the lines we will, unless
otherwise stated, use the tensor-based method described in Section 7.2. The
set of equations for determining the scale factors are increased in an iterative
way. For each consecutive frame, the set of equations is increased by adding
new equations derived from new triplets of images, where each new triplet
includes the present frame. In this way, we can reuse equations and avoid the
computations of a completely new set of equations for each frame.

8.3.1.1 Error measures

Motion estimates. To measure errors in the estimated rotations, we intro-
duce the following error measures:

• ∆θ is the angle between the real eigenvector u of the true rotation matrix
and the real eigenvector v of the estimated rotation matrix

cos(∆θ) =
uT v

|u||v| (8.5)

• ∆φ is the difference between the estimated and the real rotation around
this rotation axis, in other words

∆φ =

∣∣∣∣∣arccos(
uT⊥Ru⊥
|u⊥|2

)− arccos(
vT⊥R̂v⊥
|v⊥|2

)

∣∣∣∣∣ (8.6)
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where R̂ is the estimated rotation and u⊥ and v⊥ are arbitrary vectors in
the planes orthogonal to u and v, respectively.

In graphs, we shall usually display the Euclidean sum of θ and φ,

∆ϕ =
√
∆θ2 +∆φ2, (8.7)

which serves as a rough estimate of an upper bound on ∆θ and ∆φ.

Structure estimates. When measuring errors in the estimated three-dimensional
structure, we form the following error measures:

• For points: the Euclidean sum of the difference between the true and the
estimated three-dimensional points coordinates (Xk, Yk, Zk)T , respec-
tively, i.e.

dP (X̂,X) =

∥∥∥∥∥∥
X̂1 −X1 . . . X̂K −XK

Ŷ1 − Y1 . . . ŶK − YK
Ẑ1 − Z1 . . . ẐK − ZK

∥∥∥∥∥∥
2

. (8.8)

• For lines: the Euclidean sum of the difference between the true and the
estimated normalized line coordinates (Ul, Vl,Wl)T with U2

l +V 2
l +W 2

l =
1, i.e.

dL(Û , U) =

∥∥∥∥∥∥
Û1 − U1 . . . ÛL − UL

V̂1 − V1 . . . V̂L − VL
Ŵ1 −W1 . . . ŴL −WL

∥∥∥∥∥∥
2

. (8.9)

To make the structure errors invariant to scalings and rotations, the point
structure matrices are first normalized to unit Frobenius norm. Then, the es-
timated structure is aligned to the true structure using the rotation that mini-
mizes the above point structure error measure.

Dimensionless error measures for structure estimates. The abovementioned
normalization of the estimate structure matrices in (8.8) and (8.9) to unit Frobe-
nius norm corresponds to introducing the following relative error measures

εSP =
dP (X̂,X)
dP (X̂, 0)

, εSL =
dL(Û , U)
dL(Û , 0)

, (8.10)

which are less specifically dependent on the size of the object and the number
of object features than dP (X̂,X) and dL(Û , U). To simplify graphical presen-
tation, we shall often display the composed structure error measure

εSC = εSP + εSL. (8.11)
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8.3.2 Experiments on random point and line configurations

8.3.2.1 Influence of feature localization errors

To investigate the influence of noise on the convergence properties and the
accuracy of the structure and motion estimates, we considered synthetic data
generated by an orthographic projection model. Four points and four lines
were randomly selected from a Gaussian distribution, this object was subject
to a rotation around the vertical Y -axis, perpendicular to the optical axis, with
a rotation of 4 degrees between successive frames. For each frame, an ortho-
graphic projection was computed and noise was added to the image features,
with standard deviation proportional to the size of the object as described
above. Three different noise levels ν = 0.02, 0.05 and 0.10 were investi-
gated, basically corresponding to localization errors with standard deviations
of 2 pixels, 5 pixels and 10 pixels, respectively, if we assume that the object
occupies 200 pixels in the image domain. For a smaller size object occupying
say 50 pixels, these noise levels correspond to localization errors of about half
a pixel, one pixel and two pixels, respectively.

For each noise level, this procedure was repeated for 10 randomly selected
configurations, and Figure 8.1 shows the average rotation error measure ∆ϕ,
the average point structure error measure εSP and the average line structure
error measure εSL at each frame. Figure 8.2 shows the average rotation error
and the average combined point and line structure error for five, seven and
ten points and lines. As can be seen, the error measures decrease rapidly with
the number of image frames, reflecting the fact that the motion and structure
estimates become more accurate as more views of the object have been seen.2

Specifically, the rotation error measure decreases in a similar way as the point
structure measure. In view of the fact that the structure of the object has fewer
degrees of freedom than all its rotation states, we can thus interpret an accu-
rate estimation of the object shape as a prerequisite for computing accurate
object pose. Moreover, the error measures reach an approximate steady-state
after about 25-30 frames, when the object has rotated by altogether 90-120 de-
grees, and the error measures in steady-state are roughly proportional to ν.

8.3.2.2 Influence of number of image features

To investigate the influence of the number of image features, we then varied
the number of image features and randomly selected 4, 5, 7 and 10 points and
lines. In all other respects, the experimental conditions were the same as in
Section 8.3.2.1. Figure 8.3 shows the results for noise levels ν = 0.02, 0.05 and
0.10, respectively.

2To avoid the initial transient effects, the calculations were started only after 10 frames, when
the object had rotated totally 40 degrees.



8.3. Experiments on synthetic data 105

Rotation error ∆ϕ

10 15 20 25 30 35 40 45
0

10

20

30

40

50

60

70

frame

ro
ta

tio
n 

er
ro

r,
 p

hi
+

th
et

a 
(E

uc
lid

ea
n 

su
m

)

10 random configurations of

−.− noise 0.10

−− noise 0.05

− noise 0.02

4 points, 4 lines

Point structure error εSP Line structure error εSL

10 15 20 25 30 35 40 45
0

0.05

0.1

0.15

0.2

0.25

0.3

0.35

0.4

frame

po
in

t e
rr

or

10 random configurations of

−.− noise 0.10

−− noise 0.05

− noise 0.02

4 points, 4 lines

10 15 20 25 30 35 40 45
0

0.05

0.1

0.15

0.2

0.25

frame

lin
e 

er
ro

r

10 random configurations of

−.− noise 0.10

−− noise 0.05

− noise 0.02

4 points, 4 lines

Figure 8.1: Influence of noise in the image domain on rotation and structure
estimates for the orthographic projection of synthetic test objects with four
points and lines. The error measures are averages over 10 random selections
of points and lines from a thresholded normal distribution. The rotation is 4
degrees per frame. Note how the accuracy increases with the object motion,
and see the text for further explanations.

As can be seen, the error measures decrease with the number of image fea-
tures, indicating that both the rotation and the structure estimates will be more
accurate as more image features are available and the over-determinacy in the
equations thus increases. Specifically, the ability of the scheme to converge for
highly noisy image data is also higher when the number of image features is
large.
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Rotation error ∆ϕ Composed structure error εSC
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Figure 8.2: Influence of noise in the image domain on rotation and structure
estimates for the orthographic projection of synthetic test objects with five,
seven and ten points and lines. Rotation 4 degrees/frame.
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Figure 8.3: Influence of the number of image features on rotation and struc-
ture estimates for the orthographic projection of synthetic test objects at noise
levels ν = 0.02, 0.05 and 0.10.
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Figure 8.4: Influence of perspective effects on rotation and structure estimates
for synthetic test objects without noise. The distance to the object is 0.7, 1.2,
2.0 and 4.0 m.
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Figure 8.5: Influence of perspective effects on rotation and structure estimates
for synthetic test objects at different noise levels. The distance to the object is
1.2 m, and the number of image features is 4, 7 and 10 points and lines.
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Figure 8.6: Influence of perspective effects and noise, the distance to the object
is 1.2 m, and the number of image features is 4, 5, 7 and 10 points and lines.
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Figure 8.7: Errors in rotation and structure estimates when increasing and
decreasing the inter-frame motion, using a test object with 7 points and 7 lines
under orthographic projection and noise level ν = 0.02.
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8.3.2.3 Influence of perspective effects

To investigate the influence of perspective effects, let us next replace the ortho-
graphic projection model by perspective projection. Initially let us consider a
test object with 4 points and 4 lines having a diameter rescaled to d = 10 cm,
and viewed at distances of D = 0.7 m, 1.2 m, 2.0 m and 4.0 m, respectively3.
The intention behind these viewing conditions is to consider an object with
the approximate size of a hand viewed by a computer equipped with a cam-
era in an office environment. In all other respects, the experimental conditions
are the same as described in Section 8.3.2.2.

Figure 8.4 shows results in the noise free case, showing how the errors in
the rotation and the structure estimates depend on the viewing distance D for
a configuration of 4, 7 and 10 points and lines. Figure 8.5 shows corresponding
results at a fixed viewing distance of D = 1.2, while the noise level assumes
the values ν = 0.0, 0.02, 0.05 and 0.10.

As can be seen, the influence by perspective effects is significant at small
viewing distances, while the influence decreases as the distance to the object
gets larger. When we add noise to the input, the errors are initially larger,
while in steady-state the scheme reaches a level that roughly corresponds to
the maximum of the errors due to noise and perspective effects.

Figure 8.6 shows the results of varying the number of image features, again
at a viewing distance of D = 1.2 m and for two different noise levels ν = 0.02
and 0.05. As we can see the errors decrease fast when more image features are
used.

8.3.2.4 Influence of temporal sampling density

So far, the three-dimensional motion has been the same in all experiments — a
rotation of 4 degrees per frame around the Y -axis, perpendicular to the optical
axis. To investigate the influence of temporal sampling density, we shall in this
section simulate a change of temporal sampling by changing the inter-frame
motion to 2, 3 and 8 degrees. The results in Figure 8.7 show that besides initial
transient effects when the number of image frames is small, the accuracy of
the results is mainly determined by the total motion. Hence, we can without
serious loss of information expect to use a rather coarse temporal sampling to
speed up computations, once we have an accurate estimate of the object shape.
The convergence is, however, slightly faster when the temporal sampling is
dense, since more measurements are used in the least squares estimation.

3The focal length of the camera is not important here, since the noise level is proportional to
the size of the object in the image.
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8.3.3 Dependency on object shape

In all our previous experiments, we have randomly selected points and lines
from a normal distribution, and thresholded out points that are either too far
away from the origin or too close, in order to get a test object of a well-defined
size. By defining test objects from a random process, we have also ensured
that, with probability one, no degenerate situations occur in the noise-free
case, and that we cover objects of a variety of different shapes. When adding
noise, close-to-degenerate structures and motion combinations (see Section 6.4
and 7.4) will give rise to degenerate-like behaviors which will strongly affect
the convergence. That has been the case in several of the experiments shown
in the previous section. We have a special interest in answering under what
circumstances the proposed method could estimate the rotation of a human
hand. With the question in mind, we shall in this section present experimental
results for a more specific object shape; a set of almost co-planar points and
fixed lines that to some extent reflects the qualitative shape of a human hand.

8.3.3.1 Almost co-planar points

As mentioned earlier, when discussing degenerate cases in Section 6.4 and 7.4,
the general algorithm will fail when the object is completely planar, i.e when
all points are co-planar and all lines are parallel to that plane. Going back to
the question if we could estimate the rotation of a human hand and assum-
ing that we in some way could use feature correspondences extracted from
the fingers (lines) and fingertips (points), the rotation estimation would then
not be possible if the hand was kept in a flat posture with all fingers in the
same plane. The flat hand posture could be avoided, but it is probable that
the fingertips are still close to coplanar. The fast method of computing the
scale factors of the lines prior to the factorization as described in Chapter 7, is
based on the assumption that no triplet of object points defines a plane that
goes through the origin of the centered configuration. When all points are
coplanar, the fast method will therefore fail. The other method for computing
the scale factors of the lines uses the computed camera matrices from the tri-
focal tensor and is therefore less sensitive to planar point configurations. In
a first experiment, we want to compare the performance of the two methods
for a point configuration that is almost planar. We choose a test object with
4 points and zero or 4 lines as shown in Figure 8.8. The points are equally
distributed on a circle of diameter 1, thus forming a square. The 4th point is
located at a height h above the circle plane. The 4 lines go from each of the 4
object points to a common point of intersection. The distance from the inter-
section to any point of the square equals the length of the side of the square.
The object is randomly oriented in 3D before it is rotated around the Y -axis,
perpendicular to the optical axis.

In the first experiment, we let h vary between 0.05 and 0.2, the noise level
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Figure 8.8: Synthetic test object with close to planar point-structure.

is set to 0.02 and the orthographic projection model is used. Figure 8.9 shows
the errors in the estimated structure and rotation when using the two different
methods for determining the scale factors of the lines. As we expect, the trifo-
cal tensor-based method is clearly superior when the point-structure is closer
to planar (h = 0.05), while the difference between the errors of the two meth-
ods gets smaller when the point structure of the object gets more non-planar
(h = 0.2). In the second experiment, we want to investigate the influence of
perspective effects and noise on the fixed structure and concentrate on close to
planar point structures using the trifocal tensor-based method for estimating
the scale factors of the lines. Figure 8.10 shows the result from perspective
effects on rotation and structure estimation for h = 0.05, the distance to the
object varies from 0.7 m to 2.0 m with no noise in the feature localization. The
perspective effects on the rotation and structure errors are less here than in the
random configurations in Figure 8.4. The reason is the close-to-planar struc-
ture of the object which makes the errors caused by perspective effects more
dependent on the view direction than in the experiments with random struc-
tures. Figure 8.11 shows the result for the same object with orthographic pro-
jection and added noise ν = 0.02, 0.05 and 0.10. Convergence is not reached
for ν = 0.10 and the structure and motion errors for ν = 0.05 are significantly
higher than the errors from perspective effects in Figure 8.10. The results in
Figure 8.11 implies that for this structure, we cannot expect convergence for
noise level ν = 0.10 at any distance. Next, we study the influence of both noise
and perspective effects on the test object with close to planar point structure
(h = 0.05). Figure 8.12 shows the errors in rotation and structure estimates for
the noise levels ν = 0.02, 0.05 and the distance 0.7 m, 1.2 m and 2.0 m. For
the noise level ν = 0.02 the perspective effects on the structure and rotation
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Figure 8.9: Influence of close to planar point structure for the synthetic object
in Figure 8.8 when using the two different methods for computing the scale
factors of the lines described in the text. The graphs show the errors in rotation
and structure estimates for h = 0.05, 0.1 and 0.2, the projection is orthographic
and the noise level is ν = 0.02.
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Figure 8.10: Influence of perspective effects for a synthetic test object with
close to planar point structure (h = 0.05 in the noise free case. The graphs
show errors in the rotation and structure estimates when the distance to the
object is 0.7 m, 1.2 m and 2.0 m.
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Figure 8.11: Influence of noise in the image domain for a synthetic test object
with close to planar point structure (h = 0.05). The graphs show errors in the
rotation and structure estimates for the noise levels ν = 0.02, 0.05 and 0.10
with orthographic projection.

errors are clearly visible. For ν = 0.05 however, the effects of the noise on the
rotation error dominate the perspective effects.
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Figure 8.12: Influence of noise and perspective effects for a synthetic test object
with close to planar point structure (h = 0.05). The graphs show errors in the
rotation and structure estimates for the noise levels ν = 0.02 and 0.05 when
the distance to the object is 0.7 m, 1.2 m and 2.0 m.

8.3.3.2 A minimal case with 3 points and 3 lines

One minimal set of points and line correspondences for computing structure
and motion using the method we propose is 3 lines and 3 points. Naturally,
such minimal configurations will be very sensitive to degenerate situations
and that is the reason why we did not study the case in the experiments on
random configurations of K points and L lines. However, if we choose the
first 3 points and the first 3 lines of the synthetic test object in Figure 8.8, we get
a minimal configuration with non-degenerate structure. This configuration
was first given a random orientation and was then subjected to a rotation as
described in the last experiment. Figure 8.13 shows the effect of noise on the
structure and rotation estimates for orthographic projection and noise levels
ν = 0.01, 0.02 and 0.05. The errors in the rotation and structure estimates are
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clearly larger than the corresponding errors for the object with 4 points and 4
lines shown in Figure 8.11.
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Figure 8.13: Influence of noise in the image domain for the synthetic test object
3 points and 3 lines described in the text. The graphs show errors in the rota-
tion and structure estimates for the noise levels ν = 0.01, 0.02 and 0.05 with
orthographic projection.

8.3.4 Conclusions from the synthetic experiments

The goal of Section 8.3 has been to investigate the influence of set of parame-
ters on the performance of the proposed method for motion estimation from
point and line correspondences. We have studied the influence of feature lo-
calization errors, the amount of rotation, the number of available feature cor-
respondences, perspective effects and co-planarity of the point structure.

From the simulation experiments on random configurations we can first of
all draw the expected conclusions that the errors in the rotation estimates de-
crease with (i) decreasing noise level, (ii) decreasing perspective effects, (iii) in-
creasing rotation out of the image plane and (iv) increasing number of feature
correspondences used in the computations.

The experiments in Section 8.3.2.1, illustrating the influences of noise in the
image domain, show a course of convergence in the estimated 3D structure of
the object when the object is rotated out of the image plane, i.e around an axis
perpendicular to the optical axis. We see in Section 8.3.2.4 that the amount of
rotation is crucial for the convergence, convergence is reached after approxi-
mately the same rotation independently of the inter-frame motion. The errors
in the structure estimate and the rotation estimate, depend on the noise level.

Concerning quantitative numbers, one may ask what conditions must be
met for the system to reach a certain accuracy. Studying the noise sensitivity
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of the random configuration under orthographic projection, the experiments
in Section 8.3.2.1 show that 5 or more points and lines are needed to get rota-
tion errors below 10 degrees when ν = 0.10 or below 5 degrees for ν = 0.05.
If we want the rotation error caused by perspective effects to not exceed 5 de-
grees, Section 8.3.2.3 shows that the object should be at a distance of more than
10 times the size of the object. Section 8.3.2.3 also shows that combining noise
and perspective effects, for an object at a distance of 12 times the object size
we need 7 or more points and lines to get a rotation error below 5 degrees at
the noise level ν = 0.05.

The conclusions above were all drawn from the experiments with random
configurations. The accuracy of the structure and motion estimation is also
highly dependent on the specific 3D structure of the object. In order to evalu-
ate the performance of the method in a specific application, we made simula-
tions with a set of specific object shapes. The specific application we have in
mind includes the estimation of the rotation of a human hand. We assume that
line correspondences can be extracted from the fingers and point features from
the fingertips. We believe that in such case, the point structure can be expected
to be close to planar. We therefore studied a certain object shape including 4
points and 4 lines to investigate the effect of an almost planar point structure
corresponding to a qualitative model of a human hand posture. The proposed
fast method for estimating the scale factors of the lines had severe problems
for the close-to-planar structure. For these kinds of planar point structures, we
should therefore use the method based on the affine trifocal tensor. If the per-
spective effects are small (see above), and the noise level is less than ν = 0.05
(corresponding to feature localization errors of 5 pixels if the object size in the
image is 200 pixels), we can expect the error in the estimated rotation to be
below 5 degrees after convergence. Concerning the convergence, we should
bear in mind that the structure estimate has not converged and should there-
fore not be trusted until we have reached a sufficiently large rotation out of
the image plane. For the noise level ν = 0.05, the rotation around an axis per-
pendicular to the optical axis has to exceed 90-120 degrees before the rotation
error becomes reasonable stable, see Figure 8.12. We also studied a minimal
case for estimating rotation and structure with the proposed scheme by taking
the first 3 points and lines from the configuration in Figure 8.8. We see from
the experiments in Section 8.3.3.2 that we cannot expect a rotation error below
5 degrees if the noise level is above ν = 0.02. The studied minimal configura-
tion is clearly more noise sensitive than the original configuration in Figure 8.8
and this indicates that a minimum of 4 points and 4 lines should be used in
the application.
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8.4 Experiments on real image data

Our next step is to apply the proposed scheme for motion estimation on real
image data obtained from feature correspondences in an extended image se-
quence. With the idea of a human-computer interface based on hand rota-
tions and given the conclusions from the experiments on synthetic data in
Section 8.3, we use a sequence of a rotating, hand shaped object on which
4 ridge features and 4 blob features are extracted. The ridges and blobs are
tracked using the scheme for feature tracking with automatic scale selection
described in Chapter 2. The left columns of Figure 8.14-8.16 show snapshots
from the sequence. The tracked blobs are illustrated by circles and the tracked
ridges are illustrated by ellipses, the sizes of the circles and the ellipses reflect
the selected scales of the features. The tracked blobs give point correspon-
dences and the tracked ridges give line correspondences. The direction of the
lines are given from the principal axes of the corresponding ellipses. The fea-
ture trajectories are the input to the motion estimation scheme and the scale
information from the tracker is used to resolve the mirror ambiguity in the es-
timated rotation as described in Section 8.1. The estimated rotations are shown
after convergence in the right columns of the figures. Since no ground truth
is available, the results are illustrated by subjecting a three-dimensional cube
to the estimated rotations. The high contrast of the object relative to the back-
ground reduces feature localization errors and makes the convergence of the
structure estimate stable. Referring to the experiments on synthetic data, the
perspective effects are small since the diameter of the object is approximately
0.1 m and the distance to the object is 1.0 − 1.5 m. The figures show how the
3D cube rotates in a similar way as the object.
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Feature trajectories Estimated rotation

Figure 8.14: Estimates of relative orientation from points and line correspon-
dences. The left column shows point features and line features obtained from
a feature tracker with automatic scale selection. The right column shows the
result of computing changes in 3D orientation using the joint factorization
of point and line features. The results are illustrated by subjecting a three-
dimensional cube to the estimated rotations.
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Feature trajectories Estimated rotation

Figure 8.15: Estimates of relative orientation from points and line correspon-
dences. (continued)
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Feature trajectories Estimated rotation

Figure 8.16: Estimates of relative orientation from points and line correspon-
dences. (continued)
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Chapter 9

Summary and discussion:
Part II

The aim of the second part of the thesis has been to present a framework for
computing structure and motion from point and line correspondences over
multiple affine views. This framework is closely connected to and builds upon
several previous works concerning the affine projection model together with
perspective point and line correspondences as can be modeled by the trifocal
tensor. It also builds upon factorization approaches for affine and perspective
projection.

We propose that the (centered) affine trifocal tensor constitutes a tool to
model point and line correspondences in triplets of affine views (Chapter 6).
This extends the advances of previous works and we show how the trifocal
affine tensor relates to the perspective trilinear tensor. Indeed, the algebraic
structure of the affine trifocal tensor can be mapped to the algebraic structure
of the perspective trilinear tensor. The centered affine trifocal tensor makes
it possible to explore sparse sets of point and line features, since it contains
12 non-zero coefficients compared to the 27 coefficients in the trilinear tensor.
The computation of motion parameters from the affine trifocal sensor (Sec-
tion 6.3) is also more straightforward. Closely related formulations of this
affine trifocal tensor, see (Bretzner and Lindeberg, 1998), was presented simul-
taneously and independently by (Kahl and Heyden, 1998b), (Mendonca and
Cipolla, 1998) and (Quan et al., 1998).

To capture point and line correspondences in dense time sequences, we
have also applied a factorization approach (Chapter 7), to which the affine tri-
focal tensor serves as an important processing step for computing the scaling
factors of line correspondences when three or less point correspondences are
available. When four or more point correspondences are given, these scaling
factors can be determined directly from a system of linear equations. The joint
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factorization approach was presented in (Bretzner and Lindeberg, 1998), a
similar approach was developed simultaneously and independently by (Kahl
and Heyden, 1998b; Kahl and Heyden, 1998a).

The abovementioned theory has been combined with a framework for fea-
ture tracking with automatic scale selection (Chapter 2), which has the attrac-
tive property that it adapts the scale levels to the local image structure and
allows image features to be tracked over large size variations. The extended
feature trajectories obtained in this way allow for higher accuracy in the mo-
tion estimates, since the relative influence of position errors decreases as the
motion gets larger over time. The scale information associated with the image
features also resolves the inherent reversal ambiguity of scaled orthographic
projection.

We have discussed the assumption about localization errors that is implied
by the proposed scheme. The assumption is that the errors are zero-mean,
isotropic, independent and uniformly distributed, and these assumptions can-
not be expected to hold in real world situations. To extend the domain of
applicability by obtaining approximately equal variance in the localization er-
rors of the point and line features, we have proposed a relative weighting of
the corresponding components in the equations. As discussed in Section 8.2,
there are openings for more refined algorithms in this respect, however, at the
cost of a possibly higher complexity.

With a specific application to human-computer interaction in mind, we
have used the scheme to estimate the rotation of hand-shaped objects, both
with synthetic and real image data. From the synthetic experiments we have
estimated approximate bounds for the amount of rotation, the perspective ef-
fects and the noise level in the feature localization to make the estimated struc-
ture converge. The results from applying the scheme to real image data show
that the accuracy of the rotation estimates from the features tracked on our
test object is high enough to be used for controlling a visualization as demon-
strated in Figure 8.14. It remains to be seen if the same kinds of features can be
tracked in sequences of a real hand and in such case, if the feature localization
errors are small enough for the estimated structure to converge and the rota-
tion error to be sufficiently small for i.e. visualization purposes. This is going
to be explored in the next part of the thesis.

A major limitation of this and other factorization methods for estimating
structure and motion from N features in M frames is that they require corre-
spondences for all N features in all M frames. Broken trajectories and new
trajectories can therefore not be handled in a straightforward way without
adding extra mechanisms. However, if motion estimation is our primary goal,
we could consider fixing the structure after convergence and use it for motion
estimation in the following frames. It is also natural to let the fixed structure
guide the feature tracker to allow for the handling of temporal occlusions, mis-
matches etc. If the 3D structure of the object can be expected to change over
time, which could be the case for a human hand in a fixed pose, the structure



125

has to be re-estimated from time to time in order to keep the accuracy of the
motion estimate at a high level.

The problem of making structure and motion estimations robust to outliers
in the set of feature correspondences has been studied in many works, see e.g.
(Torr, 1995). The factorization scheme in its current form does not allow for
any straightforward exclusion of single feature correspondences. The robust-
ness to outliers could however possibly be improved by removing frames,
based on the residual of the backprojected structure in each frame.
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Part III

An application to
human-computer interfacing
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Chapter 10

Visual human-computer
interfaces based on hand
signs or gestures: Overview

In this last part of the thesis, we will explore how the proposed methods for
tracking and motion estimation presented in the first two parts can be com-
bined in an application for human-computer interaction based on hand mo-
tions. This chapter will give a brief overview of previous works on vision
based human- computer interfaces dealing with hand signs or gestures. The
following chapter will present the present state of the proposed application
called “the 3D hand-mouse”.

The monitoring and interpretation of human activity is a field in computer
vision that has got increasing attention over the last ten years. This is partly
motivated by the fact that computers have become available for a wide range
of non-expert users who require new and convenient methods of interaction.
Humans have developed different ways to communicate with each other in a
multi-modal fashion. Speech is complemented by gestures and facial expres-
sions to make communication more efficient and reduce the risk of misun-
derstandings. Visual human-computer interaction is attractive since it allows
the user to communicate with the computer by the means of gestures and
facial expressions. Another motivation for automatic monitoring and anal-
ysis of human actions comes from the surveillance field, where automation
would reduce costs significally. The main focus of computer vision research
has therefore mainly been on three areas: (i) the tracking and interpretation of
full body motions, (ii) face and gaze tracking and interpretation of facial ex-
pressions and (iii) hand tracking and recognition of hand signs and gestures.
Overviews of human motion analysis in computer vision have recently been
done by (Gavrila, 1999) and (Aggarwal and Cai, 1999). A collection of works
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in visual human-computer interaction can be found in the recent book edited
by (Cipolla and Pentland, 1998) and in the proceedings of the conferences on
Face and Gesture Recognition in Zurich 1995, Killington 1996 and Nara 1998.
Here, we want to focus mainly on the third area, dealing with postures and
motions of a human hand.

Some works perform the analysis on single images or use information
from a small number of frames. These include model-based tracking and pose
recognition. Applications are shown for recognition of static and simple tem-
poral gestures for, e.g. visual control. Some works concentrate on developing
tools for analysis of more complex motions with applications to recognition of
temporal gestures.

3D models. One approach for hand posture analysis and recognition is to
build elaborate 3D hand models and match them to image data. Such models
with motion constraints have been studied by (Lee and Kunii, 1995; Regh and
Kanade, 1995; Kuch and Huang, 1995; Heap and Hogg, 1996; Yasumuro et al.,
1999; Shimada et al., 1998). The recovery of the 3D pose parameters from
the models and 2-D monocular image data involves inverse kinematics and is
often ill-posed. The initialization problem is, if approached, computationally
expensive. Works studying model-based 3D pose recovery of bodies or body
parts from monocular sequences have been done by e.g. (Bregler and Malik,
1998; Filova et al., 1998; Leventon and Freeman, 1998).

View-based models. Concerning view-based methods, graph-like represen-
tations for hand posture classification have been developed by (Triesch and
von der Malsburg, 1996) and been used in human-robot interaction (Triesch
and von der Malsburg, 1998). A hierarchical feature-based model suitable
for hand tracking has been proposed here in Chapter 3. Human pose recog-
nition based on silhouettes have been studied by (Haritaoglu et al., 1998a).
Appearance-based methods related to eigenimages (Turk and Pentland, 1991)
for hand segmentation, tracking and sign recognition, have been used by (Cui
and Weng, 1996; Black and Jepson, 1998b).

The recognition of well-defined, simple temporal gestures in constrained
environments have been studied in a number of works. The demands for
more complex hand models are here relaxed. Skin color segmentation is com-
monly used to segment the hand from the background, examples can be found
in (Ahmad, 1995; Kjeldsen and Kender, 1995; Maggioni and Kämmerer, 1998).
(Freeman and Weissman, 1995) used templates describing histograms of local
image orientation for hand tracking to control a television set. The approach
was later extended with image moments for 2-D orientation recovery and
used for computer game interfaces in (Freeman et al., 1996). Gloves, mark-
ers or similar equipment is sometimes used to simplify the segmentation and
motion estimation problems. Most of the works presented here do however
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not use such equipment.
The use of multiple cameras simplifies the 3D pose and motion recovery.

(Cipolla and Hollinghurst, 1996) used stereo and active contours to track the
position and 3D pointing direction of a hand for robot guiding purposes.

There are many interesting works in model-based tracking of full human
bodies and body parts, some of them have been done by (Hogg, 1983; Leung
and Yang, 1995; Pentland, 1995; Wren and Pentland, 1998; Haritaoglu et al.,
1998b).

Motion analysis. To recognize complex temporal gestures from information
extracted in a frame-by-frame manner, we need some mechanism for the tem-
poral interpretation. A temporal gesture describes a pattern in the spatio-
temporal domain. For humans it is normally impossible to perform exactly
the same gesture or pattern twice, and this has to be taken into account in
the recognition/matching step. A common approach is to first represent the
detected motion in a reduced parameter space. This can be done through ex-
plicit motion models and/or techniques based on principal component anal-
ysis (PCA) on the spatio-temporal data. The motions are then matched in
the reduced space either directly as done by (Yacoob and Black, 1999) or, if
the probabilities of the different motions are learned, using methods based on
hidden Markov models (HMM), see (Wilson et al., 1997; Darrell et al., 1997).
HMM-based techniques have been found powerful for similar temporal pat-
tern matching problems in e.g. speech recognition. If the probabilities of the
different motions are known, they can also be used to improve the robustness
of the tracking. The condensation algorithm, see (Isard and Blake, 1998b), of-
fers a straightforward and elegant way of such tracking improvment. (Black
and Jepson, 1998a) used a method based on the condensation algorithm for
gesture classification from 2-D trajectories. The method generates motion hy-
potheses from learned probalistics of multiple motion models to simultane-
ously track and recognize motions. A similar approach has been used in an
integrated system for human-computer interaction in an office environment
(Black, Berard, Jepson, Newman, Saund, Socher and Taylor, 1998). Another
approach to motion analysis was presented by (Davis and Bobick, 1997) and
used temporal templates based on motion energy to recognize human activi-
ties. Gloves and similar equipment is sometimes used to simplify the segmen-
tation and motion estimation problems.

(Quek, 1995) studied the behavioural and perceptual aspects of hand ges-
tures and built a model of gestural taxonomy for visual interfaces.

Other overviews of computer vision for gesture-based human-computer
interaction can be found in (Huang and Pavlovic, 1995) and (Pavlovic et al.,
1997).
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Chapter 11

The 3D hand-mouse

In this chapter we will show how we, with components described in earlier
chapters, can build vital parts of a human-computer interface for visual trans-
mission of 3D rotation information (Lindeberg and Bretzner, 1998). We will
show examples of the performance of the proposed method and discuss nec-
essary extensions to make it work in real-time in unconstrained environments.

The proposed method recovers relative 3D orientation from monocular im-
age sequences of a human hand. The previous chapter presented an overview
of visual human-computer interfaces based on hand gestures. The closest re-
lated work we have found in this field is the work by (Cipolla and Hollinghurst,
1996). They recovered relative 3D orientation from stereo, using image pairs
of a pointing finger. Absolute orientation was reached if the ground plane
constraint is given.

The motivation for capturing motions as mediated by a human hand is
to use the motion information for controlling other computerized equipment.
Examples of potential applications include (i) interaction with visualization
systems and virtual environments, (ii) control of mechanical systems and
(iii) immaterial remote control functionality for consumer electronics.

11.1 The components

An overview of the components of the proposed interfacing method is shown
in Figure 11.1. The object tracking module is based on the feature tracking
method with automatic scale selection presented in Chapter 2 and incorpo-
rates a qualitative feature hierarchy as described in Chapter 3. The module
uses the same features and the same relation parameters as in the examples
of hand tracking shown in Chapter 3. The fingers are tracked as ridges and
the fingertips as blobs. The information from the object tracking module is fed
to the motion estimation module. The motion estimation module applies the
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scheme for motion recovery from point and line correspondences described in
Chapter 8. The module gets the point correspondences from the positions of
the tracked fingertips and the line correspondences are given from the tracked
fingers. The line direction is given from the largest eigenvector of second mo-
ment matrix at the ridge as described in Section 3.2.1. For each trajectory, the
tracking module provides the motion estimation module with scale informa-
tion, which is used to resolve the mirror ambiguity described in Section 6.3.
The estimated 3D rotation parameters are then used to e.g. control a visualiza-
tion. If desired, the rotation parameters can be complemented by translation
parameters obtained from the motion of the center of gravity of the feature
set. Since the motion estimation requires a rigid object, the user must keep the
structure of the hand as fixed as possible. Moreover, referring to Section 7.4
discussing degenerate cases, the fingertips and the fingers must not lie in the
same plane. This can be avoided if the user points his or her fingers in differ-
ent directions without keeping the hand flat.

Feature tracking with automatic scale selection Qualitative feature hierarchy

Motion estimation

Image sequence

Object tracking

+ scale information

+ line orientations

Point and line feature trajectories

3D rotation parameters

Visualisation, Robot control etc.

Figure 11.1: The components of the proposed human-computer interface.
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Hand motion Estimated rotation

Figure 11.2: 3D rotations estimated from the motion of a human hand. The
left column shows the motion of the hand while the right column shows the
result of computing changes in 3D orientation using the joint factorization of
point and line features detected and tracked in the sequence. The results are
illustrated by subjecting a three-dimensional cube to the estimated rotations.
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Hand motion Estimated rotation

Figure 11.3: 3D rotations estimated from the motion of a human hand. (con-
tinued)
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11.2 Experiments

We applied the proposed method on a sequence of a rotating hand. The con-
clusions drawn from experiments on synthetic data in Chapter 8 tell us that
the minimal case of 3 points and 3 lines is very sensitive to noise in the feature
localizations. For the hand shaped object, it was shown that 4 points and 4
lines gave considerably better results for realistic noise levels, for example a
rotation error of approximately 5 degrees for a (Gaussian) noise level corre-
sponding to 5 pixels if the size of the object in the image is 200 pixels. We
therefore chose to let the object tracker track four fingers and four fingertips
from which the rotations are estimated. Figure 11.2-11.3 show snapshots from
the sequence in the left columns and estimated rotation in the right columns.
The distance to the hand was 1.0-1.5 m. Since no ground truth was given,
the results are illustrated by subjecting a three-dimensional cube to the rota-
tions estimates computed after convergence of the estimated structure. From
the figures we can see how the motion of the cube mimics the motion of the
hand. This effect is more apparent when the images are shown as a temporal
sequence.
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Chapter 12

Summary and discussion:
Part III

The aim of the last part of the thesis has been to explore the possibility of
building useful parts of a human-computer interface by combining the object
tracking in Part I with the scheme for motion estimation in Part II. We have
demonstrated how such an integrated computer vision application with non-
trivial functionality can be constructed from a set of conceptually very clear
components: (i) basic scale-space operations (Chapter 1), (ii) a feature tracking
functionality (Chapter 2), (iii) a graph based object representation (Chapter 3),
and (iv) a generic framework for affine multi-view geometry (Chapters 6-8).

The 3D hand mouse Specifically, we have considered a problem in human-
computer interaction of transferring three-dimensional orientation to a com-
puter using no other equipment than the operator’s own hand. We have used
the estimated orientation to control a visualization which is one of many po-
tential applications. Contrary to the more common approach of using de-
tailed geometric hand models, we have here illustrated how changes in three-
dimensional orientation can be computed using a qualitative model, based on
blob features and ridge features from four fingers. Whereas a more detailed
model could possibly allow for higher accuracy in the motion estimates, the
simplicity and the generic nature of this combined module for motion estima-
tion makes it straightforward to implement and lends itself easily to exten-
sions to other problems.

The presented work is promising, but there are a number of necessary ex-
tensions that have to be incorporated to make the interface work in real-time
in unconstrained environments. The segmentation problem has deliberately
been made easy in the experiments by using a dark background. For more
general backgrounds, a segmentation based on other cues, e.g. skin colour,
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is most likely necessary. As discussed in Chapter 9, the motion estimation
scheme requires extensions in order to work in a real-time application. We
would for example need to automatically detect convergence of the estimated
structure. The experiments have shown that for the estimated structure to
converge, a kind of initialization stage is needed under which a sufficiently
large rotation out of the image plane is performed. Once the structure can be
considered fixed and assuming that it stays that way, the rotation could be
estimated in a much simpler way and be less sensitive to occlusions. The esti-
mated 3D structure could be fed back to the tracking module in order improve
the ability to handle occlusions and make predictions of feature motions. In
order to allow for small changes in structure over time, the structure estimate
has to be updated frequently.

The use of a small number of features makes the rotation estimate for a
frame sensitive to feature localization errors in that frame. Temporal filtering
of the rotation parameters would reduce such spurious rotation errors.

A vital prerequisite for the currently presented method to work is that the
operator keeps his or her hand in a fixed pose avoiding a flat hand and point-
ing with at least 4 fingers. It could be argued that this is not a realistic require-
ment on the operator. If we update the structure estimate regularly, see the
discussion above, we could allow for small changes in pose and still keep the
accuracy of the rotation estimate.
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