
Prefetching for the Kilo-
Instruction Processor 

 

MATHEREY BRACAMONTE 

 

KTH ROYAL INSTITUTE OF TECHNOLOGY  

I N F O R M A T IO N  A N D  C O M M U N I C A T I O N  T E C H N O L O G Y  

DEGREE PROJECT IN INFORMATION AND COMMUNICATION TECHNOLOGY, 

SECOND LEVEL 

STOCKHOLM, SWEDEN 2015 



 



 

 
 

Prefetching for the Kilo-Instruction 
Processor 

 

MATHEREY BRACAMONTE 

2015-03-04 

Master’s Thesis 

Examiner 
Mats Brorsson 

Academic adviser 
Mateo Valero, BSC 

 

KTH Royal Institute of Technology 

School of Information and Communication Technology (ICT) 

Department of Communication Systems 

SE-100 44 Stockholm, Sweden 



 



Prefetching for the
 Kilo-Instruction processor

MATHEREY BRACAMONTE

Microelectronics and Information Technology Department (IMIT), The Royal Institute of Technology (KTH),
Stockholm, Sweden

Abstract.- The large latency of memory accesses in modern computer systems is a  
key obstacle to achieving high processor utilization. Techniques to reduce or tolerate  
large  memory  latencies  become  essential  for  achieving  high  processor  utilization.  
Prefetch is one of the most widely studied mechanisms at literature. This mechanism  
predicts  the future effective addresses of loads to bring in advance their data to the  
upper  and faster  levels  of  the memory hierarchy.  Another  technique  to  alleviate  the  
memory gap is the out-of-order commit, implemented in the Kilo-Instruction processors.  
This technique is based on the fact that independent instructions of a delinquent load can  
be executed even if the data for that load is not still available. The goal of this thesis  
project  is  to study a stride prefetching mechanism built  on top of a Kilo-Instruction  
processor.  I  implemented  the stride prefetching mechanism on SimpleScalar  3.0 and  
evaluate several sets of prefetch parameters by simulating them in a Kilo-instruction  
processor  environment  using  the  SPEC2000  benchmarks.  The  results  show  that  the  
prefetching scheme effectively eliminates a major portion of data access penalty for a  
uniprocessor  environment  but  provides  less  than  15%  speedup  improvement  when  
applied to the Kilo-Instruction processor.

1. Introduction

The  memory  wall  is  a  very  well-known problem in  current  and  even  future 
processors. 

The long latencies accessing the main memory and the in-order nature of  the 
commit stage make the processor stall for long periods due to the lack of entries in 
the instruction window (reorder buffer, ROB). These stall times penalize dramatically 
the  performance  of  processors  because  any  instruction  can  be  executed  until  the 
blocking memory reference is completed.

Prefetch  is  one  of  the  most  widely  studied  mechanisms  at  literature.  This 
mechanism predicts the future effective addresses of loads to bring in advance their 
data to the upper and faster levels of the memory hierarchy. Another technique to 
alleviate  the  memory  gap  is  the  out-of-order  commit,  implemented  in  the  kilo-
instruction  processors.  This  technique  is  based  on  the  fact  that  independent 



instructions of a delinquent load can be executed even if the data for that load is not 
still available.
Advanced checkpointing mechanisms are provided to allow thousands of  in-flight 
instructions  in  the  processor  thanks  to  the  early  release  of  entries  in  the  reorder 
buffer. 

The goal of this thesis project is to study a stride prefetching mechanism built on 
top of a kilo-instruction processor. In particular, how prefetch can help to improve the 
performance in scenarios where the size of the instruction window is not an important
factor. The organization of the rest of this thesis is as follows. Section 2 presents a 
background of cache memories and data prefetching.  Section 3 surveys the Kilo- 
Instruction  processor.  Section  4  describes  the  implementation  of  the  Stride 
Prefetching mechanism. Section 5 describes the evaluation methodology. Section 6 
contains simulation results. Finally, section 7 presents the conclusions.

2. Background

We start this section with a brief description of cache memories, non-blocking 
caches and data prefetching.

2.1. Cache Memories

The use of cache memory hierarchies has been the most important technique to 
reduce the performance gap between the processor and the memory. Cache is the 
name given to the first level of the memory hierarchy encountered once the address 
leaves the CPU. When the CPU finds a requested item in the cache,  a  cache hit 
occurs otherwise it will occur a cache miss. But caches cannot always contain all of 
the addresses requested by the microprocessor even when they are properly designed; 
incurring significant amount of cache misses.

The cache misses are divided into three classes: conflict misses, capacity misses
and compulsory misses [1].

Conflict misses occur when multiple memory lines map to a single cache line. 
Many conflict misses can be avoided by utilizing set-associative caches.  Capacity 
misses occur because the cache is not large enough to contain all the blocks needed 
during execution of a program. Compulsory or cold-start misses are those occurring 
in all cache designs, they occur because a memory line is being referenced for the 
first time.

2.1.1. Non-blocking Caches

For pipelined computers that allow out-of-order completion, the CPU need not 
stall  on  a  cache  miss.  The  CPU  could  continue  fetching  instructions  from  the 



instruction cache while waiting for the data cache to return the missing data. This is 
the main goal of non-blocking caches. Non-blocking caches were originally proposed 
by  Kroft  [2].  In  his  design,  these  features  were  included:  1)  non-blocking  load 
operations,  2) non-blocking write operations and 3) cache capability for servicing 
multiple cache miss requests. In order to allow non-blocking operations and multiple 
misses, Kroft introduced Miss Information/Status Holding Registers (MSHRs) that 
are used to record the information pertaining to the outstanding requests.

A non-blocking cache  or  lockup-free cache  escalates  the potential  benefits  of 
such a scheme by allowing the data cache to continue to supply cache hits during a 
miss ''hit under miss'' or overlapping multiple misses ''miss under miss''. In that way 
nonblocking caches  effectively  reduce  the miss  penalty by overlapping execution 
with memory access.

For  this  study,  non-blocking  support  is  critical  to  implementing  the  stride 
prefetching mechanism.

2.2. Data prefetching

Data prefetching is one of the techniques used to reduce or hide the large latency 
of  main-memory  accesses.  It  has  been  proposed  to  reduce  the  frequency  of 
compulsory and capacity misses. This technique brings in advance data for memory 
instructions  to  the  upper  and  faster  levels  of  the  memory hierarchy.  Rather  than 
waiting for a cache miss to initiate a memory fetch, data prefetching anticipates such 
misses issuing a speculative prefetch access to the memory system in advance of the 
effective memory reference. This prefetch access is overlapped with instructions of 
the  program  to  hide  as  much  as  possible  the  latency  of  the  effective  memory 
instruction. Ideally, the prefetch will complete just in time to access the needed data 
in the cache reducing in this manner drastically the latency of the effective memory 
instruction.

On the other  hand,  secondary effects  such as cache pollution (a  prefetch that 
causes a miss in the cache that would not have occurred if prefetching was not in 
use), and increased memory bandwidth requirements can penalize the performance of 
a system that employs a prefetch strategy.

Prefetching strategies are diverse, and no single strategy has yet been proposed 
that provides optimal performance. Prefetching can be either hardware-based [3, 4], 
software-based [5, 6, 7, 8], or a combination of both.

2.2.1. Software Data Prefetching

A common mechanism for initiating a data prefetch is an explicit fetch instruction 
issued by the processor [9,10]. Fetch instructions may be added by the programmer or 
by the compiler during an optimisation pass. A fetch specifies the address of a data 
word to be brought into cache space. When the fetch instruction is executed, this 
address is simply passed on to the memory system without forcing the processor to 



wait for a response. The cache responds to the fetch in a way similar to an ordinary 
load instruction with the exception that the referenced word is not forwarded to the 
processor after it has been cached. In this way the latency of main memory accesses 
is hidden by overlapping computation with memory accesses resulting in a reduction 
in overall run time.

Fetches  are  non-blocking  memory  operations  and  therefore  require  a  non-
blocking cache that allows prefetches to bypass other outstanding memory operations 
in the cache.

Most of the complexity of this approach lies in the judicious placement of fetch 
instructions within the target application. Prefetch scheduling is the task of choosing 
where in the program to place a fetch instruction relative to the matching load or store
instruction.

Software data prefetching has the advantage of utilizing global information to 
identify memory address most likely to miss from the cache. One disadvantage is that 
it imposes an instruction overhead caused by the prefetch instruction and it will occur 
an execution cost even if the data is already in the cache.

2.2.2. Hardware Data Prefetching

There are several ways of implementing hardware prefetch support to a system 
without the need for programmer or compiler intervention.

Sequential  data  prefetching  methods  are  amongst  the  simplest  and  oldest  of 
prefetching techniques. This approach prefetches the next sequential line, i+1, when 
detecting a cache miss  of  line  i and can take advantage of  spatial  locality.  They 
require  no  modifications  to  existing  programs,  and  can  be  implemented  with 
relatively modest hardware.

The drawback of this method is that it could lead to a lot of unused data in the 
cache, as it prefetches the next cache line on every miss.

Another technique is the stride prefetching, this method examines the stream of 
demanded addresses in order to detect fixed strides. If a stride is found, a prefetch 
operation is triggered for the access address +  stride size whenever a cache miss 
occurs. This approach requires the previous address used by the memory instruction 
to be stored along with the last detected stride.

The main  advantages  of  the  hardware-based  approach are  that  prefetches  are 
handled dynamically, utilizing run-time information without compiler intervention, 
instruction  overhead  is  completely  eliminated  and  that  code  compatibility  is 
preserved.

However, it has been noted that hardware-based prefetching often generates more 
unnecessary  prefetches  than  software  prefetching.  Extra  hardware  resources  and 
additional bandwidth are also required.

In  this  thesis  project,  a  hardware-based  prefetching  with  arbitrary  strides  is 
implemented.



3. A Survey of The Kilo-Instruction Processor

3.1. Introduction

Microprocessor  speed  improves  at  a  much  higher  rate  than  memory  access 
latency; it is a serious limitation to the performance achievable by future micropro-
cessors.

Well-known  techniques  have  been  proposed  to  deal  with  the  main  memory 
latency, like cache hierarchies or data prefetching, but they do not completely solve 
the problem, which has become one of the most important limiting factors for the 
performance of high-frequency microprocessors.

Modern  out-of-order  processors  tolerate  long-latency  memory  operations  by 
supporting a large number of in-flight instructions. But, since the design of larger 
instruction windows is not simple another mechanisms to allow thousands of in-flight
instructions must be supplied.

The  kilo-instruction  processor  is  an  out-of-order  processor  and  an  affordable 
architecture able to tolerate the memory access latency by supporting thousands of in-
flight instructions [11].

The  kilo-instruction  processor  is  supported  by  a  selective  checkpointing 
mechanism.  This  mechanism allows instructions  to  commit  out  of  order,  making 
affordable small reorder buffers behave as larger ones.

To improve the performance of a kilo-processor, techniques such as multi-level 
instruction queues, late allocation and early release of registers, and early release of 
load/store queue entries, are included.

3.2. Critical Resources

A processor  able  to  maintain  thousands  in-flight  instructions  can  overlap  the 
latency of a load instruction that access to the main memory with the execution of 
subsequent independent instructions, that is, the processor can hide the main memory 
access latency by executing useful work.

However maintaining a high number of in-flight instructions requires scaling-up 
critical  processor  structures  like  the  reorder  buffer,  the  physical  register  file,  the 
instruction queues, and the load/store queue. This is not affordable not only due to 
area and power consumption limitations, but also because these structures will likely 
affect the processor cycle time.

The  Kilo-instruction  architecture  relies  on  an  intelligent  use  of  the  processor 
resources, avoiding the above mention scalability problems.



3.3. Multi-Checkpointing

The ROB can be understood as a history window of all the in-flight instructions.
Instructions are inserted in-order into the ROB after they are fetched and decoded.
Instructions are also removed in-order  from the ROB when they commit,  that  is, 
when they finish executing and update the architectural state of the processor.

In-order  ensures  that  program semantics  is  kept.  It  also  provides  support  for 
precise  exceptions  and  interrupts.  However,  in-order  is  a  serious  problem in  the 
presence of large memory access latencies, for example when a load arrives to the 
head of the ROB, it blocks the in-order commit, and no later instruction will commit  
until the load finishes. Part of these cycles can be devoted to do useful work, but the 
ROB will become full soon, stalling the processor during several hundreds cycles.

The Kilo-Instruction architecture solves this problem by replacing the ROB with 
a multi-checkpointing mechanism. The use of selective checkpointing allows Kilo- 
Instruction processors to maintain program semantics and support precise exceptions
and interrupts.

Checkpointing is a well-established and used technique for restoring the correct
architectural state of the processor after misspeculations or exceptions [12].

A checkpoint can be though of as a snapshot of the state of the processor, which 
is  taken at  a  specific  instruction of  the program being executed.  This  checkpoint 
contains all the information required to recover the architectural state and continue 
execution from that point.

Several factors should be taken in consideration for its design like for example, a) 
the amount  of  in-flight  checkpoints  that  the  processor  should  maintain.  A higher 
amount off checkpoints reduces the penalty of the recovery process, since it is more 
likely that there is a checkpoint near an instruction that causes a misprediction or an 
exception.  Nevertheless,  a  higher  amount  of  checkpoints  also  increases  the 
implementation cost. And b) what kind of instruction should be checkpointed? Some 
instructions are better candidates than others. Current processors, for example, take 
checkpoints  at  branch  instructions  in  order  to  minimize  the  branch misprediction 
penalty.

The Kilo-Instruction processor decides to take a new checkpoint if one of the
following three levels is exceeded [13].

1. At the first branch after 64 instructions.
2. After 64 store instructions.
3. As a fallback case, after 512 instructions.

Other mechanism can take checkpoints at other types of instructions, according to
their needs.

Figure 1 shows an example of this mechanism process.



FIGURE 1. - The Multicheckpointing Process.

In general, there always exists at least one checkpoint in the processor (timeline 
A). The processor fetches and issues instructions, taking new checkpoints as needed. 
Every  decoded  instruction  is  associated  to  the  most  recent  checkpoint,  and  each 
checkpoint keeps a count of its instruction group. If an instruction is miss-speculated
or an exception occurs (timeline B), the processor flushes all instructions from the 
associated checkpoint, and starts again execution from there. On other hand, when an
instruction finishes, its checkpoint's instruction counter is decremented. If the count 
reaches zero, all instructions associated to the checkpoint have executed (timeline C).
At that point, the checkpoint is released, its resources are freed, and its instruction 
group is effectively merged with the preceding instruction group (timeline D).

The  multi-checkpointing  mechanism  enables  the  possibility  of  committing 
instruction  out-of-  order  and  overlap  large  memory  access  latencies  with  the 
execution  of  thousands of  following instructions  without  requiring an  impractical 
centralized  ROB  structure  with  thousands  of  entries.  In  spite  of  this,  the  Kilo-
Instruction processor keeps a small ROB-like structure called the pseudo-ROB [14]. 
This structure has the same functionality of a ROB with the difference that when the 
decoded instructions reach the head, they are removed at a fixed rate, not depending 
on  their  state.  So  a  checkpoint  is  only  generated,  if  it  is  necessary,  when  the 
instruction leaves the pseudo-ROB.

In addition, multi-checkpointing makes it possible to early manage the entries of 
the instruction queues.

3.4. Instruction Queue Management

When the instructions are inserted in the ROB, they are also inserted at the same 
time in their  corresponding instruction queue.  Each instruction should  wait  in  an 
instruction queue until they are issued for execution, it means until its input operands
are ready and a functional unit is available to start its execution.



Not all instructions behave in the same way. Therefore instructions are divided in 
two groups: blocked-short instructions, when they are waiting for a functional unit or 
for results from short-latency operations, and blocked-long instructions when they are 
waiting for some long-latency instruction to complete. Since these instructions take a
very long time (a load instruction that misses in the second level cache), keeping 
them in the instruction queues just take away issue lots from other instructions that 
will be executed more quickly.

This fact not only restricts the exploitable instruction-level parallelism, but also 
greatly  increases  the  probability  of  stalling  the  processor  due  to  full  instruction 
queues, which severely limits the achievable performance.

In the context of a processor able to support thousands of in-flight instructions, 
blocked-long instructions cause a serious scalability problem, since the instruction 
queues will need a high number of entries to be able to keep all the instructions that 
are waiting for issue, which is definitely going to affect the cycle time [15].

The Kilo-instruction processor solves this problem by taking advantage of the 
different waiting times of the instructions in the queue, which is shown in Figure 2.

FIGURE 2. - The Slow Lane Instruction Queue.

After renamed instructions are inserted in both the ROB and the conventional 
instruction  queue  (step  1)  this  technique  proceeds  to  detect  the  blocked-long 
instructions. This detection is done by the hardware devoted to check the second level 
cache tags, therefore there is no need to wait until the cache access is fully resolved. 
These instructions are removed from the instruction queues and stored in order in a 
secondary buffer, where they would stay until there is any need for them to return to 
their  corresponding instruction queues.  This  simple FIFO-structure is  called Slow 
Lane Instruction Queue (SLIQ) [14]. In order to simplify the implementation, this 
instruction movement is actually done invalidating the instructions in the instruction
queues and inserting them in the SLIQ from the pseudo-ROB (step 2).



Finally, when the long-latency operation that blocked the instructions is resolved, 
they  are  removed  from  the  SLIQ  and  inserted  back  into  their  corresponding 
instruction  queue,  where  they  can start  their  execution  (step  3).  This  mechanism 
allows to effectively implement the functionality of a large instruction queue while 
requiring a reduced number of entries, and thus it makes it possible to support a high 
number of in flight instructions without scaling-up the instruction queues.

3.5. Ephemeral Registers

As we know each instruction that generates a result uses a physical register to 
store it. A great amount of physical registers is required to maintain thousands of in-
flight  instructions.  This high amount of  registers increases the register file access 
time, which will surely involve an increase in the processor cycle time.

FIGURE 3. - Life cycle of a physical register.

In order to reduce the number of physical registers needed, the Kilo-Instruction 
processor  relies  on  the  different  behaviours  observed  during  the  life  cycle  of  a 
physical register, which is shown in Figure 3.

Registers are classified in four categories.  Live registers, which contain values 
currently in use.  Blocked-short  registers are owned by instructions that  will  issue 
shortly  while  blocked-long  registers are  owned  by  instructions  that  are  blocked 
waiting for long-latency instructions. Finally, dead registers are no longer in use, but 
they  are  still  allocated  because  the  corresponding  instructions  have  not  yet 
committed.

Blocked-long  and  dead  registers  constitute  the  largest  fraction  of  allocated 
registers.  Wasting physical  registers  due to long-time blocked instructions can be 
avoided by using techniques for late register allocation [16]. This technique assigns a
virtual tag to each renamed instruction, instead of assigning a physical register. These
virtual  registers  are  used  to  keep  track  of  the  rename  dependencies,  making 
unnecessary to assign a physical register until it is strictly necessary for storing the 
produced value.

Dead registers can also be avoided by using techniques for early register release 



[17]. These technique release a physical register when it is possible to guarantee that 
it will not be used again, regardless the corresponding instruction has committed or 
not.

The  Kilo-Instruction  processor  combines  these  two  techniques  with  the 
multicheckpointing  mechanism,  leading  to  an  aggressive  register  recycling 
mechanism that is called ephemeral registers [18, 19]. As far as it knows, this is the 
first  proposal  that  simultaneously and in a  coordinated manner supports  the three 
techniques. As a result, this technique shorten the lifetime of a physical register to its 
useful  period in the pipeline,  making it  possible  to support  thousands  of  in-flight 
instructions without requiring an excessive number of physical registers.

4 Hardware Prefetching for Arbitrary Strides

When the processor refers nonconsecutive memory blocks, sequential prefetching
will  cause needless prefetches and will  thus become ineffective.  Other techniques 
may be needed to take advantage of both small and large strided array-referencing 
patterns.

One  such  technique  employs  special  prefetch  hardware  that  monitors  the 
processor's  address-referencing  pattern  and  infers  prefetching  opportunities  by 
comparing successive addresses used by load or store instructions. If  the prefetch 
hardware detects that a particular load or store is generating a predictable memory 
addressing pattern, it will automatically issue prefetches for that instruction.

In this thesis project, a stride prefetching is implemented.

4.1. Design of The Stride Prefetcher

Several techniques [20] have been proposed to monitor the processor's address 
referencing pattern to detect stride array references.

The algorithm examines  the stream of demanded addresses  in  order to  detect 
strides. If a stride is found, a speculative prefetch operation is triggered to access the 
next addresses. Chen and Baer's scheme [21] is perhaps the most widely used thus 
far.

To  illustrate  its  design,  assume  that  a  memory  instruction,  mi,  references 
addresses  a1,  a2 and a3 consecutively. Prefetching for  mi , will be performed with a 
stride ∆, computed as:

(a2 - a1) = ∆

The first prefetch address will then be A3 = a2 + ∆ where A3 is the predicted value 
of the observed address a3. Prefetching continues in this way until the equality An = an 

no longer holds true.
More aggressive prefetch implementations will use a prefetch degree. It means 



that when a prefetch is triggered, addresses a2 + ∆, a2 + 2∆.. . a2 + d∆ are prefetched - 
where d is the prefetch degree.

Note  that  this  approach  requires  the  previous  address  used  by  a  memory 
instruction to be stored along with the last detected stride, if any.

4.1.1. Reference Prediction Table (RPT) prefetching

Often there are several concurrent ''active'' strides, e.g., a program that adds two
arrays and saves the results in a third array will create three different stride patterns. 
In  order  to be able  to  track different  strides concurrently a separate  cache called 
reference prediction table (RPT) is used. The RTP extends the previous algorithm by
associating an instruction address with the access pattern that it tries to track.

The  organization  of  the  RPT is  given  in  Figure  4.  Table  entries  contain  the 
address of the memory instruction; the previous address accessed by this instruction, 
a stride value for those entries that have established a stride and a state field that 
records the entry's current state. The table is indexed by a subset of the bits of the 
program counter (PC).

When a memory instruction is executed for the first time, an entry for it is made 
in the RPT. If this instruction is executed again before its RPT entry has been evicted, 
a stride value is calculated by subtracting the previous address stored in the RPT from 
the current effective address.

When a stride is detected for a specific instruction address, a prefetch instruction

FIGURE 4. - The organization of the reference prediction table (RPT).

is generated by the hardware whenever a miss is caused by that entry and whenever 
the address of the ''next triggered address'' does not exist in the cache. However, the 
RPT will suffer initial misses while a reference pattern is being established.



4.1.2. RPT states

The state diagram for RPT entries is given in Figure 5. State bits are used to 
improve the accuracy of the prediction by filtering out irregular and false strides.

A two bit state field associates the entry with one of four possible states. 

FIGURE  5.  -  A  graphical  representation  of  the  RTP:s  possible  states  and  their 
associated transitions.

The initial state, signifying that no prefetching is yet initiated for this instruction 
which occurs when an item is first loaded into the RPT, or when a misprediction for 
this item has occurred.

The transient state is entered when the system is not sure of whether the predicted 
stride is correct or not. The steady state indicates that the prediction is correct and the
stride could be consistent for a while. The state No prediction occurs when no stride 
pattern can be detected. It is entered from the transient state when a stride calculation
proves incorrect.

5. Evaluation Methodology

In this section, I describe the evaluation methodology by explaining the processor
model and the benchmarks used in this study.

5.1. Hardware Architecture

A modified  version  of  the  Simplescalar  tool  set  (ver.3.0a)  [22]  was  used  to 
support and evaluate the behaviour of the stride prefetching mechanism.



Table 1. shows the setup of the simulated baseline architecture processor used in 
this study.

This  baseline  represents  the  best  overall  performing  reached  by  the  Kilo-
Instruction processor with the prefetcher turned off.

The traditional model of the Sim-Outorder was extended in order to support a 
stride prefetching mechanism into the L2 cache.

TABLE 1. - Architectural parameters.

A prefetch structure, as described above, and a prefetch buffer to keep the ready 
prefetch addresses were implemented.

The prefetching is always triggered by all miss accesses to the L2 cache by using 
only the PCs and addresses of the loads that miss in the L2 cache. Whenever the 
stride prefetcher identifies an opportunity for prefetch (RPT hits and the stride is in 
the state steady), this address is inserted in the prefetch buffer and a request to the L2 
is  generated,  if  not  found in  L2,  the request  is  forwarded to  the bus  in  order  to 
prefetch it from the main memory. In this model demand fetches are given priority 
over prefetches to access the memory buss.

Table 2 presents the parameters for the stride predictor used in my simulations.
For all RPT sizes, the RPT is organized as a direct mapped cache.

The  SimpleScalar's  memory  module  was  also  modified  in  order  to  be  no 
cumulative as well as its cache model of non-blocking loads was extended by adding 
a miss status handling registers (MSHR) [2] to model a finite number of in-flight 
loads.

In the ordinary version of SimpleScalar, the processor Load/Store Queue (LSQ)
can always send requests to the cache. Therefore the MSHR queue was added in my 
model. When the MSHR queue is filled with outstanding cache accesses (if they all



miss), it will prevent the Load/Store queue unit from sending new requests until at 
least one entry is released. In this way the LSQ is forced to temporarily stall. The 
same MSHR queue is also used to handle prefetch requests.

TABLE 2. - Stride Prefetching parameters.

5.2. The Benchmarks

For  the  evaluation  of  the  stride  prefetching  mechanism  in  the  baseline 
architecture mentioned above, I used the SPEC2000 benchmarks [23]. Except  gcc 
because of the very long execution time, were all the benchmarks compiled for the 
SimpleScalar ISA by gcc with optimisation flags -O3 and executed with the standard 
reference input sets.

SimPoint was used as described in [24] to avoid having to simulate an entire
benchmark.

Each benchmark ran for 100 million instructions after have been ''fast-forwarded'' 
until the relevant segment of execution.

It was not necessary to warm-up the cache, since the detailed simulation was so
long. 

This can be illustrated in the following way. Let's suppose that there is one miss 
per  thousand  instructions  in  the  L2  data  cache  and  that  its  size  is1MB  (64-byte 
blocks).  If  we assume that  there  is  not  conflict  or  coherence misses,  it  will  take 
16384*1000 = 16 million instructions to warm-up the cache. Since the simulations 
run 100 million instructions, cache warming was not required.

6. Simulation Results

This section presents the performance results of the stride prefetching mechanism 
over the baseline architecture.

The results presented in this paper are based on the simulations results of the 
baseline model, the prefetch model (when I turned on the stride prefetching in the 
baseline  architecture)  and the  perfect  model  (ideal  L2).  These  simulations  model 
were simulated with all the benchmarks and the IPC value was recorded.

I  studied  the  effect  of  the  stride  prefetching  statistics  using  different  sets  of 



prefetch  parameters,  shown  in  Table  2,  and  varying  the  sizes  of  the  ROB/LSQ, 
MSHR and memory latency.

Simulations were performed for all the benchmarks listed in Table 3 with each of 
the stride prefetcher and memory configurations listed in Table 4. This means that 
simulations were performed for 25 benchmarks resulting in a total of 36 simulations 
for  each  program of  the  specfp2000  and  36  simulations  for  11  programs  of  the 
specint2000.

I examined the amount of speedup that could be obtained as I varied the prefetch 
parameters.

The improvement in performance with a stride prefetching is most significant for 
the  configuration  c)  of  Table  2.  This  is  because  a  smaller  RPT size  reduces  the 
effectiveness  of  the prefetch by reducing the number  of  hits  to  the RPT and the 
number of prefetches attempted.

Figure 6 illustrates the speedup of all benchmarks over the baseline architecture

TABLE 3. - SPEC2000 benchmarks.



TABLE 4. - Simulation parameters.



FIGURE 6. - IPC speedup.

processor  for  the  stride  predictor  with  a  degree  of  16,  a  RPT of  1024 entries,  a 
prefetch buffer of 128 entries, and the baseline model with a MSHR of 64 entries, a 
ROB/LSQ of 128 and 4096 entries and memory latency of 100 and 1000 cycles.  

Prefetching is more beneficial to systems with large latencies in main-memory 
accesses  and smaller  windows instructions (128 entries)  than for  bigger  windows 
instructions.

This is because a large reorder buffer allows a system to hide more of the miss 
latency that pre-execution reduces. This is the main idea behind the Kilo-Instruction 
processor architecture (to overlap the latency of a load instruction that access to the 
main memory with the execution of subsequent independent instructions).

We see a varying range of speedups for different benchmarks. With a ROB/LSQ 
of 128 entries and a memory latency of 1000, the improvement in IPC varies from 
25% and 500% for Specfp and between 5% and 80% for Specint.

In  the  kilo-instruction  processor  (ROB/LSQ 4096 and 1000 memory  latency) 
there is less significant improvements for some Specfp benchmarks, on the order of 
10% and 4% for some Specint benchmarks. Both equake and parser programs are 
exceptions with 70% and 80% respective speedup.

This is not surprising that prefetching works better for Specfp programs than for 
Specint programs since Specfp programs have characteristics that should benefit the 
most from this form of prefetching, they have regular nested loop structures and loop



invariant strides that can be captured in a stride prefetching mechanism.

7. Conclusions

This thesis has studied a prefetch method for the Kilo-Instruction processor, the
stride prefetching mechanism. If prefetching can improve runtime performance
depends on the application. Applications that already exhibit good cache performance
or that produce highly irregular memory-referencing patterns do not typically benefit
from prefetching.

FIGURE 7. - IPC results for a ROB/LSQ of 4096 entries, a MSHR of 16 entries and a 
stride prefetch with Table 2. a) configuration.



FIGURE 8. - IPC results for a ROB/LSQ of 4096 entries, a MSHR of 32 entries and a 
stride prefetch with Table 2. b) configuration.

FIGURE 9. - IPC results for a ROB/LSQ of 4096 entries, a MSHR of 64 entries and a 
stride prefetch with Table 2. c) configuration.



The prefetching results show a greater improvement in IPC for baseline with a 
ROB/LSQ of  128 entries  and  a  memory latency  of  1000  cycles  as  compared  to 
prefetching over the Kilo-Instruction architecture.

Using the  stride prefetcher  on  top of  a  Kilo-Instruction  processor,  the  results 
show that this prefetch scheme is successful  for particular programs and poor for 
others.

Programs that can be highly iterated over large arrays can significantly reduce the
number of cache misses. However, for SpecInt programs stride prefetching may not 
be appropriate.

Another possible reasons of the ineffectively of this prefetching is that initiating a
prefetcher after a demand miss is a poor choice because the number of initiations is
small and that prefetch memory request conflict with the demand memory request,
having the last one the preference.

This thesis provides an opportunity to study other techniques that can reduce the
number  of  cache  misses.  Figure  7,  8,  and  9  show  the  IPC  value  for  the  three 
simulations  mentioned  above  (baseline,  prefetch,  perfect)  with  different  prefetch 
degree for the Kilo-Instruction processor parameters.

Despite the improvement reached by the Kilo-Instruction processor, there are
several programs that may be able to improve IPC performance.
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