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Abstract 

Large amount of data is used by companies to enable good analysis of their 

system’s workability. Data can be stored in a partitioned database, to enable 

an optimal way of accessing the data. The problem with partitioning is that the 

complexity of the database structure increases. Therefore retrieving data 

demands higher expertise of the user. This degree project will examine 

different solutions to create an efficient and easy to use method, to access and 

retrieve data from a database with such architecture.  

Interviews have been conducted at Ericsson and were an important source of 

information. Existing query builders were another source - they were analyzed 

for comparison and ideas. 

As result of research and development, a customized query builder was 

created. It was adapted to Ericsson’s database environment and internal 

software. The SQL-queries are generated dynamically using the query builder 

that was developed in this degree project. The query builder takes input 

parameters, interpret them and then generate a query. It was implemented in 

C++, and satisfies specific demands and functionality.  

Keywords 

SQL, query builder, partitioned database, C++, R 
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Sammanfattning 

Stora mängder data används av företag för att skapa bra analyser av deras 

systems prestanda. Denna data kan lagras i partitionerade databaser, för att 

möjliggöra optimal hämtning av data. Problemet med partitionering är att det 

skapar komplex databasstruktur, därmed ökar kraven på användaren i 

samband med inhämtning av data. I detta examensarbete kommer vi att 

undersöka olika lösningar för att skapa en effektiv och lättanvändlig metod för 

att få åtkomst och hämta data från en partitionerad databas. 

Intervjuer har genomförts med anställda på Ericsson, som tillsammans med 

litteraturstudier har varit vår främsta informationskälla. 

Resultatet av våran undersökning och utveckling blev en specialanpassad 

query builder. Den är anpassad för Ericssons databasmiljö och interna system. 

SQL-frågor kommer att genereras dynamiskt utav vår query builder. Denna 

query builder kommer att ta emot indata, vilket den sedan kommer att tolka 

och utifrån detta skapa en SQL-förfrågan. Query buildern är uppbyggd i C++, 

och tillfredställer givna krav på funktionallitet. 

Nyckelord 

SQL, Förfrågningsuppbyggare, partitionerad databas, 
C++, R 
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1 Introduction  

This degree report describes research in the area of building queries for 

accessing data in a complex database structure. In this chapter it is provided a 

short description of the area, problem definition and the purpose of the 

project, goals, methodology and delimitations. The chapter ends with an 

outline of the report, to give a good overview of the reports structure. 

1.1 Background 

Storing large amounts of data can be a problem for companies today. The 

most common way to store data is to use databases. To extend the possibilities 

to store data, the database is often partitioned. That means that the database 

is divided into smaller parts.  

To communicate with a database and access data it is common to use request 

statements, called a query or queries. A query is used as a question against a 

database. The most commonly used query language is SQL (Structured Query 

Language) [2]. Retrieving data from a database that is partitioned could be 

more complicated than retrieving data from a non-partitioned database. This 

problem occurs due to the complex database structure, meaning how the 

architecture of the database is created when partitioned. Therefore finding a 

way of gathering the correct data through a minimum amount of work has 

started to be an important aspect in partitioning. A program that builds a 

query from a set of parameters is called a query builder; this can be used when 

the user knows exactly where the requested data is stored. The problem is 

when the users do not know where the data is stored, for this problem a 

common query builder cannot be used, instead there is a need for a 

customized query builder. 

Ericsson has, like many other big companies, big databases with a lot of data 

and these data has to be accessed easily. The database that is in focus in this 

degree project is connected to a lab, where Ericsson is doing statistics on their 

network (2G/3G/4G) and phone connections, among others. The data 

collected is both from real measurements but also generated from the lab. 
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Some data is confidential due to legal aspects, since it is data from Ericsson’s 

clients. Experienced users use the collected data to apply statistical functions 

and create good analysis of their systems performance. The software that is 

used to apply these statistical functions is the programming language and 

environment called R [21]. The users of the system are professionals and uses 

R on a daily basis. 

1.2 Problem definition 

Using queries for retrieving data from a partitioned database can be somewhat 

complex, since the information is divided upon multiple linked database-

tables. This will result in more advanced queries; else the user could get 

unnecessary or wrong data which could slow down the system. Query builders 

can be used to ease the creation of these queries, and this degree project 

describes the developing of such a query builder. Ericsson now has a solution 

for retrieving big loads of data but it is not optimal and effective and they need 

a new solution to solve this problem. 

The problem statements for this degree project are: 

Question 1: 

Will the query be executed directly from the query builder – 

internally, or from some other tool that will use the query builder - 

externally? 

Question 2: 

How to structure the query and how to make the query valid? 

1.3 Purpose 

The purpose with this degree report is to show our perspective on how to 

create and form SQL-queries, for an optimal way of communicating with a 

partitioned database. This report could be viewed as a reference to your 

decision of creating a query builder for your database. 
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The purpose with this degree project was to help Ericsson with accessing their 

database more efficient: (1) to improve the use of their partitioned database 

tables using R for Ericsson users in the ITK lab; (2) to enable better analysis 

on large amount of data; (3) to decrease the manpower of creating good 

analysis, and therefore save money. 

1.4 Goals 

There are two goals for this degree project. KTH, the academy, have one goal 

and Ericsson, the company providing the opportunity to this degree project, 

have one goal. 

1.4.1 Royal Institute of Technology 

The goal with this degree project is to fulfil the demands on creating a good 

report with engineer quality. To show that the degree project is done with 

independent work and the ability to collect, analyze and draw conclusions out 

of collected information and the development process. 

1.4.2 Ericsson 

The demands from Ericsson are to produce a query builder which will work as 

a link between a programming environment called R and a relation based 

database. The goal is to have a working prototype of such query builder at the 

end of the degree project.  

 

1.5 Methodology 

Deciding what methods to use and how to apply them to a research project is 

the foundation of the project. Choosing appropriate research methods can be 

the difference between a successful project and a less successful project. There 

are two types of research, quantitative research and qualitative research [17]. 

Quantitative research is based upon collecting data, either by measuring 

variables or by verifying existing theories, often results in new hypotheses. 

Qualitative research is applied when understanding context, beliefs and 

experience is in the scope of research. Each method doesn’t have to exclude 

the other, they can be combined into one method – for example, it is possible 

to hand out a questionnaire (quantitative) to collect statistical data and then 
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back it up with testing (qualitative). This degree project is of qualitative 

research character. 

In a project, where developing is a major part of the project, there are several 

methods for how to plan the work and the developing process. One method 

when developing is the classic Waterfall method [1], which is a sequential 

design process. It consists of five different steps: requirements analysis, 

design, implementation, testing, and maintenance. The number of steps may 

vary and sometimes be more or less specific. Saying it’s a sequential process 

means that every step is completed before moving on to the next step. Once a 

step is completed there is no opportunity to go back to an earlier step without 

affecting the whole project’s plan. 

A method that is on the contrary to the Waterfall method is the SCRUM 

method [2]. It is an agile method developed for software development, which 

is an iterative and flexible method. The concept of SCRUM is to prioritize 

working software over comprehensive documentation and close collaboration 

with clients over contract negotiations. Instead of steps used in the Waterfall 

method, SCRUM uses sprints. One sprint is a fixed time, where you choose 

what part is most essential to work on to complete the product. Each sprint 

will be focusing on the chosen task, at the end of the sprint there will be an 

evaluation of how far the development has come and how to proceed. SCRUM 

is an agile developing method, meaning that focus is on creating software and 

being flexible and adaptable for changes in the project. 

This degree project needed to be more agile then the Waterfall method since 

developing software includes a lot of changes and needs the property of being 

flexible. With SCRUM it could be ensured to have a product at the end of the 

project, even if it was missing some essential functionality. 

1.6 Delimitations 

The duration of this degree project is definitely the prime limitation. There is a 

clear timeframe when the degree project should end and be completed. The 

authors don’t have any earlier experience on this databases and SQL. Not 
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from courses on this subject at KTH and not from experience from own 

projects and that is an additional limitation. This implies more extensive 

studies on databases and SQL. Working at Ericsson implies encounters with 

totally new systems and software, which will be another restriction since 

working with new tools, can require a start-up period. The lack of knowledge 

in some areas and the limited time is the biggest obstacles during this degree 

project. 

1.7 Outline 

Chapter 1 contains an introductory part with a short background of the degree 

project, but also the problem definition, purpose, goals and methodologies. In 

the following chapter the necessary knowledge, theories and studies related to 

this degree project will be presented. Chapter 3 will describe the used 

software, tools and operating system. Also, the used methods in this degree 

project will be explained. Chapter 4 shows the specification of requirements 

that was created by Ericsson, thereafter an analysis of the specification will be 

explained, then describing the development process of the project. Chapter 5 

will show the results of the work at Ericsson, by presenting a system design 

and explain how the query builder works, in a more specific way. 

Chapter 6 contains evaluations and discussions of both the creation process 

and decisions that had to be made about the query builder. Chapter 7 will 

reveal answers to the questions stated in the problem definition and 

conclusions. The report will end by presenting suggestions of future work 

regarding this degree project.    

  



6 
 
 
 
 

2 Theory 

A database is a solution to store information digitally. This chapter will 

provide necessary knowledge on databases and partitioned databases. It will 

include knowledge on how to communicate with a database, what a query 

builder is and literature studies and knowledge gained at Ericsson.  

2.1 Databases 

A database consists of several elements where the most important elements 

are tables, columns, rows and primary key. A database is divided upon several 

tables where a table consists of rows and columns. A column represents a 

certain property, or attribute and the value for that attribute is stored in the 

rows. Table 1 shows a basic example of a table where ServerName is a column 

and the data is stored in the rows below. 

 

There are different kinds of database models, which is different ways of 

organizing data. One popular database model is the relational database. Such 

a database allows definitions of data structures, storage and retrieval 

operations. The data is presented as a collection of relations where each 

relation corresponds as a table in the database. To manage a relational 

database a DBMS (database management system) is used. Normalization is 

the process of efficiently organizing data in a database. The primary goals of 

the normalization process is to ensure data dependencies makes sense, storing 

related data in the same table and eliminating redundant data. If both of these 

goals can be achieved they reduce the amount of space a database consumes 

and ensures that the data is stored logically. 

2.2 Partitioned databases 

Increasing the effectiveness of database storage involves partitioning the 

database [3]. Accessing a database is not so hard, but locating within a 

partitioned database can be somewhat complicated 

Dividing a big data table into several smaller tables is called to partition a 

database. Partitioning is useful for increasing performance, accessibility and 
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easing maintenance. But partitioning databases also has disadvantages. By 

splitting a database it will gain a complex structure, implying a requirement 

for a logical layer of software to aggregate the data for users. Therefore new 

users will have a longer learning period to be able to use the database to the 

fullest. Additionally, the need for deliberate queries increases in relation to the 

complexity of the database structure. 

 

Table 1. A table of data. 

ServerID ServerName ServerCapacity(Mb/s) 

1 Alpha 1 

2 Beta 10 

3 Gamma 100 

4 Delta 1000 

5 Epsilon 10,000 

6 Zeta 100,000 

The partitioning itself could be done by either using horizontal partitioning or 

vertical partitioning. Horizontal partitioning means that rows are split into 

different tables (see Figure 1). When the search time for going through the 

rows is bigger than going through columns, horizontal partitioning is 

profitable. Otherwise vertical partitioning is preferable. Vertical partitioning is 

based on creating tables with fewer columns and use additional tables to store 

the remaining columns (see Figure 2) [4]. 
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ServerID ServerName ServerCapacity(Mb/s) 

1 Alpha 1 

2 Beta 10 

3 Gamma 100 

 

ServerID ServerName ServerCapacity(Mb/s) 

4 Delta 1000 

5 Epsilon 10,000 

6 Zeta 100,000 

Figure 1. The original table is divided by rows achieving horizontal 

partitioning. 

ServerID ServerName 

1 Alpha 

2 Beta 

3 Gamma 

4 Delta 

5 Epsilon 

6 Zeta 
  

ServerID ServerCapacity(Mb/s) 

1 1 

2 10 

3 100 

4 1000 

5 10,000 

6 100,000 

Figure 2. The original table is now divided by columns achieving vertical 

partitioning. 

Partitioning a table into partitions means that they are physically divided but 

logically it is viewed as a whole. This advantage means that when searching for 

data it is easy to think of multiple partitioned tables as it is showed in Table 1. 

This will make it easier for the user to search through the database, even 

though the search algorithm will only examine the requested partitions 

instead of the whole database table, and therefore save time on the execution 

[3]. 
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2.3 Accessing a database 

When working with databases you can use different languages for 

communication. The most common language is SQL [5]. It is based on 

sending statements or queries to the database and let the database interpret 

these queries and then return the requested data. First SQL will be introduced 

and then PostgreSQL will be explained.  

2.3.1 SQL 

SQL statements are built by combining different clauses; these statements will 

be executed as a SQL-query (see clauses in Table 2) [6]. Creating these 

statements results in a query that specifies what data it would like to be 

returned from the database. The query can also add features on how the data 

should be return, or different filtering options for selecting certain data. 

Table 2. An example of common used SQL clauses. 

SELECT This clause is used to specify what is demanded. 

FROM Specifies which tables to retrieve data from. 

JOIN Is used to retrieve result from two or more tables. 

WHERE Used together with SELECT and works like a filter. 

ON Is used together with JOINS to specify what to join. 

AND Works like a filter; both conditions need to be true. 

OR Works like a filter, one of the conditions need to be true. 

ORDER BY Decides in which order the data is retrieved. 

All these and many more clauses are used together to create SQL-queries. 

Depending on how these queries are constructed the search time could vary. 

Searching a large and partitioned database can be expensive, and creating 

well-formed queries is essential for reducing this cost. An effective SQL-query 

is a query that uses the cheapest and simplest query plan. A query plan shows 

how every query is going to retrieve the data from the database. One SQL-

query could have several query plans and the cost of these plans could differ. 

Thus it is important to ensure that the query uses the most effective plan 

[ibid]. 
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The SQL-query shown in Figure 3 will retrieve data from both tables in Figure 

2. where the column names are ServerName and ServerCapacity. The ON-

clause specifies that the ServerID from left table and right table in Figure.3 

must be equal to merge the rows. That is to ensure that each row will only 

contain data that belongs to that specific ID. The WHERE-clause specifies that 

ServerID must be less than 4 (only the first 3 rows). 

 

SELECT ServerName, ServerCapacity 

FROM Figure.2_Left_Table 

JOIN Figure.2_Right_Table 

ON Figure.2_Left_Table.ServerID= Figure.2_Right_Table.ServerID 

WHERE ServerID < 4 

  

 
ServerName ServerCapacity(Mb/s) 

Alpha 1 

Beta 10 

Gamma 100 

Figure 3. Example of SQL-query and the returned data. 

SQL has some built in functions. For example; when a table has been 

horizontally partitioned it can be tricky to get the table back as it was before 

the partitioning. In this case the function named CONCAT can be used; it will 

take two columns with a common factor and merge it into one column [7]. 

2.3.2 PostgreSQL 

PostgreSQL is an open source DBMS, implementing SQL. PostgreSQL 

supports a broad variety of operating systems like Linux, Microsoft Windows, 

Mac OS X, and several more, making it possible to use whatever platform 

preferred.  

One of the most significant differences between SQL and PostgreSQL is that 

PostgreSQL support for concurrency through its MVCC (Multiversion 

concurrency control). The MVCC is a system that manages concurrency, so 
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every transaction on the database gets its own “snapshot” of the current state 

of the database. This result in changes can be made without affecting other 

transactions until the changes are committed. This feature counteracts 

different types of deadlocks like read-lock [8]. 

One optimization technique used by PostgreSQL is the use of tablespaces. This 

is useful for mainly two reasons. First, if one partition runs out of space, a 

tablespace can be created into another partition that will work until the 

memory issue is fixed, this will enable backup partitions, with an identical 

architecture. Second, tablespace can be used for performance optimization, by 

spreading the data across multiple partitions or disks [9]. For example, a 

highly used index can be placed on a more available disk (move it to an 

expensive solid state drive). 

ACID Compliance stands for Atomicity, Consistency, Isolation and Durability 

and is used as a set of properties to strive after when implementing database 

management systems [10]. PostgreSQL provides full ACID Compliance and is 

known for its detailed defaults in its approach to robustness and data integrity 

[11]. 

2.4 Creating SQL-queries 

Creating SQL-queries can be easy. But the hard part is to create queries that 

executes and retrieve data that the user wants and return it in the best way. If 

you are not experienced with the SQL language, instead of randomly trying to 

create effective queries yourself, you can use existing query building tools, 

called SQL-query builders. Many of these tools are free for download and 

often provide a graphical user interface (GUI) for easing the understanding 

and creation of SQL-queries. These builders are constructed with the basic 

concept that the user not should be forced to write SQL-commands. Through a 

direct manipulation interface, all changes or updates done by the user is 

shown immediately. They often apply “drag-and-drop” and without typing any 

SQL syntax you can manipulate the database and create SQL-queries by using 

only your mouse. 
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2.5 API and Modules 

In this section we will explain the meaning of an API and a module. 

2.5.1 API 

The abbreviation API stands for application program interface and is a set of 

routines, functions, protocols and tools for building software applications [12]. 

In the process of creating an application, the API possesses the role to specify 

how different software components should interact and used together for 

optimal results. A programmer can use the APIs different functions to interact 

with operating system or a server instead of writing them from scratch. The 

API handles necessary functions that are commonly used letting the 

programmer focus on unique functionality for the system being developed. 

2.5.2 Module 

A module to software is a part of a program that performs a distinct function 

[13]. Several modules can be used together to create a program, but a module 

can also be used alone. In a module, there can be one or multiple functions. 

The most important property of modules is the portability, allowing the 

modules to be used in different systems. 

 

2.6 Commercial Query Builders 

Big commercial vendors have developed their own query builder. Microsoft 

has its own Query Builder and that is preferably used with MS-SQL Server and 

the versions 2014, 2012, 2008, 2008 R2 and 2005 [14]. There are a lot of 

options that are easy to enable through the toolbar with possibilities to 

validate the SQL-statement, but also decide on how the output should be 

returned or how to apply filters. 

The Query Builder from Windows is only possible to use with MS-SQL servers, 

but since there are different kind of servers and database systems the builder 

needs to support all of those. One tool that supports a lot of different 

databases is the SQLeo Visual Query Builder that supports JDBC [15] drivers, 

Oracle, MySQL, Firebird, PostgreSQL and many more. Along with this it 

support and build queries. It could also be used to compare query plans so the 
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most efficient query is used to retrieve information from the database. This 

query builder is implemented in Java. 

The popular software Eclipse that is used for writing, compiling and executing 

code, has a built in module called SQL Query Builder [16]. It also provides a 

GUI which gives the user access to the database by creating and editing SQL-

statements without typing SQL syntax. In Eclipse it is possible to open SQL 

files and then use the tool to edit and run the SQL statement. 

All the mentioned query builders above has basically the same functionality, 

but they all have some disparities which make them useful in different use 

cases. And that’s what is important regarding query builders: you need to find 

the best suited for your database and environment. 

2.7 Ericsson’s Internal Database 

During this degree project continuous interviews have been held for gathering 

information about Ericsson’s internal software and system. These interviews 

have mainly been with the supervisor of this degree project at Ericsson, Peter 

Bartha, but also other employees of Ericsson. The sections below are 

simplified descriptions of Ericsson’s database. 

2.7.1 Ericsson’s partitioned database 

The database that has been in focus at Ericsson is implemented in PostgreSQL 

and is big and complex. Each day a new database table is created for each of 

Ericsson's MoClasses. This will make the complexity of the partitioned 

database increase by each day.  

2.7.2 Database Tables 

A database table is represented by a MoClass. A MoClass is a group of 

different counters. Each of these counters count the number of times an event 

occurs. One event could for example represent the amount of disconnected 

calls or conversation quality. The events are counted in the time interval of 

each day, hours and every 15 minutes. One counter consists of different 

objects. Each of this objects are events counted in different nodes. Each node 
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represents a specific catchment area where the objects are counted. The data 

can be retrieved in either object or node resolution. Object resolution involves 

retrieving all objects separately meanwhile node resolution returns a 

summary of the objects. 

The tables name structure is “VV.MoClass_FF_XXXXX”, where the VV is 

which tablespace to use in the database. FF is the resolution, either object or 

node. XXXXX is the epoch day from when the MoClass was created. Epoch 

day is a standardized unit which is the number of seconds since 1970-01-01. 

Rop and fdn are reference tables. They are used to store necessary static 

information about each entity. Rop is a table that contains timestamps and a 

ropID number for each time sequence. Fdn is a table that contain information 

about all the objects that is being counted and an fdnID. The counter contains 

both ropID and fdnID, which is used to locate when each entity was counted 

and which object that counted.  

2.7.3 Database Schema 

A database schema is a description of the existing MoClasses and counters in 

the database. The schema provides the structure of the database and is used 

during the creation of SQL-queries. The schema is originally created in Perl 

[23] but converted to JSON [24] for convenience in this project. 

  



15 
 
 
 
 

3 Methodology 

This chapter will present the methods used in this degree project. The chapter 

will start with a section, which describes all software and environment that 

was used in this degree project. Following is a section explaining the 

preparatory work that has been done. Thereafter, a section that will explain 

more about the how the work is done and how the case study at Ericsson has 

been conducted in this project.  

3.1 Developing Environment 

This chapter will introduce the software used in this degree project and 

explain how they are applied to our project.  

3.1.1 Software 

During our degree project different software system was used. Below is a list 

of the used operating systems, software, tools and programming languages: 

 Linux CentOS  6.6 

 Microsoft Windows 7 

 VirtualBox 

 Microsoft Visual Studio 

 PuTTY 

 R 

 RCpp 

 C++ 

Linux CentOS 6.6 and Microsoft Windows 7 are two different operating 

systems, which work as a link between a computer’s hardware and 

applications; they exist to ease the use of a computer. 

VirtualBox is a tool from Oracle used for virtualization, enabling the use of 

multiple operating systems on a single computer. It is targeted at desktop, 

server and embedded use. [19] 
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PuTTY is free software that provides a terminal emulator, serial console and 

network file transfer application. Providing several popular protocols like SSH 

[25] and Telnet [26], it is popular to communicate with. [20] 

R is a free software environment and programming language that is used for 

statistical analysis and graphics [21]. R is a GNU [27] project. Packages can be 

used to extend the capabilities within R.  

RCpp is the name of a package that can be used in R; it is used to enable R to 

interpret code written in C++ [22]. It will compile the C++ code, and make 

sure that R knows how to use it. The only thing needed by the developer, is to 

add a comment above the function that will be used from R, the comment will 

look like //[[Rcpp::export]].  

C++ is a programming language which the operating system can interpret 

when it’s compiled [22]. C++ is an object-oriented programming language, 

which means that the code can be written in different sections (classes). Each 

section can then be called upon when it’s needed, from the main part of the 

program. 

3.1.2 Implementation of Software 

The primary operating system was Windows 7 and Microsoft Visual Studio 

was used to wright the C++ code, mainly since it was a familiar tool with good 

extensions for helping with the code writing. The program was written in C++ 

instead of R, to make it more portable since C++ is a more common 

programming language. 

VirtualBox was used to create a virtual CentOS 6.6 server environment. The 

server environment was chosen because there was no need of a graphical 

interface (GUI). CentOS 6.6 were mainly used to execute the R environment, 

which together with the RCpp package compiled the query builder and then 

executed it to get the SQL-query. 

When CentOS 6.6 is running in VirtualBox on Windows 7, there is no way of 

enabling an easy multitasking between the different environments. Therefore 
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PuTTY was used to ease the communication between Windows 7 and the 

virtual CentOS 6.6. PuTTY enables running the CentOS command prompt as a 

window in Windows 7. 

3.2 Research Methods 

This degree project started with preparatory work, this includes how to gain 

all the necessary knowledge that is required to complete the project. As 

mentioned earlier in the report, this information will be acquired using 

qualitative research.  Therefore an inductive research approach is preferable, 

using literature studies and interviews to gain information.  

3.2.1 Inductive approach 

 A lot of knowledge was needed in this degree project. The strategy was to do 

research about the nearest problem and solving it, thereafter look into the 

next step in the process. If more information was needed, then more research 

had to be done; this made it an inductive approach. All research could not 

have been completed at the beginning, since everything was not specified from 

the start. 

3.2.2 Literature studies 

To gain knowledge within the area of this degree project, literature studies has 

been used as a main source of information. Most of the collected information 

has been found as digital material, and then verified by comparing with 

alternative sources.  

3.2.3 Interviews 

Another source of information has come from direct knowledge by 

professional users at Ericsson. Continuous interviews have been conducted to 

gain information about Ericsson’s internal software and systems. Most 

knowledge acquired was about their internal database system, which was 

explained in the previous chapter, but also information about the 

programming language R. 
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3.3 Developing Methods 

The research strategy in this degree project was to do a qualitative case study, 

since this project will only look into one solution, which is adjusted for 

Ericsson. This section will explain how the case study at Ericsson was 

conducted, and how the used methods has been included in the project. 

3.3.1 SCRUM 

SCRUM was used as a method for the development. Since the specification of 

requirement was not complete at the beginning of the project, an agile way of 

working was inevitable. Prior knowledge in this area was gained from a course 

at KTH, IT-project, Part 1 method (IV1302). To create a scrum board, 

Microsoft Visual Studio was used, mainly because the project group had prior 

knowledge with the software. It enabled the creation and assignation of tasks, 

this helped with the administration and planning. An example of one sprint is 

showed in the figure below (see Figure 4). 

 

Figure 4. One sprint in the programming process. 
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3.3.2 Pair programming 

The programming was done according to the agile pair programming method. 

That means that two programmers share one workstation and use the two 

roles: driver and navigator. The driver is the one sitting at the keyboard and 

does the actual typing, meanwhile the other one is the navigator. The 

navigator tasks are to direct the driver and complement the typing with 

solutions or correct mistyping [18]. In the sprint planning, each task was 

assigned to the driver (see Figure 4). 
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4 Development of Query Builder 

First a description of the requirements acquired from Ericsson is presented 

along with an analysis of the requirements. Then a description of the 

development process and all functions will be presented. 

4.1 Ericsson’s Specification of Requirements 

Early in the project a list of requirements were received from Ericsson, 

specifying what the expected functionality of the query builder were and some 

guidelines for the developing process. This information, along with a meeting 

with the supervisor at Ericsson, was the first knowledge received and gave an 

idea of what the degree project were. 

 Create an API implemented in C++ working as a link to communicate 

between R and an intern database at Ericsson. The database is 

implemented in PostgreSQL. 

 The database is extremely partitioned and requires an API for creating 

SQL-queries based on given input. 

 Different parts of the database is configured and defined and should be 

used when creating SQL-queries. These parts should be ‘joined’ 

together to retrieve data in an efficient way. 

 Input should be a list of counters, a time interval, either as start/end 

time or ‘last N hours’, resolution, object or node, and filtering options. 

 Output should be a SQL-query that could be executed towards the 

database and return the correct data. 

4.2 Analysis of the Specification of Requirements 

After reviewing the requirements some concerns about how much that was 

possible to achieve during this degree project and the limited time. In this 

section an interpretation and analysis of some essential parts from the 

specification of requirements is given.  

In the specification of requirements it is stated that it should create an API 

working as a link between R and a database. After studies on API, modules, R 
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and interviews with Ericsson employees, realizing that a smart approach 

would be to start by creating a query builder, in form of a module. Creating a 

module instead of an API, as stated in the requirements specification, means 

that the project could focus even more on creating an working query builder, 

creating a working query instead of putting time on handling database 

connections. This means that R will handle the connection with the database 

and execute the SQL-query that is received from our query builder. The 

module will be compiled within R, using the package RCpp. 

4.3 Development process 

Starting the development process included installing and setting up the 

development environment. All software and the systems mentioned in chapter 

three were installed and enabled effective and smooth development. Applying 

SCRUM to the project divided the work in different sprints, and gradually 

developing a little piece of the query builder in each sprint was a solution to 

ensure to have functionality at the end of the project. 

4.3.1 Creating a database 

The first step in the process to create a query builder was to create and 

populate a database with real data from the real database. Having a separate 

database ensured that no real data were compromised during the 

development of the query builder. During the creation of the query builder all 

queries were executed towards this database, which acts and have the same 

structure as the real database only with less data. 

4.3.2 Enabling communication 

The purpose with the query builder was to work as a link between R and the 

database. After the interpretation of the requirements, the conclusion was that 

R would handle the connection with the database. In this step the studies on R 

were valuable and a function was created in R to connect to the database and 

enabling execution of a query to the database (see the code below). In this 

function, the use of the package RCpp were an important part enabling 

compiling and executing C++ code from within R. Completing this step gave 

good preconditions to further development.  
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#R function for executing the query builder 

createTable <- function(Counter, timestamp1, timestamp2, 

ObjectType, Extra){ 

 #Compile query builder, then run it 

 sourceCpp("sqlQueryBuilder.cpp"); 

str <- buildSQL(Counter, timestamp1, timestamp2, 

ObjectType, Extra); 

#setup connection with database 

 drv <- dbDriver("PostgreSQL"); 

con <- dbConnect(drv, user = "Ericsson", password = 

"II123X", dbname = "EricssonDatabase"); 

#Execute query against database and print result 

 getQ <- dbGetQuery(con, statement = paste(str)); 

 sendQ <- dbSendQuery(con, statement = paste(str)); 

 getQ <- fetch(sendQ, n= -1); 

 print(getQ); 

 #Close connection with database 

 postgresqlCloseConnection(con); 

} 

The username, password and dbname in the dbConnect-function above, has 

been modified, in regards to security issue at Ericsson.  

4.3.3 Structure of the Query Builder 

While building a query, it was clear that the query builder needed to consist of 

two parts. The first part was to enable the query builder to understand what 

the user was requesting. This was achieved by creating functionality that was 

able to interpret input, which was given by the user. This input could be which 

time interval the user was requesting data from. The problem that came up 

while solving this, was that each day Ericsson is creating new tables which can 

be identified by an version of the epoch, that is recalculated to an “day” format 

instead of  “seconds”. This means that the query builder need to be able to 

know which epoch-day it was in the given time interval. 

When the query builder is able to interpret all input, the next step is to create 

all clauses. The SQL-query that is created in this query builder is always 

handling SELECT-statements, which mean there is no need for additional 

statements like ADD, UPDATE or DELETE. When the query builder has 

interpreted all input, the next part is kind of straight forward. The query 

builder will mainly consist out of 7 different clauses, SELECT, FROM, JOIN, 
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ON, WHERE, GROUP BY and ORDER BY. All of these will be explained more 

deeply in the following chapter. The query builder will sequentially build every 

part of the query individually as strings and at the end assemble all this small 

sections to one big query.  
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5 Result 

This chapter will describe the result of the development. A graphical overview 

of the system will first be shown, before it will explain and show how the query 

builder builds its query. 

5.1 System Design 

The query builder is implemented in C++ and has mainly been adapted to 

work well with a specific Ericsson database.  

Following is a short description of how R will access data from the Ericsson’s 

database using our query builder (see Figure 5): 

1. The input is given in R and then the query builder is called. 

2. The query builder will interpret the input, doing necessary calculations 

and create a string that will represent a SQL-query, then sending the 

query to R.  

3. R will establish a connection with the database and execute the SQL -

query against the database. 

4. The database will receive the query and return the requested data to the 

R. 

 
 

 Figure 5. Simplified description of sequence diagram in appendix B. 

1. 

2. 

3. 4. 
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5.2 Building a Query 

This chapter will explain more deeply, how the input is interpreted and how 

each clause in the SQL-statement is made. In the previous chapter, it was 

stated that the query builder will start by interpreting the input from the user. 

In the section Interpreting the input it will be explained how the input is 

interpreted. Then the query builder will start building each section in the SQL-

statement, explained in the section Making the clauses. A graphical overview 

of the query builders functionality, can be seen in appendix A. 

5.2.1 Interpreting the input 

The inputs given to the query builder were specified very clear in the 

requirements specification, which made it easy to understand how to create 

functions for processing the input. The main functions for processing the 

input and preparing it for further use were functions for creating an epoch day 

value, creating a list of all the counters and specify the resolution. 

countEpochDay is the first function and is used to create a number identifying 

each table in the database. It uses the input parameters startTime and 

endTime. The function recalculates the different dates, so it will represent the 

amount of days since the epoch day. Each of this epoch days is then put 

together with the rest of the input to identify a table. 

createPmList is a function that will create a list of all the counters that are 

requested from the input. The input will look like “MoClass.Counter1, 

MoClass.Counter2”, this mean that the query builder will need separate all 

counters from the MoClass. When its successfully separated, the query builder 

will save the Counters into a list, called Counters[]. 

createResolution is the function determining what resolution the user wants 

the data to be returned. The user either chooses object or node resolution. The 

function compares the input to either the string “object” or “node” and then 

adds a “_00_” or “_on_” to the table name. Below we show an extract of the 

createResolution function. 
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void createResolution (string objectType){ 

std::transform(objectType.begin(), objectType.end(), 

objectType.begin(), ::tolower); 

#Check what resolution is requested, node||object and 

store it globally 

if(objectType.compare("node")==0|| 

objectType.compare("n")==0){ 

  ObjectTypeNotation="on"; 

 }else{ 

  ObjectTypeNotation="oo"; 

 } 

} 

checkDB is function using the database schema. The database schema is 

originally in Perl but for easing the development it is translated into a JSON-

format which is easier for the C++ program to read in. The function itself 

reads the JSON-file and does a simple match between the counters in the 

input and the database schema. If there are no matches in the schema the 

program prints out a warning letting the user knows that the requested 

counter do not exist. 

5.2.2 Making the clauses 

The first statement that is created is the SELECT-statement. This statement 

should specify from what tables data is to be retrieved from. All input 

parameters should be put together to create a unique table name. The input to 

the SELECT function is a list of counternames and along with this information 

all the output from the first processing functions will put together a string, 

creating the complete SELECT-statement, see a code extraction below. 
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string select(const char* dbTables){ 

string querySelect="SELECT "; 

#Looping through all dbTables and Counters. 

for(int i =0; i<totNumTables; i++){ 

 querySelect=querySelect+ "CONCAT("; 

 for(int j=0; j<totNumEpochDays; j++){ 

 if(i+1==totNumTables && j+1==totNumEpochDays){ 

querySelect = querySelect+ "pm."+ MoClasses[0]+ 

"_"+ ObjectTypeNotation+ "_"+ EpochList[j]+"."+ 

Counters[i]+ ") AS "+ Counters [i]; 

 }else if(j+1==totNumEpochDays){ 

querySelect = querySelect+ "pm."+ MoClasses[0]+ 

"_"+ObjectTypeNotation+"_"+EpochList[j]+"."+ 

Counters[i]+ ") AS "+ Counters[i]+", "; 

 }else{ 

querySelect = querySelect+ "pm."+ MoClasses[0]+ 

"_"+ObjectTypeNotation+"_"+EpochList[j]+"."+ 

Counters[i]+", "; 

  } 

 } 

}  

 return querySelect; 

} 

The second statement will be the FROM-statement. It is a simple part of the 

query. The rop-table is a table that contains information about time, and time 

will always be necessary in the queries. This means that the rop-table will 

always be a part of the output, so the rop-table is a fixed part in the FROM-

statement. There is no need for output from the earlier functions to make this 

work, all it does is put rop-table in the FROM-statement. Below is an extract 

from the C++ code, explaining how the FROM section is done. 

string from(){ 

 string queryFrom= " FROM "; 

 queryFrom = queryFrom+"pm.rop"; 

 return queryFrom; 

} 

This table is then joined together with all the different data tables in the JOIN-

statement. In this section all tables that the users wants data from will be 

joined together. The JOIN-function uses the same parameters as SELECT, 

creating complete table names to specify what tables’ data should be retrieved 

from. Below is an extract from the C++ code which shows the JOIN and ON 

section. 
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string join(){ 

 string queryJoin; 

#Joining with ROP 

 for(int i =0; i<totNumEpochDays; i++){ 

queryJoin = queryJoin+ " LEFT JOIN pm."+ 

MoClasses[0]+ "_"+ ObjectTypeNotation+"_"+ 

EpochList[i]; 

  string strON = on(EpochList[i], "ropid"); 

  queryJoin = queryJoin+strON; 

 } 

#Joining with FDN 

 for(int i =0; i<totNumEpochDays; i++){ 

  if(i+1==totNumEpochDays && i !=0){ 

queryJoin = queryJoin+ " OR pm."+ 

MoClasses[0] +"_"+ ObjectTypeNotation+ 

"_"+EpochList[i]+".moid=fdn.id"; 

  }else if(i==0){ 

queryJoin = queryJoin+ " JOIN fdn ON pm."+ 

MoClasses[0] + "_"+ObjectTypeNotation+"_"+ 

EpochList[i]+".moid=fdn.id"; 

  }else{ 

queryJoin= queryJoin+ "OR pm."+ 

MoClasses[0] + "_"+ObjectTypeNotation+"_"+ 

EpochList[i]+".moid=fdn.id"; 

  } 

 } 

 return queryJoin; 

} 

To specify certain conditions for the JOIN-statement, the ON- and WHERE-

statements is used. The ON-function specifies what key attributes that all the 

tables should contain and join only those with matching attributes. In this 

function the input is the rop id and the output will be a string saying that a 

certain rop id should exist in the table names that is joined. The ON-function 

also takes the epoch day value as an input and uses it in the specification of 

tables. The WHERE-statement is using the input parameters startTime and 

endTime to specify between which time intervals all data is to be retrieved 

from. The function just says that the time attribute from the rop-table should 

be from the startTime until the endTime. Below is an extract from the C++ 

code, which shows how the WHERE section is done. 
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string wheres(const char* StartTime, const char* 

EndTime){ 

 string queryWhere = " WHERE "; 

 #Filtering on timeinterval 

queryWhere = queryWhere +"pm.rop.time > '"+ 

StartTime+ "*' AND pm.rop.time < '"+EndTime+"*'"; 

#Filter on requested MeContext 

for(int i=0; i<totNumMeContext; i++){ 

  if(i==0){ 

queryWhere= queryWhere+ " AND fdn.fdn LIKE 

'%MeContext="+MeContext[i]+"%'"; 

  }else{ 

queryWhere= queryWhere+ " OR fdn.fdn LIKE 

'%MeContext="+MeContext[i]+"%'"; 

  } 

 } 

 

 return queryWhere; 

}  

string on(string Epoch, string ropid_or_moid){ 

 string queryOn= " ON "; 

 if(ropid_or_moid.compare("ropid")==0){  

queryOn = queryOn + "pm.rop.ropid = pm."+ 

MoClasses[0]+"_"+ObjectTypeNotation+"_"+ 

Epoch+".ropid"; 

 } 

 return queryOn; 

} 

 

The last two statements are the GROUP BY and ORDER BY. They are very 

easy statements just specifying how the data should be grouped and how the 

data should be ordered when it is returned from the database. The users 

always want the output to be sorted on time in ascending order. 

Finally, after doing all these calculations and creation of string in all the 

different functions, every function returns a string to the main function where 

they are assembled to one big SQL-query. This query is then returned to R 

which then executes the query towards the database.  

This is an extract of the main function in the query builders C++ code. As 

described it will call the different functions and create strings and then put 

them together and returned as a query. 
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#Create all sections one by one 

string strSELECT=select(dbTables); 

string strFROM=from(); 

string strJOIN=join(); 

string strWHERE = wheres(TimestampStart, TimestampEnd); 

string strGroup = group(); 

 

#Merge all sections into one query 

string postgreSQLQuery = 

strSELECT+strFROM+strJOIN+strWHERE+strGroup +" ORDER BY 

pm.rop.time ASC"+strLimit; 

#Return PostgreSQL-statement to R 

return postgreSQLQuery; 

5.3 Capabilities of Query Builder 

The query builder has an Ericsson’s PostgreSQL database in focus and will 

generate a SQL-query. The use of this query builder is very specific, which has 

resulted in that the query builder will work great when the query is executed 

against this specific Ericsson’s database. The query builder is developed to co-

work with R, which has given the query builder some special features while 

creating the query. It is up to the user and R to start a connection with the 

database and execute the generated query.  

Since this query builder only uses SELECT statements, no one will be able to 

add or delete data from the database using this query builder. Therefore, 

thanks to the simplicity, we can eliminate security risks and the need for 

validating the user.   

As shown above, the query builder fulfils its purpose of creating a SQL-query 

that can be used to retrieve data from the database. 
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6 Discussion 

This chapter will evaluate the work. It consists of evaluation of the 

development methods and of the completed query builder, but also 

discussions about different approaches that had to be taken towards the 

research and problem definition. The chapter ends with a section presenting 

the ethic and sustainability concerning this degree project. 

6.1 Evaluation of Development 

Conducting a case study at Ericsson has been a useful experience. The 

preparatory work including were very useful. The lack of knowledge required 

studies on the main substances databases and SQL, where the inductive 

approach turned out to be very successful since new knowledge were 

continuously gathered. Applying SCRUM to the degree project turned out to 

be a good method for developing. The project required a lot of changes back 

and forth and that’s why SCRUM was better suited, and chosen as the 

developing method. Earlier experience of SCRUM was another factor choosing 

SCRUM instead of the more traditional Waterfall method.  

The documentation worked fine in the beginning of the project. As the project 

progressed and the work load increased, the documentation of the progress 

where put aside. This resulted in lack of documentation on the SCRUM-board. 

This is nothing that have had negative effects, since the communication 

always have been good and using supervisors for ensuring that the work was 

progressing in the right direction. 

The use of different software has been good, no appreciable incidents or 

problems have occurred. To improve the usage of Visual Studio, we could have 

used the licensed version. This would enable us to share our code using 

repositories. Since there were no possibility to purchase license, and didn’t 

saw the need for it, the licensed version was ignored and replaced by using 

pair programming. Pair programming enabled participation from both driver 

and navigator, but also no need for sharing code across other computers. 
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Choosing to develop a new query builder from scratch gives the developer 

more opportunities and possibilities. The advantage of developing complete 

new software is the possibilities to adapt and adjust the software, to work as 

smooth and flawlessly as possible with the system. But it could also be tough 

developing new software, where you have to consider new bugs and other 

problems that might occur. In this degree project there were a clear set of 

requirements from Ericsson, along with a particular system that the query 

builder should co-operate with. These pre-conditions resulted in no option but 

to develop a new query builder. The major factors, affecting the choice of 

producing a new query builder instead of using an existing query builder, 

were: (1) the high complexity of the internal database; (2) that it should work 

together with R; (3) the possibility to extend functionality and use it in other 

systems. 

6.2 Evaluation of Query Builder 

A decision regarding the specification of requirements was not to follow it 

blindly, but to interpret the meaning behind it. Discussions between the 

supervisor at Ericsson and the project group were very useful and enabled 

some adjustments. To build an API, the query builder would need to handle 

everything, from creating the query to connection handling with the database 

and return the response (see workflow in figure 6). The limited time was a 

factor in the decision on creating a module rather than an API. The module 

would process the input and create the SQL query, then devolve the 

responsibility of database connection handling to R. 

The main reason for why Ericsson wanted the program written in C++ was 

because they didn’t want to exclude the possibility of making the query builder 

portable. If the module would be written directly in R, the property of 

portability would be rather limited. Also, R is a completely new language for 

the project group, which means that it would take longer time for to get 

started. 
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The major factors, affecting the choice of producing a new query builder 

instead of using an existing query builder, were: (1) the high complexity of the 

internal database; (2) that it should work together with R; (3) the possibility to 

extend functionality and use it in other systems.  

The query builder does not provide a GUI, in contrast to most of the other 

query builders available on the market. Creating a GUI was not a demand 

from Ericsson and there were no need to create one, since the query builder 

should be accessed from R. A GUI could have been a good addition to the 

program but since the users are experts in what they do and familiar with R 

there was no need to put time on creating a GUI as well. 

Due to the property working as a module to R, the query builder cannot 

establish and connect to a database, which is left to the user and R. This is a 

big difference compared to query builders mentioned in section 2.4, where all 

of them handle everything from database connection, query creation and 

execution. Leaving this part of the query builder enabled more time to focus 

on fulfilling the query builder’s real purpose, rather than focusing on creating 

and setting up database connections. 

When doing research on existing query builders, there was no query builder 

that supported PostgreSQL having the properties we needed. The lack of 

support for these unique properties resulted in Ericsson’s need for a custom-

made query builder. 

6.3 External or internal execution 

In problem definition this question was stated. “Will the query be executed 

directly from the query builder – internally, or from some other tool that will 

use the query builder - externally?”  

At the start of the degree project there were two approaches on how to create a 

working query builder. The decision was to create a module instead of an API 

as the specifications said. The module approach was to let the query builder 

receive the input, create the query, handle the connection with the database 
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and then return the result to the user; this would give an internal execution of 

the SQL query. The API approach was to let the query builder interpret the 

input, create a query and then return a query to R, to handle the database 

connection and execute the query; this would give an external execution of the 

PostgreSQL query. The big difference between those two options is whether to 

manage the database connection and execute the query from the query 

builder, or to let the user handle it from R. 

The advantages of doing this internally, from the query builder, is that the 

developers can ensure that everything runs smooth in the matter of creating a 

query, executing query, retrieving data and then returning data to R (see 

figure 6). One option to execute the query internally could have been to use 

one of many existing C++ libraries, which have built in functionality for 

accessing PostgreSQL databases. A disadvantage with this approach was how 

to return and pass the data through our query builder and then return it to R. 

This solution would have resulted in more work, by implementing a 

management process for the database connection and for returning data. 

Given our limited amount of time and lack of knowledge, this was a major 

factor in our choice of solution. 

Developing the query builder by returning the query to R, and then executing 

the query from R, was the other way of solving the execution problem. Solving 

it this way would result in giving up a lot of control and giving that control to 

the user and R. The query should still be working as it should with the internal 

execution approach, but we could not ensure that the user knows how to use R 

and execute the query. In this case study we knew for a fact that the users are 

very experienced and know how to use R, but in a bigger perspective the 

internal execution might have been better. A big advantage with the external 

execution is that more focus could be out on creating good queries and make 

the query builder as efficient as possible. 

Following is a short description of how our system design would look if we 

choose internal execution of the query. 
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1. The input is given in R and calls our query builder. 

2. The query builder will first interpret the input and create a 

PostgreSQL-query. It will also create and set up a connection to the 

database. The PostgreSQL-query is then executed.  

3. The requested data is returned from the database to our query builder. 

4. Our query builder sends the data back to R, the user. 

 

Figure 6. A simplified version of sequence diagram in appendix C. 

6.4 Query structure and validity 

The second question stated in the problem definition was: “How to structure 

the query, and how to make the query valid?” 

For the structure of the queries the choice was either to create the query 

completely dynamic and therefore being able to give the user more power in 

the creation of the SQL-query. Creating the query dynamic means that as the 

user types the input the query is created. This would set high demands on the 

functionality and response of the query builder. The profit that can be gained 

from the full dynamic way is a query builder with the property where users 

can change their query all the time before executing it reducing the wait time 

if any input is mistyped.  

The other way is to let the user type all input and then process the input. The 

creation of the query would then be to specify all different sections of the 

1. 

2. 3. 

4. 
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query and create one part at a time, and then put them together when all 

sections are done. This will be a well-structured query that is focusing on a 

specific task. The profit that is gained by defining how the query will look on 

before-hand is that, programmers are in full control of how the query will be 

build and minimize the risk of fault. The negative side by creating the queries 

this way is that it won’t be as flexible as a fully dynamic system, and if the 

structure of the databases changes it might affect how well the query builder 

will work. 

To validate the requested tables from the user, there is mainly one way. This is 

to check the requested database tables against the database schema, and this 

turned out to be a little bit problematic. The problem with the database 

schema is that the schema uses a Perl structure, and there is no existing 

function for processing and translating the Perl structure in C++. The two 

different ways of solving the database schema problem result in different pros 

and cons. The first way is to communicate with the database and request the 

schema each time a query is going to be built. The profit by doing this is that 

there is no need to store the database schema and the schema will always be 

up to date. The down side is that the main database responds with a database 

schema written in Perl. This means that a function that could translate the 

schema into a format that the query builder could interpret is needed. The 

other way is to translate the database schema from Perl to a format that the 

query builder easily could read. The profit with this is that there is no need to 

write the translator function to the query builder. The negative side is that the 

file need to be stored locally and there is no insurance’s that the schema is up 

to date. The best solution would of course be to use this Perl schema, but it 

would require producing such a translator function, which would take a lot of 

time and effort. After discussing this, the decision to create an offline JSON 

file of the schema that easily could be read with C++ functions. 
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6.5 Ethics and Sustainability 

In this section it will be explained which precautions we had taken into 

consideration. The precautions refer to the ethic aspects as well as the 

sustainability of social, economic and environmental aspects concerning this 

degree project. 

6.5.1 Ethics 

During this degree project, taking place on an Ericsson office in Kista, it 

implied encountering with confidential information. All information regarding 

internal routines and procedures along with data from the databases are 

confidential and only available for Ericsson’s employees. In this degree project 

it was required to ensure that this information was not shared with improper 

people. This regards both on a private level but also in this report, and we 

have confirmed the content in this report with the supervisor ensuring no 

confidential information is public. 

According to American Society of Civil Engineers (ASCE) [27] ethic guidelines, 

an engineer should be objective and honest. Since this degree project can 

affect people in making decisions regarding query builders, the report and 

researches have been as truthful and neutral as possible. 

6.5.2 Sustainability 

This query builder is a completely new product for Ericsson and is meant to be 

used in their everyday work. Depending on the choice of how to use the 

database schema, our query builder should be able to be in use as long as 

nothing drastically happens to the database structure. The query builder will 

decrease the work load in the ITK lab. This will lead to a less stressful 

workplace and therefore result in a better social environment. Since the query 

builder will reduce the amount of work needed to be done, it will contribute to 

better effectiveness of the employees and reducing costs. The query builder 

does not affect the environment in any way. It is software and is used together 

with already existing hardware, meaning no new hardware components will 

be purchased and installed.  
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7 Conclusion and Future Work 

This chapter will reveal the answers to the two questions stated in the problem 

definition.  

7.1 Conclusion about the degree project 

This degree project required a lot of knowledge, since the group didn’t have 

much previous knowledge in the area of SQL, query builders or databases. 

Therefore this degree project has been very rewarding, since the group got to 

learn about relational databases, partitioned databases, query builders, API, R 

and improve their knowledge in C++. Beyond the theoretical knowledge that 

was acquired, the group also learned valuable information about working at a 

big company like Ericsson. 

A recommendation for those who are going to do a degree project is definitely 

to contact companies which are of interest. Aside from gaining the help that is 

needed to complete the current project, it is a good way to create work related 

relationships and open up for some work opportunities. 

7.2 Conclusion about the problem definition 

Will the query be executed directly from the query builder – 

internally, or from some other tool that will use the query builder - 

externally? 

At the moment the query will be executed externally, mainly from within R. 

The main reason for this was the limited amount of time. For development, 

this decision was taken after an interview with an employee of Ericsson with 

good knowledge of R’s functions and features. These built in functions 

provides functionality for handling database connections, which made 

enabled the work to be more focused on what it was really about. If time 

wasn’t a limitation, an internal execution of the generated query would be 

applied. 
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How to structure the queries and how to make them valid? 

The structure was decided to be the specific version, where it was pre-decide 

how the query would be structured. The reason for this was to make it as easy 

as possible to use and give the user as much helping features in the query 

builder as possible. To show that the requested query is valid, the query 

builder compares the requested MoClasses and counters against an existing 

JSON version of the database-schema. Due to the limited amount of time, it 

was decided that it was better to put more focus into other functionality, then 

focusing too much on creating a translator between the database and the 

query builder.  

7.3 Future Work 

Even though the goals of this degree project were completed, there is still 

room for improvements, while looking at the implementation of the query 

builder. All necessary functionality was completed, but not yet implemented 

into the lab environment. This is definitely something that should be done, to 

enable the software of actually be of help to Ericsson. 

A necessary improvement should be to construct a translator for the database 

schemas, instead of the current solution where an offline JSON file is used. 

With its own database schema parser, the query builder would become 

broader and open for a bigger area of application. Creating a translator is 

required for implementing the query builder in Ericsson’s environment. 

Another functionality that can be improved is to execute the query internally, 

instead of externally as it is now, giving our software the property of 

portability and working as an API. If all these improvements were produced 

and implemented, the query builder might be able to work with other systems; 

despite it is a unique query builder, made for a particular system. 
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Appendix A 

Here is a diagram over all created functions and their relations. 

 
 
This diagram shows the functions in a complete query builder that was 

created by Patrik Stigeborn and Jonathan Strömgren, and each functions 

relation to the program. buildSQL is the main function that will initialize the 

process. It starts by interpreting the given input with the following functions, 

countEpoch, createPmList, createResolution, checkDB. Then the query 

building will start, from each interpreting function you can see the relations to 

in which part of the query they will be used. When the following function are 

complete, select, join, on, where, group, from, order, then their output will 

appended together into one, completely working, SQL-statement.   
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Appendix B 

This is a sequence diagram, showing how the query builder interacts with 
other systems, working as a module. 
 

 
This is an explanation to the different messages in the above sequence 

diagram. 

The user is always interacting with the systems through R, which is why the 

messages are sent to and from R. 

The buildQuery message is coming from R where the user has typed in the 

input parameters given in the requirements specifications. 

The Query Builder processes the input and does the necessary calculations 

and creates the SQL query. When the SQL-query is created it is returned to R 

which the message returnQuery shows. 

When R has retrieved the query, the user sets up a connection to the Ericsson 

database through the database interface. This is shown in the 

settingUpConnection message. 
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When R has connected to the database the query is executed, shown as the 

message executingQuery. The database interface interprets the query and 

retrieves data from the actual database. The retrieval process is represented as 

the retrievingData message. 

The database returns the data to the interface, the returnData message, and 

then the database interface forwards the data to R and the user. 
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Appendix C 

This is a sequence diagram, showing how the query builder would interact 
with other systems, working as a API. 

 This is an explanation to the different messages in the above sequence 

diagram. 

The user is always interacting with the systems through R, which is why the 

messages are sent to and from R. 

The buildQuery message is coming from R where the user has typed in the 

input parameters given in the requirements specifications. 

The Query Builder sets up the connection to the database interface, 

represented as the settingUpConnection message in the diagram. The 

database interface confirms the established connection with the message 

confirmConnection. 

The Query Builder then executes the query towards the database interface, 

represented as the message executing query. The database interface then 

retrieves the data with the retrievingData message. The returnData message is 
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then used from the database to the database interface and then forwarded to 

the query builder and finally to R and the user. 
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