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Abstract 

Traditionally, real-time applications have been executed within an isolated 

embedded system, but this is becoming outdated. These systems are growing and 

becoming larger, more distributed and complex, and are often closely integrated 

with the external structure. The ability to dynamically adapt and regulate these 

sort of systems during runtime is an increasingly desired feature. It can increase 

its lifespan and save costs in the form of both money and time. This thesis 

proposes a method to perform this dynamic adaptation and regulation with the 

concept of computational reflection. The method is conformed to support the 

constrained and varied environment faced when working with distributed 

embedded real-time systems. A prototype framework of the method has been 

realized in the programming language C++. This framework is lightweight and 

uses a minimum amount of dependencies.  By including this framework into an 

existing program and registering variables into the framework, the variables gain 

reflective properties. These properties are dynamic regulation and limited self-

awareness. Lastly, the framework has been evaluated regarding its computational 

load and memory consumption. This, in order to show how much extra strain 

this sort of method would inflict on an existing system. The results show that, 

relative the functionality it provides, the strain is low in most of the cases. 

However, in a hard real-time environment this might not be a viable solution.    

 

 

Referat 

Traditionellt har realtidsapplikationer körts inom ett isolerat inbyggt system, 

men detta har blivit ett föråldrat synsätt. Dessa system växer och blir allt större, 

mer distribuerade och komplexa, och är ofta nära integrerad med den yttre 

strukturen. Förmågan att dynamiskt anpassa sig och reglera denna typ av system 

under drift är en allt mer önskad egenskap. Det kan öka dess livslängd och spara 

kostnader i form av både pengar och tid. Denna examensrapport föreslår en 

metod för att utföra denna dynamiska anpassning och reglering med hjälp av 

konceptet kring computational reflection. Metoden är anpassad för att stödja den 

ansträngda och varierad miljö man möter när man arbetar med distribuerade 

inbyggda realtidssystem. Ett prototyp ramverk för metoden har skapats i 

programmeringsspråket C++. Detta ramverk är lättviktigt och använder ett 

minimalt antal beroenden. Genom att inkludera detta ramverk i ett befintligt 

program och registrera variabler till ramverket så får variablerna reflektiva 

egenskaper. Dessa egenskaper är bland annat dynamisk reglering och en 

begränsad självkännedom. Slutligen har ramverket utvärderats genom att testa 

dess beräkningslast och minnesförbrukning. Detta, för att visa hur mycket extra 

påfrestning denna typ av metod skulle orsaka i ett befintligt system. Resultaten 

visar att, relativt dess funktionalitet, så är belastning låg i de flesta av fallen. 

Men i en hård-realtidsmiljö så är detta antagligen inte en hållbar lösning. 

 



 

Preface 

SAAB is a global defence and security company operating in aerial-, land- and 

naval-defence, civilian and commercial aero-technics. They have more than 

14 000 employees and are present on all continents. Technically, they are leading 

in many areas and a fifth of their income goes to research and development. 

SAAB develops and sells products which to a significant extent are based on 

embedded real-time systems with control logic. The systems in question are large 

and complex with many interacting processes and a life that spans over several 

decades. Because of their defence-related nature, demands are also high on 

functionality under stressful and sometimes unpredictable conditions. For these 

systems it is therefore necessary to monitor and adjust its behaviour under 

different circumstances so that the system’s operability can be ensured at all 

times during the system’s life cycle. 

The control logic of these systems are based on parameters that need to be 

adjusted to find an optimal setting. In the current situation, software developers 

on SAAB needs to perform an implementation amendment to adjust one or more 

of these parameters. Because these particular adjustments are done frequently 

this becomes time consuming, both to perform the adjustments and wait for 

feedback. This problem was the start of this thesis project and is its core.  
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1 Introduction 

The environment today is changing fast and technology need to keep the same 

pace. Hence, an increasingly desired and valued feature among modern 

computational systems and programming languages is the ability to adapt. 

Adaptability can increase the life span of long term systems and/or provide a 

means to dynamically regulate systems. Traditionally, programming languages 

have been designed to be viewed as black box abstractions. When running, inputs 

can be provided and the effect of the input is a direct result of the algorithms 

hidden in the black box. But what if one wants to change the actual algorithm 

and thus, change the behaviour of the system? Make it adapt to either some 

change in the environment or maybe just increasing the sensitivity of the system 

by changing some parameters. Without being able to access the algorithms inside 

the black box this is not possible. Often, the only way to make such a change is 

to take the system offline, rewrite the program and restart it again. This prolongs 

the result of the change greatly and in a larger and more complex system this 

can be a costly routine. 

A solution to this problem would be to dismantle the walls of the black box and 

expose its content to the outside world. This is a hard task to do as running 

programs are often in the form of machine code, which are instructions for the 

physical hardware. Machine code is not something that can be understood by 

most humans and therefore, to just expose the content of the black box would 

be pointless. But if one could make a representation of the black box and its 

algorithms. A representation which, in one end is directly connected to the 

machine code and, in the other end is representing the connected machine code 

as readable information. This would make it possible for a human to get a view 

of the black box content and change it by changing the readable representation 

which forwards the change directly to the connected machine code. This is the 

idea behind computational reflection. A computational reflective system is in 

some sense self-aware of its own structure. By making a representation of the 

structure that it is linked to, changes on one can be reflected onto the other. 

Thus making it possible to interact with the self-representation from outside the 

program, and modifying it. Effects of the modification would happen almost 

instantaneously during run-time. See Figure 1.1 for an illustrative example on 

the concept of computational reflection.  
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Figure 1.1 Computational reflection concept. At the top is a processing unit with an 

executing program. At the bottom is an example of a representation of that program’s 

data structure, restricted to variables of primitive data-types. 

In more recent work [1], some computational reflective features have been 

included in a few programming languages such as Java, C# and Python. 

Unfortunately it is not as common in languages suited for computationally and 

memory restricted environments like embedded real-time applications, where 

speed and memory consumption are of great importance. The ability to adapt 

can be a costly feature and is therefore not always a viable choice. Embedded 

real-time systems are often used as building blocks in larger and more complex 

systems, where they perform some function within that system. However, these 

systems are growing and becoming larger, more distributed and complex, and are 

often closely integrated with the external structure [2]. This evolution towards 

higher complexity, integration and distribution gives the external modification 

and adaptation of such systems becomes harder. However, they are in some sense 

much like a reflective system, because they interact with the larger external 

system and their behaviour is a reflection of the information given from the 

external system. A computational reflective solution, designed to work on 

distributed embedded real-time systems, would therefore be suitable and 

beneficial in many cases. See 1.1.1 Illustrative Example, for such an example. 

  



  1. Introduction 

3 

 Problem Statement  

1.1.1 Illustrative Example 

To get a better understanding of the problem at hand an example will be 

discussed. Figure 1.2 illustrates a robot consisting of three processing units 

connected via some link, e.g. a Wi-Fi network connection, which provide a means 

to interact. Each processing unit has its own function within the robot, for 

instance the two lower units control each motor respectively and the top unit 

calculates the next motor action. The top unit is provided with information 

gathered from sensors (for example infrared sensors or cameras) which is used to 

calculate the next motor action. This action is forwarded to the lower two units 

which perform this action. Together, these three units constitute a distributed 

embedded system inside a larger external system, the robot. To update the 

software of the system or regulate some parameters of an algorithm, an external 

controller, e.g. a computer, is connected to the distributed embedded system via 

the network link and through it gains access to the processing units. In this case, 

to perform a change, the program of interest is stopped from executing, changed 

and restarted.  

 

Figure 1.2 Illustration of a distributed embedded system in form of a robot. Each 

processing unit is interacting with each other via some sort of connecting link. An 

external controller, for example in form of a computer, can access this link and thus 

interact with the embedded systems. 

Say we have the case where the robot is a terrain robot and it is out for testing. 

When performing the outdoor tests in different terrains one realizes that some 

improvements need to be made to increase the performance. An example of this 

could be that the robot needs more speed forward when going uphill. To actually 

see how the improvements affect the robot, the robot needs to be restarted and 

move up and down the hill again, this is done every time a change is made. This 

can become a time consuming routine relative to the magnitude of the change. 

So the question is, is there a better way to perform this improvement, while the 

robot is running, where the effect of the improvement can be observed instantly? 

This is the problem statement of the thesis and where computational reflection 

steps in.  
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1.1.2 Problem Description 

The goal of this thesis was to develop a theory and method to adapt and regulate 

the behaviour of a distributed embedded real-time system during run-time. This 

was achieved with computational reflection which is the key concept throughout 

this report. The method is presumed to be implemented and used in existing as 

well as future systems and thus extra consideration to reusability was taken into 

account. Furthermore, regulation by external controllers, controllers which are 

not part of the distributed system, are the main source of interaction. The 

external controller has no direct knowledge about the program structure running 

on each processing unit (see Figure 1.2). Therefore, the method includes a way 

to present the reflective data to the external controller. Lastly, since the systems 

are of real-time nature these aspects are considered, see section 2.1 for more 

information. This implies that a fast and lightweight method was required which 

affects the systems performance as little as possible. 

Below, a general model of a distributed embedded real-time system is illustrated, 

see Figure 1.3. This is the model that is used throughout the report. Since the 

method formulated in this thesis should be applicable to a wide range of 

embedded real-time systems, a general model is required. As can be observed in 

the image, the system consists of several distributed and independent hardware 

which communicates with each other via some communication link. 

 

Figure 1.3 Distributed embedded real-time system model. Each embedded real-time 

system is independent and interact with each other via a communication link. 

Together, these independent units form a distributed embedded real-time system. An 

external controller is presumed to access the distributed system’s communication 

link. 
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 Contribution 

In this thesis, we address the problem of dynamically regulating parameters of 

distributed embedded real-time systems. Applications for such systems are 

ubiquitous and growing. They can appear in everything, from the area of robotics 

to manufacturing and multimedia. The goal of this thesis is to contribute with a 

novel idea of how to dynamically regulate systems with computational reflection 

in a simple and effective manner which is suitable for existing distributed 

embedded real-time systems. The outcome of making systems more reflective can 

lead to better optimized automation and simpler regulation. Today reflection is 

often achieved with stand-alone programming languages or operating systems. 

An aim in this thesis is to remove those dependencies and other factors that 

require extensive modulations to already existing systems when reflection is 

implemented.  

 Target Audience 

The main topic in this thesis is dynamic adaptation and regulation of distributed 

embedded real-time systems. This will be achieved with computational reflection 

which is the key concept throughout the report. An intended reader is someone 

who is interested in either the topic of dynamic regulation and adaptation or the 

possibilities of computational reflection. The result can be used as an approach 

to solve similar problems or as a further study. The reader is expected to have a 

background in object oriented programming. More specifically, it is recommended 

to have some knowledge in the programming language C++, to make the method 

and implementation parts easily understandable. Furthermore, familiarity with 

the area of real-time systems will be helpful when reading the report, though a 

brief introduction to this subject is given in the background section.  

 Thesis Outline  

The thesis will start with basic theory about distributed real-time systems and 

computational reflection to give the reader a solid foundation to start from. After 

the reader has familiarized him- or herself with the basic theory behind these 

subjects, a section follows that presents the related work in the area of 

computational reflection and dynamic properties in real-time systems. Some 

examples will be given on relevant work and how it relates to the work in this 

thesis. This is followed by a section that explains the method proposed to solve 

the problem presented in section 1.1. That is, how computational reflection is 

adapted and used to accomplish the goals. Following this, the method’s 

realization is explained where some code examples are presented to lower the 

abstraction and provide a more practical perspective. This is followed by some 

tests performed on the realization to measure how much strain it could typically 

introduce in already existing systems and to verify the realization’s functionality.  

These tests and their result are afterwards evaluated and discussed in relation to 

a distributed embedded real-time environment. Lastly, overall conclusions are 

discussed including proposed future work and a short summary.
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2 Background 

In this section a brief introduction to the subjects related to this work, is given. 

This includes theory about embedded systems, distributed embedded systems, 

real-time systems and computational reflection.  

 Real-time Embedded Systems 

2.1.1 Embedded Systems 

Embedded systems are tightly coupled in almost everything around us and are 

an integrated part of our everyday life. Applications for embedded systems are 

ubiquitous and growing. These tiny, quick and smart systems can appear in 

everything from military to educational and medical applications, from a mobile 

phone to a washing machine. They often operate in highly constrained 

environments with physical restrictions and limited energy and their lifespan is 

expected to be as long as the object in which they are embedded [3]. With these 

high demands, embedded systems have evolved to become smaller and more 

energy efficient. They make it possible for our applications using embedded 

systems to follow the same path.  

There are two forms of digital systems, general-purpose and application-specific. 

General-purpose systems are not designed to run any special form of application 

as opposed to application-specific systems. Embedded systems are application-

specific and are often a sub-system of a larger external system where they perform 

a specific function within that system [4]. Essentially, embedded systems can be 

any application, controlled by instructions, stored on one or more processors that 

functions as a computational engine of the system. They typically interact with 

the outside world or an external system using actuators, sensors and specialized 

communication links. The fundamental characteristics of an embedded system 

can be summarized as follows [5] (section 1.3): 

 Single-functioned: An embedded system usually executes a single program 

repeatedly. The purpose of that system will not vary.  

 Tightly Constrained: An embedded system has especially tight 

development constrains such as: manufacturing cost, performance, size and 

power. These parameters often decide the success of the system. For 

example, an embedded system must often be cheap, perform fast enough 

to process data in real-time, and consume minimum amount of power to 

extend battery life.  

 Reactive: An embedded system is often required to continually react to 

changes in the system environment. 
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 Multi Rate: An embedded system should be able to drive different 

operations at different rates. The program running on the system can 

consist of several operations where each operation might need a certain 

rate. 

2.1.2 Distributed Embedded Systems 

A distributed embedded system is here defined to be a system of multiple 

independent processing units which cooperate to achieve a common goal. Below 

is an example of a distributed manufacturing system illustrated with a local 

network as a common communication link, see Figure 2.1. 

 

Figure 2.1. A distributed embedded system for manufacturing [6] (Chapter 14) 

A distributed system can either be classified as tightly coupled or loosely coupled. 

A tightly coupled system often has access to a common memory which loosely 

coupled systems do not. This means that tightly coupled systems can be affected 

through methods based on shared variables whereas loosely couples systems 

depend on some sort of messages passing between nodes (processing units). 

However, a loosely coupled system can contain nodes which themselves are 

tightly coupled systems. Furthermore, a distributed embedded system can be 

said to be either homogeneous or heterogeneous depending on the composition of 

processing units in the system. In a homogeneous system all the processing units 

are of the same type whereas for heterogeneous it can vary [6].   

By distributing systems, the probability of system-wide failure can be decreased 

and the system generally become more tolerant of processing failure. This is 

because the sub-systems are independent, so if one fails the others can still 

continue operating. Though, using several distributed processing units can also 

introduce more faults into the system that would not appear in centralized single-

processing systems. There are also physical reasons for distributing the 
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computations over a system: both convenience and physical restrictions such as 

space and heat distribution can benefit from it.  

2.1.3 Real-Time Embedded Systems  

An embedded system can be classified as a real-time system when extra 

consideration is taken into deadlines for request deliverance. A real-time system 

should guarantee that real-time application requests will be served within a pre-

specified deadline. This is a requirement for systems that cannot tolerate response 

delays larger than some limit, for example aircrafts and pacemakers.  

Basically, depending on the consequences due to missed deadline, real-time 

systems can be classified as one of the following [7]: 

 Hard Real-Time: The deadline is absolute, if exceeding it or in some cases 

being too fast, the answer will be useless and the consequences might be 

catastrophic  

 Firm Real-Time: The deadlines are of type hard but with the difference 

that an arbitrarily small number of missed deadlines can be tolerated. 

 Soft Real-Time: Missing the deadline is not catastrophic but may affect 

the performance negatively. The usefulness of the answer will degrade with 

time difference from deadline 

 Computational Reflection 

The option to adapt and regulate programs as a runtime routine is part of the 

term computational reflection. A computational reflective system is a computer-

based system which can answer questions about and/or support actions upon 

itself. It can access the systems internal structure, programmatically manipulate 

it and thereby modifying its behaviour [8].  

Reflection is meta-computation i.e. a computational system that performs 

computation about its own computation. In order to achieve this the system 

must be self-aware and be able to model its own structure. P. Maes in [9] 

emphasized that a computational reflective system should be represented with 

two levels, a base-level and a meta-level. The base-level includes the system’s 

functionality and the meta-level the reflection properties. Furthermore, the meta-

level can be decomposed into two parts, meta-computation and a meta-model, 

where the meta-model is the self-representation, and meta-computation is the 

logic dealing with the changes in the meta-model. With the self-representation it 

is possible for the system to answer questions about itself and support action on 

itself.  The meta-model is causally connected to the base-level and thus, when 

changes are made in one they are reflected in the other with the meta-

computation. This connection also keeps the system’s representation of itself 

accurate. Provided by the meta-computation is the means to Introspection and 

Intercession. Introspection is the term for when the meta-computation examines 

and reasons about the self-representation. Intercession, on the other hand, is 

when the meta-computation modifies its self-representation which can lead to 

modification of the base-level [10] [9]. 
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Self-representation is a key characteristic of a reflective system. There are two 

main approaches for providing this: procedural and declarative. With the 

procedural approach the representation is part of the implementation and is used 

to achieve the system functionality. Using a declarative approach, the 

representation is independent and there are two models, one for reflection and 

the other for the system functionality. There are advantages and disadvantages 

with both approaches. Procedural reflection needs to be optimized for multiple 

usage, however, the link with the base-level is implicit i.e. included in the 

implementation. Declarative reflection, on the other hand, can be optimized for 

a more specific case and is simpler to implement in existing systems, but the link 

is no longer implicit [10]. The property of modifying the self-representation at 

run-time and having these modifications affecting the runt-time computations, is 

something both approaches provide.  

Reflective programming languages can be identified as either structural or 

behavioural. Structural reflection focuses on the program structure aspects such 

as data-types, and gives access to an application’s static structure including 

classes, attributes and method definitions. Meanwhile, behavioural reflection is 

concerned with computations and their behaviour and gives access to the 

dynamic structure including messages, object’s state and call-back.
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3 Related Work 

Research in the field of dynamic adaption and regulation for embedded real-time 

systems is extensive and covers many areas, and is an interesting topic in many 

applications today. Despite this, academic work in the area of computational 

reflection as a means to accomplish these dynamic properties as a run-time 

routine in embedded real-time systems, is scarce. A reasons for this could be that 

it is hard to achieve these reflective properties without extensive knowledge about 

the system at hand, and that it often requires a system wide modification to 

implement this concept. This is partly discussed in section 8.1. Consequently, 

work related to this thesis is separated into two subjects, computational reflection 

and dynamic properties for embedded real-time systems. These are closely linked 

subjects, upon which the research in this thesis was built. 

 Dynamic Properties,  

Real-time Embedded Systems 

In the article [8], T. Gallo, L. Nigro and F. Tisato emphasize the importance of 

computational reflection in real-time applications. A real-time system itself is 

reflective in several aspects and therefore it is important to design such systems 

to support reflective means. They explain a model where the system is 

represented as a network of related objects. Each object has multiple 

representations divided into execution environments. An environment is devoted 

to some specific reflection activity. This model allows for ensuring efficiency in 

the system and achieving an optimized implementation. The viewpoint for this 

model is set at a higher abstraction level and explains an approach to design 

whole systems to become more reflection based. 

Y. Honda and M. Tokoro [11] describe a computational reflective approach for 

time-dependent systems (real-time systems) to extend a language with the 

possibility to control the execution of a program from and modify itself. In 

standard time-dependent systems they argue that a process can be separated into 

two objects, a base-level object and a meta-level object (object with information 

about itself). The base-level object describes what the process should do, what 

should happen in the system. Meanwhile the meta-level object describes how to 

make sure there is enough time to do this (the scheduling) and what will happen 

if there is not. With their computational reflective approach these two objects 

can be separated and an individual reflective scheme can be achieved. To realize 

this they introduce a real-time meta-object (in addition to the standard meta-

object that is used to set-up a reflective self-representation), that is responsible 

for the timing specifications for the process. Also an alarm-clock object is 

introduced as an abstraction of real-time clock (used in the scheduling to get a 

relative time). Lastly, a scheduling object that makes it possible to experiment 

with different scheduling algorithms. To realize their method they use a reflective 
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object oriented language called ABCL/R2 which has its own meta-object. Y. 

Honda and M. Tokoro’s approach focuses more on making the execution of tasks 

(the scheduling), in some sense, more dynamic and flexible instead of changing 

the behaviour of the executed task, which is the goal in this thesis. Though, they 

show how computational reflection can be used to change the behaviour of a 

system and presents the idea of encapsulating changeable information into 

objects, which is used in this report. 

The object-oriented language DROL, presented by K. Takashio and M. Tokoro 

in [12], describes distributed real-time systems from their proposed model called 

the DRO model. Distributed real-time systems are characterized with the 

properties of best effort and least suffering which the DRO model provides 

support for. DROL uses two separate levels of objects to model the system, the 

meta-level objects and base level-objects. The meta-level objects provides an 

execution environment for the base-level objects, in other words, they provide 

the functionality that the base-level objects need. Also it satisfies timing-

constrains and communication between objects with timing constrains, which are 

important aspects in real-time systems. The base-level object contains the 

information to execute the actual task that the real-time system is set to perform. 

DROL allows for a flexible system where the user can change the behaviour of 

the system by modifying a DROL-object at meta-level. The DROL language is 

an extension of the global programming language C++. As the work presented 

above in [11], K. Takashio and M. Tokoro’s method also aims to make the 

execution and scheduling more dynamic and flexible. However, since K. Takashio 

and M. Tokoro’s method is based on a language similar to C++, it is related to 

the content of this thesis. In the end, they use these properties in a different way 

than what is intended in this thesis but the methods are nevertheless similar to 

each other. In this thesis the goal is not to create a new language with reflection 

properties but more a method to implement these properties in existing 

languages. This with the aim to give already existing systems the possibility to 

acquire such properties. Moreover, the method proposed in this report is not as 

complex as the one explained by K. Takashio and M. Tokoro, only a small part 

will be considered here, namely: the regulation of variables. Scheduling properties 

are assumed to already be handled by the existing real-time system. K. Takashio 

and M. Tokoro gives the reader an idea of how a full-fledged reflective system 

can be used in a distributed real-time system. 

 Computational Reflection 

While C++ is a typed object oriented language, it is still a low level language 

with the tenets: what you do not use you do not pay for. This means that some 

functionality in the C++ language has been spared to instead prioritize speed 

and memory consumption, making it a well suited language for embedded 

systems. On the downside, this means that some functionalities are not supported 

by the language, or the users must implement it themselves. An example of this 

is data-type information, which is generally not stored and can therefore not be 

retrieved during runtime. This makes computational reflection and metadata 

structures hard to accomplish in the C++ language, which is dependent on this 

information. Q. Wang has partly solved this problem and developed a library for 

the programming language C++ that, among other things, can introduce 
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reflection properties into C++ based programs. The library is open source and 

is explained and accessible at [13]. Reflection is performed with only features 

already supported by C++ and as a core sets up a meta-data structure. This 

dependency-free library approach of implementing the reflective properties into 

a program without the support of such properties, is closely related to how the 

method explained in this theses is intended to be implemented. The extent of the 

reflection possibilities the library, that Q. Wang has developed, is much wider 

than what is intended in this thesis. However, Q. Wang’s method does not 

consider restrictive environments as those faced when working with embedded 

real-time systems. The method is not intended to be lightweight and do not 

consider any multithreading safety, which are important features for embedded 

real-time systems. 

The limitations in the C++ language related to computational reflection are also 

brought up by S. Roiser and P. Mato [14]. In their paper they present a reflection 

system which allows for run-time introspection properties (being able to examine 

and reason about the self-representation). Their system is designed in a way that 

is lightweight and stand alone with minimal dependencies on external software. 

Memory consumption has also been considered when designing the system by 

minimizing the library size and memory footprint. With the use of a special 

parser to the GCC compiler called GCC-XML, a XML description of all 

structures contained in header files can automatically be generated. This is used 

to gather reflection information that can be accessed during run-time. The 

reflection system is included in C++ with the use of libraries, which enhance it 

with reflection properties. S. Roiser and P. Mato focus more on the possibility of 

examining and retrieving information about types during run-time than actually 

changing them. Though, with their system this functionality would probably not 

be a hard thing to add when they have such extensive introspection properties. 

Their way to solve this problem of adding computational reflective properties in 

a way that is lightweight, dependent on few external software, standalone and 

applicable on several different platforms, is strived for in this thesis.  

In his paper [9], P. Maes presents the core concept of computational reflection 

and its importance. There he also explains the architecture of languages that 

support computational reflection and presents a survey of a few experiments 

performed with reflection. But most importantly, he explains an experiment to 

introduce a reflective architecture into an object-oriented language. This 

language is called KRS and the result is a language with reflective properties 

named 3-KRS. In this experiment he treats everything in a program structure as 

an object, like instances, classes, methods, etc. Every object, when created, is 

automatically given a meta-object that has a pointer to it. The meta-object 

contains all the reflective information available about the object. This for 

example incorporates information of how the object inherits information, how 

the object is printed etc. Meta-objects represent each object created and are 

together the reflective system’s self-representation. The self-representation can 

be modified during runtime which effects the runtime computations. The method 

proposed in this thesis is highly influenced by the 3-KRS language. Its core, the 

meta-object, can be modified to instead introduce reflective properties into a non-

reflective programing environment, as a framework/library solution. 
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J. Ferber [15]describes different models for implementing computational 

reflection into object-oriented languages. Using a meta-object approach and a 

message reification approach, various models are evaluated. The meta-object 

approach assumes that every object can be linked to a meta-object with the 

property of describing and monitoring its behaviour. The message reification 

approach uses messages to describe an object. Advantages and disadvantages 

with both approaches are stated and several examples are provided with the use 

of a demonstration language, ObjVlisp. J. Ferber explains both models 

thoroughly and makes it easy to follow the idea and method. In this thesis the 

meta-object approach is especially interesting and has strong similarities to the 

method proposed here and by P. Maes in [9]. Using a meta-object that represents 

the object associated with it and describing its structure, is the core of the 

computational reflective system in this report.  
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4 Method 

This chapter presents the method proposed to solve the problem stated in this 

thesis. The method will be divided into two parts, the first explains the meta-

level which includes the self-representation and meta-computation. The last 

explains the base-level, how it relates to the meta-level and what is needed by 

an existing application to gain reflective properties. Finally, a section about how 

thread-safety is achieved is given.  

 Computational Reflective System 

The computational reflective part of this method is declarative and does not 

automatically create a self-representation of the whole system, as opposed to P. 

Maes’s experiment language 3-KRS in [9]. Instead the user registers data 

structures, which need these reflective properties, inside the program. These 

registered data structures will be managed by the reflective system and included 

in the program’s self-representation. The core concept of having a meta-level and 

a base-level, as P. Maes emphasized, is used and will be a divider when explaining 

this method. Below is a figure which illustrates the idea behind computational 

reflection, see Figure 4.1. This image will be used as a tool to visualize the 

explained method. 

 
 

Figure 4.1 Computational reflection concept. A representation of the program’s data 

structure that is running on the processing unit can be seen in the lower square in 

the image. The smaller squares in the representation illustrates meta-objects. 



4.1. Computational Reflective System   

15 

4.1.1 Meta-level 

The meta-level is the level that contains readable information about a program 

in the form of a self-representation. This representation can contain information 

about type, size, name and address of the linked object and much more. The 

name is especially important because it will represent the linked object like an 

ID-tag. If an unclear ID-tag is chosen it will be hard for the user to know which 

data structure it represents.  

The meta-model (self-representation), is made up of meta-objects (as in [9] and 

[15]) where all the necessary information is encapsulated, see Figure 4.2. In Figure 

4.1, the meta-object can be seen as the squares in the self-representation. The 

meta-object’s name is the ID-tag of the data structure. Each meta-object has a 

unique name that provides a clear indicator to which registered data structure it 

is linked with. Inside a meta-object there exists a reference to a metadata-object. 

A metadata-object represents a specific data-type for data structures e.g. an 

integer or a character. It contains information about that type, e.g. size and type-

name. There exists only one metadata-object per registered data-type, which 

means that all meta-objects linked to the same data-type also refers to the same 

metadata-object. This is to ensure consistency between similar meta-objects and 

to decrease memory usage. A meta-object also contains information about where 

in memory the registered data structure is stored. More precisely the first address 

of the memory area which the data structure occupies. Knowing this and the size 

of the data structures data-type is enough information to retrieve the whole data 

structure from memory.  

 

Figure 4.2 A Meta-object encapsulates information about a registered data structure, 

here in form of variables. Among other things it contains the memory address to 

where the data structure is stored and a reference to a metadata-object. The 

metadata-object represents the data-type of the data structure. 

The actual value of the data structure linked to the meta-object is never stored 

as a separate value in the meta-object. To get the value one has to retrieve the 

information stored in memory. This guarantees that the meta-object is always 

up to date and a change in the meta-object leads to a change in the linked data 

structure. Moreover, less memory is consumed by the meta-object if no extra 
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copy of the linked data structure’s value is stored. Exactly how changes at the 

memory address is performed, or in other words, how the meta-computation is 

performed, is managed by each separate meta-object, which is responsible for 

ensuring that a change is performed correctly. Some data-types require 

specialized meta-computations e.g. pointers and arrays. For that reason there 

exists a manager that handles the registered data structures. The manager 

recognises special cases of data-types and assigns them to a specialized meta-

object which handles that type of meta-computation. Moreover, the registration 

manager also handles the setup of meta-objects and their respective metadata-

object references. 

4.1.2 Base-level 

The program’s structure is represented in the base-level. It is here where all the 

data structures are created and used according to the program’s functionality. 

Also, it is here where the reflective properties are applied and where the user 

registers data structures and types to reflect upon. To register a data structure 

into the reflective system, the system must first be informed about all different 

data-types that the data structures may consist of. The reason for this is because 

when registering a data structure, a meta-object will be created. Since, as 

mentioned above, a meta-object refers to its data structure’s respective metadata-

object representation, this metadata-object needs to exist before the meta-object 

is created. Since a metadata-object only is created when a data-type is registered 

this step need to be performed before registering a data-structure of that data-

type. Another way of doing this is would be to automatically try to create a 

metadata-object when creating a meta-object. Consequently, a new metadata-

object will attempt to be created every time the user registers a data structure. 

Since there should only exist one metadata-object per data-type, attempting to 

create a new metadata-object every time a data structure registration is 

performed is not especially time efficient. Therefore, the first approach is used 

with individual and non-automatic data-type registration. 

When an external controller requests information about reflective data 

structures, the information is delivered in the form of text. The text contains 

information about which data structures that can be reflected upon (their ID-

tag), their size, their type and other desired properties. To modify a data 

structure, the external controller needs to state the ID-tag of the data structure 

of interest and a new value in the form of raw data. With the ID-tag, the 

corresponding meta-object can be retrieved in the reflective system. Thereafter 

by calling that meta-objects reflection function with the raw data, the value of 

the data structure can be modified to a new value 

 Thread safety 

A problem realized when formulating this method is the risk of something called 

a race condition and data race [16]. It is not unusual for a program, executing on 

an embedded real-time system, to be multithreaded. Multiple threads can be 

useful when for example a system needs to fetch data and at the same time 

process other data. Normally this is considered when programming the processes, 

however, with the reflective system follows another source of memory 
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modification with unknown start time. This can lead to memory conflicts as those 

two mentioned above. A race condition occurs for example when two threads try 

to access the same memory section, here a shared data structure, simultaneously. 

Both threads try to change the data structure’s value at the same time but only 

the last thread doing so will have its value preserved because it overwrites the 

value set by the first thread. This can lead to undesired behaviour in a program. 

Data races are when two threads access the same memory location concurrently 

and when at least one tries to write to it. If the first thread does not finish the 

write to memory before the other thread tries to access it, the second thread will 

access a memory location in an incomplete state. This will give rise to an 

undefined behaviour.  

To avoid these problems with memory conflicts, an atomic execution is required 

[16]. With atomic execution one means that a critical section is executed as a 

single operation where no other threads can access this section as long as it is 

executed. In this method this is achieved with so called wrapper classes [17]. A 

wrapper class is in general any class that "encapsulates" the functionality of 

another class or component. Here this can be used to encapsulate data structures 

and make sure that one, and only one thread at a time can access its memory 

location. This is accomplished with a lockable type which makes the data 

structure’s memory location only accessible through a call to a certain function 

in the wrapper class, which becomes locked when doing so. Only when a thread 

leaves the function can the function be accessed again. There are several other 

ways of getting this desired behaviour, for instance with memory barriers [18]. 

Memory barriers are a hardware operation that causes a processor or compiler 

to apply an ordering constraint on memory operations before and after the 

barrier. This means that only one thread at a time can modify a memory location 

inside a barrier. The advantage with using memory barriers is that they do not 

lock a thread like similar solutions do e.g. lockable types [19]. The disadvantage 

is that they are hardware dependent, which means that depending on the 

hardware of the system, a memory barrier is implemented differently. The  

method  proposed  in  this  thesis  aims  to  be  platform independent and thus 

cannot be realized using memory barriers. Therefore are lockable types still the 

best solution to gain atomic operations for this project. 

Using wrapper classes, the developer creates a new object of the wrapper class 

containing the data structure to reflect upon and registers this object instead. 

The wrapper class object inherits most of the data structure’s data-type’s 

functionality and can therefore behave and be used as if the data structure alone 

was used. The difference is that inside the wrapper class, each time a read or 

write is required it calls the locking function by itself. So when an external source 

requests information or modification of this data structure encapsulated in the 

wrapper class, the meta-object cannot do this directly to memory but have to 

use the wrapper class’s functionality.  
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5 Realization  

A prototype realization has been created which is described in this chapter. This 

realization is limited to mostly POD (Plain Old Data) type registrations e.g. 

primitive data-types (integer, float, char and ect.), pointers, arrays, and basic 

objects. When explaining the realization, for simplicity, these abstract data-types 

will be referred to as variables. As the previous chapter, this is also divided into 

a meta-level section and a base-level section. However, the first thing brought up 

in this chapter is the choice of programming language and why it was chosen for 

the realization. After this comes a description of its meta-level followed by the 

base-level. Some code examples are given in these two sections for demonstration.  

 Programming language 

The method is realized as a prototype in the programing language C++. C++ 

is today one of the most popular programing languages and is often used in 

embedded real-time systems because of the properties of being fast and 

lightweight. Therefore it is chosen as the target language for the method 

realization in this thesis. C++, like many similar lightweight programing 

languages, comes with no reflection features. The method proposed in this thesis 

will therefore be realized as a framework extension to the C++ language with 

the reflection properties. This will make it easy to include in already existing 

systems using the C++ language. For embedded systems and the industry it is 

not unusual that it takes longer time to accommodate to new language versions, 

and therefore the realization will not depend on the latest version of C++, 

C++11. Instead C++03 will be used, which is the improvement of the first 

international standard, C++98 [20]. The realization will mainly use C++03 

standard library with as few dependencies as possible to C++11 and other third 

party libraries like the boost library [21]. 

 Meta-level 

In C++, as mentioned earlier, no data-type can be stored and accessed during 

runtime. There are limited ways of retrieving a variable’s data-type and the 

majority of available options provide a data-type as a text representation 

(string). In the C++03 standard you cannot convert a string representation to a 

data-type directly. This is not a problem when writing a change directly to 

memory, because one only needs to know the first address to the variable’s 

memory location and the size of the variable. But to perform atomic operations, 

the wrapper class’s member functions need to be called and this is only accessible 

when an object is retrieved with the correct data-type. 
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For the case of using non-atomic operations the meta-object does not need to 

keep track of the data-type of the linked variable. The link to the variable can 

be in the form of an unsigned char pointer which is often used when handling 

raw data: 

unsigned char* link; 

Using pointers in C++ is a way of saving computational time by sparing the 

processor the time it takes to copying the value of the variable. Though, it is 

also a way to always be up to date and provide a sort of causal connection. 

Instead of actually storing a copy of a variable you can just point to the variable. 

The meta-object can change the value of the pointer which is the value at base-

level and when the value at base-level is changed the meta-object will 

automatically be up to date.  Unsigned char pointers are traditionally used for 

raw data access where unsigned char is usually used for holding binary data. This 

is because of its one byte size and the fact that unsigned char values are of pure 

binary notation with a value range of 0 to 255. Thus a fitting choice when 

pointing to a memory location of a variable of unknown data-type. This was the 

first solution of the meta-object link where changes were made with a direct write 

to memory.  

Making the method thread safe means that unsigned char cannot be used because 

access to atomic operations is required and as mentioned earlier, a read/write 

directly to memory is not an atomic operation. These operations are only 

accessible when the variable is of correct data-type and not in form of raw data. 

To solve this, the meta-object class is rewritten as a template class: 

template <typename T> 

class MetaObject 

Using template classes the data-type can be stored and the link can be aware of 

what data-type it is linked to. Template classes also provides the possibility to 

operate with generic types, which is exactly what is needed. With this the link 

to the variable can be stated as the unspecified data-type T: 

T* link; 

However, with this solution, a meta-object is no longer type neutral. For example, 

to create a meta-object as a template object, a template type needs to be 

explicitly stated: 

MetaObject<int> metaobject; 

This is not a problem when creating the meta-object, because when registering a 

variable the developer inputs the variable’s type which is used when creating the 

meta-object linked to that variable. However, a problem arises when storing this 

meta-object. It is not possible to store several type dependent objects, with 

different type, in the same container. Nor is it computationally efficient to store 

each type of meta-object in a separate container and keep track of all the 

containers. The best solution is to make the meta-object type neutral again but 

still with knowledge of its type. This can be achieved with Polymorphism. By 

creating a base-meta class with no template augments and which includes the 
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basic functionality of a meta-object and letting the type dependent meta-object 

class inherit from it. Type dependency can be taken out of the equation: 

class MetaBase { 

  public: 

    MetaBase(MetaData& m); 

    virtual ~MetaBase (); 

    virtual void metaComputation(vector<unsigned char> rawData); 

  private: 

    MetaData& meta; 

} 

 

template <typename T> 

class TypeMetaObject: public MetaBase{ 

  public: 

    TypeMetaObject (MetaData& m, T& d); 

    void metaComputation(vector<unsigned char> rawData); 

  private: 

    T* link; 

} 

When creating a meta-object you derive the meta-base class with the typed 

meta-object class: 

MetaBase* mo = new TypeMetaObject<int> (MetaDataObject, variable); 

Where MetaDataObject is the metadata-object containing information about a 

data-type, which here is of data-type int. variable is the registered variable 

that will be linked to this meta-object and to which link will point to. Here the 

data-type int is remembered in the template parameter T and the meta-object 

is of type MetaBase, which is type neutral. This means that every meta-objet 

created can be stored in one single container. In this realization the C++ 

container, map, is used. A Map container stores elements by a combination of a 

key value and a mapped value. The key value is a unique identifying element for 

each mapped value and will therefore be set to the meta-objects ID-tag. The 

meta-object itself will be stored as the mapped value. The map container has a 

lookup complexity of 𝑂(𝑙𝑜𝑔 𝑁) (logarithmic to the size of the container) [22] 

which is preferable for a container of larger size. This is one of the reasons for 

using this specific container. Another reason is the key-value concept, which 

makes retrieval of meta-objects straight forward. There are several ways of 

storing metadata info. As mention earlier in chapter 3, S. Roiser and P. Mato in 

[14] used a special parser to generate XML files containing the information (and 

more) which the meta-object here contains. However, this approach loses the 

atomic properties.  

Explained above is a simplification of the heart of the reflective system. The type 

neutral meta-object with knowledge about the linked variable’s data-type and 

the map container with the ID-tag as key value. When an external controller 

wants information about a registered variable, the corresponding meta-object is 
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fetched from the container and a string representation of its content is returned. 

If an external controller requests a modification of a variable’s value, the 

corresponding meta-object is retrieved from the container and its reflective 

member function is called with the external controller’s raw data value as input. 

A more detailed overview of the realization is given in Appendix section a), in 

form of a UML class diagram. 

 Base-level 

In the base-level, to get access to the reflective properties a header file needs to 

be included: 

#include "ReflectionManager.hpp" 

This header file contains all necessary information to get reflective properties in 

an existing program. To register a variable in the user program, a reflection 

manager-object is required: 

ReflectionManager refmanager; 

This object handles all creations of meta-objects and metadata-objects. It acts 

as the communication link between the program, the self-representation and the 

external controller. Before registering variables their data-type needs to be 

defined in the meta-level: 

refmanager.defineType<int>(); 

refmanager.defineType<char>(); 

refmanager.defineType<double>(); 

For each defined type a metadata-object is available to be referenced to in the 

meta-object. In the case above there are available metadata-objects of the data-

types: integers, characters and doubles. To provide each meta-object with extra 

information about each variable’s origin, a class name can be set in the 

reflection manager:  

refmanager.setClassName("A"); 

When this is set, all variables registered afterwards are connected to that class. 

What this means is that the meta-object will have information about what 

class this variable is a member of. This will be used when representing the 

variable in the external application, see section 5.4.  For the case above the 

class is A. This can be changed at any time. Now the only thing left is to 

register the variables: 

refmanager.registerData<int>("Q", q); 

Here the variable q is registered as a variable with data-type int and ID-tag Q. 

This finishes the setup stage. Now it is possible to, among other things, retrieve 

all registered variables: 

refmanager.toString(); 
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Which returns a string presenting all registered variables and their 

corresponding metadata information. To modify a registered variable the 

following function is called: 

refmanager.reflectData("Q", rawData); 

Here Q is the ID-tag of the meta-object representing the variable to be modified 

and rawData is the new value in form of raw data which the variable will be 

modified to. 

5.3.1 Wrapper Class 

The wrapper classes implemented in this project, to make the modification of 

variables thread safe, contains so called mutex objects [23]. The mutex class is a 

synchronization tool that can be used to protect shared data from being accessed 

concurrently by multiple threads. Before a thread can access a shared variable it 

will need to call function lock on the mutex and once this has been successfully 

done, that thread owns the mutex. All other threads that try to access the shared 

data, will be blocked. Not until the first thread unlocks the mutex can another 

thread own it and access the shared data. This can look something like: 

void setData(T data){ 

  mutex.lock(); 

  sharedData = data; 

  mutex.unlock(); 

}  

 External Controller Application 

At the external controller, information about the reflective system can be 

presented with a tree structure. This can look something similar to: 

Class A   

 Q: type int, size 4, value 10  

 P: type double, size 8, value 2.2  

 Class B  

  C: type char, size 1, value a 

Class C   

 K: type int, size 4, value 5  

 

Here Class A contains two variables Q and P of data-type int and double 

respectively. Class A also contains an object of Class B which contains a 

variable C of data-type char. Lastly Class C contains a variable K of data-type 

int.  
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How the external controller communicates with the distributed embedded real-

time system is not specified in the realization and left open for the user to specify. 

How data is transferred between the distributed system and the external 

controller application and in which form, is therefore not specified either. 

Depending on both the system and its communication, different solutions can be 

used. An example of a solution could be that data is transferred over a network 

in the form of message packages. These packages can contain a string variable 

where ID-tag and other information in text format would be stored, and an 

unsigned vector where raw data can be stored. With these packages, data can be 

moved from the distributed system to the external controller client and vice 

versa.
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6 Tests 

To evaluate the prototype realization, two properties of the realization were 

tested and described in this chapter. In the first section the first property was 

tested, which evaluates the realization’s memory consumption. Here, the test 

environment is first explained, followed by the result from five different memory 

tests. The second property tested was computational load and its setup is also 

the first thing explained. Three different tests were performed and their results 

are presented after the setup. 

All the tests will be used and analysed in the Evaluation section. No conclusions 

from the data presented will be stated in this section. 

 Memory Consumption 

6.1.1 Test setup 

Memory consumption of the realized prototype was tested on a 64-bit Ubuntu 

14.04 computer with the use of a heap profiling tool called Massif [24]. This tool 

can measure how much heap and stack memory a program uses by taking so 

called snapshots. Snapshots represent the memory state of a profiled program at 

the moment it was captured. Both the useful space and the extra bytes allocated 

for book-keeping and alignment purposes are captured. There are three different 

snapshots: normal, detailed and peak. Normal snapshots only show the memory 

state at that moment. Detailed snapshots gives detailed information about what 

parts of the program takes up most of the memory at that moment. Lastly, peak 

snapshots give detailed information about the biggest memory peaks during the 

program’s execution. In these tests, the peak snapshots are the most important 

because the programs tested are short and take little time to execute. Most of 

the time goes to executing instructions involving loading and dynamically linking 

the programs. This is not relevant, only when the program actually performs 

instructions related to the reflective framework will the memory profile be 

interesting. These instructions will be shown as peaks in the memory profile and 

are the reason why peak snapshots will only be of interest. Also, both heap and 

stack memory are measured because the complete memory consumption is of 

interest.  

The results of the tests will be illustrated with both a graph and a detailed table. 

The graph is included only to give an overview of how the memory consumption 

varies between the tests and to show where the peak of the program is. The 

actual information about how much memory is consumed and how this 

consumption is divided between the heap and the stack, is stated in the table.    
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6.1.2 Test 1: Empty Main Program 

This test measures an empty program with only a main and no includes. This is 

to show the offset of the memory consumed by only the runtime environment 

setup by C++. The result is shown in Figure 6.1. At time instance 388 ms a 

peak snapshot appears in the graph, snapshot 62. Information about that 

snapshot can be retrieved form the table below where n = 62. According to the 

information, a total memory of 74.232 KiB were used by the program. Where 

72.704 KiB were allocated on the heap and 1.502 KiB were stored on the stack.  

 

 

Figure 6.1 Upper part: Graph of memory consumption for an empty main program 

without any includes. The memory measured is both heap and stack memory. “@” - 

represents detailed snapshots, “#” - represents peak snapshots, “:” - represents normal 

snapshots. Lower part: Detailed information about the peak snapshots of the empty 

main program, where n represents the number of the snapshot. 
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6.1.3 Test 2: Reflective Framework Included 

This test shows how much memory is consumed when including the reflective 

framework into a program. The program still consists of only an empty main but 

with the difference that the framework required for reflective properties is also 

included. The result is shown in Figure 6.2. In this test, a peak snapshot appears 

in the graph at time instance 521 ms and has the number 74. According to the 

table information about the snapshot, a total memory of 74.424 KiB were used 

by the program. Where 72.704 KiB were allocated on the heap and 1.712 KiB 

were stored on the stack. 

 

Figure 6.2 Upper part: Graph of memory consumption for an empty main program 

with only the reflective framework included. The memory measured is both heap and 

stack memory. “@” - represents detailed snapshots, “#” - represents peak snapshots, 

“:” - represents normal snapshots. Lower part: Detailed information about the peak 

snapshots of the program, where n represents the number of the snapshot. 

  



6.1. Memory Consumption   

27 

6.1.4 Test 3: One Integer Registered 

This test shows how much extra memory is consumed when registering one 

integer into the reflective framework. This includes creating a 

ReflectionManager-object, registering the data-type integer (creating a 

Metadata-object), creating an integer variable and storing it on the stack and 

lastly registering that integer variable into the reflective framework (creating a 

meta-object). The result is shown in Figure 6.3. Here, a peak snapshot appears 

in the graph at time instance 474 ms and has the number 74. At that time 

instance, a total memory of 74.848 KiB were used by the program. Where 72.847 

KiB were allocated on the heap and 1.936 KiB were stored on the stack. 

 

 

Figure 6.3 Upper part: Graph of memory consumption for a program with only the 

reflective framework included and one integer registered in the reflective framework. 

The memory measured is both heap and stack memory. “@” - represents detailed 

snapshots, “#” - represents peak snapshots, “:” - represents normal snapshots. Lower 

part: Detailed information about the peak snapshots of the program, where n 

represents the number of the snapshot. 
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6.1.5 Test 4: 10 Integers Registered  

This test is similar to Test 3 but with the difference that 10 integer variables are 

registered into the reflective framework, instead of one. Only one integer variable 

is created on the stack and re-registered 10 times where it becomes a new meta-

object element for each registration. This reduces the memory consumed by the 

variables, which is not part of the reflective framework and should therefore not 

be included in its memory consumption. The result is shown in Figure 6.4. Here, 

a peak snapshot appears in the graph at time instance 521 ms and has the number 

72. At that time instance, a total memory of 76.456 KiB were used by the 

program. Where 73.829 KiB were allocated on the heap and 2.320 KiB were 

stored on the stack. 

 

 

Figure 6.4 Upper part: Graph of memory consumption for a program with only the 

reflective framework included and 10 integer registered in the reflective framework. 

The memory measured is both heap and stack memory. “@” - represents detailed 

snapshots, “#” - represents peak snapshots, “:” - represents normal snapshots. Lower 

part: Detailed information about the peak snapshots of the program, where n 

represents the number of the snapshot. 

  



6.1. Memory Consumption   

29 

6.1.6 Test 5: 100 Integers Registered 

This test is similar to Test 4 but with the difference that 100 integer variables 

are registered into the reflective framework, instead of 10. Still only one integer 

variable is created and re-registered 100 times. The result is shown in Figure 6.5. 

Here, a peak snapshot appears in the graph at time instance 870 ms and has the 

number 44. At that time instance, a total memory of 91.080 KiB were used by 

the program. Where 83.738 KiB were allocated on the heap and 4.704 KiB were 

stored on the stack. 

 

 

Figure 6.5 Upper part: Graph of memory consumption for a program with only the 

reflective framework included and 100 integer registered in the reflective framework. 

The memory measured is both heap and stack memory. “@” - represents detailed 

snapshots, “#” - represents peak snapshots, “:” - represents normal snapshots. Lower 

part: Detailed information about the peak snapshots of the program, where n 

represents the number of the snapshot. 
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 Time Consumption  

6.2.1 Test setup 

A set of tests on the framework’s time consumption have been performed in two 

different environments. Each test-set will be referred to as Test 1 or Test 2 

depending on the environment. A test-set consists of three subtests where each 

subtest respectively measures the time it takes for the framework to access 

registered data in different ways. Time was measured with the processor’s own 

counter called through the operation system and which outputs a time in 

nanoseconds. Each of the subtests has two different variants, one where the 

access is only performed one time and one where it is performed 100 times and 

each time has been measured. For the latter subtest variant, the mean value has 

been calculated and is the value presented. Furthermore, each test-set is iterated 

100 times where the time for each iteration has been measured and the mean of 

those iterations is presented. So all the results presented in this section is some 

kind of mean, either a mean over 100 iterations of one access or a mean over 100 

iterations of 100 accesses, see Figure 6.6. 

 

Figure 6.6 Time consumption test setup. A test-set consists of three subtests where 

each subtest has a version where it is iterated 100 times. Each test-set is also iterated 

a 100 times.   

The first test, Test 1, was executed on a PC with 64-bit Windows 7 equipped 

with an intel 2.80 GHz dual core processor. An empty program with only the 

reflective framework included was used for the tests and compiled with MinGW’s 

C++ 32-bit compiler [25]. The second test, Test 2, was performed on SAAB’s 

test system, see Figure 6.7. This system is equipped with one processing unit 

with 12 physical cores and a clock frequency ranging between 1-1.6 GHz. Running 
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on the hardware is SAAB’s own version of a Debian based real-time operating 

system. This operating system handles all applications executing on the system. 

The system can handle several independent applications at the same time and is 

therefore a tightly coupled system. These applications are the ones that will be 

equipped with the reflective framework. For communication, the applications use 

an Ethernet connection that is handled by a server. Each application has a client 

part that is used for communication to and from the server. The server also 

handles communication from other embedded systems that are connected to the 

same network. In the end, this system represents just a small part of a much 

larger distributed embedded system used in the JAS Gripen fighter aircraft. 

When testing the framework a new independent application was executed. This 

application is the same as in the first test but with the difference that it was 

compiled for SAAB’s test system environment instead of the Windows 

environment. A Cross GCC 32-bit compiler was used to make the tests 

executable in this environment. 

 

Figure 6.7 Test environment: embedded processing unit with a real-time operating 

system. Several independent applications can run simultaneously on the 12 core 

processor as seen in the top layer (application layer). Each application communicates 

via an Ethernet connection to a server. The client part of the application handles all 

communication to and from the server. 

A third test, Test 3, has been performed but not on the framework. This test is 

to show the time difference between using a standard variable of primitive type 

and a thread-safe variable which uses the mutex class. This test was performed 

in both SAAB’s test system environment and the Windows environment as Test 

1 and Test 2. 



  6. Tests 

32 

6.2.2 Test 1: Windows PC Test 

The following subtests were executed on the Windows PC environment. SubTest 

1, tests the time it takes for the framework to retrieve information from one 

registered variable. The result is shown in Figure 6.8. SubTest 2 tests the time 

it takes to retrieve information from all registered variables and where the result 

is shown in Figure 6.9. Observe that this graph has a logarithmic scale on its 

time axis. Lastly, SubTest 3 tests the time it takes to modify the value of a 

registered variable. The result is shown in Figure 6.10. As can be observed, an 

access in form of one read/modify takes between 1.5-2.4 μs to perform and 

fetching information from all registered variables takes between 1.6-353.6 μs. 

 

Figure 6.8 Result from when reading information from one registered variable. The 

horizontal axis show the amount of registered variables at the time of the 

measurement and vertical axis show the time the measurement took in ns.  

 

Figure 6.9 Result from when reading information from all registered variables. The 

horizontal axis show the amount of registered variables at the time of the 

measurement and vertical axis show the time, in logarithmic scale, the measurement 

took in ns. 

0

500

1000

1500

2000

2500

3000

1 10 100 1000

n
s

Registered integers 

SubTest 1: Read One Variable

1 iteration
Mean over 100 iterations

1

10

100

1000

10000

100000

1000000

1 10 100 1000

n
s

Registered integers 

SubTest 2: Read All Variables

1 iteration

Mean over 100 iterations



6.2. Time Consumption   

33 

 

Figure 6.10 Result from when modifying information from one registered variable. 

The horizontal axis show the amount of registered variables at the time of the 

measurement and vertical axis show the time the measurement took in ns. 

6.2.3 Test 2: SAAB’s Embedded Test System 

These tests are executed in SAAB’s test system environment but have the same 

test cases as Test 1. SubTest 1, tests the time it takes for the framework to 

retrieve information from one registered variable. The result is shown in Figure 

6.11. SubTest 2 tests the time it takes to retrieve information from all registered 

variables and where the result is shown in Figure 6.12. As the previous graph of 

SubTest 2 on the Windows PC, this one also has a logarithmic scale on its time 

axis. Lastly, SubTest 3 tests the time it takes to modify the value of a registered 

variable. The result is shown in Figure 6.13. Similar to Test 1, an access in form 

of one read/modify takes between 8.2-15.3 μs to perform and fetching information 

from all registered variables takes between 8.3-1883.0 μs. 

 

Figure 6.11 Result from when reading information from one registered variable. The 

horizontal axis show the amount of registered variables at the time of the 

measurement and vertical axis show the time the measurement took in ns. 
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Figure 6.12 Result from when reading information from all registered variables. The 

horizontal axis show the amount of registered variables at the time of the 

measurement and vertical axis show the time, in logarithmic scale, the measurement 

took in ns. 

 

Figure 6.13 Result from when modifying information from one registered variable. 

The horizontal axis show the amount of registered variables at the time of the 

measurement and vertical axis show the time the measurement took in ns. 
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6.2.4 Test 3: Time difference using wrapper classes 

These tests shows the time difference between reading/writing to a variable of 

wrapper class type in comparison to a variable of primitive data-type. The first 

subtest was executed on the Windows PC environment and its result is shown 

in Figure 6.14. The last subtest was executed on SAAB’s test system and its 

result is shown in Figure 6.15. In the Windows environment a read/write to a 

normal integer variable takes about 4 ns whereas it takes between 669-691 ns to 

a variable of wrapper class type. On SAAB’s test system, a read/write access to 

a normal integer variable takes about 20 ns and to a variable of wrapper class 

type it takes between 447-572 ns. 

 

Figure 6.14 Difference between reading and writing to wrapper variables and normal 

primitive types. The time difference is given in ns. 

 

 

Figure 6.15 Difference between reading and writing to wrapper variables and normal 

primitive types. The time difference is given in ns.

691,19

3,66

669,25

3,66

0 100 200 300 400 500 600 700 800

Write to wrapper variable

Write to integer variable

Read from wrapper variable

Read from integer variable

ns

Difference between wrapper and primitive type
Windows PC

572,53

20,14

447,2

20

0 100 200 300 400 500 600 700

Write to wrapper variable

Write to integer variable

Read from wrapper variable

Read from integer variable

ns

Difference between wrapper and primitive type
SAAB's Test System



  7. Evaluation 

36 

 

7 Evaluation 

This  chapter  evaluates  the  prototype realization and the method used based  

on  the  results of the tests  in  the  previous  chapter. The first section discusses 

the dependencies the realization uses. This is followed by a section evaluating its 

memory consumption where the memory increase per registered variable is 

calculated and used in the evaluation. Lastly, the time consumption is evaluated 

and discussed.  

 Dependencies 

To increase reusability, as few dependencies as possible are desired. The 

implementation of the method is only dependent on C++03’s libraries with the 

exception of the mutex class which was not supported until C++11. A mutex 

class however, can be written separately or may be provided by the operating 

system of the embedded real-time system. Making the reflective properties thread 

safe is important for tightly coupled distributed systems where shared variable 

are used. It is also important in order to be able to ensure that there is no 

interference with real-time computations that could affect the outcome 

negatively. The framework has been tested with C++03 and C++11 and 

supports both versions. Neither the operating systems architecture, whether it is 

32-bit or 64-bit (assuming 64-bit and 32-bit C++ compiler respectively), nor its 

developer, for example Windows or Linux, should matter for this framework. 

Tests have been performed on 64-bit Ubuntu with 64-bit compiler, 32-bits 

Xubuntu with 32-bit compiler, 64-bits Windows with 32-bit compiler and 32-bit 

Debian with 32-bit compiler without any problems. 

 Memory Consumption 

By evaluating the results from section 6.1, an overview of the memory 

consumption can be derived. From Test 1 the memory footprint for executing an 

empty executable can be retrieved (Figure 6.1, snapshot 62): 

𝑜𝑓𝑓𝑠𝑒𝑡 = 73.208 [𝐾𝑖𝐵]  

This offset can be used when calculating the memory consumption for each 

registered variable in the reflective framework. From Test 2 one can observe the 

memory increase from only including the framework (Figure 6.2, snapshot 74). 

By using this and 𝑜𝑓𝑓𝑠𝑒𝑡, the memory used by the empty framework, can be 

extracted: 

𝑚𝑒𝑚𝐹𝑊 =  74.424 − 𝑜𝑓𝑓𝑠𝑒𝑡 = 1.216 [𝐾𝑖𝐵]  
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Furthermore, in Test 3, when registering an integer variable the memory used is 

increased to 74.848 KiB (Figure 6.3, snapshot 71), which means that one 

registered integer’s memory consumption is equal to: 

𝑟𝐼𝑛𝑡 =  74.848 − 𝑜𝑓𝑓𝑠𝑒𝑡 – 𝑚𝑒𝑚𝐹𝑊 − 𝑚𝑒𝑡𝑎𝐷𝑎𝑡𝑎 − 𝑟𝑒𝑓𝑀𝑎𝑛𝑎𝑔𝑒𝑟 − 𝑖𝑛𝑡 [𝐾𝑖𝐵]   (1) 

Where  𝑚𝑒𝑡𝑎𝐷𝑎𝑡𝑎 is the memory consumed by the metadata-object created when 

registering the data-type int. 𝑟𝑒𝑓𝑀𝑎𝑛𝑎𝑔𝑒𝑟 is the reflection manager-object 

created to handle the variable registrations. 𝑖𝑛𝑡 is the actual integer variable 

registered each time which, with a 64-bit compiler, has a size of 4 byte. Only one 

metadata-object will be created in these tests because only integers were used 

and only one reflection manager-object was created to handle the registrations. 

When using the framework there will only exist as many metadata-objects as 

data-types used and therefor in cases where many variables are registered in 

comparison to data-types, they can be neglected. We can merge 

 𝑚𝑒𝑡𝑎𝐷𝑎𝑡𝑎, 𝑟𝑒𝑓𝑀𝑎𝑛𝑎𝑔𝑒𝑟, 𝑜𝑓𝑓𝑠𝑒𝑡 and 𝑚𝑒𝑚𝐹𝑊 to one setup-offset variable: 

 𝑠𝑒𝑡𝑈𝑝𝑂𝑓𝑓𝑠𝑒𝑡 =  𝑚𝑒𝑡𝑎𝐷𝑎𝑡𝑎 +  𝑟𝑒𝑓𝑀𝑎𝑛𝑎𝑔𝑒𝑟 + 𝑜𝑓𝑓𝑠𝑒𝑡 + 𝑚𝑒𝑚𝐹𝑊 + 𝑖𝑛𝑡  

In Test 4, 10 integers were registered and the memory consumed increased 

to 76.456 𝐾𝑖𝐵(Figure 6.4, snapshot 72). This gives the following: 

𝑟𝐼𝑛𝑡 ∗ 10 =  76.456 − 𝑠𝑒𝑡𝑈𝑝𝑂𝑓𝑓𝑠𝑒𝑡 [𝐾𝑖𝐵]  

To extract 𝑟𝐼𝑛𝑡, equation (1) can be used and subtracted on both sides leaving 

us with the following: 

𝑟𝐼𝑛𝑡 ∗ 9 =  1.608 [𝐾𝑖𝐵]  

𝑟𝐼𝑛𝑡 =  0.179 [𝐾𝑖𝐵]      (2) 

In Test 5, 100 integers are registered and the memory consumed is increased to 

91.080 KiB (Figure 6.5, snapshot 44). Using the same method as above gives us 

the following: 

𝑟𝐼𝑛𝑡 ∗ 100 =  91.080 − 𝑠𝑒𝑡𝑈𝑝𝑂𝑓𝑓𝑠𝑒𝑡 [𝐾𝑖𝐵]  

𝑟𝐼𝑛𝑡 ∗ 99 =  16.232 [𝐾𝑖𝐵]  

𝑟𝐼𝑛𝑡 =  0.164 [𝐾𝑖𝐵]     (3) 

Taking the mean of these two results, (2) and (3), gives us that: 

𝑟𝐼𝑛𝑡 ≈ 0.172 [𝐾𝑖𝐵]   

The 𝑠𝑒𝑡𝑈𝑝𝑂𝑓𝑓𝑠𝑒𝑡 will vary depending on the number of data-types registered 

and the number of reflection manager-objects created. However, in the end this 

is just a static offset that will not depend on the number of registered variables. 

Therefore it is not of interest here. 𝑟𝐼𝑛𝑡 will also vary in memory size depending 

on the data-type of the registered variable, its ID-tag’s length and other 

parameters. These are only small changes and will not affect the result 

significantly. Results on several other similar tests but with different data-types, 

are given in Appendix under section b). These data-types are of primitive type 

and variy in size from the smallest of 1 byte to the largest of 8 bytes. The results 
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include calculations on memory increase per registered variable, which varies 

between 0.151-0.178 KiB depending on the data-type.  

A 172 bytes memory consumption increase per 4 bytes integer, or a 178 bytes 

increase per 8 bytes double (see Appendix section b) ), are not high memory 

increases in relation to the memory consumed by a standard application. Also, 

since the number of variables with reflective properties are presumed to be a 

minority, the memory increase can be considered small in lager applications.  

This shows how memory efficient this sort of method can be in comparison to its 

functionality. Then again, this is a simplified reflective method. Increasing the 

complexity will increase the memory consumed by each registered variable.   

 Time Consumption 

The time characteristics when accessing registered variables on the Windows PC 

and SAAB’s test system, are similar to each other. The difference is that the 

Windows PC is about 10 times faster than SAAB’s test system, which was 

expected. The Windows PC is a general-purpose system where more focus is on 

high computational performans. SAAB’s test system is more application-specific 

and adapted for the harsh environments that fighter aircrafts are exposed to. 

The time to access a variable, for modification or for retrieval of information, 

varies depending on the current status of the processor at the time. This means 

that if there are many different processes competing for processing time when 

the tests are executed, the resulting measurements are assumed to show a higher 

time consumption than what would otherwise be expected. Therefore, when the 

tests were performed, it was seen to that a minimum amount of other applications 

was running in parallel on the test systems. This alone is not enough to get a 

good approximation of the time consumption characteristics. To improve the 

approximations the mean of several executions was calculated.  

An overall observation can be made that the tests that were iterated over a 100 

times were faster than the same tests only performed once. This can be the result 

of  many factors e.g. how the processor handles its cache memory, other parallel 

processes and compiler optimization when preforming the same instruction 

several times. Except for these time differences, the results for each test in the 

same graph are similar. On the Windows PC, the read of a variable can take 

between 1.8-2.5 μs depending on the number of variables registered and the 

number of iterations, see Figure 6.8. Reading information from all the variables 

registered takes about 1.6-353.6 μs, see Figure 6.9. Lastly modifying a registered 

variable takes between 1.5-2.4 μs to perform, see Figure 6.10. On SAAB’s test 

system, the read of a variable takes between 11-16 μs to perform, depending on 

the number of variables registered and the number of iterations, see Figure 6.11. 

Reading information from all the variables registered takes about 8.3-1883.0 μs, 

see Figure 6.12, and modifying a registered variable takes between 8.2-11.3 μs to 

perform, see Figure 6.13. An access time of micro seconds would not, in normal 

cases, disturb other computations and inflict time complications. For high speed, 

hard real-time systems this might be a problem and is something that need to 

be evaluated if a similar solution is considered. Under these assumptions, the 

result from the subtests that read information from all registered variables has 



7.3. Time Consumption   

39 

been excluded. These tests show a result time in the interval of milliseconds 

which could be problematic. However, fetching information from all registered 

variables may not be necessary to do frequently and can therefore be a cost 

reduced to only a few occasions. 

In the last test, which measures the time difference between using a wrapper 

class with a mutex lock operator and a primitive data-type, the result is 

distinctive. For the Windows PC environment, access to a wrapper class’s data 

takes about 190 times longer time than to a variable of primitive type, see Figure 

6.14. In SAAB’s test system environment, the difference is not as high but it is 

still takes about 25 times longer to access a wrapper class’s data, see Figure 6.15. 

When using wrapper classes together with the reflective framework, it will 

increase the time it takes to access a registered variable, especially when accessing 

information from all registered variables. In the cases of accessing information 

from all registered variables, the time increase for each access, is directly related 

to the number of registered variables of wrapper type. In other words, the more 

registered variables of wrapper type a considerable longer time it will take to 

fetch information from all registered variables. Consequently, it is not time 

efficient to use mutex lock operations as a means to make a variable atomic. 

However, using mutex based wrapper classes is just a suggestion to how one can 

solve the problem of making the reflective framework thread-safe. It is up to the 

users to determine if it is a suitable solution in their system or if a better solution 

is needed. Moreover, data that is not shared between threads do not need to be 

of wrapper type and can therefore be spared from the time increase when 

accessing it. With only a limited amount of shared data, a mutex based wrapper 

class might still be good enough and its simplicity worth the time increase.  
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8 Conclusions 

The goal of this thesis is to provide an idea for existing and future distributed 

embedded real-time systems for a method to acquiring reflective properties. But 

how well is this method suited for those systems? This will be discussed in the 

first section of this chapter. Following this is a section with suggested 

improvements and future work. Finally, as a last paragraph in this thesis, a 

section giving a short summary of the work presented in this report. 

 Discussion  

The computational reflective method formulated in this report is not a full-

fledged reflective system, but more an idea/example on how this can be achieved.  

The main focus is a general, structural and declarative reflective system with 

intercession properties and limited introspection properties. Basic questions 

about itself can be answered, such as a registered variable’s size, data-type and 

value. Computational reflection is not naturally a general solution. A 

computationally reflective system should be self-aware and well integrated into 

the host-system to work as intended. This is probably the reason why most of 

the solutions for introducing computational reflection come in the form of a 

custom programming language or operating system with these features 

integrated. Making a general method that works on several systems and without 

this integration is therefore hard. Basic operations as modification and 

information gathering on standard data structures, such as primitive data-types, 

is possible with the generalization. But more complex actions or data structures 

must be solved with special cases or with better integration.  

Reducing the dependencies used by the prototype made the goals harder to reach 

when realizing the method than initially expected. C++03 is not sufficient in 

many aspects, to realize this sort of application without making it more 

hardware/software specific. There are several features that are missing in C++03 

e.g. auto specifies, atomic variables, type traits etc. It is nevertheless necessary 

to stay clear of any dependencies to C++ standards other than C++ 03 in 

environments such as those at SAAB. The distributed embedded real-time 

systems they use are both heterogeneous and loosely coupled with/without 

tightly coupled nodes. To make the method applicable on as many units as 

possible the dependencies need to be reduced to a minimum. 

The realization is simple and straight forward to include in an already existing 

system. In a program, only the ReflectionManager.hpp needs to be included to 

get started. It is both lightweight and computationally effective and can be 

applicable on several different types of embedded systems. Thread safety can be 

accomplished with wrapper classes which is supported by the reflective 

framework. Though, the framework is not suited for hard real-time systems 
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because of the mutex class used by the wrapper classes. As seen Figure 6.14 and 

Figure 6.15, a mutex lock can affect threads and there execution time 

substantially. For firm and soft real-time systems however, this would probably 

not be a problem.  

The benefits, in terms of development time and costs, of using this sort of solution 

for regulation of embedded real-time systems, are many. No re-compiling is 

needed or system reboot. The only thing that might take time is to include and 

setup the reflective framework. However, this is just a one-time cost and over 

time it will be negligible. Depending on the communication possibilities within 

the distributed embedded system, changes can be made in micro seconds. Also 

there is the possibility to use this system to perform automatic regulations. An 

example of this could be that the external controller fetches information about 

the registered variables continuously and when a variable reaches some threshold 

a certain change can be carried out. 

 Summary 

A method for dynamically regulating existing distributed embedded real-time 

systems using computational reflection has been formulated. Extra consideration 

to embedded real-time aspects have been taking into account. A simple prototype 

realization of the method have been programmed to verify that it works. The 

outcome is a framework that introduces reflective properties into existing 

programs with a declarative approach by registering variables to it. This 

framework provides limited amount of reflective properties on standard POD 

variables. Tests on how memory and computationally efficient this sort of 

solution can be with relation to embedded real-time system constrains, have been 

made. These tests show that, with this restrictive framework, memory increases 

are small when compared to the functional benefits it provides. Computationally, 

it is fast with some exception e.g. when using mutex based wrapper classes and 

when retrieving information about all registered data. The reflective framework 

is written in C++03 with no dependencies except the mutex class. The end result 

is an example on how computational reflection can be used to solve similar 

problems.
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 Future Work 

The method proposed in this thesis is a general one that leaves room for future 

improvement. As P. Maes in [9] explains, anything can be encapsulated in meta-

objects, even functions. In C++ there exists something that is called a function 

pointer, which can be used to call functions via pointers. If creating specialized 

meta-objects for functions, which each includes a description on how to use them, 

functions can be part of the reflective framework. Moreover, objects beyond the 

normal POD types can be supported in a much better way than the realization 

of the method does. As of now, any object is supported, but just as an 

abstraction. No knowledge about that object can be retrieved other than its size 

and type-name. To improve this, a meta-object can have the functionality to add 

class members. So if a class contains some member variable and member function, 

its instance’s respective meta-object would contain a function pointer to that 

function and a normal pointer to that variable.  

Another improvement is to make the method more automatic. Instead of forcing 

the user to register each variable of interest by hand, it can become an automatic 

process. This is however a large step and much harder to accomplish. There are 

ways to solve this with, among other things, using the compilers debug data. 

This data contains information about much of the program, to be able to debug 

it. By examining the data and extracting relevant parts, meta-objects can be 

created based on this. The difficulty with this approach is that there is no way 

of telling which data should be used, extracting and reading debug data is not 

trivial and lastly, the debug-data representation can change depending on the 

type of compiler. Also it cannot be presumed that a system has access to debug-

data and thus introduces dependencies. 
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Appendix 

a) UML Class Diagram of the Realization 

Below is a UML class diagram illustrating the class relations in the framework 

realized, see Figure 1. 

  
Figure 1 UML class diagram of the framework realization 
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b) Memory Consumption Tests 

1. Test: 1 char registered  

This test is similar to Test 3 in section 6.1.6 but with the difference that one 

char variables is registered into the reflective framework, instead of one integer 

 

Figure 2 Detailed information about the peak snapshots of a program were one char 

is registered. 

This gives us: 

𝑟𝐶ℎ𝑎𝑟 =  74.848 −  𝑠𝑒𝑡𝑈𝑝𝑂𝑓𝑓𝑠𝑒𝑡  

Where  

𝑠𝑒𝑡𝑈𝑝𝑂𝑓𝑓𝑠𝑒𝑡 =  𝑜𝑓𝑓𝑠𝑒𝑡 + 𝑚𝑒𝑚𝐹𝑊 + 𝑚𝑒𝑡𝑎𝐷𝑎𝑡𝑎 + 𝑟𝑒𝑓𝑀𝑎𝑛𝑎𝑔𝑒𝑟 +  𝑐ℎ𝑎𝑟 [𝐾𝑖𝐵]  
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2. Test: 100 chars registered  

This test is similar to Test 5 in section 6.1.6 but with the difference that 100 

character variables are registered into the reflective framework, instead of 100 

integers 

 

 

Figure 3 Upper part: Graph of memory consumption for a program with only the 

reflective framework included and 100 chars registered in the reflective framework. 

The memory measured is both heap and stack memory. “@” - represents detailed 

snapshots, “#” - represents peak snapshots, “:” - represents normal snapshots. Lower 

part: Detailed information about the peak snapshots of the program 

This gives us: 

𝑟𝐶ℎ𝑎𝑟 ∗ 100 =  89.856 − 𝑠𝑒𝑡𝑈𝑝𝑂𝑓𝑓𝑠𝑒𝑡 [𝐾𝑖𝐵]  

Subtracting the 𝑟𝐶ℎ𝑎𝑟 from above section 1, from both sides: 

𝑟𝐶ℎ𝑎𝑟 ∗ 99 =  15,008 [𝐾𝑖𝐵]  

𝑟𝐶ℎ𝑎𝑟 =  0.151 [𝐾𝑖𝐵]  
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3. Test: 1 boolean registered  

 

Figure 4 Detailed information about the peak snapshots of a program were one 

boolean is registered. 

This gives us: 

𝑟𝐵𝑜𝑜𝑙 =  74.848 −  𝑠𝑒𝑡𝑈𝑝𝑂𝑓𝑓𝑠𝑒𝑡  

Where  

𝑠𝑒𝑡𝑈𝑝𝑂𝑓𝑓𝑠𝑒𝑡 =  𝑜𝑓𝑓𝑠𝑒𝑡 + 𝑚𝑒𝑚𝐹𝑊 + 𝑚𝑒𝑡𝑎𝐷𝑎𝑡𝑎 + 𝑟𝑒𝑓𝑀𝑎𝑛𝑎𝑔𝑒𝑟 +  𝑏𝑜𝑜𝑙 [𝐾𝑖𝐵]  
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4. Test: 100 boolean registered  

This test is the same test as the previous one but with the difference that 100 

bool variables are registered into the reflective framework, instead of 100 

characters. 

 

 

Figure 5 Upper part: Graph of memory consumption for a program with only the 

reflective framework included and 100 booleans registered in the reflective framework. 

The memory measured is both heap and stack memory. “@” - represents detailed 

snapshots, “#” - represents peak snapshots, “:” - represents normal snapshots. Lower 

part: Detailed information about the peak snapshots of the program 

This gives us: 

𝑟𝐵𝑜𝑜𝑙 ∗ 100 =  89.856 − 𝑠𝑒𝑡𝑈𝑝𝑂𝑓𝑓𝑠𝑒𝑡 [𝐾𝑖𝐵]  

Subtracting the 𝑟𝐶ℎ𝑎𝑟 from above section 3, from both sides: 

𝑟𝐵𝑜𝑜𝑙 ∗ 99 =  15,008 [𝐾𝑖𝐵]  

𝑟𝐵𝑜𝑜𝑙 =  0.151 [𝐾𝑖𝐵]  
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5. Test: 1 double registered  

 

Figure 6 Detailed information about the peak snapshots of a program were one double 

is registered. 

This gives us: 

𝑟𝐷𝑜𝑢𝑏𝑙𝑒 =  74.864 −  𝑠𝑒𝑡𝑈𝑝𝑂𝑓𝑓𝑠𝑒𝑡  

Where  

𝑠𝑒𝑡𝑈𝑝𝑂𝑓𝑓𝑠𝑒𝑡 =  𝑜𝑓𝑓𝑠𝑒𝑡 + 𝑚𝑒𝑚𝐹𝑊 + 𝑚𝑒𝑡𝑎𝐷𝑎𝑡𝑎 + 𝑟𝑒𝑓𝑀𝑎𝑛𝑎𝑔𝑒𝑟 +  𝑑𝑜𝑢𝑏𝑙𝑒 [𝐾𝑖𝐵]  
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6. Test: 100 doubles registered  

This test is the same as the two previous tests with the 100 registered double 

variables. 

 

 

 

Figure 7 Upper part: Graph of memory consumption for a program with only the 

reflective framework included and 100 doubles registered in the reflective framework. 

The memory measured is both heap and stack memory. “@” - represents detailed 

snapshots, “#” - represents peak snapshots, “:” - represents normal snapshots. Lower 

part: Detailed information about the peak snapshots of the program 

This gives us: 

𝑟𝐷𝑜𝑢𝑏𝑙𝑒 ∗ 100 =  92.496 − 𝑠𝑒𝑡𝑈𝑝𝑂𝑓𝑓𝑠𝑒𝑡 [𝐾𝑖𝐵]  

Subtracting the 𝑟𝐶ℎ𝑎𝑟 from above section 5, from both sides: 

𝑟𝐷𝑜𝑢𝑏𝑙𝑒 ∗ 99 =  15,008 [𝐾𝑖𝐵]  

𝑟𝐷𝑜𝑢𝑏𝑙𝑒 =  0.178 [𝐾𝑖𝐵]  
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