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Abstract 

The growth in the global data gathering capacity is producing a vast amount of 
data which is getting vaster at an increasingly faster rate. This data properly 
analyzed can represent great opportunity for businesses, but processing it is a 
resource-intensive task. Sharing can increase efficiency due to reusability but 
there are legal and ethical questions that arise when data is shared. The 
purpose of this thesis is to gain an in depth understanding of the different 
access control methods that can be used to facilitate sharing, and choose one 
to implement on a platform that lets user analyze, share, and collaborate on, 
datasets. The resulting platform uses a project based access control on the API 
level and a fine-grained role based access control on the file system to give full 
control over the shared data to the data owner.    
 
 
 
Keywords: Hops, HopsWorks, Hadoop, DataSets, Big Data, Distributed 
Computing. 
 
 
  



 

Abstract 

I dagsläget så genereras och samlas det in oerhört stora mängder data som 
växer i ett allt högre tempo för varje dag som går. Den korrekt analyserade 
datan skulle kunna erbjuda stora möjligheter för företag men problemet är att 
det är väldigt resurskrävande att bearbeta. 
Att göra det möjligt för organisationer att dela med sig utav datan skulle 
effektivisera det hela tack vare återanvändandet av data men det dyker då upp 
olika frågor kring lagliga samt etiska aspekter när man delar dessa data. 
Syftet med denna rapport är att få en djupare förståelse för dom olika 
åtkomstmetoder som kan användas vid delning av data för att sedan kunna 
välja den metod som man ansett vara mest lämplig att använda sig utav i en 
plattform. Plattformen kommer att användas av användare som vill skapa 
projekt där man vill analysera, dela och arbeta med DataSets, vidare kommer 
plattformens säkerhet att implementeras med en projekt-baserad 
åtkomstkontroll på API nivå och detaljerad rollbaserad åtkomstkontroll på 
filsystemet för att ge dataägaren full kontroll över den data som delas.  
 
 
 
 
Nyckelord: Hops, HopsWorks, Hadoop, DataSets, Big Data, Distributed 
Computing. 
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1. Introduction  

Globally we are creating more than 2.5 exabytes of  data every day1. 
Companies produce a large amount of data as a by-product of their daily 
activities, millions of connected sensors embedded in devices such as mobile 
phones, automobiles, and wearables sense and send data in the age of the 
Internet of Things2. This datasets whose size exceeds the ability of traditional 
data storage(database) and analytic tools to capture, store, and analyze are 
referred to as Big data3. 
 
This big data accumulated can represent immense opportunity for different 
organizations. But to fully utilize the potential that exists within this raw data 
organizations need a way to efficiently and easily analyze and extract useful 
information from it.  
 
The size of big data makes the traditional way of data processing, where the 
data is sent to a central computer for processing (data to function),  highly 
impractical when the data to be processed start to get at a terabyte scale. Not 
only the computer processing it will run out of memory and storage space, but 
transferring the data will also take too long. This is where distributed 
processing comes in. In distributed processing the data is stored across a 
cluster of computers and it’s the application that gets moved to all of the 
locations where the data is stored (bringing function to the data). Hadoop, an 
open source software library, is one such framework for scalable distributed 
computing4.  
 
Besides storing and analyzing, data needs to also be shared. There are many 
benefits to sharing data, it enables researchers to ask new questions, promotes 
scientific integrity and replication, and increase efficiency due to reusability5. 
While sharing has numerous advantages, not all data can or should be shared 
due to ethical or legal reasons. And any multitenant system that lets users 
share data is faced with problems like how to provide isolation and enforce 
access control.  

                                                   
1 (2013). IBM - What is big data?. Retrieved May 21, 2015, from 

2 (2013). The Internet of Things | McKinsey & Company. Retrieved May 22, 2015, from 
http://www.mckinsey.com/insights/high_tech_telecoms_internet/the_internet_of _things. 
3 (2013). Big data: The next frontier for innovation, competition, and ... Retrieved May 25, 
2015, from http://www.mckinsey.com/insights/business_technology/big_ data_the 
_next_frontier_for_innovation. 
4 (2010). Welcome to Apache™ Hadoop®!. Retrieved May 21, 2015, from 
https://hadoop.apache.org/. 
5 (2014). About Sharing Your Research Data | Johns Hopkins ... Retrieved May 21, 2015, from 
https://dmp.data.jhu.edu/preserve-share-research-data/sharing-your- research-data/. 



 

1.1. Background 
 
Hadoop has emerged as the standard for managing big data because of its cost 
effectiveness and  scalability. Hadoop’s cost effectiveness and scalability is due 
to its ability to run on commodity hardware and its ability to allocate work on 
distributed computing and storage resources. The core modules of Hadoop 
include HDFS (Hadoop Distributed File System that is the storage layer of the 
Hadoop ecosystem), Hadoop YARN (A framework for job scheduling and 
cluster resource management) and Hadoop MapReduce(A system for parallel 
processing of large data sets)6. 
 
Hadoop is an open source project, thus anyone can add new functionality or 
improve the code base, and many vendors have release their own distributions 
by doing so. Hadoop Open Platform-as-a-Service (Hops) is one such 
distribution of Hadoop7, that has its own new implementation of the the 
Hadoop File system (HDFS)8 and a stateless Resource Manager Hops-YARN 
whose state is migrated to MySQL Cluster9. 
 
The storage layer of Hops (Hops HDFS), implements permissions on a per-
inode basis (for files and directories) that shares much of the POSIX10 model. 
While this permission scheme can be sufficient to enforce access control on 
datasets it cannot guarantee isolation in a data sharing environment. This 
means a user with read only access to a dataset can make a copy of the 
dataset: therefore, there is no real assurance on the flow of data in the system. 
 
 
 
 
 
 
 

                                                   
6 (2010). Welcome to Apache™ Hadoop®!. Retrieved May 21, 2015, from 
https://hadoop.apache.org/. 
7 (2008). Hadoop Open Platform-as-a-Service (Hops) | Hops Hadoop. Retrieved May 21, 
2015, from http://www.hops.io/. 
8 (2014). Scale-out HDFS | Hadoop Open Platform-as-a-Service (Hops). Retrieved May 23, 
2015, from http://www.hops.io/?q=content/hdfs. 
9 (2014). Scale-out YARN | Hadoop Open Platform-as-a-Service (Hops). Retrieved May 23, 
2015, from http://www.hops.io/?q=content/yarn. 
10 (2011). The Open Group Base Specifications Issue 7, 2013 Edition. Retrieved May 29, 2015, 
from http://pubs.opengroup.org/onlinepubs/9699919799/. 



 

1.2. Problem 
 
Collaboration and sharing are the foundations of research. Sharing results is 
important to help other researchers conduct future work based on those 
findings. But not all data can or should be shared due to ethical or legal 
reasons, and even when it is shared often there is a need to limit what can be 
done with it. This is important to ensure the integrity of data and enforce legal 
responsibilities.  
 
In data processing and collection there are different roles with different level 
of responsibilities. The handbook on European data protection law recognizes 
three entities(roles), besides data subjects, in data processing: “ ‘controller’ is 
whoever decides to process personal data of others, ‘processor’ is a legally 
separate entity that processes personal data on behalf of a ‘controller’ and 
‘third party’ is a natural or legal person who does not act under instructions 
of the controller (and is not the data subject)11 ”.  
 
Data integrity can be achieved via a simple file level access control. Whereas 
enforce the responsibilities of the different roles, mentioned above, is a more 
complicated task. The European data protection law for example states 
“persons or organisations which collect and manage personal information 
must protect it from misuse12” and that “a data subject have the right to 
obtain from the controller the erasure of personal data and to obtain from 
third parties the erasure of any copy or replication of that data13”. Ensuring 
these responsibilities requires a more sophisticated access control model, 
where users have the means to maintain control of the data they share.  
 
 
 
 
 
 
 

                                                   
11 (2014). Handbook on European data protection law. Retrieved May 24, 2015, from 
http://fra.europa.eu/sites/default/files/fra-2014-handbook-data-protection-law-2nd-
ed_en.pdf. 
12 (2011). Protection of personal data - Justice - European Commission. Retrieved May 24, 
2015, from http://ec.europa.eu/justice/data-protection/. 
13 (2014). Fact sheet on the “Right to be Forgotten” ruling (C-131/12). Retrieved May 24, 2015, 
from http://ec.europa.eu/justice/data-protection/files/factsheets/factsheet 
_data_protection_en.pdf. 



 

1.3. Purpose 
 
This thesis describes the design and development process of a project-based 
access control for a dataset processing and sharing platform. By highlighting 
what has been problematic and comparing different possible solutions to give 
an understanding of the access control model designed and the 
implementation of it, on a newly designed platform user interface.  
 

1.4. Goal 
 
The goal of this project is to give researchers a platform to collaborate on data 
and share there work with other researchers, while having full control over the 
data they are sharing. This will help researchers to fulfill their responsibility as 
a data controller without having to be restricted on sharing.  
 

1.4.1. Benefits, Ethics and Sustainability 
 
As mentioned above sharing and collaboration are an important part of 
research. Helping data collectors ensure the rights of data subjects, by giving 
them the tools to control the data they share, creates trust amongst data 
collectors and subjects. This in turn will make data subjects more willing to 
give consent to data collection. And in many research areas more subjects 
account to a better result.   
 
Ethical issues are raised whenever data is collected and processed, and most 
of them are centered around privacy issues. On February 16, 2012, the New 
York Times published an article about Target’s analytics program that 
revealed a teenage girl's pregnancy to her family14. On April 20, 2011, two 
security researchers announced that iPhones were saving the device’s position 
information to a hidden file15. These examples (and there are many more) 
raise the question of how data is being handled and who should control access 
to it. But from an application stand point all this boils down to giving users the 
right tools to enforce access control and the transparency of the application.   
 
With the right tools to enforce access control ‘data controllers’ can be sure that 
the data they manage is in their control which promotes accountability. While 
application transparency gives users(‘data controllers’ and ‘data processors’) 

                                                   
14 (2012). How Companies Learn Your Secrets - NYTimes.com. Retrieved May 25, 2015, from 
http://www.nytimes.com/2012/02/19/magazine/shopping-habits.html. 
15 (2012). Davis, K., & Patterson, D. Ethics of big data. Sebastopol, CA: O’Reilly. 



 

the ease of mind knowing all the inner workings of the application. Being an 
open-source application any one can view and change the code base of Hops.   
 
Big data analytics has the power to transform how large businesses make 
decisions, by giving them knowledge that can help refine goals and focus 
efforts. This knowledge can help businesses understand the footprints of their 
supply chain, employee travel, customer preferences, waste management, and 
investments16. This can have great economic benefits for businesses by 
helping them cut cost.  
 
Beside the economic benefits this will also help reduce the carbon footprint of 
businesses. For example by understanding the carbon  footprints of their 
supply chain BT was able to cut cost and carbon emission at the same time 
(ibid). Profit is a great motivator in the business world. This means being able 
to help the environment while maximizing profit can give much better result 
in improving businesses impact on the environment than imposing 
regulations. 
 
Processing big data requires a lot of resources and needs to be efficient. 
Sharing can increase efficiency due to reusability.  
    

1.5. Methodology 
 
Most of the information for this project was gathered from digital media. 
These media where found mostly through recommendations from the product 
owner who is an Associate Prof in Distributed Systems. This made identifying 
the grade of the litterateurs found relatively easy. Besides the actual litterateur 
recommendations keywords where gathered from informal interviews with 
the product owner which are then used to search for litterateurs online. The 
litterateurs found this way were graded with the help of the review system if 
there is one. The information gathered from litterateurs with no review system 
were reevaluated or discarded. 
 
 
 
 
 
 

                                                   
16 (2013). Big Business, Big Data, Big Sustainability - Carbon Trust. Retrieved May 25, 2015, 
from http://www.carbontrust.com/news/2013/10/big-business-big-data-big -sustainability. 



 

1.6. Delimitations 
 
There are many factors that needs to be taken in to consideration when 
designing an access control model. From the physical storage of the data to 
the network protocol used to access the stored data can compromise the 
integrity and security of data. But in this paper only the access control aspects 
that come with data sharing are discussed.  
 

1.7. Outline 
 
This paper discuses a project-based access control model for Hadoop and the 
development process of a platform prototype. Chapter 2 will give some 
background on different access control policies, then discuses how one of 
these policies is used in the file level project-based access control of Hops and 
concludes by giving some background on related works and try to compare 
their access control policies. Chapter 3 will introduce some process 
methodologies, Chapter 4 will then describe how one of the methodologies 
from chapter 3 was used in the development of the prototype. Chapter 5 will 
introduce the actual prototype.  
Chapter 6 will evaluate the process methodology used in the development 
and the prototype it self. Chapter 7 will give conclusions about the project.  
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 



 

2. Access control 

Access control is a method or a collection of methods employed to protect 
data. Access control can apply to both protecting confidentiality and keeping 
integrity of data. The main objectives of an access control system is to ensure 
that only authorized users get access to data and prevent unauthorized 
modification of data. With fine-grained access control data can be shared 
selectively, where as in the absence of sufficient access control sharing can be 
too risky.  
 
This Chapter starts by discussing the different types of access control policies. 
Then Section 2.2 will discuss how Hops implements one of the access control 
policies mentioned in Section 2.1, to enforce its fine-grained file level access 
control. Finally Section 2.3 will introduce some related works in this area, and 
try to compare them with Hops’s solution. 
 

2.1. Access control policies 
 
Access control policies are requirements that define how access to resources is 
managed. Access control policies can be categorized in two main categories 
discretionary and non-discretionary.  Discretionary access control policies are 
based on identity, where as non-discretionary are rule-based. 

● Discretionary Access Control (DAC) : uses the identity of the 
user to grant or deny access to a resource. DAC leaves most of the 
access control at the discretion of the owner17, hence the name 
discretionary access control. There are two known weaknesses to DAC:  

1. giving a read only access will not prevent a user from copying the 
content.  

2. programs inherit the identity of the user running them.  
ACLs(access control list) and owner/group/other access control mechanisms 
are the most common way of implementing DAC policies18. All other access 
control policies are in general grouped under non-discretionary access 
control. 

● Mandatory access control (MAC): assigns a security label to 
each user and resource in the system. A security label is the assigned 
sensitivity level of a resource.  

● Role-based access control (RBAC): access controls are based on 
the role of a user and access rights are grouped by roles.  

                                                   
17 National Computer Security Center (NCSC), “A Guide to Understanding Discretionary 
Access Control in Trusted System,” Report NSCD-TG-003 Version1, 30 September 1987. 
18 Ferraiolo D., Kuhn D., and Chandramouli R., “Role-Based Access Control,” Artech House, 
Computer Security Series, 2003. 



 

● Temporal constraints: are time-based access controls where the 
resource or activity constrained are time-sensitive. This requires 
dynamically authorizing users during execution.  

● Attribute Based Access Control (ABAC)19: controls access to  
objects by evaluating policies against the attributes of the entity, resource and 
the environment relevant to a request. Policies express a complex Boolean rule 
set that can evaluate many different attributes. 
 

 

2.2. File level Access Control model in Hops 
 
Hops implements role based access control using the file level access controls 
in HDFS. This access control model lets users share datasets while maintain 
control over the data they shared.  
 
To understand the access control model of Hops, the concept of DataSets and 
Projects in Hops needs to be clarified. This is done in Section 2.2.1. and 
Section 2.2.2. respectively. Section 2.2.3 and 2.2.4. will then discuss how 
Projects and Datasets are represented in HDFS. Then Sections 2.2.5 to 2.2.7 
will present the limitation with using HDFS permission to achieve the desired 
access control, finally Section 2.2.8 to 2.2.10 will present the model used to 
overcome this limitation. 
    

2.2.1. DataSets 
 
A Dataset in Hops: 

1. is a directory in HDFS and all the files and directories in its sub-graph; 
2. is any HDFS directory that is a direct child of a project base directory. 

This Project is its home project; 
3. contains meta-data associated with the directory and the meta-data of 

its sub-graph directories and files; 
4. is owned by a single user (the owner) with read/write privileges; 
5. may be shared with other projects (remote projects). 
6. has read-only users that may include: users within the DataSets project 

and users from other projects that the DataSet has been shared with. 
              
           
 
 

                                                   
19 Hu, V. (2014). Guide to Attribute Based Access Control - gov.nist.nvlpubs. Retrieved from 
http://nvlpubs.nist.gov/nistpubs/specialpublications/NIST.sp.800-162 .pdf. 



 

Table 1: Some typical DataSets and their type. 
 

 DataSets Logs Derived data Framework-specific intermediate data 

Single Write-DS       ✔    X         ✔                          X 

StickyBit-DS       X    ✔         ✔                          ✔ 
 
A distinction is made between single-writer, multiple-reader DataSets (Single 
Write-DS) and sticky-bit DataSets (Sticky-bit-DS). For a Single-write-DS, only 
the owner has write privileges, but other users in the same Project can read 
the data in the DataSet. Users in other Project may also acquire read privileges 
when the DataSet is shared with their Project, but no one other than the 
owner may ever acquire write privileges. A Sticky-bit-DS on the other hand, 
has multiple writers, who cannot overwrite each other. Both the owner of the 
DataSet and other Project members can write to it. Only the DataSet owner 
can move or delete any file in the DataSet, while each user can move, delete or 
append to their own files. Other users can acquire read and write privileges on 
the DataSet if the DataSet is shared with their Project. Table 1 shows some 
typical examples for both DataSet types.  
 

2.2.2.  Projects 
 
A Project is a  logical grouping of DataSets and users, as illustrated in Figure 
2.1, that also integrates a role-based access control mechanism. Users are 
granted different permissions on the DataSets in the Project based on their 
role in it. The different project-level roles are the following: 

a. Data owner(data controller): can add data and members to the project. 
b. Data scientist(data processor): can process the data in the project by 

running jobs. 
The creator of a Project, who is also its owner, is always assigned the Data 
owner role. Additional members can be assigned both roles. 
 



 

 
 Figure 2.1: Projects as a logical grouping of DataSets and users. 
 

2.2.3. DataSets and Projects 
 
Each project can contain zero or more DataSets. From HDFS’ perspective, a 
DataSet is a directory within the project base directory that has one owner 
with read/write privileges and, depending on the type of DataSet (Single 
Write-DS or StickyBit-DS), a group of users with either only read privileges, or 
both read and write privileges with the sticky bit set. A DataSet is associated 
with metadata, where the metadata is either: 

●  minimal metadata (a free-text description and whether the DataSets 
metadata should be discoverable by users outside the project) OR 

●  based on a metadata template  
 

2.2.4. Projects and DataSets in HDFS 
 
Both Projects and DataSets are fundamentally represented by directory sub-
tree in HDFS. That is, they consist of one dedicated folder and all its children. 
The sub-tree may be of arbitrary depth. The root of a Project sub-tree, which is 
called the Project base directory or the Project root directory, is a folder whose 
name is the same as the Project’s name. This implies that Project names have 
to be unique in the entire system. Project root directories are always created as 
a direct child of the /projects/ directory; the Project root directory is created 
upon Project creation. 



 

                                
                   Figure 2.2: The folder structure in HDFS 

 

2.2.5. Problem statement 
 
Hops’s access control model is based on two main requirements. The first is 
that Projects are completely isolated from each other; a user operating in 
project A should not be able to use data from project B. The second 
requirement allows for a deviation from this rule: DataSets should be 
shareable with other projects. But this action of course should not violate the 
isolation of projects. 
 

2.2.6.  Isolation of Projects 
 
The access control model should guarantee the integrity of Projects as isolated 
entities of authorization. Concretely, when a user A has been granted access to 
files in both Project X and Y, this does not imply that user A should have the 
right to use data from both Project X and Y in the same experiment. The 
vanilla HDFS permission scheme cannot guarantee this. To see why, let’s 
consider how this would typically be implemented using HDFS permissions. 
 
Since a user can be a member of many groups and an inode has a group 
associated with it, the natural solution would be to create a new group per 
Project. Members of the Project become member of the new group and all the 
files in the Project sub-tree are associated with this group. As an example, let’s 
say user Alice is a member of the Project lifegene. In HDFS, this translates 



 

into the sub-tree with root folder /projects/lifegene where all files have the 
group lifegene and Alice being a member of the group lifegene. If Alice now 
also becomes a member of the Project karma and hence group karma, she has 
access to all files in both the sub-tree for the Project lifegene and the Project 
karma.  
 
Now, consider the situation illustrated in Figure 2.3. In her capacity as 
member of the Project karma, Alice starts a MapReduce job. This MapReduce 
job reads from both a DataSet in the Project lifegene and a DataSet in the 
Project karma. Because the user Alice is a member of both groups lifegene 
and karma, this is allowed according to the HDFS permissions model. Hence, 
if permissions for both Projects are based on the same HDFS user identity 
Alice, there are no mechanisms to prevent users from writing applications that 
cross-link data in different Projects. It is clear that the simple user-group 
scheme is not adequate for the desired access control. In the Section 2.6, the 
solution is discuss.  
 

 
Figure 2.3: Access control is insufficient with plain HDFS permissions: an 
attacker can mix data from different projects. 

 



 

2.2.7. Shareable DataSets 
 
DataSets are the finest grain of sharing in Hops. Suppose there is a Project P 
with two DataSets, DataSet A and DataSet B. Then to be able to share DataSet 
A with another Project T , while keeping DataSet B private to Project P. The 
only way to do this is to add all users of Project T to the group of DataSet A, 
but not of DataSet B. Hence, it is clear that a finer grouping level than the 
Project level is needed. This is solved by creating a new group per DataSet. 
This is discussed further in the next section. 
 
To preserve the isolation of Projects, StickyBit-DSs cannot be shareable. To 
see why, consider the situation where there are two Projects, Project A with 
two native DataSets X and Z, and Project B with a native DataSet Y . Under no 
circumstances should the data from X be mixed with data from Y . However, 
consider the case where Z is a StickyBit-DS. When Z is shared with Project B, 
all members in Project B can write to DataSet Z. This allows them to copy 
information from DataSet Y to DataSet Z, which makes this information 
available in Project A. Launching a job in Project A that reads from both X and 
Z then actually reads from both X and Y , which violates the isolation of 
Projects. Making StickyBit-DSs not shareable solves this issue. 
 

2.2.8. Solution 
 
In a nutshell, the solution involves defining a per-Project HDFS user for each 
user of the platform. Hence, each user has as many HDFS user identities as 
the number of Projects he/she is a member of. This solution is describe in a bit 
more detail in the following section. However, this solution does not allow for 
DataSets to be shared. To enable this, per-dataset groups need to be define as 
well. 
 

2.2.9. Basic scheme 
 
When creating a new Project, the following steps are taken, where  Project 
substitutes the name of the Project and UserName the user name of the 
creator (owner) of the Project: 

1) A new group is created in HDFS with the name Project. 
2) A new user is created in HDFS with the name UserName_Project, 

member of group Project. 
3) A Project root directory is created in HDFS with the path /projects/ 

Project. 



 

          (a) The owner of this directory is UserName_Project. 
          (b) The group of this directory is changed to Project. 

4) The permissions on the project root directory are set so that both the 
owner (i.e. UserName_Project) and all members of the group (i.e. 
Project ) have all permissions, while other users have no permissions at 
all.  

 
When a new user is added to the Project, a new user is created in HDFS with 
the name UserName_Project, member of group Project , where UserName 
now reflects the new member’s username.  
 
When interacting with HDFS through any means, i.e. directly or through a 
YARN job, this always happens as the Project-specific HDFS user identity for 
the project. A user who is not operating in the context of a Project is never 
allowed to interact with HDFS.  
 
Because every user has full permissions on the /projects/ directory, any user 
can create a new Project. (The permissions for the /projects/ folder are set to 
1777.) Also note that all users in the platform can list all DataSets in any 
project (because the world permissions are set to 5 on all Project root 
directories). This means that, by default, DataSets are not hidden. If desired, 
hidden DataSets can be created, but in that case there is no possibility for fine-
grained user management in the Project: either all its members can create new 
DataSets, or only the owner can. This is achieved by setting the world 
permissions on the Project root directory to 0. 

 

2.2.10. DataSets and sharing 
 
To enable DataSets to be shared without violating the isolation of Projects, a 
new group needs to be create per DataSet. A DataSet name is only unique 
within the a Project in which it is defined. So to have a group uniquely 
defining access to only one DataSet, it should have the form Project_DataSet, 
where Project represents the project name and DataSet the name of the 
DataSet. So, upon creation of the DataSet, the following steps are taken, where 
UserName is the user name of the creator (owner) of the DataSet: 

1. A new group is created in HDFS with the name Project_DataSet. 
2. All members of the project are added to the group UserName_Project. 
3. A folder in the Project root directory with the name DataSet is created; 

it will hence reside at /projects/ Project / DataSet. 
a. The owner of this directory is UserName_Project. 
b. The group of this directory is set to UserName_Project 

4. The permissions of the DataSet root directory are set to reflect the type 
of dataset:  



 

a. In the case of a Single-write-DS, the owner of the folder 
(i.e.UserName_Project) has all permissions on the folder. All 
members of the group Project_DataSet have r and x 
permissions, but no w permission. All other users have no 
permissions at all. 
In practice, this is accomplished with the following command: 
 

        hdfs dfs -chmod 750 /projects/ProjectName/DataSetName 
 

b. In the case of a Sticky-bit-DS, the owner of the folder 
(i.e.UserName_Project) has all permissions on the folder. All 
members of the group Project_DataSet have r, w and x 
permissions. The sticky bit is set on the folder. All other users 
have no permissions at all. This in done with the following 
command: 

 
      hdfs dfs -chmod 1770 /projects/ProjectName/DataSetName 

 
This ensures that all members of the Project can read all files and folders 
inside the DataSet, but only users who are supposed to actually write to it. 
Now, when this DataSet is shared with another Project T, all the members of T 
are added to the Project_DataSet group. Of course, only their Project-specific 
users are added, not the actual users. This will give them the same privileges 
on this DataSet as all members of the original Project. But sharing a DataSet 
does not give any permissions whatsoever to any user to write to the DataSet’s 
Project root directory. The isolation of Projects is hence preserved. Also only 
users who have the role of Data owner can create DataSets. 

 

2.3. Related work 
 
Besides Hops a list of other vendors have developed their own distributions of 
Hadoop. This list includes Amazon, Hortonworks, Cloudera, MapR, IBM, 
Microsoft, and many more. Although the list is long, only the once that are 
100% open-source(like Hops) Cloudera and Hortonworks are discussed here.  
   
 
 
 
 
 
 



 

2.3.1. Cloudera 
 
Cloudera20 was the first vendor to develop a distribution of Hadoop and 
currently has the most number of clients. Cloudera includes the following 
products and tools21: 

● Cloudera distribution of Apache Hadoop (CDH) -- that includes 
Cloudera Impala (a parallel processing SQL engine for interactive 
analytics) and Cloudera Search (real-time access to data stored in or 
ingested into Hadoop and HBase22). 

● Cloudera Manager -- an application used to deploy, manage, monitor, 
and diagnose issues with CDH deployment. 

● Cloudera Navigator -- data management tool for the CDH platform. 
Founded by Cloudera as Cloudera Access (later renamed to Sentry) Apache 
Sentry23 is a system for enforcing fine grained role based access control on 
Databases and tables. Sentry is used as an access control mechanism in Hue24 
a web based tool for Big Data analysis with Hadoop, which is another open 
source project founded by Cloudera.  
 
 

2.3.2. Hortonworks 
 
Hortonworks25 is a data management platform that supports running batch, 
interactive and real-time applications simultaneously across a shared dataset.  
Hortonworks have two Apache projects that deals with access control: 
Apache Knox Gateway26 -- is a role based REST API gateway for interacting 
with Hadoop clusters, it provides a service level authorization for 
users/groups.  

                                                   
20 (2007). Cloudera: The Platform for Big Data and the Leading ... Retrieved May 27, 2015, 
from http://www.cloudera.com/. 
21 (2015). Cloudera Introduction. Retrieved May 27, 2015, from 
http://www.cloudera.com/content/cloudera/en/documentation/core/v5-3-
x/topics/introduction.html. 
22 (2010). HBase – Apache HBase™ Home. Retrieved May 27, 2015, from 
http://hbase.apache.org/. 
23 (2013). Apache Sentry (incubating). Retrieved May 27, 2015, from 
http://sentry.incubator.apache.org/. 
24 (2013). Hue - Hadoop User Experience - The Apache Hadoop UI ... Retrieved May 27, 2015, 
from http://gethue.com/. 
25 (2011). Hortonworks. We Do Hadoop. Retrieved May 27, 2015, from 
http://hortonworks.com/. 
26 Knox Gateway - The Apache Software Foundation!. Retrieved May 27, 2015, from 
https://knox.apache.org/index.html. 



 

Apache Ranger27 -- is an attribute based access control and auditing for user 
access for Hadoop platform. Ranger uses a plugin for the NameNode as part of 
the authorization method. This plugin is in the path of the user request and is 
able to make a decision, on whether the user request should be authorized, 
based on security policies available in a policy database. 
 

2.3.3. Comparison of access control implementations 
 
Sentry’s approach to access control revolves around database, this assumes 
that users only interact with tables and not directly with the file system. While 
Knox’s solution assumes there will be a REST API for every service in Hadoop.  
 
Ranger’s approach for access control is different, it uses an attribute-based 
model. ABAC is a dynamic and context-aware access control model. Attributes 
identify the user, the resource, the action and the context in which request is 
being made. This can allows the implementation of precise and fine-grained 
authorization. But in the requirement at hand where users needs to be 
members of multiple projects with possibly different role in every project this 
can create a “Rule Explosion”.   
 
The different access control mechanisms discussed here, and the technologies 
they use are summarized in Table 2. 
 
                Table 2: Access control implementations. 
 
 Type of access control Access control object Security domain 

Apache Sentry RBAC Database, Table    LDAP (Kerberos28) 

Apache Knox RBAC  REST API     LDAP (Kerberos) 

Apache Ranger ABAC Database, File & DataSets     LDAP (Kerberos) 

Hops RBAC File & DataSets      J2EE, DBRealm 

 

                                                   
27 Apache Ranger - Introduction. Retrieved May 27, 2015, from 
http://ranger.incubator.apache.org/index.html. 
28 (2003). Kerberos: The Network Authentication Protocol - MIT. Retrieved May 28, 2015, 
from http://web.mit.edu/kerberos/. 



 

2.4. About SICS 
 
SICS is a non-profit organization and carries out advanced and focused 
research in strategic areas of computer science, in close collaboration with 
Swedish and international industry and academia. Focus areas of SICS 
include: Cloud Computing and Big Data Analytics, Networked Systems, 
Technologies and Services, Trust, Privacy and Security, Software and Systems 
Engineering, and many more.  
 
SICS employs approx. 160 researchers, including 96 PhDs whereof 16 
professors, and hosts another 30 researchers from KTH, consultants and 
students working on their Master's Thesis. SICS had a turnover of 154 M SEK 
in 2014. 
SICS is owned by the Swedish Government (60%) and an Industrial 
consortium (40%), including Ericsson, ABB, Saab, Bombardier and 
TeliaSonera. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 



 

3. Software development methodologies 

There are mainly two major methodologies used when planning a project, the 
oldest one is called waterfall-model and the more recently one and most used 
in software development is agile. 
 
This chapter describes the project management methods used today in the 
industry for system development by giving the reader a brief explanation of  
waterfall in Section 3.1. Then one of the most used agile method known as 
SCRUM. 
 

3.1. Waterfall model 
 
The waterfall model is called so because it progresses from one phase to the 
other in a downward fashion29. The most common phases in this model are: 

● Definition Study 
● Design 
● Construction 
● Testing 
● Integration 
● Management 
● Maintenance 

According to this model the development process progresses to the next phase 
only if the previous one is completed.   
 

3.2. SCRUM 
 
Scrum is a well-used method for project management within system 
development, this is an agile method which is iterative and incremental30. 
  
Within a project there are various roles, these roles have a division that makes 
it easy to get an overview and so that people know who to go to for help with 
their case. 
 
There are two roles that indirectly affect the development of the product: 
Product owner is responsible for communicating releases, milestones, 
development processes and clarify ambiguities with stakeholders, this also 

                                                   
29 (2011). Waterfall Model. Retrieved May 29, 2015, from http://www.waterfall-model.com/. 
30 (2013). Who Uses Scrum? | Why Scrum? | Scrum Alliance Tells Why ... Retrieved May 29, 
2015, from http://www.scrumalliance.org/why-scrum/who-uses-scrum. 



 

ensures that are requirements communicated to the team and ensures that the 
team produces what the stakeholders expects. 
A Scrum master acts as a buffer between the team and the external factors 
that can influence the team in a negative way and always keep an eye on the 
member so that they follow the Scrum guidelines. 
 
Scrum is based on the desire to plan the development of a product, the 
product has a number of requirements that must be completed before the 
product is considered to be acceptable. These requirements are specified in a 
list form and is called the product back log, the product backlog contains 
functional requirements, bugs and non-functional requirements that are 
sorted based on the team. 
 
These requirements are often written in story perspective and valued with 
Fibonacci numbers, a technique that is widely used when giving values to a 
story is called planning poker in which the team members show their valued 
cards.  
 
Each iteration in Scrum is called Sprint and tend to be generally between 2-4 
weeks long. It has a sprint planning before each sprint starts where team 
members look through the product backlog and decide what is to be lifted into 
the next sprints own backlog. After completion of each sprint the team has a 
retrospective meeting to go through and discuss the previous sprint and what 
might be done better the next sprint. 
 
With Scrum there are daily meetings usually called stand-up, these are based 
on having meetings started a specified time where each of the team members 
describe what they did yesterday and what they are planning to do during the 
day and this is also an opportunity to discuss any problems.  
 
In many cases the stories added to the product backlog are somehow unclear 
and the team may have to go through them again and breaking down these so 
that everybody understands what is expected. This is usually done in a so-
called grooming meeting(Backlog refinement). 
 
 
 
 
 
 
 
 



 

3.3. Scrum vs Waterfall 
 
In many industries they have a relatively strict project planning method where 
the planing of the entire project starts before the project begin and all the 
phases have technical dependencies. A common method in such term is called 
the waterfall-model and is used among others in the construction industry.  
 
In software industry though it had not been possible because requirements 
change over time and the emergence of new requirements to be discussed and 
in some cases implemented that was not known from the start would make it 
impossible to plan everything from start to end.  
 

4. Process 

In the beginning the stakeholder and product owner presented the 
requirement by a description of what is expected in the project and how it 
looked in the current state and who the target group are. 
 
The presentation consisted of three lectures held by the product owner where 
the developers got a glance around how similar systems looked and what was 
lacking in the existing ones. Further discussed where the various concepts 
used in big data analysis to provide a better understanding of the field. In 
addition to the presentation, the project group needed to do some literature 
study to get a deeper understanding of the field. The information was 
primarily collected in the form of digital media but also some printed 
literature. 
 
This chapter describes aspects related to the project planing in the form of 
elections of development tools, and code management. And tries to give the 
reader an overview of how all this was used in order to best succeed in the 
development of the product. 
 

4.1. The Work 
 
The project has put in to consideration the short project duration and the 
number of developers in the team when choosing project method.  
 
Due to lack of time and limited number of developers the project have not 
been able to follow Scrum altogether, but have embraced what they 
considered to be most important to have a good structure in the planning and 
ongoing process of development. 
 



 

At the initial planning the requirements were gathered and placed in a 
product backlog, these were rewritten as stories to provide a deeper 
understanding of each requirement. 
 
Each sprint lasted two weeks and was planned along with the product owner 
and priority decisions were made based on the team's expertise and weighted 
against stakeholders requirements from a business perspective. 
 
In this project the Scrum board consists of GitHub milestones and issues, 
where a sprint comprised of a milestone and a story of an issue. Moreover 
every morning the team held short meetings to give insight into the 
development progress and also to get help with any problems that come up 
during development from member of SICS. 
 
Each two-week period there was a retro perspective there all the development 
from last sprint were discussed and the product owner clarified questions that 
surfaced up after the initial planning. 
 

4.1.1. Code Management and Development 
 
All code management was handled via the tool Git through an online hosting 
called GitHub, this tool was already being used by SICS and has been used by 
project members earlier which made it easy to get started.  
 
The project consists of a back-end developed in javaEE and a front-end that 
was developed in Angularjs31(a JavaScript MVW Framework) and Bootstrap32 
(a HTML, CSS, and JS framework for responsive web development). 
Therefore Netbeans IDE was used to handle all back-end coding mainly 
because the team was familiar with the tool. While IntelliJ was used for front-
end due to the support for AngularJS and Bootstrap. Photoshop was also used 
to create simple mock-ups for the front-end design.  
 
 
 
 
 

                                                   
31 (2014). AngularJS — Superheroic JavaScript MVW Framework. Retrieved May 28, 2015, 
from https://angularjs.org/. 
32 (2008). Bootstrap · The world's most popular mobile-first and ... Retrieved May 29, 2015, 
from http://getbootstrap.com/. 



 

4.2. Physical location 
 

All development and planning has taken place at the SICS office in Kista, 
where the product owner and all the other teams that are working on the 
different parts of this project were sitting. This made the development 
processes easier because expertise in the project area was readily available 
when the team needed it.  
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 



 

5. The working prototype  

This Chapter discuses the working prototype. The implemented prototype 
include an Angularjs front-end and a Java Platform, Enterprise Edition (java 
EE) back-end that uses REST API to communicate with the front-end.      
 
In the first section the authentication process and the underling mechanism 
for authentication is discussed, followed by the process of project creation in 
Section 5.2. Section 5.3 discusses member management inside a project. The 
final section will be dedicated to a discussion on dataset management.  
   

5.1. Authentication 
 
The authentication process is container managed and done through a simple 
username and password verification. This authentication is performed by 
sending the credentials (username and password) of a user to the server, via a 
REST call, which uses a database of usernames, passwords, and user roles to 
authenticate the user and assign a role for the user. When authenticated, a 
session token is placed into the user's browser and the user and the user's role 
are associated with the session id on the server. This session id can then be 
used to identify the user and the user's role on subsequent calls. 
Then on every page request the session is checked if it is valid. If the session 
has expired or the user is not yet logged in, an interceptor on the angularjs will 
render the login page. This is illustrated using a sequence diagram (See 
Appendix A). 
 
There are two roles in the system: Admins and users. The Admin role is used 
for managing users on the system. The user administration part of this system 
is implemented separately and is not discussed here in details.  But it is 
important to mention that when a new user registers for an account, a system 
administrator needs to approve the registered user in order for the user to get 
access to the system. There is also auditing on the number of failed attempts 
to login, that can get a user blocked if the user makes more than five failed 
attempts. A blocked user can only be unblocked by an Admin.    
 
When navigating to the hopsworks web-application for the first time  the login 
page shown in Figure 5.1 will be renderd. Here a user can choose to login, go 
to password recovery page, or register for a new account.  
 



 

                                
                               Figure 5.1: Login page.                
             
A successful login will associate the user with the session id and a role, then 
redirect the user to the home page shown in Figure 5.5. Here all the projects 
the user is a member of are displayed.  
                            
 

 
                            Figure 5.4: Home page. 
 
 
 



 

5.2. Creating a Project 
 
After logging in a new project can be created. This will involve choosing a 
unique project name, and optionally entering a description for the project, 
then choosing members that by default are going to be assigned the role data-
scientist in the project, and finally choosing services that can be used to 
analyze dataset in the project.    
 
 
 

                 
                
 
                   Figure 5.5: Shows the new project dialog box.   
 
This will result in the steps mentioned in Section 2.2.9. The UserName will be 
retrieved from the session on the server side and need not be sent with every 
call.  After creating a project, the newly created project will appear in the 
projects section. Clicking on a project name will open the project dashboard as 
shown in Figure 5.6. Here all the selected services will appear on the side 
menu together with the project settings and members button. Right clicking 
on a project will open a pop up menu that can be used to delete a project. 
 



 

 
                                    Figure 5.6: Project page.   
 
The project settings here can be used to change the description of the project 
and add new services. 

 

5.3. Project Management 
 
Access to a project is only granted to project members. This requires an API 
level check to determine if a user is a member of the project she/he is trying to 
access. This is achieved by intercepting requests for projects and validating 
the membership of a user. This is illustrated using a sequence diagram (See 
Appendix B). 
  
Even after a user had been granted access to a project there is a need to 
perform validation checks on the user for every request. This is to check if the 
user has the right role in the project to perform the operation requested. This 
is done by intercepting requests and validating if the user have the required 
role in the project to perform the request operation (See Appendix C for 
sequence diagram).  
 
The file level access control mentioned in Chapter 2 is sufficient to enforce 
these access controls, but that would require going to the file system for every 
project related request. This would heart performance and user experience. 
Adding an API level access control makes the web application more 
responsive and decreases unnecessary load on the file system.   

 

5.3.1. Managing members of a project 
 
In the projects page the members button can be used to open the 
modal(dialog box) for managing members shown in Figure 5.7. Here new 



 

members can be added, roles of members can be changed, and members can 
be removed. 

                      
                       Figure 5.7: Project-level user management. 
 
A user needs to have data owner role in a project to perform any user 
management. And only the creator of the project can remove other data 
owners, but the creator cannot be removed.  
 

5.3.2. DataSet management 
                    
In the DataSet page shown in Figure 5.8, all the datasets in a project are 
displayed. Here a new dataset folder can be created by clicking the new 
dataset button. This will result in a REST call on the back end that will 
perform all the steps mentioned in Section 2.2.10. 
 

 
 



 

                           Figure 5.8: Datasets in a project. 
 
Clicking on a dataset will open a file browser with the contents of the dataset 
shown in Figure 5.9. Right clicking on a dataset will open up a pop up menu 
with a delete option. 
 

 
 
                           Figure 5.9: The per-DataSet file browser. 
 
Here clicking on the new button will open a menu that have the options new 
folder and upload file that can be used to create a new folder inside the dataset 
and upload a file, from the local machine to the dataset directory in HDFS, 
respectively.   
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 



 

6. Evaluation and Future Work 

 
The work described in this thesis has been concerned with the development of 
an access control model and a platform that uses the access control to 
facilitate dataset sharing. In any development evaluation is an important 
component of refining programs and user interface design. In this project the 
evaluation of the prototype was done with the product owner and the 
evaluation method chosen was interview.  
 
The evaluation was done both on the user interface, which is presented in 
Section 6.1, and the back-end which is presented in Section 6.2. Section 6.3 
will then discuss future work that can be done on the prototype developed.    
 

6.1. User Interface 
 
The usability and the design of the user interface was evaluated on every 
iteration, the evaluation occurred during a demo session at SICS held in front 
of all the members of the Hops team.  
During this session the members gave feedback concerning the front-end 
usability and design and in most cases the feedback were positive with some 
minor improvements that could be corrected before the next iteration started. 
 
Occasionally though we had to rethink a bigger parts of the GUI due to 
misinterpretation of the requirement, on these occasions, another meeting 
with the product owner was held and the requirements were carefully 
revisited be able to make a correct decision. 
 
Overall we have used our knowledge from previous HCI courses and exercised 
principles such as Gestalt principle33 and focused a lot on having as little clicks 
as possible, furthermore, the whole system would be action-driven, this 
received a very good response from the the evaluator. Since the evaluations 
was done continuously the project got a very good response at the last 
iteration as the project moved to its end.  
 
 
 
 
 

                                                   
33 Benyon, D. (n.d.). Designing interactive systems: A comprehensive guide to HCI, UX and 
interaction design (Third ed.).  



 

6.2. Code Evaluation   
 
The evaluation was made during each push to GitHub, this to have each line of 
code that was introduced to be reviewed by someone other than the person 
who created the code. Every time code is pushed, all the team members in 
Hops got a notification and they could then review the code and was able to 
comment on it. This made the final code evaluation mostly positive.  
 

6.3. Future Work 
 

Although most of the requirements for this project were fulfilled by this work, 
at its current state the platform only offers a way to collaborate on datasets by 
creating projects and adding members. So a possible future work on the 
platform can include: 

● sharing datasets with other projects - the underlying access control 
mechanism for implementing this is in place so the only thing needed is 
to add support for it in the front-end and open REST services on the 
back-end. Sharing datasets might also require a way for users to send 
request to the data owner. 

● adding dataset analysis tools for the platform - there are many tools for 
dataset analysis and currently some services can be chosen when 
creating a project. This will create a button for every chosen service and 
can be used to open the services when support for the service have been 
added. Some of this work is being done on side projects parallel to this 
work. 

● giving users terminal access to HDFS from the web app - because the 
access control is file level it is possible to give users direct access to the 
file system. This can be useful for users that are more comfortable 
using the terminal to brows for files and execute jobs. 

 
 
 
 
 
 



 

7. Conclusions 

Currently, organizations are generating extremely large amounts of data from 
their day to day activities, all this data provides opportunities for 
organizations if it is analyzed efficiently.  Because of the size of the data 
conventional way of data processing cannot be used. Instead the process must 
be distributed. A known framework that is widely used in distributed systems 
is the Open-Source project Apache Hadoop and consists primarily of YARN, 
HDFS and MapReduce. 
 
Because Apache Hadoop is open source, there are many vendors who have 
their own distributions, one of these is Hops (Hadoop Open Platform-as-a-
Service).  
 
In addition to analyzing data there is a need for users to have the ability to 
share data, this so that users can use results from another research. This raises 
legal and ethical questions. There are laws that require data collectors to 
ensure that data is not misused. 
 
With this in mind, an in-depth study was conducted to find the most suitable 
access control method to provide data owners full control over the data they 
share, so that the data owners can fulfill their responsibility. This study led to 
a Project-based access control. 
 
Once the decision was made the practical work remained, which was to 
implement the access model on the platform HopsWorks. This involved 
creating RESTful APIs in the back-end and a brand new front-end that was 
created with the frameworks AngularJS and Bootstrap. 
 
The development of the product was done using the iterative method Scrum 
so that project participants had a clear working method to follow. This 
resulted in a high development pace without having to spend too much time 
on planing.  
 
The goal of this project was to give researchers a platform to collaborate on 
and share data. At the end of the project the platform developed offered the 
functionality to collaborate on datasets but came short on the functionality for 
letting users share dataset. Even though the dataset sharing functionality was 
not implemented most of the necessary work for implementing it have been 
done and implementing it will not requires much effort.  
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Appendix A: Sequence diagram, authentication model 

 
 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 



 

Appendix B : Sequence diagram, GET request for projects 

 
 
 



 

Appendix C: Sequence diagram, POST request for DataSet 

 
 
 
 


