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Abstract 

 

The Internet of Things and the constrained environment that comes from the growth of constrained 

devices connected to the Internet brings new security challenges that cannot be solved in a 

satisfactory way with only transport layer security. 

A more flexible solution is required, both to protect sensitive data and user privacy but also to 

distribute policies in a secure and standardized way. The same privacy problems arise in the general 

web setting with processing and storage more and more moving into the cloud. 

One solution is to move the security higher up in the network stack and to protect objects instead of 

byte streams, as proposed in the IETF draft [15] evaluated in this thesis. Focusing on this solution, 

an implementation has been proposed, and tests and measurements have been carried out to show 

its overhead. The implementation, as well as the measurement results, is presented in this work. 

 

Key words 
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Sammanfattning 

 

I takt med att ”Internet of things” växer och antalet begränsade enheter ökar uppstår allt fler 

säkerhetsutmaningar som inte kan lösas tillräckligt bra med transport layer security. 

Det finns ett behov av en mer flexibel lösning, dels för att skydda känslig data och användarnas 

integritet och dels för att distribuera policyer på ett säkert och standardiserat sätt. Samma 

integritetsproblem återfinns i generella webbmiljön då beräkning och lagring blir mer molnbaserat. 

En lösning på problemet är att flytta säkerhetsåtgärder högre upp i internetstacken och skydda 

objekt istället för byte-strömmar. Dessa säkerhetsåtgärder har föreslagits i utkastet från IETF [15] 

som utvärderas i denna avhandling. 

En implementation, med fokus på denna lösningen, föreslås i avhandlingen. Tester och mätningar 

har utförts för att visa lösningens overhead. Genomförandet av testerna och mätresultaten 

presenteras också i detta arbete. 

 

Nyckelord 

Constrained nodes, Constrained Application Protocol (CoAP), REST, DTLS, object security.  
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1 Introduction 

 

With the development of the “Internet of Things” (IoT) [1], and the growth of the number of 

constrained devices [5] connected to the Internet, particular attention should be paid to the security 

of message exchange. In fact, to provide security on the application layer, the solution developed so 

far, based on Datagram Transport Layer Security (DTLS), is problematic in some use cases that 

rely on untrustworthy intermediaries (e.g. store-and-forward or publish-subscribe) because it 

provides only hop-by-hop security and is unable to guarantee that the data in transit is not modified. 

In order to answer to this particular problem, a project has been carried out at Ericsson Security 

Research aiming to standardize a format for end-to-end security over the Constrained Application 

Protocol (CoAP), with integrity and replay protection as a first step. 

The main purpose of this Master Thesis is to analyze an Internet Draft [15] submitted to the Internet 

Engineering Task Force, propose an implementation, test and propose improvements to this 

document based on theoretical and practical insights from analysis and testing. The focus of this 

report will be on the practical part of the Thesis work (implementation and testing), after a first 

explanation on the theory behind it. 

The objective of Ericsson Research Security, the department at which the Master Thesis was carried 

out, is to provide Ericsson business and development units with security competence, architectures, 

and solutions for platforms, networks, and services. Its research covers everything from pure 

cryptography, secure networking, service layer and application security, identity management, 

privacy and payments to methods for development and evaluation of security systems and software 

security. Its focus is on new concepts and methods, patents, and standardization. 
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2 Background 

The purpose of this chapter is to give an introduction to the background and theoretical concepts 

used within this thesis. After introducing the background and motivations, section 2.1 covers 

problem statement, and sections 2.2 and 2.3 give an overview over goals and expected deliverables. 

The term “Internet of Things” is used to define an interconnection of embedded devices (“Things” 

or objects, uniquely identified) to the Internet infrastructure. Typical use cases for the IoT are home 

automation (smart home), health monitoring (for example heart, pulse or temperature monitoring 

implants), industrial automation and smart cities [2]. 

According to studies by both Gartner [3] and ABI research [4], the IoT is going to grow rapidly, 

and will bring widespread beneficial effects, to reach nearly 26 billion devices by 2020. With the 

growth of the IoT, more attention should be paid to the security of sensitive information exchanged 

between devices, regarding privacy, integrity, confidentiality. 

The majority of those devices are constrained [5]: they are often limited on one or more of the 

following: maximum code size (ROM or Flash), size of state and buffers (RAM), processing power, 

power consumption and transmission capabilities. Those nodes can form a constrained network [5] 

which may itself be limited due to lossy or unreliable channels and make use of different protocols 

compared to non-constrained devices.  

These limitations, together with the understanding of the future role of constrained network, have 

led to the use of a network stack that differs from the conventional one. Table 1 shows a 

comparison of those two protocol stacks. 

 

Layer Network stack for non-

constrained devices 

Network stack for constrained 

devices 

Presentation XML, JSON JSON 

Application HTTP CoAP 

Transport Security 

(optional)  

TLS DTLS 

Transport TCP UDP 

Network IPv6, IPv4 6LoWPAN 

Link IEEE802.11, IEEE802.3 IEEE802.15.4 

Table 1: Protocol stack for non-constrained and constrained devices 

 

 IEEE 802.15.4 [6] is the radio protocol in use on the link layer. It focuses on low-cost and 

low-speed communication between devices with short range, low bit rate and low power. 
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 6LoWPANs (IPv6 over Low-power wireless personal area networks) [7] is the 

communication network for those devices, and allows wireless connectivity. 

 UDP (User Datagram Protocol) [8] is the transport layer protocol used within constrained 

devices, and provides the lightweight communication necessary to constrained devices over 

the reliability (delivery, ordering or duplicate protection) of TCP. 

 CoAP (Constrained Application Protocol) [9] is the specialized web transfer protocol used 

within constrained networks. It runs over the unreliable UDP protocol, and provides a 

RESTful [10] environment similar to HTTP (with which it is designed to easily interact), 

but is optimized for machine-to-machine applications (including features as multicast 

support and asynchronous message exchanging) [9, section 1.1]. 

 DTLS (Datagram Transport Layer Security) [11] is the protocol optionally used to secure 

the communication between constrained devices. Following the specifications [9, sec 9], 

CoAP recommends the use of DTLS to secure the exchange of messages. DTLS' goal is to 

adapt TLS over the unreliable transport protocol UDP: because of the possibility of message 

loss, stream ciphers cannot be used, so it is necessary to implement and keep track of 

sequence number for messages, as well as retransmission time. 

 XML (eXtensible Markup Language) [12] and JSON (JavaScript Object Notation) [13] are 

data formats used to transmit data between machines. 

 

2.1 Problem statement 

Due to energy and memory limitations, constrained networks heavily rely on caching, multicast 

traffic and asynchronous communication. Unlike typical Web application, in the IoT many devices 

acting as servers and clients take part in the same application, communicating with each other and 

often within a group asynchronously. Because of energy limitations, servers are asleep most of the 

time, so caching is a necessary mechanism to keep applications running. 

Use case examples as forward-proxies (proxies explicitly selected by clients [9, section 5.7]), 

reverse-proxies (inserted to stand in for origin servers [9, section 5.7], as for example publish-

subscribe broker), etc. require trusted intermediary nodes, but are only provided with security on 

transport layer. DTLS only provides hop-by-hop security, and requires trusted intermediaries, so it 

is not suited to those use cases that need end-to-end security. 

As mentioned above, DTLS has the same main structure (sub-protocols) as TLS: the handshake 

protocol sets up the secure connection after authentication, the record protocol defines secure 

communication, the alert protocol is used to communicate errors and the change cipher spec 

protocol to indicate the change of encryption. Because of its expensive handshake protocol, DTLS 

may be a heavyweight protocol for constrained devices. Moreover, it requires a long message 
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header in order to handle message loss, reordering and DTLS message fragmentation, which also 

increases its overhead. 

To cope with this problem, many studies have been carried out: for example, the DICE working 

group [14] aims at modifying the DTLS protocol in order for it to be more suitable for constrained 

devices. 

The solution we discuss here is based on an object security oriented approach that can either be 

combined with DTLS or be used independently, based on the security requirements of the 

application. This approach, based on the protection of individual CoAP messages, provides a more 

lightweight solution to secure messages in the presence of intermediaries. A draft describing the 

first part of this solution (integrity protection) has been submitted to the IETF [15]. 

2.2 Goals 

 Understanding at a high level the foundation of the IoT object security use cases, the 

security and privacy problems at hand, and the limitations of session based security 

protocols like DTLS. 

 Literature study of current state of the art security frameworks for IoT including academic 

papers and on-going standardization. 

 Analysis of one or more use cases that cannot be solved in a satisfactory way with session 

based security protocols, e.g. caching, multicast. 

 Implementation and demonstration of an object security solution to the chosen use case.  

 Suggest improvements based on the theoretical analysis and the practical implementation of 

the object security solution. 

 Presentation of the results orally and in written form. 

 

2.3 Expected deliverables 

 Weekly reports, covering the ongoing findings and implementation. 

 Oral mid-term presentation after approximately 10 weeks. 

 Oral final presentation after completion of the project (including demonstration of 

implementation). 

 Final report. 
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3 Technical solutions 

The purpose of this chapter is to present the format for data object security in CoAP, as described in 

the official IETF draft [15], and the method and tools necessary to implement and test it. After a 

first high-level explanation of the draft in section 3.1, the Constrained Application Protocol is 

briefly introduced in section 3.2, with particular attention to the parts that will be important for the 

solution (e.g. CoAP message format and options [9, section 5.10]). Then section 3.3 and 3.4 

introduce tools and formats to implement the solution. For this version of the draft, the focus is on 

the integrity and replay protection and freshness guarantee, while a future version will include 

confidentiality, via encryption of data.  

 

3.1 High-level explanation: Object security 

While channel-based security protocols protect messages from attackers between intermediaries, 

object-based security technology's main objective is to protect communication from malicious 

intermediaries. To do so, object-based security wraps the application data within a secure object 

that can be safely handled by untrusted nodes (Figure 1). Examples of object-based security format 

are XML encryption [12], JOSE [17], CMS (used in S/MIME) [35] and more recently COSE [18], a 

more compact version of JOSE. 

 

 

Figure 1: High level explanation 

 

Until now, the IoT only relied on channel-based security technology at the IP or transport layer, but 

as presented in section 2.1, this provides only hop-by-hop security. The solution proposed, based on 

Object security, aims at providing security for the following examples [15]: 
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1. Protection against eavesdropping and manipulation of resource representations in 

intermediary nodes. 

2. Protection against message replay. 

3. Protection of authorization information ("access tokens") in transport from an Authorization 

Server to a Resource Server via a Client, or other intermediary nodes which could gain from 

changing the information. 

4. Allowing a client to verify that a response comes from a certain server and is the response to 

a particular request. 

5. Protection of the RESTful method used by the client, or the response code used by the 

server. For example if a malicious proxy replaces the client requested GET with a DELETE 

this must be detected by the server. 

6. Protection against eavesdropping of meta-data of the request or response, including CoAP 

options such as for example Uri-Path and Uri-Query, which may reveal some information 

on what is requested. 

The end-to-end security as described by the examples above can be achieved with an Object-based 

security approach: in cases 1 to 3, security can be achieved by protecting the payload of the 

message exchanged, while cases 4 to 6 require other fields of the message to be protected, e.g. 

CoAP options or header. The IETF draft aims at providing exhaustive guidelines on what should be 

protected on the application layer, based on different requirements, in order to achieve integrity and 

replay protection, and on how to protect the data in order to make the model compliant with 

constrained devices and networks (small storage capacity needed, etc). 

3.1.1 Sig option  

To indicate that a CoAP message is secured, a new CoAP option called “sig” is created, which 

includes the information on what to protect and the signature over the integrity protected data. The 

option sig is critical, safe to forward, it is not part of a cache key and is not repeatable [15]. Its value 

is a secure object (Figure 1). This secure object consists of Header, Body and Tag. The Header 

contains information about cryptographic algorithm and keys, as well as replay and freshness 

protection. The Body contains the data to integrity protect. Detached content means that the body is 

removed from the object, leaving only Header and Tag: this is done because the data to integrity 

protect is either already known by the receiver, or can be re-built from the message received. The 

Tag is the signature or authentication tag value defined by parameters in the header (algorithm etc.) 

over the Header, Body and optionally a unique Transaction Identifier as defined below. The 

following sections provide more details about it. 

As specified in the draft [15, section 4], it is worth noting that many standardized formats for 

protected data exist, but that they often are too large to be processed by very constrained devices 

[Appendix A: Comparison of message sizes], and they can lead to packet fragmentation and storage 
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capacity problems. This is why it was decided to implement a new optimized format, called 

Compact Secure Message (CSM), to test the solution. 

3.1.2 Integrity protection 

In order to integrity protect the message, we need to define how the Body is built, i.e. what data 

needs to be protected, and what parameters are necessary to define the cryptographic function to 

perform the signature over those data (Header parameters). 

The Body is built over the parts of the unsecured CoAP message to protect (section 3.2): 

 CoAP header field code (8 bits) 

 some of the CoAP options 

 CoAP payload (if any) 

The parameters necessary to produce the signature (Tag) are: 

 Cryptographic algorithm used to protect the secure object. 

 Key to use with the algorithm, uniquely identified by a Key Identifier. The Key is 

previously established between trusted nodes, while the Key Identifier is only used to 

retrieve it (how this is done is out of scope). 

 Initialization Vector, unique for each Key. It is worth noting that Initialization Vectors are 

required only for encryption algorithms, not for signature and MAC algorithm that are used 

for integrity protection. Nonetheless, this parameter was taken into account to simplify the 

future versions of this work, which will also provide encryption. 

Most of the parameters should be established between sender and receiver before the message is 

sent, both for security reasons (secret Key) and to reduce the overhead of sending it (Initialization 

Vector). Those parameters are constructed from a security context, tied to the resource the client has 

access to. For a given resource, each node has a context related to the sender and one related to the 

receiver. The sender context is used for integrity protection, the receiver context is used during 

verification. Assuming symmetric algorithms are used, in a communication between two nodes the 

parameters in the context sender match those in the context receiver and vice-versa: a receiver has 

all the information needed to re-created the Tag and compare it to the Tag the sender included in the 

message (using the context sender). More details can be found in chapter 4. 

A security context includes the following fields: 

 The secret key for the cryptographic algorithm chosen. Following the specifications from 

the draft, only AEAD [15] algorithms are considered, to simplify the further step that will 

include encryption. 
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 Key ID linked to the secret key, used to communicate to the other node what secret key to 

use. Together with the sequence number, it is used for freshness guarantee. 

 Salt, agreed upon by the two nodes out of band from a preliminary phase. It is used to 

protect against Initialization Vector reuse and dictionary attacks. 

 Sequence Number, counter maintained by both Client(s) and Server. Also used for replay 

and freshness protection. The counter is not synchronized between sender and receiver in 

the beginning of the transaction, hence it needs to be sent in the message during 

communication between two nodes. In the end of the communication, the receiver’s 

Sequence Number gets synchronized with the sender’s (section 3.1.3 for more details) 

Salt and Sequence Number are used to construct the Initialization Vector for the AEAD algorithm. 

Key ID and Sequence Number are used to construct the Transaction Identifier (TID), for replay and 

freshness protection (section 3.1.4). More details about specific implementation are given in chapter 

4. 

In the end, the parameters that need to be sent in the message, and are part of the secure object 

Header are: 

 Algorithm 

 Key Identifier 

 Sequence number 

 Mode: the mode of use of the secure object. 

3.1.3 Replay protection 

Another goal of Object security is to protect from replay of messages and guarantee the freshness of 

responses [15, section 3.3]. An example of attack we want to protect from is described here: a client 

sends a request to a server. This message is intercepted by a malicious proxy, which saves the 

request before forwarding to the server. The proxy sends the saved request to the server later on, 

without modifying anything. We want the server to notice that the request is a replay, and not 

respond to the malicious proxy. This is done by keeping track on sending and receiving side of the 

Sequence Number. 

Before composing the secure object, the sender steps the Sequence Number (context: sender) and 

then sends it within the TID from it. The receiver has to verify that the Sequence Number received 

is higher than the Sequence Number last saved (context: receiver) and in this case, update it. Since 

the Sequence Number is part of the secure object Header, it is integrity protected and could not be 

changed by a malicious proxy. If the Sequence Number verification or the integrity verification 

fails, the receiver rejects the message. 
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The use of Sequence Number for replay protection is shown in Error! Not a valid bookmark self-

reference.. 

 

3.1.4 Freshness protection 

Message freshness is provided by the TID, which is unique for each message. The value details are 

given in section 4.3.4. 

If the server receives a valid request (after verification of sequence number and signature), it 

composes the response. In the data to protect, it also includes the TID received in the request, which 

is not sent in clear in the response (the Secure Object Header contains the TID of the sender). The 

client, after receiving a response, reconstructs the data to protect (Body) and add the TID from the 

request, of which it has previous knowledge. Then, verifies that the Tag corresponds. 

This verification allows protection against this type of attack: a malicious server could use a 

previous response of the server to the same request to send to the client. The sequence number in 

this case could not be sufficient, since the response could have higher Sequence Number: if, for 

example, the message replayed was the response to a request from another client with higher 

sender's Sequence Number. Including the TID of the request in the signature of the response allows 

the client to verify the correlation between request and response, as well as the freshness of the 

response. 

The use of the TID for freshness guarantee is shown in Figure 3. 

Figure 3: Use of TID for freshness guarantee 

Figure 2: Use of Sequence Numbers for replay protection 
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3.2 Constrained Application Protocol message format 

The goal is to take the CoAP non-secure message and protect it. First of all, we are going to 

summarize CoAP message format, and underline the fields that need to be protected.  

CoAP messages are encoded in a binary format, which starts with a 4-byte header followed by a 

Token value (of length 0 to 8 bytes, used to correlate requests and responses), options (if any) and 

payload (if any) (Figure 4). 

 

 0                   1                   2                   3   

 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 

+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 

|Ver| T |  TKL  |     Code      |          Message ID           | 

+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 

|   Token (if any, TKL bytes) ...                                 

+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 

|   Options (if any) ...                                          

+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 

|1 1 1 1 1 1 1 1|    Payload (if any) ...                         

+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 

 

The header includes: 

 Version (Ver): indicates the CoAP version number. This field should not be integrity 

protected, for backward compatibility reasons. 

 Type (T): defines the type of the message. It can take one of the following values: 

Confirmable, Non-confirmable, Acknowledgment, Reset. Since different types can be used 

to transport the same request/response, this field should not be integrity protected. 

Figure 4: CoAP message format 
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 Message ID: used to detect message duplication and to match messages 

Acknowledgment/Reset to messages Confirmable/Non-confirmable. For the same reason 

than Type, this field should not be integrity protect. 

 Token Length (TLS): indicates the length of the Token field. It is not integrity protected, 

since the field Token is not integrity protected itself. 

 Code: indicates the request method (GET, PUT, …) or response code (Created, Deleted, …) 

[9, section 5.9]. It is preserved end-to-end through forward proxies, so it could be integrity 

protected. To comply with the requirements (point 5 in section 3.1), this field must be 

integrity protected. 

The Token is used as a request/response match. This means that if intermediaries are present, the 

Token may not be the same between hops, so it is not preserved end-to-end, and it could not be 

integrity protected. 

Between the options [9, section 5.10], those elective, i.e. ignored by the endpoint if not recognized, 

and unsafe to forward, i.e. discarded by the proxy if not recognized, may be discarded by a proxy, 

which is why they could not be integrity protected. Those critical, i.e. the message is not processed 

if the endpoint doesn't recognize the option, or safe to forward, i.e. the proxy forward the message 

even without recognizing the option, should be integrity protected. The list of CoAP options can be 

found in annex [Appendix B: Table of CoAP options]. 

A special case applies for the options related to resources URI: Uri-Host, Uri-Port, Uri-Path, Uri-

Query and Proxy-Uri. The first four are used to specify the target resource, while the last one is 

used when making a request to a forward-proxy. In this case, the Proxy-Uri value is the absolute-

URI of the server the client wants the proxy to forward the request to (Figure 5). 

 

 

Figure 5: PROXY_URI option example 

 

A forward-proxy receiving a request which contains the option Proxy-Uri may forward it directly to 

the server specified in the Proxy-Uri or to another proxy, after replacing the Uri-Host, Uri-Port, Uri-

Path and Uri-Query options with part of the content of the Proxy-Uri option. Because of this 

predictability, the destination endpoint URI can be protected even if these options may be changed 
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by the proxy during the communication. To do so, the client should protect the Proxy-Uri option, if 

present, otherwise the client should compose it from the options: Uri-Host, Uri-Port, Uri-Path, Uri-

Query, and then protect it. The server receiving a request should include the Proxy-Uri in the 

verification, if present, otherwise it should compose it from the options: Uri-Host, Uri-Port, Uri-

Path, Uri-Query, and then include it in the verification (Figure 6). 

 

Figure 6: PROXY_URI integrity protection 

 

3.3 AEAD 

Authenticated Encryption with Associated Data (AEAD) [16] is a class of block cipher modes of 

operation which combines confidentiality for the plaintext (that is encrypted) with integrity and 

authenticity for the plaintext and for some Associated Data. This interface and corresponding 

algorithms are used in our object security solution, to secure the CoAP message. 

Following the specifications [16, section 2], the AEAD interface includes 2 operations, 

authenticated encryption and decryption. 

For the authenticated encryption, the inputs are: 

 A secret key, (generated in a way that is uniformly random or pseudorandom). 

 A nonce (or Initialization Vector). Each nonce is distinct, for any particular value of the key. 

 A plaintext, which contains the data to be encrypted and authenticated. 

 The associated data, which contains the data to be authenticated, but not encrypted. 

The output is one, the ciphertext, at least as long as the plaintext (Figure 7). According to the 

specifications [16, section 4], the ciphertext can incorporate an authentication tag. 
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For the authenticated decryption, the inputs are: 

 The secret key (same used in the encryption algorithm) 

 The nonce (same used in the encryption algorithm) 

 The ciphertext (output of the encryption algorithm) 

 The associated data (same used in the encryption algorithm) 

The output is either the plaintext, or a symbol FAIL if the inputs are not authentic (Figure 8). 

 

 

 

Figure 7: AEAD encryption 

Figure 8: AEAD decryption (success) 
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3.4 Compact Secure Message (CSM) 

We have implemented a format which would provide encryption, integrity and replay protection, 

suitable for constrained environments. The original draft proposed the use of JSON and JWS [17], 

but this was still not compact enough yet. Compact Secure Message (CSM) was made to be the 

“optimal” message format for an object-secured CoAP, but it can also be used independently to 

wrap any data. An analogous format could be designed using JOSE (JSON Object Signing and 

Encryption [17] or COSE (Constrained Object Signing Encryption) [18]. 

 

The main features of this solution are: 

 Protection of certain CoAP header and option fields 

 Compliance with REST 

 Reduction of message size, by avoiding unnecessary duplication of data in payload and 

header/options 

 Reuse of CoAP specific mechanisms for caching and forwarding 

 

The CSM format consists of Header and Tag, and a separate Context needs to be in place. Part of 

the Context is transmitted integrity protected during the communication, while part is set up 

previously, and how this is done is not in scope of this work (authorization, access token). 

CSM message format is shown in Figure 9. 

 

 

 0                   1                   2                   3   

 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9 0 1 

+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 

|Mod|    Alg    |   KL    |  SL |           Key ID              ~ 

+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 

~                              SEQ                              ~ 

+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 

~                              Tag                              ~ 

+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 

 

 

Figure 9: CSM message format 
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3.4.1 CSM Context 

These parameters are configured within the CSM Context, and are fixed for a given transaction 

(excluding the Sequence Number).  

 Key (16 bytes for CCM used with AES-128, depends on the cipher-suite chosen): as secret 

key for the AEAD algorithm chosen. 

 Key ID (variable length): shared by Client and Resource Server, during a preliminary phase. 

It is used in CSM header. Used to identify the secret key. 

 Salt (8 bytes): used together with Sequence Number as nonce for the AEAD. Also known 

out of band from a preliminary phase. Used to protect against Initialization Vector reuse and 

dictionary attacks. 

 Sequence Number (8 bytes): Counter maintained by both Client and Server. Salt and 

Sequence Number are used to construct the nonce for the AEAD algorithm: the nonce is 

equal to the concatenation of Salt and Sequence Number. 

A remark to be done is that the previous description is valid only for symmetric block ciphers, 

asymmetric ciphersuites will be defined analogously. 

 

3.4.2 CSM Header 

The header includes parameters necessary to the encryption, as for example cipher-suite and 

ephemeral public key (optional). 

The fields of the header are:  

 Alg (6 bits): indicates the cipher-suite used for the AEAD. After a first step with integrity 

protection only (where we decided to use HMAC-SHA256 [19, section 2]), it indicates the 

algorithm chosen, based on pre-shared symmetric keys PSK_AES_CCM_8 for integrity 

protection and encryption [23, sec 4]. From here on, we will talk generally about AEAD 

algorithm, but this refers practically to the PSK_AES_CCM_8. 

 KL (5 bits): indicates the length of Key ID -1 in bytes. 

 SL (3 bits): indicates the length of SEQ -1 in bytes. 

 Key ID (1-32 bytes, length given by KL): is used by the receiver to uniquely identify the 

Key from Context used with the algorithm. It is also used for message replay protection (see 

SEQ). 

 SEQ (1-8 bytes, length given by SL): encoding of the Sequence Number (8 bytes) parameter 

from the Context, used for message replay protection. The combination (Key ID, Sequence 
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number) is called Transaction ID and should be globally unique for each message. More 

details of how this is achieved can be found in section 4.3. 

 Mode (2 bits): defines what data is protected in the CSM object and how. The presence of 

certain header parameters depends on the Mode selected. 4 modes have been defined.  

3.4.2.1 Modes 

The modes define different applications of CSM format: as mentioned previously, CSM can in fact 

wrap generic data (and therefore be independent of CoAP), or it can be used in an Object Secure 

CoAP, the mode we implemented and tested. 

 CSM wrapped generic data (APPL) (Figure 10) For this work we are only concerned with 

two examples: Access Tokens in the payload (the Resource Server should be able to verify 

its integrity) and Resource Representations protection.  

◦ Mode 0 (“Plain”): All protected data is also sent (Associated Data is also sent). The 

Access Token is sent in this mode. 

◦ Mode 1 (“Resource ID”): Associated Data includes a Resource Identifier, which could 

be an Uri-Path, but may also be an identifier from another namespace. Resource 

Identifier is not sent neither in plain text nor encrypted. 

 

Figure 10: CSM modes 0 and 1 

 

 Object Secure CoAP (COAP) (Figure 11) wherein parts of CoAP header, options and 

payload are wrapped into a CSM object. This is signaled with the presence of the new CoAP 

option called “sig”. The CSM object is the value of the sig option. 
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Figure 11: High-level COAP explanation 

 

◦ Mode 2 (“Challenge-response”): 

▪ Request message requires a response including sig option with Mode 2 

▪ Response message: Associated Data includes Transaction ID of the corresponding 

CoAP request message ('010'). 

 

3.4.3 CSM Tag 

The CSM tag is included in the ciphertext of the AEAD algorithm selected, as allowed in the 

specifications [16, section 4]. As described previously, the ciphertext can provide integrity 

protection only for the data (i.e. be the Message Authentication Code of the input), or also 

encryption (encrypted data plus signature would then be the CSM payload). The specifics of how 

this is done are out of the scope of this work.  
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4 Implementation 

The purpose of this chapter is to explain in detail the implementation. After introducing the 

operating system in section 4.1, section 4.2 covers the code analysis for the existing CoAP 

implementation, while section 4.3 describes how the code is modified in order to include the object 

security solution. 

There are two important parts regarding implementation: the first one is to actually integrate our 

solution in the already existing implementation of CoAP (acting on the application layer). 

Secondly, in order to test it and measure its performance, it is necessary to implement a client-

server example that makes use of the new implementation. For simplicity reason, those two parts 

are explained independently, but during the master thesis they were carried out in parallel. 

 

4.1 Operating system 

The choice of a good (small code overhead and good power efficiency) operating system is 

necessary. The Contiki OS version 2.7 [36] is designed specifically for the IoT and constrained 

devices and is free and open source. It was therefore chosen as OS for this thesis. Moreover, this 

OS has been implemented and used at the Swedish Institute of Computer Science (SICS), which is 

cooperating with us to improve this work.  

The Contiki OS makes use of processes in a cooperative mode to run any kind of application or 

program. Each process is composed of a control block (run-time information about the process) and 

a process thread (code of the process). The thread is implemented as a protothread, which has the 

advantage of being lightweight and specifically designed for memory-constrained systems [20]. 

Each protothread is invoked from the process scheduler. All invocations are done after an event has 

being posted (a process is run when it receives an event). 

Contiki OS comes with a CoAP implementation, though the last released version (2.7) at the time of 

this work just included until version 13 of the CoAP draft, the RFC being version 18. To cope with 

this, an addition from the Contiki git repository [21] has been done to the official one, and the 

CoAP version 18 folders and updated examples have been used instead. 

 

4.2 CoAP code analysis  

In order to add our option to CoAP, we need to do a detailed analysis of the Erbium implementation 

present in Contiki [22], with particular attention on how options are computed by client and server, 

and what is necessary to integrate our new option. All further details are implementation-specific. 
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4.2.1 Packet structure 

In section 3.2 we have shown the message format. This message is serialized in a buffer, which is 

part of the “CoAP structure” [Appendix C: CoAP packet structure]. 

To create the new option to secure our message, we need to analyze this CoAP packet structure and 

understand each part of it. The important parts for building our new options are: 

 buffer is the memory buffer where the serialized message will be stored, during 

construction. It has the format described in section 3.2. 

 code is an 8 bits unsigned integer that has as value the CoAP code. 

 options is an array of 8 bits unsigned integers. Each bit is set to 1 if the option 

corresponding to the bit number is present in the CoAP packet (for example, bit 13 will have 

value '1' if the option number 13 is present in the packet). 

 Each option has its own field. If the maximum option length is fixed, the field has this 

length, otherwise another length field indicates the length of the option. 

4.2.2 Code organization 

The code organization for CoAP Erbium implementation is shown in Figure 12. 
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Both client and server create threads whose code is included in a file called “coap-engine”, which 

includes a thread called coap_engine. After the data is received (radio event), the coap_engine 

thread is in charge of building and sending the response based on it (Figure 13). The CoAP-specific 

sub-functions to parse and serialize the data are included in the “coap” file. 

To set an option, the client makes use of a simple function “set_option_*” in the “er-coap” file. On 

server side, the server can make use of the “get_option_*” functions in the same file to retrieve the 

value of the option. Those functions take as input the CoAP packet structure. 

 

Figure 12: Original code organization 
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Figure 13: High level coap_engine thread flow chart 

 

4.2.3 Sub-functions: parse and serialize 

The CoAP code was analyzed in detail, specifically the serializing and parsing functions. 

 

Figure 14: Inputs and output of serializing function 

 

The serializing function's goal is to take the CoAP packet structure (Appendix C: CoAP packet 

structure) and to write in the buffer the serialized data to be sent (of length size) (Figure 14). 
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Firstly, the function serializes the CoAP header and token, then all the options and finally the 

payload. To do so, the function uses two important variables: option and current_number, 

and some sub-functions. 

The sub-functions serialize the options (both option header and value). There are 5 different sub-

functions that take care of all the options, so there is not one sub-function for each option. 

current_number is an integer that is used during the parsing of options to keep track of the 

current number of the option in process and to write down the right delta for each option's header. It 

is passed as a parameter to the sub-functions. 

option is a pointer to a 8-bits integer. It is used to keep track of where in the buffer we are 

writing. The serialization of the first header fields, then token and then each option starts where the 

pointer option is. 

 

Figure 15: Inputs and output of parsing function 

 

The parsing function's goal is to take as input a CoAP packet pointer, the serialized data and its 

length, in order to parse the data and set the right values in the packet structure (Figure 15). To do 

so, the function uses one important variable: current_option. current_option is the 

pointer to the data which is being handled.  

First, CoAP packet header is parsed, then token, and then a loop is done to parse all the options: on 

each loop, first is parsed the option header, which gives information about what option is next 

(option number) and how long it is (option length). After that options are handled in a “switch” 

function. The option values are assigned to the right fields in the CoAP structure, but no action is 

done. The actions related to each option are done in the coap_engine process. 

 

4.2.4 Transaction example 

The client process starts two new processes: coap_blocking_request to send the request and wait for 

the response and coap_engine to receive and handle the received data. The server process only 

starts one process, the coap_engine, to receive the message and handle the data. Both the 

coap_engine and the coap_blocking_request processes uses specific CoAP sub-functions, e.g. parse, 

serialize etc. The details about the transaction are presented in Figure 16. 
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Figure 16: CoAP transaction 

 

4.3 CSM integration 

4.3.1 Packet structure 

The new option for integrity protection is part of the CoAP packet and has variable length, so we 

need to add two new fields to the CoAP packet structure: csm and csm_len. csm_len is an 

unsigned 16 bit integer, while csm is a specific structure defined in section 3.4. 

 

4.3.2 Code re-organization 

In order to make the implementation “re-usable” from a higher level, we want to keep the code for 

the new option as separate as possible from the initial CoAP code, so we need to create a new 

library for the CSM option. We will have to separate the functions that are independent from CoAP 

(as for example “serialize the CSM header,” the “AEAD” function, “parse the CSM message” etc) 

from those that are CSM related but CoAP dependent (“set the CoAP header for the CSM option”, 

“parse the CSM option” etc). 

While the first idea was to create only one file with all the CSM specific functions and include it  in 

the “er-coap” file, this could not work because of cyclic includes between CoAP and CSM (some 
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functions as for example the “set_CSM_option” needs to know both CoAP structure and CSM 

structure) (Figure 17) 

 

 

Instead, we separated the new library in two different files: a CSM file that is CSM specific, is 

called by “er-coap”, but does not contain any CoAP related functions, and a CSM API file, that is 

an interface for CoAP-CSM high-level functions (as “set_option_CSM”, “get_option_CSM”), used 

by the client and the “coap_engine” process, includes both COAP and CSM. 

The CSM file can be called from a higher level, from another protocol, and it will probably be 

necessary for modes 0 and 1 in the draft, which are not CoAP specific. The structure of the CSM is 

defined here. It contains: 

 buffer: the memory buffer where the serialized CSM over detached content will be 

stored. After construction it will include Header and Tag. 

 ad: the memory buffer where the input for the AEAD is serialized (data to protect). It has 

length ad_len. 

 ad_len: 8-bit unsigned integer that indicates the length of the buffer ad. 

 mac: the memory buffer that contains the output of the AEAD (Tag). 

 mode: an 8-bit unsigned integer that indicates the mode the message is used with. 

Figure 17: Wrong code organization  

(circular dependency between CSM and COAP) 
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 alg: the algorithm used to create the mac from the ad. 

 keyid: the key identifier for the secret key used with the algorithm, it has length 

keyid_len + 1. 

 keyid_len: 8-bit unsigned integer that indicates the length of the key_id - 1. 

 seq: the sequence number of the message. It has length seq_len + 1. 

 seq_len: 8-bit unsigned integer that indicates the length of the sequence number – 1. 

The client uses the API functions to set the parameters in the structure (mode, alg, keyid, seq) 

before sending the request, but the serialized CSM message (in buffer) is created during 

serialization of the CoAP packet message. 

 

 

Some functions are added in the “er-coap” file despite the effort for independancy, to take care of 

the CSM option on a lower level (“serialize_csm_option()” and “parse_csm_option()”). The final 

code restructure is given in Figure 18.  

Figure 18: Final code organization  

(no circular dependency between CSM and CoAP) 
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4.3.3 Sub-functions: parse and serialize 

The serializing function has been modified in order to serialize the new option “sig” in the buffer to 

be sent. To do so, the signature over the data to protect needs to be calculated.  

While serializing CoAP header, token, options and payload, as previously, we also build the ad 

buffer of the CSM structure, in order to get the input for the AEAD. After serializing the other 

options and before the payload, we call a function to serialize the sig option. This function writes in 

the CoAP buffer first the option header (delta and length, as defined in [9]), then the CSM Header 

(as first part of the option value), and finally copy the CSM Header in the ad buffer (to be 

protected, as defined in 3.4). Because the sig option has number 253 [15], its serialization comes 

after all the other options, which means that all the options to protect are included in the ad buffer 

at this point, as well as the CoAP header fields. To complete the input for the AEAD and compute 

the CSM Tag (second part of sig option value), we still need to serialize the payload (if any) and the 

TID (if response to a request). This is done right before the payload is serialized in the CoAP 

buffer: the payload is copied to the ad buffer (without marker 0xFF as it is the case for the CoAP 

buffer [9, sec 3]), then if the message is a response, the TID is built from the context (receiver) and 

copied to the ad buffer, and only then the “protect” function is called. This function takes the CSM 

and the context as input to construct the nonce using either the context sender or receiver, as 

previously described, and based on the algorithm used, calls the AEAD function on the ad buffer. 

The output is stored in the CSM mac buffer, and copied in the CoAP buffer as second part of the 

sig option value. Afterwards, the payload is copied to the CoAP buffer, which is finally complete. 

It is worth noticing that this construction is built with the sig option as last option. If a new option 

were to be added to the CoAP implementation, with a higher number (and needing to be serialized 

after the sig option), a modification should be done on the sig part of the code: the “protect” 

function should not copy the mac buffer right after the last option, as it is the case now, but it 

should copy it to the previously saved space for the second part of the sig value. The length of the 

space saved depends on the length of the Tag, so on the algorithm chosen. In our case, as mentioned 

previously, we only consider the AES_CCM_8 as algorithm [23], with Tag length equal to 8 Bytes. 

In further work, more algorithms may be added, with different Tag lengths. 

The parsing function has been modified to start the verification steps. In fact, in order to verify the 

integrity of the data, the receiver needs to re-build the ad buffer while parsing the message 

received, then call the AEAD function on it, and finally compare the signature obtained with the 

Tag received. The verification is done only if the sig option is in the message received. 

This has been implemented by going through the buffer received two times: the first time checking 

which options are in the message received, and assigning each CoAP structure option field to the 

right value (as previously), including the sig option; the second time the ad buffer is built from the 

received options, the payload and the CoAP code parsed during the first loop. Special attention is 

given to the Uri-Host, Uri-Port, Uri-Path, Uri-Query and Proxy-Uri options, that as in the 
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serialization, are not directly integrity protected but are merged together into the Proxy-Uri field, 

which is integrity protected (as indicated in section 3). If the sig option is not used, the second loop 

is skipped. 

4.3.4 coap_engine process 

During the parsing the ad buffer is built using CoAP code, options and payload, but the TID is not 

included. In fact, the parsing function is used both when receiving a request and a response, so the 

TID must be included on a higher level. Also, verification needs to be done before anything else. 

We have solved this problem by modifying the coap_engine process after the parsing is done: if the 

message received is a request and includes a sig option, add the TID to the ad buffer, and then 

verify. 

The verification is done in 2 steps: first, the sequence number received is compared to the one in the 

context receiver (replay protection). If this verification succeeds, the Tag over the re-built ad buffer 

is computed and compared with the one received. If this verification succeeds, the message can be 

processed, otherwise an error message is returned and the message is rejected, i.e. not processed. 

A high-level explanation is reported in Figure 19. 

 

Figure 19: Coap_engine thread flow chart with sig option 
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4.3.5 Transaction example 

A general view of a transaction is reported in Figure 20, with details about the sig option.  

 

Figure 20: Transaction with “sig” option overview  

(integrity, replay, freshness protection) 

An example with values for the sequence numbers is reported in Figure 28, in Appendix D: 

Transaction example with sig option.  
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5 Tests 

The purpose of this chapter is to explain in detail the tests done. After introducing the tools in 

section 5.1, sections 5.2 and 5.3 give an overview of the hardware and simulation platforms, while 

section 5.4 describes the test bed used for the measurements. 

We have implemented a really simple client-server example on a constrained node, and then tested 

the new implementation compared to the same example without security, in order to measure the 

overhead of our implementation. The example was inspired by the er-rest-example in the Contiki 

environment, but it has been simplified in order to make measurements faster and more specific. 

The server will give access to one simple resource, which is a counter on which the client can do 

basic operations. 

The client doesn't need to be a constrained device, but for test simplicity reasons we are also going 

to implement it on a constrained node. 

The tests were done both in simulation (during a first implementation phase) and on a TI CC2538 

board [28]. 

5.1 Tools 

 VMware Player [24]: Virtual machine. 

 Cooja [37]: Contiki network simulator. Cooja allows large and small networks of Contiki 

motes to be simulated. It does not include the CC2538 board in the motes to use in the 

simulator, but Wismotes are used instead. 

 Code Composer Studio (version 6.0.1.00040) [25]: (IDE) that supports TI's Microcontroller 

and Embedded Processors portfolio. It is used to build and transfer the code to the board. 

 screen command [26]: to connect to the board through USB port and observe the output. 

 Tunslip command [27]: a tool used to bridge IP traffic between a host and another network 

element, typically a border router, over a serial line protocol. 

 

5.2 Hardware platform 

The server was implemented as a constrained node, so it should run on a platform with limited 

resources. The platform should have enough computational power to run the OS and stack 

described previously, and it also requires an 802.15.4 radio unit. The TI CC2538 was chosen 

because it also features some additional benefits, as cryptographic operations accelerator (SHA2 

and AES-128/256) and the pseudo random number generator. 

The board has the following characteristics [28] [29]: 
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 32 bit ARM-Cortex M3 processor core 

 flash: 512 Kb 

 RAM: 32 Kb 

 clock frequency: 32 MHz 

 oscillator frequency: 32.768 kHZ 

 

5.3 Simulation platform 

The first examples were run on the Skymote [33], in the Contiki Cooja environment, but because of 

the small memory size of the Skymote and the large size of the debug code, the mote run out of 

memory during the implementation and testing of the new option. 

After few tests, with different types of motes in the simulator (Sky [33], Wismote [32], Z1 [31]), it 

was decided to use the Z1 mote. While the Wismote had more memory available, but did not 

behave as expected, the Z1 is the compromise between memory size and right behavior. In fact, the 

Wismote had this strange behavior: the simulation compiled and run without problems, but the 

mote did not react to inputs from the mote’s button in the simulation, which might be caused by a 

problem on the simulator. A short research gave the motes comparison in Table 2. 

 

 CC2538 Wismote Z1 Skymote 

Processor 32 bit ARM-

Cortex M3 TI 

CC2538 

16 bits TI MSP430 series 

5 

16 bit MSP430F2xxx 16 bit TI MSP430F1611 

Flash 512 kB 256 kB 92 kB 48 kB 

RAM 32 kB 16 kB 8 kB 10 kB 

Clock frequency 32 MHz 8 MHz 16 MHz 8 MHz 

Oscillator freq 32.768 kHz 32.768 kHz 32.768 kHz - 

Table 2: comparison between CC2538 board and simulation motes 

 

As you can notice, the Z1 mote is between Wismote and Sky mote concerning memory, and a fast 

comparison with the code size showed that the memory size was big enough. After this point, all 

the simulation was done on Z1 motes. 
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5.4 Test bed 

First of all, the environment and the tools necessary to the work were configured. The server and 

the client example were modified in order to have only one resource available ( “/test/demo”). This 

resource implements a counter that the client can interact with via two methods: GET or PUT. The 

GET and PUT handlers, as the counter variable, are implemented in a separate file (res-event-

test.c), and the server only activates the resource in a first phase. Also, in this simple example the 

button sensor is activated on the server and, if pushed, the button triggers another handler 

implemented in the resource (“event” handler). These 3 cases are shown in Figure 21 to Figure 23. 

 

 

 

 

 

Figure 21: Test 1 - GET request 

Figure 22: Test 2 - PUT request 
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The server can be accessed either by an external client (Copper [38] plugin in Firefox) or by the 

client which we implemented. In the second case, the button sensor is activated on the client, which 

reacts to it by sending to the server the first time a GET request for the /test/demo resource, the 

second time a PUT request (with as payload a fixed value), then GET etc. When the client receives 

the response, a function is called and the payload received, if any, is printed on the screen. Also, 

every time the resource is accessed (either by GET, PUT or by the event handler), a red LED blinks 

on the server's node.  

After few problems encountered (due to the fact that the clock functions are specific to each 

platform), the example is up and running both on simulation (Skymotes first, then Z1 mote) and on 

the TI CC2538. The client and the server are observed via the tool screen.  

The outputs you can see on Figure 24 are printed by the handler functions, both for GET, PUT, 

event handler and client response handler. The sequence of clicks on the buttons is: client (GET), 

client (PUT), server 3 times (Counter ++), client (GET), client (PUT), server 6 times (Counter ++), 

client (GET). 

Figure 23: Event handling (from pushing the button on the server) 
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In Appendix D: Transaction example with sig option can be found the details of the request-

response received, for the GET request, the PUT being analogous. 

  

Figure 24: Output for client (left) and server (right) on simple requests (GET, PUT) and button event 
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6 Results 

The purpose of this chapter is to present the test results. After introducing the measurements in 

section 6.1, section 6.2 describes in detail the results, section 6.3 evaluates our tests and our 

solution, while section 6.4 gives an overview of the difficulties encountered. 

6.1 Measurements 

The object security implementation was evaluated in terms of code size and memory usage, using 

arm-none-eabi-size utility [39], computational time and energy consumption, using a library of the 

Contiki OS (energest module). This module is based on the real-time clock and measures usage 

time of different platform units separately. We are interested in CPU active time and in radio 

transmitting and receiving times. 

The frequency of the platform's clock is 32.768 kHz, so the resolution will be of 0.03 ms. The 

energest module saves the number of real-time clock ticks in 64 bit unsigned values since its 

activation. Energy consumption will be derived by these measurements, knowing the power supply 

voltage and the current (from board specifications). 

The measurements were carried out for 3 scenarios: the first is a client-server example as described 

in section 5.4 (called “original implementation” in the results tables), the second is the new 

implementation (with CSM integrated) but without including the sig option in the request (“new 

implementation without sig option”), while the third also includes the sig option (“new 

implementation with sig option”). The second test will be done to verify that the behavior does not 

change if the sig option is not implemented or implemented but not used, and that the times are not 

too different from the original implementation. Because of this, it will only be tested in simulation. 

The tests will be done on simulation first and on board then. To measure in a consistent way all the 

different parts in the process, 4 steps will be carried out concerning CPU time measurements: 

 time to perform the cryptography (“protect” and “verify” functions) 

 serialize and parsing functions 

 sending message function 

 CoAP engine processing (resource handler, processing request, processing response) 

Thanks to these measurements, we are able to see where the biggest impact of the new 

implementation is. 

Figure 25 shows the different parts that have been measured: the red parts are only included in the 

new implementation. 

Concerning radio transmission time, we will compare the results with the bytes sent. 
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Figure 25: Measurements on client and server 

 

6.2 Tests results 

The tests results on board are reported here and on simulation in Appendix F: Simulation results. 

6.2.1 Computational time 

The first measurements were carried out only on the high level functions of coap_engine thread: 

processing message received (“processing message in”), processing the response (“processing 

message out”) for the CPU and transmission time (Radio) for both server and client, for the 3 cases 

described previously. Table 3 and Table 4 show the length of packets being sent (client to server: 

request or server to client: response), the time it takes to execute the crypto function on request and 

response, and a comparison between the processing times after subtraction of the crypto time. These 

last values are the most interesting since they show the processing time increase due to the new 

implementation, while the crypto function time is fixed and depends on the number of bytes to 

protect and on the algorithm used (in our case the AES_CCM_8 function from Thingsquare [30]) 

 

board (CC2538DK) New implementation New implementation Original 
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with sig option without sig option implementation 

  
Time(ms) 

 SERVER:    

processing message in 1.98 0.09 0.06 

→ crypto 1.80   

processing message out 5.52 4.76 4.85 

→ crypto 1.34   

Transmitting (RADIO) 2.20 2.93 2.93 

CLIENT: 
   processing message in 1.53 0.12 0.06 

→ crypto 1.34   

Transmitting (RADIO) 2.44 1.95 1.92 

  
# Bytes sent 

 C → S (REQ) 31 14 14 

S → C (RESP) 25 8 8 

Table 3: First measurement results on CC2538 board for different implementations 

 

New implementation with 
sig option (no crypto) 

New implementation 
without sig option 

Original 
implementation 

SERVER:    

processing message in 0.18 0.09 0.06 

processing message out 4.18 4.76 4.85 

CLIENT: 
   processing message in 0.19 0.12 0.06 

Table 4: Summary first measurement results without counting crypto times 

 

The results show what was expected: even without using the “sig” option, the time of processing 

the received message are slightly greater for the new implementation. This is due to the 

modifications on the serializing and parsing functions (section 4.3.3). As expected, the transmitting 

time for the original implementation and the new one without using the option sig are the same 

(same number of bytes sent), but it is strange to see that the transmission time for the smallest 

number of bytes (8, for the response) is the longest (2.93 ms). Moreover, it is surprising to see that, 

once the crypto function subtracted from the total CPU processing response time on server side, the 

new implementation has the shortest result, while the serialized message is longer (25 > 8). Another 

unexpected result on the “processing message out” measurement is that it takes from 23 (new 

implementation) to 80 (original) times more than the “processing message in”. 

After this first evaluation, more detailed measurements on both simulation and board were done, 

only on the original implementation and on the new with sig option, to explain the unexpected 

behaviors. The results are reported in Table 5 and Table 6 below. In this measurement, also the 

“sending request” on client side has been considered (Figure 25). 
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board (CC2538DK) New implementation with sig option Original implementation 

SERVER: Time(ms)   

processing request 1.95 0.06 

→ verifying 1.83 
     → crypto 1.77 
 processing response 5.49 4.76 

→ resource handler 0.12 0.12 

→ serializing 1.46 0.06 

    → crypto 1.34 
 → sending transaction 3.88 4.55 

transmitting (RADIO) 2.20 2.93 

CLIENT: 
  sending request 6.13 3.66 

→ serializing 1.92 0.09 

    → crypto 1.77 
 → sending transaction 4.21 3.60 

processing response 1.56 0.03 

→  verifying 1.40 
     → crypto 1.34 
 Transmitting (RADIO) 2.50 1.92 

  # Bytes sent   

C → S (REQ) 33 16 

S → C (RESP) 24 7 

Table 5: Second measurement results on CC2538 board for different implementations 

 

New implementation with sig option 
(no crypto) Original implementation 

SERVER:   

processing message in 0.12 0.06 

processing message out 4.15 4.76 

CLIENT: 
  sending 4.36 3.60 

processing message in 0.22 0.03 

Table 6: Summary second measurement results without counting crypto times 

 

First of all, the “sending request” (client) measurement has the same order of magnitude than the 

“processing message out” (server). Second, we can check that the serializing function only takes 

around 20 % of the whole “processing message out” measurement, and subtracting the crypto 

function from serializing time, this last is only 2 times bigger than in the original implementation. 

Considering that the size of the message serialized goes from 7 to 24 and from 16 to 33, the 

increase is acceptable. 

We can notice that there is the same inconsistency on transmission time than in the previous 

measurement, but we also notice that the CPU is active while the message is being sent (“sending 

transaction” in the table). This takes 20 to 25 % of the time on server and client “processing 

message out”. Because of the unexpected behavior encountered on transmission (shortest message 
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takes the longest time), the strange result is explained: the “sending transaction” time includes the 

“transmitting” time, and is higher for the shortest message, so that also the “processing message 

out” for the server results increased. If we subtract the “sending transaction” and the “crypto” CPU 

time from the two measures, we get 0.27 ms for “processing response” on server side, which 

compared to the 4.76 - 4.55 = 0.21 ms show that the implementation of the sig option increased 

very lightly the active CPU time. 

 

6.2.2 Energy consumption 

With these results, we can compute the energy consumption. From the board datasheet [28], we 

have different currents values, based on which elements are active or idle: 

 During the “receiving” phase, the CPU is in idle, so I = 20 mA 

 During the “processing” phase, with no radio or peripherals active, I = 13 mA 

 During the “transmitting” phase, the radio is in TX mode, and the CPU is active :  

I = 24 + 13 = 37 mA 

The board is powered at U = 3 V [28]. 

From the previous benchmark, the different times have been computed: “processing” is the sum of 

processing the message in and out, minus the time of transmission. In fact, the energy for that phase 

is computed separately. The “receiving” (*) time could not be measured, so instead it was computed 

using the radio baud rate in the board datasheet: knowing the number of bytes received, and 

knowing that the board has a radio baud rate of 250 kbps, we had treceiving = Number of bytes × 8 / 

250 (in ms). 

The energy consumption is calculated from those values, using the formula: E = U × I × t. The 

result is given in Table 7. 

 

board (CC2538DK) Time(ms)    Energy (µJ) Energy 

 

Original 
implementation 

New implementation 
with sig option 

Original 
implementation 

New implementation 
with sig option 

% 
Change 

SERVER:      

Processing 1.89 5.25 74 205 177% 

Receiving *  (16B/33B) 0.45 1.06 27 63 136% 

Transmitting (7B/24B) 2.93 2.20 325 244 -25% 

Total   426 512 20% 

CLIENT:      

Processing 1.77 5.16 69 201 191% 

Receiving *     (7B/24B) 0.22 0.77 13 46 243% 

Transmitting (16B/33B) 1.92 2.50 213 278 30% 

Total   296 525 77% 
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Table 7: Time and energy consumption for new and original implementation 

The total energy consumed by the server is 512 µJ with the new implementation against the 426 µJ, 

of the original one (increased of only 20 %), while on client side the new implementation consumes 

525 µJ compared to the previous 296 µJ (increase of 77 %). The “processing” energy increases of 

177 to 191% (almost twice as big), but most of that increase is due to the crypto function. In fact, 

the sending time during which the processor is active but the radio is not transmitting goes from 

4.55 – 2.93 = 1.62 ms to 3.88 – 2.20 = 1.68 ms on server side and from 3.60 – 1.92 = 1.68 ms to 

4.21 – 2.50 = 1.71 ms on client side, according to the results above, so it is almost constant. The 

cryptography function takes 1.77 + 1.34 = 3.11 ms on both sides. This value represents the 93 % of 

the increase on server side, and 92 % on client side. Without taking into account the crypto 

function, the processing energy increases of only 7 to 8 %. 

Again, it is worth noticing that the inconsistency between the bytes sent/transmitting time makes 

the “transmitting” value and the total energy consumed not inconsistent (the energy is decreased of 

25 % when sending a longer message) 

 

6.2.3 Code size 

The results on the code size are reported Table 8. 

 
Flash (kB) RAM (kB)   

 

New implementation 
(CSM integrated) 

Original 
implementation 

New implementation 
(CSM integrated) 

Original 
implementation 

Server 50.3 43.3 6.3 5.7 

Client 49.7 42.5 6.6 5.9 

Table 8: Code size for original and new implementation 

As it can be noticed, the memory usage increases of 10 to 16 %, but stays under the limits of an 

averaged constrained device (Table 2). 

6.3 Evaluation of our solution 

The tests show that, as expected, the new implementation generally increases the active CPU time. 

Nonetheless, it is worth noting that most of the increase (around 90 %) is due to the crypto-

function.  

One strange result is the transmission time: in fact, for fewer Bytes, the sending time (both for radio 

and CPU) seems to be longer. We noticed this behavior on both simulation and board for the 3 

examples. In order to investigate it further, we created a new test bench in the original 

implementation, and we measured the transmission time for Bytes sent. To do so, we created a loop 

in the client, which would send many PUT requests followed by a GET request to the server with 

payload increased of 1 byte each time. This way, we can measure the increasing transmission time 
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for the client during the PUT requests and for the server during the GET response. The results are 

reported on the plots Figure 26 and in Appendix F: Simulation results. 

 

It can be noticed that the strange behavior is presented as a discontinuity at 14 bytes, in the curve 

Transmission time/number of bytes sent. The reason for this behavior has not been investigated, and 

would request deeper analysis of the Contiki code. 

After calculating the linear trendline of our resulting plot, we can estimate how long it should take 

to send 7 bytes if there was no discontinuity (see Figure 27) 
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Figure 26: Transmission time for bytes sent, on CC2538DK 
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Figure 27: Transmission time for bytes sent from byte 15 

 on CC2538DK 

Using the trendline equation, we can re-calculate the transmission time to send the number of bytes: 

Bytes sent Ticks Time calc. (ms) Time meas. (ms) 

7 54 1.65 2.93 

16 61 1.94 1.92 

24 72 2.19 2.20 

33 81 2.47 2.50 

Table 9: Calculated and measured transmission time for different message sizes 

The other values computed correspond to the one measured via the equation. The new energy 

calculation using the theoretical value for 7 B sent will give the result in Table 10. 

board (CC2538DK) Time(ms)    Energy (µJ) Energy 

 

Original 
implementation 

New implementation 
with sig option 

Original 
implementation 

New implementation 
with sig option 

% 
Change 

SERVER:      

Processing 1.89 5.25 74 205 177% 

Receiving *  (16B/33B) 0.45 1.06 27 63 136% 

Transmitting (7B/24B) 1.65 2.20 183 244 33% 

Total   284 512 80% 

CLIENT:      

Processing 1.77 5.16 69 201 191% 

Receiving *     (7B/24B) 0.22 0.77 13 46 243% 

Transmitting (16B/33B) 1.92 2.50 213 278 30% 

Total   296 525 77% 

Table 10: Time and energy consumption for new and original implementation, with theoretic 7B transmitting time 

y = 1,04x + 46,771 
R² = 0,9989 
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Assuming this value valid, we can see that the “transmitting” energy for the server has a similar 

increase than for the client, even if the size of the message is larger, while the “receiving” computed 

is of course proportional to the size of the message.  

6.4 Difficulties 

The main problem I have had in the beginning has been the environment configuration: since the 

latest release of Contiki OS did not include the latest version (RFC) of CoAP, but only a draft, I had 

to change this in Contiki. Afterwards, I had to solve the compatibility problems that were caused by 

it. At the same time, I had some problems with Code Composer Studio, the program to flash the 

code to the board, which needs to be launched twice before the code is actually on the board. 

According to engineers at SICS who used this program before, this is a normal behavior. This 

caused longer testing time than planned on the board. Another challenging moment I have 

encountered has been the shortage of memory on the simulation’s motes, which has been solved 

switching from Skymotes to Z1 motes (section 5.3). 

Finally, the tests were not very clear in the beginning, and the energest module did not come with 

an exhaustive documentation. To fully understand it, I spent some time running all the tests on the 

sub-functions using only real-time timers, to be sure that the ticks measured corresponded. 

7 Conclusion 

 

The main objective of this work was to implement and test the object-based solution developed 

within the Security Research department of Ericsson Research, in order to provide end-to-end 

security in the Internet of Things, and to participate in the on-going discussion providing 

implementation-based inputs. 

The Internet of Things growth is putting the focus on the growing security needs that will only 

increase in the years to come. Between the solutions, two different approaches have stood out: the 

DTLS-based solution (modify the already existing DTLS protocol) and the object-based one. The 

advantage that the latter solution offers is to be more light-weighted and re-usable also on a higher 

level, independently from the application layer. 

The solution was implemented and tested both on the Z1 mote in simulation and on the CC2538DK 

board, with ARM Cortex M core and 802.15.4 radio. Both those motes qualify as constrained 

devices and are commonly found in the IoT. 

The implementation took the longest time during the work, requiring a first analysis and 

comprehension of the existing code for the CoAP protocol and for the Contiki environment in order 

to set up the test bed to use. As described in chapter 4, a new library was created to implement the 

new CoAP option, and a considerable modification was done in the existing CoAP code. 
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Tests on code size showed that the memory usage was well below the limits for the platform used. 

The main tests measured the energy consumption of this new implementation, compared to the old 

one.  

The results show that the processing phase uses almost 2 times more energy than before, but more 

detailed tests show that only less than 10% is caused by the new option processing, while 90% is 

due to the cryptographic function chosen (AES_CCM_8). The cryptographic function was not 

optimized and taken as-is from the Thingsquare open source implementation. Moreover, no 

hardware accelerator was used, which suggest that the results can be improved even more. 

Tests on transmitting showed an unexpected behavior on server side, which has been investigated 

on section 6.3. Explaining the reason of this behavior would have required a deeper analysis and 

understanding of lower layers of Contiki, and it was out of scope of our work. Nonetheless, it is 

interesting to notice this behavior which has been shared with the Contiki community [34]. 

Moreover, an expected behavior has been extrapolated from the other values, and a theoretical 

energy on server side computed from it. 

Receiving computational time could not be measured, but has been computed based on the 

datasheet values. It is worth noticing however that, as for the transmitting time, the percentage of 

increased energy for this phase would decrease for higher number of bytes sent, since the sig option 

added to the message has fixed length: the percentage found was valid for this specific example 

with this specific number of bytes sent. 

 

7.1 Limitations and Future work 

Even considering the results satisfying and an incentive to keep working on this solution, this work 

is just a first step. 

As previously mentioned, the implementation was based on the first version of the IETF draft, and 

only provides integrity protection. The next step is naturally to add the encryption, and keep the 

implementation up-to-date with the latest version of the draft. 

Another point to consider would be to add more cryptographic algorithms, possibly with different 

output lengths: this will increase the complexity of the implementation, and surely bring new 

challenges. 

Finally, we recommend increasing the number of test scenarios for both the original and the new 

implementation, and add some measurements using DTLS: we were not able to find any supported 

and documented measures for the original implementation, with or without using DTLS. 
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Appendix A: Comparison of message sizes 

In this section we are going to present the size comparison of an example message header for 

different formats: JOSE [17], COSE [18] and CSM Header (section 3.4). The objective is to give an 

order of magnitude of the overhead involved for different formats. 

Our example includes: 

 4 byte sequence number = [0x00 00 01 42] 

 8 byte key identifier = [0xA1 53 4E 3C 5F DC 09 BD] 

 Algorithm (variable length depending on the format used) 

JWS 

Considering the JWS header, with as algorithm the SHA-256: 

{"alg":"HS256","kid":"a1534e3c5fdc09bd","seq":"00000142",”mod”:”0”} 

 

This header encodes into a string of length 90 B, equal to: 

Base64url encoded Header: 

eyJhbGciOiJIUzI1NiIsImtpZCI6ImExNTM0ZTNjNWZkYzA5YmQiLCJzZXEiOiIwMDAwMDE0MiIs4oCd

bW9k4oCdOuKAnTDigJ19 

 

The signature (or HMAC) using the SHA256 is 32 bytes long, which encodes into a size 43 bytes 

string. The concatenation mark adds 2 bytes to the total overhead. JOSE does not support crypto 

algorithms with truncated MAC. 

 

COSE  

The same header using COSE format is: 

 

82                                      # array(2) 

   a3                                   # map(3) 

      63                                # text(3) 

         616c67                         # "alg" 

      65                                # text(5) 

         4853323536                     # "HS256" 

      63                                # text(3) 

         6b6964                         # "kid" 

      48                                # bytes(8) 

         a1534e3c5fdc09bd               #  

      63                                # text(3) 

         736571                         # "seq" 

      18 8e                             # unsigned(142) 

      63                                # text(3) 

         6D6F64                         # "mod" 

      00                                # unsigned(0)  
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This has a size of 36 bytes, and encoding the 32 byte MAC with it would add 2 + 32 bytes to it, 

giving a total overhead of 70 bytes 

CSM  

 

 

 0               1               2               3 

 0 1 2 3 4 5 6 7 0 1 2 3 4 5 6 7 0 1 2 3 4 5 6 7 0 1 2 3 4 5 6 7 

+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 

| M |     Alg   |  KL     |  SL |             Key ID            ~ 

+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 

~                              SEQ                              ~ 

+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 

~                        HMAC/Signature                         ~ 

+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+-+ 

 

 

Mode   (2 bits) 

Alg    (6 bits) 

KL    (5 bits) Length of Key ID (Key ID has length KL + 1) 

SL    (3 bits) Length of SEQ (SEQ has length SL + 1) 

Key ID  (variable length, 1-32 bytes, given by KL) 

SEQ   (variable length 1-8 bytes, given by SL) 

HMAC/Signature  (variable length, determined from Alg) 

 

Mod + Alg = 2 bytes, Key ID = 8 bytes, seq = 2 bytes, HMAC = 8 bytes 

 

Here the Header has a length of: 2 + 8 + 2. The size of the CSM Header is 12 bytes, and the 

truncated MAC would add 8 bytes to it, giving a total overhead of 20 bytes 

 

This result is summarized in the table below. 

 

Scheme Header MAC Total overhead 

JWS 90 B 43 B 135 B 

COSE 36 B 32 B 70 B 

CSM 12 B 8 B 20 B 
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Appendix B: Table of CoAP options  

from INTERNET DRAFT Object Security for ACE March 4, 2015 

 

 

   +-----+---+---+---+---+----------------+--------+--------+----+ 

   | No. | C | U | N | R | Name           | Format | Length | IP | 

   +-----+---+---+---+---+----------------+--------+--------+----+ 

   |   1 | x |   |   | x | If-Match       | opaque | 0-8    | x  | 

   |   3 | x | x | - |   | Uri-Host       | string | 1-255  | s  | 

   |   4 |   |   |   | x | ETag           | opaque | 1-8    | x  | 

   |   5 | x |   |   |   | If-None-Match  | empty  | 0      | x  | 

   |   6 |   | x | - |   | Observe        | uint   | 0-3    |    | 

   |   7 | x | x | - |   | Uri-Port       | uint   | 0-2    | s  | 

   |   8 |   |   |   | x | Location-Path  | string | 0-255  | x  | 

   |  11 | x | x | - | x | Uri-Path       | string | 0-255  | e  | 

   |  12 |   |   |   |   | Content-Format | uint   | 0-2    | x  | 

   |  14 |   | x | - |   | Max-Age        | uint   | 0-4    |    | 

   |  15 | x | x | - | x | Uri-Query      | string | 0-255  | e  | 

   |  17 | x |   |   |   | Accept         | uint   | 0-2    | x  | 

   |  20 |   |   |   | x | Location-Query | string | 0-255  | x  | 

   |  35 | x | x | - |   | Proxy-Uri      | string | 1-1034 | x  | 

   |  39 | x | x | - |   | Proxy-Scheme   | string | 1-255  | x  | 

   |  60 |   |   | x |   | Size1          | uint   | 0-4    | x  | 

   +-----+---+---+---+---+----------------+--------+--------+----+ 

               Table: CoAP options to protect. 

 

    C=Critical, U=Unsafe, N=NoCacheKey, R=Repeatable,  

    IP=Integrity Protect 

    Options marked as s and e are included in the data to integrity protect as described in section 

3.4 
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Appendix C: CoAP packet structure 

from Erbium implementation, Contiki-OS, November 2014 [22] 
 

 

/* parsed message struct */ 

typedef struct { 

  uint8_t *buffer; /* pointer to CoAP header / incoming packet buffer / memory to 

serialize packet */ 

 

  uint8_t version; 

  coap_message_type_t type; 

  uint8_t code; 

  uint16_t mid; 

 

  uint8_t token_len; 

  uint8_t token[COAP_TOKEN_LEN]; 

 

//  uint8_t options[COAP_OPTION_SIZE1 / OPTION_MAP_SIZE + 1]; /* bitmap to check if 

option is set */ 

  uint8_t options[COAP_OPTION_CSM / OPTION_MAP_SIZE + 1]; /* bitmap to check if option is 

set */ 

 

 

  coap_content_format_t content_format; /* parse options once and store; allows setting 

options in random order  */ 

  uint32_t max_age; 

  uint8_t etag_len; 

  uint8_t etag[COAP_ETAG_LEN]; 

  size_t proxy_uri_len; 

  char *proxy_uri; //was constant 

  size_t proxy_scheme_len; 

  const char *proxy_scheme; 

  size_t uri_host_len; 

  const char *uri_host; 

  size_t location_path_len; 

  const char *location_path; 

  uint16_t uri_port; 

  size_t location_query_len; 

  const char *location_query; 

  size_t uri_path_len; 

  const char *uri_path; 

  int32_t observe; 

  coap_content_format_t accept; 

  uint8_t if_match_len; 

  uint8_t if_match[COAP_ETAG_LEN]; 

  uint32_t block2_num; 

  uint8_t block2_more; 

  uint16_t block2_size; 

  uint32_t block2_offset; 

  uint32_t block1_num; 

  uint8_t block1_more; 

  uint16_t block1_size; 

  uint32_t block1_offset; 

  uint32_t size2; 

  uint32_t size1; 

  size_t uri_query_len; 

  const char *uri_query; 

  uint8_t if_none_match; 

 

//  coap_csm_t csm; 

//  uint16_t csm_len; 

 



Appendix C: CoAP packet structure  Object Security in the Internet of Things 

 

Francesca Palombini Master’s Thesis  57 

  uint16_t payload_len; 

  uint8_t *payload; 

} coap_packet_t;  
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Appendix D: Transaction example with sig option 

 

 

Figure 28: Transaction example 
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Appendix E: Test bed explained in detail 
Without sig option: 

 

CLIENT: 

Request:  

[v 1, t 0, tkl 0, c 1, mid 39742] 

 

code = GET (1), type = CON (0), options :  

 URI_PATH = “test/demo”,  

 MAX_AGE = “60”, 

 

Buffer request: [ 0x40 01 9B 3E B4 74 65 73 74 04 64 65 6D 6F 31 3C ], 16 Bytes, @ 0x209a 

 

SERVER: 

Response : 

[v 1, t 2, tkl 0, c 69, mid 39742] 

 

code = OK (69), type = ACK (2), options : 

 CONTENT_FORMAT = “0” 

 

Buffer response: [ 0x60 45 9B 3E C0 FF 30 ], 7 Bytes, @ 0x1f8a 

 

 

 

With sig option: 

 

Context client: 

 

keyid_s[3] = {0xBB, 0xcc, 0xBB}; 

key_s[3] = {0xff, 0xee, 0xdd, 0xcc, 0xbb}; 

key_r[3] = {0x5, 0x4, 0x3, 0x2, 0x1}; 

keyid_r[3] = {0xAA, 0xAA, 0xAA}; 

seq_r = 0; 

seq_s = 0; 

salt_r = 0x1111; 

salt_s = 0x2222; 

 

Context server: 

 

keyid_r[3] = {0xBB, 0xcc, 0xBB}; 

key_r[3] = {0xff, 0xee, 0xdd, 0xcc, 0xbb}; 

key_s[3] = {0x5, 0x4, 0x3, 0x2, 0x1}; 

keyid_s[3] = {0xAA, 0xAA, 0xAA}; 

seq_s = 0; 

seq_r = 0; 

salt_s = 0x1111; 

salt_r = 0x2222; 

 

CLIENT: 

Request :  

 

 code = GET (1), type = CON (0), options :  

 URI_PATH = “test/demo”,  

 MAX_AGE = “60”, 

 SIG 

[v 1, t 0, tkl 0, c 1, mid 39742] 

 

*Serializing: 
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Buffer Buffer value Length Address 

CSM Body before 

options 

[0x01 ] 

CoAP code 

1 B 0x12E8 

CSM Body after 

options (no sig) 

[0x01  D9 16 74 65 73 74 2F 64 65 6D 6F] 

|CoAP|  h*  | t  e  s  t  /  d  e  m o | 

|Code|               PROXY_URI         | 

 

12 B 0x12E8 

CSM Header [0x81 10 BB CC BB 01 ] 

|mode|KL| Keyid  |seq| 

| alg|KS|        |   | 

6 B 0x12E2 

AEAD input = CSM 

Header, CSM Body 

[0x81 10 BB CC BB 01 01 D9 16 74 65 73 74 2F 64 65 6D 6F ] 

|     CSM Header    |              CSM Body              | 

18 B 0x12E2 

AEAD output = 

CSM Tag 

[ 0x13 41 5C AB 20 E1 34 B6 ] 

|          CSM Tag          | 

8 B 0x20d9 

h* = option header 

 

 

    -------------- 

in -----> |     AEAD    |--------> out: [0x13 41 5C AB 20 E1 34 B6 ] 

    -------------- 

 

Buffer Buffer value Length Address 

AEAD input = CSM 

Header, CSM Body 

[0x81 10 BB CC BB 01 01 D9 16 74 65 73 74 2F 64 65 6D 6F ] 

|     CSM Header    |              CSM Body              | 

18 B 0x12E2 

AEAD output = 

CSM Tag 

[0x13 41 5C AB 20 E1 34 B6 ] 

|          CSM Tag         | 

8 B 0x20D9 

Buffer Request [0x40 01 9B 3E B4 74 65 73 74 04 64 65 6D 6F  31  3C DD E2 01 81 10  

|   CoAP      |h*|t  e  s  t |h*|d  e  m  o | h* |60|  h* |     CSM  

|   header    |    URI_PATH  |    URI_PATH  |MAX_AGE|        SIG     

 

 BB CC BB 01 13 41 5C AB 20 E1 34 B6 ] 

 Header     |       CSM Tag          | 

                                     | 

33 B 0x20C0 

h* = option header 

 

 

 

----------------------------------------------------------------------------------------------------

SERVER: 

*Receive :  [0x40 01 9B 3E B4 74 65 73 74 04 64 65 6D 6F  31  3C DD E2 01 81 10 BB CC BB 01 13 41 

5C AB 20 E1 34 B6 ], 33 bytes (h 34,pl 0) 

 

*Verify :  

AD for verification [ 0x81 10 BB CC BB 01 01 D9 16 74 65 73 74 2F 64 65 6D 6F ], 18 Bytes, @ 0x2f6c 

(re-built from mess received) 

MAC to verify       [ 0x13 41 5C AB 20 E1 34 B6 ], 8 Bytes, @ 0x2fae 

(from data received) 

           \ 

            =? ----> YES; 

Seq received > seq_r ? 

1 > 0 => verification success 

    --------------        / 

AD -----> |     AEAD    |--------> out : [ 0x13 41 5C AB 20 E1 34 B6 ]   

    -------------- 

 

*Parsing: 

 OPTION 11 (delta 11, len 4): Uri-Path [test] 

 OPTION 11 (delta 0, len 4): Uri-Path [test/demo] 

 OPTION 14 (delta 3, len 1): Max-Age [60] 

 OPTION 253 (delta 239, len 8): SIG [8] 

  --csm mode = 2 --csm alg = 1 --csm key id len = 2 --csm seq len = 2 

  --csm key id = [BB CC BB] 
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  --csm seq = [01] 

 

  Parsed: v 1, t 0, tkl 0, c 1, mid 39742 

  URL: test/demo 

  Payload :  

 

Response :  

 code = OK (69 = 0x45), 

 type = ACK (2), 

 Content_Format = 0 

[v 1, t 2, tkl 0, c 69, mid 39742] 

 

*Serializing: 

 

Buffer Buffer value Length Address 

CSM Body before 

options 

[0x45 ] 

CoAP code 

1 B 0x12BC 

CSM Body after 

options (no sig) 

[0x45      C0 30    ] 

|CoAP|   h*  |  0   | 

|Code|CONTENT_FORMAT| 

 

3 B 0x12BC 

CSM Header [0x81 10 AA AA AA 01 ] 

|mode|KL| Keyid  |seq| 

| alg|KS|        |   | 

6 B 0x1EA6 

 

TID receiver [0xBB CC BB 01 ] 

|  keyid   |seq| 

4 B 0x12BF 

AEAD input = CSM 

Header, CSM Body 

[0x81 10 AA AA AA 01 45 C0 30 BB CC BB 01 ] 

|     CSM Header    |CSM Body|      TID   | 

13 B 0x1ED0 

 

AEAD output = 

CSM Tag 

[0x49 B6 1A 1C B0 75 AE 77 ] 

|          CSM Tag         | 

8 B 0x1f98 

h* = option header 

 

    -------------- 

in -----> |     AEAD    |--------> out: [0x49 B6 1A 1C B0 75 AE 77 ] 

    -------------- 

 

 

Buffer Buffer value Length Address 

AEAD input = CSM 

Header, CSM Body 

[0x81 10 AA AA AA 01 45 C0 30 BB CC BB 01 ] 

|     CSM Header    |CSM Body|      TID   | 

13 B 0x1ED0 

 

AEAD output = 

CSM Tag 

[0x49 B6 1A 1C B0 75 AE 77 ] 

|          CSM Tag         | 

8 B 0x1f98 

Buffer Response [0x60 45 9B 3E C0 DD E4 01 81 10 AA AA AA 01 49 B6 1A 1C B0 75 AE 77 

|   CoAP      |c*|  h* |     CSM Header     |      CSM Tag           

|   header    |  |                        SIG                        

 

 FF 30  ] 

| CoAP  | 

|payload| 

24 B 0x1f8a 

 

h* = option header 

c* = CONTENT_FORMAT option 

 

----------------------------------------------------------------------------------------------------

---CLIENT 

*Receive : [ 0x60 45 9B 3E C0 DD E4 01 81 10 AA AA AA 01 49 B6 1A 1C B0 75 AE 77 FF 30 ], 24 Bytes 

 

*Verify :  

 

AD for verification [0x81 10 AA AA AA 01 45 C0 30 BB CC BB 01 ], 13 Bytes, @ 0x2f6c 

(re-built from mess received and TID sender) 

MAC to verify       [0x49 B6 1A 1C B0 75 AE 77 ], 8 Bytes, @ 0x2fae 

(from data received) 
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Output [0x49 B6 1A 1C B0 75 AE 77 ], 8 Bytes 

           \ 

            =? ----> YES = verification success  

Seq received > seq_r ? 

1 > 0 => verification success 

    --------------        / 

AD -----> |     AEAD    |--------> out : [0x49 B6 1A 1C B0 75 AE 77 ]   

    -------------- 

 

*Parsing: 

 OPTION 12 (delta 12, len 0): Content-Format [0] 

 OPTION 253 (delta 241, len 8): SIG [8] 

  --csm mode = 2 --csm alg = 1 --csm key id len = 2 --csm seq len = 2 

  --csm key id = [AA AA AA] 

  --csm seq = [01] 

 

Parsed: v 1, t 2, tkl 0, c 69, mid 39742 

URL:  

Payload : 0 

Received ACK 

Received #0 (1 bytes) 

 | payload received : 0 

 

 

 

 

 

 

---------------------------------------------------------------------------------------------------- 

OUTPUT : 

 

ID:3 = CLIENT 

ID:2 = SERVER 

 

 

00:02.544: ID:3 CSM header [ 0x81 10 BB CC BB 01 ], 6 Bytes, @ 0x12b8 

00:02.544 ID:3 AD before payload [ 0x81 10 BB CC BB 01 01 D9 16 74 65 73 74 2F 64 65 6D 

6F ], 18 Bytes, @ 0x12e2 

00:02.565 ID:3  Input [ 0x81 10 BB CC BB 01 01 D9 16 74 65 73 74 2F 64 65 6D 6F ], 18 Bytes, 

@ 0x12e2 

00:02.573 ID:3  Output [ 0x13 41 5C AB 20 E1 34 B6 ], 8 Bytes, @ 0x20d9 

00:02.586 ID:3 AD [ 0x81 10 BB CC BB 01 01 D9 16 74 65 73 74 2F 64 65 6D 6F ], 18 Bytes, @ 

0x12e2 

00:02.529 ID:3  

00:02.607 ID:3 Dump [ 0x40 01 9B 3E B4 74 65 73 74 04 64 65 6D 6F 31 3C DD E2 01 81 10 BB CC 

BB 01 13 41 5C AB 20 E1 34 B6 ], 33 Bytes, @ 0x20c0 

00:02.611 ID:3 Requested #0 (MID 39742) 

00:06.148 ID:2 handle_incoming_data(): received uip_datalen=33  

00:06.158 ID:2 context receiver 0x245c: salt = 8738, seq = 0,  

00:06.164 ID:2   Parsed: v 1, t 0, tkl 0, c 1, mid 39742 

00:06.166 ID:2   URL: test/demo 

00:06.168 ID:2   Payload :  

00:06.183 ID:2 AD for verification [ 0x81 10 BB CC BB 01 01 D9 16 74 65 73 74 2F 64 65 6D 

6F ], 18 Bytes, @ 0x2f6c 

00:06.192 ID:2 MAC to verify [ 0x13 41 5C AB 20 E1 34 B6 ], 8 Bytes, @ 0x2fae 

00:06.213 ID:2  Input [ 0x81 10 BB CC BB 01 01 D9 16 74 65 73 74 2F 64 65 6D 6F ], 18 Bytes, 

@ 0x2f6c 

00:06.221 ID:2  Output [ 0x13 41 5C AB 20 E1 34 B6 ], 8 Bytes, @ 0x2fea 

00:06.230 ID:2 CSM header [ 0x81 10 AA AA AA 01 ], 6 Bytes, @ 0x1ea6 

00:06.240 ID:2 AD before payload [ 0x81 10 AA AA AA 01 45 C0 ], 8 Bytes, @ 0x1ed0 

00:06.256 ID:2  Input [ 0x81 10 AA AA AA 01 45 C0 30 BB CC BB 01 ], 13 Bytes, @ 0x1ed0 

00:06.264 ID:2  Output [ 0x49 B6 1A 1C B0 75 AE 77 ], 8 Bytes, @ 0x1f98 

00:06.275 ID:2 AD [ 0x81 10 AA AA AA 01 45 C0 30 BB CC BB 01 ], 13 Bytes, @ 0x1ed0 
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00:06.291 ID:2 Dump [ 0x60 45 9B 3E C0 DD E4 01 81 10 AA AA AA 01 49 B6 1A 1C B0 75 AE 77 FF 

30 ], 24 Bytes, @ 0x1f8a 

00:06.303 ID:3 handle_incoming_data(): received uip_datalen=24  

00:06.313 ID:3 context receiver 0x25a2: salt = 4369, seq = 0,  

00:06.320 ID:3   Parsed: v 1, t 2, tkl 0, c 69, mid 39742 

00:06.320 ID:3   URL:  

00:06.322 ID:3   Payload : 0 

00:06.324 ID:3 Add TID to AD  

00:06.336 ID:3 AD for verification [ 0x81 10 AA AA AA 01 45 C0 30 BB CC BB 01 ], 13 Bytes, @ 

0x2f6c 

00:06.345 ID:3 MAC to verify [ 0x49 B6 1A 1C B0 75 AE 77 ], 8 Bytes, @ 0x2fae 

00:06.362 ID:3  Input [ 0x81 10 AA AA AA 01 45 C0 30 BB CC BB 01 ], 13 Bytes, @ 0x2f6c 

00:06.370 ID:3  Output [ 0x49 B6 1A 1C B0 75 AE 77 ], 8 Bytes, @ 0x2fea 

00:06.372 ID:3 Received ACK 

00:06.375 ID:3 Received #0 (1 bytes) 
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Appendix F: Simulation results 

 

simulation (Z1) 
New implementation 

with sig option 
New implementation 

without sig option 
Original 

implementation 

SERVER: 
 

Time(ms) 
 processing message in 8.51 0.52 0.34 

→ crypto 7.54   

processing message out 12.24 6.65 6.68 

→ crypto 5.76   

Transmitting (RADIO) 1.74 2.53 2.56 

CLIENT: 
   processing message in 6.86 0.61 0.42 

→ crypto 5.76   

Transmitting (RADIO) 2.04 2.78 2.78 

  
# Bytes sent 

 C → S (REQ) 31 14 14 

S → C (RESP) 24 7 7 

Table 11: First measurement results on simulation (Z1) for different implementations 

 

New implementation 
with sig option 

(no crypto) 
New implementation 

without sig option 
Original 

implementation 

SERVER:    

processing message in 0.97 0.52 0.34 

processing message out 6.48 6.65 6.68 

CLIENT: 
   processing message in 1.10 0.61 0.42 

Table 12: Summary first measurement results on simulation (Z1) without counting crypto times 

 

simulation (Z1) 
New implementation 

with sig option 
Original 

implementation 

SERVER: Time(ms)   

processing request 8.54 0,37 

→  verifying 7.78 
     → crypto 7.54 
 processing response 12.27 6,44 

→ resource handler 0.73 0,64 

→ serializing 6.16 0,15 

    → crypto 5.74 
 → sending transaction 4.76 5,49 

transmitting 1.80 2,56 

CLIENT: 
  sending request 13.55 4,97 

→ serializing 7.81 0,31 

    → crypto 7.54 
 → sending transaction 5.37 4,67 
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processing response in 6.83 0.45 

→  verifying 6.01 
     → crypto 5.74 
 transmitting 2.11 1.56 

  # Bytes sent   

C → S (REQ) 33 16 

S → C (RESP) 24 7 

Table 13: Second measurement results on simulation (Z1) for different implementations 

 

 

New implementation 
with sig option 

(no crypto) 
Original 

implementation 

SERVER:   

processing message in 1.01 0.37 

processing message out 6.53 6.44 

CLIENT: 
  sending 6.01 4.97 

processing message in 1.10 0.45 

Table 14: Summary second measurement results on simulation (Z1) without counting crypto times 
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Figure 29: Transmission time for bytes sent, on simulation (Z1 mote) 
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Appendix G: Test radio transmission time-bytes sent 

 

Simulation (Z1 mote) 

CLIENT PUT REQ 

Bytes 

sent 

Transm time 

(ticks) SERVER: 

GET 

RESP 

Bytes 

sent 

Transm time 

(ticks) 
 0 9 85  0 5 81 

 1 11 87  1 7 83 

 2 12 89  2 8 84 

 3 13 89  3 9 86 

 4 14 91  4 10 87 

 5 15 49  5 11 87 

 6 16 51  6 12 89 

 7 17 52  7 13 89 

 8 18 53  8 14 91 

 9 19 54  9 15 50 

 10 20 56  10 16 51 

 11 21 56  11 17 52 

 12 22 58  12 18 53 

 13 23 58  13 19 55 

 14 24 59  14 20 55 

 15 25 61  15 21 57 

 16 26 61  16 22 57 

 17 27 63  17 23 58 

 18 28 64  18 24 59 

 19 29 64  19 25 60 

 20 30 65  20 26 61 

 21 31 66  21 27 63 

 22 32 67  22 28 64 

 23 33 69  23 29 64 

 24 34 70  24 30 66 

 25 35 71  25 31 67 

 26 36 72  26 32 68 

 27 37 73  27 33 68 

 28 38 74  28 34 70 

 29 39 75  29 35 71 

 30 40 76  30 36 73 

 31 41 78  31 37 73 

 32 42 78  32 38 74 

 33 43 79  33 39 75 

 34 44 80  34 40 76 

 35 45 81  35 41 77 

 36 46 82  36 42 78 

 37 47 84  37 43 80 

 38 48 84  38 44 80 

 39 49 86  39 45 81 

 40 50 87  40 46 83 

 41 51 87  41 47 83 

 42 52 89  42 48 85 
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 43 53 89   43 49 85 

 44 54 91   44 50 87 

 45 55 92   45 51 88 

 46 56 94   46 52 89 

 47 57 94     47 53 

 48 58 95     48 54 

 

 

Board (CC2538DK) 

CLIENT: PUT REQ 

Bytes 

sent 

Transm time 

(ticks) SERVER: 

GET 

RESP 

Bytes 

sent 

Transm time 

(ticks) 

  0 9 98  0 7 96 

  1 11 100  1 5 94 

  2 12 100  2 7 96 

  3 13 102  3 8 97 

  4 14 103  4 9 97 

  5 15 61  5 10 99 

  6 16 62  6 11 100 

  7 17 64  7 12 101 

  8 18 65  8 13 102 

  9 19 66  9 14 103 

  10 20 67  10 15 63 

  11 21 68  11 16 64 

  12 22 69  12 17 64 

  13 23 71  13 18 65 

  14 24 72  14 19 66 

  15 25 72  15 20 68 

  16 26 73  16 21 68 

  17 27 75  17 22 70 

  18 28 76  18 23 70 

  19 29 77  19 24 72 

  20 30 77  20 25 73 

  21 31 79  21 26 74 

  22 32 80  22 27 75 

  23 33 81  23 28 76 

  24 34 83  24 29 77 

  25 35 83  25 30 78 

  26 36 83  26 31 79 

  27 37 85  27 32 80 

  28 38 86  28 33 81 

  29 39 87  29 34 82 

  30 40 89  30 35 83 

  31 41 89  31 36 84 

  32 42 91  32 37 86 

  33 43 91  33 38 86 

  34 44 93  34 39 87 
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  35 45 93  35 40 88 

  36 46 94  36 41 90 

  37 47 95  37 42 90 

  38 48 97  38 43 92 

  39 49 98  39 44 92 

  40 50 99  40 45 94 

  41 51 99  41 46 94 

  42 52 102  42 47 96 

  43 53 102  43 48 97 

  44 54 103  44 49 98 

  45 55 104  45 50 99 

  46 56 105  46 51 100 

  47 57 106  47 52 100 

  48 58 107  48 53 102 
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