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I 

Abstract 

 

Since social media gains ever increasing popularity, Online Social Networks have be-

come important repositories for information retrieval. The concept of social search, 

therefore, is gradually being recognized as the next breakthrough in this field, and it is 

expected to dominate topics in industry. However, retrieving information from OSNs with 

high Quality of Experience is non-trivial as a result of the prevalence of mobile applica-

tions for social networking services. For the sake of shortening user perceived latency 

Web caching was introduced and has been studied extensively for years. Nevertheless, the 

previous works seldom focus on the Web caching solutions for social search. 

In the context of this master’s thesis project, emphasis is given to the design of a Web 

caching system which is used to cache public data from social media with the objective of 

improving the user experience in terms of the freshness of data and the perceived service 

latency. To be more specific, a Web caching strategy named Staleness Bounded LRU al-

gorithm is proposed to limit the term of validity of the cached data. In addition, a 

Two-Level Web Caching System that adopts the SB-LRU algorithm is proposed in order 

for shortening the user perceived latency. 

Results of trace-driven simulations and performance evaluations demonstrate that 

serving clients with stale data is avoided and the user perceived latencies are significantly 

shortened when the proposed Web caching system is used in the use case of unauthenti-

cated social search. Besides, the design idea in this project is believed to be helpful to the 

design of a Web caching system for social search, which is capable of caching user spe-

cific data for different clients. 
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Chapter 1 

1 Introduction 

1.1  Motivation 

Online Social Networks (OSNs) have become important repositories for information retrieval 

because of the prevalence of social media [32]. The term social media is given to Internet-based 

interactions among people in which they create, exchange, share information, ideas, and 

knowledge. Since the emergence of Geocities - the believed first social networking site which 

was launched in 1994 [33] - OSN has exploded as a major platform for content popularization 

and diffusion because of its ease of use, speed of spreading information, and excellence of 

reachability. Nowadays uploading and/or accessing User Generated Content (UGC) constitutes 

large part of the Internet traffic, and the share is still growing [34]. Since these facts, the concept 

of social search is gradually being recognized as the next breakthrough in the field of infor-

mation retrieval and is expected to dominate topics and research in industry [35]. By definition 

social search means retrieving information from social networking websites (e.g. Facebook, 

Twitter, YouTube, etc.). In this sense, OSNs act as search engine in the context of social search, 

and the social graph of the person who initiates this search request is taken into account in 

search results evaluation. As a start, unauthenticated social search, i.e. retrieving public infor-

mation from OSNs, is considered in this project. 

With the rise of mobile applications for social networking services, retrieving information 

from OSNs with high Quality of Experience (QoE) is non-trivial, especially when massive que-

ries arrive at the backend server of an OSN concurrently. The same as that for conventional 

search engines, the performance bottleneck is also the processing capability of the server. For 

the sake of relieving the load on the remote backend servers in order to shorten the user per-

ceived latency Web caching was introduced [36]. 

The objective of this master’s thesis project is to design an effective and efficient Web 

caching architecture for the backend system of a mobile application which is mainly used for 

social search. Specifically, the desired Web caching system is expected to: 1) serve search re-

quests with up-to-date data; 2) shorten the user perceived latency. In this project, a Web caching 
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algorithm that takes into account the freshness (or equivalently, the staleness) of the cached data, 

and a Web caching system that comprises two levels of caches are proposed. 

Trace-driven simulations are performed and the performance of the proposed Web caching 

system that adopts the proposed Web caching algorithm is evaluated. The results of the perfor-

mance evaluations demonstrate the validity and superiority of the proposed algorithm and the 

proposed system. In summary, the Web caching system proposed in this project is capable of 

processing unauthenticated social search requests with less service delay while at the same time 

avoiding serving clients with stale data. 

1.2  Scope 

In the first part of this project, emphasis is given to the detailed design of a Web caching system 

which is used for unauthenticated social search. The relevant aspects include but not limit to the 

cache replacement policy, the architecture of multiple collaborative caches, the strategies for 

cache cooperation, the process flow of each of the cooperated caches, the interactions among the 

cooperated caches, and etc. 

The other part of this project is the implementation of four emulators for Web caching sys-

tems. The referred emulators which are implemented in MATLAB scripts and C++ program are 

used for trace-driven simulations and performance evaluations. 

1.3  Thesis Outline 

The rest of this thesis is organized as following: 

In Chapter 2, an informative review of the previous studies that closely related to this mas-

ter’s thesis project is given. Specifically, the characterizations of the traffic pattern of infor-

mation retrieval requests, the cache replacement policies, and the strategies and architectures for 

cache cooperation are discussed in this chapter. 

In Chapter 3, the main contributions of this project, i.e. the Staleness Bounded LRU Web 

caching algorithm and the Two-Level Web Caching System, are introduced. Details of the func-

tionality of each entity in the proposed Web caching system as well as the process flow of the 

system are elaborated in this chapter. 

The simulation platform and the characterizations of the synthetic workload that is used in 

simulations are described in Chapter 4. Necessary assumptions for performance evaluations are 

also elucidated in this chapter. 

In Chapter 5, the results of performance evaluations are given, together with discussions in 

regard to the simulation results. 

In Chapter 6 and Chapter 7, a summary of the findings in this project and the improvements 

that might to be done in the future are given, respectively. 



 

 

Chapter 2 

2 Previous Work 

This chapter reviews the past studies that are closely related to this master’s thesis project. To 

begin with, Section 2.1 introduces characteristics of the traffic pattern of information retrieval 

requests. Cache replacement policies are summarized in Section 2.2, followed by the exposition 

of the newly emerging challenges for high-capacity caches in the context of caching social me-

dia data. Section 2.3 gives an informative elucidation of the Adaptive Replacement Cache (ARC) 

algorithm. In Section 2.4, distributed cache cooperation is discussed with emphasis on the con-

sistent hashing based approach. 

2.1  Workload Characterizations 

To study the effectiveness of Web caching for search engine, in-depth understanding of work-

load characterizations is a necessity. 

One of the reasons behind the system performance improvement gains from caching is that 

query sequences exhibit temporal locality [2]. In literature, the temporal locality of a series of 

requests is typically expressed by stack distance [23, 24]. Barford et al. [25] suggest modeling 

stack distances of Web page requests with log-normal distribution, whereas trace-driven simula-

tions [26] indicate that this model is an ill fit for the characteristics of real-world workloads. 

 Besides, the semantic model of queries that characterizes the frequencies of occurrence of 

query terms and/or queries is another aspect of great importance. Massive studies [5, 27, 28, 29, 

30, 31] demonstrate that request (submitted to websites and/or search engines) repetition fre-

quencies subject to Zipfian distribution although different workload might be represented by 

different parameters. More specifically, the probability of occurrence of the 𝑖th popular query 

term and/or query is roughly: 

𝑝(𝑖) ≈

1
𝑖𝛼

∑
1

𝑛𝛼𝑛

                                                            (2 − 1) 
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in which the exponent 𝛼 may vary through different workloads. 

This observation implies that a small fraction of (frequently referred) terms and/or queries 

account for the majority of all requests. However, authors of [29, 30] also point out that signifi-

cant portion (20% ~ 30%) of query terms and/or queries are singletons (i.e. they only occur 

once). It is believed that these characterizations appear in social search workload as well. 

2.2  Cache Replacement Policy and Freshness Issues 

Because of its finite capacity, a Web cache shall remove entry (or entries) that have the lowest 

rank when cache miss occurs while the cache is filled so as to store new data. In this sense, 

cache entry replacement policy is a crucial performance factor for it determines what to cache. 

In general, the metrics in ranking cache entries varies: apart from traffic characterization of 

queries and size of Web contents, in practice, the most significant factors that affect the effec-

tiveness of cache replacement policy are recency and frequency. Since this perspective, cache 

could assign higher rank to either more recently accessed entries or more frequently used ones. 

It is also rational to take into account both recency and frequency in some circumstance in order 

to improve the performance. 

S. Podlipnig et al. [1] classify the huge number of replacement policies for Web caching into 

five categories: 

 Recency based policies; 

 Frequency based policies; 

 Recency & Frequency based policies; 

 Function based policies; 

 Randomized policies. 

They also analysis each group of replacement policies in detail and reveal the corresponding 

advantages and disadvantages. 

Particularly, the recency based approaches obtain the most attention, and numerous im-

provements and/or extensions of the well-known Least Recently Used (LRU) policy were stud-

ied in the past [2, 3] for the sake of improving the performance of Web caching. Nevertheless, it 

is generally known that CPU cache with LRU policy offers optimal hit rate if the sequence of 

requests subject to stack depth distribution [4]. Therefore, S. Podlipnig et al. [1] emphasis that 

replacement policy would never be the limiting factor for high-capacity caches, and a simple 

LRU policy would be sufficient for such caches. This viewpoint is supported by [5], in which A. 

Ruhela et al. explain why LRU policy outperforms a more advanced event-based algorithm 

when applied to caching Online Social Network (OSN) data. 

However, new problem emerges: high-capacity cache suffers from freshness issues because the 

larger the cache is, the longer the cache entries’ lifetimes are [6]. The root cause of the freshness 

problem is the fact that the directories of the backend servers change over time due to contents 
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additions, evictions, and updates. In regard to social media, the User Generated Contents (UGCs) 

on OSNs are supposed to update more frequently. Consequently, the cached contents face the 

risk of becoming stale as time goes on, i.e., certain fraction of previous evaluated search results 

stored in the cache no longer present the top-matching results that would be provided by the 

backend server. Serving user with stale data may degrade the Quality of Experience (QoE). 

Hence, studies have been conducted aiming at solving the freshness problems. 

One practical solution is to associate each cache entry with a Time-to-Live (TTL) so that the 

data that have been stayed in cache for longer than TTL are considered stale and shall be re-

moved. Some advanced approaches intend to refresh the stale entries rather than evict them 

from cache. The challenge is the decision of the TTL values as using a too large TTL goes 

against the original intention while using a too small TTL may diminish the efficiency gains 

from caching. Therefore, assigning TTLs to cache entries adaptively seems to be an optimal op-

tion in some sense [7]. 

To deal with the freshness issues in caching massive social media data, an incremental 

time-to-live based Staleness Bounded LRU (SB-LRU) caching algorithm is proposed. This al-

gorithm avoids serving client with stale data as much as possible, while refreshes the hit cache 

entries by exploiting the light load intervals of the remote backend servers. The detail of the 

proposed algorithm is elaborated in Section 3.3. 

2.3  Adaptive Replacement Cache Algorithm 

As is stated in the previous section, simple LRU policy performs even better than sophisticated 

algorithms when the cache capacity is high enough. Nevertheless, N. Megiddo et al. [8] propose 

an ARC algorithm, and demonstrate that this approach leads to substantial higher cache hit rate 

than that of LRU for a wide range of relative small cache sizes. The superiority of the ARC al-

gorithm is its ability to respond to varying request pattern dynamically and to track the charac-

terizations of workload continually. Hence the ARC algorithm is optimal in dealing with unpre-

dictable hot spots movements in workloads. Besides, its implementation is simple and the com-

putational complexity of cache lookup procedure of the ARC algorithm is in the same order of 

magnitude of that of the LRU policy. 

Briefly, the ARC algorithm is considered as extension of the original LRU policy for it 

maintains 2 LRU lists, i.e. 𝐿1 and 𝐿2, that have roughly the same maximal length 𝑐 (be ex-

pressed in number of cache entries, under the assumption that all of the cache entries point to 

uniformly sized memory blocks) as is illustrated in Figure 2.1. To be specific, history list 𝐿1 

maintains requests that occur exact once, recently, while 𝐿2 maintains requests that have been 

accessed at least twice within a short period (i.e. temporal hot spots). Since this perspective, the 

“recency” is captured by 𝐿1 while the “frequency” is captured by 𝐿2. 

As is depicted in Figure 2.1, 𝐿1 is partitioned into two sub-lists: 𝑇1, the most recently 

submitted requests in 𝐿1; and 𝐵1, the least recently submitted requests in 𝐿1. Similarly, 𝐿2 is 
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divided into two sub-lists 𝑇2 and 𝐵2. According to the ARC algorithm, a varying quantity of 

the most recently submitted requests from both 𝐿1 and 𝐿2, i.e. those from 𝑇1 ∪ 𝑇2, are cached. 

In another word, data for the queries recorded in 𝑇1 ∪ 𝑇2 reside in cache, but the queries rec-

orded in 𝐵1 ∪ 𝐵2 only exist in cache directory. The length of 𝑇1 ∪ 𝑇2 shall not exceed 𝑐 

while the length of cache directory 𝐿1 ∪ 𝐿2 shall not exceed 2𝑐. One thing to note is that the 

ARC algorithm continually adapts the target length of 𝑇1, i.e. the parameter 𝑝, on reception of 

new search requests. In summary, a cache with the ARC algorithm behaves akin to a Fixed Re-

placement Cache (FRC) which has 𝑝 entries, except that the parameter 𝑝, (0 ≤ 𝑝 ≤ 𝑐), is 

tunable and changes adaptively. 

 

Fig 1Figure 2.1: Illustration of Adaptive Replacement Cache Algorithm 

Figure 2.2 describes how ARC algorithm functions. The description of the algorithm is 

modified slightly compared to the one in [8] in order to adopt the ARC algorithm to the specific 

use case of this project. 

As is elucidated, the ARC algorithm is promising in alleviating the network congestion 

caused by temporal hot topics. On the one hand, whenever a new request comes it shall be 

placed at the MRU position (head) of 𝑇1, and it would never be moved to 𝑇2 unless the same 

request arrives within a short period. Hence, requests that occur once and/or requests with large 

stack distance passes through 𝐿1 without flushing potential temporal hot spots that reside in 𝑇2 

so that search requests in regard to these hot topics could be served by cache efficiently. On the 

other hand, previous popular queries will be substituted by new ones if they have not been ac-

cessed for certain period so that the cache is always capable of serving requests that retrieving 

contents of the current hot topics. In addition, the ARC algorithm introduces relative low space 

overhead and requires reasonable computation efforts. In this sense, the ARC algorithm is ideal 

for lower layer Web caches that directly connect to clients. 
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Fig 2Figure 2.2: Complete Description of ARC Algorithm [8] 
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2.4  Cache Cooperation and Consistent Hashing 

Multiple collaborative caches improves the performance of standalone cache, and avoid isolated 

cache become swamped as the network scale expands. The architecture for cache cooperation 

could be hierarchical, distributed, or the hybrid of the two [9]. 

In hierarchical approaches, the topology of cache servers is a tree structure as is depicted in 

Figure 2.3. Each cache at leaf position is responsible for a cluster of clients. A request shall be 

redirected to the parent cache if it is not satisfied by the current cache until it reaches the cache 

at the root position. The request shall be redirected to the remote backend server if it is not sat-

isfied by the root cache either. When a batch of search results is found (either in a cache or in 

the remote backend server), it goes down the tree to the client. Each intermediate cache shall 

leave a copy the search results for serving the same query in the future. Obviously, the main is-

sues of this architecture are: additional latency introduced by hierarchical structure [10]; higher 

level caches (especially the cache at the root position) are apt to be congested and may become 

the performance bottleneck; multiple copies of the same contents exist in several caches. 

 

Fig 3Figure 2.3: Topology of Hierarchical Web Caching 

As for distributed cache cooperation, caches form a pool and there is no intermediate cache 

(as is depicted in Figure 2.4). All caches in the pool connect to clients as well as the remote 

backend server directly. Typically, distributed Web caching can be classified into three catego-

ries: the inquiry based approaches [10, 11, 12], the directory based approaches [13, 14, 15], and 

the hash function based approaches [16, 17]. 

For the first category, client submit information retrieval request to certain cache (typically 

be referred to as the primary cache for this client) initially. A primary cache inquires all of other 

collaborative caches when a local cache miss occurs by broadcasting or multicasting the request. 

Apparently, the inter-cache traffic may be intensive if the hit rate of primary cache is low, which 

could make the network of caches unmanageable. Besides, the perceived latency of client may 

be significant since a primary cache needs to wait for the reply of the slowest cache in the pool. 

Alternatively, each cache in the pool may keep a digest/summary or directory of the contents 

of other cooperated caches and unicasting the request to certain cache when a local cache miss 
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occurs. Some approaches in this category introduce an auxiliary node which stores directory for 

all cooperated caches in the pool centrally. A cache inquires the central node to find out the lo-

cation of certain contents when a local cache miss is encountered. However, the caches in the 

pool need to exchange their digest or summary of cached contents periodically, while the central 

directory is also need to be updated termly. As a result the bandwidth consumption is increased. 

 

Fig 4Figure 2.4: Topology of Distributed Web Caching 

Hence, hash function based approaches seem to be optimal in the area of distributed cache 

cooperation. The intuition of using hash function is its load balancing feature: a hash function 

tends to distribute its independent variables (inputs) randomly and evenly among all possible 

positions in a set of hash code (outputs). As is illustrated in Figure 2.5, hash function maps an 

infinite set of queries ℚ into a finite set of integers ℍ (0 ~ 2
N
-1, assume that each hash code is 

an N-bit binary number). Consider a pool contains C cooperated caches (Note: this notation is 

valid throughout Section 2.4). Considering uniformly partition ℍ into C subsets and associate 

each cache with one of the subsets. In this circumstance, a query is always mapped to one cache 

and therefore there is no duplicated copy of the same contents in multiple caches. Thus, in-

ter-cache communication is avoided. 

 

Fig 5Figure 2.5: Illustration of Hash Mapping 
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For example, a classical hash based approach functions as following: a query 𝑞 is hashed to 

(𝑞) and is assigned to the cache which is numbered *,𝑎 ∙ (𝑞) + 𝑏- mod 𝐶+, where (∙) 

stands for a basic hash function, 𝑎, 𝑏 are constants. 

Nevertheless, classical approaches are not scalable at all since as long as the number of co-

operated caches is changed (either be increased or decreased, the new number is denoted by 𝐶′), 

which is probable in reality, nearly all queries are remapped to a different cache with identifier 

*,𝑎 ∙ (𝑞) + 𝑏- mod 𝐶′+. The effect of remapping may have two catastrophic consequences: 1) 

new request will be sent to new cache and the cached data for this query in old cache becomes 

useless since then, which is definitely result in duplicated copies of data for the same query ex-

isting in multiple caches; 2) different clients may have inconsistent information of the location 

of cached data for the same query (or equivalently, different clients have inconsistent views) 

because of the asynchronous nature of the Internet, which may break the balance of load among 

caches. 

Taking into account scalability, D. Karger et al. [16, 17] suggest using consistent hashing in-

stead of conventional hashing strategies for balancing the traffic load among multiple cooperat-

ed caches. In essence, the consistent hashing algorithm is based on conventional ones because it 

uses standard hash functions as a basis, except that the identifiers of caches are also hashed. 

Suppose that there are two hash functions 𝑞(∙) and 𝑐(∙). An arbitrary query 𝑞 is mapped to 

the unit length interval ,0 , 1- according to 

𝑓(𝑞) =
𝑞(𝑞)

2𝑁𝑞 − 1
                                                          (2 − 2) 

where the function 𝑞(∙) maps the query 𝑞 to a 𝑁𝑞-bit binary hash code. 

Likewise, consistent hashing does the same for caches according to 

𝑔(𝑖) =
𝑐(𝑖)

2𝑁𝑐 − 1
                                                          (2 − 3) 

where the function 𝑐(∙) maps the cache with identifier 𝑖 to a 𝑁𝑐-bit binary hash code. 

For technical reasons which are explained in [16], Ω(log 𝐶) points within ,0 , 1- are needed to 

associate with each cache in order for partitioning the set *𝑓(𝑞)+ evenly. This property is re-

ferred to as “balance”. 

Figure 2.6 (a) reveals how queries are mapped to caches with the consistent hashing algo-

rithm. As is shown, the query 𝑞 is mapped to cache 𝑖 that minimizes 𝑔(𝑖) − 𝑓(𝑞) ≥ 0. One 

thing to note is that: ∀ 𝑞 that satisfies 

𝑓(𝑞) > max
𝑖

*𝑔(𝑖)+                                                       (2 − 4) 

queries are mapped to cache 𝑖0, where 

𝑖0 = arg  min
𝑖

*𝑔(𝑖)+                                                      (2 − 5) 
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With consistent hashing, when a new cache server comes up (Figure 2.6 (b)) or a working 

cache server goes down (Figure 2.6 (c)), the expected fraction of queries that need to be re-

mapped is minimized and there is no query movement among current working caches. Hence, 

most of the cached data persist as cache hits during increment and/or decrement of caches. This 

property is referred to as “monotonicity”. 

 

Fig 6Figure 2.6: Illustration of Consistent Hashing 

Furthermore, consistent hashing alleviates the problem of load imbalance among cooperated 

caches caused by inconsistent views. To be more specific, the “spread” property of consistent 

hashing implies that duplications of data that corresponds to each query exist in limited number 

of caches even in presence of inconsistent views. Besides, none of the caches has to deal with 

irrational number of queries. This property is called “load”. 

In summary, consistent hashing has the following four superiorities [16, 17]: 

 Balance  In an arbitrary view, queries are evenly mapped to caches if each cache 

maps to Ω(log 𝐶) points in the interval ,0 , 1-. 
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 Monotonicity When the number of cooperated caches changes, only a small fraction of 

queries need to be remapped from old working caches to new cache/caches (in cache ad-

ditions), or from the tore down cache/caches to other working caches (in cache deletions). 

Queries never move from one old working cache to another. 

 Spread   Assume that there are 𝑀 clients in total. No query is mapped to more 

than O(log 𝑀) caches over all the views. 

 Load   Assume that there are 𝑀 clients in total. No more than O(log 𝑀) 

times the average number of quires is assigned to each cache. 

In this sense, the consistent hashing based solution is preferable compared to other hash 

function based approaches in the context of distributed cache cooperation. Despite the referred 

superiority, consistent hashing faces certain problems in reality. The main issues of the con-

sistent hashing based Web cache cooperation, as well as the proposed solution in this project are 

discussed in detail in Section 3.2 when introducing the design of a lower level cache and a load 

balancer. 

 

 



 

 

Chapter 3 

3 Detailed Cache Design 

This chapter elaborates the main contributions of this master’s thesis project: a Two-Level Web 

Caching System is proposed. In the first place, the logical architecture of the proposed system is 

given in Section 3.1, followed by detailed description of the search procedure. The detailing of 

the lower level cache, together with a load balancer is elucidated in Section 3.2. A Staleness 

Bounded LRU (SB-LRU) caching algorithm, which is adopted by the higher level caches of the 

proposed system, is introduced in Section 3.3. 

3.1  System Architecture and Search Procedure 

The logical architecture of the proposed Web caching system (which is referred to as the 

Two-Level Web Caching System hereinafter) is illustrated in Figure A.1 (available in Appendix 

A). As is shown, the system contains two levels of Web caches and a load balancer. The L1 

cache and the load balancer are hosted on the application backend server which connects to the 

L2 cache servers and the clients via the Internet. The Level-1 (L1) cache has low capacity but 

high processing speed, while the Level-2 (L2) cache cluster consists of multiple cooperated 

caches which have high capacity and relatively larger processing delay. The L2 caches com-

municate with the remote backend server directly whereas the L1 cache is not allowed to do so. 

Consider arbitrary client initiate an information retrieval request to the system, the search 

procedures are described below in two distinct scenarios: L1 cache hit and L1 cache miss. 

3.1.1 Scenario 1: L1 Cache Hit 

The search procedure is forthright when the query is satisfied by L1 cache, as is depicted in 

Figure 3.1. The steps in the figure are explained in the following list. 

1) A client initiates a search request by typing in a few words or phrases to form a query string. 
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2) The application frontend which is installed in user equipment (e.g. smart phone, tablet, etc.) 

shall truncate the query string to the maximal allowed length if it is too long, and then sub-

mit the search request to the application backend server. 

3) The application backend server replies the request with a batch of search results if the de-

sired data is found in the L1 cache. 

4) The application frontend displays the contents on the screen of user equipment after the data 

is received. 

NOTE: Step A1 is the L1 cache lookup procedure. It is detailed in Section 3.2. 

 

Fig 7Figure 3.1: Search Procedure (L1 Cache Hit) 

3.1.2 Scenario 2: L1 Cache Miss 

When a query is not satisfied by the L1 cache, the search procedure is more complex as is illus-

trated in Figure 3.2. The steps are described in the following list. 

1) A client initiates a search request. 

2) The application frontend submits the request to the L1 cache primarily. 

3) The query is delivered to the load balancer for the sake of resolving the IP address of an L2 

cache server that is presupposed to be the responsible of this query. 

NOTE 1: Step B represents the procedure of mapping a query to the IP address (or IP addresses) 

of certain L2 cache server. This procedure is elaborated in Section 3.2. 

4) The load balancer replies the application frontend with an IP address (or IP addresses). 

5) The application frontend shall then redirect the search request to the L2 cache server which 

is configured with the received IP address (or IP addresses). 
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NOTE 2: Step C stands for the process at an L2 cache server and the interactions between an L2 

cache server and the original data source (i.e. the remote backend server). The details 

of these procedures are explained in Section 3.3. 

6) When a batch of search results (either come from the local disk of an L2 cache server or be 

fetched from the original data source) is ready, the L2 cache server shall send it to the appli-

cation frontend immediately (step 6a). Meanwhile, the search results as well as the corre-

sponding query string shall also be sent to the L1 cache (step 6b). 

NOTE 3: The L1 cache shall leave a (truncated) copy of the search results for serving recurring 

search requests within a short period (step A2). More details of this step are available 

in Section 3.2. 

7) The application frontend displays the query result on the screen of user equipment. 

 

Fig 8Figure 3.2: Search Procedure (L1 Cache Miss) 

3.2  Design of Load Balancer and L1 Cache 

As is discussed in Chapter 2, consistent hashing based solution is preferable in the context of 

distributed Web cache cooperation. Typically, it is more efficient to select cache for each query 
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in a distributed manner: the application frontend hashes a query string by using the consistent 

hashing algorithm, and maps it to certain cache according to a mapping table that stores locally. 

This approach, however, is impractical because of two issues: 

i). As is stated in Section 2.4, each cache has to be mapped to multiple points (i.e., each 

cache shall associate with Ω(log 𝐶) points) on the unit length circle in order to parti-

tion the set of hash code evenly. As a consequence, the space required to store those 

associations is proportional to the number of cooperated caches times the number of 

points per cache [19]. Basically, user equipment is not capable of storing such volume 

of data if there are a large number of caches in the pool. 

ii). If the mapping table is stored in user equipment, it is hardly possible to update all of 

them in a synchronized manner when a cache is added and/or deleted. 

Inspired by W. Zhang et al. [18], a load balancer is introduced to centrally store the table of 

mapping relations among queries and cache servers. The proposed load balancer acts akin to 

DNS server, except that it maps queries to the IP addresses of cache servers in the L2 collabora-

tive cache cluster (step B in Figure 3.2). For reason that will become apparent later on, the load 

balancer is also responsible for translating (i.e. hashing) the received queries into hash code. 

Despite the consistent hashing performs excellent in evenly partitioning the set of hash code, it 

fails to balance the load among multiple cooperated caches effectively when being applied to 

caching search results. The problem of load imbalance is mainly caused by the inherent hetero-

geneity of the request pattern. Specifically, the query repetition frequencies are typically Zipfian 

distributed. Besides, the stack distances and the inter-arrival time of different recurring queries 

vary a lot. Hence, it is probable that massive identical queries come in a highly synchronized 

manner, be mapped to the same L2 cache server, and consequently swamp that server. 

The load imbalance issue of consistent hashing based system due to the skewed access dis-

tribution has been studies extensively and several solutions have been proposed [18, 20, 21, 22]. 

Differing from the existing approaches, a low-capacity, high-speed cache (i.e. the L1 cache) that 

logically stands between the L2 cache cluster and clients is introduced in this project. A client 

generated search request shall primarily be submitted to the L1 cache, and then be redirected to 

certain L2 cache with the help of the load balancer if the corresponding search results are not 

found in the L1 cache. Apparently, the load balancer, rather than the application frontend, shall 

hash the submitted query into hash code in the proposed system because some queries (i.e. those 

satisfied by the L1 cache) do not need to be hashed at all. 

To speed up the cache lookup procedure, the storage space that is assigned to each entry is 

uniformly sized in the L1 cache and therefore the L1 cache may need to truncate the received 

search results to the predefined size. In addition, the proposed L1 cache adopts a modified ver-

sion of the ARC algorithm. In this sense, the L1 cache is expected to serve quasi-concurrent re-

curring requests quickly, and replace the data when it is no longer popular. 
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As is stated, the caching strategy used in the L1 cache differs from the original ARC algo-

rithm which is introduced in [8] for the sake of exploiting the capability of parallel processing 

of the L2 cache cluster to reduce the user perceived latency when queries are not satisfied by the 

L1 cache. 

To be more specific, the main difference lies in that the cache lookup procedure and the 

cache entry replacement procedure are separated as listed below: 

 Cache Lookup Procedure: 

 Cache Hit (Case I): The same as that of the original ARC algorithm. 

 Cache Miss & Directory Hit (Case II/III): Similar to that of the original ARC algo-

rithm except for forcing the cache entry which is placed at the head of 𝑇2 to point to 

an empty memory block. 

 Cache Miss & Directory Miss (Case IV): Similar to that of the original ARC algorithm 

except for forcing the cache entry which is placed at the head of 𝑇1 to point to an 

empty memory block. 

EXCEPTION: All the following requests have to wait in a queue at the L1 cache if the 

hit cache entry points to an empty memory block (i.e. “fake hit” occurs), 

until the corresponding data is received by the L1 cache. 

 Cache Entry Replacement Procedure: 

 Cache Hit (Case I): Replacing the data in the memory block that is pointed by the 

matched cache entry (if there is) with the newly received data. Truncation needed if 

the volume of received data exceeds the predefined size of the referred memory block. 

 Cache Miss (Case II/III/IV): Do nothing. 

3.3  Design of L2 Cache 

As is stated, the local disks of the L2 cache servers have high capacity and thus may suffer from 

freshness problems. To deal with the freshness issues in caching massive social media data, an 

incremental time-to-live based Staleness Bounded LRU (SB-LRU) caching algorithm is pro-

posed for the L2 caches. 

As is depicted in Figure 3.3, the proposed L2 cache server comprises three main entities: the 

Processor, the Receiver Buffer, and the Result Cache. 

 The Processor is the main processing unit where arithmetical, logical, and input/output 

operations take place. 
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 The high-speed Receiver Buffer is used for temporally buffering data that is fetched from 

the original data source (i.e. the remote backend server), before moving them to the local 

disk (i.e. the Result Cache). 

 The Result Cache is the main storage device. It is responsible for storing search results 

for a longer time and serving recurring queries when cache hits occur. A Directory Cache 

with smaller storage space is affiliated to the hard disk to speed up the cache lookup pro-

cedure. Each entry of the Directory Cache points to a block of data in the Result Cache. 

 

Fig 9Figure 3.3: System Model of the Proposed L2 Cache 

 

Fig 10Figure 3.4: Entry Format of Directory Cache 

Figure 3.4 illustrates the format of an entry of the Directory Cache. As is shown each entry 

contains five fields (often be referred to as Information Elements). The first two Information 
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Elements (IEs): the Timestamp and the Time-to-Live are the metadata of an entry. Both of them 

have fixed length. The IE Physical Address is the starting address of a block of data that is 

stored in the Result Cache which is represented by this entry. The IE Data Size indicates the size 

(e.g., in byte) of the referred data block. These two IEs also have fixed length. However, the last 

IE Query records the corresponding query string and thus would have variable length. The sys-

tem shall have an upper bound on the length of this field. 

In order to adapt to specific characteristics of different social network services, seven con-

figurable control parameters are defined for the SB-LRU algorithm, as are listed in Table 3-1. 

Tab 1Table 3-1: Control Parameters of SB-LRU Caching Algorithm 

Parameter Brief Description 

cache_capacity The capacity of the Result Cache. 

time_window 
The time interval in which the instantaneous rate of redirecting requests 

to the remote backend server (i.e. the server access rate) is measured. 

access_rate_limit The target server access rate. 

server_busy 

An indicator of the remote backend server status. Set to “1” if the in-

stantaneous server access rate within time_window is larger than ac-

cess_rate_limit; set to “0” otherwise. 

ttl_lower_bound The lower bound on the time-to-live of a cache entry. 

ttl_upper_bound The upper bound on the time-to-live of a cache entry. 

F(∙) 
The increment function for the time-to-live of a cache entry: 

new_ttl = min*current_ttl + F(current_ttl), 𝑡𝑡𝑙_𝑢𝑝𝑝𝑒𝑟_𝑏𝑜𝑢𝑛𝑑+ 

The functionality of each parameter is explained in the latter part of this section when intro-

ducing the search procedure of an L2 cache server. 

Strictly speaking, the SB-LRU caching algorithm is an extension of the original LRU policy 

for it also maintains an LRU list 𝐿 (which is stored in the directory cache). However, it takes 

into account the age of each matched cache entry and intends to refresh the matched entry when 

the original data source is believed to be idle. The objective of the SB-LRU caching algorithm is 

to serve user with fresh data to the greatest extent, so as to improve the QoE. Table 3-2 de-

scribes how the proposed SB-LRU caching algorithm functions. 
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Tab 2Table 3-2: Complete Description of SB-LRU Caching Algorithm 

SB-LRU            INITIALIZE  𝐿 = ∅.          𝑞 - requested query string. 

if 𝐿 = ∅ // cache miss 

Place 𝑞 at the head of 𝐿, fetch the corresponding data, and store the fetched 

data in local disk. 

else 

if 𝑞 ∉ 𝐿 // cache miss 

if server_busy = 1 

Increase the TTL of each cache entry according to the predefined in-

crement function F(∙). 

(Note: the new TTL shall not exceed ttl_upper_bound) 

Place 𝑞 at the head of 𝐿, fetch the corresponding data, and store the 

fetched data in local disk. 

else 

if (the age of the matched cache entry) > TTL 

if server_busy = 1 // cache hit (stale data) 

else // cache miss 

Move 𝑞 to the head of 𝐿, fetch the corresponding data, and 

replace the stored stale data with the fetched data. 

else // cache hit (fresh data) 

Move 𝑞 to the head of 𝐿. 

if server_busy = 0 

Fetch the corresponding data, and replace the stored data with 

the newly fetched data. 
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The procedure of information retrieval of each of the proposed L2 cache server that adopts the 

SB-LRU caching algorithm is shown in Figure 3.5. 

 

Fig 11Figure 3.5: Search Procedure of L2 Cache Server 
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C) Process procedure of each of the proposed L2 cache server on receipt of an unauthenticated 

social search request: 

1) The cache server shall compute its instantaneous rate of redirecting requests to the re-

mote backend server within time_window. If the instantaneous server access rate is larg-

er than access_rate_limit, setting server_busy to 1; otherwise setting server_busy to 0. 

2) The cache server shall firstly inquire its local disk (i.e. the Result Cache) with the re-

ceived query string. Meanwhile, the cache server may redirect the search request to the 

remote backend server (Step C.2.a) if the original data source is believed to be idle (i.e. 

server_busy=0). 

NOTE: Step D1 represents the L2 cache lookup procedure. The detailed process flow of 

this procedure is depicted in Figure B.1 (available in Appendix B). In summary, 

there are five possible cases: 

Case 1: Cache Miss & server_busy=0 

Cache Miss occurs. 

Case 2: Cache Miss & server_busy=1 

Cache Miss occurs. 

Case 3: Stale Hit & server_busy=0 

It shall be regarded as Cache Miss. The matched entry (of the Directory Cache) 

and the corresponding data (which is stored in the Result Cache) shall be re-

moved. 

Case 4: Stale Hit & server_busy=1 

Cache Hit occurs. The “stale” data pointed by the matched cache entry shall 

be returned. 

Case 5: Fresh Hit 

Cache Hit occurs. The “fresh” data pointed by the matched cache entry shall 

be returned and this entry shall be moved to the head of the LRU list. 

3) The result of L2 cache lookup (i.e. Cache Miss/Hit) is returned to the Processor. 

The following procedure is described in three distinct scenarios: 

Scenario 1: Cache Miss & server_busy=0 

1) The response for the redirected search request (Step C.2.a) arrivals at the cache 

server. 

2) On receipt of the search results from the remote backend server, the cache server 

shall buffer the received data as well as the corresponding query string in its Re-

ceiver Buffer temporally. 
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The cache server shall then prepare the response message using the buffered data. 

When the search response is ready the cache server shall send it to application 

frontend and the L1 cache immediately (step 6). In addition to serving the current 

search request, the cache server shall leave a copy of the search results for serving 

recurring queries. Step D2 represents the procedure of creating new cache entry (for 

the Directory Cache) and storing the corresponding data (in the Result Cache), which 

is elaborated in Figure B.2 (available in Appendix B). 

Scenario 2: Cache Miss & server_busy=1 

1) The cache server shall redirect the request to the remote backend server to fetch 

the search results even though server_busy is set. 

2) The cache server shall keep waiting until the data for the redirected search re-

quest (Step C.S2.1) arrives. 

3) On receipt of the search results from the remote backend server, the cache server 

shall buffer the received data as well as the corresponding query string in its Re-

ceiver Buffer temporally. 

The following process is the same as that in Scenario 1. 

Scenario 3: Cache Hit 

The cache server shall read out the data which is pointed by the hit cache entry 

and prepare the response message. When the search response is ready the cache 

server shall send it to application frontend and the L1 cache immediately (step 6). 

NOTE: As is introduced previously, the proposed SB-LRU caching algorithm is capable of re-

freshing the cached data by means of redirecting the search request to the remote 

backend server whenever it is believed to be idle. The procedure of handling the data 

refreshing request that comes from the network side is illustrated in Figure 3.6. Each 

step is explained in the following list. 

1) A data refreshing request, which comprises a batch of search results and the corre-

sponding query string, arrives at an L2 cache server. 

2) The cache server shall firstly buffer the received data in its Receiver Buffer (Step 

2a), and then inquire its Result Cache with the received query string to check the 

existence of the corresponding cache entry. 

Step D3 represents the main process of refreshing the cache entry and the cached 

data, which is elucidated in detail in Figure B.3 (available in Appendix B). 

However, it is possible that the desired cache entry (whose IE Query is the same as 

the received query string) is not found in the Directory Cache because it has been 

flushed out. In this circumstance, the buffered data shall be discarded (Step 3). 
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Fig 12Figure 3.6: Procedure of Handling Data Refreshing Request 

 

 



 

 

Chapter 4 

4 Performance Evaluation Methodology 

This chapter introduces the methodology for evaluating the performance of the proposed Web 

caching system. First of all, the characterizations of the synthetic workload that is used in simu-

lations are elucidated in Section 4.1. Section 4.2 briefly explains the logical structure of the 

simulation platform which is mainly implemented in MATLAB scripts. The key performance 

indicators are discussed in Section 4.3, together with some necessary assumptions. 

4.1  Workload Generation 

Due to the unavailability of real-world data, synthetic workload is used in simulations. As is 

introduced in Section 2.1, the reasons behind the efficiency gain from caching are the observa-

tions that the numbers of occurrence of queries and the stack distances of recurring queries sub-

ject to certain statistical distributions. The synthetic workload is generated based on these facts. 

 

Fig 13Figure 4.1: Distribution of the Numbers of Occurrence of Queries 
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To be more specific, Figure 4.1 illustrates the Zipfian distribution of the numbers of occur-

rence of queries. As is depicted, the most frequent queries are located at the most left side of the 

figure while there is significant amount of queries only occur once (those are located on the 

most right side of the figure). In addition, key statistics of the synthetic workload are listed in 

Table 4-1. 

Tab 3Table 4-1: Statistics of the Synthetic Workload 

Workload Statistics: 

Total number of requests: 4,940,453 

Number of distinct queries: 1,869,406 

Number of singleton queries: 1,277,276 

Ratio of singleton queries: 25.8534% 

Maximal achievable cache hit rate: 62.1612% 

The stack distances of recurring queries of the generated workload are chosen to be expo-

nentially distributed with mathematical expectation 100 (as is illustrated in Figure 4.2). 

 

Fig 14Figure 4.2: Distribution of the Stack Distances of Recurring Queries 

 

 

 

 



 

27 

In addition, some statistics of the stack distances of recurring queries are listed in Table 4-2. 

Tab 4Table 4-2: Statistics of the Stack Distances of Recurring Queries 

Statistics: 

Maximum: 1493 

Minimum: 1 

Mean: 99.9889 

Median: 69 

Standard deviation: 99.9963 

The client generated search requests are assumed to be Poisson arrivals, and the distribution 

of the inter-request time is shown in Figure 4.3 and Table 4-3. 

 

Fig 15Figure 4.3: Distribution of the Inter-Request Time 

Tab 5Table 4-3: Statistics of the Inter-Request Time 

Statistics (all in ms): 

Maximum: 346.9884 

Minimum: 2.1640E-06 

Mean: 19.9916 

Median: 13.8667 

Standard deviation: 19.9910 
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4.2  Simulation Platform 

The logical structure of the simulation platform is depicted in Figure 4.4. 

 

Fig 16Figure 4.4: Logical Structure of the Simulation Platform 

As is shown, the simulation platform mainly comprises three parts: the Workload Generator, 

the Workload Analyzers, and the Performance Evaluators. 

The inputs for the Workload Generator are the expected number of search requests, the ex-

pected number of distinct queries, the Semantic Model (i.e. the expected distribution of the 
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numbers of occurrence of queries), the Locality Model (i.e. the expected distribution of stack 

distances), and the Inter-Request Time Model (i.e. the actual distribution of inter-request time). 

For technical reasons the actual number of search requests, the actual number of distinct 

queries, and thus the actual distribution of the numbers of occurrence of queries, the actual dis-

tribution of stack distances of recurring queries are slightly different from the expectations. The 

actual statistics and distributions can be given by the Workload Analyzers. 

After the synthetic workload is generated, it can be exploited by the Performance Evaluators 

for evaluating the performance of the proposed Web caching system. As is illustrated in Figure 

4.4, there are four Key Performance Indicators (KPIs): the average cache hit rate (be abbreviat-

ed to hit rate hereinafter), the instantaneous rate of redirecting search requests to the remote 

backend server (also be referred to as the original data source), the user perceived latency of 

each request, and the hit ages. Performance comparisons between the proposed system and a 

Web caching system that similar to the one proposed by W. Zhang et al. [18] (which is referred 

to as the Flat Web Caching System
1
 hereinafter) are provided to demonstrate the validity and 

superiority of the former. Besides, another two performance evaluators for standalone caches 

that adopt the LRU policy and the SB-LRU algorithm respectively are implemented as well. 

These two evaluators are used for demonstrating the superiority of the SB-LRU algorithm in 

avoiding serving user with stale contents. 

The volume of data which is fetched from the remote backend server for each request is de-

cided by the Server Behavior module. 

4.3  Key Performance Indicators 

As is stated in the previous section, the KPIs for Web caching systems in this project are: the hit 

rate, the server access rate, the user perceived latency, and the hit ages. 

The hit rate is the percentage of queries that are satisfied by cache (or caches). The Perfor-

mance Evaluators are capable of evaluating the hit rate of the L1 cache and the hit rate of the 

whole system respectively. The instantaneous remote backend server access rate (be abbreviated 

to server access rate hereinafter) indicates the number of requests that are redirected to the re-

mote backend server within a given time period. Recall that the SB-LRU caching algorithm al-

lows refreshing the cached data by exploiting the believed idle periods of the remote backend 

server, the access rate of the proposed system might be larger than that of other existing Web 

caching systems. The hit age of a cache hit stands for the timespan since the data was cached till 

the time when the current hit occurs. The staleness (or equivalently, the freshness) of the cached 

data is measured by its hit age in this project. 

                                                      
1
 The Flat Web Caching System comprises a cluster of collaborative caches that adopt the SB-LRU algo-

rithm and a load balancer. The load balancer maps each query to certain cache according to the consistent 

hashing algorithm. Obviously, the only difference between the Two-Level Web Caching System and the 

Flat Web Caching System lies in that the latter doesn’t contain a lower level cache (i.e. the L1 cache). 
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Among the four KPIs, the user perceived latency is the one of the greatest concern. In this 

project, the user perceived latency of a search request is defined as the time since the request is 

submitted by the client until the first bit of the search results is arrived at the user equipment. It 

can be divided into four parts: the propagation delay, the transmission delay, the processing de-

lay, and the queuing delay. 

The propagation delay is equal to the number of links between the user equipment and the 

entity that stores the desired data times the per-hop propagation delay. The transmission delay is 

the time spent for transmitting the desired data (from cache or from the remote backend server) 

to the user equipment. It is obviously determined by the volume of data and the data rate. The 

processing delay comprises the delay at caches, at the load balancer, at intermediate routers, 

and/or at the remote backend server. The processing delay is primarily related to the clock fre-

quency of each of the referred network entity. However, the data structures, the efficiency of 

programming languages, and other factors may also affect the processing delay significantly. 

The queuing delay is the total time of waiting to be served at the above referred network enti-

ties. 

In essence, the network latency is hardly predictable in the Internet environment. In order to 

emulate Web caching systems in the simulation platform necessary assumptions are made as 

shown in Figure 4.5 which are summarized in Table 4-4. 

 

Fig 17Figure 4.5: Necessary Assumptions for Imitating Web Caching Systems 
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Tab 6Table 4-4: Necessary Assumptions for Imitating Web Caching Systems 

Summary of Assumptions: 

The round-trip time between an L2 cache server and the 

remote backend server (includes the two-way propaga-

tion delay and the processing delay at the remote 

backend server). 

100 ms 

The one-way propagation delay between an L2 cache 

server and the L1 cache. 
3 ∗ 10−5 ms 

The one-way propagation delay between the L1 cache 

and arbitrary user equipment. 
2.5 ms 

The one-way propagation delay between an L2 cache 

server and arbitrary user equipment. 
2.5 ms 

The processing delay at an L2 cache server. k ∗ 10−3 ms (NOTE 1) 

The processing delay at the L1 cache. k ∗ 10−4 ms (NOTE 2) 

The hashing delay at user equipment. (NOTE 3) 10 ms 

The hashing delay at the load balancer. (NOTE 4) 1 ms 

The IP address resolving delay at the load balancer. 10−3 ms 

The link capacity of the links between the remote 

backend server and an L2 cache server. 
100 Mbps (NOTE 5) 

The link capacity of the links between an L2 cache 

server and the L1 cache. 
1 Gbps (NOTE 5) 

The data transfer (I/O) rate of the local disk of an L2 

cache server. 
20 MB/s 

The data transfer (I/O) rate of the L1 cache. 500 MB/s 

NOTE 1: Assume that the processing delay of an L2 cache server is proportional to 

the times of matching (i.e. the parameter k) when traversing the LRU list. 

NOTE 2: Assume that the processing delay of the L1 cache is proportional to the 

times of matching (i.e. the parameter k) when traversing the two LRU lists. 

In addition, the cache lookup procedure of the ARC algorithm requires less 

computational effort than that of the SB-LRU algorithm. 

NOTE 3: For the Flat Web Caching System only. 
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NOTE 4: For the proposed Two-Level Web Caching System only. 

NOTE 5: Assume that the bandwidth is fully occupied by this application and thus the 

data rate always achieves the link capacity. Network congestion and other 

disturbances are not considered here. 

NOTE 6: All the other network delays are neglected in performance evaluations. 

 



 

 

Chapter 5 

5 Simulation Results 

To evaluate the performance of the proposed SB-LRU algorithm and the Two-Level Web cach-

ing system, trace-driven simulations are performed using the generated synthetic workload. The 

relevant performance evaluations and comparisons are provided in this chapter. 

5.1  The Validity of the SB-LRU Algorithm 

In this section, the performance (in terms of hit rate, hit ages, and server access rate) compari-

sons between two standalone caches of the same capacity that adopt the LRU policy and the 

SB-LRU algorithm respectively are provided to demonstrate the validity and superiority of the 

proposed algorithm (i.e. the Staleness Bounded LRU algorithm). 

5.1.1 Parameter Settings of the SB-LRU Cache 

Before comparing the performance of the LRU cache and the SB-LRU cache, the latter needs to 

be properly configured. The specific parameter settings are listed in Table 5-1. 

Tab 7Table 5-1: Parameter Settings of the SB-LRU Cache 

Parameter Value Unit 

cache_capacity 1 GB 

time_window 600 seconds 

access_rate_limit [8, 10, 12, 14] requests per second 

ttl_lower_bound 1800 seconds 

ttl_upper_bound 7200 seconds 

increment function F(𝑥) = 𝑥 - 
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For simplicity, the size of a batch of search results which is fetched from the original data 

source is assumed to be fixed and equal to 500 kB for all search requests. Other necessary as-

sumptions that valid for the referred two caches are listed in Table 5-2. 

Tab 8Table 5-2: Necessary Assumptions for Imitating Standalone Web Caches 

Summary of Assumptions: 

The round-trip time between a cache and the remote 

backend server (includes the two-way propagation delay 

and the processing delay at the remote backend server). 

100 ms 

The one-way propagation delay between a cache and 

arbitrary user equipment. 
2.5 ms 

The processing delay at the LRU cache. k ∗ 10−4 ms 

The processing delay at the SB-LRU cache. k ∗ 10−3 ms 

The data rate of the links between a cache and the re-

mote backend server. 
100 Mbps 

The data transfer (I/O) rate of the caches. 20 MB/s 

5.1.2 Performance Comparisons 

5.1.2.1 The Cache Hit Rate 

 

Fig 18Figure 5.1: Comparison of the Hit Rate of the Standalone Caches 

As is shown in the Figure 5.1, the hit rate of the LRU cache achieves the maximal achievable hit 

rate of the synthetic workload. On the other hand, the hit rates of the SB-LRU cache are slightly 
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lower than that of the LRU cache. The reason for this observation is that the SB-LRU algorithm 

takes into account the freshness of the hit data. Since stale hit (i.e. the contents for the requested 

query are found in the cache but they have stayed in the cache for longer than the time-to-live of 

the matched cache entry) might be regarded as cache miss, it is consequently that a cache 

adopting SB-LRU algorithm may have lower hit rate compared to a cache of the same capacity 

that employing the LRU policy. Nevertheless, the performance gap in between is insignificant 

(smaller than 0.1%). 

5.1.2.2 The Hit Ages 

Figure 5.2 illustrates key statistics of the hit ages of the LRU cache and the SB-LRU cache 

(note that the vertical coordinate is in log scale). As is shown, the 90th percentile, the mean, and 

the maximum of the hit ages of the SB-LRU cache are much smaller than those of the hit ages 

of the LRU cache respectively. 

 

Fig 19Figure 5.2: Comparison of the Hit Ages of the Standalone Caches 

This observation indicates that the SB-LRU algorithm is effective in limiting the term of va-

lidity of the cached data. However, the price for the improvement in the freshness of the cached 

data is the increment in the rate of redirecting search requests to the original data source. As is 

shown in Figure 5.3, the server access rates of the SB-LRU cache are larger than that of the 

LRU cache. Nevertheless, since they are tightly conforming to the configuration (vide Table 

5-1), it is believed that the server access rate of SB-LRU cache is under control. 
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Fig 20Figure 5.3: Comparison of the Server Access Rate of the Standalone Caches 

However, it is also notable that the increment in the server access rate shortens the hit ages 

insignificantly after the access_rate_limit exceeding some threshold (e.g. 10 requests/s). Hence, 

the access_rate_limit shall be configured according to specific requirements and/or constrains. 

In summary, since one of the objectives is to avoid serving user with stale data, the proposed 

Staleness Bounded LRU Web caching algorithm demonstrates its superiority. 

5.2  The Superiority of the Proposed Web Caching System 

The performance, in terms of hit rate and user perceived latency, of the proposed Web caching 

system that has two-level architecture is evaluated in this section. In the first place, the offered 

load of each L2 cache server is examined to show that the load is nearly evenly distributed at 

each of the cooperated caches. In another word, the Two-Level Web Caching System alleviates 

the load imbalance issue of the consistent hashing algorithm (vide Section 3.2). Besides, a Flat 

Web Caching System is chosen as the baseline for performance comparisons for demonstrating 

the superiority of the proposed one. 

5.2.1 Simulation Settings 

In this project, it is assumed that the L2 cache cluster of the Two-Level Web Caching System 

comprises 5 caches. Similarly, the Flat Web Caching System is assumed to contain 5 caches. In 
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addition, each of the referred caches associates with 1000 points in the unit length circle of the 

consistent hashing algorithm. Besides, the MD5 message-digest algorithm [39] is chosen to be 

the basis in the consistent hashing algorithm for translating queries and cache identifiers. 

As is introduced in Section 3.3, the L2 caches adopt the SB-LRU algorithm and thus they 

need to be properly configured. The parameter setting of each L2 cache is listed in Table 5-3. 

Tab 9Table 5-3: Parameter Settings of Each L2 Cache 

Parameter Value Unit 

cache_capacity 1 GB 

time_window 600 seconds 

access_rate_limit 6 requests per second 

ttl_lower_bound 1800 seconds 

ttl_upper_bound 7200 seconds 

increment function F(𝑥) = 𝑥 - 

The listed parameter setting in Table 5-3 also applies to the caches of the Flat Web Caching 

System. 

Recall that the storage space assign to each cache query is uniformly sized in the L1 cache 

and the L1 cache leaves a (truncated) copy of data which is fetched from the higher level caches. 

Specifically, it is assumed that the size of a batch of search results which is provided by the L1 

cache is definitely 10 kB. Note that this assumption is valid throughout this project. In this sec-

tion, the capacity of the L1 cache is assumed to be equal to 2000 kB. Equivalently, the L1 cache 

can have at most 200 cache entries. 

 

Fig 21Figure 5.4: Empirical Distribution of the Server Data Size 
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On the other hand, the size of a batch of search results which is fetched from the remote 

backend server (be referred to as the Server Data Size hereinafter) can be variable. The empiri-

cal distribution of the Server Data Size is depicted in Figure 5.4. 

5.2.2 Performance Comparisons 

To evaluate the performance of the Web caching systems, twelve rounds of simulations (which 

are labeled as s10, s11, s12, s13, s14, s15, s20, s21, s22, s23, s24, and s25, respectively) are 

performed. In the first six rounds (i.e. s10-s15) the emulator of the Two-Level Web Caching 

System is used while in the other six simulations (i.e. s20-s25) the emulator of the Flat Web 

Caching System is used. 

 

Fig 22Figure 5.5: The Offered Load 
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To begin with, emphasis is given to s10 and s20 in which the Server Data Size is assumed to 

be fixed and equal to 500 kB. The offered load of the Web caching systems and the cooperated 

caches in s10 and s20 are shown in Figure 5.5. As is illustrated in Figure 5.5 (a), the offered 

load of both Web caching systems are fixed to 50 requests per second. As for the cooperated 

caches (i.e. Figure 5.5 (b)-(f)), the offered load of any of them in s20 is higher than that of its 

counterpart in s10. This is due to the existence of the L1 cache in the Two-Level Web Caching 

System. The most notable observation is that the load is distributed more evenly at each of the 

caches in s10 (referring to Figure 5.6, in which the first 50,000 requests for each L2 cache serv-

er are excluded from computation). This observation demonstrates that the proposed Two-Level 

Web Caching System is effective in alleviating the load imbalance issue of the consistent hash-

ing algorithm. Moreover, it is delighted to see that the offered load of most cooperated caches in 

s10 are more stable than those of their counterparts in s20 (referring to Figure 5.7). 

 

Fig 23Figure 5.6: The Mean of the Offered Load of Each L2 Cache Server 

 

Fig 24Figure 5.7: The Standard Deviation of the Offered Load of Each L2 Cache Server 
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In addition, variable Server Data Size (which follows the distribution as is shown in Figure 

5.4) is considered in the other ten simulations. The performance of the Web caching systems in 

terms of hit rate and user perceived latency are evaluated separately in the twelve simulations. 

The results of the performance evaluations are elucidated in the following paragraphs. 

As is shown in Figure 5.8, the maximal hit rate of the generated synthetic workload is al-

ways achieved in all the twelve rounds of simulations. 

 

Fig 25Figure 5.8: Comparison of the Hit Rate of the Web Caching Systems 

In regard to the performance comparison with respect to the user perceived latency, the sim-

ulation results of s10 and s20 are examined in the first place. Figure 5.9 illustrates the user per-

ceived latencies in s10 and s20. Intuitively, the Two-Level Web Caching System outperforms 

the Flat Web Caching System with respect to the user perceived latency for the area under the 

blue line in Figure 5.9 (a) is smaller than the area under the red line in Figure 5.9 (b). To verify 

this supposition, key statistics of the user perceived latencies in s10 and s20 are computed. 

 

Fig 26Figure 5.9: The User Perceived Latencies in Simulations s10 and s20 
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The statistics of the user perceived latencies in s10 and s20 are depicted in Figure 5.10. One 

thing to note is that the data in the system warming up stage (which is assumed to be the first 

500,000 requests) are excluded from computation. As is illustrated in Figure 5.10, the 90th per-

centile, the 75th percentile, the median, and the mean of the user perceived latencies in s10 are 

indeed significantly smaller than those of the user perceived latencies in s20 respectively. 

In addition, the statistics of the user perceived latencies in the other ten simulations (in 

which the Server Data Size varies from one request to another) are also shown in Figure 5.10. It 

is not a surprise that most of the clients still experience less delay when retrieving information 

with the Two-Level Web Caching System than searching information with the Flat Web Caching 

System even though the fluctuation in Server Data Size leads to slightly longer latency in both 

scenarios. 

 

Fig 27Figure 5.10: Comparison of the User Perceived Latency 

5.3  The Impact of the Capacity of the L1 Cache 

In this section, five simulations (in which the capacity of the L1 cache is chosen to be 500 kB, 

1000 kB, 1500 kB, 2000 kB, and 2500 kB, respectively) are performed for the sake of finding 

out the impact of the capacity of the L1 cache on the hit rates (i.e. the hit rate of the L1 cache 

and the hit rate of the Two-Level Web Caching System) and the user perceived latencies. In 

each simulation, the cooperated caches in the L2 cache cluster of the Two-Level Web Caching 

System are properly configured according to Table 5-3. 

As is illustrated in Figure 5.11, the hit rate of the L1 cache grows significantly as the capac-

ity of the L1 cache increases. On the other hand, the hit rates of the Two-Level Web Caching 

System in all the five simulations are always equal to the maximal achievable hit rate of the 

synthetic workload. 
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Fig 28Figure 5.11: Comparison of the Hit Rate w.r.t. Different L1 Cache Capacity 

On the other hand, the 95th percentiles, the 75th percentiles, and the medians of the user 

perceived latencies in the five simulations are depicted in Figure 5.12. As is shown, the incre-

ment in the capacity of the L1 cache shortens the perceived latencies for almost all of the search 

requests. The reason for this observation lies in that more requests are satisfied by the L1 cache 

as its capacity increases. 

 

Fig 29Figure 5.12: Comparison of the User Perceived Latency w.r.t. 

Different L1 Cache Capacity 

Nevertheless, it is notable that deploying a high-capacity L1 cache may instead degrade the 

QoE since the volume of data that is provided by the L1 cache for each request is typically 

smaller than the volume of data which is fetched from the L2 caches and/or from the original 

data source, in spite of it takes less time to fetch data from the L1 cache. The tradeoff between 

the latency and the richness of contents depends on the specific use case of the Two-Level Web 

Caching System. 



 

43 

5.4  The Impact of the Inter-Request Time 

The impact of the inter-request time is examined in this section. Assume that requests still arrive 

at the Two-Level Web Caching System according to the Poisson process whereas the average 

inter-arrival time is reduced to 15 milliseconds. As is illustrated in Figure 5.13, the user per-

ceived latencies become unbounded in this circumstance. 

 

Fig 30Figure 5.13: The User Perceived Latencies in the Scenario of Heavier Load 

This problem is due to the number of requests arriving at the system within given time peri-

od is always larger than the number of requests finishing service at the system within the same 

period. Intuitively, this issue can be solved by deploying more cache servers in the L2 collabo-

rative cache cluster of the Two-Level Web Caching System. 

 
Fig 31Figure 5.14: The User Perceived Latencies in the Case of the L2 Col-

laborative Cache Cluster comprises Six Cache Servers 
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As is shown in Figure 5.14, the user perceived latencies are bounded if there is one more 

cache server (i.e. six cache servers) in the L2 cache cluster of the Two-Level Web Caching Sys-

tem. 

As a matter of fact, it is probable that the search requests are not Poisson arrivals and the in-

ter-request time may vary over time rapidly in reality. In this circumstance, the Web caching 

systems may need to add new cache server(s) and/or tear down working cache server(s) fre-

quently. As is introduced in Section 2.4 and in [16, 17], the consistent hashing based cooperated 

Web caching system is optimal in the scenario of frequent cache server addition and/or deletion. 

These considerations demonstrate the superiority of the proposed Two-Level Web Caching Sys-

tem from another perspective. 

 

 



 

 

Chapter 6 

6 Conclusions 

This master’s thesis project focuses on the detailed design of an effective and efficient Web 

caching system for the backend system of a mobile social search application. 

To be more specific, the proposed Web caching system logically comprises a lower level 

cache, a load balancer, and a cluster of cooperated higher level caches. The lower level cache 

that adopts the ARC algorithm is used to serve recurring request within short period. The load 

balancer maps queries that are not satisfied by the lower level cache to the IP addresses of cer-

tain cache server in the L2 collaborative cache cluster according to the consistent hashing algo-

rithm. Although the consistent hashing algorithm is proved to be able to evenly distributing load 

among cooperated servers in the past studies, it suffers from load imbalance issues when applied 

to caching search results because of the long-tailed distribution of recurring queries. As is stated 

previously, this problem is alleviated in the proposed system because of the existence of the 

lower level cache. The higher level caches adopt the SB-LRU caching algorithm so that serving 

client with stale data that comes from the high-capacity L2 caches is avoided. 

The results of the simulations and the performance evaluations demonstrate that: 

1. The proposed SB-LRU caching algorithm is effective in limiting the hit ages. 

2. The proposed Two-Level Web Caching System outperforms existing ones because of 

the shortened service delay. Besides, the proposed system alleviates the load imbalance 

issue of the consistent hashing algorithm. 

Although the referred mobile application is expected to support social search that takes into 

account the social graph of the client who initiating the query when evaluating the search results, 

the proposed Two-Level Web Caching System is only suitable for the use case of caching public 

data. Therefore, the proposed Web caching system in this project cannot be applied to the 

backend system of the mobile social search application directly. However, it is believed that the 

contributions of this project are significant as well. The design idea of the Two-Level Web 

Caching System will be helpful to the design of a Web caching system that is capable of caching 

user specific data for different clients in the future. 
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Chapter 7 

7 Future Work 

In regard to the works and improvements that can be done in the future, there are at least two 

notable aspects. 

First of all, the mobile application is used for social search as is discussed previously. In this 

sense, the Web caching system for the backend server of the referred mobile application is ex-

pected to be able to evaluate the search results for different client separately for the sake of pri-

vacy preserving. This approach may also make for a stronger user experience since people are 

typically more interested in the UGCs of whom he/she has social relations with. Therefore, the 

proposed Two-Level Web Caching System has to be modified in the future to implement more 

complex features such as the user authentication and the preference evaluation. 

Secondly, the cooperated caches in the L2 collaborative cache cluster of the Two-Level Web 

Caching System that adopt the SB-LRU algorithm are configured manually in this project. This 

might be problematic since the request pattern is unknown to the system administrators initially. 

It would be much better if these caches were configured in an adaptive way. 

Apart from the above two aspects that deserve additional study, the user perceived latency is 

expected to be further shortened if the UGCs are cached in short-range wireless networks rather 

than on the Internet. This might be realized by exploiting the concept of Content-Centric Net-

working (CCN) [37] and/or Content Delivery Networking (CDN) [38]. 
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Appendix A: System Architecture 

System Architecture 

 

Fig 32Figure A.1: Overview of Logical System Architecture 
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Appendix B: L2 Cache: Process Flow Diagram 

L2 Cache: Process Flow Diagram 

 

Fig 33Figure B.1: Process Flow Diagram of L2 Cache Lookup 
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Fig 34Figure B.2: Process Flow Diagram of Creating New L2 Cache Entry 
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Fig 35Figure B.3: Process Flow Diagram of Refreshing L2 Cache 
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