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Abstract
Service assurance is critical for high-demand services running on telecom clouds. While service
performance metrics may not always be available in real time to telecom operators or service
providers, service performance prediction becomes an important building block for such a system.
However, it is generally hard to achieve.
In this master thesis, we propose a machine-learning based method that enables performance
prediction for services running in virtualized environments with Docker containers. This method is
service agnostic and the prediction models built by this method use only device statistics collected
from the server machine and from the containers hosted on it to predict the values of the servicelevel metrics experienced on the client side.
The evaluation results from the testbed, which runs a Video-on-Demand service using containerized
servers, show that such a method can accurately predict different service-level metrics under various
scenarios and, by applying suitable preprocessing techniques, the performance of the prediction
models can be further improved.
In this thesis, we also show the design of a proof-of-concept of a Real-Time Analytics Engine that uses
online learning methods to predict the service-level metrics in real time in a container-based
environment.
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1. Introduction
Cloud computing has become one of the most promising computing paradigms in recent years. IT
giants like Google, Amazon and Microsoft have built public clouds to directly or indirectly provide Xas-a-Service (XaaS) to end users in a pay-as-you-go manner [2]. Large organizations and enterprises
have also built their own private cloud infrastructures to reduce operation expenditures (OPEX) and
capital expenditures (CAPEX), and to benefit reliable service quality.
Telecom operators and suppliers also want to reap benefits of cloud technology. They want to
execute next generation telecom services on a telecom cloud, which should combine the flexibility of
today’s computing clouds with the service quality of traditional telecom systems [3]. Thus, a realtime service assurance system will become one of the cornerstones that enable the telecom
operators to build up telecom-grade clouds services on top of what a general cloud platform
provides.
Within such a real-time service assurance system, one of the critical tasks is to understand and
predict the performance of the telecom cloud services. To address this problem, one approach is to
study the different components and functionalities in the corresponding services and systems in
order to build analytical models for end-to-end predictions. However, this approach may need a
thorough understanding of each building block, which not only takes a lot of time but also is very
difficult to realize. This is because these systems usually are very complex and, for those who are not
familiar with them, it is very easy to miss one or more components or connections during the modelbuilding phase. Besides, such an analytical model is only valid for a certain service and we need to
study all the services running on the telecom cloud separately in order to build analytic models for
each of them, which requires large amount of work. Therefore, the REALM project, which this thesis
is part of, decides to use machine-learning techniques to predict the behavior of the target systems
from observations where the detailed understanding of underlying systems is not necessarily
required [4]. Observations are fed to the well-defined and application-agnostic prediction techniques.
Hence, newly introduced services would not require changes in the data collection nor the prediction
system. Rather, only new observations have to be collected and then used for model training for
service-quality prediction.
For the first step, Yanggratoke et al. built a non-virtualized testbed for a Video on Demand (VoD)
service to evaluate such a method [1]. They collect a large set of device statistics from the Linux
kernel of the server machine and use machine learning methods to build regression models in order
to predict service-level metrics of the VoD session on the client machine. Their results show the
feasibility of using such a method to predict service-level metrics from device statistics from nonvirtualized environments, which laid a solid foundation for the problems that we are going to address
in this thesis.
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1.1 Main Goals and Problems

Figure 1.1.1 Problem Setting

The aim of the REALM project is to predict service-level metrics from device statistics for various
services in a telecom cloud. However, until now, researches have only evaluated such predictions in
non-virtualized environments.
In this thesis, we plan to add the missing piece to the puzzle and focus on the problem of predicting
service-level metrics on the client side from statistics gathered in a virtualized environment.
Among careful analysis of different virtualization technologies available, we chose to implement
Docker container in the new testbed for its accelerating adoption rate in various areas recently and
the lightweight virtualization it enables [6]. It is recognized that traditional virtualization technologies,
like hypervisor-based Virtual Machines (VMs), introduce multiple layers of resource allocation and
scheduling, which will cause performance degradation due to the additional overhead [10] [65].
Compared to the traditional technologies, container-based virtualization introduces less overhead
while it still provides resource isolation among different containers within a single physical host
machine.
The main goal of this master thesis project, as Figure 1.1.1 shows, is to consider an approach where
the device statistics from the server machine as well as from containers hosted on that machine will
be collected and analyzed in order to build models using machine learning methods for predicting
service-level metrics on the client side for a VoD service. More specifically, assume Xt to be the set of
device statistics and Yt to be a service-level metric at time t. We aim to learn a model M based on a
series of samples {(Xt , Yt)}t from the past so that, with the learned model M, we can make a
prediction Y’t’ , which closely approximates Yt’ for a given set of device metrics Xt’ at a future time t’.
More specifically, we want to study the following research questions and find reasonable answers:
1. Can we predict service-level metrics from device statistics in a container-based environment for
VoD services and will the additional virtualization layer influence the performance of the
prediction models?
2. How is the performance of the prediction models impacted by using different sets of device
statistics, different preprocessing techniques and different machine learning methods?
3. How is the performance of the prediction models impacted by different testbed setups?
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4. Are there any effective methods that could reduce the size of the large feature sets to decrease
the model training time while still providing good prediction performance?
5. Is it possible to build a Real-Time Analytics Engine for real-time predictions in a container-based
environment with existing methods?

1.2 Approach
Due to the complex architecture of the telecom cloud and numerous interactions among servers,
clients, networks and services, building analytic models to study the research problems of this thesis
is almost infeasible. Hence, we choose to apply an experiment-oriented approach. In general, such an
approach uses experiments to validate a hypothesis, or to answer a what-if question based on the
experiment results or the observations. In this thesis project, we are going to apply this approach by
running experiments on a customized testbed with Docker containers to verify our ideas and
proposed methods in various scenarios. We decide to start with a simple and small testbed to show
the proof-points before we actually test out these methods in a production cloud environment.
During this project, we try to conduct various experiments on the virtualized testbed and use data
traces collected from those experiments to illustrate the performance of the prediction models built
using different methods. More specifically, we are going to study the research questions mentioned
above with the following procedures:
1. Design and build a testbed that supports Docker containers and runs a VoD service.
2. Design and build sensors and scripts to collect and parse device statistics and service-level
metrics from different machines of the testbed.
3. Design and execute experiments using automated scripts for different load scenarios and
different configurations of the testbed.
4. Use different machine learning methods, different data preprocessing techniques and different X
feature sets to build models that are capable of predicating service-level metrics. Discuss the
findings and identify the limitations.

1.3 Contribution of the thesis
This thesis discusses methods for service performance prediction in a container-based environment
and it has the following main contributions:
1. It proposes a service-agnostic approach that can predict the service-level metrics from device
statistics collected from a container-based environment with high accuracy. In addition, it also
shows three different testbed setups that impact the performance of the prediction models.
2. A testbed is developed, which supports containerized VoD servers and has various sensors for
collecting device statistics from the server machine and service-level metrics from the client
machine along with the functionality for retrieval and storage of monitoring data.
3. It extends the Real-Time Analytics Engine introduced in [49] and [59] to enable the real-time
service performance prediction in a container-based environment.

1.4 Thesis outline
The remaining chapters in this thesis are organized as follows. In Chapter 2, we present the necessary
background information related to the problems that we are going to address in this thesis. Related
research in different areas will be discussed in Chapter 3. Then, we present the design and
3

implementation of the testbed in Chapter 4 and details about the experimentations in Chapter 5. In
Chapter 6, we discuss the methods used to build the prediction models and evaluate their
performance in different scenarios. After that, we present the design of the extended Real-Time
Analytics Engine in Chapter 7. We conclude the thesis in Chapter 8 with extra discussions about
limitations and future works.
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2 Background
2.1 Cloud Computing
Cloud Computing is one of the most promising computing paradigms in recent years. The reason is
mainly that it could help the Cloud users to lower the OPEX and CAPEX, increase the scalability and
elasticity as well as reduce the carbon-dioxide footprint [67]. Evolution of hardware, new
virtualization technologies, service-oriented architectures and simplified access interfaces all enable
the rapid development of the Cloud.
Generally, Cloud technologies are categorized based on their business models as a stack of different
services [2]:






Infrastructure as a Service (IaaS): The layer of IaaS can be further divided into three sub-layers.
On the sub-layer closest to the hardware is the Resource Set, which provides both physical and
virtual resources as services. On the second sub-layer, three Basic Infrastructure Services (BIS),
computational, storage and network are offered. High Infrastructure Services(HIS) belong to the
highest sub-layer and are built on top of BIS components. Technologies operate on this layer
include Amazon EC2, GoogleFS and Google Bigtable.
Platform as a Service (PaaS): The layer of PaaS can be categorized into Programming
Environments and Execution Environments, which can be represented by Django framework and
Google’s App Engine respectively.
Software as a Service (SaaS): The layer of SaaS includes all the software and applications that run
on the Cloud and provide direct services to the end users, which can be further categorized into
Basic Application Services and Composite Application Services. Examples of SaaS could be Google
Docs and Auciti’s Hangout.

Another type of Cloud that we are interested in is the Telecommunication Cloud, which is quite
different from the standard cloud [3]. The Telecom Clouds have higher requirements on reliability,
performance and security since they support also mission critical activities. This puts severe demands
on SLA (Service-level Agreement) fulfillment and hence it is important to address the challenges
related to real-time service assurance, quality-of-service prediction and anomaly detection.

2.2 Virtualization and Docker container
Virtualization concept was first introduced in 1960s by IBM’s mainframe computers [7]. It is a
technology that aggregates or partitions hardware resources to provide one or more operating
environments. Historically, it can be categorized according to on which level the aggregation or
partition happens, e.g. instruction set level, hardware level, operating system level, application level,
etc.
Nowadays, virtualization is one of the driving technologies behind the fast development of Cloud
Computing. Virtualization solutions are categorized according to what kind of resource it virtualizes
and provides to the users. For instance:


Server Virtualization: Abstracting the hardware and system resources from the host operating
system or directly from the hardware to enable multiple guest operating systems (or applications)
running on a single physical machine.
5




Network Virtualization: Reproducing the physical network in software by combing different
hardware and software network resources into one single software-defined entity.
Storage Virtualization: Abstracting the storage resources inside the physical machines and
aggregating them into a storage pool that normally provides higher performance and enhanced
security and reliability.

It is obvious that virtualization helps consolidate servers, improve the efficiency of resource
provisioning, maximize server utilization and reduce capital costs. This technology also makes it easy
for the developers and service providers to do sandbox testing, application/software managements
and fast deployment of services.
In this thesis project, we are mostly interested in server virtualization in Linux environments (Ubuntu),
whose goal is to allow several different applications to run on a single physical server without
interfering with each other. In the following part, we focus on two mainstream technologies in the
category of server virtualization. One is the Virtual Machine (VM) and the other is the Linux container.
A Virtual Machine is a hardware-level virtualization technology. It uses Hypervisors or so called
Virtual Machine Monitors (VMM) to partition and manage the hardware resources and to allow the
running of multiple guest operation systems (OS) [51].
Type-1 hypervisors work directly on the hardware to control the resources and to manage the guest
OSes. Examples of type-1 hypervisors could be Xen and Microsoft Hyper-V. Type-2 hypervisors run on
the operating system and abstract guest OSes from the host OS. VirtualBox and VMware Workstation
are typical type-2 hypervisors.
One of the advantages of using hypervisors is that it allows you to run a full operating system on top
of the host OS. The guest OS can be almost any operating system that is available on the market. The
downside is performance. Since the hypervisor introduces an extra abstract layer between the
hardware and the operating system, it causes performance degradation by introducing extra
overheads.
Container based virtualization is an emerging technology that draws the attention from both industry
and academia [52]. Unlike hypervisors, containers are based on OS-level virtualization, which brings a
limitation that the containers have to run the same kernel as the host OS.
Linux Containers use kernel namespaces and control groups for isolation and resource control. Since
there is only one kernel in a containerized Linux system, there will be only one level of resource
allocation and scheduling, which makes container based virtualization more efficient and introduces
less overhead (start and shutdown time, CPU and memory usage, and etc.) compared to hypervisors.
Fast scalable deployment and high performance are two main reasons why people choose containers
over hypervisors.
Docker is a well-known representative of Linux container [6] [9]. It provides a set of easy to use tools
and a special image format to manage containers in Linux environments.
Docker uses namespaces to provide isolated workspaces. For each container, it has its own
namespaces for processes, network interfaces and mount points etc. Control groups are also applied
6

to introduce additional isolation for hardware resources. Users could set limits or allocate resources
of CPU, memory and Block devices to each container.
Besides, Docker also takes advantage of union file systems that operate by creating layers. It allows
the reuse of existing layers among different containers in order to reduce storage spaces and
accelerate the building of container images.
Docker is designed to simplify the procedures for building, shipping and running of applications.
Developers can package all the binaries and dependencies for a certain application into a container
image and distribute it while it is assured that the application can run in any Linux machines that
support the Docker container regardless of the different configurations.
A performance comparison between Virtual Machines (KVM) and Linux containers (Docker) is
available in [10]. It reports performance tests in terms of CPU, Memory, Network, Block I/O as well as
usage models like Redis and MySQL. The results show that, for CPU and memory performance, both
KVM and Docker add negligible overhead (except in extreme cases).
When it comes to I/O, there is no doubt that KVM introduces much higher overhead than Docker
does and it is also important to point out that the AUFS used by Docker introduces significant higher
overhead than Docker data volume does. One last thing worth mentioning is that Docker’s default
virtual Ethernet bridge (docker0) also introduces overhead when the packet rate is high but the
situation can be improved by using directly the host networking.

2.3 Video-on-Demand
In principle, Video-on-Demand (VoD) allows its clients to play a video content according to his/her
wishes and the content can be selected from the playlists provided by the VoD service provider.
Examples of famous VoD service providers including Netflix and YouTube.
A VoD service streams the video to the client’s equipment or it operates by downloading the video to
the user. Normally, downloading a video requires a long transmission time and a big storage space.
Further, the user must wait until the full video is available. However, video streaming allows users to
watch the video while downloading, assuming transmission and decoding is performed in real time.
Comparing to downloading, video streaming has an obviously higher demands on the server and
network aspects so the Quality of Service (QoS) prediction is even more critical in such a case
because we need to somehow guarantee the Quality of Experience (QoE) in order not to violate the
SLAs.
One of the easiest ways for building a customized VoD system is to use VLC [66]. It is an open-source
and cross-platform software that can be used as either a media player or a stream media server. It
supports various codecs and can perform audio and video transcoding.

2.4 System Monitoring and OAM Data Collection
In this master thesis project, we try to build prediction models to infer service-level metrics from
device statistics. The X feature space of the prediction model includes the device statistics regarding
the server machine and the Docker containers running inside it, while the Y feature space consists of
different service-level metrics of a VLC client.
7

On the server machine, we aim to collect a large set of device statistics in order to avoid a thorough
understanding of all the detailed interactions in the system.
First, for the machine-level statistics, there are plenty of ways or system monitoring tools in Linux
that could be used to collect the data that we are interested in. Among them, the /proc filesystem is
the most basic way that one can think of [16]. It is a pseudo-filesystem that mounts at /proc, which
provides information about the system and various processes running on it. Files in the
subdirectories are all in plaintext that makes them easy to read and write.
A more advanced tool is called SAR, which is a utility from the sysstat package [17]. SAR reads out
metrics regarding CPU, memory, disks, interrupts, network interfaces, TTY, kernel tables and etc.
from the /proc filesystem. It computes aggregated statistics over a configurable interval and provides
an easy to use command line interface for data retrieving, storage and parsing.
Second, for the container-level statistics, while there are several online container monitoring services
like Scout [22] and Data Dog [23], only limited options are provided when comes to local container
stats monitoring since Docker has been only out there for a very short time. The work in [25] gives an
introduction on how to gather container-level statistics manually from the pseudo-filesystem
exposed by control groups as well as how to use iptables to retrieve network metrics [26]. As for the
ready-to-use tools for local container stats monitoring, one possible choice is the CAdvisor developed
by Google [24]. It focuses on providing a graphical user interface for monitoring the resource usage
and performance characteristics of running containers as well as the machine itself. It can support
different types of containers including Docker. Since it also provides a REST API for retrieving detail
statistics of each container, it can be used in our project. However, at the time we were evaluating
this option, it still had an instability issues in retrieving cgroup statistics [27] for the containers as well
as potential memory leakage problems.
The other choice is the native REST API provided by the Docker daemon. Through the container stats
endpoint of the Docker REST API, we can have live streams of the container resource usage statistics
for each running container, which include information regarding CPU, memory, block I/O and
network. Comparing to the CAdvisor, one problem of the stats endpoint is that it does not report
cgroup statistics, which show the number of processes in different stats for each container. To make
up for such a deficiency, one can retrieve cgroup statistics directly by communicating with the netlink
socket of the Linux kernel [38].
Third, in this project, we are also interested in measuring the round trip time between the server and
the client. Based on the measured results, we want to calculate the delay introduced by the
virtualization layer (virtual Ethernet bridge) as mentioned in [10] and [20]. Also, we want to study the
effect of the artificial load created by the load generator on the performance of the network links
between the server and the client. There are several common protocols for this kind of active
measurements, such as IETF TWAMP [18] [19] and IETF ICMP [21].

2.5 Machine Learning
Machine Learning, also known as Statistical Learning, refers to a set of tools used for data analysis
and data understanding [58]. In general, it can be categorized into Supervised Machine Learning or
Unsupervised Machine Learning. In supervised cases, the provided data contains both input features
8

and the corresponding responses, and they can be used to study the underlying relationships
between inputs and outputs or be used to train models for predicting the outputs of future
observations. However, in unsupervised cases, only input features are provided and the target is
usually to study the relationships between the input features or between different observations.
Furthermore, based on whether the response values are quantitative or qualitative, we can
categorize the learning methods into regressions or classifications. Regression methods are used to
predict quantitative outputs like a person’s age or salary, while classification methods are used to
predict qualitative outputs like a person’s gender (M or F) or blood type (A, B, AB or O). Most of the
learning methods can be implemented in either problems or have a different version for each
problem.
We can further classify the supervised learning methods into linear or non-linear ones based on the
relationship between the input features and the response. Examples of linear methods are Linear
Regression and Logistic Regression, and examples of non-linear methods are Random Forests and
Support Vector Machine.
In the following part, we are going to mention some of the most popular offline machine learning
methods [28]:












Linear Regression: It models the relationship between the inputs X and output Y as a linear
function and the coefficients for the function are derived so that the 𝑅𝑆𝑆 (squares of the
residuals) are minimized.
Lasso Regression: It is a variant of Linear Regression and tries to minimize the sum of RSS
and an additional penalty formula. Such a penalty introduces constrains on the model
coefficients and has function of variable selection since some of the coefficients can go to
zero. Comparing with Linear Regression, Lasso Regression generates models that are easier
to interpret.
Logistic Regression: It is a basic classification method and uses logistic function to model the
relationship between X and Y. The coefficients are chosen to maximize the likelihood
function. The outputs of the method show the probabilities that an observation would fall in
one of the K classes.
K-Nearest Neighbors: It does regression and classification based on the K training
observations that are closet to the test observation. For classification problems, the output
label is a majority vote of these neighbors and, and, for regression problems, the output
value will be the average of the values of these K closest neighbors.
Regression and Classification Tree: Tree based methods use recursive binary splitting, which
is a top-down and greedy approach, to split the input feature space into K distinct and nonoverlapping regions. The split is performed to minimize the RSS of the resulting tree. The
prediction performed by such a tree is simply the mean response value of the training
observations in the region that the test observation belongs to, or the most commonly
occurring class of the training observations in the region that the test observation belongs to.
Random Forest: It is an improved method over bagged trees [68]. The predicted response of
Random Forest is an average of predictions (or a majority vote) made by various different
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trees. Such a tree is constructed in a way that a randomly sampled and reduced feature set is
used as candidates for each split.
Support Vector Machine (SVM): It uses one or more hyperplanes to do predictions. The
hyperplanes are calculated so that they maximize the margin within a given budget for the
training observations. It also takes advantage of kernels to enlarge the feature spaces and to
solve problems with non-linear boundaries. It is originally used for classification problems but
there also exists Support Vector Regression (SVR) methods that are suitable for regression
problems.

What we discussed above all belong to the category of offline learning methods. Recently, online
learning, also known as stream mining, is an emerging topic [57]. Unlike offline learning, in online
learning, you do not get all the training observation dataset at once, the prediction model needs to
be updated once a new observation, which includes the newly collected X and Y, arrives and the time
spent on processing each data sample should be limited.
Generally, there is always a loss function in an online learning method that represents the difference
between the predicted response and the true response of a certain observation. The goal of the
learning method is to train a model that minimizes the empirical risk, which for example can be the
sum or the average of the losses on the training set. Online learning solves the concept drift problem
or deals with storage limitations.
The problem of concept drift refers to the behavior that the data distribution changes dynamically
over time, usually in an unpredictable way [53]. The model prediction accuracy will degrade if the
method used to build the prediction model does not have a mechanism to detect such a change and
adapt the model accordingly.
There are mainly two types of concept drift. First, the real concept drift occurs when the conditional
distribution of the model output given the input features is changing over time. The second one is
the virtual concept drift, where the distribution of the input features is changing while it does not
affect the conditional distribution of the model output given the input features.
Most online learning methods have mechanisms to deal with the problem of concept drift, which aim
at detecting the changes and adapting the models to the changes as soon as possible while still being
robust to noise. In the following part, we are going to mention some well-known online learning
methods:
Very Fast Decision Tree (VFDT) [54]: It is an online learning algorithm based on Hoeffding Tree,
which is used to create a decision tree by reading each data observation only once. It uses Hoeffding
bound to guarantee that the constructed tree has high asymptotic similarity to the tree built using
conventional batch algorithm. Such an algorithm is mainly used for classification problems.
Fast Incremental Model Tree with Drift Detection (FIMT-DD) [55]: It is an online learning algorithm
for building a regression tree. As the name implies, it has an explicit concept drift detection
mechanism that can detect the changes and update the tree structure accordingly. It is based on
Hoeffding bound and uses Standard Deviation Reduction (SDR) to choose the best split on each tree
node. In addition, it takes advantage of Extended Binary Search Tree Structure (E-BST) to handle the
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numeric attributes in the regression tree leaves, which also reduces the memory and computation
cost. In terms of model accuracy, it is competitive with most of the batch algorithms.
Adaptive Model Rules (AMRules) [56]: This algorithm learns regression rules sets from data streams.
It uses SDR to select the best attribute for rule expansion. It supports both ordered and unordered
rules and each rule contains a linear model. The prediction is based on either the mean of the target
attribute or the linear combination of various independent attributes. The algorithm uses PageHinckley (PH) test for concept drift detection.
Online Accuracy Update Ensemble (OAUE) [60]: It is an ensemble method that combines
incremental stream classifiers with block-based weighting mechanisms. The component classifiers
are updated for each coming data sample and OAUE algorithm continuously reconstructs the
ensemble by replacing the weakest perform classifier with new created ones. It can be used to mine
concept drift data streams with high accuracy.
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3 Related Research
In the area of network management, machine learning and statistical methods are widely used for
Quality of Service (QoS) / Quality of Experience (QoE) prediction, performance degradation
localization and resource scaling. There is plenty of work in the literature that uses various methods
to achieve specific goals. Some of this literature is reviewed in the following subsections.

3.1 Quality of Service / Quality of Experience Prediction
Balachandran et al. [30] use decision trees to develop a prediction model for the user engagement
(represent by different classes) as a function of various quality metrics, for instance, buffering rate
and bitrate. Such a model can be used to tune the video playing system according to the quality
metrics to maximize user engagement. Besides, it also shows that information gain can be used to
identify factors that have a non-trivial impact on engagement other than existing quality metrics.
Khan et al. [31] propose a model based on Adaptive Neural Fuzzy Inference System (ANFIS) to predict
the video quality over WLAN and UMTS networks in terms of Mean Opinion Score (MOS) for both
MPEG4 and H.264 video streaming. The input features are application and physical layer parameters
and the output is the MOS. It is a regression problem and the results show that Content type is the
most important QoS parameter.
Handurukande et al. [32] use a service model based approach with a data mining method to monitor
QoS. In the experiments, the Data Mining Engine uses QoS values (QoS Choppiness in VLC) and NKPIs (Network metrics) values in the reports sent by the “smart” devices to build a data model
mapping N-KPIs to QoS values. First, in the preprocessing step, correlation matrix is used to choose
the most correlated features. In the learning phase, SVR is used for regression and cross validation is
used for choosing the optimal parameters for SVR.
Menkovski et al. [33] propose an approach that uses machine learning techniques to develop QoE
prediction models that try to build the relationship between QoS metrics (video stream and network
related metrics) and real-time user feedback (MOS). Two online learning algorithms, Hoeffding Trees
and Oza Bagging, are used. The experiment results show both methods give high prediction
accuracies while the ensemble approach (Oza Bagging) gains accuracy faster and has lower standard
deviation of accuracy. For the tests with concept drift, still, the ensemble method is shown to be
more robust and adaptable.
Menkovski et al. [34] build prediction models for classifying users’ QoE (“acceptable” or “not
acceptable”) based on QoS metrics. Both SVM and Decision Trees are used to train the model. The
experiment results show that Decision Tree provides higher classification accuracy. It also proposes
that such a model is suitable for online learning algorithm like Hedge β, which is an ensemble
method and is based on weighted voting. Besides, in this paper, a guided reduction process,
Boundary Proximity reduction method, is also introduced, which does the reduction by removing first
the data furthest from the boundary. By implementing guarded reduction, even 2% of the data
points can provide a prediction accuracy of 90%.
Johnsson et al. [37] propose a method for performance degradation localization to determine where
the QoS violations occur. It works at the network level, takes advantage of the knowledge of network
topology to integrate measurement results in an online manner and provides lower computation
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complexity. The authors perform an evaluation of this method on tree topologies. The results show
that it is 3-10 times faster for localization in many cases compared to previous methods. It also
removes the need for configuring alarm thresholds. The efficiency of the algorithm is dependent on
the exact position of the degradation in a tree topology.

3.2 Resource Scheduling
In Cloud systems, proper resource allocation is critical in order to avoid both under-provisioning and
over-provisioning of the resources. The author in [35] proposes a lightweight elastic resource
allocation approach called PRESS, which does not require advance application profiling, model
calibration or deep understanding of the application.
PRESS uses signature-driven resource demand prediction for workloads with repeating patterns. Fast
Fourier Transform is implemented to find the signature pattern and Dynamic Time Warping is
implemented to determine the alignment. Then, the state-driven resource demand prediction is used
if no repeating patterns are found. In state-driven resource demand prediction, discrete-time Markov
Chain with a finite number of states is used. In the experiments, the PRESS is compared with other
methods like Mean, Max, Histogram, Auto-correlation and Auto-regression. The results show that
PRESS does better for both over- and under-estimation errors, and achieves better service provider
profitability than others.
The work in [36] proposes a linear regression model to predict the workload of service clouds and
presents an automatic scaling approach that combines the real-time scaling and the pre-scaling. For
the workload prediction model, the author chooses a linear regression model with sliding window
since the workload trend is linear in a relatively short period of time.
For auto-scaling algorithm, it takes the scaling cost (SC) into consideration and preform scaling in two
levels, self-healing and resource-level scaling. Pre-scaling is based on the prediction it made and its
aim is to find an optimal combination of virtual resources to handle increased requests while the
scaling cost should be kept minimum. In the experiments, the author compares their Auto-Scaling
strategy with two other strategies, Horizontal Scaling and Lightweight Scaling. The results show that
the Lightweight Scaling and the Auto-Scaling are similar in resource usage and costs but the latter
achieves a lower SLA violation.

3.3 Previous work in the REALM project
The results in [1] and [59] show the capability of applying machine learning methods to predict
service-level metrics using device statistics for a VoD service on a single non-virtualized server. The
experiments compare the prediction performance of various models built upon two different feature
spaces and different machine learning methods.
These experiments give results in different aspects. First, for the X feature space, Xsar provides better
prediction accuracy than Xproc because the native /proc filesystem includes a lot of counters while the
feature set from SAR contains no counters but aggregated metrics. Secondly, among the machine
learning methods that are tested in these experiments, the models built by Radom Forest give the
best prediction performance with errors below 15% for all three Y metrics. Furthermore, the results
also show that with such a method it is possible to do cross data-trace prediction that learns from
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device statistics of one data trace and predicts metrics for another data trace though it suffers from
relatively high errors.
Further, in [69], Ahmed et al investigate online machine learning techniques to compensate for
concept drift in these traces.
In [49], Yanggratoke et al. extend the testbed to run the VoD service using a server cluster and
address the problem of predicting service metrics for cluster-based VoD service in real-time. They run
various experiments on the cluster-based testbed and carry out their evaluations and investigations
in the following order. They start from batch learning on collected data traces, to online learning on
collected data traces, and finally to real-time learning on live statistics. In addition, they propose the
design and implementation of the Real-Time Analytics Engine that works in a non-virtualized
environment, which can be used for real-time experimentation and demonstration purposes.
According to their evaluation results, the random forest models always provide the best prediction
accuracy, with 14% or better for video frame rate and audio buffer rate, and 28.5% or better for
network read rate. They also show that feature-set reduction can not only reduce the model training
time but also improve model prediction accuracy.
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4 Design and Implementation of the Testbed
4.1 General Introduction
In order to conduct various experiments and achieve the objectives of this thesis, we design and
implement a testbed, which provides a controlled environment for experimentation. Using the
testbed, it is possible to investigate the basic problems using a simple setup, avoiding unrelated
processes that introduce noise to the system. Over time, this simple testbed is adapted and changed
depending on the research questions addressed. For example, we can enable or disable the
containerized VoD servers to study the impact of the new virtualization layer, which is the main
research question studied in this thesis.
The testbed mainly has three physical machines, which includes a server machine hosting several
VoD servers, a client machine that runs VLC client sessions and a load generator that creates an
aggregation of user requests for a group of artificial clients according to a preconfigured load pattern.
All the three physical machines run Ubuntu 14.04 LTS. Table 4.1.1 lists the specifications of these
machines.
Vendor
CPU
RAM
Network link

Server
HP
2 * Quad-core AMD
Opteron Processor 2352
32GB
1Gb Ethernet

Client 1
HP
1 * Intel Xeon CPU E5450

Load Generator
HP
1 * Intel Xeon CPU E5450

32GB
1Gb Ethernet

32GB
1Gb Ethernet

Table 4.1.1 Testbed specifications

Figure 4.1.1 shows the basic setup of the virtualized testbed for the experimentations. It runs four
VoD Servers in four separate containers for the virtualized setup. For the non-virtualized setup, the
only difference is that the VoD servers run directly inside the operating system (OS) of the server
machine instead of inside Docker containers.

Figure 4.1.1 Setup of the testbed with containerized VoD servers

15

The server machine stores the ten most popular YouTube videos in 2013. The four VoD servers are
preconfigured to provide VoD services through HTTP streaming. The server machine will serve the
requests from both the client machine and the load generator during the experiments.

4.2 Design and Implementation of Different Components in the Testbed
This section introduces the various components deployed in the machines in order to carry out the
experiments for data collection.
The server machine has two main components. One is the group of VoD servers and the other is the
set of sensors for collecting device statistics from both machine level and container level.
The client machine has one main component, a service-level metrics sensor, which is built based on
an instrumented VLC client, for providing various service-level metrics.
The main component inside the load generator machine is a script that can be used to generate load
according to certain load patterns and the specified parameters.
The components are described in more detail in the following subsections.
4.2.1

VoD Server

Figure 4.2.1 The architecture of VoD server

We build the VoD server based on the ideas introduced in [11] and [12]. It consists of two parts. The
first part is an Apache web server (v2.4.7) [13], which is used for HTTP streaming, and the second
part is the FFmpeg library (v2.6.1) [14], which is used for audio and video transcoding. In the nonvirtualized setup of the server machine, we run multiple VoD servers with the same configuration
except they listen on different ports directly inside the OS, while, in the container based virtualized
setup, each of the VoD servers runs in a separate Docker container and all the servers are configured
to listen on different ports. All the containers are created using the same customized Docker image
built especially for the VoD service.
When a client sends a request of a specific video to the server, the web server will call the FFmpeg
library to start reading and transcoding of the video file according to the configuration. The web
server immediately pushes the output back to the web server, which is then sent to the client using
the HTTP protocol.
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We use Docker Engine v1.5 to build and run our containers. The customized VoD server Docker
image is built based on Docker image “tutum/apache-php” from the Docker Hub [43].
4.2.2

Sensors on the Server Machine

Figure 4.2.2 Design of the SAR sensor and the container statistics sensor

There are three sensors on the server machine. Each collects different device statistics. For the
machine-level statistics, based on the results from [1], we decide to build the sensor using SAR
instead of directly reading out metrics from /proc fielsystem. As evident in [1], SAR offers a more
suitable feature space, which allows for better prediction performance.
As for the container-level statistics, we build a customized sensor to read out two parts of statistics.
The first part includes the CPU, memory, block I/O and network information from the “stats”
endpoint of the Docker Deamon’s REST API. The second part contains the cgroup statistics from the
generic netlink family of the netlink socket.
Besides, we also build a Round-Trip-Time Sensor to measure the network delay between the server
and the client. We choose to use ICMP protocol for its simplicity even if TWAMP and its many addons are becoming increasingly popular in the telecom industry.
1. SAR Sensor: As the left side of Figure 4.2.2 shows, we use SAR as a tool to collect machine-level
statistics from the Linux kernel every second. The collected data is stored into a data file in binary
format. At the end of the data collection, the data inside the file is read and parsed into csv
format by a customized SAR parser and sadf [37].
We use SAR from package sysstat 10.0.3 in the SAR sensor and it is configured to report all
system activities available.
2. Container Statistics Sensor: As the right side of Figure 4.2.2 shows, this sensor read out
container-level statistics from two sources every second. One is the “stats” endpoint of the
Docker daemon’s REST API and the other is the generic netlink family of the netlink socket. The
data from the two sources are first stored in files during the data collection period. Afterwards,
they will be parsed into csv format using a customized container statistics parser.
We use two python libraries to build our customized container statistic sensor. The first one is
Requests, which is used to communicate with Docker deamon’s REST API through the HTTP
protocol [40]. The second one is gnlpy.taskstats, which is used to communicate with the netlink
socket interface of the Linux kernel [41].
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3. RTT(Round-Trip-Time) Sensor: This sensor simply calls the ping command to send ICMP echo
packets to the client side, waits for the ICMP reply packets and reports the round trip time [42].
4.2.3 Service-Level Metrics Sensor
The service-level metrics sensor on the client machine contains an instrumented VLC client and a VLC
parser. The instrumented VLC client is based on VLC v2.1.3. During the data collection phase, it
outputs the name and the timestamp of the events that are related with different service-level
metrics. Then, at the end of data collection, a VLC parser will use these outputs to calculate the
different service-level metrics every second.
4.2.4 Load Generator
The load generator in the testbed uses a python script to create artificial loads, which is similar to the
one used in [1]. In the experiments, it is used to create three different load patterns, namely
constant-load pattern, periodic-load pattern and flashcrowd-load pattern.
Constant-load pattern: the load generator creates λ concurrent clients and they will remain active
for μ minutes.
Periodic-load pattern: the load generator creates clients following a Poisson process with an arrival
rate that starts at 𝜆0 clients/minute and changes according to a sinusoid function with a period of 60
minutes and amplitude of A clients/minute. The load generator terminates a client every one minute.
At a certain time point 𝑡, the arrival rate 𝜆𝑡 is calculated as
2𝜋

𝜆𝑡 = 𝜆0 + 𝐴 × sin [ 𝑇 (𝑡 − 𝑡0 )]

(1)

where 𝑇 = 60 𝑚𝑖𝑛 and 𝑡0 is the time when the load generator starts.
Flashcrowd-load pattern: the load generator creates and terminates clients according to a flash
crowd model described in [44]. The creation of clients follows Poisson process with an arrival rate
that starts at 𝜆0 clients/minute and peaks at flash events, which are randomly created at a rate of 10
events/hour. At each flash event, the arrival rate linearly increases 10-fold to (10* 𝜆0 ) clients/minute
within one minute and remains at this level for one minute. Then it linearly decreases to 𝜆0
clients/minute within 4 minutes. The load generator terminates a client every one minute.
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4.2.5

General behavior of the Server Machine

Figure 4.2.3 The first and second plot show the utilization of CPU, memory and network interface versus the number of
clients (𝝀) connected of containerized or non-containerized VoD servers. The last plot shows the average Round Trip
Time (RTT) measured inside the container or outside the container in every minute between the server machine and the
client machine during a period of 15 minutes.

We evaluate the general behavior of the server machine by creating different numbers of concurrent
VoD streaming sessions using the load generator. We try two different setups of the VoD servers,
virtualized setup and non-virtualized setup. From the first two plots shown in Figure 4.2.3, we find
that, for both setups of the VoD servers, the server machine is saturated in terms of CPU resources
when 𝜆 > 17, while, at the same time, the memory utilization and the network interface utilization
are still much lower than their upper limits.
These results indicate that (1) the container-based virtualization adds negligible overhead to CPU and
memory in the testbed and (2) the VoD servers are CPU intensive, which is mainly because of the onthe-fly CPU intensive transcoding of audio and video streams. In addition, if we look at the plot of
average round trip time, we could find that the container based virtualization with a virtual Ethernet
bridge increases the network delay by a visible amount, around 80ms in average for our cases. This is
in line with round-trip time impact for VMs investigated in [20].
Finally and more importantly, we also want to point out that the clients experience variations (mainly
degradations) in the service qualities for the VoD service when the CPU resources are fully saturated
(𝜆 > 17) on the server machine. During the experiments introduced in the following sections, the
average number of clients (L) that make requests to the server machine, based on Little’s theorem
(L = λ × ω) , varies from 1 to around 41 in different load patterns ( ω
always equals to 1 min in our setups). However, we do not show the resource utilizations for 𝜆 >
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20 here since the saturations in other resources (mainly memory and network interface utilization)
haven’t been observed as the number of clients increases.
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5 Experimentation
5.1 Setups of the Experiment
Name of the Scenario

Configuration of the server machine and the client machine

Load Pattern & patameters

𝑃𝑒𝑟𝑖𝑜𝑑𝑖𝑐_𝑁𝑜𝑛 − 𝑉𝑖𝑟𝑡𝑢𝑎𝑙𝑖𝑧𝑒𝑑

Non-containerized servers; One client machine with a buffer size of 1 second

Periodic: λ0 =26 and A=15

𝑃𝑒𝑟𝑖𝑜𝑑𝑖𝑐_𝑉𝑖𝑟𝑡𝑢𝑎𝑙𝑖𝑧𝑒𝑑

Containerized servers; One client machine with a buffer size of 1 second

Periodic: λ0 =26 and A=15

𝐹𝑙𝑎𝑠ℎ𝑐𝑟𝑜𝑤𝑑 _𝑁𝑜𝑛 − 𝑉𝑖𝑟𝑡𝑢𝑎𝑙𝑖𝑧𝑒𝑑

Non-containerized servers; One client machine with a buffer size of 1 second

Flashcrowd: λ0 =10

𝐹𝑙𝑎𝑠ℎ𝑐𝑟𝑜𝑤𝑑 _𝑉𝑖𝑟𝑡𝑢𝑎𝑙𝑖𝑧𝑒𝑑

Containerized servers; One client machine with a buffer size of 1 second

Flashcrowd: λ0 =10

𝑃𝑒𝑟𝑖𝑜𝑑𝑖𝑐_𝑉𝑖𝑟𝑡𝑢𝑎𝑙𝑖𝑧𝑒𝑑_𝐶𝑃𝑈
𝐹𝑙𝑎𝑠ℎ𝑐𝑟𝑜𝑤𝑑_𝑉𝑖𝑟𝑡𝑢𝑎𝑙𝑖𝑧𝑒𝑑_𝐶𝑃𝑈
𝑃𝑒𝑟𝑖𝑜𝑑𝑖𝑐_𝑉𝑖𝑟𝑡𝑢𝑎𝑙𝑖𝑧𝑒𝑑_𝐶_𝐵𝑢𝑓𝑓𝑒𝑟
𝐹𝑙𝑎𝑠ℎ𝑐𝑟𝑜𝑤𝑑_𝑉𝑖𝑟𝑡𝑢𝑎𝑙𝑖𝑧𝑒𝑑_𝐶_𝐵𝑢𝑓𝑓𝑒𝑟
𝑃𝑒𝑟𝑖𝑜𝑑𝑖𝑐_𝑉𝑖𝑟𝑡𝑢𝑎𝑙𝑖𝑧𝑒𝑑_𝐿𝑜𝑤𝐿𝑜𝑎𝑑
𝐹𝑙𝑎𝑠ℎ𝑐𝑟𝑜𝑤𝑑_𝑉𝑖𝑟𝑡𝑢𝑎𝑙𝑖𝑧𝑒𝑑_𝐿𝑜𝑤𝐿𝑜𝑎𝑑

Containerized Servers; Each container can only access two dedicated cores; One
client machine with a buffer size of 1 second
Containerized Servers; Each container can only access two dedicated cores; One
client machine with a buffer size of 1 second
Containerized Servers; Two client machines: Client 1 with a buffer size of 30
seconds and Client 2 with a buffer size of 1 second
Containerized Servers; Two client machines: Client 1 with a buffer size of 30
seconds and Client 2 with a buffer size of 1 second

Periodic: λ0 =26 and A=15
Flashcrowd: λ0 =10
Periodic: λ0 =26 and A=15
Flashcrowd: λ0 =10

Containerized Servers; One client machine with a buffer size of 1 second

Periodic: λ0 =22 and A=12

Containerized Servers; One client machine with a buffer size of 1 second

Flashcrowd: λ0 =5

Table 5.1.1 Summary of the configurations of the experiments

We design and conduct a series of experimental scenarios to study the research problems targeted in
this thesis. Each experiment represents one scenario, which has a specific configuration on the
testbed. We sum up the characteristics of the different experimental scenarios in Table 5.1.1. Data
traces will be collected from these experiments for further analyses, model building and evaluation.
We divide the ten different experiments into two groups. The first group of experiments includes
four basic scenarios, 𝑃𝑒𝑟𝑖𝑜𝑑𝑖𝑐_𝑁𝑜𝑛 − 𝑉𝑖𝑟𝑡𝑢𝑎𝑙𝑖𝑧𝑒𝑑 , 𝑃𝑒𝑟𝑖𝑜𝑑𝑖𝑐_𝑉𝑖𝑟𝑡𝑢𝑎𝑙𝑖𝑧𝑒𝑑 , 𝐹𝑙𝑎𝑠ℎ𝑐𝑟𝑜𝑤𝑑_𝑁𝑜𝑛 −
𝑉𝑖𝑟𝑡𝑢𝑎𝑙𝑖𝑧𝑒𝑑 and 𝐹𝑙𝑎𝑠ℎ𝑐𝑜𝑤𝑟𝑑_𝑉𝑖𝑟𝑡𝑢𝑎𝑙𝑖𝑧𝑒𝑑 . With results from these experiments, we build
prediction models to study the problems of whether we can predict service-level metrics from device
statistics from a container based environment for a VoD service, and whether the additional
virtualization layer will influence the performance of the prediction models.
We conduct these experiments with two different load patterns to see whether the results will
change under different load types. For each load pattern, two experiments, one with containerized
VoD servers and one with non-containerized VoD servers, are conducted in order to compare the
model prediction performance with or without the additional virtualization layer in the server
machine.
In addition, we use data traces from these four scenarios to study the performance of the models
built using different X feature spaces, different preprocessing techniques and different machine
learning methods in order to find the method that gives the best prediction accuracy for the three
service-level metrics.
We report the detailed setups of the four basic scenarios as follows:
𝑃𝑒𝑟𝑖𝑜𝑑𝑖𝑐_𝑁𝑜𝑛 − 𝑉𝑖𝑟𝑡𝑢𝑎𝑙𝑖𝑧𝑒𝑑: In this scenario, we do not introduce the virtualization layer. Instead,
we run four VoD servers directly in OS, as a non-virtualized setup. The load generator creates a
periodic load with λ0 =26 and A=15.
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𝐹𝑙𝑎𝑠ℎ𝑐𝑟𝑜𝑤𝑑_𝑁𝑜𝑛 − 𝑉𝑖𝑟𝑡𝑢𝑎𝑙𝑖𝑧𝑒𝑑: In this scenario, we also run four VoD servers directly in OS but
the load generator creates a flashcrowd load with λ0 =10.
𝑃𝑒𝑟𝑖𝑜𝑑𝑖𝑐_𝑉𝑖𝑟𝑡𝑢𝑎𝑙𝑖𝑧𝑒𝑑: In this scenario, we create and run four containers using the customized
Docker image for the VoD Servers. The load generator creates a periodic load with λ0 =26 and A=15.
𝐹𝑙𝑎𝑠ℎ𝑐𝑟𝑜𝑤𝑑_𝑉𝑖𝑟𝑡𝑢𝑎𝑙𝑖𝑧𝑒𝑑: In this scenario, we also create and run four VoD server containers but
the load generator creates a flashcrowd load with λ0 =10.

Figure 5.1.1 Testbed setup for 𝑷𝒆𝒓𝒊𝒐𝒅𝒊𝒄_𝑽𝒊𝒓𝒕𝒖𝒂𝒍𝒊𝒛𝒆𝒅_𝑪_𝑩𝒖𝒇𝒇𝒆𝒓 and 𝑭𝒍𝒂𝒔𝒉𝒄𝒘𝒐𝒓𝒅_𝑽𝒊𝒓𝒕𝒖𝒂𝒍𝒊𝒛𝒆𝒅_𝑪_𝑩𝒖𝒇𝒇𝒆𝒓

The second group of experiments includes the six scenarios that are in Table 5.1.1 but have not been
discussed yet. In these scenarios, we change the configurations on each of the machines in the
testbed separately to study the problem of how the performance of the prediction models is
impacted by different testbed setups. We still run experiments with two load patterns to see
whether the results will change. For each load pattern, we conduct three experiments. For the first
experiment, we introduce another client machine (Client 2) that has the same configuration as the
existing one to the testbed, as Figure 5.1.1 shows, and change the configuration on one of the client
machines (Client 1) to enlarge the VLC client buffer size, for both audio and video buffer, from 1
second to 30 seconds. For the second experiment, we change the configuration on the server
machine to enable CPU core allocation, where we allocate two dedicated cores for each container.
For the third experiment, we change the configuration on the load generator machine to lower the
average number of artificial clients created by the load generator. In this thesis, we only study the
scenarios where these three changes are applied in the testbed while there are also other interesting
scenarios and we are going to study them in the future. In the following part, we discuss the detailed
setup of the testbed under the six new scenarios:
𝑃𝑒𝑟𝑖𝑜𝑑𝑖𝑐_𝑉𝑖𝑟𝑡𝑢𝑎𝑙𝑖𝑧𝑒𝑑_𝐶_𝐵𝑢𝑓𝑓𝑒𝑟: In this scenario, we introduce an additional client to the testbed.
Client 1 is configured with a VLC client buffer of size 30 seconds, for both audio and video buffer,
while client 2 is configured with the same buffer size (1 second) as what is used in the previous
experiments. The load generator is configured to create a periodic load with λ0 =26 and A=15, and
the server machine is configured to run containerized VoD servers.
𝐹𝑙𝑎𝑠ℎ𝑐𝑤𝑜𝑟𝑑_𝑉𝑖𝑟𝑡𝑢𝑎𝑙𝑖𝑧𝑒𝑑_𝐶_𝐵𝑢𝑓𝑓𝑒𝑟: In this scenario, we use the same configurations for the
server machine and the client machines as what described for 𝑃𝑒𝑟𝑖𝑜𝑑𝑖𝑐_𝑉𝑖𝑟𝑡𝑢𝑎𝑙𝑖𝑧𝑒𝑑_𝐶_𝐵𝑢𝑓𝑓𝑒𝑟.
The only difference is that the load generator now creates a flashcrowd load with λ0 =10.
𝑃𝑒𝑟𝑖𝑜𝑑𝑖𝑐_𝑉𝑖𝑟𝑡𝑢𝑎𝑙𝑖𝑧𝑒𝑑_𝐶𝑃𝑈: In this scenario, we apply the CPU core allocation on the four VoD
server containers. In the previous setups, all the four containers share the 8 cores on the server
machine. This time, each container is allocated with 2 dedicated CPU cores, i.e. core 0 and core 1 can
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only be used by the container 1, core 2 and core 3 can only be used by the container 2, and so on so
forth. The load generator creates a periodic load with λ0 =26 and A=15 and the client machine is
configured without enlarged VLC client buffer size.
𝐹𝑙𝑎𝑠ℎ𝑐𝑟𝑜𝑤𝑑_𝑉𝑖𝑟𝑡𝑢𝑎𝑙𝑖𝑧𝑒𝑑_𝐶𝑃𝑈: In this scenario, we run four VoD server containers and preform the
same CPU core allocation as described previously. The load generator creates a flashcrowd load with
λ0 =10 and the client machine is configured without enlarged VLC client buffer size.
𝑃𝑒𝑟𝑖𝑜𝑑𝑖𝑐_𝑉𝑖𝑟𝑡𝑢𝑎𝑙𝑖𝑧𝑒𝑑_𝐿𝑜𝑤𝐿𝑜𝑎𝑑: In this scenario, the load generator creates a lower periodic load
with λ0 =22 and A=12, and the VoD servers are still running inside Docker containers. The server
machine is configured without CPU core allocation and the client machine is configured without
enlarged VLC client buffer size.
𝐹𝑙𝑎𝑠ℎ𝑐𝑟𝑜𝑤𝑑_𝑉𝑖𝑟𝑡𝑢𝑎𝑙𝑖𝑧𝑒𝑑_𝐿𝑜𝑤𝐿𝑜𝑎𝑑: In this scenario, the load generator creates a lower flashcrowd
load with λ0 =5. The server machine is configured to run four containerized VoD servers without CPU
core allocation and the client machine is configured without enlarged VLC client buffer size.
In addition, we would further use the data traces from these ten experiments to study the problem
of using effective methods to reduce the size of the feature set, decrease the model training time
while not degrading the model prediction accuracy.
In general, an experiment run lasts 10 hours. At the beginning of the experiment, the VLC client on
the client machine will start to send a request for a specific video to a specific VoD server on the
server machine. For example, client machine 1 always makes requests of a certain video to server 1
in container 1 in the virtualized setup. In the experiments with enlarged client buffer size, the
additional client 2 always requests the same video to server 3 in container 3. When the video has
played, the client will send a request for the same video to the same VoD server until the end of the
experiment.
Meanwhile, the load generator creates multiple requests of randomly selected videos to randomly
selected VoD servers on the server machine according to the predefined load pattern and the
corresponding parameters. During data collection period of each experiment run, the sensors in the
server machine as well as the instrumented VLC client in the client machine report and store X and Y
metrics every second.

5.2 Data Retrieving
5.2.1 Retrieving Service-Level Metrics
The service-level metrics Y are collected using the service-level metrics sensor on the client machine.
For the VoD service, we are interested in capturing the following three metrics:




Video Frame Rate (frame/sec): the number of displayed video frames per second
Audio Buffer Rate (buffer/sec): the number of played audio buffers per second
Network Read Rate (operation/sec): the number of socket read operations issued by VLC per
second
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5.2.2 Retrieving Device Statistics
The device statistics space X consists of two parts of features. The first part is the features of the
machine-level statistics, which are collected using the SAR sensor. The second part is the features of
the container-level statistics, which are collected using the container statistics sensor. Both sensors
retrieve information from the Linux kernel of the host machine every second.
For the machine-level statistics, SAR will collect information from around 17 different “files” in the
/proc filesystem and perform aggregations according to certain rules. The outputs of the SAR sensor
include statistics related with CPU core utilization, paging, block devices and disks, memory
utilization, network utilization, swap space utilization, kernel tables and etc. In total, the SAR sensor
reports the values of around 630 different features every second.
We deploy one statistics sensor for each container and the statistics of a certain container are
collected from two sources. The first source is the “stats” endpoint of the Docker daemon’s REST API,
which provides information regarding CPU, memory, network and block I/O. The second source is the
generic netlink family of the netlink socket, which reports cgroup statistics regarding the numbers of
tasks running, sleeping, in stopped stat, in uninterruptable stat or waiting on IO currently. We collect
the values of around 80 container-level statistics per container every second. All combined, we got
the values of around 320 container-level features every second.
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6 Model Computation and Results Evaluation
In order to compute the prediction models, we first collect data traces generated under different
experimental scenarios from the testbed. Then we perform one or several data preprocessing
techniques on part of or all of the collected device statistics to create different X feature sets. After
that, we apply three different machine learning methods, namely Lasso Regression, Regression Tree
and Random Forest, on the preprocessed X feature sets with different service-level metrics to build
the prediction models. We compare the prediction capabilities of these models and draw conclusions
afterwards.

6.1 Tools and Packages used
R version 3.2.0 [45] is used for building and evaluating the prediction models. We specifically use the
following packages: glmnet version 2.0-2 [50] for Lasso Regression (regularization parameter=0.02),
tree version 1.0-35 [46] for Regression Tree (mindev=0.004), randomForest version 4.6-10 [47] for
Random Forest (ntree = 200) and FSelector version 0.20 [48] for forward stepwise feature selection.

6.2 Evaluation Method
In this project, we implement the validation set approach, which is a simple and widely used method
for model evaluation. For each experiment, we collect a data trace with around 36,000 samples that
contain X, Y features. According to this approach, we randomly assign each data sample (𝑋𝑡 , 𝑌𝑡 )
from a data trace to either a training set or a test set, compute the models form the training set and
evaluate them using the test set. We randomly assign 70% of the total samples to the training set
and the remaining 30% to the test set, this is best practice [28].
We further compute two metrics to evaluate the models. The first one is the Normalized Mean
Absolute Error (𝑁𝑀𝐴𝐸), which is computed as
1 1 𝑚
( ∑ |𝑦
𝑦̅ 𝑚 𝑖=1 𝑖

− 𝑦̂𝑖 |)

(2)

whereby 𝑦̂𝑖 is the model prediction for the measured service-level metric 𝑦𝑖 of the test set of size 𝑚
and 𝑦̅ is the average of the samples 𝑦𝑖 in the test set. The second metric is the 𝑡𝑟𝑎𝑖𝑛𝑖𝑛𝑔 𝑡𝑖𝑚𝑒, which
is the time it takes to train a model on the training set using certain machine learning methods.

6.3 Preprocessing on the Device Statistics
Features in X space are preprocessed before the model computation to improve the model
prediction accuracy and also the training time. We perform three different preprocessing procedures
in this thesis and will apply them one by one to show their abilities. In general, we call the first
procedure basic preprocessing and it includes calculating derivatives to perform conversions for the
features that are counters, calculating aggregates to create new features that provide additional
information and implementing data cleaning to remove useless features and features that may cause
problems in certain scenarios. The second procedure is data smoothing and it is applied to reduce
the noises for the values of the X features so as to increase the prediction accuracy. The last
procedure is feature selection and it is performed to reduce the dimension of the feature sets. For
most of the machine learning methods, the model training time increases with the number of X
features when the number of data samples is fixed. Thus, an effective feature selection method is
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desirable in order to reduce the model training time while, at the same time, maintain high
prediction accuracy.
6.3.1

Basic Preprocessing: Derivatives Calculation, Aggregates Calculation and Data
Cleaning

Figure 6.3.1 Basic preprocessing for features in container-level feature set and machine-level feature set.

The basic preprocessing procedure includes three different steps, as what shown in Figure 6.3.1. The
first step is derivatives calculation, the second one is aggregates calculation and the final step is data
cleaning.
The first two steps, the calculations of the derivative and the aggregates, are only applied on features
retrieved by the container statistics sensors because the container-level features are mainly counters
that increase monotonically, while the output features of the SAR sensor are already derivatives or
aggregates of the raw metrics reported in the /proc filesystem.
In this thesis project, we distinguish whether a feature is a real counter or not based on its definition
or how it is calculated. This is because, during the experiments, some of the memory related features,
like the features that describe how much memory is used or cached by the server machine or by a
certain container, may look like counters due to the memory leakage problems. The values of those
features usually increase monotonically for most of the time during one experiment run, which make
them looks like counters from the time series plots. Nevertheless, they are not real counters and
hence we call them counter-like features. These features may exist in both machine-level feature set
and container-level feature set, while features that are real counters only exist in container-level
feature set according to [61], [62], [63] and [64], which give the definitions of all the features and
how they are calculated. We treat real counters and counter-like features differently in the basic
preprocessing procedure.
During the first step of derivatives calculation, for the container-level features that are real counters,
we calculate their derivatives as the changes of their values in each second and add these derivatives
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to the container-level feature set. For a certain feature 𝑋𝑖 , its derivative 𝑋′𝑖 at time 𝑡𝑛 is 𝑋′𝑖𝑡𝑛 and are
calculated as
𝑋′𝑖𝑡𝑛 = 𝑋𝑖𝑡𝑛 − 𝑋𝑖𝑡

(3)

𝑛−1

Then, for the second step of aggregates calculation, we aggregate different container-level features
and their derivatives to calculate resource utilizations in percentage for each container, for instance,
CPU and memory utilization in percentage of a certain container. These aggregates are added to the
container-level feature set as well.
As for the final step of data cleaning, we first delete the real counters from the container-level
feature set. Then, we remove features that have non-numeric values, have constant values and
behave like counters (counter-like features) from both machine-level feature set and container-level
feature set.
Features with constant values are removed because they add little information to the machine
learning models used in this thesis. Features with non-numeric values may include important
information but we remove them due to difficulties of automatic parsing. Counters and counter-like
features are removed because they are not suitable for model computation and may cause problems.
One possible problem is building a prediction model using Regression Tree with only those features
in the 𝑋 feature space. The model learns almost nothing from the historical samples in this case
because all the values previously seen by the model will not be seen again in the future unless those
counters or counter-like features hit their limits and start from the initial values again. For reasons
like this, we decide to remove all these features from the 𝑋 feature space, for both machine-level
statistics and container-level statistics.
During the basic preprocessing, for the features collected by the SAR sensor, we only apply data
cleaning on them to remove the features with constant values, the features with non-numeric values,
and the counter-like features. After that, we get a feature set with a size of around 160 features and
we call this feature set 𝑋𝑆𝐴𝑅 . For the features collected by the container statistics sensors, we first
convert the real counters into derivatives using equation 3 and calculate the aggregates afterwards.
Then, we perform the data cleaning procedure to remove the features with constant values, the
features with non-numeric values, the counters and the counter-like features. After that, we get
around 50 features per container and around 200 container-level features in total, which include
those derivatives, aggregates and other useful features that have not been removed. We call the
feature set contains these 200 or so container-level features 𝑋𝑐𝑜𝑛𝑡𝑎𝑖𝑛𝑒𝑟 . We further combine these
two feature sets together to create 𝑋𝑡𝑜𝑡𝑎𝑙 , which consists of features from both the machine level
and the container level.
6.3.2 Data Smoothing
We perform smoothing on the device statistics to reduce noise in order to improve model prediction
accuracy. In detail, we calculate the smoothing average of each feature using their values for the past
𝑟 seconds and we call 𝑟 the smoothing interval. For a certain feature 𝑋𝑖 , its smoothing average at
time 𝑡𝑛 is 𝑋𝑠𝑚𝑎−𝑖𝑡𝑛 and is calculated as
𝑡

𝑋𝑠𝑚𝑎−𝑖𝑡𝑛 =

𝑛
∑𝑚=𝑡
𝑋
𝑛 −(𝑟−1) 𝑖𝑚
𝑟

(4).
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We will apply this smoothing method on features sets 𝑋𝑆𝐴𝑅 ,𝑋𝑐𝑜𝑛𝑡𝑎𝑖𝑛𝑒𝑟 and 𝑋𝑡𝑜𝑡𝑎𝑙 .
6.3.3

Feature Selection

Algorithm 6.3.1 Modified forward stepwise feature selection algorithm using two traces with different load patterns.

We use two different methods for feature selection in order to reduce the size of the feature set and
the model training time. The first method is simple and straightforward. We try to reduce the size of
the feature set by using only the features from the specific container that the client makes requests
to during the experiment. For example, as described in section 5.1, client 1 always makes requests to
the server in container 1 during the experiments and hence, by applying this method, we use only
the features from container 1, instead of all the collected features, to predict the service-level
metrics of client 1.
The second method is based on our modified forward feature selection algorithm listed in Algorithm
6.3.1. From the experimentations, we found that the reduced feature set generated by directly
applying 𝐹𝑜𝑟𝑤𝑎𝑟𝑑 𝑆𝑡𝑒𝑝𝑤𝑖𝑠𝑒 𝐹𝑒𝑎𝑡𝑢𝑟𝑒 𝑆𝑒𝑙𝑒𝑐𝑡𝑖𝑜𝑛 on a single data trace is not stable, in the sense
that the selected features in the reduced feature set changes as different data traces are used [28].
However, these traces are from experiments with the same configurations on the server machine
and the client machine, and the only differences are with respect to the load patterns and their
collection time. In order to improve this behavior, we add additional steps in our modified algorithm
so that it applies 𝐹𝑜𝑟𝑤𝑎𝑟𝑑 𝑆𝑡𝑒𝑝𝑤𝑖𝑠𝑒 𝐹𝑒𝑎𝑡𝑢𝑟𝑒 𝑆𝑒𝑙𝑒𝑐𝑡𝑖𝑜𝑛 on different data traces to get various sets
of selected features and combines these selected features into the final reduced feature set
according to certain rules. From practice, the reduce feature sets derived by our modified algorithm
work well on different data traces.
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To describe in more detail, the modified algorithm takes two data traces, one with periodic load
pattern and the other with flashcrowd load pattern as inputs.
Then, for each data trace, it makes several copies of this data trace and smoothes the X feature part
of each copy with different smoothing intervals. For a certain data trace copy, the algorithm further
divides the samples in it into 5 segments based on the time stamps and, for each segment, it applies
𝐹𝑜𝑟𝑤𝑎𝑟𝑑 𝑆𝑡𝑒𝑝𝑤𝑖𝑠𝑒 𝐹𝑒𝑎𝑡𝑢𝑟𝑒 𝑆𝑒𝑙𝑒𝑐𝑡𝑖𝑜𝑛 on it to generate a set of selected features. The data trace
copy is divided into 5 segments so that we can run 𝐹𝑜𝑟𝑤𝑎𝑟𝑑 𝑆𝑡𝑒𝑝𝑤𝑖𝑠𝑒 𝐹𝑒𝑎𝑡𝑢𝑟𝑒 𝑆𝑒𝑙𝑒𝑐𝑡𝑖𝑜𝑛 on these
segments in parallel in order to reduce the processing time. For a certain input data trace, the
algorithm maintains a list of how many times a feature has been selected by the
𝐹𝑜𝑟𝑤𝑎𝑟𝑑 𝑆𝑡𝑒𝑝𝑤𝑖𝑠𝑒 𝐹𝑒𝑎𝑡𝑢𝑟𝑒 𝑆𝑒𝑙𝑒𝑐𝑡𝑖𝑜𝑛 in various segments of different copies.
To get the final reduced feature set, based on the information in the two lists, the algorithm only
puts the features, which exist in both lists and have been at least selected for a threshold number of
times, into the final reduced feature set.
For both methods introduced, the selection is based on the preprocessed features sets that have
gone through the procedure of basic preprocessing and data smoothing.

6.4 Evaluation Results
6.4.1

Evaluation results: Virtualized and Non-Virtualized Setups without Data
Smoothing

Trace

Feature Set

𝑷𝒆𝒓𝒊𝒐𝒅𝒊𝒄_𝑵𝒐𝒏
− 𝑽𝒊𝒓𝒕𝒖𝒂𝒍𝒊𝒛𝒆𝒅

𝑿𝑺𝑨𝑹

𝑿𝑺𝑨𝑹

𝑷𝒆𝒓𝒊𝒐𝒅𝒊𝒄_𝑽𝒊𝒓𝒕𝒖𝒂𝒍𝒊𝒛𝒆𝒅

𝑿𝒄𝒐𝒏𝒕𝒂𝒊𝒏𝒆𝒓

𝑿𝒕𝒐𝒕𝒂𝒍

𝑭𝒍𝒂𝒔𝒉𝒄𝒓𝒐𝒘𝒅_𝑵𝒐𝒏
− 𝑽𝒊𝒓𝒕𝒖𝒂𝒍𝒊𝒛𝒆𝒅

𝑿𝑺𝑨𝑹

𝑿𝑺𝑨𝑹

𝑭𝒍𝒂𝒔𝒉𝒄𝒓𝒐𝒘𝒅_𝑽𝒊𝒓𝒕𝒖𝒂𝒍𝒊𝒛𝒆𝒅

𝑿𝒄𝒐𝒏𝒕𝒂𝒊𝒏𝒆𝒓

𝑿𝒕𝒐𝒕𝒂𝒍

Regression
Method

Video Frame Rate

Audio Buffer Rate

Net Read Operation Rate

NMAE(%)

Training(secs)

NMAE(%)

Training(secs)

NMAE(%)

Training(secs)

Lasso Regression

18.3

0.3

48.9

0.3

35.0

0.4

Regression Tree

17.8

9.3

47.9

10.0

33.5

8.2

Random Forest

16.9

672.6

46.6

966.1

25.2

966.2

Lasso Regression

18.4

0.4

47.6

0.4

34.2

0.4

Regression Tree

17.9

11.8

46.6

12.8

32.8

10.2

Random Forest

16.7

909.9

44.4

946.1

24.2

1056.1

Lasso Regression

17.6

0.6

45.4

0.6

31.1

0.7

Regression Tree

17.1

19.9

44.2

20.1

30.9

19.7

Random Forest

14.1

1298.6

37.9

1379.0

23.3

1432.9

Lasso Regression

17.6

1.8

45.3

1.9

30.5

2.1

Regression Tree

16.9

30.3

43.9

33.9

31.1

23.04

Random Forest

14.3

2278.7

38.7

2430.4

22.7

2436.3

Lasso Regression

10.5

0.3

28.8

0.3

32.1

0.4

Regression Tree

9.4

8.2

26.3

8.6

30.9

10.3

Random Forest

8.8

613.0

26.0

900.7

25.5

997.2

Lasso Regression

10.6

0.4

28.9

0.4

32.8

0.4

Regression Tree

9.4

9.1

27.1

10.15

31.9

11.0

Random Forest

8.9

786.6

26.9

978.6

24.7

1075.6

Lasso Regression

10.6

0.6

28.8

0.6

31.8

0.7

Regression Tree

9.4

16.1

26.6

17.7

31.1

23.2

Random Forest

7.8

1158.5

23.6

1554.8

23,8

1479.4

Lasso Regression

10.5

1.7

28.8

2.0

31.4

2.2

Regression Tree

9.2

28.4

26.0

29.6

30.4

29.0

Random Forest

7.9

2208.1

24.0

2644.9

22.8

2555.2

Table 6.4.1 Model accuracies and training times for different traces, non-smoothed feature sets, learning methods and
service-level metrics.
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In this section, we report results from applying three different Machine Learning methods, namely
Lasso Regression, Regression Tree and Random Forest, to train and test the prediction models using
only non-smoothed feature sets. We do not report results from the Ordinary Least Squares
Regression (OLS), which minimizes the residual sum of squares (RSS), because it gives very bad
results in some cases. For example, while using OLS and 𝑋𝑡𝑜𝑡𝑎𝑙 to predict the network read rate in
trace 𝐹𝑙𝑎𝑠ℎ𝑐𝑟𝑜𝑤𝑑_𝑉𝑖𝑟𝑡𝑢𝑎𝑙𝑖𝑧𝑒𝑑, the NMAE is as high as 77.1%. We do not know the exact reason for
such a behavior but we think this is because OLS considers every feature in the X space for model
computation and some of them contain a lot of noise.
Table 6.4.1 gives a first impression of the models’ accuracy. The results are from models built using
different regression methods and different non-smoothed feature sets with data from four different
traces, which includes traces from scenarios with 𝑉𝑖𝑟𝑡𝑢𝑎𝑙𝑖𝑧𝑒𝑑 and 𝑁𝑜𝑛 − 𝑉𝑖𝑟𝑡𝑢𝑎𝑙𝑖𝑧𝑒𝑑 setups of the
VoD servers and for both 𝑃𝑒𝑟𝑖𝑜𝑑𝑖𝑐 and 𝐹𝑙𝑎𝑠ℎ𝑐𝑟𝑜𝑤𝑑 load patterns.
From the results shown in Table 6.4.1, we make the following five observations. First, among the
three learning methods, Random Forest always gives the best prediction accuracy. This applies for
the three service-level metrics in all the circumstances but, sometimes, the improvements in NMAE,
compared to the results from other two methods, are very limited or even could be regarded as
negligible. For example, in trace 𝐹𝑙𝑎𝑠ℎ𝑐𝑟𝑜𝑤𝑑_𝑁𝑜𝑛 − 𝑉𝑖𝑟𝑡𝑢𝑎𝑙𝑖𝑧𝑒𝑑 and 𝐹𝑙𝑎𝑠ℎ𝑐𝑟𝑜𝑤𝑑_𝑉𝑖𝑟𝑡𝑢𝑎𝑙𝑖𝑧𝑒𝑑,
using Random Forest instead of Regression Tree could only provide you with improvements of 0.3%
and 0.2% in NMAE when predicting audio buffer rate with 𝑋𝑆𝐴𝑅 , which is very small amount.
Second, when comparing the results obtained using different feature sets in the 𝑉𝑖𝑟𝑡𝑢𝑎𝑙𝑖𝑧𝑒𝑑 traces,
the results from 𝑋𝑡𝑜𝑎𝑙 and 𝑋𝑐𝑜𝑛𝑡𝑎𝑖𝑛𝑒𝑟 outperform or at least as good as the results from 𝑋𝑆𝐴𝑅 for all
the learning methods and service-level metrics. For example, in trace 𝑃𝑒𝑟𝑖𝑜𝑑𝑖𝑐_𝑉𝑖𝑟𝑡𝑢𝑎𝑙𝑖𝑧𝑒𝑑,
𝑋𝑐𝑜𝑛𝑡𝑎𝑖𝑛𝑒𝑟 and 𝑋𝑡𝑜𝑎𝑙 can predict the audio buffer rate with NMAEs of 37.9% and 38.7% using
Random Forest, while 𝑋𝑆𝐴𝑅 can only predict it with an NMAE of 44.4% using the same regression
method.
There are only three cases where the results from 𝑋𝑡𝑜𝑎𝑙 and 𝑋𝑐𝑜𝑛𝑡𝑎𝑖𝑛𝑒𝑟 are no better but just as good
as the results from 𝑋𝑆𝐴𝑅 and they all lie in the results from trace 𝐹𝑙𝑎𝑠ℎ𝑐𝑟𝑜𝑤𝑑_𝑉𝑖𝑟𝑡𝑢𝑎𝑙𝑖𝑧𝑒𝑑. The first
two cases are predicting video frame rate using Lasso Regression and Regression Tree and the third
case is predicting audio buffer rate using Lasso Regression. In the first two cases, all the three feature
sets could predict the video frame rate with NMAEs around 10.6% using Lasso Regression and
NMAEs between 9.2% and 9.4% using Regression Tree. In the last case, all the three feature sets
could predict the audio buffer rate with NMAEs around 28.8% using Lasso Regression.
These observations indicate that the container-level features can help us improve the prediction
accuracy for all the regression methods in 𝑃𝑒𝑟𝑖𝑜𝑑𝑖𝑐 Traces or for all the traces with both load
patterns when Random Forest is used. We think the reason for the improvements is that containerlevel features have more relevant information from processes that are related with the VoD service,
while machine-level features may also include interference from various system processes.
Third, Lasso Regression has the shortest training time, below 2.2 seconds, for all traces, features sets
and service-level metrics, while on the other hand, Random Forest takes at least 600 seconds to train
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a model and can takes up to 2650 seconds when training the model using 𝑋𝑡𝑜𝑡𝑎𝑙 in trace
𝐹𝑙𝑎𝑠ℎ𝑐𝑟𝑜𝑤𝑑_𝑉𝑖𝑡𝑢𝑎𝑙𝑖𝑧𝑒𝑑 for predicting the audio buffer rate.
Fourth, it is easier for the prediction models to predict video frame rate and audio buffer rate in
𝐹𝑙𝑎𝑠ℎ𝑐𝑟𝑜𝑤𝑑 traces than in 𝑃𝑒𝑟𝑖𝑜𝑑𝑖𝑐 traces, while the changes of load pattern do not influence the
model accuracies when predicting network read rate.
The last observation we get form Table 6.4.1 addresses the most interesting problem of whether an
addition virtualization layer would influence the prediction capabilities of different models. We make
the observation based on the comparisons of the results provided by 𝑋𝑆𝐴𝑅 in 𝑉𝑖𝑟𝑡𝑢𝑎𝑙𝑖𝑧𝑒𝑑 and
𝑁𝑜𝑛 − 𝑉𝑖𝑟𝑡𝑢𝑎𝑙𝑖𝑧𝑒𝑑 traces, for 𝑃𝑒𝑟𝑖𝑑𝑜𝑖𝑐 and 𝐹𝑙𝑎𝑠ℎ𝑐𝑟𝑜𝑤𝑑 load patterns separately. We find that the
additional virtualized setup of the VoD servers does not cause the degradation of the model
prediction accuracies for all three service-level metrics under both load patterns. Such a result is
consistent with the previous results from section 4.2.5 that shows Docker container based
virtualization adds negligible overhead to the CPU-intensive VoD service, in terms of CPU, memory
and network interface utilization.
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6.4.2

Evaluation Results: Virtualized and Non-Virtualized Setups with Data Smoothing

Figure 6.4.1 Model accuracy for different traces and service-level metrics using different feature sets for smoothing with
different smoothing intervals. The left side shows the NMAE values versus smoothing intervals for the three service-level
metrics in traces with periodic load pattern, while the right side shows the NMAE values versus smoothing intervals for
the three service-level metrics in traces with flashcrowd load pattern.

While the results provided in Table 6.4.1 use only non-smoothed feature sets, we apply data
smoothing on the X feature sets in this section to determine any accuracy gain. We tried a wide
range of smoothing intervals, from 2 to 3600 seconds, and the results are reported in Figure 6.4.1 in
terms of NMAE on the test set. The four data traces used in this section are the same as what used in
the previous section.
We first focus on the comparison of how data smoothing works with different regression methods by
looking at the results that use 𝑋𝑡𝑜𝑡𝑎𝑙 for data smoothing when different regression methods are
implemented to predict the three service-level metrics in four different traces. We find that, for all
three service-level metrics in all four different traces, the error rates (NMAE) of Lasso Regression
always increase with the smoothing intervals while the prediction accuracies of Regression Tree
fluctuate when the smoothing intervals take different values. With Random Forest, we can observe a
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continuous decrement of NMAEs as the smoothing intervals increase from 2 to around 900 seconds,
while, after 900 seconds, the improvements in NMAEs are almost negligible.
Therefore, our first observation is that data smoothing on the X feature sets (𝑋𝑆𝐴𝑅 , 𝑋𝑐𝑜𝑛𝑡𝑎𝑖𝑛𝑒𝑟
and 𝑋𝑡𝑜𝑡𝑎𝑙 ) is only useful with Random Forest, and this combination can significantly reduce the
prediction error rate for all service-level metrics in all four data traces. For example, when we look at
the results from the models that smooth 𝑋𝑡𝑜𝑡𝑎𝑙 for 900 seconds in trace 𝑃𝑒𝑟𝑖𝑜𝑑𝑖𝑐_𝑉𝑖𝑟𝑡𝑢𝑎𝑙𝑖𝑧𝑒𝑑, the
NMAEs for the video frame rate, the audio buffer rate and the network read rate are reduced to
7.9%, 24.6% and 19.5% respectively.
Then, we focus on the comparison of results that use different X feature sets, 𝑋𝑆𝐴𝑅 , 𝑋𝑐𝑜𝑛𝑡𝑎𝑖𝑒𝑛𝑟
or 𝑋𝑡𝑜𝑡𝑎𝑙 , for smoothing in the 𝑉𝑖𝑟𝑡𝑢𝑎𝑙𝑖𝑧𝑒𝑑 traces when Random Forest is applied to predict
different service-level metrics. We can see that, for a certain smoothing interval, 𝑋𝑐𝑜𝑛𝑡𝑎𝑖𝑒𝑛𝑟 and
𝑋𝑡𝑜𝑡𝑎𝑙 always perform better than 𝑋𝑆𝐴𝑅 when using Random Forest to predict the three service-level
metrics in traces with both load patterns, which is consistent with our observation made from Table
6.4.1 that shows the container-level features can help us improve the prediction accuracy.
Besides, we can also observe that, for a certain smoothing interval and a fixed load pattern, when we
use 𝑋𝑆𝐴𝑅 for smoothing and Random Forest for model computation in both 𝑉𝑖𝑟𝑡𝑢𝑎𝑙𝑖𝑧𝑒𝑑 and 𝑁𝑜𝑛 −
𝑉𝑖𝑟𝑡𝑢𝑎𝑙𝑖𝑧𝑒𝑑 traces, we can predict each of the three-service level metrics with similar accuracies.
This is consistent with the earlier result, as discussed in the previous section, that the additional
virtualization layer does not degrade the prediction accuracy of different models. In addition, we also
notice that the prediction models for both video frame rate and audio buffer rate perform better in
𝐹𝑙𝑎𝑠ℎ𝑐𝑟𝑜𝑤𝑑 traces than in 𝑃𝑒𝑟𝑖𝑜𝑑𝑖𝑐 traces for all feature sets when Random Forest and data
smoothing are applied.
In the remaining parts of this thesis, we use 𝑋𝑡𝑜𝑡𝑎𝑙−𝑠𝑚𝑎 and 𝑋𝑐𝑜𝑛𝑡𝑎𝑖𝑛𝑒𝑟−𝑠𝑚𝑎 to represent the
resulting feature sets after smoothing 𝑋𝑡𝑜𝑡𝑎𝑙 and 𝑋𝑐𝑜𝑛𝑡𝑎𝑖𝑛𝑒𝑟 by 900 seconds. We will also only report
the results of the models built using these two smoothed feature sets with Random Forest in the
following parts of the thesis for mainly two key reasons. The first reason is that Random Forest with
these two smoothed feature sets gives the best prediction accuracies according to the results of our
performance evaluations so far. The second reason is that smoothing the X feature set with 900
seconds already provides good enough results while larger smoothing interval will not give significant
improvements and may instead increase the processing time for the procedure of data smoothing.
6.4.3 Evaluation Results for Different Configurations of the Testbed
The results shown in this section are used to address the problem of how the performance of the
prediction models is impacted by different testbed setups. We make three changes on the testbed
configuration, which includes enlarging the VLC client buffer size, for both audio and video buffer, on
the client machine, enabling the CPU core allocation on the server machine, and decreasing the load
created by the load generator machine. Detailed setups will be discussed in the following subsections.
We run two experiments for each configuration change, one with periodic load pattern and the other
with flashcrowd load pattern. We are going to discuss the model performance in these scenarios.
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6.4.3.1 Evaluation Results: Impact of the VLC Buffer Size

Client 1

Client 2

Figure 6.4.2 Time series plots and density plots for video frame rate, audio buffer rate and network read rate in trace
𝑷𝒆𝒓𝒊𝒐𝒅𝒊𝒄_𝑽𝒊𝒓𝒕𝒖𝒂𝒍𝒊𝒛𝒆𝒅_𝑪_𝑩𝒖𝒇𝒇𝒆𝒓. The left side shows the time series plots from client 1, the middle shows the time
series plots from client 2, and the right side shows the density plots for service-level metrics of the two clients.
Trace

𝑃𝑒𝑟𝑖𝑜𝑑𝑖𝑐_𝑉𝑖𝑟𝑡𝑢𝑎𝑙𝑖𝑧𝑒𝑑
_𝐶_𝐵𝑢𝑓𝑓𝑒𝑟
𝐹𝑙𝑎𝑠ℎ𝑐𝑟𝑜𝑤𝑑_𝑉𝑖𝑟𝑡𝑢𝑎𝑙𝑖𝑧𝑒𝑑
_𝐶_𝐵𝑢𝑓𝑓𝑒𝑟

Feature Set

Regression
Methods

X total−sma
X container−sma
X total−sma
X container−sma

Random Forest
Random Forest
Random Forest
Random Forest

Video Frame Rate
Client 1
Client 2
NMAE(%)
NMAE(%)
7.7
1.9
7.4
1.8
5.6
1.5
5.6
1.5

Audio Buffer Rate
Client 1
Client 2
NMAE(%)
NMAE(%)
25.5
5.9
24.9
5.8
17.3
4.1
17.1
4.2

Network Read Rate
Client 1
Client 2
NMAE(%)
NMAE(%)
19.3
19.0
19.3
19.1
19.8
20.6
19.8
20.5

Table 6.4.2 Model accuracies for clients with different buffer sizes, for three service-level metrics, for smoothed feature
set 𝑿𝒕𝒐𝒕𝒂𝒍−𝒔𝒎𝒂 and 𝑿𝒄𝒐𝒏𝒕𝒂𝒊𝒏𝒆𝒓−𝒔𝒎𝒂 with smoothing interval 𝒓 = 𝟗𝟎𝟎.

In this section, we want to find out whether the different VLC buffer sizes for both audio and video
buffer at the client side will influence our predictions. We use data from two traces,
𝑃𝑒𝑟𝑖𝑜𝑑𝑖𝑐_𝑉𝑖𝑟𝑡𝑢𝑎𝑙𝑖𝑧𝑒𝑑_𝐶_𝐵𝑢𝑓𝑓𝑒𝑟 and 𝐹𝑙𝑎𝑠ℎ𝑐𝑟𝑜𝑤𝑑_𝑉𝑖𝑟𝑡𝑢𝑎𝑙𝑖𝑧𝑒𝑑_𝐶_𝐵𝑢𝑓𝑓𝑒𝑟 , where client 1 is
configured with a VLC buffer size, for both audio and video buffer, of 30 seconds and client 2 is
configured with the same buffer size (1 second) as in the previous experiments.
Figure 6.4.2 shows the time series plots and the density plots of the three service-level metrics in
trace 𝑃𝑒𝑟𝑖𝑜𝑑𝑖𝑐_𝑉𝑖𝑟𝑡𝑢𝑎𝑙𝑖𝑧𝑒𝑑_𝐶_𝐵𝑢𝑓𝑓𝑒𝑟. We could observe that, for network read rate, the density
plot and time series plots of the two clients show no obvious differences while there are significant
changes if we look at the plots for video frame rate and audio buffer rate from both clients. The time
series plots of the video frame rate and audio buffer rate from client 1 show less variations than
those of client 2, and the density plots also indicate that client 1 spends less time in low video frame
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rate and low audio buffer rate states than client 2 does. In general, we believe that the larger buffer
size enables client 1 to experience a smoother video and audio playback than client 2 during the
whole experiment, which, as shown in Table 6.4.2, has an influence on the model prediction
accuracies.
For example, the results of trace 𝑃𝑒𝑟𝑖𝑜𝑑𝑖𝑐_𝑉𝑖𝑟𝑡𝑢𝑎𝑙𝑖𝑧𝑒𝑑_𝐶_𝐵𝑢𝑓𝑓𝑒𝑟 shown in Table 6.4.2 indicates
that models built using Random Forest with 𝑋𝑡𝑜𝑡𝑎𝑙−𝑠𝑚𝑎 for client 1 can achieve prediction error rates
at 1.9% and 5.9% for video frame rate and audio buffer rate respectively, while models built using
the same feature set and the same regression method for client 2 could only provide predictions with
NMAEs of 7.7% and 25.5% for these same service-level metrics. This result implies that our clients
can experience better service with larger buffer size and our prediction models for video frame rate
and audio buffer rate have better performance when the client has a better experience, which is
having less variations in the service-level metrics and spending less time with low video frame rate
and low audio buffer rate during the experiment.
In addition, we observe that, in trace 𝑃𝑒𝑟𝑖𝑜𝑑𝑖𝑐_𝑉𝑖𝑟𝑡𝑢𝑎𝑙𝑖𝑧𝑒𝑑_𝐶_𝐵𝑢𝑓𝑓𝑒𝑟, the change of buffer size do
not influence our model prediction accuracy for network read rate and this is simply because the
behavior of network read rate is not dependent on the VLC buffer size at the client side.
Similar results are also achieved for trace 𝐹𝑙𝑎𝑠ℎ𝑐𝑟𝑜𝑤𝑑_𝑉𝑖𝑟𝑡𝑢𝑎𝑙𝑖𝑧𝑒𝑑_𝐶_𝐵𝑢𝑓𝑓𝑒𝑟 . Due to the
limitation of the space, we only report the NMAE values for the two clients in Table 6.4.2.
6.4.3.2 Evaluation Results: Impact of the CPU Core allocation on the Server Machine
Video Frame Rate

Audio Buffer Rate

Network Read Rate

Trace

Feature Set

Regression
Methods

NMAE(%)

Training(sec)

NMAE(%)

Training(sec)

NMAE(%)

Training(sec)

𝑃𝑒𝑟𝑖𝑜𝑑𝑖𝑐
_𝑉𝑖𝑟𝑡𝑢𝑎𝑙𝑖𝑧𝑒𝑑

X total−sma

Random Forest

7.9

2482.9

24.6

2814.5

19.5

2522.9

X container−sma

Random Forest

7.5

1293.2

23.8

1400.6

19.5

1482.3

X total−sma

Random Forest

9.1

1686.7

31.7

2262.7

21.2

2298.9

X container−sma

Random Forest

8.9

895.0

31.3

1194.0%

21.2

1258.5

X total−sma

Random Forest

4.8

2803.0

15.0

3038.7

19.3

2678.1

X container−sma

Random Forest

4.8

1185.4

14.9

1428.5

19.3

1502.0

X total−sma

Random Forest

6.2

1614.1

20.8

1946.6

20.5

2254.0

6.2

811.0

20.6

943.3

20.5

1196.9

𝑃𝑒𝑟𝑖𝑜𝑑𝑖𝑐
_𝑉𝑖𝑟𝑡𝑢𝑎𝑙𝑖𝑧𝑒𝑑
_𝐶𝑃𝑈
𝐹𝑙𝑎𝑠ℎ𝑐𝑟𝑜𝑤𝑑
_𝑉𝑖𝑟𝑡𝑢𝑎𝑙𝑖𝑧𝑒𝑑
𝐹𝑙𝑎𝑠ℎ𝑐𝑟𝑜𝑤𝑑
_𝑉𝑖𝑟𝑡𝑢𝑎𝑙𝑖𝑧𝑒𝑑
_𝐶𝑃𝑈

X container−sma

Random Forest

Table 6.4.3 Model accuracies for CPU core allocation, for three service-level metrics, for smoothed feature sets
𝑿𝒕𝒐𝒕𝒂𝒍−𝒔𝒎𝒂 and 𝑿𝒄𝒐𝒏𝒕𝒂𝒊𝒏𝒆𝒓−𝒔𝒎𝒂 with smoothing interval 𝒓 = 𝟗𝟎𝟎.

CPU core allocation is one of the most common configurations for resource provisioning in the
virtualized environment for various purposes. In this part, we use data from two new traces
𝑃𝑒𝑟𝑖𝑜𝑑𝑖𝑐_𝑉𝑖𝑟𝑡𝑢𝑎𝑙𝑧𝑖𝑒𝑑_𝐶𝑃𝑈 and 𝐹𝑙𝑎𝑠ℎ𝑐𝑟𝑜𝑤𝑑_𝑉𝑖𝑟𝑡𝑢𝑎𝑙𝑖𝑧𝑒𝑑_𝐶𝑃𝑈 , where CPU core allocation is
applied to each container on the server machine.
The results in Table 6.4.3 show that, when the server machine is configured with CPU core allocation,
our prediction models for the three service-level metrics have lower accuracies. For example, with
feature set 𝑋𝑡𝑜𝑡𝑎𝑙−𝑠𝑚𝑎 , NMAEs of video frame rate, audio buffer rate and network read rate in trace
𝑃𝑒𝑟𝑖𝑜𝑑𝑖𝑐_𝑉𝑖𝑟𝑡𝑢𝑎𝑙𝑖𝑧𝑒𝑑_𝐶𝑃𝑈 are increased by 1.2%, 7.1% and 1.7% separately, compared to results
from trace 𝑃𝑒𝑟𝑖𝑜𝑑𝑖𝑐_𝑉𝑖𝑟𝑡𝑢𝑎𝑙𝑖𝑧𝑒𝑑.
We think this is because of two reasons. The first is that CPU core allocation adds additional
overhead to the CPU resource scheduling. The second is that the container with CPU core allocation
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cannot access other CPU cores when its own two dedicated cores are saturated, which limits the
container’s capacity to provide services to a larger number of clients. When we further investigate
the time series plots and density plots of the three service-level metrics in the four traces, we find
that there are more variations in the plots of the traces where CPU core allocation is applied.
Therefore, we believe that the VoD servers with CPU core allocation are more easily saturated, which
introduces more variations to the three service-level metrics and makes it more difficult for our
models to do predictions.
6.4.3.3 Evaluation Results: Impact of the Low-Load Scenarios
Video Frame Rate

Audio Buffer Rate

Network Read Rate

Trace

Feature Set

Regression
Methods

NMAE(%)

Training(sec)

NMAE(%)

Training(sec)

NMAE(%)

Training(sec)

𝑃𝑒𝑟𝑖𝑜𝑑𝑖𝑐
_𝑉𝑖𝑟𝑡𝑢𝑎𝑙𝑖𝑧𝑒𝑑
_𝐿𝑜𝑤𝐿𝑜𝑎𝑑
𝐹𝑙𝑎𝑠ℎ𝑐𝑟𝑜𝑤𝑑
_𝑉𝑖𝑟𝑡𝑢𝑎𝑙𝑖𝑧𝑒𝑑
_𝐿𝑜𝑤𝐿𝑜𝑎𝑑

X total−sma

Random Forest

6.2

2005.5

19.7

3053.4

18.5

2538.1

X container−sma

Random Forest

6.0

1060.11

19.3

1617.0

18.5

1557.1

X total−sma

Random Forest

3.8

2072.0

11.8

2989.8

16.4

2580.0

X container−sma

Random Forest

3.7

1111.5

11.6

1635.8

16.5

1546.6

Table 6.4.4 Model accuracies for low load and normal load traces, for three service-level metrics, for smoothed feature
sets 𝑿𝒕𝒐𝒕𝒂𝒍−𝒔𝒎𝒂 and 𝑿𝒄𝒐𝒏𝒕𝒂𝒊𝒏𝒆𝒓−𝒔𝒎𝒂 with smoothing interval 𝒓 = 𝟗𝟎𝟎.

In this section, we use data from two low load traces, 𝑃𝑒𝑟𝑖𝑜𝑑𝑖𝑐_𝑉𝑖𝑟𝑡𝑢𝑎𝑙𝑖𝑧𝑒𝑑_𝐿𝑜𝑤𝐿𝑜𝑎𝑑 and
𝐹𝑙𝑎𝑠ℎ𝑐𝑟𝑜𝑤𝑑_𝑉𝑖𝑟𝑡𝑢𝑎𝑙𝑖𝑧𝑒𝑑_𝐿𝑜𝑤𝐿𝑜𝑎𝑑. From the results shown in Table 6.4.4 and Table 6.4.3, it can
be found that, for all the three service-level metrics, models for low load traces always have better
prediction accuracies than models for normal load traces for both feature sets. For example, in traces
with 𝑃𝑒𝑟𝑖𝑜𝑑𝑖𝑐 load pattern, the NMAE value for video frame rate drop from 7.9% to 6.2% if we
change the load from normal to low.
It is straight forward to see that the servers are more difficult to saturate with low load than with
normal load during the experiment and, thus, we think the improvement of the prediction accuracy
in low load scenarios is because they introduce less variations to the three service-level metrics,
which make it easier for our models to do predictions.
6.4.4 Evaluation Results for Feature Selection and Reduction
In this section, we use two methods to create the reduced feature sets and we want to see if the
reduce feature sets could decrease the model training time while still provide good prediction
accuracy. We use data traces that have already been discussed in the previous sections in order to
make comparisons on the evaluation results.
6.4.4.1 Evaluation Results: Using Container-Level Features from a Single Container
Trace

𝑃𝑒𝑟𝑖𝑜𝑑𝑖𝑐
_𝑉𝑖𝑟𝑡𝑢𝑎𝑙𝑖𝑧𝑒𝑑

𝐹𝑙𝑎𝑠ℎ𝑐𝑟𝑜𝑤𝑑
_𝑉𝑖𝑟𝑡𝑢𝑎𝑙𝑖𝑧𝑒𝑑

Video Frame Rate3

Feature Set

Regression
Methods

NMAE(%)

𝑋′container−sma

Random Forest

𝑋total−sma

Random Forest

𝑋container−sma
𝑋′container−sma

Audio Buffer Rate

Training(sec)

NMAE(%)

7.8

268.7

7.9

2482.9

Random Forest

7.5

Random Forest

5.2

𝑋total−sma

Random Forest

𝑋container−sma

Random Forest

Network Read Rate

Training(sec)

NMAE(%)

Training(sec)

26.0

363.7

18.75

421.6

24.6

2814.5

19.5

2522.9

1293.2

23.8

1400.6

19.5

1482.3

250.8

15.7

354.9

20.3

409.1

4.8

2802.9

15.0

3038.7

19.3

2678.1

4.8

1185.4

14.9

1428.5

19.3

1502.0

Table 6.4.5 Model accuracies and training times for reduced and non-reduced feature sets, for three service-level metrics,
for two traces.

We first try to reduce the size of the feature set by formalizing the reduced X feature space using
only the container-level features from the exact container that the client makes requests to during
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the experiment. We call such a feature set X′container and this feature set contains around 50
different features after the basic preprocessing procedure. We apply data smoothing (smoothing
interval: 900 seconds) on it and call the resulted feature set 𝑋′𝑐𝑜𝑛𝑡𝑎𝑖𝑛𝑒𝑟−𝑠𝑚𝑎 .
From the results shown in Table 6.4.5 , we observe that the feature set 𝑋′𝑐𝑜𝑛𝑡𝑎𝑖𝑛𝑒𝑟−𝑠𝑚𝑎 can provide
the prediction accuracies at the same level or slightly worse than those of the non-reduced feature
sets (𝑋𝑐𝑜𝑛𝑡𝑎𝑖𝑒𝑛𝑟−𝑠𝑚𝑎 and 𝑋𝑡𝑜𝑡𝑎𝑙−𝑠𝑚𝑎 ) while it can decrease the training time by at least 3 times. For
example, when we compare the training times for video frame rate in trace 𝑃𝑒𝑟𝑖𝑜𝑑𝑖𝑐_𝑉𝑖𝑟𝑡𝑢𝑎𝑙𝑖𝑧𝑒𝑑
using three different feature sets, 𝑋′𝑐𝑜𝑛𝑡𝑎𝑖𝑛𝑒𝑟−𝑠𝑚𝑎 takes only one fifth of the time compared to
𝑋𝑐𝑜𝑛𝑡𝑎𝑖𝑒𝑛𝑟−𝑠𝑚𝑎 and one eighth of the time comparing to 𝑋𝑡𝑜𝑡𝑎𝑙−𝑠𝑚𝑎 .
Such a reduce feature set shows the feasibility of using only statistics from one single container to
predict the service-level metrics, which may be useful if a lot of noise is inside the machine-level
statistics or inside the container-level statistics from the other containers.
6.4.4.2 Evaluation Results: Forward Stepwise Feature Selection
Trace
Periodic
_Virtualized
Flashcrowd
_Virtualized
Periodic
_Virtualized
_LowLoad
Flashcrowd
_Virtualized
_LowLoad

Feature Set

X selected_video_sma
or
X selected_audio_sma
or
X selected_net_sma

Regression
Methods

Video Frame Rate
NMAE(%)
Training(sec)

Audio Buffer Rate
NMAE(%)
Training(sec)

Network Read Rate
NMAE(%)
Training(sec)

Random Forest

6.4

172.3

21.7

116.7

19.58

147.7

Random Forest

4.3

111.8

13.5

117.7

19.4

150.1

Random Forest

5.2

100.8

18.0

112.4

18.5

146.4

Random Forest

3.5

72.3

10.9

112.8

17.3

152.3

Table 6.4.6 Model accuracies and training times for selected feature sets, for four different traces.

In this section, we make use of the modified forward stepwise feature selection algorithm listed in
Algorithm 6.3.1. We apply the modified algorithm on two data traces 𝑃𝑒𝑟𝑖𝑜𝑑𝑖𝑐_𝑉𝑖𝑟𝑡𝑢𝑎𝑙𝑖𝑧𝑒𝑑 and
𝐹𝑙𝑎𝑠ℎ𝑐𝑟𝑜𝑤𝑑_𝑉𝑖𝑟𝑡𝑢𝑎𝑙𝑖𝑧𝑒𝑑 to compute the selected feature set for each service-level metric
separately. We call the three selected feature sets 𝑋𝑠𝑒𝑙𝑒𝑐𝑡𝑒𝑑_𝑣𝑖𝑑𝑒𝑜 , 𝑋𝑠𝑒𝑙𝑒𝑐𝑡𝑒𝑑_𝑎𝑢𝑑𝑖𝑜 and 𝑋𝑠𝑒𝑙𝑒𝑐𝑡𝑒𝑑_𝑛𝑒𝑡 ,
and use them to build prediction models for each service-level metrics in traces
𝑃𝑒𝑟𝑖𝑜𝑑𝑖𝑐_𝑉𝑖𝑟𝑡𝑢𝑎𝑙𝑖𝑧𝑒𝑑 , 𝑃𝑒𝑟𝑖𝑜𝑑𝑖𝑐_𝑉𝑖𝑟𝑡𝑢𝑎𝑙𝑖𝑧𝑒𝑑_𝐿𝑜𝑤𝐿𝑜𝑎𝑑 ,
𝐹𝑙𝑎𝑠ℎ𝑐𝑟𝑜𝑤𝑑_𝑉𝑖𝑟𝑡𝑢𝑎𝑙𝑖𝑧𝑒𝑑 and
𝐹𝑙𝑎𝑠ℎ𝑐𝑟𝑜𝑤𝑑_𝑉𝑖𝑟𝑡𝑢𝑎𝑙𝑖𝑧𝑒𝑑_𝐿𝑜𝑤𝐿𝑜𝑎𝑑 in order to evaluate the performance of the three reduced
feature sets.
The results are reported in Table 6.4.6. If we compare the results with those using non-selected
feature sets in the Table 6.4.3 and Table 6.4.4, we can observe that the selected feature sets give
slightly better performance in terms of NMAEs for all traces and service-level metrics, and, more
importantly, the training times have been reduced by at least ten times and up to twenty times in all
cases. Besides, since these improvements are visible in all four traces, this indicates that the selected
feature set generated by certain data traces are also valid in other data traces with similar
configurations but from different experiment runs.
However, we still need to mention that the selected feature set is service and configuration specific,
which means some of the changes on the server side or the client side could cause a change of the
selected features.
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7 Proof of Concept Real-Time Analytics Engine
7.1 Introduction

Figure 7.1.1 Design of the extended Real-Time Analytics Engine

We participated in the development of the Real-Time Analytics Engine introduced in [49] and [59]. In
this thesis work, we developed an extended version of the Real-Time Analytics Engine that
additionally takes in container-level metrics for model building. More detailed, we introduce a new
Real-Time Container Statistics Sensor for retrieving container-level metrics, a modified Machine Stats
Monitor for visualizing important Linux Kernel statistics (Machine level and Container level) and a
new Real-Time Machine Statistics Sensor that introduces less delay than the previous Real-Time SAR
sensor does. The previous Real-Time SAR sensor is built by configuring the original SAR sensor to
make it work in an online fashion, where it retrieves the metrics from the /proc filesystem,
aggregates them and sends them out as soon as they are ready. The architecture of the extended
Real-Time Analytics Engine is shown in Figure 7.1.1 and described in the next subsection.

7.2 Design and Description of Different Modules and Sensors
Real-Time Container Statistics Sensor: This sensor collects the same features as the container
statistics sensor does. The difference is that the Real-Time Container Statistics Sensor parses the
collected data in real time and sends them to the Data Aggregator.
Real-Time Machine Statistics Sensor: This is a customized sensor written in Python. It reads out
machine stats directly from around 16 “files” in the /proc filesystem. In this very first version, it
aggregates those machine stats to formalize various features according to the rules that SAR uses
and reports 90% of the features of the SAR sensor. In the future, it is possible to report more features
and add customized aggregation rules based on our interests.
Real-Time Service-Level Metrics Sensor: It aggregates and sends out service-level metrics in real
time, which includes video frame rate, audio buffer rate and network read rate, to the Data
Aggregator.
Data Aggregator: It collects different metrics from different sensors and combines them into a data
sample. It has a Timestamp Synchronizer to make sure that the data segments from various sensors,
which are used to create a single data sample for further processing, are with the same timestamp.
The data sample will then be pushed to the Model Processors and the Machine Stats Monitor.
38

Model Processor(s): We assign one Model Processor for each service-level metrics and use the
Online Random Forest introduced in [49] to build prediction models. The Model Processor uses a
stream of data samples to build the prediction models 𝑀𝑡 and send the prediction 𝑦̂𝑡 to the Output
Aggregator.
Machine Stats Monitor: By receiving a data sample, the Machine Stats Monitor selects those
important features according to predefined rules and sends them to the Output Aggregator.
Currently, it only reports CPU utilization, memory utilization and the number of transmitted packets
of the server machine and the containers.
Output Aggregator: It first time-synchronizes the received results from the Model Processors and the
important features from the Machine Stats Monitor. Then, it sends them to separate databases
provided by the Storage and Display Backend.
Storage and Display Backend: It stores the data sent by the Output Aggregator and displays them in
different dashboards. This backend contains two components: (1) Graphite for data storage and
figure rendering [8], (2) Grafana for dashboard visualization [29]. We run Graphite and Grafana in
two separate containers so that such a backend can be easily deployed in another Linux environment.

7.3 Experiences

Figure 7.3.1 Plots of the dashboards for the Real-Time Analytics Engine. The plot on the top shows the dashboard for the
measurements and model predictions of the three service-level metrics. The plot on the bottom shows the system
monitoring dashboard.
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The top plot in Figure 7.3.1 shows the Real-Time Analytics Engine, which currently uses Online
Random Forest, can predict accurately the three service-level metrics with NMAEs, calculated using a
sliding window of 5 minutes, of less than 20% when the server machine is lightly loaded. The bottom
plot in Figure 7.3.1 shows the system monitoring dashboard that visualizes the CPU utilization,
memory utilization and the number of transmitted packets of the server machine and various
containers.
The extended Real-Time Analytics Engine can be used to evaluate the performance of online learning
methods under virtualized environment as well as to demonstrate the behavior of our tesetbed
when we apply system perturbations or change the testbed configurations.
However, this prototype still needs plenty of improvements in order to become one of the building
blocks for a future real-time service assurance system. For example, online learning methods that
provide higher prediction accuracies are still needed and the delays introduced by different
components have to be further reduced.
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8 Conclusions and Discussions
In this master thesis project, we showed the feasibility of using offline machine learning methods to
build regression models for predicting service-level metrics from device statistics in a containerbased virtualized environment, which is one critical step towards the overarching goal of real-time
analytics for service assurance in a telecom cloud. More specifically, we built a testbed, which is
capable of running customized VoD servers inside Docker containers, to collect data traces in
different scenarios. Then, we evaluated our methods based on the data traces collected from the
testbed and have the following findings.
First, based on the evaluation results from the 𝑉𝑖𝑟𝑡𝑢𝑎𝑙𝑖𝑧𝑒𝑑 and the 𝑁𝑜𝑛 − 𝑉𝑖𝑟𝑡𝑢𝑙𝑖𝑧𝑒𝑑 traces, we
showed that the container based virtualization layer added limited overhead and did not degrade the
prediction capabilities of the developed models.
Second, by experimenting with different combinations of X feature sets, regression methods and
preprocessing techniques, we found that (1) Random Forest was the regression method, among all
the three methods used in the evaluation step, that provided the best prediction accuracy but had
the longest training time. (2) Data smoothing in X feature space was a very useful preprocessing step
that could help further improving the prediction accuracies of the models built using Random Forest.
(3) Feature sets that include container-level features showed better results than the feature set
containing only the machine-level statistics.
Third, by trying different configurations of the testbed, we showed that our methods could build
models with better prediction performance if there were less variations in the service-level metrics.
For example, we found that configuring the VLC clients with a larger buffer size, for both audio and
video buffer, could significantly improve the model prediction accuracies for video frame rate and
audio buffer rate, with NMAEs all below 6%, due to the reduction of variations in these two metrics.
We also showed that applying CPU core allocation on the server machine will lower the capacity of
our containerized servers, introduce more variations in the service-level metrics and thus degrade
the model prediction accuracy. Such a finding also indicates that the performance of the models built
using our methods is impacted by the configurations of the servers and the clients.
Fourth, by using different feature selection methods, we showed the possibility of reducing the
training time for our best methods, which used Random Forest and the smoothed feature sets that
include container-level features, while preserving the same level of prediction accuracies. We also
illustrated that the feature set containing only the smoothed features from a single container could
already provide good enough results, error rates below 30%, for all the three service-level metrics.
Finally, we showed the design of an extended Real-Time Analytics Engine with three new
components and it can be used to visualize the performance of the prediction models in a virtualized
testbed and show how different perturbations and changes on the testbed would affect the service
qualities in real time.

8.1 Limitations and Future Work
We studied the problem of predicting service-level metrics from device statistics in a virtualized
environment with a simple setup. Therefore, we have identified several limitations of our work.
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For the prediction methods, the first limitation relates to the fact that we only used offline methods
with validation set approach, while, it is also important and interesting to evaluate the performance
of online learning methods, where models would be updated and tested for each arriving
observation. In addition, the validation set approach was not fully applied; a complete validation
should have included training on one trace and testing on another trace in order to avoid the
influence of any artifacts in the trained model. An example would be training on a periodic-load trace
and testing on a flashcrowd-load trace.
Second, we did not apply any method to deal with the problem of concept drift, which is an
important issue that needs to be solved if we want to use our methods in real systems.
Third, we only studied the problems in a relatively simple testbed with a customized VoD service
system and it would be interesting to see if our methods would still be valid for other services or in a
more complex environment.
Forth, we only tried a limited number of regression methods and preprocessing techniques due to
the limitation of time while there might exist other methods that could provide better performance.
For the extended Real-Time Analytics Engine, the main limitation is about the extra delays introduced
by different sensors and modules, while, in real cases, the processing time for the modules and
various sensors should be further reduced.
As for the future work, we have the following ideas in mind. First, we would like to apply online
learning methods on the data traces collected to evaluate their performance and to see if the
preprocessing techniques are still useful. In addition, we would like to evaluate the behavior of the
online learning methods in dealing with concept drift problems as well.
Second, regarding the X feature space, the models now only consider values of the device statistics at
a certain time point 𝑡 (𝑋𝑡 ) when predicting 𝑌𝑡 . It will be of great interest if the models could add
previous values of the device statistics (𝑋𝑡−1 , 𝑋𝑡−2 , … ) into model computation when predicting 𝑌𝑡 .
In this case, the predictions will not be based only on values of the device statistics at a certain time
but on the behavior of the device statistics in a certain period. We suppose, in this way, the models
could become more powerful.
Third, we suggest building a more complex testbed with multiple services and possibly more dynamic
load patterns to simulate a more realistic environment. This could help us further validate our
methods and identify possible limitations.

8.2 Personal Experience
This thesis work has been a very valuable experience for me. It helped me understand how to
conduct a relatively long project and gave me a deep impression of how to address a research
problem. At the very beginning, I thought it might be a relatively easy task but I was wrong, and it
turned out be a difficult one that requires knowledge from different areas.
I started this project by replicating the former testbed and learned how the problem stated in [1] is
studied in a non-virtualized environment. Then, I began my own implementation and added the
Docker container based VoD servers to the testbed. My first challenge in this project was about
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retrieving container-level statistics. At that time, there were only limited resources or tools about
collecting those metrics, so I tried different options, evaluated their prediction capacities and chose
those with relatively better performance. The second challenge was about configuring and debugging
the VoD servers to improve the service quality. The third and biggest challenge in this thesis project
was about finding methods to improve the prediction accuracies of the regression models, and I
really appreciated the things I learned from the REALM meetings and the reading group, which
provided me with a lot of ideas and suggestions for proceeding with this problem.
If I had the chance to do the whole project again, I would spend more time on exploring the area of
statistical learning, which is critical for finding a better method to build prediction models with good
performance. Besides, I would prefer to implement VoD servers that have already been deployed for
production purposes instead of the customized one currently used in the testbed because the
customized VoD servers took a lot of time for configuration and debugging while it still need a lot of
improvements.
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Appendix A
Dockerfile for the Docker Image of the VoD Server
FROM tutum/apache-php
RUN DEBIAN_FRONTEND=noninteractive apt-get update
RUN DEBIAN_FRONTEND=noninteractive apt-get dist-upgrade -y
RUN DEBIAN_FRONTEND=noninteractive apt-get install -y -q python-software-properties
software-properties-common
RUN DEBIAN_FRONTEND=noninteractive add-apt-repository ppa:mc3man/trusty-media
RUN DEBIAN_FRONTEND=noninteractive apt-get update
RUN DEBIAN_FRONTEND=noninteractive apt-get dist-upgrade -y
RUN DEBIAN_FRONTEND=noninteractive apt-get install -y ffmpeg
ADD stream.php /app/

This is the Dockerfile for building the Docker image of the VoD Server. It has three main components,
which are Apache, PHP and FFMpeg, and supports HTTP streaming as well as online audio/video
transcoding.
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Appendix B
List of the Feature Names Currently Supported/Reported by the Real-Time
Machine Statistics Sensor
Paging Statistics: pgpgin/s, pgpgout/s, fault/s, majflt/s, pgfree/s, pgscank/s, pgscand/s,
pgsteal/s, %vmeff
I/O and Transfer Rate Statistics: tps, rtps, wtps, bread/s, bwrtn/s
Block Device Statistics: tps, rd_sec/s, wr_sec/s, avgrq-sz, avgqu-sz, await, svctm, %util
Hugepage Utilization Statistics: kbhugfree, kbhugused, %hugused
Statistics from the Network Devices: rxpck/s, txpck/s, rxkB/s, txkB/s, rxcmp/s, txcmp/s, rxmcst/s
Statistics on Errors from the Network Devices: rxerr/s, txerr/s, coll/s, rxdrop/s, txdrop/s, txcarr/s,
rxfram/s, rxfifo/s, txfifo/s
Statistics on Sockets (IPv4): totsck, tcpsck, udpsck, rawsck, ip-frag, tcp-tw
Statistics about IPv4 Network Traffic: irec/s, fwddgm/s, idel/s, orq/s, asmrq/s, asmok/s, fragok/s,
fragcrt/s
Statistics about IPv4 Network Traffic Errors: ihdrerr/s, iadrerr/s, iukwnpr/s, idisc/s, odisc/s, onort/s,
asmf/s, fragf/s
Statistics about ICMPv4 Network Traffic: imsg/s, omsg/s, iech/s, iechr/s, oech/s, oechr/s, itm/s,
itmr/s, otm/s, otmr/s, iadrmk/s, iadrmkr/s, oadrmk/s, oadrmkr/s
Statistics about ICMPv4 Error Messages: ierr/s, oerr/s, idstunr/s, odstunr/s, itmex/s, otmex/s,
iparmpb/s, oparmpb/s, isrcq/s, osrcq/s, iredir/s, oredir/s
Statistics about TCPv4 Network Traffic: active/s, passive/s, iseg/s, oseg/s
Statistics about TCPv4 Network Errors: atmptf/s, estres/s, retrans/s, isegerr/s, orsts/s
Statistics about UDPv4 Network Traffic: idgm/s, odgm/s, noport/s, idgmerr/s
Statistics about Sockets(IPv6): tcp6sck, udp6sck, raw6sck, ip6-frag
Statistics about IPv6 Network Traffic: irec6/s, fwddgm6/s, idel6/s, orq6/s, asmrq6/s, asmok6/s,
imcpck6/s, omcpck6/s, fragok6/s, fragcr6/s
Statistics about IPv6 Network Traffic Errors: ihdrer6/s, iadrer6/s, iukwnp6/s, i2big6/s, idisc6/s,
odisc6/s, inort6/s, onort6/s, asmf6/s, fragf6/s, irtpck6/s
Statistics about ICMPv6 Network Traffic: imsg6/s, omsg6/s, iech6/s, iechr6/s, oechr6/s, igmbq6/s,
igmbr6/s, ogmbr6/s, igmbrd6/s, ogmbrd6/s, irtsol6/s, ortsol6/s, irtad6/s, inbsol6/s, onbsol6/s,
inbad6/s, onbad6/s
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Statistics about ICMPv6 Error Messages: ierr6/s, idtunr6/s, odtunr6/s, itmex6/s, otmex6/s,
iprmpb6/s, oprmpb6/s, iredir6/s, oredir6/s, ipck2b6/s, opck2b6/s
Statistics about UDPv6 Network Traffic: idgm6/s, odgm6/s, noport6/s, idgmer6/s
Per-Processor Statistics: %us, %nice, %sys, %iowait, %steal, %irq, %soft, %guest, %gnice, %idle
Queue Length and Load Averages Statistics: runq-sz, plist-sz, ldavg-1, ldavg-5, ldavg-15, blocked
Memory Statistics: frmpg/s, bufpg/s, campg/s
Memory Utilization Statistics: kbmemfree, kbmemused, %memused, kbbuffers, kbcached,
kbcommit, %commit, kbactive, kbinact, kbdirty, kbanonpg, kbslab, kbkstack, kbpgtbl, kbvmused
Swapping Statistics: pswpin/s, pwspout/s
Swap Space Utilization Statistics: kbswpfree, kbswpused, %swpused, kbswpcad, %swpcad
Statistics on Inode, File and Other Kernel Tables: dentunusd, file-nr, inode-nr, pty-nr
Statistics on Task Creation and System Switching Activity: proc/s, cswch/s
Statistics on Given Interrupt: sum, intr/s
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