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I

Abstract

For an IT company that provides a service over the Internet like Face-

book or Spotify, it is very important to provide a high quality of service;

however, predicting the quality of service is generally a hard task. The goal

of this thesis is to investigate whether an approach that makes use of statisti-

cal learning to predict the quality of service can obtain accurate predictions

for a Voldemort key-value store [1] in presence of dynamic load patterns

and network statistics. The approach follows the idea that the service-level

metrics associated with the quality of service can be estimated from server-

side statistical observations, like device and network statistics. The advan-

tage of the approach analysed in this thesis is that it can virtually work with

any kind of service, since it is based only on device and network statistics,

which are unaware of the type of service provided.

The approach is structured as follows. During the service operations,

a large amount of device statistics from the Linux kernel of the operating

system (e.g. cpu usage level, disk activity, interrupts rate) and some ba-

sic end-to-end network statistics (e.g. average round-trip-time, packet loss

rate) are periodically collected on the service platform. At the same time,

some service-level metrics (e.g. average reading time, average writing time,

etc.) are collected on the client machine as indicators of the store’s qual-

ity of service. To emulate network statistics, such as dynamic delay and

packet loss, all the traffic is redirected to flow through a network emula-

tor. Then, different types of statistical learning methods, based on linear

and tree-based regression algorithms, are applied to the data collections to

obtain a learning model able to accurately predict the service-level metrics

from the device and network statistics.

The results, obtained for different traffic scenarios and configurations,

show that the thesis’ approach can find learning models that can accurately

predict the service-level metrics for a single-node store with error rates

lower than 20% (NMAE), even in presence of network impairments.
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Part 1

Introduction

During the last decades, the information technology has witnessed an outstanding
development, enabling a large number of people to have easy access to a wide
variety of services, despite the geographic distances. Clearly, this progress has
resulted in some deep changes in the architectures of the systems that are now
distributed, in the sense that the clients and the services can be geographically
far apart. Whatever is the type of service that a company can provide, almost
certainly there is a database running in the back-end that contains all the data
required for the service operations. Very often, even the database is distributed
over several machines. Therefore, being the database a key component of most of
the services, its performance deeply influences the end-to-end quality of service.

Predicting the performance of a database is a complex problem on which the
research has been focusing. The problem is even more complex if the presence
of network impairments is considered, since networks generally introduce delays
and packet loss while routing the clients’ queries to the database. In other words:
the networks not only can deteriorate the quality of service, but also make the
prediction task more difficult. Consider also that there are databases with totally
different architectures, each one using different working principles: relational
databases, key-value stores, document stores, just to name but a few. It is clear,
then, how difficult can be to find a general solution to the problem that can work
for all the possible cases.

An approach to solve this problem with a general solution can be to suppress the
more complex high-level details of the problem and to use low-level device statis-
tics (e.g. rate of interrupts, average CPU utilization, disk activity, etc.) and basic
network statistics (e.g. average round-trip-time, packet loss rate) for predicting
those service-level metrics associated with the quality of service by using statisti-
cal learning. The idea is to find that statistical relationship that links together the
server-side device statistics and the network statistics to the service-level metrics.



1.1 PROBLEM DEFINITION 2

1.1 Problem definition

This thesis wants to investigate whether a method developed to predict service-
level metrics on the basis of device statistics and that already proved to work for
a video streaming service (see [2]), can be extended to a key-value store, where
the service components may even run on several servers. Furthermore, the the-
sis wants to consider also the influence that a network with some basic network
impairments may have on the problem. The advantage of this approach is that
it is service independent in the sense that it can virtually work with any type of
service. However, it may require a large feature set to train the learning model.

Figure 1: general problem setting

The basic configuration of the system under investigation is depicted in Figure 1.
It consists of a store machine connected to a client machine via a network. Essen-
tially, the client running on the client machine sends some requests to the store
and keeps track of some service-level metrics Y, like the average service time.
The store machine runs the store and a device statistic sensor; the latter collects
a large number of internal device statistics XD, like the number of transfers per
second issued to physical devices, the cpu usage level, the disk activity and so
on. The store machine also runs a network sensor that collects some end-to-end
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network statistics XN , like the round-trip-time and the packet loss rate between
the store machine and the client machine, in order to study the influence of the
network statistics on Y . Therefore, the statistics XD and XN are concatenated
to form a single feature set X. The metrics X and Y evolve over time, and their
evolution can be modeled as time series {(Xt ,Yt)}t . The goal is to investigate
the existence of a statistical learning model M capable to find a good estimate
of the client-side service-level metrics Ŷti at a certain instant of time ti by using
the server-side statistics Xti as predictors. Such a model will be indicated by the
notation M : Xt → Ŷt .

1.2 The approach and the plan

To investigate the existence of a statistical learning model able to find the rela-
tionship that links together the device and network statistics to the service-level
metrics, the complexity of the problem is reduced.

1. First of all, the service analysed is the key-value store Voldemort that runs
on a dedicated machine, namely the store machine.

2. To collect the device statistics XD , during the service operations, a large
number of kernel variables are periodically collected from the store ma-
chine by using a device statistics sensor that constantly monitors the system
activity information.

3. To collect the network statistics XN , the store machine runs a network
sensor that periodically senses the network conditions by sending several
ICMP packets to the client.

4. To emulate network impairments such as dynamic delays and packet loss,
all the traffic is redirected to flow through a network emulator machine.



1.3 CONTRIBUTION OF THE THESIS 4

5. To collect the service-level metrics Y (e.g. average reading time, aver-
age writing time, etc.), the client machine runs a modified version of the
Voldemort performance tool [3] that sends some requests to the store and
computes such metrics.

6. To generate additional load on the store, a load generator machine runs
a modified version of the Voldemort performance tool capable to create a
dynamic traffic according to some specific traffic patterns.

7. To validate the thesis’ approach, different experiments with different con-
figurations are run. At the end of each experiment and depending on the
configuration, the feature set X and the service-level metrics Y are collected
and aligned according to the timestamps of the samples.

8. To compute the learning models that describe the relationship between the
feature set X (i.e. device statistics XD and network statistics XN ) and the
service-level metrics Y, different types of statistical learning methods are
applied to the data collections. The methods used in this thesis make use
of linear and tree-based algorithms.

9. To validate the learning models, the validation set approach is used and the
error rates are computed as the normalized mean absolute error (NMAE)
and the normalized 90th percentile of prediction errors.

More details will be given in the following of the thesis.

1.3 Contribution of the thesis

The major contributions of this work are two: firstly, the thesis validates that the
approach, originally designed for a video streaming service (see [2]), can obtain
accurate predictions also for a key-value store; secondly, the thesis extends the
approach to work even in presence of network impairments. The results show that
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the thesis’ approach can predict the service-level metrics of a single-node Volde-
mort store under specific conditions with error rates lower than 20% NMAE, even
in presence of network impairments, such as dynamic delay and packet loss.

The thesis contributes also with different tools, created with the purpose of analysing
the thesis’ approach across different scenarios, configurations and workloads.
Specifically, these tools are:

• A service-level metrics sensor for Voldemort that senses and stores the
service-level metrics described in Section 3.7.

• A load generator specific for Voldemort able to vary the request generation
as a function of time, following three different patterns: poisson, periodic

and flashcrowd. Details can be found in Section 3.8

• A network emulator that emulates a network delay that varies as a triangu-
lar wave over time, and a fixed packet loss rate.

• A network sensor that periodically senses the variation of the network
statistics. Specifically, it senses the minimum, the maximum and the av-
erage round-trip-time, plus the packet loss rate existing between two ma-
chines.

• Several other codes to automate the data collection and the data analysis.

Finally, the thesis contributes in analysing the prediction accuracies obtained
for different scenarios, configurations and workloads and for different statistical
learning techniques.

1.4 Outline

The rest of the thesis is organized as follows: Part 2 presents the related works;
Part 3 gives an introduction to those topics that are relevant to the thesis and
describes the tools and the methodologies used in the work; Part 4 describes
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the testbed setup and the configuration of the experiments; Part 5 presents the
evaluation method and discusses the results of the experiments; Part 6 presents
the conclusions and the possible future works.
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Part 2

Related work

In [2] the authors pursued an approach based on statistical learning to predict
the behaviour of a customer for a video streaming service by using device statis-
tics. In particular, the authors collected variables in bulk from a server machine
(e.g. the number of running processes, the rate of context switches, the num-
ber of active TCP connections and many more) and predicted with a good level
of accuracy the client-side metrics (e.g. video frame rate, audio buffer rate and
RTP packet rate). Several different scenarios were analysed as well as different
statistical learning techniques. The system configuration consisted of a machine
running one or more servers connected to a client machine and to a load gener-
ator. The latter created the aggregate demand of a set of clients and controlled
dynamically the number of active sessions by spawning and terminating clients
according to several different load patterns. In this environment, they collected
server-side statistics and client-side metrics every second on which they even-
tually applied statistical learning methods to compute prediction models for the
service-level metrics. The authors showed the feasibility of their approach in
which there is no need for a deep knowledge of the system if a large amount of
observational data can be used. The method described in the paper can theoreti-
cally work with different type of services without special adaptations and it does
not require any service-level instrumentation. This thesis has been influenced by
this approach and it can be seen as the natural extension of the topic over a key
value store service.

In [4] a new approach to construct a prediction model for adaptive resource pro-
visioning in a cloud system is presented. The goal pursued by the authors was
to achieve dynamic and proactive resource management for interactive cloud ap-
plications, whereas immediacy and responsiveness of the service are very impor-
tant. In the experiment, the authors emulated an online bookshop deployed on the
Amazon Cloud service putting it through a linear incremental traffic load. The
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goal to achieve was to serve the users’ requests as fast as possible. During the
run, the authors periodically collected the aggregated Percentage of CPU usage
of all the server instances. From them they extracted two datasets to train the
prediction models for forecasting future resource usage: a first dataset containing
the actual CPU usage values and a second dataset obtained by applying a sliding
window filter on the first one. Eventually, they compared the results of the two
datasets. The learning techinques used were the Neural Network and the Linear
Regression. The authors showed the possibility to predict with relatively low er-
ror rates the future resource demand of a cloud system. The approach described
in the paper and the one described in this thesis share some basic concepts like
the use of device statistics as model predictors and the use of the sliding window
filter as a mean to achieve higher accuracy of the prediction models. However,
they are quite different considering that in the paper the statistical models are
used to predict future resource requirements from device statistics, while in this
thesis the statistical models are used to predict the quality of service level. In
other words, in the paper the authors tried to predict the future needs of the cloud
application, while the aim of this thesis was to predict the quality of service level
that is a slightly different problem.

In [5] a method for quality monitoring of end-user multimedia services through
network traffic analysis is presented. The authors’ goal was to map network-
level metrics to QoS values and to use the latter for model-based calculations of
SLA status. The idea consisted in feeding a data mining engine with N-KPIs and
QoS values from a well-defined set of “smarter” users . Through the use of data
mining techniques, the data mining engine modeled the relationship between the
QoS values and N-KPIs and estimated the QoS values for those users whose QoS
terminal reports were not available. Then, a modeling engine used these esti-
mates to calculate the SLAs for those users. The proposed method was tested
by emulating an IPTV service over RTSP (Real Time Streaming Protocol) where
the QoS values consisted of video impairments (missing frames, frame freezes,
audio/video synchronization issues) and the N-KPIs consisted of IP level metrics
(packet loss, jitter, delay) observed at the end-user devices and at special inter-
mediate devices. The IP level metrics were artificially influenced through the
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use of dedicated tools. Although the different scenario, the approach pursued in
the paper was somehow complementary to the approach described in this thesis,
because it aimed to monitor and predict the experience of the customer looking
only at network-level variables collected from smart users instead of looking at
device-level statistics.

In [6] Cassandra, HBase and Voldemort, three key-value stores representing the
current state of the art, are described and compared on the basis of their perfor-
mances for different types of range query workloads. The authors also describe
how to implement efficient range queries on hash partitioning key-value stores as
Voldemort. Same is the purpose pursued in [7], in which Cassandra and Volde-
mort are compared.

A wider overview of the state of the art is given in [8], [9] and [10], which analyse
different types of NoSQL databases on the basis of features such as data model,
replication and consistency. The NoSQL databases analysed in these papers are
grouped in the following clusters: key-value stores, column-oriented databases,
document-based stores and graph databases. [10] also analyses the typical sce-
narios for which each type of store works better.

In [11] an elastic controller for the key-value store Voldemort is designed, making
it able of scaling up and down at runtime on the basis of the current workload
and service-level requirements. Basically, the controller scales up and down a
Voldemort cluster dynamically by increasing or decreasing the number of active
nodes. To decide how to act, the controller monitors the performance (i.e. service
time) of the storage system. The result is a dual-effect controller able to reduce
the service time and to achieve resource efficiency.
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Part 3

Background

3.1 Introduction to distributed systems

A distributed system is a system that appears to its users as a single coherent sys-
tem though its components are separated. This entails that the components need
to cooperate in order to look like a single entity from the user’s point of view.
The benefits to having a distributed system result from enabling the users to en-
joy remotely the services provided by a system which could be physical (e.g. a
printer) or virtual (e.g. a web service). The goal is to offer to the users a working
system behaving like a single entity but actually composed of a heterogeneous
set of computers and networks. The solution is to organise the system over sev-
eral independent layers: an upper application level providing an interface for the
users, a middle level which extends itself over multiple machines and that repre-
sents the core of the distributed system (i.e. the software), and a lower level that
consists in the operating system [12].

The main challenges in obtaining an efficient distributed system are resumed in
few very important properties:

1. a distributed system must hide that its services and its resources are phys-
ically distributed. A system capable to achieve this goal is defined trans-

parent. Several type of transparency are described in Table 1;



3.1 INTRODUCTION TO DISTRIBUTED SYSTEMS 11

Transparency Description

Access Hide differences in data representation and how a resource is accessed

Location Hide where a resource is located

Migration Hide that a resource may move to another location

Relocation Hide that a resource may be moved to another location while in use

Replication Hide that a resource is replicated

Concurrency Hide that a resource may be shared by several competitive users

Failure Hide the failure and the recovery of a resource

Persistence Hide whether a (software) resource is in memory or on disk

Table 1: Different form of transparency in a distributed system (ISO 1995) [12]

2. a distributed system must scale easily up and down in order to satisfy the
requirements of the users as well as avoiding waste of resources as a con-
sequence of a bad allocation;

3. a distributed system must be continuosly available and fault tolerant, mean-
ing that a few number of faulty components should not affect the quality of
the service provided by the system, which should continue to work as usual.
A way to guarantee these properties could be to replicate some components
across the network. Replication could potentially increase the availability
as well as balancing the load between system components, leading to better
performance;

4. a distributed system must be extensible, a characteristic that determines
how easily the system can be extended by adding new components or re-
placing existing ones;

5. a distributed system must handle concurrency problems that could occur
when two or more users attempt to access a shared resource.
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3.2 Introduction to distributed data stores

Distributed data stores, also called distributed databases, are distributed systems
consisting of data collections where data is stored on a number of interconnected
nodes. A distributed data store can be seen as a single logical database but physi-
cally distributed across geographically separated systems interconnected through
a network. Basically, it consists of a global logical scheme shared by all the
nodes which in turn implement local logical schemes depending on the global
one. A distributed data store is handled by a distributed database management
system (DDBMS), a software developed to handle the information and to pro-
vide transparency to the end users, so that there would be no difference with a
classic centralised database from a user’s perspective. A distributed data store
in which each node runs the same DDBMS is referred to as homogeneous. On
the contrary, systems in which the DDBMS used on each node may be differ-
ent is referred to as heterogeneous. The information is divided by the DDBMS
into fragments and allocated to different locations. Different approaches for data
fragmentation are presented in Table 2.

Fragmentation Description

Horizontal Subsets of tuples from a table

Vertical Subsets of attributes from a table

Mixed Combination of horizontal and vertical fragmentation

Table 2: Fragmentation in a distributed data store

Whenever data is requested, the DDBMS has to fetch all the data fragments to
reconstruct the original relations. Moreover, in order to increase the availability
of the system, the DDBMS has the capability to replicate chunks of information
over different nodes, even though, for a high level of replication, it is hard to
maintain data consistency [13].
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Distributed data stores take over the old-fashioned relational databases, to address
some issues that the latter could not handle, like availability and scalability. The
main difference between classic relational databases and non-relational databases
is that the first are strictly based on data structures, while the second do not have
standard schema to adhere to. Briefly, a relational database collects data in tables,
one per each type of information. Each table consists of columns / attributes, one
per each attribute of the data, and tuples / rows, one per each instance of the data.
One attribute usually represents the so-called primary key, a sort of index which
identifies uniquely each tuple. Very often, tuples belonging to different tables
may have complementary information. In this case, the two tuples are joined
together by using the primary key of one of them as an attribute of the second.

A list of some of the main advantages and disadvantages of distributed data stores
over the relational databases is listed in [14] [15].

3.2.1 Key-value stores

Key-kalue (KV) stores collect schema-less data using associative arrays (also
known as maps or dictionaries) as their fundamental data model. In this very
simple model, data is represented as a collection of key-value pairs, such that
each possible key appears at most once in the collection. A record consists of a
string representing the key and a content representing the value of the key-value
pair. The value is a simple object, as a string, an integer or an array, although
it is possible to use combination of those to obtain complex object types. This
approach enables to use more flexible data models than the fixed schema used in
the relational databases and makes the requirements for properly formatted data
less strict.[16]

In the next section, Voldemort, the key-value store used in this thesis, is presented.
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3.3 Voldemort: A key-value store

Voldemort is a key-value store. In Voldemort the data are automatically parti-
tioned and replicated over multiple servers. The main feature of Voldemort is
that each node is independent from the others. Therefore, there is no central
point of failure or coordination. Voldemort is based on a distributed hash table
enriched with features like fault tolerancy and persistency. Its strength is in its
high horizontal scalability, that means it is able to scale the store across multi-
ple nodes. The design includes only simple key-value data access (read, write
or delete operations), even though both keys and values can be complex objects;
for example, even though Voldemort does not support one-to-many relations (i.e.
when a record refers to several records), a value can contain a list of objects that
accomplishes the same goal. This design choice entails some disadvantages if
compared with a relational DBMS; for instance, it is not possible to use complex
query filters or database triggers to automatically react to certain events. How-
ever, the developers claim that the simplicity of the design is reflected in a very
good and predictable performance[1].

3.3.1 System architecture

The system architecture is developed over several independent layers as depicted
in Figure 2, each one with a well-defined task to observe. On top there is the client

which has a simple get and put API. The conflict resolution and the read repair

layers deal with inconsistent replicas for read and write storages (in read only
storages all the records are synchronised). The routing layer handles partitioning
and replication, and delegates the operations to the storage replicas. The storage

layer has get and put functions to insert or retrieve data from the database. This
multilayered architecture enables to keep the application logic separated from
the storage operations and allows to modify the interactions among the layers by
mixing or matching them at runtime to meet different needs.



3.3 VOLDEMORT: A KEY-VALUE STORE 15

Figure 2: logical architecture of Voldemort [17].

Voldemort supports several configurations to route the data traffic towards the
partitions. They are depicted in Figure 3. In this thesis smart clients are con-
sidered; it means that they are able to balance their traffic among the partitions
without the presence of a coordination point (see Figure 3: “2-Tier, Frontend-

Routed”). This configuration enables the data traffic to reach the destination in
fewer hops and therefore lower latency is achieved. This design choice has been
made because it minimises potential network bottlenecks.
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Figure 3: physical architecture of Voldemort [17].

3.3.2 Data partitioning and replication

Voldemort is a distributed key-value store, where the data can be partitioned
across the system nodes. The data partitioning has the big advantage to hide disk
latency by exploiting efficiently data caching. In fact, the disk access has usually
the heaviest weight in the total response latency. The idea is to split the data set
into smaller chunks which can be stored in the memory of the servers. However,
the drawback is that the requests cannot be routed at random among the nodes,
but need to be routed directly to the nodes which hold the desired data. Also, data
partitioning introduces a high risk of data unavailability in case of nodes failures.
To deal with this problem, the data must be replicated over a number of nodes
called replicas so that, even if some of the replicas fail, the system has always
access to the entire data set. The technique used in Voldemort to partition the
data is based on consistent hashing, a very common technique: basically, nodes
and keys are mapped through an arbitrary hash function to a ring topology. This
ring is divided into a number of equally sized sectors and each node is responsi-
ble to manage a certain number of them (usually the responsibilities are equally
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distributed among the nodes). Every hashed key is assigned to a default number
of nodes alongside its related value. Such nodes are chosen among the key suc-
cessors, namely the nodes whose hash indexes immediately follow the index of
the hashed key. [1]

Figure 4 shows an example: the topology can contain up to 231 unique keys.
The ring is divided in eight equally sized sectors and the nodes are four (i.e.
A,B,C,D). Each node is responsible for the management of two sectors. The
replication factor is three. Therefore, three unique nodes are responsible for any
key-value pair (i.e. they store the value associated with the key). The replicas
are chosen by taking the first 3 unique nodes moving over the partitions in a
clockwise direction. Note that, while it is enough to read a value from at least one
node, in case of writing the new value must eventually reach all the replicas. This
issue is addressed by carefully selecting three basic parameters: the number of
replicas where each key-value is replicated, the number of replicas to read from
in parallel and the number of responses to wait before considering succesfully
commited a writing.

Figure 4: working principle of a hash ring [17].

3.3.3 Data model and serialization

The serialization is the task of translating data structures into formats that can
be stored in a file or in a buffer, or also transmitted across the network. The
serialization has to be such that it must be possible to reconstruct the original
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data structure at a later stage, even in a different environment. Voldemort can
support different serialization techniques: it is possible either to use several out-
of-the-box serialization methods or to implement new ones. The serialization
types already supported by Voldemort are presented in Table 3.

Serialization type Description

json Voldemort’s standard serialization format.

string Simple raw strings

java-serialization Java’s serialization format

protobuf Google’s serialization format

thrift Apache Thrift’s serialization format

avro Apache Avro’s serialization formats

identity No serialization at all. It gives back the exact bytes

Table 3: serialization types already supported by Voldemort [1].

A detailed list of the allowed types for the json case is presented in Table 4 [1].

type bytes used Java type

number from 8 to 64 Short, Integer, Float, Double, Date

string 2 + length of string or bytes String, byte[]

boolean 1 Boolean

object 1 + size of contents Map<String,Object>

array size * sizeof(type) List<?>

Table 4: allowed types for the json type [1].
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3.3.4 Consistency and versioning

The consistency is a property of a database that ensures that each reading of the
same key returns always the same value, if no updates occured. Voldemort tol-
erates the possibility of temporary inconsistency resolving the conflicts at read
time. This approach is called read-repair and basically it involves to write in-
consistent versions of the values, implementing a mechanism able to detect and
resolve the conflicts at read-time. To detect conflicts and overwrites, Voldemort
makes use of a vector clock versioning system, that is a partial ordering algo-
rithm. Basically, a vector clock is a list of versions (i.e. counters), one per node
of the store. Each node keeps a local copy of the global clock list. Every time a
local event occurs, a node increases its own clock. When a node sends a message,
it sends its local copy of the global clock list. The nodes receiving the message
update their local copy by increasing their own clock and by updating the other
clock values with the maximum between the just received clock list’s values and
the local copy.[1]

3.3.5 Failure detection

Voldemort can detect failures and handles them so that it can afford a certain
number of temporary failures in a considered acceptable window of time, sim-
ply by avoiding connections towards unavailable nodes. Such connections will
be restored once the unavailable nodes will become available again. The re-
establishment of the connections are handled in background to prevent them from
spoiling the client communication with the available nodes. The Voldemort’s fail-
ure detection relies on three independent detectors [18] :

Bannage Period Failure Detector: it relies on external callers to detect failed
attempts to access a node. The idea is that, when a failure is detected,
the faulty node is marked offline for an arbitrary period of time. Once
the timeout is expired, a connection to the node is attempted to check its
availability.
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Async Recovery Failure Detector: it detects failures, then it attempts to asyn-
chronously restore the connections towards the faulty nodes, in order to
avoid the threads to block.

Threshold Failure Detector: for each node, it keeps track of the ratio between
the number of successful operations and the total number of operations. If
such a ratio exceed a well-defined threshold, the node is considered avail-
able. On the contrary, if the ratio is below the threshold, the node is marked
as unavailable.

3.4 Introduction to statistical learning

Statistical learning deals with the creation of algorithms which, on the basis of a
set of observations, can automatically recognise the relationship existing among
variables inside a system to make predictions. The complexity lies in the fact that
the set of all the possible responses of a system for each possible data input is too
large for being matched to a set of already observed examples. Therefore, it is
necessary to use methods capable to model the system by extracting the very ba-
sic relations among the variables to eventually make realistic predictions for any
unobserved case. These relations are called functions; they are extracted from a
set of observed examples called the training set and their goodness is validated
on a test set, namely a collection of data that did not appear in the training set.
A typical operating scenario is the data mining, where statistical learning meth-
ods are used to spot hidden relations in large commercial or scientific databases
containing a huge amount of information.

Depending on the type of output, the statistical learning techniques can be either
regression techniques or classification techniques: the regression techniques ad-
dress the problems in which the output takes a continuous range of values, while
the classification techniques address the problems in which the output takes only
a discrete set of values, called labels. The input’s features may also vary on a
domain of three different value types:
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• Quantitative values identify the magnitude of a quantity.

• Qualitative values label the features in categories.

• Ordered categorical values specify a non-quantitative ordering between the
values.

The statistical learning algorithms can be classified in many groups, but the main
are four:[19]

• Supervised learning: in this family of algorithms, the training set is com-
posed of determined pairs of input and output values. The input values
tipically consists of an array of variables that the system takes in input to
produce output values as response. A supervised learning algorithm pro-
duces an inferred function able to predict the output value for any arbitrary
valid input, then enabling to compute realistic responses to never seen be-
fore input values.

• Unsupervised learning: for these algorithms, the goal is to find hidden
structures in unlabeled data on the basis of shared features without knowing
any response to use for supervising the model.

• Reinforcement learning: the goal is to achieve a system able to apprehend
and adapt itself to the transformations of the scenario through the distribu-
tion of rewards depending on the system’s choices. The better the perfor-
mance, the better the reward.1

• Online learning: in this case, a training set is not immediately available
but becomes available as time goes by, so that the mapping is updated se-
quentially. It is the opposite of the batch learning (also known as offline

learning) in which the training set is provided at once to the system before
trying to make any prediction.

1http://www.cs.indiana.edu/~gasser/Salsa/rl.html
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3.4.1 Formal description

The formal description presented here and in the following sections is taken from
[20].

Let denote the set of input variables or predictors by X where Xi denotes the
i-th predictor of such a set. Similarly, let denote the set of output variables or
responses by Y where Yi denotes the i-th response of such a set. The relation that
occurs between the predictors X and the responses Y will be

Y = f (X)+ ε (3.4.1)

whereas ε represents an unpredictable independent random error term having
mean zero and f represents the so-called systematic information that X provides
about Y . Since in a real case scenario the set of responses Y may not be known
a priori, it is necessary to predict Y using an estimate of the real f such that the
relation becomes

Ŷ = f̂ (X) (3.4.2)

whereas Ŷ is the prediction for Y and f̂ (X) is the estimate of f (X). Being an esti-
mate, f̂ (X) will have some intrinsic inaccuracy which will entails some error on
the prediction. This error is referred to as reducible error because, by chosing a
better statistical learning technique, it is possible to achieve a more accurate esti-
mate of f (X) with a smaller intrinsic error. However, even with the best learning
technique giving the most accurate prediction so that Ŷ = f (X) , it must be taken
in account that the original relation 3.4.1 includes also the unpredictable inde-
pendent random error term ε . This error is known as irreducible error because
even the most perfect learning technique cannot reduce it. This can be shown by
considering a simple example in which f̂ and X are fixed.
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After having evaluated the expected value of the squared difference between the
predictions and the real values, the result is:

E(Y−Ŷ )2=E[ f (X)+ε− f̂ (X)]2=[ f (X)− f̂ (X)]2︸ ︷︷ ︸
Reducible

+ Var(ε)︸ ︷︷ ︸
Irreducible

(3.4.3)

where it can be seen the effect of the variance of the irreducible error term Var(ε).

Nevertheless, one can be interested in understanding which are the actual re-
lationships binding together the predictor set to the responses in order to find
which predictors are associated with the response or what type of relationship
exists between such predictors and the responses. In other words, someone may
need to know the exact form of f̂ . Such a problem is referred to as inference

problem, because the goal is to spot which changes in the predictors set corre-
spond to changes in the response. Different learning techniques can be used to
compute f̂ , depending on whether the problem is a prediction problem or an in-
ference problem (or a combination of the two).

3.4.2 Regression methods

Depending on whether the problem is a prediction problem or an inference prob-
lem, there are different methods to estimate f , which can be more or less flexible.
A method is considered flexible when it can adapt itself to a wide range of shapes
to estimate f . However, this usually implies that the resulting model will be less
interpretable, because it may be very hard to understand how the variations of a
predictor will influence the response. Basically, if one is interested in inference,
a flexible method should be used, because it will produce a more comprehensi-
ble model from which it will be easier to understand the relationship between
predictors and response. On the contrary, if one is interested in very accurate
predictions, it may be the case to use a more flexible approach, though this is
not always true because flexible methods may suffer of overfitting, a modeling
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error which occurs when a model learns too closely the training data and ends by
modeling the random noise within it.

Most of the existing learning methods to estimate f can be grouped in two main
categories: parametric methods and non-parametric methods.

The parametric methods use a finite number of parameters to shape a relation
between predictors and response on the basis of the training data. The relation
is assumed a priori so that the problem of estimating f is reduced to the simpler
problem of estimating a set of parameters. However, the main disadvantage of
this approach is that the true form of f is usually unknown, hence it is usually very
hard to assume it a priori. Generally, parametric methods perform well whenever
a parametric form close to the actual form of f exists and is found.

The non-parametric methods are not based on the assumption that f follows a
parametric form and therefore are more flexible than the parametric ones. Poten-
tially, they are suitable to fit a wider range of possible forms of f , even though
this entails that the model requires a greater number of parameters to estimate f .

In the following sections, the four learning methods later used in this thesis are
described: the multiple linear regression, the Lasso regression, the regression tree
and the random forest.

3.4.2.1 Multiple linear regression

The multiple linear regression, often shortened simply in linear regression, is a
supervised learning technique that produces an estimate of the expected value of
a response Y on the basis of the values assumed by a set of predictors Xi . As the
name suggests, it assumes that the relation existing between the response and the
predictors can be modeled with a linear function. It derives from the simple linear

regression where the only difference is that there is a single predictor instead of
a set of them. The multiple linear regression model is

Y = β0 +
n

∑
i=1

βiXi + ε (3.4.4)
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where β0 is referred to as intercept and βi are the slopes. The intercept is the value
that the response assume when all the predictors are set to zero. A slope indicates
how a variation in the related predictor influences a variation in the response.
Intercept and slopes are unknown, but they can be estimated by training the model
with the training data. The term ε is the observational error which includes all the
noise factors that are not predictors but nonetheless influence the response. Once
that the estimates β̂0 and β̂i have been found, it is possible to predict an estimate
of the response by evaluating the relation

ŷ = β̂0 +
n

∑
i=1

β̂ixi (3.4.5)

where ŷ is the prediction of the response on the basis of the values xi assumed
by the predictors Xi.

One of the most common technique for finding the optimal estimates of the inter-
cept and of the slopes is the least squares. It aims to find β̂0 and β̂i such that the
linear function in 3.4.5 gets as close as possible to the observed values in 3.4.4.
The resulting function will be the one having the minimum achievable distance
between each pair of observation yi and prediction ŷi. In other words, referring to
the distance ei = yi− ŷi as residual, the least squares minimises the residual sum

of squares RSS = ∑
n
i=1 e2

i ; the smaller the RSS, the better the estimates β̂0 and
β̂i.

Even though the linear regression is a simple technique, it provides good results
whenever a linear relationship exists between the response and the predictors.
However, that means that whenever such a relationship is non linear, the accuracy
of a linear regression model will inevitably suffer.

3.4.2.2 Lasso

The Lasso regression is a techinque often used for performing regression in high
dimensional contexts. It is inspired to the least squares technique, in the sense
that it aims to reduce the residual sum of squares, while introducing also a limit
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for the sum of the absolute value of the regression coefficients. The result is that
lasso tends to shrink the regression coefficients of the less valuable predictors to
zero when a tuning parameter λ is sufficiently large, according to the formula

∑
n
i=1(yi−(β0+∑

p
j=1 β jxi j))

2
+λ ∑

p
j=1|β j|=RSS+λ ∑

p
j=1|β j| . (3.4.6)

Depending on the scenario, this feature selection often improves the accuracy of
the model and gives to the lasso a high interpretability in terms of inference, since
the less valuable predictors are completely ignored in the computation of model.
The improvement is given by the fact that, removing those noisy and unreliable
features that are not good predictors, the resulting model will generally achieve a
lower test error rate.

3.4.2.3 Regression tree

Instead of working with linear coefficients, regression tree is a technique that
makes use of a decision tree, that is a recursive set of splitting rules called inter-

nal nodes, which split the predictor space into smaller non overlapping regions,
called leaves, which are very easy to model with a simple prediction model. Both
the internal nodes and the leaves are interconnected by branches. Firstly, the pre-
dictor space X is divided in J distinct and non overlapping regions R1,R2, · · · ,RJ .
Such regions can be found by performing recursive binary splitting over all the
predictor space using top-down greedy choices which aim to obtain the tree with
the smallest residual sum of squares (RSS). In other words, for each predictor X j,
a cutpoint s is selected such that the predictor space is splitted into the best two
regions where X j assumes a value either less than s or greater than s. The optimal
cutpoint s is the one that lets the model achieve the smallest RSS obtainable so
far.
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Generalizing for any j and s, the best two regions are defined as

R1( j,s) = {X |X j < s} and R2( j,s) = {X |X j ≥ s} , (3.4.7)

whereas j and s are those values which minimise the RSS equation

∑
i:xi∈R1( j,s)

(yi− ŷR1)
2 + ∑

i:xi∈R2( j,s)
(yi− ŷR2)

2 . (3.4.8)

Here, ŷR1 and ŷR2 are the mean responses of the training observations respec-
tively in R1( j,s) and R2( j,s) . The construction of the tree ends when an
arbitrary stopping condition is met. Once the construction of the tree is com-
pleted, making predictions is very easy: it is enough to average the responses
of the training observations belonging to the very same region in which a test
observation fell.

Regression trees make very fast predictions and it is very easy to understand
which predictors are the most valuable for a specific case. Nevertheless, some-
times they happen to fall in overfitting, because, for some regions, there may be
too few observations to take valid decisions. To address this problem, there are
different techniques for “pruning” the less valuable branches by reducing the tree
size and avoiding that the model may overfit the data.

3.4.2.4 Random forest

Random forest is a technique based on the regression tree that improves an other
technique called bagging. Basically, it consists of a number of decision trees
whose predictions are eventually averaged to obtain a model with higher accu-
racy. Each tree is constructed by selecting at random a sample of training obser-
vations from the training set. Moreover, whenever a split occurs in a tree, it can
use only a single predictor selected from a random sample of features (usually
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m ≈ √p, where p is the total number of predictors). The same features were
previously selected at random from the full predictor set. Especially thanks to the
constraint of being limited to use only a random subset of the predictor set, the
random forest can construct a set of decorrelated trees that is the essential con-
dition without which it could not be possible to obtain accurate predictions from
simply averaging of the predictions of every single decision tree. The reason is
that, without such a condition, if one or few predictors were way more valuable
than the others for predicting the response, most of the decision trees would use
those, thereby raising the correlation among the decision trees. This is exactly
the weakness of bagging that random forest improves.

3.4.2.5 Validation set approach and rating prediction

The efficiency of a statistical learning model directly depends on the quality of
its predictions. However, the validation of these predictions may be not so trivial
as it sounds. Basically, a learning model can be seen as a function, obtained
from a training set of observed examples, and validated on a test set of samples
that did not appear in the training set. Depending on the set on which the model
is applied to, two types of errors are defined: the training error is the average
prediction error obtained when the learning model is applied to the training set,
which contains the same samples the model was trained on; the test error is
the average prediction error obtained when the learning model is applied to the
test set, which contains samples that the model never saw before. An accurate
statistical learning model must produce a low test error rate. Usually, the training
error rate is a lowerbound for the test error rate, but in some cases it heavily
underestimates the latter.

The validation set approach is a technique that enables to estimate the test error
rate of a statistical learning model; the idea is to split the observation set in a
training set and a validation set, by dividing at random the observations between
the two subsets. After having trained the model on the training set, it is validated
on the validation set. The validation simply consists in evaluating the validation
error rate, that is an estimate of the test error rate. Actually, in some cases it may
even tend to overestimate the test error rate, since the model is trained on fewer
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observations.

Several standard error measure techniques exist. The techniques used in this
thesis to represent the error rates are:

• the normalized mean absolute error, computed as NMAE = 1
y

(1
n ∑

n
i=1 |yi−ŷi|

)
that is basically the mean absolute error MAE = 1

n ∑
n
i=1 |yi−ŷi| normalized

by the average of the n samples of the test set y = 1
n ∑

n
i=1 yi;

• the normalized 90th percentile of prediction errors (N90th) computed as the

90th percentile of the prediction errors |yi− ŷi| normalized by y.

3.4.2.6 Feature selection

Sometimes, especially when a training set contains a large number of predictors,
it may be useful to reduce such a space to just a subset with the most relevant
predictors, since it may occur that some predictors carry the same type of in-
formation though in different forms. The feature selection may entail several
advantages, ranging from reduced training times (once that the proper predictors
are found) to simpler models with lower risk of falling in overfitting.

The feature selection techniques used in this thesis belong to the stepwise selec-

tion family, a set of greedy algorithms which sequentially add or remove features
from the predictor set. The first technique is called forward stepwise selection:
it starts from an empty set of features and, at each step, it adds to the predic-
tor set the predictor producing the greatest additional improvement. The second
technique is called backward stepwise selection and uses the reverse approach: it
starts from the full set of features and, step by step, removes from the predictor
set the predictor producing the least improvement. Both of them stop when a
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quality threshold is reached. Being greedy algorithms, they are not guaranteed to
find the best subset of predictors. In order to obtain the best subset of predictors,
each possible combination of the features should be considered, but it would be
computationally infeasibly for a large number of features. Furthermore, the so-
lutions they find are usally equivalent in terms of quality, even though, for large
predictor space, the forward stepwise selection is way faster.

Since the backward stepwise selection does not improve the model accuracy and
dramatically raises the model computation time, the results for BSS are not re-
ported in this thesis.

3.5 Network emulation

A network emulator is a tool able to emulate the attributes of a real or ideal end-
to-end network paths and that provides a way to assess the impact of the network
statistics on the performance of the service under investigation. The working
principle consists in altering the packet flow in order to emulate specific network
attributes [21].

The network emulator used in this project makes use of the software NetEm,
which is an enhancement of the Linux traffic control mechanism that enables to
introduce network impairments such as delay and packet loss [22]. The details of
its design are described in [23].
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Figure 5: linux queueing discipline [23].

Essentially, every outgoing packet from the protocol output must pass through a
queueing discipline before being actually sent (Figure 5). NetEm consists in a
particular queueing discipline that timestamps the outgoing packets with a send
time and places them in a waiting queue. When their send time is met, the packets
ready to be sent are moved from the waiting queue to a second queue that will
eventually release them to the network device for the actual transmission. By tun-
ing the parameters of a queuing discipline, it is possible to shape the traffic flow
as if the packets were sent through a network with specific network performance
characteristics.

3.6 Device and network statistics

The feature set X is composed of two kind of statistics: the device statistics XD

and the network statistics XN .
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3.6.1 Device statistics

The device statistics XD are collected from the kernel of the server’s operating
system by using a device statistics sensor that makes use of the software suite
Sysstat (release 11.1) and its package SAR to collect periodically the system
activity information in bulk. The device statistics consist of a couple of thousands
of internal variables, such as the current rate of interrupts, the average CPU core
utilization, the utilization percentage of the network interface, et cetera [24].

After having collected the device statistics, all the constant variables and the non-
numerical data are removed from the collection, causing the reduction of the
feature set to few hundreds of elements. Further reduction of the feature set
occurs when feature selection techniques are used.

3.6.2 Network statistics

The network statistics XN are periodically collected by using a network sensor de-
veloped specifically for this project. The sensor periodically sends a burst of 100
ICMP Echo Requests per second from the current machine to a second machine,
it waits for the ICMP Echo Replies and it computes the following end-to-end
network statistics:

1. the minimum round-trip-time;

2. the average round-trip-time;

3. the maximum round-trip-time;

4. the packet loss rate.

These statistics will be used together with the device statistics as predictors.
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3.7 Service-level metrics for a Voldemort store

The service-level metrics Y are periodically collected on the client side by us-
ing the Voldemort’s performance tool [3]. Essentially, the client issues a certain
number of requests from which it computes the service-level metrics listed here:

1. the average reading time, that is the average time a client takes to retrieve
a value from the store;

2. the 95th percentile of the readings time, that is that threshold below which
the 95% of the reading times fall;

3. the average writing time, that is the average time a client takes to insert a
value insto the store;

4. the 95th percentile of the writings time, that is that threshold below which
the 95% of the writing times fall.

3.8 Traffic load generation

A load generator has been developed for the specific purposes of this thesis by
modifying the Voldemort’s performance tool. It is able to create a traffic load
that varies as a function of time depending on a specific traffic pattern. In other
words, it dynamically controls the average number of requests issued per second
λ . The request generation is distributed as a Poisson process with average arrival
rate λ , that is a discrete probability distribution that describes the probability that
a number of independent events will occur in the next time interval, given that
the average number of independent events that usually occur is fixed and equal to
λ . The difference between each load pattern stems from the way in which they
vary such a λ over time. The load patterns supported are three:

1. the poisson load pattern describes the generation of requests per second as
a Poisson process with λ fixed over time;
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2. the periodic load pattern describes the generation of requests per second as
a Poisson process with λ that varies as a sine wave;

3. the flashcrowd load pattern describes the generation of requests per second
as a Poisson process with λ that varies to emulate the flashcrowd model
described in [25], whereas a flaschrowd event is defined as “a large spike
or surge in traffic”. The parameters that describe a flash peak are two: the
first is Rnormal that is the average non-flash number of requests per seconds;
the second is the shock_level that is the order of magnitude increase of the
number of requests during a flash peak such that R f lash = shock_level ×
Rnormal is the average rate of requests per seconds during a peak. From the
shock_level, three major times are derived, as shown in 6: the ramp-up time
l1 (between t0 and t1 ) that is the time it takes to reach R f lash from Rnormal

computed as l1 = 1
log10(1+shock_level) , the sustained traffic time l2 (between

t1 and t2 ) that is the duration of the sustained traffic phase computed as
l2 = log10(1+ shock_level), and the ramp-down time l2 (between t2and
t3) that is the time it takes to go back to Rnormal from R f lash computed as
l2 = n × log10(1+ shock_level) whereas n is an arbitrary constant.

Figure 6: description of a flaschrowd traffic [25]. The ramp-up phase goes from
t0 to t1. The sustained traffic phase goes from t1 to t2. The ramp-up phase goes
from t2 to t3.
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Part 4

Testbed and experimentations

The following sections describe the hardware and software configurations of the
experiments, how the experiments are performed, how the load is generated and
how the datasets for the model computation are obtained.

4.1 Testbed

The experiments are run on Dell PowerEdge R715 2U rack servers interconnected
by Ethernet switches. Each machine has 64 GB of RAM, two 12-core AMD
Opteron processors, a 500 GB hard disk and a 1 Gb network controller. All
machines run Ubuntu Linux 14.04 LTS as operating system and their clocks are
synchronised using the Network Time Protocol (NTP) [26].

The configurations for experimentation are three. In order of complexity, the first
configuration is the simplest and consists of a single-node key-value store; the
second configuration is more complex and consists of a single-node key-value
store plus a network emulator; the third configuration is the most complex and
consists of a two-nodes key-value store deployed on two different machines. The
key-value store used is Voldemort (release 1.9.17) [1].

4.2 Configuration I: a single-node store

The first configuration is designed to evaluate whether the thesis’ approach is
able to obtain reliable predictions for a single-node store. Figure 7 depicts the
configuration and the interactions among the components.
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Figure 7: the store machine runs a single-node store and collects the device statis-
tics in the dataset X; the client machine generates some requests towards the store
and collects the service-level metrics in the trace Y; the load generator machine
creates traffic as a function of time with the objective of loading the store’s ma-
chine.

The configuration consists of three components: the store machine that runs a
single-node Voldemort store which provides the service, the client machine that
sends the requests from which the service-level metrics are extracted, and the
load generator machine that creates the traffic load.

The store machine runs a single-node Voldemort store, loaded with 800 000 keys,
each indexing a value of 100 KB in size. It receives the requests from the client
and the load generator, fetches the keys and the associated values from the store,
and finally sends back the response. In the meanwhile, it runs the device statis-
tics sensor that saves the collected samples in the feature set X together with a
timestamp, as described in Section 3.6. The client machine runs the service-level
metrics sensor, which uses a thread pool to concurrently send 100 requests per
second from which it computes the service-level metrics for the last second, and
save the latter in the dataset Y together with a timestamp, as described in Section
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3.7. The load generator machine loads the store machine by dynamically issuing
a variable number of requests, depending on the specific load pattern selected
for the current experiment, as described in Section 3.8. All the keys are selected
uniformly at random.

Note that in this configuration the feature set X is composed exclusively of the
device statistics XD, because the network statistics XN are not collected; in fact,
the network consists in a simple ethernet interconnection.

4.3 Configuration II: emulation of a network path

The second configuration is almost identical to the first one; the only difference
is the presence of a network emulator. The objective is to validate the thesis’
approach considering the network influence. Figure 8 depicts the configuration
and the interactions among the components.
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Figure 8: the key-value store machine runs a single-node store and collects both
the device statistics and the network statistics, storing them in the dataset X; the
client machine generates some requests towards the store and collects the service-
level metrics in the dataset Y; the load generator machine creates traffic as a
function of time with the objective of loading the store; all the traffic passes
through the network emulator that adds packet loss and dynamically modifies the
network latency as a function of time.

The configuration consists of four components: the store machine that runs a
single-node Voldemort store which provides the service, the client machine that
sends the requests from which the service-level metrics are extracted, the load
generator that creates the traffic load, and the network emulator through which
all the traffic flows and that introduces delays and packet loss.

The store is loaded with 800 000 keys, each indexing a value of 100 KB in size. It
receives the requests from the client and the load generator, fetches the keys and
the associated values from the store, and eventually replies to the sources. During
the service operations, the store machine runs the two sensors for collecting the
device statistics XD and the network statistics XN , and saves the collected samples
together with a timestamp, as described in Section 3.6. XD and XN will be even-
tually merged to form the feature set X . The client machine runs the service-level
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metrics sensor, which uses a thread pool to concurrently send 100 requests per
second from which it computes the service-level metrics for the last second, and
save the latter in the dataset Y together with a timestamp„ as described in Section
3.7. The load generator machine loads the store machine by dynamically issuing
a variable number of requests, depending on the specific load pattern selected
for the current experiment, as described in Section 3.8. All the keys are selected
uniformly at random.

All the traffic is redirected to flow through the network emulator by using iptables
[27]. The network emulator makes use of the software NetEm [23] and acts on
the Linux traffic control mechanism by modifying the queuing discipline, as de-
scribed in Section 3.5. It consists of a bash script that takes as inputs a minimum
and a maximum value for the latency in milliseconds, the period of a triangular
wave in minutes, the standard deviation of the latency in milliseconds and the
packet loss rate. Once started, the script periodically modifies the NetEm latency
parameter to form a triangular wave with period and bounds defined by the input
parameters. The impairments simulated for this configuration are a fixed packet
loss rate equal to 2% and a normally distributed per-packet delay whose mean
varies between 0 ms and 50 ms as a triangular wave with standard deviation fixed
to 5 ms. For instance, with this configuration, the average round-trip-time varies
in the interval [0,100] milliseconds.

Those network impairments have been chosen on the basis of the information
retrieved from the web pages of the Internet Weather Map and the Internet Traffic
Report when this thesis was written [28, 29]. These projects analyse the evolution
of the international network statistics that constantly occur on the Internet. About
the triangular wave pattern, it has been chosen because it is a simple dynamic
pattern that does not add complexity to the configuration. Furthermore, consider
that the network scenario emulated in this thesis is just a proof of concept and
does not claim to be very accurate.
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4.4 Workloads and load characterization

The workloads for the single-node experiments, whose configuration has been
just described in Section 4.2 and Section 4.3, are two: the read-only and the
read-write. In the read-only workload the traffic is composed of 100% of reading
requests; in the read-write workload the traffic is composed of 80% of reading
requests and 20% of writing requests. The choice of using these two workloads
to test the thesis’ approach comes from the idea that the behaviour of the store
may be depend on the type of traffic, (i.e. if it is composed of reading requests or
a mix of reading and writing requests). In fact, it is reasonable to think that the
reading requests may be lighter in terms of computational load than the writing
requests, since the latter imply a longer disk access time. The maximum number
of operations that can be served by the store depends on the workload type (i.e.
the reading/writing ratio), the keyspace size and the value size. It also depends
on the garbage collection events of the java virtual machine on which Voldemort
relies. Also, a faster data storage device like a solid state drive would improve
the performance of the store, since the bottleneck of the system appears to be the
disk access capacity.

The load generation follows the three traffic patterns introduced in Section 3.8 to
create five traffic scenarios. Each scenario is studied to explore different ranges
of utilisation of the store machine:

1. No load: in this scenario the load generator is absent, so that the load on
the server only depends on the client.

2. Poisson low: this scenario aims to put the store under a medium level of
load. It makes use of the poisson load pattern with a relatively small λ .

3. Poisson high: this scenario intends to put the store under a high level of
load, close to its maximum capacity. It makes use of the poisson load
pattern with a relatively large λ .

4. Periodic: this scenario aims to create a dynamic load that varies as a sine
wave to test how the service quality of the store varies in presence of a



4.4 WORKLOADS AND LOAD CHARACTERIZATION 41

variable load. It makes use of the periodic load pattern with a λ that varies
as a sine wave with period of 40 minutes.

5. Flashcrowd: this scenario is similar to the periodic scenario, but it makes
use of the flashcrowd load pattern to vary λ . The duration of the ramp-up
phase is slightly more than 1 minute, the duration of the sustained traffic
phase is slightly less than 1 minute and the duration of the ramp-down
phase is about 12 minutes. The number of flashcrowd peaks is a Poisson
process with mean equal to 8 peaks per hour.

The characterization of each traffic scenario for the two workloads is given in
Table 5 and Table 6.

scenarios read-only workload

no load no load generator

poisson low λ = 10 requests/second

poisson high λ = 50 requests/second

periodic λ that varies in the range [15 , 55 ] requests/second

flashcrowd λ that varies in the range [10 , 50 ] requests/second

Table 5: characterization of the traffic scenarios for the read-only workload.

scenarios read-write workload

no load no load generator

poisson low λ = 10 requests/second

poisson high λ = 30 requests/second

periodic λ that varies in the range [10 , 30 ] requests/second

flashcrowd λ that varies in the range [10 , 30 ] requests/second

Table 6: characterization of the traffic scenarios for the read-write workload.
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4.5 Configuration III: a two-nodes store

The third and last configuration is designed to evaluate whether the proposed
method is able to obtain similar predictions even for a small distributed case
composed of two-nodes. Figure 9 depicts the configuration and the interactions
among the system components.

Figure 9: the two-nodes key-value store runs on two separate machines that col-
lect also the system statistics in the dataset X; the client machine generates some
requests towards the store and collects the service-level metrics in the dataset Y;
the load generator machine creates traffic as a function of time with the objective
of loading the store.

The configuration consists of four components: two machines on which the two
Voldemort’s nodes run separately, the client machine that sends the requests from
which the service-level metrics are extracted, and the load generator that creates
the traffic load.

The store machines run a two-nodes Voldemort store, loaded with 200 000 keys,
each indexing a value of 200 KB in size. The store nodes are full redundant, it
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means that the replication factor is two. The Voldemort nodes, while keeping
the store consistent, receive the requests from the client and the load generator,
fetch the keys and the associated values from the store, and eventually reply to
the sources. Each store machine runs a device statistics sensor that saves the
collected samples in a partial feature set together with a timestamp, as described
in Section 3.6. Eventually, the partial feature sets from the two-nodes are merged
in a single final feature set X . The client machine runs the service-level metrics
sensor, which uses a thread pool to concurrently send 100 requests per second
from which it computes the service-level metrics for the last second and save
the latter in the dataset Y together with a timestamp, as described in Section 3.7.
The load generator machine loads the store machines by dynamically issuing a
variable number of requests.

The load generation follows the periodic load pattern described in Section 3.8
with arrival rate λ equal to 50 events per second that varies as a sine wave be-
tween λ = 20 and λ = 80 and period equal to 60 minutes. The workload is
read-write and the traffic is composed of 90% of reading requests and 10% of
writing requests. All the keys are selected uniformly at random.

Note that in this configuration the feature set X is composed exclusively of the
device statistics XD extracted from the two nodes.

4.6 Description of an experimental run and outcome

Each experimental run lasts up to eight hours. At the beginning of a run, firstly
the store is initialized, then the client and the load generator machines begin
to interrogate the store with their requests. In the meanwhile, the sensors on
the store machine collect the server-side statistics X and the sensor on the client
machine collects the service-level metrics Y . The samples are collected at the start
of every second (1 sample per second), so each dataset is composed of more than
twenty thousands of samples. Once the experiment is concluded, the generation
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of the requests is terminated and the store is closed. Eventually, all the datasets
are gathered and the samples are aligned on the basis of their timestamps. The
total number of datasets should have been 21, divided as follows: 10 datasets
for the first configuration, 10 datasets for the second configuration and 1 dataset
for the third configuration. Actually, the datasets associated with three of the ten
scenarios for the second configuration are missing in this thesis, therefore the
final count is 18 datasets. The reason is that it has been difficult to collect the
datasets for the scenarios poisson high, periodic and flashcrowd with read-write

workload and network emulation .
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Part 5

Evaluation of the learning models

In this part, the evaluation method is described and the results of the experiments
conducted over the configurations described in Section 4.1 are presented.

5.1 Evaluation method

The effectiveness of a model is evaluated by making use of the validation set
approach and by analysing the training and the test error rates. The validation set
approach has been described in Section 3.4.2.5, as well as the two error measures
NMAE and N90th . However, recalling the basic principles, the idea is (I) to
randomly assign each observation (Xt ,Yt) to either a training set or a test set, (II)

to learn a model from the training set using the regression techniques described
in Section 3.4.2 and (III) to evaluate the accuracy of the model computing the test
error rate on the test set. The training set contains 70% of the samples and the
test set the remaining 30%.

To produce and evaluate the learning models, the software R for statistical com-
puting [30] is run on a machine with the hardware described in Section 4.1. The
range explored for the regularization parameter of lasso and ridge is exponentially
spaced between 0.001 and 10. For random forest, the number of trees analysed is
20; higher numbers of trees have been tested but with no significant improvement
of the results. Moreover, a higher number of trees increases the time required for
computing each model.

About the training time required by each regression method, random forest may
require up to 20 minutes, regression tree takes less than 1 minute, lasso, ridge
and linear regression just few seconds. When forward stepwise selection is used,
the time it takes to perform the selection of the most relevant features is about 10
hours for random forest and few minutes for lasso, ridge and linear regression.
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Since that the models that obtain the smallest error rates across all the experi-
ments are the lasso for the linear models and the random forest for the tree-based
models, for better readability of the results, the error rates for linear regression,
ridge regression and regression tree are not presented in the result tables.

5.2 First experiment: a single-node store

In the first experiment, the goal is to study the accuracy of the predictions ob-
tained for various regression methods and various load patterns over the single-
node configuration described in Section 4.2 and for the workloads described in
4.4.

5.2.1 Read-only workload: evaluation results

The following tables present the error rates obtained by the lasso regression and
the random forest for the read-only workload and over the scenarios described in
Section 4.4.

Table 7 shows that the error rates depend on the scenario. The smallest error
rates are obtained for the no load scenario: both the lasso and the random forest
obtain 5% (NMAE) for the average reading time and 11% (NMAE) for the 95th

percentile of the reading time. As the load increases, the error rates grow: for the
poisson high scenario, both the lasso and the random forest obtain 21% (NMAE)
for the average reading time and 24% (NMAE) for the 95th percentile of the
reading time. The error rates for both the dynamic scenarios are similar, even
though the flashcrowd presents slightly smaller error rates: both the lasso and
the random forest obtain around 17% (NMAE) for the average reading time and
20% (NMAE) for the 95th percentile of the reading time. The error rates for the
dynamic cases fall between those obtained for the poisson low and those obtained
for the poisson high.
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The first observation is that the more intensive the traffic rate, the lower the qual-
ity of the predictions. The second observation is that both the lasso regression
and the random forest can predict the service-level metrics with similar results,
though it has to be considered that random forest takes longer to compute the pre-
diction model. Also, it can be observed that the prediction models obtain larger
error rates for the 95th percentile of the reading time than for the average reading
time.
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Scenarios Regression Method
Average Reading time 95thpercentile Reading time

NMAE (%) N90thE (%) NMAE (%) N90thE (%)

no load
Lasso Regression 5 7 11 15

Random Forest 5 6 11 15

poisson low
Lasso Regression 6 9 12 16

Random Forest 7 9 12 17

poisson high
Lasso Regression 21 28 24 32

Random Forest 21 28 24 33

periodic
Lasso Regression 19 21 21 25

Random Forest 18 20 21 26

flashcrowd
Lasso Regression 18 17 20 22

Random Forest 17 15 20 22

Table 7: prediction errors for model M : Xt → Ŷt for a single-node store scenario

with read-only workload.

Table 8 shows the effect of forward stepwise selection (FSS). Essentially, the
results are not improved and the observations already made for Table 7 are still
valid. The only method that improves its predictions with FSS is the least square
linear regression; however, its accuracy is still lower than the lasso.
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Scenarios Regression Method
Average Reading time 95thpercentile Reading time

NMAE (%) N90thE (%) NMAE (%) N90thE (%)

no load
Lasso Regression 5 7 11 15

Random Forest 5 6 10 14

poisson low
Lasso Regression 7 9 12 17

Random Forest 7 10 12 17

poisson high
Lasso Regression 21 29 24 33

Random Forest 22 29 25 33

periodic
Lasso Regression 19 22 21 26

Random Forest 19 22 23 27

flashcrowd
Lasso Regression 19 17 21 22

Random Forest 18 18 22 22

Table 8: prediction errors for model M : Xt → Ŷt for a single-node store scenario

with read-only workload and using forward stepwise selection to reduce the fea-

ture set.

The conclusion is that the FSS is ineffective in improving the accuracy of the
models, also considering the amount of time it takes to perform the feature se-
lection (see Section 5.1). However, it has to be considered that the features used
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to train the models are no more than ten. This suggests that a large amount of
the features contained in the feature set could have been omitted from the begin-
ning to speed up the computation of the models. Investigating the nature of those
features, it is found that:

1. for the scenarios involving a low load (i.e. no load and poisson low), the
most recurring features are related to the network level, like the number of
segments sent or supplied to IP per second;

2. for the scenarios involving a high load (i.e. poisson high), the most recur-
ring features are related to disk activities;

3. for the scenarios involving dynamic load (i.e. periodic and flashcrowd),
features related to the load average during the last minutes are often se-
lected.

5.2.2 Read-write workload: evaluation results

Tables 9 and 10 presents the error rates for the read-write workload. Again, the
error rates across the scenarios follow the same behaviours previously observed
for the read-only case. The no load scenario presents the smallest error rates:
both the lasso and the random forest obtain 17% (NMAE) for the average read-
ing time and about 17% (NMAE) for the 95th percentile of the reading time;
nonetheless, the random forest obtains slightly smaller error rates for the writing
metrics with 12% (NMAE) for the average writing time and 16% (NMAE) for
the 95th percentile of the writing time. Again, the error rates seem to grow when
the load is higher: for the poisson high scenario, the lasso obtain 27% (NMAE)
for the average reading time, 36% (NMAE) for the 95th percentile of the reading
time, 20% (NMAE) for the average writing time and 23% (NMAE) for the 95th

percentile of the writing time. Finally, the error rates for the dynamic cases are
slightly larger than those obtained for the poisson high.

Essentially, the observations already made for the read-only case are still valid.
In fact, the more intensive the load on the server, the lower the quality of the pre-
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dictions. Again, both the lasso regression and the random forest obtain similar
results, but random forest takes longer to compute the prediction model. Gener-
ally, the prediction models obtain larger error rates for the 95th percentile of the
reading time than for the average reading time. The same happens for the 95th

percentile of the writing time and for the average writing time. Finally, it can
be observed that the writing metrics are predicted with lower error rates than the
reading metrics.
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Scenarios Regression Method
Average Reading time 95thpercentile Reading time

NMAE (%) N90thE (%) NMAE (%) N90thE (%)

no load
Lasso Regression 17 24 17 23

Random Forest 17 23 18 24

poisson low
Lasso Regression 19 26 24 32

Random Forest 19 27 25 32

poisson high
Lasso Regression 27 36 36 49

Random Forest 29 38 37 51

periodic
Lasso Regression 28 36 39 51

Random Forest 27 36 37 52

flashcrowd
Lasso Regression 25 31 37 46

Random Forest 27 36 37 52

Table 9: prediction errors for model M : Xt → Ŷt for a single-node store scenario

with read-write workload.
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Scenarios Regression Method
Average Writing time 95thpercentile Writing time

NMAE (%) N90thE (%) NMAE (%) N90thE (%)

no load
Lasso Regression 14 17 18 22

Random Forest 12 14 16 19

poisson low
Lasso Regression 19 26 24 31

Random Forest 18 24 23 31

poisson high
Lasso Regression 20 27 23 32

Random Forest 21 28 24 34

periodic
Lasso Regression 22 29 27 36

Random Forest 20 27 26 36

flashcrowd
Lasso Regression 21 26 25 33

Random Forest 20 27 26 36

Table 10: prediction errors for model M : Xt→ Ŷt for a single-node store scenario
with read-write workload.

As it was for the read-only workload, the usage of FSS does not improve the
accuracy of the predictions, therefore the results are not presented.
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5.3 Second experiment: emulation of a network path

In the second experiment, the goal is to study the accuracy of the predictions
obtained for various regression methods and various load patterns in presence
of network impairments, as described in Section 4.3, and for the workloads de-
scribed in Section 4.4.

5.3.1 Read-only workload: evaluation results

Table 11 presents the error rates obtained by the lasso regression and the random
forest for the read-only workload and over the scenarios described in Section 4.4.
It can be observed that the error rates vary across the scenarios, similarly to what
was observed for the first experiment with no network impairments. The smallest
error rates are obtained for the no load scenario where the random forest obtains
the best results: 6% (NMAE) for the average reading time and 21% (NMAE) for
the 95th percentile of the reading time. Again, as the load increases, the error
rates grow: for the poisson high scenario, both the lasso and the random forest
obtain 13% (NMAE) for the average reading time and about 26% (NMAE) for
the 95th percentile of the reading time. About the error rates for the dynamic
scenarios, this time that the periodic scenario presents smaller error rates than the
flashcrowd: random forest obtains around 11% (NMAE) for the average reading
time and 24% (NMAE) for the 95th percentile of the reading time.

The observations already made for the first experiment are still valid. First of all,
it can be observed that the more intensive the load on the server, the lower the
accuracy of the predictions. Secondly, the lasso regression and the random forest
have similar accuracy, but random forest takes longer to compute the prediction
models. Thirdly, it can be observed that the prediction models obtain larger error
rates for the 95th percentile of the reading time than for the average reading time.
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Scenarios Regression Method
Average Reading time 95thpercentile Reading time

NMAE (%) N90thE (%) NMAE (%) N90thE (%)

no load
Lasso Regression 8 10 22 27

Random Forest 6 7 21 25

poisson low
Lasso Regression 9 11 23 28

Random Forest 8 11 23 29

poisson high
Lasso Regression 13 18 26 33

Random Forest 13 18 27 34

periodic
Lasso Regression 12 16 24 30

Random Forest 11 15 24 31

flashcrowd
Lasso Regression 16 19 27 31

Random Forest 14 17 26 32

Table 11: prediction errors for model M : Xt→ Ŷt for a single-node store scenario

with read-only workload in presence of network impairments.

Being the results obtained with FSS extremely similar to those in the Table 11,
they are not presented. It can be concluded that, as it was for the previous ex-
periment, FSS is not able to improve the accuracy of the predictions. However,
it is important to note that the round-trip-time statistics collected by the network
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sensor are always selected as relevant features for computing the learning model.

5.3.2 Read-write workload: evaluation results

Tables 12 and 13 presents the error rates for the read-write workload. Unfortu-
nately, as pointed out in Section 4.6, the results for the scenarios poisson high,

periodic and flashcrowd are not presented, because it was difficult to run the ex-
periments with such load characterizations.

The tables show that the error rates obtained under the two scenarios no load and
poisson low are quite similar. However, the poisson low scenario presents slightly
higher prediction errors: about 7% (NMAE) for the average reading time, about
23% (NMAE) for the 95th percentile of the reading time, 14% (NMAE) for the
average writing time and 23% (NMAE) for the 95th percentile of the writing
time. Once again, the 95th percentile of the reading time is predicted with larger
error rates than the the average reading time, and the same happens for the 95th

percentile of the writing time if compared to the average writing time.

Although the results for the scenarios poisson high, periodic and flashcrowd are
not presented, it is reasonable to believe that the error rates would grow as the
load increases, as it was observed in the first experiment.
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Scenarios Regression Method
Average Reading time 95thpercentile Reading time

NMAE (%) N90thE (%) NMAE (%) N90thE (%)

no load
Lasso Regression 7 10 22 28

Random Forest 6 9 23 28

poisson low
Lasso Regression 8 10 23 28

Random Forest 7 10 24 30

Table 12: prediction errors for model M : Xt→ Ŷt for a single-node store scenario

with read-write workload in presence of network impairments.

Scenarios Regression Method
Average Writing time 95thpercentile Writing time

NMAE (%) N90thE (%) NMAE (%) N90thE (%)

no load
Lasso Regression 13 17 22 27

Random Forest 13 17 22 28

poisson low
Lasso Regression 14 18 23 28

Random Forest 14 19 23 28

Table 13: prediction errors for model M : Xt→ Ŷt for a single-node store scenario
with read-write workload in presence of network impairments.
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Also in this case, the usage of FSS does not improve the quality of the predictions,
therefore the results are not presented.

5.4 Third experiment: a two-nodes store

In the third experiment, the goal is to study if accuracies similar to those obtained
for a single-node store can be achieved even for a small distributed store com-
posed of two-nodes whose configuration is described in Section 4.5. Note that
the network statistics are not considered in this experiment.

5.4.1 Evaluation results

Table 14 shows the results for the model M. The random forest produces the
lowest error rates among the statistical learning models, even though they are
greater than 30% (NMAE) for the reading metrics and greater than 70% (NMAE)
for the writing metrics.

It can be observed that the reading metrics are predicted with lower error rates
than the writing metrics, probably because of the mechanisms that the key-value
store uses to handle the data consistency. Moreover, the reason why the random
forest obtains the best results could be the existence of a non-linear relationship
between the service-level metrics Y and the device statistics X that penalises the
linear methods.

Regression Method
Average Reading time 95thpercentile Reading time Average Writing time 95thpercentile Writing time

NMAE (%) N90thE (%) NMAE (%) N90thE (%) NMAE (%) N90thE (%) NMAE (%) N90thE (%)

Lasso Regression 35 37 40 51 75 84 73 89

Random Forest 31 36 35 47 74 88 73 95

Table 14: prediction errors for model M : Xt → Ŷt for a two-nodes store in a
periodic traffic scenario with a read-write workload.
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Table 15 shows the error rates obtained by the same models over the same dataset,
but using the forward stepwise selection. As it was for the single-node case, it can
be noticed from the results that the usage of FSS does not improve the prediction
accuracies, though it needs no more than ten relevant features to compute the
learning models.

Analysing which features are selected, it seems that the features considered as
the most relevant by the FSS are the load average on the system during the last
minute and during the last five minutes, along with statistics related to the disk ac-
tivity. The definition of load average given by the SAR man page is “the average
number of runnable or running tasks and the number of tasks in uninterruptible
sleep over the specified interval” [24]. Furthermore, no features describing the
state of the network transmissions are selected by FSS.

The conclusion is that there may be a dependency of the service-level metrics
from previous time instants, as suggested by the selection of features describing
the load average of the store machines over the last period of time.

Regression Method
Average Reading time 95thpercentile Reading time Average Writing time 95thpercentile Writing time

NMAE (%) N90thE (%) NMAE (%) N90thE (%) NMAE (%) N90thE (%) NMAE (%) N90thE (%)

Lasso Regression 34 39 41 54 73 78 77 87

Random Forest 34 39 38 52 77 84 75 91

Table 15: prediction errors for model M : Xt → Ŷt using forward stepwise selec-
tion for a two-nodes store in a periodic traffic scenario with a read-write work-
load.

Since the statistical models obtain lower accuracy than that observerd for the
single-node case, a second problem is analysed in addition to the problem de-
scribed in Section 1.1 (i.e. to find a model M : Xt → Ŷt ) whose results have
been presented in Table 14 and Table 15. This additional problem deals with the
creation of a statistical learning model M′ : Xt → Ŷt

SMA
capable to find a good

estimate of the average value of the service level metrics Y over a moving time
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window, using the device statistics X as predictors. In other words, the difference
between M and M′ is that, while M attempts to predict the current value of Y on
the basis of the current statistics X , M′ aims to predict the average value of Y in
the last time period, always on the basis of the current statistics X . For this pur-
pose, a simple moving average filter is applied to the service metrics Y to obtain
Y SMA. The simple moving average is essentially the unweighted mean of a vari-
able over a certain period of time. The direct result is a smoother response space
Y SMA because the SMA filter is able to cut out the high frequencies variations in
Y . The time window size selected in this experiment is equal to 1 minute.

Table 16 shows the results for the additional model M′ . The idea is to investigate
whether such a model may obtain better predictions, perhaps considering the
information about the probable dependency of Y from previous time instants as
suggested by FSS that identified the load average as relevant for computing the
model M. The effect of the SMA filter on Y is a smoother response Y SMA . The
error rates obtained by M′ are visibly lower than the error rates obtained by M

for all the learning techniques; for example, random forest now obtains error
rates lower than 5% for both the reading and the writing times. Also, it can be
observed that the reading metrics are predicted with lower error rates than the
writing metrics, however the difference is very small; for example, random forest
predicts the reading metrics with NMAE around 2.5% , while the writing metrics
are predicted with NMAE lower than 5%.

Regression Method
Average Reading time 95thpercentile Reading time Average Writing time 95thpercentile Writing time

NMAE (%) N90thE (%) NMAE (%) N90thE (%) NMAE (%) N90thE (%) NMAE (%) N90thE (%)

Lasso Regression 9 12 8 11 14 19 10 14

Random Forest 3 3 2 3 5 7 4 5

Table 16: prediction errors for model M′ : Xt → Ŷt
SMA

for a two-nodes store in a
periodic traffic scenario with a read-write workload.

At last, a time-shift in the service-level metrics Y is investigated as follows: first
of all, the service-level samples are shifted in time of a small amount of seconds T,
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secondly the model M is reevaluated, thereby the model becomes M′′ : Xt→ Ŷt+T

. Table 17 and Table 18 show the results obtained for T = 1 and T = 2. Since
the error rates are too similar to those presented in Table 14, it is not possible to
either confirm or deny the previous hypotesis.

Regression Method
Average Reading time 95thpercentile Reading time Average Writing time 95thpercentile Writing time

NMAE (%) N90thE (%) NMAE (%) N90thE (%) NMAE (%) N90thE (%) NMAE (%) N90thE (%)

Lasso Regression 35 36 39 50 74 82 73 88

Random Forest 31 36 36 48 74 86 72 91

Table 17: prediction errors for model M′′ : Xt→ Ŷt+T with timeshift T = 1 second
for a two-nodes store in a periodic traffic scenario with a read-write workload.

Regression Method
Average Reading time 95thpercentile Reading time Average Writing time 95thpercentile Writing time

NMAE (%) N90thE (%) NMAE (%) N90thE (%) NMAE (%) N90thE (%) NMAE (%) N90thE (%)

Lasso Regression 35 36 40 50 74 81 72 88

Random Forest 31 36 35 47 74 83 72 95

Table 18: prediction errors for model M′′ : Xt → Ŷt+T with timeshift T = 2 sec-
onds for a two-nodes store in a periodic traffic scenario with a read-write work-
load.
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5.5 Summary of the results and limits

In this section, the results of the experiments are discussed.

The first result is that, according to the outcomes of the experiments, the lighter
the load on the store’s machine, the higher the accuracy of the predictions. The
second result is that, for a single-node store and for almost all the scenarios, it is
possible to find a model M capable to predict the the current service-level metrics
from device and network statistics with error rates about 20% (NMAE) for the
average reading and writing times and about 25% for the 95th percentile of the
reading and writing times, although that the quality of the predictions proved
to be dependent on the request rate. The third result is that, even in presence
of minor network impairments, it is possible to predict the current service-level
metrics with error rates lower than 20% (NMAE) for the average reading and
writing times and about 25% for the 95th percentile of the reading and writing
times. Clearly, the latency on a communication path strongly depends on the
network conditions. At last, the results of the third experiment show that, for a
small distributed case, specifically a two-nodes store, it is hard to find a model
M capable to predict the current service-level metrics with error rates lower than
30% (NMAE). However, when the problem becomes to find a model M′ capable
to predict the average service-level metrics over a relatively short period of time
(e.g. 1 minute), it is possible to obtain error rates even lower than 10% (NMAE)
for all the metrics.

Overall, the results show that the thesis’ approach is feasible, even though it has
some critical limits. The first limit deals with the size of the values stored in
the store. Currently, it is unknown what kind of results could be obtained with
a more realistic store that contains values of different sizes. The second limit
deals with the nature of the testing environment. Would the thesis’ approach still
work in a real case where different services may run concurrently on the same
physical machine competing for the same resources? It is not easy to answer this
question, since it would be necessary to monitor how the resources are shared
among the services. The third limit deals with the network monitoring. Con-
sidering a service having customers across all the globe, would it be feasible to
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monitor the network delays for every customer? It would be necessary to develop
a more delicate sensor able to sense the network conditions from the ongoing
connections without sending any additional traffic. These are just some of the
most important limits that need to be investigated to confirm the feasibility of the
thesis’ approach, which at the current state must be considered merely as a proof
of concept.
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Part 6

Conclusions and future work

6.1 Conclusions

The goal of this thesis was to investigate the existence of a statistical learning
model capable to accurately predict the service-level metrics for a Voldemort
store on the basis of device and network statistics, even in presence of network
impairments. The investigation included different linear and tree-based statistical
learning methods, and it was found that the models that obtained the best results
are the lasso for the linear models and the random forest for the tree based models.

After having tested and evaluated the thesis’ approach over different configura-
tions, scenarios and workloads, the conclusion is that, overall, for a single-node
store, the thesis approach is able to obtain good prediction accuracies (error rates
lower than 20% (NMAE) for the average reading and writing times and about
25% for the 95th percentile of the reading and writing times). However, the ac-
curacy of the predictions showed to be dependent on the type of workload (i.e. if
read-only or read-write) and on the nature of the traffic (i.e. if dynamic or con-
stant). For instance, for a read-only workload with no network impairments, the
quality of the predictions is more accurate for low traffic loads than for high or
dynamic traffic loads.

About the results for a two-nodes store, the conclusion is that, if the problem is
modified from predicting the current service-level metrics to predicting an aver-
age of those in the last minute, it is possible to obtain accuracies even lower than
10% (NMAE) for all the metrics.



6.2 POTENTIAL FUTURE WORKS 65

6.2 Potential future works

First of all, further experiments and evaluations are essential to better understand
whether the approach may be used as a basis for future applications, for exam-
ple an elastic controller that makes use of the thesis’ approach to determine if a
Voldemort store needs to be scaled up or down. It is necessary to evaluate the
thesis’ approach for a store with a larger number of nodes, variable value’s size
and working under a more complex network scenarios with different types of
impairments, like packet reordering, packet corruption and dynamic packet loss.

Secondly, it could be interesting to study if the thesis’ offline approach would
still obtain good accuracies if used as an online statistical learning methodology.
Surely, it would be more suitable for a wider range of real case applications.

Thirdly, models coming from different statistical learning techniques (e.g. the
K-Nearest Neighbours or the Artificial Neural Network) could be tested to see
whether they can compute models with better accuracies than the linear and tree-
based methods used in this thesis, since they rely on different algorithms that
perhaps are more suitable to the task.

At last, as a potential extension of the work, it would be interesting to test the
thesis’ approach using different kind of stores with different architectures or even
other kind of services.

6.3 Experiences

Working on this thesis has been work-intensive. The hardest part has been set-
ting up the Voldemort store, because a proper documentation does not exist. I
have had to learn how to modify the Java code of Voldemort, how to set up the
Voldemort’s Java Virtual Machine, how to tune the Garbage Collection and how
to interface with the Berkeley DB on which Voldemort relies. All those tasks
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required a deep knowledge that I had to apprehend from scratch, since my aca-
demic background focuses mainly on topics more inherent to the telecommunica-
tion networks. The learning process has limited the amount of time I could have
spent on analysing in depth the main topic of the thesis, perhaps focusing more on
the network emulation and its effects on the problem, an aspect that I found very
interesting. Also, I reckon that a different service rather than Voldemort would
have been more interesting to analyse.
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Part 8

Appendix

This appendix presents the codes for the network emulator (Listing 1) and for the
network sensor (Listing 2) developed and used for the purposes of this work.

The network emulator makes use of NetEm to periodically modify the queueing
discipline of the network interface card. In this way, it is possible to emulate
arbitrary network delay and packet loss.

The network sensor makes use of Fping to periodically send a burst of ICMP
probes. In this way, it is possible to sense the minimum RTT, the average RTT,
the maximum RTT and the packet loss rate.
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Listing 1: bash code for the network emulator
1 # ! / b i n / bash
2 i f [ " $# " != " 5 " ] ; then
3 echo " Th i s s c r i p t e m u l a t e s a ne twork wi th f i x e d p a c k e t l o s s

r a t e "
4 echo " and d e l a y t h a t l i n e a r l y changes between two v a l u e s . "
5 echo " Usage : $0 < p e r i o d > <min> <max> < d e v i a t i o n > < l o s s >"
6 echo "< p e r i o d > p e r i o d i n m i n u t e s ( i n t ) o f t h e t r i a n g u l a r wave .

"
7 echo "<min> t h e minimum v a l u e ( i n t ) o f t h e d e l a y i n ms . "
8 echo "<max> t h e maximum v a l u e ( i n t ) o f t h e d e l a y i n ms . "
9 echo "< d e v i a t i o n > d e l a y d e v i a t i o n "

10 echo "< l o s s > p a c k e t l o s s "
11 e x i t 1
12 f i
13
14 # d e l e t e netem r u l e s when i n t e r r u p t e d
15 trap c t r l _ c INT
16
17 f u n c t i o n c t r l _ c ( ) {
18 echo " ** D e l e t i n g NetEm r u l e s . "
19 sudo t c q d i s c d e l dev e t h 1 r o o t
20 echo " ** E x i t i n g . "
21 s l e e p 1
22 e x i t 0
23 }
24
25 PERIOD=$1
26 MIN=$2
27 MAX=$3
28 DEV=$4
29 LOSS=$5
30
31 # compute t h e i n t e r t i m e be tween each v a r i a t i o n
32 SLEEP=$ ( py thon −c " p r i n t ( ${PERIOD } * 3 0 . 0 ) / ( ${MAX}−${MIN} ) " )
33
34 DATE=$ ( d a t e +%Y−%m−%d:%H:%M:%S | t r −d " \ n " )
35 echo "$DATE − p e r i o d =${PERIOD}m ; i n t e r t i m e =${SLEEP} s ; min=${

MIN}ms ; max=${MAX}ms ; d e v i a t i o n =${DEV}ms ; l o s s =${LOSS}%"
36
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37 # s t a r t from d e l a y = min
38 c o u n t =$ ( ( MIN) )
39 DATE=$ ( d a t e +%Y−%m−%d:%H:%M:%S | t r −d " \ n " )
40 echo "$DATE − d e l a y i s now = $MIN ms"
41 sudo t c q d i s c add dev e t h 1 r o o t netem d e l a y ${MIN}ms ${DEV}ms

d i s t r i b u t i o n normal l o s s ${LOSS}%
42
43 whi le t rue
44 do
45 # l i n e a r l y i n c r e a s e t h e d e l a y u n t i l MAX i s reached
46 whi le [ $c ou n t − l t $MAX ]
47 do
48 DATE=$ ( d a t e +%Y−%m−%d:%H:%M:%S | t r −d " \ n " )
49 echo "$DATE − n e x t i n c r e a s e i n $SLEEP s e c o n d s "
50 s l e e p $SLEEP
51 c o u n t =$ ( ( c o u n t +1) )
52 sudo t c q d i s c change dev e t h 1 r o o t netem d e l a y ${ c o u n t }ms ${

DEV}ms d i s t r i b u t i o n normal l o s s ${LOSS}%
53 echo "$DATE − d e l a y i s now = $co un t ms"
54
55 done
56
57 # when MAX has been reached , l i n e a r l y d e c r e a s e t i l l MIN
58 whi le [ $c ou n t −g t $MIN ]
59 do
60 DATE=$ ( d a t e +%Y−%m−%d:%H:%M:%S | t r −d " \ n " )
61 echo "$DATE − n e x t d e c r e a s e i n $SLEEP s e c o n d s "
62 s l e e p $SLEEP
63 c o u n t =$ ( ( count −1) )
64 sudo t c q d i s c change dev e t h 1 r o o t netem d e l a y ${ c o u n t }ms ${

DEV}ms d i s t r i b u t i o n normal l o s s ${LOSS}%
65 echo "$DATE − d e l a y i s now = $co un t ms"
66 done
67 done
68 e x i t 1



74

Listing 2: bash code for the network sensor
1 # ! / b i n / bash
2
3 i f [ " $# " != " 2 " ] ; then
4 echo " Th i s s c r i p t s e n s e s t h e l a t e n c y and p a c k e t l o s s r a t e "
5 echo " between t h i s machine and an o t h e r one . "
6 echo " Usage : $0 < d s t _ i p > < i n t e r v a l >"
7 echo " package ’ m o r e u t i l s ’ i s r e q u i r e d . "
8 echo " package ’ f p i n g ’ i s r e q u i r e d . "
9 echo " r o o t p r i v i l e g e s r e q u i r e d ! "

10 echo " "
11 echo "< d s t _ i p > i p a d d r e s s o f t h e d e s t i n a t i o n . "
12 echo "< i n t e r v a l > s a m p l i n g i n t e r v a l . eg = 1 "
13 echo " o u t p u t : t imes tamp , #ICMP echo req , #ICMP echo rep , l o s s

(%) , min RTT , avg RTT , max RTT"
14 e x i t 1
15 f i
16 DST_IP=$1
17 DELAY=$2
18
19 ## bash code f o r w a i t i n g u n t i l n e x t second
20 ## c r e d i t s : h t t p : / / www. f−h a u r i . ch / v rac / a s c i i−c l o c k . sh . t x t
21 mapf i l e </ p roc / t i m e r _ l i s t _ t i m e r _ l i s t
22 f o r ( ( _ i =0 ; _i <${# _ t i m e r _ l i s t [@] } ; _ i ++) ) ; do
23 ( ( _c+=${# _ t i m e r _ l i s t [ _ i ] } ) )
24 [ [ ${ _ t i m e r _ l i s t [ _ i ] } =~ ^now ] ] && TIMER_LIST_READ=$_c
25 [ [ ${ _ t i m e r _ l i s t [ _ i ] } =~ o f f s e t : . * [ 1 −9 ] ] ] && \
26 TIMER_LIST_OFFSET=${ _ t i m e r _ l i s t [ _ i ] / / [ a−z . : ] } && \
27 break
28 done
29 unse t _ i _ t i m e r _ l i s t _c
30 readonly TIMER_LIST_OFFSET TIMER_LIST_READ
31 w a i t N e x t S e c o n d H i r e s ( ) {
32 l o c a l nsnow n s s l p
33 read −N$TIMER_LIST_READ nsnow </ p roc / t i m e r _ l i s t
34 nsnow=${nsnow%% n s e c s *}
35 nsnow=$ ( ( ${nsnow##* }+TIMER_LIST_OFFSET ) )
36 n s s l p =$ ((2000000000−10 #$ { nsnow : $ {# nsnow }−9}) )
37 read − t . ${ n s s l p : 1 } foo
38 }
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39 ##
40
41
42 echo " t imes tamp , t r a n s m i t t e d , r e c e i v e d , p a c k e t _ l o s s , r t t _ m i n , r t t _ a v g

, r t t _ m a x "
43
44 whi le t rue
45 do
46 # send 100 ICMP echo r e p l y a t t h e b e g i n n i n g o f e v e r y second
47 w a i t N e x t S e c o n d H i r e s
48 OUT1=$ ( sudo f p i n g $1 −B1 −c 100 −p1 −i 1 −r1 −q −t 500 2>&1 | t s

"%s " )
49 OUT2=$ ( echo −n $OUT1 | c u t −d ’ ’ −f 1 −−o u t p u t−d e l i m i t e r = , )
50 OUT3=$ ( echo $OUT1 | c u t −d ’= ’ −f 2 | c u t −d ’%’ −f 1 | c u t −d

’ / ’ −f 1 , 2 , 3 −−o u t p u t−d e l i m i t e r = , | t r −d " " )
51 OUT4=$ ( echo $OUT1 | c u t −d ’= ’ −f 3 | c u t −d ’ / ’ −f 1 , 2 , 3 −−

o u t p u t−d e l i m i t e r = , | t r −d " " )
52
53 # p r i n t o u t t h e ne twork m e t r i c s
54 echo " ${OUT2} , ${OUT3} , ${OUT4} "
55 done


