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Abstract

In this thesis various control theoretic questions from the �eld of au-

tonomous robotics are investigated. Those questions range from motion

planning and control to modeling and analysis of complex control systems

based on hybrid automata theory.

A path planning method is proposed for generating smoothing splines

that are optimal with respect to an energy functional at the same time

as they drive the output of a given, linear control system close to de-

sired waypoints. These curves are furthermore numerically inexpensive

to produce, which suggests that they can be used on-line for re�ning or

updating paths as a reaction to unexpected events in the environment.

A stable and model-independent control strategy for making mobile

platforms track reference paths is also proposed. The control algorithm

is based on a parameterization of the reference trajectory in such a way

that the motion of the point on the trajectory, tracked by the robot, is

governed by a di�erential equation containing error feedback. This makes

the method robust to disturbances and measurement errors.

The third topic covered in this thesis concerns the integration of con-

tinuous controllers into one, complex control system. These types of

complex control architectures can for instance be found in a behavior

based robot system, where di�erent continuous robot behaviors are in-

uenced by events in the environment or controlled transitions between

di�erent behaviors. This combination of continuous and discrete phe-

nomena makes it possible to model the system as a hybrid automaton.

It is furthermore shown in this thesis how chattering between di�erent

behaviors can be avoided within this framework by exploiting regulariza-

tion techniques that basically involves adding extra nodes to the hybrid

automaton.
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Preface

For autonomous, mobile robots the ability to function in and interact

with a partially unknown, dynamic environment is of key importance.

Therefore, issues like robustness and exibility play a central role in the

design of the system architectures used in the robotics community [5, 15,

16, 51].

From a control perspective this ability to operate in an unknown envi-

ronment typically requires that the control system, designed for example

for making a robot perform autonomous navigation tasks, has to incor-

porate both continuous and discrete components. One has to be able to

control the continuous dynamics of the platform in a stable and robust

way, at the same time as discrete events (for instance the detection of

obstacles in the environment) must be dealt with in a systematic way. A

system for which the dynamics is governed by a combination of continu-

ous and discrete event controllers is called a hybrid system, and one has

attempted to create such a hybrid control architecture for mobile robots

by letting the actions of the robots be given within a so called behavior
based framework [6, 8]. The main idea has been to identify various con-

trollers, responses to sensory inputs, with desired robot behaviors. This

way of structuring the system into separate behaviors, dedicated to per-

forming certain tasks such as avoiding obstacles or traversing doors has

turned out to be a successful design, and it has the major advantage of

making the system modular. This fact both simpli�es the design pro-

cess and o�ers a possibility to add new behaviors to the system without

causing any major increase in complexity. The idea is to let the speci�ed

outputs from the di�erent, concurrently active behaviors be fused to-

gether according to some action-coordination rule. This makes it easy to

handle such questions as safety explicitly, since, for example, an obstacle

avoidance behavior can just be given higher priority than a reach-target

behavior. Therefore the Centre for Autonomous Systems (CAS) at KTH,
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Stockholm, has chosen to work with such a hybrid control architecture

for the Intelligent Service Robot (ISR) created at CAS [5, 79].

However, there are many fundamental questions about hybrid control

systems which remain to be answered, ranging from safety and perfor-

mance veri�cation questions to issues in optimal control. Therefore, some

of the topics of this thesis concern these questions. The thesis starts with

a discussion about path planning and control, and then continues to the

question of how to combine the individual control components into a

robust, hybrid control system for autonomous robots.

The motion planning and control strategies for autonomous, mobile

robots proposed in this thesis have been developed within the context of

the Centre for Autonomous Systems. For this reason, the work has been

done with real robotics applications in mind. Therefore questions con-

cerning numerical feasibility and reliability of state estimates are taken

into account when developing the control algorithms. The spectrum of

research topics thus ranges from theoretical issues to questions of imple-

mentation and experimental evaluation.

This thesis furthermore contains work done on many di�erent types

of platforms, including omni-directional platforms, mobile manipulators,

and car-like robots, generating many di�erent types of theoretical prob-

lems. Robots in the last category are inuenced by nonholonomicmotion

constraints, as well as limitations on the steering angle. These constraints

require a systematic approch to path planning in order to produce fea-

sible paths for the robot [1, 20, 25, 56]. This is related to the question

concerning how to generate optimal as well as numerically feasible paths,

since in autonomous robot applications it is crucial that the computa-

tions are performed on-line due to the changing, unmodeled environment

[29, 52, 72].

Modeling of the platform dynamics is typically not an easy task. In

fact, some practical problems arose when trying to implement model

dependent controllers for the car-like robots, such as �nding adhesion

coe�cients or cornering sti�ness parameters [1, 73]. Di�culty in model-

ing and a desire to produce control algorithms that would work not only

on car-like robots accentuated the need for reliable, robust, and model-

independent control strategies [26, 28, 31]. A solution to this control

problem is presented in this thesis.

Within the Intelligent Service Robot project, the complexity of the

control system also generated other theoretical questions concerning fu-

sion of the outputs from di�erent behaviors [5, 7, 15, 30, 33], as well as

coordination of the arm and base motions in mobile manipulation appli-
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cations [32, 49]. As already mentioned, the hybrid automata framework

[4, 12, 43, 61, 68] suggests a way of capturing both the continuous and

the discrete aspects of such complex, coordinated control systems.

Even though the main focus of this thesis is on motion planning and

control of autonomous robots, certain modi�cations to other applications,

such as statistical data analysis or hybrid automata theory, are consid-

ered as well. It is furthermore the intention that each of the di�erent

papers contained in this thesis could be read separately. In fact, they

present ideas and results that are useful in their own right, both from an

application and a theoretical point of view, and they correspond to the

following publications:

Paper A

M. Egerstedt and C. Martin. Optimal Control and Smoothing Splines.

Submitted to Automatica, 1999. (Partly in the Proceedings of the Math-
ematical Theory of Networks and Systems, pp. 999{1002, Padova, Italy,
Jul. 1998, and of the IFAC'99: 14th World Congress, Beijing, China,
Jul. 1999.)

Paper B

M. Egerstedt and C. Martin. Control Theoretic Monotone Smoothing

Splines. Submitted to International Journal of Control, 1999. (Partly

presented at the 37th IEEE Conference on Decision and Control, Tampa,

Florida, USA, Dec. 1998, and partly accepted for the Mathematical The-
ory of Networks and Systems, Perpignan, France, June 2000.)

Paper C

M. Egerstedt, X. Hu, and A. Stotsky. Control of Mobile Platforms Using

a Virtual Vehicle Approach. IEEE Transactions on Automatic Control.
Submitted. (Partly in the Proceedings of the 1998 IEEE Conference on
Robotics and Automation, Vol. 4, pp. 3273{3278, Leuven, Belgium, May

1998, and of the 37th IEEE Conference on Decision and Control, pp.
1502{1507, Tampa, Florida, USA, Dec. 1998. )

Paper D

M. Egerstedt and X. Hu. Coordinated Trajectory Following for Mobile

Manipulation. IEEE International Conference on Robotics and Automa-
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tion, San Francisco, CA, Apr. 2000. Accepted for publication.

Paper E

M. Egerstedt. Behavior Based Robotics Using Hybrid Automata. Sub-

mitted to Robotics and Autonomous Systems, 1999. (Partly in the Pro-

ceedings of the IEEE Conference on Decision and Control, Phoenix, AZ,
Dec. 1999, and partly accepted for publication in Lecture Notes in Com-
puter Science: Hybrid Systems: Computation and Control, Pittsburgh,
PA, March 2000.)

Paper F

K.H. Johansson, M. Egerstedt, J. Lygeros, and S. Sastry. On the Regu-

larization of Zeno Hybrid Automata. Systems and Control Letters, 1999.
Accepted for publication.
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Introduction

In this thesis, three major themes can be identi�ed. These themes are

path planning, trajectory following, and hybrid control of robotics systems,
and they correspond to two papers each. These papers, in turn, have ei-

ther been published, accepted, or submitted for publication in well known

journals or conference proceedings.

In the remainder of this introductory chapter, a background to, to-

gether with an outline of what is contained in these papers will be given.

It will also be explained what the relations are between them, as well as

their relevance to mobile robotics.

1 Path Planning

Given a set of waypoints, �1; : : : ; �m, and a set of corresponding inter-

polation times, t1 < t2 < : : : < tm, the main question to be answered

in Papers A and B is: How do we produce a smooth curve that passes
through, or close to these waypoints at the speci�ed interpolation times?
This question will be elaborated on here, and we, furthermore, want the

interpolation curve to be given by the output of a time-invariant linear

control system

_x(t) = Ax(t) + Bu(t)

y(t) = CTx(t);
(1)

where x(t) 2 Rn; y(t) 2Rk; u(t) 2Rp, and A;B;C are constant matrices

of compatible dimensions.

The connection between this type of optimal control problem and

path planning is that the output of the system generates a curve that

can be thought of as a path for a mobile robot to follow. The fact that
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we have an explicit description of the derivative of the output,

_y = CT _x = CT (Ax+ Bu);

is furthermore a feature that implies that in a path planner we do not

need any global representation of the path. This is fortunate when the

computations have to be made on-line, or when replanning has to be done

in time-critical robotics applications.

A �rst straightforward attempt [71, 78] to produce the interpolation

curve that solves the optimal control problem would be to try to �nd the

control signal, u(t), that makes the output of the system satisfy

y(ti) = �i; i = 1; : : : ;m; (2)

while minimizing the L2-norm of the control signalZ T

0

u(t)Tu(t)dt: (3)

The reason for choosing this cost functional is that it makes the control

smooth which, as we will see further on, is a desired property.

It is a well known fact [13, 81] that this problem of interpolating

the output of the linear system (1) through given, distinct points while

minimizing (3) has a solution if the control system is both reachable and

observable.

For the sake of reference, a brief introduction will be given in the next

section to some classical results in interpolation theory for linear systems,

well known to the control-theorists.

1.1 Reachability for Time-Invariant Systems

If we solve (1) explicitly we get

xT � eATx0 =

Z T

0

eA(T�s)Bu(s)ds; (4)

where x(0) = x0 and xT = x(T ). If we now de�ne w = xT � eATx0, we

can state the following standard reachability theorem [13]:

Theorem 1 Transition from x(0) = x0 to xT = x(T ), under system
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dynamics (1), is possible if and only if w 2 ImW (0; T ), where W (0; T )

is the symmetric, positive semide�nite, reachability Grammian

W (0; T ) =

Z
T

0

eA(T�s)BBT eA
T (T�s)ds; 0 < T: (5)

The proof of this can be found in any textbook on �nite dimensional,

linear systems theory (see for example [13, 58]), and if (A;B) is com-

pletely reachable, which means that any state can be reached from any

initial state, then W (0; T ) is positive de�nite and hence invertible. Fur-

thermore, the minimum energy solution that minimizes (3) will in this

case be given by

û(t) = BT eA
T (T�t)W�1(0; T )(xT � eATx0): (6)

What this means is that if the system is completely reachable we have

an explicit expression for the control with minimal L2-norm that drives

the system between the states x0 and xT [58]. This minimum energy

controller constitutes a �rst step toward solving the general interpolation

problem in Paper A.

1.2 Linear-Quadratic Optimal Control

Now that we have a way of constructing the minimum energy solution

that drives a given linear control system between prede�ned states, the

next natural step is to discuss the successful and widely used linear-

quadratic optimal regulator [13]. This regulator is the solution to a more

general problem than the previously mentioned minimum energy prob-

lem, but due to its widespread use it clearly deserves to be mentioned in

this introduction.

The general functional that we want to minimize is

L(u) =

Z T

0

(xT (t)Qx(t) + uT (t)Ru(t))dt+ xT (T )Sx(T ); (7)

where Q;S � 0 and R � 0 are symmetric, constant matrices.2

The solution to this optimal control problem is given by

u = �R�1BTPx; (8)

2This method can be generalized to the time-varying case, but we do not cover
that situation here in this brief introduction.
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and the optimal control law is referred to as the linear-quadratic optimal
regulator.

In (8), P satis�es the matrix valued Riccati equation�
_P = �ATP � PA+ PBR�1BTP �Q

P (T ) = S;
(9)

which can be shown to have a unique, bounded, semi-de�nite solution on

[0; T ] [58].

After this brief summary of some well-known, classical results from

linear control theory, we can move on to more recent results that connect

interpolating splines with optimal control theory.

1.3 Interpolating Splines

In this section, we only consider single-input, single-output linear control

systems on a special, control canonical form, namely

A =

0BBBBB@
0 1 0 � � � 0

0 0 1 � � � 0
...

...
...

. . .
...

0 0 0 � � � 1

�an �an�1 �an�2 � � � �a1

1CCCCCA ;

b =

0BBBBB@
0

0
...

0

1

1CCCCCA ; c =

0BBBBB@
1

0
...

0

0

1CCCCCA ;

(10)

which can easily be shown to constitute a minimal system with relative

degree n.

What we now want to achieve is to �nd the minimum energy control

that makes the output of this control system satisfy the constraints (2).

We, based on [34, 81], rewrite the invertible reachability Grammian

as

W (0; T ) = eATM (T )�1eA
T
T ; (11)

where

M (t) =

�Z t

0

e�AsbbT e�A
T
sds

��1
; (12)
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which, after some calculations, gives the minimum energy regulator in

(6) on the following form:

û(t) = bT e�A
T
tM (T )(e�ATxT � x0) = dTM (T )e�Atb; (13)

for some d 2Rn.
In [81], variations of this type of control structure, combined with

the additional interpolation constraints (2), result in a unique, optimal

control law that is feasible with respect to the constraints. Furthermore,

this optimal control is found to be on the following form

u(t) =

mX
k=1

�kgk(t) +

nX
i=1

ifi(t); (14)

where

gk(t) =

�
cT eA(tk�t)b t � tk
0 t > tk

k = 1; : : : ;m

fi(t) = eT
i
eA(T�t)b; i = 1; : : : ; n;

(15)

where (A; b; c) are de�ned in (10), and eT
i
= (0; : : : ; 0; 1; 0; : : :; 0) is the

ith unit vector in R
n
. Furthermore, the �k's and the i's are uniquely

determined by the m interpolation constraints, cTx(tk) = �k; together

with the n boundary conditions, x(T ) = xT :

In [81], it is shown that the types of output spline functions that are

generated from this interpolation constrained optimal control problem are

reective of the underlying system dynamics. Without going into any of

the details of spline classi�cation, some comments about the case when

n = 2 should be made. This case can produce a wide variety of spline

functions and the reason for investigating this special case is basically

twofold. First of all, it is a simple enough case so that the shape of the

spline nodal functions can be found explicitly, at the same time as the

well-known, traditional cubic spline is found by minimizing the L2-norm

of the second derivative of a scalar function [71, 77, 78]. Thus the case

n = 2 is at least a rich enough case to capture the most classical of all

splines. Furthermore, in [81] it is found that the case n = 2 is actually

a rich enough case to produce splines that can be piecewise polynomial,

trigonometric, exponential, or any combination of these. In this case, it

is enough to investigate the eigenvalues of the system matrix A in order

to classify the output spline function. Basically, distinct, real eigenvalues

give rise to exponential splines, or polynomial-exponential splines, while

complex eigenvalues produce trigonometric splines.
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As a special example the case when �x(t) = u(t); y(t) = x(t) 2R, can
be mentioned. It has a system matrix whose eigenvalues are both equal

to zero, and the resulting output is a standard, cubic spline [71]. Some

further examples of output splines generated by di�erent second order

control systems can be seen in Figure 1.

0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
0

0.2

0.4

0.6

0.8

1

1.2

1.4

Figure 1: Examples of di�erent types of splines. The solid curve is the cu-

bic spline with both eigenvalues, �1=2(A), equal to zero. The dash-dotted

curve corresponds to �1(A) = 0; �2(A) = �10 (exponential splines),

while the system dynamics in the dotted case is given by �1=2(A) = 2�5i

(trigonometric-exponential splines).

1.4 Smoothing Splines

However, in many applications such as robot motion planning, data inter-

polation or air-tra�c management, it is not crucial that the interpolating

curve passes exactly through the waypoints at the prespeci�ed times, but

rather that we pass reasonably close to them [27, 29, 74]. This is fur-

thermore a promising interpolation strategy for two apparent reasons.

First of all, a small deviation from the prespeci�ed point can result in

a signi�cant decrease in the cost and secondly, when the data that we

work with is noise contaminated it is not even desirable to interpolate

through these points exactly. This is due to the fact that we do not want

to pay too much attention to outliers when constructing curves between
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the di�erent data points. Inspired by [60, 77], we can incorporate these

aspects in our optimal control formulation and produce something that

is normally referred to as smoothing splines.

So, by establishing a framework for constructing optimal trajectories,

based on linear control theory, the interpolation method proposed in

this thesis provides a systematic way for constructing all of the classical

splines, and even other types of curves that are potentially useful [27].

In order to produce these curves the idea is to penalize the control for

making the system deviate from the desired waypoints in a least square

sense.

If we assume that the linear control system used for generating the

output splines is a single-input, single-output system, we can de�ne a

new cost functional,Z T

0

�u2(t)dt+

mX
i=1

�i(y(ti) � �i)
2; (16)

where �i � 0 is the weight that describes how important it is that the

output interpolates close to �i at time ti; i = 1; : : : ;m. Furthermore, the

parameter � > 0 controls the amount of smoothing. If it is small then

the spline gets really close to the desired interpolation points, the �i's,

while a larger � makes the spline more smooth [27, 60, 77]. In Paper A

this problem is solved, and if we de�ne a set of linearly independent basis

functions

gi(t) =

�
cT eA(ti�t)b t � ti
0 t > ti

i = 1; : : : ;m; (17)

then the optimal solution is found to be

u(t) = �T g(t)

� = (�+ T G)�1T �; (18)

where g(t) = (g1(t); : : : ; gm(t))
T ; � = (�1; : : : ; �m)

T ; T = diag(�i), and G

is the Grammian

G =

Z T

0

g(s)g(s)T ds:

A result from this can be seen in Figure 2.

With this as the basic formulation of the path planning problem we

can, within the same framework, extend our optimal control method in

order to capture other types of curves. Those curves could for instance be
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0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
0
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0.2
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0.4

0.5

0.6

0.7

0.8

0.9

1

Figure 2: A smoothing spline example with di�erent smoothing param-

eters, �. The parameters are 1=10000 (solid), 1=2000 (dash-dotted),

and 1=1000 (dotted). The stars correspond to the di�erent interpola-

tion points, the �i's, and in this example, the weight coe�cients were all

chosen to be equal to one.

generated as solutions to so called interval interpolation problems where

we impose hard constraints on the output. What we demand is that

y(ti) 2 [�i; �i]; i = 1; : : : ;m; (19)

instead of, as before, that we just pass close to the waypoints.

This problem is solved by exploiting a Lagrange duality approach [27,

57, 59, 80], where minimizing (16) under the constraints (19) is equivalent

to �nding

max
�;�0

min
u

L(u; �; ) =

max
�;�0

min
u

1
2

R T
0
�u2(t)dt+ 1

2

�R T
0
g(s)u(s)ds � �

�T
T
�R T

0
g(s)u(s)ds � �

�
+

�T�� �T
R T
0
g(s)u(s)ds � T � + T

R T
0
g(s)u(s)ds;

where �;  2 Rm are the Lagrange multipliers. In Paper A it is shown

that this problem reduces to a convex, quadratic programming problem

that can be solved easily.
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The last extension to the interpolation problem, presented in Paper

B, concerns monotone smoothing splines. In this case we impose in�nite

dimensional constraints on our curve, demanding that _y(t) � 0 for all

t 2 [0; T ], at the same time as we still want our curve to pass close to

the waypoints. The introduction of this monotonicity constraint on the

output signi�cantly changes the problem since we now have a property

that has to hold for all times, and not, as before, only at the interpolation

times.

There are a number of reasons for trying to produce curves with this

special structure. For instance, given a set of observations of how much

an individual is growing during his �rst ten years. Any curve that inter-

polates through these points in such a way that the derivative is allowed

to be negative is clearly unsatisfactory [34].

This non-negative derivative constraint will be our main focus in Pa-

per B, and we will show how this in�nite dimensional constraint (it has

to hold for all times) can be reformulated and solved in a �nite setting

using dynamic programming techniques.

1.5 Robot Motion Planning

The connection between these optimal control problems and robot mo-

tion planning can be illustrated by the question concerning how to plan

trajectories for a car-like robot, based on the kinematic model of the

robot [25, 56].

In order for a trajectory to be feasible, the curvature of the planned

trajectory must not be greater than the curvature, �, of the trajectory

generated when driving the car with maximal steering angle. Thus any

path that the car can follow can be shown to satisfy � � sin(�max)=L;

where L is the length of the car, and �max is the maximal steering angle

[18, 20, 56].

One possible way of generating these paths for the car-like robot to

follow is by trying to make the second derivative of the curve small, since

for a scalar function, f(x), we have

�2 =
f 00(x)

2

(1 + f 0(x)
2
)
3
� f 00(x)

2
:

We can thus address this path planning problem by minimizingZ T

0

u2(t)dt;
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where

_x =

�
0 1

0 0

�
x+

�
0

1

�
u:

If we furthermore impose interpolation constraints on the output of the

system, y = (1; 0)x, we have formulated the motion planning problem in

such a way that we can solve it with the methods developed in Paper A.

The di�erence between this approach and the result that we would

get if we were to minimize the supremum over the second derivative of

the path can be seen in Figure 3, which indicates that our smoothing

spline method solves the path planning problem in an acceptable way at

the same time as the computational cost is low.
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Figure 3: The di�erence between the smoothing spline approach (dotted)

and minimization of the in�nity norm of the second derivative of the curve

(solid) is illustrated. In the left �gure the output is depicted, while the

right �gure shows the second derivatives.

Even though we do not always have steering angle limitations, smooth

interpolation problems still need to be solved in a number of other robotics

applications, for instance when planning ight trajectories for helicopters

[29], or when planning the six-dimensional motion of the end-e�ector of

a robotic arm [32].

Furthermore, in some other situations such as when a mobile ma-

nipulator is asked to carry a cup of co�ee, the smoothness of the curve

is absolutely crucial and is obviously of key importance to a successful,

\non-spilling" execution of the task.
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Another type of planning problem that our method is well-suited to

address is when the robot actuators are governed by physical saturation

limits. For instance, it is reasonable to assume that a robot can only

execute motions that are feasible with respect to some given limits on

the velocity, acceleration and jerk. By imposing hard, interval interpo-

lation constraints (at distinct times) on the states of the system we can

address this problem within our optimal control framework. This will be

elaborated on further in Paper A.

Finally, a speci�cation that arises naturally when doing motion plan-

ning for intelligent, autonomous robots is that the planning unit has to

be reactive [8, 16], meaning that it has to be able to adjust to a chang-

ing, dynamic environment. Therefore, replanning has to be performed

on-line, which implies that our method is well-suited for this type of task

since it only exploits a small number of numerical computations [27, 29].3

1.6 Contributions

The main contribution that our path planning method o�ers is not in

robotics per se, but rather that we show how standard optimal control

techniques, together with mathematical programming, solve one formu-

lation of the path planning problem and provide a theoretical framework

for producing a rich set of curves called smoothing splines.

Our approach is shown to have good numerical properties since it

reduces the path planning problem into a convex optimization problem

that can be solved easily. This is a desirable feature in a robot path

planner since a control system that is commanded to track reference

trajectories has to be able to replan the trajectories on-line due to the

changing, dynamic world that the autonomous robot has to interact with.

Therefore any solution to the planning problem that relies too heavily on

time consuming optimization techniques is likely to run into problems.

The results on path planning, presented in this thesis, have been

developed and discussed in the following publications, where Papers A

and B coincide with the last two publications, [A7] and [A8], respectively.

[A1] M. Egerstedt, X. Hu, H. Rehbinder, and A. Stotsky. Path Plan-

ning and Robust Tracking for a Car Like Robot. Proceedings of

the 5th Symposium on Intelligent Robotic Systems, pp. 237{243,

Stockholm, Sweden, Jul. 1997.

3We only need to invert the Grammian and solve a quadratic, convex programming
problem in order to �nd the Lagrange multipliers.
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[A2] M. Egerstedt and C. Martin. Trajectory Planning for Linear Con-

trol Systems with Generalized Splines. Proceedings of the Mathe-
matical Theory of Networks and Systems, pp. 999{1002, Padova,

Italy, Jul. 1998.

[A3] M. Egerstedt, J. Koo, F. Ho�mann, and S. Sastry. Path Planning

and Flight Controller Scheduling for an Autonomous Helicopter.

Lecture Notes in Computer Science 1569: Hybrid Systems: Com-
putation and Control, pp. 91{102, Berg en Dal, The Netherlands,

Springer Verlag, Mar. 1999.

[A4] M. Egerstedt and C. Martin. Trajectory Planning in the In�nity

Norm for Linear Control Systems. International Journal of Control,
Vol. 72, No. 13, pp. 1139{1146, Aug. 1999.

[A5] S. Sun, M. Egerstedt, and C. Martin. Trajectory Planning with

Smoothing Splines. Proceedings of the IFAC'99: 14th World Cong-
ress, Beijing, China, Jul. 1999.

[A6] C. Martin, S. Sun, and M. Egerstedt. Optimal Control, Statistics

and Path Planning. Mathematical and Computer Modeling, 1999.
To appear.

[A7] M. Egerstedt and C. Martin. Optimal Control and Smoothing

Splines. Submitted to Automatica, 1999.

[A8] M. Egerstedt and C. Martin. Control Theoretic Monotone Smooth-

ing Splines. Submitted to International Journal of Control, 1999.

2 Trajectory Following and Mobile Robots

The second theme covered in this thesis is: Given a desired trajectory,
how do we make the robot track it in a stable and robust way? In this

section we will sketch, briey, some suggested solutions to this tracking

problem. We will furthermore also formulate what features we want a

tracking controller to exhibit in order for it to be useful in real robot

applications.

2.1 Mobile Platforms

One of our original aims when designing controllers for wheeled, mobile

robots was to develop strategies that could easily be transferred between
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di�erent platforms [26, 28, 31, 32]. We started o� working on a small,

radio-controlled car, depicted in Figure 4, and then moved on to a Nomad

200 platform, followed by a Nomad XR4000, as seen in Figure 5.

Figure 4: A radio-controlled car-like robot.

These platforms can either be described by kinematic or dynamic
models [18, 21], where the kinematic model typically contains the posture

coordinates of the robot. It can, furthermore, be augmented by other

con�guration variables such as individual wheel angles. The kinematic

model that we are going to exploit is the so called unicycle robot model

[1, 18, 73]

_x = v cos�

_y = v sin�
_� = !;

(20)

where (x; y) is the position of the robot, � is its orientation, and v and

! are longitudinal and angular velocities respectively. This formulation

of the robot kinematics, where v and ! are our controlled variables, is

adequate for describing the posture of the Nomad 200, depicted in Figure

5 (a). This mobile platform is a so called synchro-drive tri-wheeler, where

two slave wheels are mechanically turned in the same direction as an

actively controlled master wheel [30]. If the intended application is in

a low-speed scenario then we do not need to model side slips, or the

mechanical delays between the wheels. Thus the kinematic model (20)

should typically be enough to describe the motion of the Nomad 200 in

such a low-speed scenario.
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(a) Nomad 200 (b) Nomad XR4000

Figure 5: The two di�erent Nomadic mobile platforms.

If we now augment this system by adding an actively controlled steer-

ing angle, �, to (20) we get a new, front-wheeled car model that looks

like
_x = v cos�

_y = v sin�
_� = !
_� = v

l
tan �;

(21)

where l is the length of the vehicle, and (x; y) is the mid point on the

rear axle of the robot. If we, furthermore, add a steering-angle limitation

to the model, j�j � �max, we get an even better model for describing the

radio-controlled, car-like robot in Figure 4.

It should be noted that from (20) or (21) it follows that

_x sin�� _y cos� = 0; (22)

which constitutes a so called nonholonomic constraint [18, 20, 39, 63],

meaning that it can not be integrated explicitly in order to give an ex-
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pression that only contains the state variables and not the derivatives.

Furthermore, (22) describes what motions it is possible for the platform

to execute and in contrast to this the Nomad XR4000 in Figure 5 (b)

is an omni-directional vehicle [18, 20]. This means that it can move in

any direction without having to impose constraints on the orientation of

the platform. However, any motion that the Nomad 200 can execute, the

XR4000 can, of course, execute as well.

Now, in contrast to this the dynamic model of a mobile, wheel-based

platform is based on a description of the balanced forces acting on the

vehicle in longitudinal and lateral directions, and on the torque conditions

[1, 18]. An adequate description of the dynamics of a mobile platform

typically also needs to take such factors into account as side-slip angles

or the mass distribution over the vehicle.

−3 −2 −1 0 1 2 3
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Figure 6: The need for a dynamic model when analyzing the performance

of a proposed control algorithm is illustrated. A circular path (dotted)

is being tracked, and in the dash-dotted case the underlying dynamics

of the car-like robot are derived based on a dynamic model while the

solid path corresponds to a kinematic platform model. It is thus clear

that side slip angels and other dynamic factors a�ect the performance

signi�cantly, which calls for a dynamic model when analyzing proposed

control algorithms, designed for high speed scenarios.

For the RC car, the aim is to be able to operate at high speeds,
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which indicates that the dynamic model might be more accurate than

the kinematic. The reason for this can be illustrated by Figure 6, where

one can see that on a plastic oor, even at a fairly low speed (0.2 m/s),

for a rubber tire RC car the di�erence between the dynamic and the

kinematic model is signi�cant.

The dynamic model that we choose to work with, in Paper C, is the

so called single track dynamical model [1, 38, 73]. This model is obtained

by grouping the front and the rear wheels together as one single wheel

(single track), as seen in Figure 7, where v is the longitudinal velocity, �

is the side slip angle, and lf and lr are the distances between the center

of gravity and the front and rear wheels respectively.

CG

l l

fr ff

δ

ββ

v

r f

f

Figure 7: The single track model.

2.2 The Tracking Task

What we want to achieve in the second part of this thesis (Papers C and

D) is to construct a controller that makes a given mobile platform follow

a reference path. However, from this vague problem formulation it is not

at all clear what exactly it is that we want to do, and in this subsection

we illustrate some of the di�erent ways in which the tracking task can be

formulated and addressed.

The most straight forward attempt to solve the tracking problem

is, of course, to search for a controller that, given a desired trajec-

tory (p(t); q(t)), simply drives the vehicle, (x(t); y(t)), close to (p(t); q(t))

[19, 21, 25, 38]. By committing to this formulation of the tracking prob-

lem it is clear that the time history of the desired path is already speci�ed.

Therefore the task is not only to follow a path, but also to do so at a

speci�ed time, as seen in Figure 8 (a).
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However, in most robot path following applications the time at which

we reach the desired position is not really crucial. Instead, as pointed out

in [67], it is typically of more importance that the robot follows the path

closely than to reach a given point on the path at a speci�ed time instant.

In [67], this problem is addressed using a dynamic path following approach
where the objective is to follow the point on the reference trajectory that

is closest to the vehicle (Figure 8 (b)). The evolution of the vehicle, after

it has already reached the path, is then ensured by specifying a desired

forward velocity.

In [39], a similar approach is proposed where the reference point is

chosen in such a way that the projection of the reference point onto

a vehicle �xed axis, oriented in such a way that it is parallel to the

orientation of the vehicle, is kept at a constant distance from the vehicle.

This can be seen in Figure 8 (c).

From this brief discussion it should be somewhat clear that it would

not necessarily be the right thing to do to restrict ourselves to tracking a

time-parameterized reference point. Instead it seems likely that we could

gain some extra control power if we were to reparameterize the path in

an intelligent way, as will be seen in Papers C and D. In those papers

the evolution of the reference point will be governed by a di�erential

equation containing, among other things, error feedback, and we will refer

to this method in what follows as the virtual vehicle method (Figure 8

(d)) [26, 28, 31, 42]. This method will be described briey in Section .

2.3 Model Based Methods

No matter how the tracking task is formulated, the question concerning

how to actually control the robot still remains. Naturally, this is a well-

studied problem [14, 18, 20, 21, 37, 41, 45, 63, 67], and in this subsection

we will outline and comment on some of the more inuential and wide-

spread solutions to this problem.

One way of addressing the tracking problem is to exploit so called

feedback linearization techniques [20, 44, 50], and if we turn our atten-

tion to the kinematic car model (21), we see that since tan� = _y= _x we

can express �; _� and �� in terms of _x; �x; x(3); _y; �y; y(3) as long as _x 6= 0.

Furthermore, v = _x= cos� gives us v as a function of _x and � as long

as � 6= (n + 1=2)�; n 2 Z. Now, since tan � = l _�=v and ! = _�

we can express all of the states and the inputs in (21) as functions of

x; : : : ; x(3); y; : : : ; y(3).4

4As already noted, singularities might occur but, as shown in [20, 37], these can
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(x  (t),y  (t))d d

(a) Time-parameterization

(x  ,y  )d d

(b) Shortest distance

(x  ,y  )d d

(c) Constant projected dis-

tance

(x  (s),y  (s))d d

(d) Virtual vehicle approach

Figure 8: Four di�erent formulations of the tracking task.

Thus, if we use xd; : : : ; x
(3)

d
; yd; : : : ; y

(3)

d
, where the subscript d stands

for desired position, instead of the real states of the system it is possible

to completely reconstruct both the states and the inputs in terms of the

desired position and its derivatives.5 This suggests a promising way of

controlling the robot in such a way that it follows the desired position on

the reference path exactly as long as we start at the right position, have

a perfect model of the vehicle, and know the derivatives of the reference

path.

Another approach that has somewhat of the same avor is the sinu-
soidal control method, given in [63], and the idea is to introduce a change

be removed by using di�erent, non-singular mappings for di�erent regions.
5This fact also gives us that the kinematic car model is di�erentially at [36, 37].
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of coordinates
_x = u1 u1 = v cos �
_� = u2 u2 = !

_� = u1

l
tan � � = sin�

_y = �p
1��2

u1;

(23)

in order to get the problem on a desired, control canonical form.

The idea now is to steer x; � to their desired values which causes

the other states to drift. Then � is driven to its desired value, using a

sinusoidal input
u1 = a1 sin(t)

u2 = a2 cos(t);
(24)

which can be achieved by expanding tan � in (23), using its Fourier series

(since � is periodic under control (24)). If we translate the system so that

�(0) = 0 we have that

tan �(t) = tan

�
a2


sin(t)

�
= �1 sin(t) + �2 sin(2t) + : : : :

Thus �(2�=) is given by

�(2�=) = �(0) +

Z 2�=

0

tan �(t)

l
u1(t)dt = �(0) +

�a1�1

2l
: (25)

From (25) we directly get that if we integrate � over one period only

the �rst term in the Fourier expansion will contribute to the net motion,

and we can thus choose  and a1; a2 in such a way that x; �; � all end up

at their desired values after one period. (x and � are periodic so this is

guaranteed for any choice of parameters in (24).)

The same procedure can then be repeated in order to drive y to its

desired value, and a detailed discussion about this method can be found

in [63].

Even though these two proposed control strategies do not completely

solve the tracking problem since the evolution of the reference point is not

explicitly present in the formulation they serve as an illustration of within

what framework the control of mobile robots can be conducted. The

choice of actual reference signals should then be viewed as an additional

control issue.

However, the point here is not to go into any detail about these two

proposed control algorithms, but rather to stress some of the features that

they exhibit. One �rst observation is that they are both model dependent.
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This means that a good model is of key importance to the performance

of the methods. But, as already mentioned and illustrated in Figure 6,

in high-speed car-robot applications a dynamic model is to prefer over

a kinematic model. But to accurately determine adhesion coe�cients or

cornering sti�ness parameters is a far from trivial task, indicating that

model dependent approaches could potentially be hard to implement in

practice.6

Another feature that the mentioned control approaches exhibit is that

they are open-loop, i.e. they do not contain any error feedback. This

can, however, be dealt with, and in [19] it is shown that the feedback

linearization method can be augmented by adding error feedback terms

to the controllers.

Another classical example of a model based, feedback controller in

robotics that can serve as an illustrative example of how closed-loop so-

lutions are useful for producing stable controllers can be given by the

standard PD-controller for robot manipulation [64].

The dynamics of a robot manipulator [11, 49, 64] can be described by

M (�)�� + C(�; _�) _� + N (�; _�) = �; (26)

where � is the set of joint angles,M is the inertia matrix, C describes the

Coriolis and centrifugal forces, and N contains the gravitational forces of

the system. Furthermore, � is a vector of torques applied at the joints.

If we now let x denote the position of the end-e�ector, we can exploit

the inverse of the Jacobian of the system, J(�), de�ned by

_x = J(�) _�;

in order to get

~M (�)�x + ~C(�; _�) _x+ ~N (�; _�) = J�T � = F: (27)

Based on this, we can set

F = ~M(�)(�xd �Kv _e �Kpe) + ~C(�; _�) _x + ~N (�; _�); (28)

where Kv;Kp � 0 and e = x� xd, in order to get the error dynamics

�e +Kv _e +Kpe = 0;

6This fact should not be confused with the fact that these methods may still be
very useful as path planners for car-like robots.
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which represents a stable dynamics.

Thus an inverted Jacobian, combined with a PD-feedback controller

(28) yield a proven stable workspace trajectory tracking [64].

However, all of these methods are still model dependent and in con-

trast to this, our aim is to develop robust, model independent, closed

loop controllers that can be proven to achieve trajectory tracking in a

satisfying way. This will be the topic of the next subsection as well as

Paper C.

2.4 The Virtual Vehicle Approach

The solution to the tracking problem, presented in Paper C, is given by

a model independent control strategy for tracking a reference trajectory,

based on position and orientation error feedback. The strategy also ex-

ploits the virtual vehicle approach, where the motion of the reference

point on the planned trajectory (the virtual vehicle) is governed by a

di�erential equation containing error feedback. It can be viewed as a

combination of the conventional trajectory tracking, where the reference

trajectory is parameterized in time, and the already mentioned dynamic

path following approach [67], where the criterion is to stay close to the

geometric path, but not necessarily close to an a priori speci�ed point at

a given time. The reason for calling the reference point, together with

the associated di�erential equation, a virtual vehicle is that the reference

point is moving on the path that we want the platform to follow. At the

same time it has its own dynamics for describing the motion.

The main idea behind this strategy is that if both the tracking errors

and disturbances are within certain bounds, the reference point should

move along the reference trajectory while the robot follows it within a

prespeci�ed look-ahead distance. Otherwise, the reference point should

slow down and \wait" for the robot [26, 28, 31].

The task that we will focus on in Paper C can basically be divided into

two parts. The �rst part covers the problem concerning how to design

the evolution of the virtual vehicle, and the second part deals with the

problem how to �nd controllers that make the robot follow a smooth

reference path, parameterized by this virtual vehicle, s(t). The path is

given by

xd = p(s)

yd = q(s);
(0 � s � sf ) (29)

where the subscript d stands for desired position. Furthermore, the con-
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trol objectives that we want the controllers to satisfy are

lim sup
t!1

�(t) � d� (30)

lim sup
t!1

j�� �dj � d�; (31)

where �(t) =
p

�x2 + �y2, and �x = xd�x; �y = yd�y: In (31), � is the
yaw angle (orientation of the vehicle), �d = atan2(�y;�x) is the desired

orientation, and (x; y) is a reference point on the robot, for example the

center of gravity. Furthermore, d� > 0 is a small number that, among

other things, depends on the maximum curvature of the reference path,

and d� is the look-ahead distance.

In Paper C, we propose two di�erent, model independent control algo-

rithms for tracking this virtual vehicle that basically just steer the robot

toward the reference point in a proven stable way. The main di�erence

between the two algorithms is that while the �rst one only uses steering

control, the second one also exploits a velocity control that is propor-

tional to the tracking error. As a result from this the �rst algorithm only

works locally while the second algorithm is shown to be globally stable.

2.5 Coordinated Tracking

A natural extension to the trajectory tracking problem that will be in-

vestigated in Paper D concerns coordinated tracking. In its most general

formulation the problem is to �nd a coordinated tracking scheme that

makes multiple robots follow desired paths at the same time as they

maintain some given formation between them.

The formation problem for multiple robots has been addressed suc-

cessfully in [9, 24], where [9] exploits a decentralized control architecture.

This architecture is designed in such a way that each individual platform

makes sure that it is placed appropriately with respect to its neighbors.

In [24], the situation is slightly di�erent and the solution is based on

letting one robot take on the role of the leader, meaning that all of the

other robots position themselves relative to that robot.

However, when adding trajectory tracking speci�cations to the co-

ordinated motion problem things get more complicated. In Paper D,

we address one version of this problem, namely the mobile manipulation
problem [2, 17, 22, 32, 49, 66]. Here, only two robots are involved, the

arm and the base, and our aim is to, given a path for the gripper to

follow, plan and track an appropriate path for the base at the same time
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as the gripper tracks its reference trajectory. This should be done on-line

in such a way that the end-e�ector trajectory always lays in the dextrous

workspace [49, 64]. What this means is that it should be in the area that

can be reached by the arm without causing singularities in the kinematic

arm Jacobian, where the Jacobian is de�ned relative to the base. These

two paths are then tracked using two virtual vehicles evolving on the

reference paths, and the motions of the reference points on the desired

base and gripper paths are governed by their own dynamics, containing

both position error feedback as well as coordination terms. The general

idea behind this problem formulation is illustrated in Figure 9.
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Figure 9: The base (B) and the arm (A), together with the reference

trajectories (�A;�B) and the two reference points used in our control

design.

It should be noted that, given the base position, (xB ; yB; 0)
T , the

dextrous workspace where the manipulator can operate e�ciently is given

by

(xA � xB)
2 + (yA � yB)

2 + (zA � hB)
2 2 [P 2

min; P
2
max];

where hB is the �xed height of the base. If we instead project this onto

the (x; y)-plane we get

(xA � xB)
2 + (yA � yB)

2 2 [(zA � hB)
2 � P 2

min; P
2
max � (zA � hB)

2]:

We now assume that the desired end-e�ector trajectory is feasible in

the vertical direction, i.e. that we can always reach it from some position.
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What we want to accomplish is thus to design the evolution of the two

reference points in such a way that

(xAd � xBd)
2 + (yAd � yBd)

2 2 [R2
min

; R2
max

];

where Rmin and Rmax depend on the current height of the desired end-

e�ector position.

What this means is that we have to design the evolution of the two

virtual vehicles in such a way that the distance between them always

lies in the projected dextrous workspace of the robot arm, [Rmin; Rmax].

Furthermore, this has to be achieved in the presence of external distur-

bances, measurement errors, and temporary interruptions of the tracking

operation of either the base or the arm. These interruptions could for

instance be caused by the activation of reactive safety behaviors in the

underlying control structure [5, 66].

The solution to this problem will be given in Paper D where we prove

that our coordinated tracking scheme is stable at the same time as it

respects the formation constraint, given by the fact that the gripper must

always lay in the dextrous workspace.

2.6 Contributions

The contributions that our control strategy for mobile robots o�er can

basically be divided into two parts. First of all, the fact that we choose to

track a reference point whose motion is governed by error feedback makes

our control strategy robust to both initialization or model errors, as well

as to external disturbances. This disturbance rejection is, furthermore,

very important if the tracking is to be conducted within a behavior based

framework. Within such a control architecture the activation of reactive

safety behaviors such as avoid obstacles will most likely force the robot

away from the desired path. It is therefore desirable that the reference

point slows down and waits for the robot to recover, as well as that it can

recover from any con�guration. This can be guaranteed if we control the

longitudinal as well as a the angular velocity since our control algorithm,

in that case, is globally stable.

Secondly, since our proposed controllers are rather simple and model

independent they can easily be transferred between di�erent platforms.

This fact is clearly illustrated in Papers C and D where we apply our

controllers to car-like robots and Nomadic mobile platforms, as well as

to Puma manipulator arms.
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The fact that we do not need any elaborate models also makes our

controllers easy to implement in practice, which allows us evaluate them

experimentally. This last fact probably constitutes the major advantage

that our method has to o�er. It works in practice as well as in theory.

The virtual vehicle approach to robot control is described in the fol-

lowing publications, and Papers C and D in this thesis correspond to [B5]

and [B6] respectively.

[B1] M. Egerstedt, X. Hu, H. Rehbinder, and A. Stotsky. Path Plan-

ning and Robust Tracking for a Car Like Robot. Proceedings of

the 5th Symposium on Intelligent Robotic Systems, pp. 237{243,

Stockholm, Sweden, Jul. 1997.

[B2] M. Egerstedt, X. Hu, and A. Stotsky. Control of a Car-Like Robot

Using A Dynamic Model. Proceedings of the 1998 IEEE Confer-

ence on Robotics and Automation, Vol. 4, pp. 3273{3278, Leuven,
Belgium, May 1998.

[B3] M. Egerstedt, X. Hu, and A. Stotsky. Control of a Car-Like Robot

Using a Virtual Vehicle Approach. Proceedings of the 37th IEEE
Conference on Decision and Control, pp. 1502{1507, Tampa, Florida,

USA, Dec. 1998.

[B4] A. Stotsky, X. Hu, and M. Egerstedt. Sliding Mode Control of a

Car-Like Mobile Robot Using Single-Track Dynamic Model. Pro-

ceedings of the IFAC'99:14th World Congress, Beijing, China, Jul.
1999.

[B5] M. Egerstedt, X. Hu, and A. Stotsky. Control of Mobile Platforms

Using a Virtual Vehicle Approach. IEEE Transactions on Auto-
matic Control. Submitted.

[B6] M. Egerstedt and X. Hu. Coordinated Trajectory Following for

Mobile Manipulation. IEEE International Conference on Robotics
and Automation, San Francisco, CA, Apr. 2000. Accepted for

publication.

[B7] P. �Ogren, M. Egerstedt, and X. Hu. Reactive Mobile Manipulation

Using Dynamic Trajectory Tracking. IEEE International Confer-
ence on Robotics and Automation, San Francisco, CA, Apr. 2000.

Accepted for publication.
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3 Hybrid Robot Control

In this section we change our focus slightly to questions of a more high-

level character. Even though we still remain in the realm of robot control,

what we want to do now is to investigate how the overall control architec-

ture for mobile robots should be designed. Since the robots are moving

around in, and interacting with a partially unknown environment, a de-

mand that arises naturally is that the control system should be designed

in such a way that it does not rely too heavily on exact world information.

The system should furthermore be capable of autonomous operation for

extended periods of time. A way of addressing this problem is by mod-

eling di�erent parts of the system at di�erent levels of abstraction. For

instance could a set of high level behaviors be combined in order to make

the robot accomplish a certain task, which indicates that these di�er-

ent continuous controllers could be viewed as discrete building blocks at

a higher level of abstraction. At the same time as we introduce these

di�erent levels of abstraction, it would be desirable to be able to model

the complex, overall control system in such a way that it allows us to

analyze and verify its performance. This will be the topic of Paper E

where we investigate how the already mentioned behavior based control

architecture can be modeled as a hybrid automaton [3, 33].

It should be noted that a hybrid system does not necessarily constitute

the only possible way of representing a behavior based control system,

but we believe that the hybrid automata formalism is well suited for this.

It allows us to incorporate continuous and discrete phenomena into the

model in a systematic way. At the same it gives us access to classes of

decidability and reachability results for hybrid automata [10, 23, 40, 53,

54, 61, 65]. These can be used as theoretical or numerical tools for formal

veri�cation of the safety or other performance aspects of a given hybrid

system.

However, before we introduce these hybrid automata, we start this

section with an introductory discussion about the behavior based control

architecture for mobile robots.

3.1 Behavior Based Robotics

A successful way of structuring the control systems for mobile robots in

order to deal with the problems that arise due to the inherently unknown

environment in which the robots operate is within the behavior based con-

trol architecture [6, 8]. The main idea is to identify di�erent controllers,
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responses to sensory inputs, with desired robot behaviors. A behavior

could, for instance, be obstacle avoidance in which sonar information

about a close obstacle results in a movement away from that obstacle.

This way of structuring the control system into separate behaviors, ded-

icated to performing certain tasks, results in a modular control system.

From a control point of view modularity is desirable since it both simpli-

�es the design process as well as o�ers a possibility to add new behaviors

to the system without causing any major increase in complexity.

Within the robotics community the distinction has typically been

made between so called reactive behavior based systems, where no rep-

resentation of the world is present in the control loops, and deliberative
systems that support high-level planning or models in the input-output

mapping [8, 51]. But no matter if the control architecture is reactive,

deliberative, or a hybrid reactive/deliberative combination,7 the general

idea is still to produce outputs from the di�erent behaviors that describe

desired robot actions. The suggested actions, the outputs from the dif-

ferent, concurrently active behaviors are then fused together according to

some action coordination rule, as seen in Figure 10, which makes it easy

to stress such questions as safety explicitly. For example, if one wants

to make sure that the robot stays away from potential obstacles then an

avoidance behavior can just be given higher priority than a reach target

behavior. However, in general it is not at all clear how exactly these

outputs should be combined, and this action coordination problem will

be our main focus in the next subsection.

Sensor

Sensor

Sensor

Behavior

Behavior

Behavior

Arbitration
Mechanism Actuators

Figure 10: Block diagram of the behavior based control architecture.

3.2 Action Coordination

The �rst systematic action coordination scheme that was proposed within

the behavior based framework is the subsumption architecture [15]. This

7The architecture used on the ISR platform at KTH is of this hybrid nature [5, 79].
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control architecture is based on a purely reactive behavior based control

system, in contrast to the traditional, AI-based robotics research that

was prevailing in the mid 1980s [8].

The idea in [15, 16] is to let the arbitration function in Figure 10 take

on the form of a �xed hierarchy, where a set of rules describe the priority

between the di�erent behaviors. This prioritization hierarchy is typically

expressed in terms of how behaviors suppress and inhibit each other.

The name subsumption comes from the fact that the control architec-

ture is based on a layered structure where higher level behaviors subsume

those at a lower level. The lower levels in the architecture have no aware-

ness of the higher-levels, and, furthermore, high-level behaviors can be

added to an already working control system without having to change or

modify the lower levels.

Another action coordination strategy that appeared in the robotics

community around this time is the biologically motivated motor schema
theory [6, 7]. Here, the overall performance of the robot system is given

by the contributions from many concurrently active behaviors. The out-

put from each behavioral motor schema is an action that de�nes how the

robot should behave in response to a given sensory input. These desired

output actions are then fused together by the arbitration mechanism,

where a widespread solution to the action fusion problem is to represent

the goals, targets and obstacles by weighted attractive or repulsive po-
tential �elds. The action coordination is then simply done using vector

summation as a way of combining the di�erent behavioral contributions.

This strategy will be illustrated further in Paper E.

This way of letting behaviors be active simultaneously is desirable in

many situations. For instance, while approaching a target, an obstacle

avoidance behavior has to be active for safety reasons while the perfor-

mance is improved if the robot tries to approach the goal at the same

time as it is avoiding obstacles, which calls for a fused, coordinated con-

trol scheme [5, 8]. We are thus facing two possible ways of coordinating

the actions proposed by di�erent behaviors, and even though the sub-

sumption and the schema theory both address much more than just the

coordination problem, this is the point that we want to make here, and

it will be the main question investigated in Paper E.

To summarize, we can describe a behavior based control system in at

least two di�erent ways depending on whether the behaviors are active

simultaneously or not. If one chooses to work with fused, simultaneously

active behaviors (as in the schema theory), di�erent controllers a�ect the

system concurrently which would hopefully result in a smooth overall
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performance. The other possible solution to the coordination problem,

corresponding to hard switches between the di�erent behaviors (as in

the subsumption architecture), thus has the disadvantage that it a�ects

the performance in a negative way, not allowing for the smooth perfor-

mance that fused behaviors produce. We will, furthermore, see in Pa-

per E that hard switches between the di�erent behaviors can potentially

introduce chattering into the system, but despite these potential disad-

vantages there are reasons why hard switches would be to prefer from an

analytical point of view [33].

3.3 Representational Issues

If we now have a robot control architecture that is given within the be-

havior based framework the question how the behaviors should be repre-

sented and combined still remains. It is desirable to choose a represen-

tation that allows us to analyze the performance of the overall system

where the analysis could range from safety guarantees to formal methods

for verifying that the robot actually executes the tasks that it is designed

for in a successful way. This calls for a systematic approach to behavior

based robotics, and in this subsection we will present and discuss two

such methods. Those are the dynamic systems and the hybrid automata
approaches to autonomous robotics.

The dynamic systems approach to controlling autonomous robots uses

a local, dynamic representation of the robot actions given within the

behavior based control paradigm [69, 70]. The di�erent tasks that the

robot is trying to perform are modeled as forces, de�ned as attractors or

repellors of a dynamical system. The dynamics is speci�ed by a vector

�eld that locally governs the behavior of the system using, for instance,

the heading of the robot, �, as the controlled variable [55].

For this type of one-dimensional system the dynamics is given by

_� = f(�); (32)

where, in a navigation mode

f(�) = ftar(�) + fobs(�) + fW : (33)

Here, the reach target behavior, ftar, is modeled as an attractor that can

be represented as

ftar(�) = �A sin(�� �tar); (34)
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Figure 11: The dynamic systems approach.
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Figure 12: The left �gure shows an attractor, a repellor, and the total

vector �eld acting on the heading of the robot. The right �gure shows

the execution of a navigation task (moving safely from 'o' to '�') using
the dynamic systems approach.

where �tar is the direction from the robot toward the target location, as

seen in Figures 11-12.
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In (33), the obstacle avoidance behavior is given by

fobs =

nX
i=1

fobsi ; (35)

where the contribution from each individual obstacle can be modeled as

fobsi = Robsi �Wobsi
�Dobsi : (36)

Here, Robsi corresponds to a repellor, Wobsi limits the angular range of

the contribution, and Dobsi scales the strength of the contribution as a

function of the distance to the ith obstacle.

Furthermore, in (33) the term fW is a white noise term with zero

mean. The reason for introducing such a term is that it makes the robot

escape from unwanted, unstable �xed points (repellors).

The main point behind formulating the behavior based control system

in a way that explicitly exploits a dynamical representation of the behav-

ioral actions is that it allows us to use well-known tools from dynamical

systems theory in order to analyze the control system. For example,

qualitative changes in the overall behavior of the system can be shown

to arise through changes in the number of attractors and repellors. This

corresponds to bifurcations in the vector �eld, generated by the fact that

the agent is moving around in the environment [55].

However, there are some additional points that must be considered

when trying to �nd a representation that enables us to verify the perfor-

mance of complex control systems for autonomous robots. These points

suggest that the dynamic systems approach may not be all together ad-

equate, from our point of view, for addressing the veri�cation problem.

First of all, it would be very valuable if we did not have to redesign

the control system in order to analyze it. Thus we should probably focus

our attention to a representation that can capture any formulation of the

robot behaviors, including the widely used potential �eld methods. The

reason for this is that there are already a numerous, more or less e�cient

and robust, control systems for autonomous robots [51], including the

histogram representation used for controlling the ISR agent at the Centre

for Autonomous Systems at KTH [5].

Secondly, from a design point of view, it is preferable if we can view

the di�erent, individual behaviors as distinct entities which calls for a

system where only one behavior is active at each time instant. This is,

however, not normally the case when using potential �eld methods where

one typically just adds the contributions from the di�erent behaviors,
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but we will see in Paper E how we can impose hard switches between

the di�erent behaviors without a�ecting the overall performance in a

negative way. In that paper this is achieved by viewing each individual

behavior as a distinct node in a hybrid automaton 8, as seen in Figure 13,

where we have depicted a control scheme for performing a navigation task

using the the already introduced notation. The interpretation is that the

heading is governed by the target attraction behavior, ftar, as long as

the distance to the closest obstacle, d, is greater than d0. If d � d0 the

obstacle avoidance behavior becomes active which thus gives us a system

where only one behavior is active at a time. This type of automaton will

be the focus of Papers E and F, and the main point with modeling the

di�erent behaviors in a behavior based architecture as distinct nodes in

a hybrid automaton is that features about the system could be proved.

There are today theories dealing with safety or performance veri�cation

of hybrid automata, even though much work still remains to be done in

this area [10, 23, 40, 53, 54, 61, 65]. Another bene�t from modeling the

system as a hybrid automaton is that it provides us with a framework for

dealing with the interaction between discrete and continuous dynamics

in a systematic way. In the following subsection we will thus sketch some

of the most basic ideas behind these hybrid automata.

φ= ftar φ= fobs

d < d 0

d > d0

Figure 13: The hybrid automaton for executing a navigation task.

3.4 Hybrid Automata

A hybrid dynamic system is normally understood to be a system whose

states can be both continuous and discrete. Furthermore, the dynamics

a�ecting these states can contain both continuous and discrete compo-

nents as well. In the behavior based case the discrete states would cor-

respond to di�erent behaviors whose input-output mappings de�ne the

8The use of hybrid automata has the advantage that we do not need to commit to
a speci�c type of representation of the dynamics of the individual behaviors.
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continuous dynamics. The discrete dynamics is given by the transitions

between di�erent behaviors. One way of modeling such a control system

is thus given by the hybrid automata approach [43, 48, 61, 75].

The following brief de�nitions are based on [46, 48, 61].

De�nition 1 (Hybrid Automaton) A hybrid automaton is consid-
ered to be a collection (Q;X; I; f; E) where Q and X are sets of discrete
and continuous variables respectively. I is a set of initial states, while f
describes the continuous and E the discrete evolution of the states.

A discrete state combined with the continuous dynamics connected to

that state is referred to as a node in the automaton. The general idea

behind this construction can be seen in Figure 14.

(x,q,q’) E

(x,q’,q)

(x,q,q)

E

E
q

x = f (x,q)
q’

x = f (x,q’)

Figure 14: The basic structure of a hybrid automaton.

De�nition 2 (Hybrid Time Trajectory)A hybrid time trajectory � is
a �nite or in�nite sequence of intervals of the real line, � = fIig, i 2 N,
satisfying the following conditions:

� Ii is closed, unless � is a �nite sequence and Ii is the last interval
in which case it can be right open.

� Let Ii = [�i; �
0
i
]. Then for all i, �i � � 0

i
and for i > 0, �i = � 0

i�1.

This should be interpreted as the times at which we arrive (�i) and leave

(� 0
i
) a speci�c node in the automaton.

Note that hybrid time trajectories can extend to in�nity if � is an

in�nite sequence or if it is a �nite sequence ending with an interval of the

form [�N ;1).

De�nition 3 (Execution) An execution � of a hybrid automaton H

is a collection � = (�; q; x), satisfying
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� Initial Condition: (q(�0); x(�0)) 2 I.
� Discrete Evolution: (x(� 0

i�1); q(�
0
i�1); q(�i)) 2 E, for all i.

� Continuous Evolution: for all i with �i < � 0i , x and q are continuous
over [�i; �

0
i
] and for all t 2 [�i; �

0
i
), we have d

dt
x(t) = f

�
q(t); x(t)

�
.

Furthermore, an execution � = (�; q; x) is called in�nite if � is an in�nite

sequence or
P
i
(� 0
i
� �i) = 1. We use H(q0;x0) to denote the set of all

in�nite executions of H with initial condition (q0; x0) 2 I. An execution

is admissible if
P
i
(� 0
i
� �i) = 1, and it is called Zeno9 if it is in�nite

but not admissible. For a Zeno execution � = (�; q; x) we de�ne the Zeno

time as �1 =
P
i
(� 0
i
� �i) < 1. What this means is that the hybrid

system makes an in�nite number of discrete transitions in �nite time,

[�0; �1], and we state the following de�nition.

De�nition 4 (Zeno Hybrid Automaton) A hybrid automaton H is
called Zeno if there exists (q0; x0) 2 I such that H(q0;x0) contains a Zeno
execution.

It is clear that a Zeno hybrid automaton has the undesirable property

that it blocks time. This is due to the fact that time does not evolve

beyond the Zeno time since an in�nite number of transitions are made

in any interval containing this time as an upper limit [46, 48]. For some

types of these automata the in�nite number of discrete transitions, made

in �nite time, is caused by the fact that the underlying system that the

automaton tries to model is a switched system that exhibits sliding in

the sense of Filippov [35, 47, 76]. They thus form a special class of the

Zeno hybrid automata since they, in theory, make an in�nite number of

transitions in zero time. The underlying, switched systems have contin-

uous ows that point toward the switching surface, resulting in a new,

induced ow on that surface.

In these cases the Zeno property can be removed through the intro-

duction of a new node with the continuous ow given by the Filippov

solution [62]. The general idea behind this construction can be seen in

Figure 15.

The other class of Zeno automata has a slightly more complex dy-

namics. Here the automaton changes nodes faster and faster, with the

9The name Zeno refers to the philosopherZeno of Elea (500{400 b.c.), whose major
work consisted of a number of famous paradoxes. They were designed to explain his

view that the ideas of motion and evolving time lead to contradictions. An example
is Zeno's Second Paradox of Motion, in which Achilles is racing against a tortoise.
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Figure 15: Regularization of a Filippov type Zeno hybrid automata.

jump times converging to the Zeno time, �1. One of the most illustrative

examples of this phenomenon is the bouncing ball automaton. It models

an elastic ball that is bouncing o� the ground, loosing a fraction, 1=c, of

its energy with each bounce.

Proposition 1 The bouncing ball automaton is Zeno if c > 1.

Proof. Let x1 denote the altitude of the ball and x2 its vertical speed.

The �rst bounce occurs at time

� 00 = �1 =
x2(0) +

p
x2(0)2 + 2gx1(0)

g
:

The Nth bounce occurs at time

�N = �1 +

NX
k=1

2x2(�1)

gck�1
:

Since c > 1 the series on the right hand side converges. Thus the Zeno

time of the execution, with initial state x(0), is

�1 =
x2(0)

g
+
(c + 1)

p
x2(0)2 + 2gx1(0)

g(c � 1)
: 2 (37)

It should be noted that in the bouncing ball case the Zeno property

can be removed using a so called regularization technique [48], where, for
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instance, the ground is modeled as a spring. The idea is then to let the

spring constant be 1=�, with � # 0, as seen in Figure 16. This gives (not

too surprisingly) that after �1, the ball just remains on the ground.

0 1 2 3 4 5
−10

−5

0

5

10
Spring constant = 1/0.01

0 1 2 3 4 5
−10

−5

0

5

10
Spring constant = 1/0.0001

Time

Figure 16: Regularization of the bouncing ball. The solid line corresponds

to the position of the ball while the dash-dotted line corresponds to its

velocity.

Regularizations of Zeno hybrid automata will be the topic of Paper

F, and regularization techniques will furthermore be exploited as a way

to remove chattering in behavior based control systems. This last fact is

illustrated in Paper E, where the connection between hybrid automata

and behavior based robotics is investigated further.

3.5 Contributions

In this thesis, Paper E corresponds to publication [C7] where we show how

a behavior based control system can be modeled as a hybrid automaton

in such a way that the hard switches between di�erent behavioral ac-

tions do not a�ect the overall performance in a negative way. In that

paper we furthermore show how the design of individual behaviors can

be simpli�ed within the hybrid automata framework. We also discuss
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some implementation issues.

The �nal paper in this thesis, Paper F, deals with some theoretical

issues that need to be addressed when analyzing hybrid automata. These

automata can, as already mentioned, exhibit Zeno phenomena, and we

show how we can regularize some types of Zeno automata in order to

resolve the problem by removing the unwanted Zeno property. Paper F

corresponds to publication [C8], and [C7] and [C8] summarizes the work

conducted in the following publications:

[C1] M. Egerstedt, J. Koo, F. Ho�mann, and S. Sastry. Path Planning

and Flight Controller Scheduling for an Autonomous Helicopter.

Lecture Notes in Computer Science 1569: Hybrid Systems: Com-

putation and Control, pp. 91{102, Berg en Dal, The Netherlands,

Springer Verlag, Mar. 1999.

[C2] M. Egerstedt, X. Hu, and A. Stotsky. A Hybrid Control Approach

to Action Coordination for Mobile Robots. IFAC'99:14th World
Congress, Beijing, China, Jul. 1999.

[C3] L. Petersson, M. Egerstedt, and H.I. Christensen. A Hybrid Control

Architecture for Mobile Manipulation. Proc. of the IEEE/RSJ In-
ternational Conference on Intelligent Robots and Systems, Kyongju,
Korea, Oct. 1999.

[C4] M. Egerstedt, K.H. Johansson, J. Lygeros, and S. Sastry. Behav-

ior Based Robotics Using Regularized Hybrid Automata. IEEE
Conference on Decision and Control, Phoenix, AZ, Dec. 1999.

[C5] K.H. Johansson, J. Lygeros, S. Sastry, and M. Egerstedt. Simula-

tion of Zeno Hybrid Automata. IEEE Conference on Decision and
Control, Phoenix, AZ, Dec. 1999.

[C6] J. Lygeros, K.H. Johansson, S. Sastry, and M. Egerstedt. On the

Existence of Executions of Hybrid Automata. IEEE Conference on

Decision and Control, Phoenix, AZ, Dec. 1999.

[C7] M. Egerstedt. Behavior Based Robotics Using Hybrid Automata.

Submitted to Robotics and Autonomous Systems. (Partly accepted
for publication in the Proceedings of the Hybrid Systems: Compu-
tation and Control, Pittsburgh, PA, Springer Verlag, Mar. 1999.

Accepted for publication in part in HSCC'00.



38 Motion Planning and Control of Mobile Robots

[C8] K.H. Johansson, M. Egerstedt, J. Lygeros, and S. Sastry. Regu-

larization of Zeno Hybrid Automata. Systems and Control Letters,
1999. Accepted for publication.
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Optimal Control and

Smoothing Splines

Abstract
In this article, some of the relationships between optimal control and

trajectory planning are examined. When planning trajectories for lin-

ear control systems, a demand that arises naturally in, for instance, air

tra�c control or noise contaminated data interpolation, is that the curve

interpolates close to given points, or through intervals, at given times. In

this article, we produce these curves by solving an optimal control prob-

lem for linear control systems, minimizing the L2-norm of the control

signal, while driving the outputs of the control system close to the inter-

polation points. We furthermore show how this optimal control problem

reduces to a �nite, quadratic programming problem, and we thus provide

a constructive, theoretical framework for producing a set of curves called

smoothing splines.
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1 Introduction

In this article, we look at the problem of �nding the control that drives

the outputs of a given linear control system close to prede�ned points, or

through intervals, at given times. The inputs applied to the control sys-

tem will be chosen so that they minimize a quadratic cost functional, and

it turns out that the resulting output curve will be a so called smooth-

ing spline, whose characteristics depend on the dynamics of the control

system [6]. So, by establishing a framework for constructing optimal tra-

jectories, based on optimal control theory, we provide a systematic way

to construct all of the classical splines, and even other types of curves

that are potentially useful.

Classical polynomial splines and the splines developed in [7] are inter-

polating splines, i.e. they are required to pass through speci�c points at

speci�c times. In most applications, including trajectory planning, this

is overly restrictive. We are usually content if the trajectory passes close

to an assigned point at an assigned time. We thus dedicate this article

to the development of such smoothing splines which are reective of the

dynamics of the underlying system.

These types of relaxed interpolation problems need to be solved for

a number of di�erent reasons. For instance, in air tra�c control we

need to be able to specify the position that the system will be in at a

sequence of times. However, in most situations, it is not really crucial that

we pass through these points exactly, but rather that we go reasonably

close to them, while minimizing the cost functional. This is a desired

property for two apparent reasons. First of all, a small deviation from

the prespeci�ed point can result in a signi�cant decrease in the cost, and

secondly, when the data that we work with is noise contaminated, it is

not even desirable to interpolate through these points exactly. Inspired

by [5], we can incorporate these aspects into our proposed method, and

by not demanding exact interpolation, we end up with smoothing splines

instead of the standard splines [2].

In Section 2, we start by discussing some facts about linear control

systems, and show how they can be used to arrive at an optimal control

problem, suitable for producing the output curves discussed above. We

then proceed, in Sections 3 and 4, to actually solving the problem of pro-

ducing the smoothing splines, using standard optimal control techniques

together with mathematical programming, reducing the problem into a

convex, easy-to-solve, quadratic programming problem. We then, in Sec-

tion 5, discus some di�erentiability properties of the generated curves,
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and we conclude with an example that shows how our approach can be

used to produce paths under velocity, acceleration and jerk limitations.

2 Problem Formulation

In this article, we study the linear, single input, multiple output control

system on the form

_x = Ax+ bu

y = CTx;
(1)

where x 2 Rn; y 2 Rp; u 2 R, and (A; b; C) are constant matrices of

compatible dimensions.

Assumption 1 The system (A; b; C) is both controllable and observable.

We furthermore, without loss of generality, assume that x0 = 0.

The problem that we want to solve is the following: Given intervals

and interpolation times ([�i; �i]; ti); i = 1; : : : ;m, how do we drive the

outputs of the system through these intervals

y(ti) 2 [�i; �i]; i = 1; : : : ;m; (2)

where �i; �i 2 Rp, while interpolating close to �i 2 Rp at the interpo-

lation times, ti; i = 1; : : : ;m?1 We furthermore want to accomplish this

while minimizing the following cost functional

1

2

Z
T

0

�u2(t)dt; (3)

over u 2 L2[0; T ].
It is a well known fact [1,6] that the problem of interpolating the out-

puts of the system through given, distinct points, while minimizing (3),

has a solution if the system (1) is minimal, which was the case here due

to Assumption 1. However, since we do not demand exact interpolation,

existence and uniqueness results must still be established in this case be-

fore we can proceed to actually trying to �nd the solution to this optimal

control problem.

1It should be noted that the shape of the curve will depend on the dynamics of the
underlying control system [6].



52 Motion Planning and Control of Mobile Robots

3 Smoothing Splines

First we neglect the interval interpolation constraints and instead we fo-

cus on penalizing deviations from the desired points quadratically. What

we want to do is to produce what in the statistics literature is referred

to as smoothing splines [5,7,8], by minimizing

minu J(u) =

minu
1
2

R T
0
�u2(t)dt+ 1

2

P
m

i=1 (y(ti)� �i)
T
�i (y(ti)� �i) ;

(4)

where �i = diag(�i1; : : : ; �ip) is a p�p weight matrix, where the jth diago-

nal element describes how important it is that the jth output interpolates

close to �i's jth component at time ti (�ij � 0; i = 1; : : : ;m; j = 1; : : : ; p:)

The parameter � > 0 controls the amount of smoothing. If it is small,

then the spline interpolates really close to the desired points, the �i's,

while a larger � makes the spline more smooth.

We now de�ne the following set of basis functions

gi(t) =

�
CT eA(ti�t)b t � ti
0 t > ti

i = 1; : : : ;m: (5)

Lemma 1 The set of functions fgi(t)gmi=1 are linearly independent.

This is an obvious fact that follows from the fact that the di�erent gi's

vanishes at di�erent times.

Based on this new set of basis functions, it is possible to rewrite J(u)

as

J(u) =

1

2

Z
T

0

�u2(t)dt+

1

2

mX
i=1

 Z T

0

gi(s)u(s)ds � �i

!T
�i

 Z T

0

gi(s)u(s)ds � �i

!
=

1

2

Z T

0

�u2(t)dt+

1

2

 Z T

0

g(t)u(t)dt� �

!T
T
 Z T

0

g(t)u(t)dt � �

!
;
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where g(t) = (g1(t)
T ; : : : ; gm(t)

T )T , � = (�T1 ; : : : ; �
T
m
)T , and T = diag(�i).

Lemma 2 J(u) is stricly convex in u.

Proof. The �rst term in J is clearly strictly convex in u as long as

� > 0. The second term can be rewritten as

1

2

Z
T

0

gT (t)u(t)dt T
Z
T

0

g(s)u(s)ds + �(u) + C;

where �(u) is linear in u, and C is a constant. Now, let

K(u) =

Z T

0

gT (t)u(t)dt T
Z T

0

g(s)u(s)ds;

and take � 2 (0; 1). This gives that

K(�u1 + (1� �)u2) =R
T

0
gT (t)(�u1(t) + (1� �)u2(t))dt T

R
T

0
g(s)(�u1(s) + (1� �)u2(s))ds =

�(� � 1)
R T
0
gT (t)(u1(t)� u2(t))dt T

R T
0
g(s)(u1(s) � u2(s))+

�K(u1) + (1� �)K(u2) = �(� � 1)vT T v + �K(u1) + (1� �)K(u2):

Since T � 0 we have that �(� � 1)vT T v � 0, and thus K(�u1 + (1 �
�)u2) � �K(u1) + (1 � �)K(u2). From this it immediately follows that

J is strictly convex in u. 2

From Lemma 2, results on existence and uniqueness now follows from

standard in�nite dimensional optimization theory [4].

Theorem 1 There exists a unique, minimizing u 2 L2[0; T ], and it is
given by the u0 that makes the Fr�echet di�erential of J vanish for all
increments h 2 L2[0; T ].

The Fr�echet di�erential [3], with increment h, is given by

�J(u; h) = lim
�!0

1
�
(J(u+ �h)� J(u)) =R T

0

�
�u(t) + g(t)T T (

R T
0
g(s)u(s)ds � �)

�
h(t)dt:

(6)
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For this di�erential to vanish for all h 2 L2[0; T ], it has to hold that

�u(t) + g(t)T T (
Z
T

0

g(s)u(s)ds � �) = 0:

Setting u(t) = �T g(t), which is a �nite dimensional parameterization of

the problem, directly gives us the optimal � as

� = (�I + T G)�1T �; (7)

where G 2 Rmp�mp is the Grammian

G =

Z
T

0

g(s)g(s)T ds;

and thus

u0(t) = g(t)T (�I + T G)�1T � (8)

is the unique minimizer in L2[0; T ].

It is worth stressing that the optimal control is a linear combination

of the gi's. This is a desirable feature, since it allows us to reduce a non-

parametric problem to the problem of calculating parameters in a �nite

dimensional space.

Some results from applying this method can be seen in Figures 1-2.

4 Interval Interpolation

We now add the interval interpolation constraints to the optimal control

problem, demanding that

y(ti) 2 [�i; �i]; i = 1; : : : ;m; (9)

and formulate the following key lemma:

Lemma 3 The set of controls that make y satisfy the interval inter-
polation constraints is a non-empty, closed and convex subset of L2[0; T ].

Proof. Let f�kgNk=1 2 �N be the unit simplex in R
N
such that

NX
k=1

�k = 1; �k � 0; k = 1; : : : ; N:



Optimal Control and Smoothing Splines 55

0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

Figure 1: A smoothing spline with di�erent smoothing parameters, �.

The parameters are 1=10000 (solid), 1=2000 (dash-dotted), and 1=1000

(dotted). Here the �i's were kept constant. The stars correspond to

the di�erent interpolation points, the �i's. In the underlying second or-

der system, the acceleration was controlled directly while only the one

dimensional position was taken as output of the system.

Given a set of feasible outputs, yk(ti) 2 [�i; �i]; i = 1; : : : ;m; k = 1; : : : ; N ,

then obviously

NX
k=1

�kyk(ti) 2 [�i; �i]; i = 1; : : : ;m:

But if yk is generated by the underlying control uk, such that the inter-

polation constraints are satis�ed, then

NX
k=1

�kyk(ti) =

NX
k=1

�k

Z ti

0

CT eA(ti�s)buk(s)ds =

Z ti

0

CTeA(ti�s)b

NX
k=1

�kuk(s)ds;

and thus any convex combination of controls that individually make the

outputs satisfy the constraints is feasible with respect to the interval
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Figure 2: Interpolation through points speci�ed simultaneously for the

position (upper graph), velocity (middle graph) and acceleration (lower

graph), while controlling the jerk directly. The reason why the trajectory

seems to interpolate through and not just close to the desired points is

due to the fact that we, in this case, chose to let the �i's be large, giving

a high priority to interpolation rather than smoothing.

interpolation constraints. Thus the set of such feasible uk's is convex.

That it is non-empty follows from the minimality assumption on (A; b; C).

(See for example [1].)

Now, assume that fukg is a sequence of controls that each satis�es

the constraints. Passing the limit through the integral above, due to the

compactness of [0; ti], gives that the limit still satis�es the constraints.

That the limit stays in L2[0; T ] follows from the fact that L2[0; T ] is a

Banach space. We thus have closedness and the lemma follows. 2

Once again, minimizing a convex functional over a convex set gives

the following standard results [4]:

Theorem 2 There exists a unique u0 2 L2[0; T ] such that J(u) is mini-
mized while y(ti) 2 [�i; �i]; i = 1; : : : ;m.

Theorem 3 (Lagrange Duality Theorem) Minimizing J(u), subject
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to the constraints y(ti) 2 [�i; �i]; i = 1; : : : ;m, is equivalent to �nding

max
�;�0

min
u

L(u; �; ); (10)

where L is the Lagrangian

L(u; �; ) =

1

2

Z T

0

�u2(t)ds +

1

2

mX
i=1

 Z
T

0

gi(s)u(s)ds � �i

!T
�i

 Z
T

0

gi(s)u(s)ds � �i

!
+

mX
i=1

�T
i

 
�i �

Z T

0

gi(s)u(s)ds

!
+

mX
i=1

T
i

 Z
T

0

gi(s)u(s)ds � �i

!
=

1

2

Z T

0

�u2(t)dt+

1

2

 Z T

0

g(s)u(s)ds � �

!T
T
 Z T

0

g(s)u(s)ds � �

!
+

�T�� �T
Z
T

0

g(s)u(s)ds � T � + T
Z
T

0

g(s)u(s)ds;

and �;  2Rpm are the Lagrange multipliers.

Setting L�;(u) = L(u; �; ), and calculating �L�;(u; h) = 0; 8h 2
L2[0; T ]; gives that

�u(t) + g(t)T T
 Z

T

0

g(s)u(s)ds � �

!
+ g(t)T (�� + ) = 0: (11)

If we, as before, set u(t) = �Tg(t), we get

� = (�I + T G)�1(T � + � � ): (12)

Now, inserting the optimal control, u0(t) = �T g(t), into the La-

grangian gives that, after some calculations, it reduces to

L(�; ) = L(u0; �; ) = �1
2
(�T � T )G(�I + T G)�1(� � )+

�TT G(�I + T G)�1(� � ) + �T�� �T + C;
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where C is a constant term, not depending on � or . Thus maximizing

L(�; ) is a quadratic programming problem. This has a unique, optimal

solution if G(�I + T G)�1 is positive de�nite, i.e. if the programming

problem is convex.

Assumption 2 ImCT = R
p
.

Lemma 4 Given Assumption 2,

G(�I + T G)�1 � 0:

Proof. It is a well known fact that for the Grammian, G � 0, given

Assumption 2. We now rewrite G(�I + T G)�1 = (�G�1 + T )�1, and
since T is diagonal with non-negative diagonal elements, we have T � 0,

and thus �G�1 + T � 0 since � > 0. 2

Theorem 4 The optimal Lagrange multipliers are uniquely determined
by [4]

min
��0

1

2
�TH� + FT �; (13)

where

� =

�
�



�
2R2pm

;

H =

�
M �M
�M M

�
;

M = G(�I + T G)�1;
and

FT =
�
��TTM � �T ; �TTM + �T

�
:

Thus, in order to �nd the optimal u0, we just need to solve this �nite,

convex, quadratic programming problem, for which there already exist

e�cient algorithms.
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An example of applying this interval interpolation method can be seen

in Figure 3.

0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
0

0.5

1

1.5

Figure 3: Interpolating through intervals while penalizing deviations from

the mid points of the intervals. Here, a second order system with both

eigenvalues equal to -1 was used to produce the scalar output.

5 Properties of the Solution

In this section, we will discuss some of the properties of the optimal curve,

and we will begin by discussing the optimal control function, u0, before

we consider the actual output spline function.

Assumption 3 CTAib = 0 for i = 0; : : : ; q, for some q � 1.

First we note that since, on the open intervals (ti; ti+1), the optimal

control is on the form

u0(t) = �Ti C
T eA(ti�t)b + : : :+ �TmC

T eA(tm�t)b;

there can be discontinuities in the control or its derivatives only at the

points ti. The degree of di�erentiability at these points is given by the

degree of di�erentiability of the gi's, which is the degree up to which the
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derivatives of the gi's are equal to zero at the points ti; i = 1; : : : ;m, since

the basis functions are piecewise entire.

Recalling the de�nition of the gi's gives that the kth derivative of gi(t)

is
dk

dtk
gi(t) =

�
(�1)kCTAkeA(ti�t)b t � ti
0 t > ti:

(14)

Thus the kth derivative is zero at ti if and only if CTAkb = 0, and we

state this as a lemma.

Lemma 5 The optimal control is di�erentiable of degree q, given As-
sumption 3.2

Theorem 5 y(t) is di�erentiable of degree 2q + 2.

Proof.

dy(t)

dt
=

d

dt

Z t

0

CTeA(t�s)bu0(s)ds =Z
t

0

CTAeA(t�s)bu0(s)ds +CT bu0(s)ds =Z t

0

CTAeA(t�s)bu0(s)ds:

Similarly, it holds that

dq+1

dtq+1

Z
t

0

CT eA(t�s)bu0(s)ds =

Z
t

0

CTAq+1eA(t�s)bu0(s)ds;

since CTAib = 0 for i � q. Now it follows that

dq+1+l

dtq+1+l

Z t

0

CT eA(t�s)bu0(s)ds =Z
t

0

CTAq+i+leA(t�s)bu0(s)ds +

l�1X
i=0

CTAq+1+ib
dl�1�i

dtl�1�i
u0(t):

Thus we see that in the expression above, lmax = q + 1, which implies

that y(t) has a total of 2q+ 2 continuous derivatives. The theorem then

follows. 2

2The optimal control may have a higher degree of di�erentiability at a given node,
ti, if the coe�cients in front of the gj's in the optimal control are equal to zero for
j = i; : : : ;m.
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6 Example { Velocity, Acceleration and Jerk

Saturation

We will now see how our approach can be applied to the problem of

planning trajectories under velocity, acceleration, and jerk saturations.

If we assume that our control system is given on the control canonic form

_x =

0BB@
0 1 0 0

0 0 1 0

0 0 0 1

�a4 �a3 �a2 �a1

1CCA x+

0BB@
0

0

0

1

1CCAu

y = x;

(15)

where s4 + a1s
3 + : : :+ a4 is the characteristic polynomial of the system

matrix A. It should be noted that even though this system violates As-

sumption 3, our method still works. The violation of the assumption just

means that our resulting output curve will not have the nice di�erentia-

bility properties discussed in the previous section.

What we want to do is to drive the position, the �rst state variable,

close to given, prede�ned points. We do not care what xj(ti) are for

j = 2; 3; 4, and we simply set �i = diag(�i1; 0; 0; 0). If we do not impose

any further constraints on the system, such a trajectory can be seen in

Figure 4(a).

We now add interval interpolation constraints on the velocity, accel-

eration and jerk, corresponding to physical saturation limits. This gives

a problem on the form discussed in Section 3.3

It should be noted, however, that with this method we do not guaran-

tee that the trajectory is feasible with respect to the saturation limit at

all times. That type of constraint corresponds to an in�nite dimensional

constraint, making the problem much more complex. Instead, with our

proposed method, we can only guarantee that we interpolate through the

desired intervals at distinct times, but, as seen in Figure 4(b), that is

sometimes enough.

3In order to get the interval interpolation constraints on the right form, we have to
impose constraints on the position as well. We thus set �i1 = �M1 and �i1 =M1,

for i = 1; : : : ;m, where M1 is just a large enough number. This means that the
position component of the state will always stay within the feasible region.
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(a) No saturation

0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
0

0.5

1

1.5

0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
−5

0

5

0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1

−20

0

20

0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
−400

−200

0

200

400

(b) Saturation

Figure 4: An example where the position is driven close to the desired

points, corresponding to the circles in the graphs. In the upper graph, an

example without any saturation on the velocity, acceleration and jerk is

depicted. In the lower graph we added interval interpolation constraints

on the velocity, acceleration and jerk at every 20th of a second, corre-

sponding to the dotted lines in the graphs.
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7 Conclusions

In this article we develop a method for constructing trajectories while

minimizing a quadratic cost functional, depending on the control sig-

nal imposed on the linear control system. This is done while driving

the linear control system in such a way that the generated outputs are

quadratically penalized for deviating from the desired points, at the same

time as the outputs interpolate through prespeci�ed intervals at the given

interpolation times.

Furthermore, our approach clearly show how a rich class of output

curves called smoothing splines, all can be generated within a coherent,

optimal control theoretical framework, based on ideas from both classical

optimal control theory and mathematical programming.

Our approach is also shown to have nice numerical features since it

reduces the interval interpolation problem to a convex, quadratic pro-

gramming problem that can be solved easily, resulting in piecewise entire

output curves.
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Control Theoretic

Monotone Smoothing

Splines

Abstract
The optimal solution to the problem of driving the output of a single-

input, single-output linear control system close to given waypoints is

analyzed. Furthermore, this smooth interpolation is done while the state

space is constrained by an in�nite dimensional, non-negativity constraint

on the derivative of the output spline function. For the two-dimensional

case, this problem is completely solved when the acceleration is controlled

directly, and the solution is obtained by exploiting a �nite reparameteri-

zation of the problem, resulting in a dynamic programming formulation

that can be solved analytically.
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1 Introduction

When interpolating curves through given data points, a demand that

arises naturally, when the data is noise contaminated, is that instead of

doing exact interpolation we only require that the curve passes close to

the interpolation points. This means that outliers will not be given too

much importance, which could otherwise potentially corrupt the shape

of the interpolation curve. In this article, we investigate this type of

interpolation problem from an optimal control point of view, where the

task is to choose appropriate control signals in such a way that the output

of a given, linear control system de�nes the desired interpolation curve.

The curve is obtained by minimizing the energy of the control signal,

and we, furthermore, deal with the outliers problem by adding quadratic

penalties for deviating from the interpolation points to the energy cost

functional in order to produce smooth output curves [3,7]. The fact that

we minimize the energy of the control input, while driving the output

of the system close to the interpolation points, tells us that the curves

that we are producing belong to a class of curves that in the statistics

literature is referred to as smoothing splines [7,8].

However, in many cases, this type of construction is not enough since

one sometimes want the curve to have a certain structure, such as convex-

ity or monotonicity properties. For instance, given a set of observations

of how much an individual is growing during his �rst ten years. Any curve

that interpolates through these points in such a way that the derivative

is allowed to be negative is unsatisfactory, since if the trajectory is to

be used for future predictions, we could end up in a situation where we

predict that people start shrinking during their �fth year.

This non-negative derivative constraint will be our main focus in this

article, and we will show how the corresponding in�nite dimensional con-

straint (it has to hold for all times) can be reformulated and solved in a

�nite setting based on dynamic programming.

The system used for generating the monotone smoothing splines will,

throughout the major part of this article, be a second order system, where

we control the acceleration directly. We will, however, also indicate how

our solution, based on a combination of optimal control theory and dy-

namic programming, can be generalized to other types of systems and

constraints, and the outline of this article is as follows: In Section 2, we

describe the problem and show some of the properties that the optimal

solution has to exhibit. We then, in Section 3, solve the monotone in-

terpolation problem for a second order system, followed by a discussion
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about possible generalizations.

2 Problem Description

The problem, investigated in this article, is how to produce a monotonously

increasing curve that passes close to a given set of waypoints, �1; : : : ; �m,

at times t1 < t2 < : : : < tm, while keeping the energy of the curve small.

In the following paragraphs, we will discuss some of the features that

this problem exhibits, and we will also show some preliminary results

about the optimal control before we can proceed to actually solving the

monotone interpolation problem.

2.1 Unconstrained Optimization

Given a time-invariant,minimal, single-input, single-output linear control

system

_x = Ax+ bu; y = cTx; (1)

where x 2 Rn. The convex cost functional that minimizes the energy of

the control system, while interpolating close to the waypoints, is de�ned

as

min

(
1

2

Z
T

0

u2(t)dt+
1

2

mX
i=1

�i(x(ti)� �i)
2

)
; (2)

where �i is a factor that reects how important it is that y(ti) is close to

�i.

If we now de�ne a set of linearly independent1 basis functions

gi(t) =

�
cT eA(ti�t)b if t � ti
0 if t > ti

i = 1; : : : ;m; (3)

and assume, without loss of generality, that x(0) = 0, we can rewrite (2)

as

min

(
1

2

Z
T

0

u2(t)dt+
1

2

mX
i=1

�i(

Z
T

0

gi(t)u(t)dt� �i)
2

)
: (4)

If no positivity constraints are imposed on the derivative of the out-

put, the unique, optimal control, u0 2 L2[0; T ], that solves this convex

1Linear independence follows immediately from the fact that the di�erent basis
functions vanish at di�erent times.



70 Motion Planning and Control of Mobile Robots

problem is found in [3]. It is given by

u0(t) = �Tg(t); (5)

� = (I + T G)�1T �; (6)

where g(t) = (g1(t); : : : ; gm(t))
T , � = (�1; : : : ; �m)

T , T = diag(�1; : : : ; �m);

and the Grammian, G, is de�ned as

G =

Z
T

0

g(s)g(s)T ds:

From this it is possible to derive that the optimal control is continuous

and piecewise entire, with discontinuities only at the waypoints. A result

from solving this type of interpolation problem can be seen in Figure 1.

0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1

0

0.2

0.4

0.6

0.8

1

x

0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1

−1

0

1

2

3

t

dx
/d

t

Figure 1: Smoothing splines with �i = 1000; i = 1; : : : ; 5. The depicted

curve is the output of a second order system where the acceleration is

controlled directly. In the upper graph, y(t) is plotted, while the lower

graph displays _y(t). The stars correspond to the di�erent waypoints.

2.2 Non-Negative Derivatives

If we now add the monotonicity constraint on the derivative to the prob-

lem formulation, we still want to minimize the cost functional (2) under
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the additional, in�nite dimensional inequality constraint

_y(t) � 0: (7)

Since we want _y to be continuous, we set our constraint space to be

C[0; T ] (the space of continuous functions), and we can thus form our

associated Lagrangian as

L(u; �) =
1

2

Z
T

0

u2(t)dt+
1

2

mX
i=1

�i(

Z
T

0

gi(t)u(t)dt� �i)
2 �

Z
T

0

_y(t)d�(t); (8)

where � is in BV [0; T ] (the space of functions of bounded variation),

which is the dual space of C[0; T ] [4]. The optimal solution is then found

by solving the dual problem

max
��0

inf
u
L(u; �): (9)

2.3 Second Order Systems

We now focus our attention to a system on a the form used for producing

the output curve in Figure 1, and in the sections to follow this is the

control system that we will be investigating.

We let

A =

�
0 1

0 0

�
; b =

�
0

1

�
; cT =

�
1 0

�
; (10)

which corresponds to controlling the acceleration directly while observ-

ing the position of the system. The reason for choosing to focus on this

system is basically two-folded. First of all, it is a simple enough system

which gives us some hope about actually being able to solve the hard,

monotone interpolation problem in a way that suggests how further gen-

eralizations could be done. Secondly, in this speci�c, second order case

we are minimizing the L2-norm of the second derivative of the output.

This is also the case when the widely used, standard cubic splines are pro-

duced [6], which indicates that this system has a rich enough dynamics

to generate potentially useful, monotone output splines.

Furthermore, it is not always the case that the problem formulation

explicitly involves any system dynamics. If we are just looking for a
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smooth interpolation function, y(t), that satis�es

y 2 C1[0; T ]

_y(t) � 0;

then is seems reasonable to model the underlying dynamics as (10), since

we then control the acceleration directly.

With this choice of system matrices, the gi's reduce to the following

simple, piece-wise linear form

gi(t) =

�
ti � t if t � ti
0 if t > ti

i = 1; : : : ;m: (11)

With a slight abuse of notation, we now let x(t) 2R denote the �rst

of the state variables, and _x(t) 2 R the second. Then the monotonicity

constraint (7) can be rewritten as

_x(t) =

Z
t

0

u(s)ds � 0; (12)

and thus the Lagrangian becomes

L(u; �) =
1

2

Z
T

0

u2(t)dt+
1

2

mX
i=1

�i(

Z
T

0

gi(t)u(t)dt� �i)
2 �

Z
T

0

Z
t

0

u(s)dsd�(t): (13)

Integrating the Stieltjes integral in (13) by parts reduces the La-

grangian to the following:

L(u; �) =
1

2

Z T

0

u2(t)dt+
1

2

mX
i=1

�i(

Z T

0

gi(t)u(t)dt� �i)
2 �

Z T

0

(�(T )� �(t))u(t)dt; (14)

which is a more easily manipulated expression.

2.4 Properties of the Solution

We now proceed by investigating what features the solution to the mono-

tone interpolation problem has to have if the underlying dynamics is
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given by the system de�ned in (10). This is important since it allows

us to narrow down the search for the optimal control to a search in the

reduced set of controls that exhibit these necessary properties.

One �st observation from (13) is that, given our optimal solution u0,

in order for us to maximize L(u0; �) we need to let the optimal �0(t) vary

only for those t where _x0(t) = 0 since � � 0 and, by feasibility, _x0(t) � 0

for all t. But this fact implies that �0(T ) � �0(t) is constant (= Ct � 0)

on intervals where _x0(t) > 0. The fact that Ct � 0 follows from the

positivity constraint on �0.

If we now take our state space to be the space of piecewise continuous
functions (PC[0; T ]), the set of controls that satisfy the constraints is

closed and convex, which is stated in the following lemma.

Lemma 1 The set of controls in PC[0; T ] that satisfy the constraints
is a closed and convex set.

Proof. We �rst show convexity. Given two ui(t) 2 PC[0; T ]; i = 1; 2,

such that Z
t

0

ui(s)ds � 0; 8t 2 [0; T ]; i = 1; 2;

then for any � 2 [0; 1] we obviously have thatZ t

0

(�u1(s) + (1� �)u2(s))ds � 0; 8t 2 [0; T ]: (15)

If we instead have a collection of controls, fui(t)g1i=0, where each

individual control satis�es the constraint and where ui ! û as i ! 1,

we can pass the limit through the integral due to the compactness of [0; t]

and still satisfy the constraint. The fact that PC[0; T ] is a Banach space

gives us that the limit, û, still remains in that space, which concludes the

proof. 2

Furthermore, as long as _x(0) � 0 we can always let u � 0, and thus

the set of admissible controls is non-empty.

These are nice features in our optimization problem since they are

strong enough to guarantee the existence of a unique optimal solution,

and we can thus replace inf in (9) with min [4], which allows us to state

the following theorem about our optimal control.

Theorem 1 (Properties of the Solution) The control in PC[0; T ]

that minimizes (4), while keeping _x(t) � 0 for all t 2 [0; T ], is piecewise
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linear. It furthermore only changes from di�erent linear cases at the way-
points, or at times when _x(t) = 0.

Proof. Due to the existence and uniqueness of the solution, we can obtain
the optimal controller by calculating the Fr�echet di�erential of L with re-

spect to u, and setting this equal to zero for all increments h 2 PC[0; T ].
By setting L�(u) = L(u; �) we get that

�L�(u; h) = lim
�!0

1
�
(L�(u + �h)� L�(u)) =Z

T

0

 
u(t) +

mX
i=1

�i(

Z
T

0

gi(s)u(s)ds � �i)gi(t)� (�(T )� �(t))

!
h(t)dt:

(16)

For (16) to be zero for all h 2 PC[0; T ] we need to have that

u0(t) +

mX
i=1

�i(

Z
T

0

gi(s)u0(s)ds � �i)gi(t) � (�(T )� �(t)) = 0: (17)

This especially has to be true for � = �0, which gives that

u0(t) +

mX
i=1

�i(

Z
T

0

gi(s)u0(s)ds � �i)gi(t) � Ct = 0; (18)

whenever _x0(t) > 0.

In (18), the integral terms do not depend on t while gi(t) is linear in

t for i = 1; : : : ;m. This, combined with the fact that �0(T )� �0(t) = Ct
if _x(t) > 0, directly gives us that the optimal control, u0(t), has to be

piecewise linear. It obviously changes at the waypoints, due to the shape
of the gi's, but it also changes if Ct changes, i.e. it changes if _x0(t) = 0.

It should be noted that if _x0(t) � 0 on an interval, �0(t) may change on

the entire interval, but since _x0(t) � 0 we also have that u0(t) � 0 on

the interior of this interval. But a zero function can also, of course, be

thought of as a linear function. Thus we know that our optimal control
is a piecewise linear function for all t 2 [0; T ]. 2

This is, furthermore, as far as we will push this Lagrange-duality ap-
proach in this article.

3 Dynamic Programming

Based on the general properties of the solution the idea now is to for-

mulate the monotone interpolation problem as a �nite-dimensional pro-

gramming problem that can be dealt with e�ciently, and in the following
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paragraphs we show how this can be done for the second order system

de�ned in (10).

Since the original cost functional (2) can be divided into one inter-

polation part and one smoothing part, it seems natural to de�ne the

following optimal value function as8>>>>>><>>>>>>:

Ŝi(xi; _xi) =

min
xi+1�xi; _xi+1�0

n
Vi(xi; _xi; xi+1; _xi+1) + Ŝi+1(xi+1; _xi+1)

o
+ �i(xi � �i)

2; i = 0; : : : ;m� 1

Ŝm(xm; _xm) = �m(xm � �m)
2;

(19)

where Vi(xi; _xi; xi+1; _xi+1) is the cost for driving the system between

(xi; _xi) and (xi+1; _xi+1) with minimum energy control, while keeping the

derivative of the output non-negative.

The optimal control problem thus becomes that of �nding Ŝ0(0; 0),

where we in (19) simply let �0 = 0 while �0 can be any arbitrary

number. This problem is equivalent to the original problem, and if

Vi(xi; _xi; xi+1; _xi+1) could be uniquely determined it would correspond

to �nding the 2 � m variables x1; : : : ; xm; _x1; : : : ; _xm, which is a �nite
dimensional reparameterization of the original, in�nite dimensional pro-

gramming problem.

For this dynamic programming approach to work, our next task be-

comes that of determining the function Vi(xi; _xi; xi+1; _xi+1).

3.1 Two-Points Interpolation

Given the times ti; ti+1, the positions xi; xi+1, and the derivatives _xi; _xi+1,

the question is the following: How do we drive the system between (xi; _xi)

and (xi+1; _xi+1), with a piecewise linear control input that changes be-
tween di�erent linear regimes only when _x(t) = 0, in such a way that
_x(t) � 0 8t 2 [ti; ti+1], while minimizing the integral over the square of
the control input? Without loss of generality, we, for notational purposes,

translate the system and rename the variables so that we want to produce

a curve, de�ned on the time interval [0; tF ], between (0; _x0) and (xF ; _xF ).

Assumption 1
_x0 ; _xF � 0 ; xF > 0 ; tF > 0 :

It should be noted that if xF = 0, and either _x0 > 0 or _xF > 0, then

_x(t) can never be continuous. This case has to be excluded since we
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already demanded that our constraint space was C[0; T ]. If, furthermore,

xF = _x0 = _xF = 0 then the optimal control is obviously given by u � 0

on the entire interval.

One �rst observation is that the optimal solution to this two-points
interpolation problem is to use standard cubic splines if that is possible,

i.e. if _x(t) � 0 for all t 2 [0; tF ]. In this well-studied case [6] we would

simply have that

x(t) =
1

6
at3 +

1

2
bt2 + _x0t; (20)

where �
a

b

�
=

6

t3
F

�
tF ( _x0 + _xF ) � 2xF

tFxF � 1=3t2
F
(2 _x0 + _xF )

�
: (21)

This solution corresponds to having �(t) = �(ti+1) 8t 2 [ti; ti+1) in (14),

and it gives the total cost

I1 =
Z
tF

0

(at + b)2dt = 4
( _x0t

2
F
� 3xF tF )( _x0 + _xF ) + 3x2

F
+ t2

F
_x2
F

t3
F

; (22)

where the subscript 1 denotes the fact that only one linear segment was

used to compose the second derivative.
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Figure 2: The case where a cubic spline can not be used if the derivative

has to be non-negative. Plotted is the derivative that clearly intersects

_x = 0.

However, not all curves can be produced by such a cubic spline if the

curve has to be non-decreasing at all times. Given Assumption 1, the one

case where we can not use a cubic spline can be seen in Figure 2, and we,
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from geometric considerations, get four di�erent conditions that all need

to hold for the derivative to be negative. These necessary and su�cient

conditions are
(i) a > 0

(ii) b < 0

(iii) _x(tM ) < 0

(iv) tM < tF ;

(23)

where a and b are de�ned in (20), and tM is de�ned in Figure 2.

We can now state the following lemma.

Lemma 2 Given Assumption 1, a standard cubic spline can be used

to produce monotonously increasing curves if and only if

xF � �(tF ; _x0 ; _xF ) =
tF
3
(_x0 + _xF �

p
_x0 _xF ): (24)

Proof. The proof follows from simple algebraic manipulations. The def-

initions of a and b, together with Assumption 1, give that the �rst and

the second conditions are equivalent to

xF <
1

2
tF ( _x0 + _xF ); (25)

and

xF <
1

3
tF (2 _x0 + _xF ) (26)

respectively.

The time at which the derivative of the curve obtains its extremum,

as seen in Figure 2, is given by atM + b = 0, which directly gives that the

fourth condition is equivalent to

xF <
1

3
tF ( _x0 + 2 _xF ): (27)

Finally, the requirement that _x(tM ) < 0 gives us that

_x(tM ) = _x(�b=a) = _x0 �
b2

2a
< 0; (28)

which can be shown to be equivalent to two di�erent possible situations

xF <
1

3
tF ( _x0 + _xF �

p
_x0 _xF ) (29)

xF >
1

3
tF ( _x0 + _xF +

p
_x0 _xF ): (30)
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The �rst of these two inequalities gives

xF <
1

3
tF ( _x0 + _xF �

p
_x0 _xF ) <

1

3
tF ( _x0 + _xF ); (31)

which is more restrictive than (25).

The other inequality gives that

xF >
1

3
tF ( _xF + _x0 +minf _x0; _xFg); (32)

which either violates the second or the forth condition.

Thus (29) is the most restrictive constraint, and our lemma follows.

Given Assumption 1, a monotone, cubic spline can be used if and only if

xF � �(tF ; _x0; _xF ). 2

We now need to investigate what the optimal curve looks like in the

case where we can not use standard, cubic splines.

3.2 Monotone Interpolation

Given two points such that xF < �(tF ; _x0; _xF ), how should the interpolat-
ing curve be constructed so that the second derivative is piecewise linear,
with switches only when _x(t) = 0? One �rst observation is that it is

always possible to construct a path that consists of three segments that

respects the interpolation constraint, and in what follows we will see that

such a path also respects the monotonicity constraint.

The three interpolating segments are given by

u(t) =

8<:
a1t + b1 if 0 � t < t1
0 if t1 � t < t2
a2(t � t2) + b2 if t2 � t � tF ;

(33)

where�
a1
b1

�
= 6

t3
1

�
t1 _x0 � 2x1

t1x1 � 2=3t21 _x0

�
�
a2
b2

�
= 6

(tF�t2)3

�
(tF � t2) _xF � 2(xF � x1)

(tF � t2)(xF � x1)� 1=3(tF � t1)
2 _xF

�
;

(34)

and where x(t1) = x(t2) = x1 that, together with t1 and t2, is a parame-

ter that needs to be determined.
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Assumption 2
_x0 ; _xF ; xF ; tF > 0 :

We need this assumption, which is stronger than Assumption 1, in the

following paragraph but it should be noted that if _x0 = 0 or _xF = 0 we

would then just let the �rst or the third segment of the curve be zero.

We now state the possibility of such a feasible three segment construc-

tion.

Lemma 3 Given (tF ; _x0; xF ; _xF ) such that xF < �(tF ; _x0; _xF ), then
a feasible, monotone curve will be given by (33), given Assumption 2.
Furthermore, the optimal t1; t2; and x1 are given by8><>:

t1 = 3x1
_x0
;

t2 = tF � 3xF�x1
_xF

;

x1 =
_x
3=2

0

( _x
3=2

0
+ _x

3=2

F
)
xF :

(35)

Proof. The proof is constructive and is based on showing that with this

type of construction (33), the optimal choice of t1; t2; x1 gives a feasible

curve.

If we let u(t) be given by (33), while minimizing the corresponding

cost integral (= I3), where the subscript 3 denotes the fact that we use

three linear segments to compose our second derivative, and solve

@I3
@t1

=
@I3
@t2

=
@I3
@x1

= 0; (36)

we directly get that t1; t2 and x1 are given by (35). If we insert these in

I3 we get

I3 =
Z
t1

0

(a1t+b1)
2dt+

Z
tF

t2

(a2(t� t2)+b2)2dt =
4( _x

3=2

F
+ _x

3=2
0 )2

9xF
: (37)

What we now need to show is that with this choice of parameters,

the resulting curve is always feasible with respect to the non-negativity

constraint on the derivative. At the same time we also need to show that

0 � t1 � t2 � tF , and x1 2 [0; xF ].

By using

x1 =
_x
3=2
0

( _x
3=2
0 + _x

3=2

F
)
xF ;



80 Motion Planning and Control of Mobile Robots

we directly get that x1 2 (0; xF ). Furthermore, t1 = 3x1= _x0 gives that

t1 > 0 since _x0 and x1 are both positive. However, we also have

t1 = 3
x1

_x0
= 3

_x
1=2
0

( _x
3=2
0 + _x

3=2

F
)
xF < tF

_x
3=2
0 � _x0 _x

1=2

F
+ _x

1=2
0 _xF

( _x
3=2
0 + _x

3=2

F
)

= tF
_x
3=2
0 + _x

3=2
F

+ _x
1=2
F

(� _x0 � _xF + _x
1=2
0 _x

1=2
F

)

( _x
3=2
0 + _x

3=2
F

)
;

where we used the fact that xF < �(tF ; _x0; _xF ).

But since xF < tF=3( _x0 + _xF � _x
1=2
0 _x

1=2

F
), we have that � _x0 � _xF +

_x
1=2
0 _x

1=2

F
< 0, and thus t1 < tF . We therefore conclude that t1 2 (0; tF ).

We now have that since x1 < xF , we directly from (33) get that

t2 < tF , and we, furthermore, need to show that t2 � t1 > 0. We have

t2 � t1 = tF � 3
xF � x1

_xF
� 3

x1

_x0
= tF � s

( _x
1=2
0 + _x

1=2

F
)xF

( _x
3=2
0 + _x

3=2
F

)

> tF �
( _x

1=2
0 + _x

1=2
F

)( _x0 + _xF � _x
1=2
0 _x

1=2
F

)

( _x
3=2
0 + _x

3=2

F
)

tF

= tF �
( _x

3=2
0 + _x

3=2

F
)

( _x
3=2
0 + _x

3=2

F
)
tF = 0:

Thus we have shown that t2 2 (t1; tF ).

What remains to be shown is that we also, with this choice of parame-

ters, have positive derivatives at all times. Given Assumption 2, what we

must show is that the left and right second derivative at the interpolation

point (x1; 0)
T , have the right sign, i.e.

(i) a1t1 + b1 � 0

(ii) b2 � 0:
(38)

But straight forward calculations give that, in fact, we have a1t1 + b1 =

b2 = 0, and the lemma follows. 2

We can thus construct a feasible path, as seen in Figure 3, by using

three segments whose second derivatives are linear, that is feasible with

respect to the non-negativity constraint on the derivative.

Theorem 2 (Monotone Interpolation) Given Assumption 1, the op-
timal control that drives the path between (0; _x0) and (xF ; _xF ) is given by
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Figure 3: The dotted line corresponds to a standard, cubic spline, while

the solid line shows the three segment construction from Lemma 3. De-

picted is the position and the velocity.

(20) if xF � �(tF ; _x0; _xF ) and by (33) otherwise.

Proof. The �rst part of the theorem is obviously true. If we can construct

a standard, cubic spline, then this is optimal. However, what we need to

show is that when xF < �(tF ; _x0; _xF ) the path given by (33) is in fact

optimal.

The cost for using a path given by (33) is

I3 =
Z t1

0

(a1t + b1)
2dt+

Z tF

t2

(a2(t � t2) + b2)
2dt =

4( _x
3=2
F

+ _x
3=2
0 )2

9xF
;

as seen in (37). We now add another, arbitrary segment, as seen in Figure

4, to the path as

u(t) =

8>>>><>>>>:
a1t+ b1 if 0 � t < t1
0 if t1 � t < t3
a3(t � t3) + b3 if t3 � t < t4
0 if t4 � t < t2
a2(t � t2) + b2 if t2 � t � tF ;

(39)
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where 0 < t1 � t3 � t4 � t2 < tF . Furthermore, t3; t4, and x2 = x(t4)

(see Figure 4) are chosen arbitrarily while the old variables, t1; t2 and

x1 = x(t1), are de�ned to be optimal with respect to the new, translated

end-conditions that the extra segments give rise to.

After some straight forward calculations, we get that the cost for this

new path is

I5 =
4( _x

3=2

F
+ _x

3=2
0 )2

9(xF � x2)
+

12(x2 � x1)
2

(t4 � t3)3
; (40)

where the subscript 5 denotes the fact that we are now using �ve linear

segments to compose our second derivate. It can be seen that we minimize

I5 if we let x2 = x1 and make t4�t3 as large as possible. This corresponds
to letting t3 = t1 and t4 = t2, which gives us the old solution from Lemma

3, de�ned by (33). 2
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Figure 4: Two extra segments are added to the produced path. Depicted

is the derivative of the curve.

3.3 Monotone Smoothing Splines

We now have a way of producing the optimal,monotone path between two

points, while controlling the acceleration directly. We are thus ready to

formulate the transition cost function in (19), Vi(xi; _xi; xi+1; _xi+1), that

de�nes the cost for driving the system between (xi; _xi) and (xi+1; _xi+1),

with minimum energy, while keeping the derivative non-negative.
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Based on Theorem 2 we, given Assumption 1, have that2

Vi(xi; _xi; xi+1; _xi+1) =8>>>><>>>>:
4
_xi(ti+1�ti)2�3(xi+1�xi)(ti+1�ti)( _xi+ _xi+1)+3(xi+1�xi)2+(ti+1�ti)2 _x2i+1

(ti+1�ti)3 ;

if xi+1 � xi � �(ti+1 � ti; _xi; _xi+1)

4( _x
3=2

i+1+ _x
3=2

i )2

9(xi+1�xi)
; if xi+1 � xi < �(ti+1 � ti; _xi; _xi+1);

(41)

where t0 = x0 = _x0 = 0.

If we use this cost in the dynamic programming algorithm, formulated

in (19), we get the results displayed in Figures 5{6, which shows that our

approach does not only work in theory, but also in practice.
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Figure 5: Monotone smoothing splines with �i = 1000; i = 1; : : : ; 5.

2If xi+1 � xi = _xi = _xi+1 = 0 then the optimal control is obviously zero, meaning
that Vi(xi; _xi; xi+1 ; _xi+1) = 0.
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Figure 6: Monotone smoothing splines with �4 = 10�i; i 6= 4 (with t4 =

0:8), resulting in a di�erent curve compared to that in Figure 5 where

equal importance is given to all of the waypoints.

4 Generalizations

In this section we outline some possible generalizations of the proposed

monotone interpolation and dynamic programming method for the case

when we no longer have �x = u. It should be noted, however, that we do

not intend to solve the problems outlined in this section completely, but

merely point out promising directions for �nding these solutions.

4.1 Higher Order Derivatives

One �rst possible generalization of the problem is to, without an a priori
speci�ed system dynamics, search for smooth interpolating curves, y(t),

that satisfy

(a) y(r)(t) � 0

(b) y 2 Cr[0; T ]: (42)

This can be addressed using a chain of r integrators, giving us the system

dynamics y(t) = eT1 x(t); _xr(t) = u(t), where x 2 Rr and e1 is the �rst

unit vector in R
r
.
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It is well-known that in the unconstrained case, the minimum energy

solution that drives the system between two given states is, once again,

given by a linear input [5]. Thus y(t) is a polynomial of degree r+1, and

the dynamic programmingapproach from the previous section should still

be possible to apply. By investigating the Lagrangian in (8) and applying

a similar argument as in Theorem 1 we get that the optimal solution is

given by piece-wise polynomial segments. Each segment is de�ned on

an interval where _y � 0, and we only switch between di�erent segments

when _y = 0. This also, as before, allows us to use segments that are

constant ( _y � 0) on entire intervals.

4.2 Minimum Energy Interpolation

We now, once again, focus our attention to the monotone interpolation

problem and let the linear dynamics be given on a control canonical form

A =

0BBBBB@
0 1 0 � � � 0

0 0 1 � � � 0
...

...
...

. . .
...

0 0 0 � � � 1

�an �an�1 �an�2 � � � �a1

1CCCCCA ;

b =

0BBBBB@
0

0
...

0

1

1CCCCCA ; c =

0BBBBB@
1

0
...

0

0

1CCCCCA ;

(43)

which can easily be shown to constitute a minimal system.

The Lagrangian to the optimization problem is still given by (8),

which, as before, gives us that the optimal �0(t) varies only for those t

where _y(t) = 0. Thus we can use the minimumenergy solution for driving

the system between given states [2] as long as the solution respects the

constraint _y(t) > 0.

Within our dynamic programming framework, this corresponds to

letting

u0(t) = bT eA
T (T�t)W�1(0; T )(xT � eATx0) (44)

drive the system between x0 and xT if the derivative of the resulting out-

put curve is non-negative. Furthermore, in (44) the reachability Gram-
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mian, W (0; T ), is given by

W (0; T ) = eATM (T )�1eA
T
T ;

where

M (t) =

�Z
t

0

e�AsbbT e�A
T
sds

��1
:

By applying this control to the system (43) we get that the output is

y(t) = eT1 e
At((I �M (t)�1M (T ))x0 +M (t)�1M (T )e�ATxT )

= pT1 (t)x0 + qT1 (t)xT ; (45)

where p1(t) and q1(t) are the �rst row vectors of eAt(I �M (t)�1M (T ))

and eAtM (t)�1M (T )e�AT respectively.

In a similar fashion we directly get that the derivative of the output

is

_y(t) = pT2 (t)x0 + qT2 (t)xT ; (46)

and the important thing here that we are going to exploit later in this sec-

tion is that the output spline functions are given by linear combinations

of eAt and eAtM (t)�1.3

Thus, the general program that we want to follow when driving the

system between given states in our dynamic programming algorithm, in

analogy with the previous sections, is to let u0(t) be given by (44) as long

as _y(t) > 0, where _y is given by (46).

If the non-negativity constraint on the derivative is violated, we once

again choose new interpolation points so that the spline is composed

of multiple segments. When _y(t) = 0 we can either switch to a new

segment of the type (45), or to a segment where _y(t) � 0 on an entire

interval. This furthermore implies that �y � : : : � y(n+1) � 0 on that

interval, which implies that the interpolation point must be on the form

(x1; 0; : : : ; 0)
T ; x1 2 R, at the same time as u = anx1 on that interval,

where an is de�ned in (43).

However, in the general case it is very complicated to calculate the in-

terpolation points and times as well as the number of segments necessary

to produce the optimal solution, and we instead conclude this section by

taking another route when trying to attack the monotone interpolation

problem.

3This derivation is carried out in detail in [9].
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4.3 Spline Classi�cation

Since we already know that the minimum energy solution produces out-

puts that are linear combinations of eAt and eAtM (t)�1 we, in this para-

graph, focus our attention to those terms directly. This seems like a

promising way of addressing the problem since it tells us what the piece-

wise segments are built up from in our dynamic programming algorithm

(19). The idea is to repeat the procedure from the previous sections but

instead of cubic polynomials use the types of segments suggested by (45).

In order to do this e�ciently it is crucial that we can determine the shape

of the individual segments, which calls for a systematic way of classifying

the output spline functions.

The spline classi�cation problem is, however, in itself a complex prob-

lem, but in [9] this is solved analytically for the case when n = 2. In that

case the classi�cation can be done with respect to the eigenvalues, �1; �2,

of the system matrix A, and here we simply state the results from that

classi�cation.

1.a. �1; �2;��1;��2 are real and distinct. This results in exponential

splines given by linear combinations of e�1t, e��1t, e�2t, e��2t.

1.b. Real and distinct eigenvalues with �1 = ��2 > 0. The spline is a

linear combination of e
p
�1t; e�

p
�1t; te

p
�1t; te�

p
�1t.

1.c. Real eigenvalues, �1 = �2 6= 0, gives a linear combination of

e�1t; te�1t; e��1t; te��1t.

1.d. �1 = �2 = 0. This gives the classical polynomial spline. (Linear

combinations of 1; t; t2; t3.)

2.a. � =  � i!( 6= 0; ! 6= 0) gives linear combinations of et sin!t;

et cos!t; e�t sin!t; e�t cos!t.

2.b. � = �i! gives linear combinations of sin!t, cos !t, t sin!t, t cos!t.

The point with stating these di�erent cases is that the di�erent seg-

ments in the dynamic programming algorithm should be constructed

by interpolating bewteen points, using linear combinations of the above

stated basis functions, while minimizing the overall cost function at the

same time as the monotonicity constraint is not violated.

As an example of this, we can take the case 2.a. where the segments

are on the form

y(t) = c1e
t sin!t + c2e

t cos !t+ c3e
�t sin!t + c4e

�t cos!t: (47)
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The boundary conditions give that

M

0BB@
c1
c2
c3
c3

1CCA =

0BB@
x0
_x0
xT
_xT

1CCA ;

MT =

0BB@
0 ! eT s!T eT (s!T + !c!T )

1  eT c!T eT (c!T � !s!T )

0 ! e�T s!T e�T (�s!T + !c!T )

1 � e�T c!T e�T (�c!T � !s!T )

1CCA ;

where s!T = sin!T and c!T = cos !T .

Using the same procedure as in the polynomial spline case, we get

a result from interpolating monotonically between two states that can

be seen in Figure 7. This interpolation can thus be thought of as the

solution to one of the steps in the dynamic programming approach (19),

but it should be noted that we, in this case, assumed that one or three

segments were to be used. Thus, whithout further analysis, we can not be

sure that our solution is in fact optimal. What we know is rather that this

suboptimal solution is feasible as well as optimal if one or three segments

are to be used in each step in the dynamic programming algorithm.

5 Conclusions

In this article we propose and analyze the optimal solution to the problem

of driving the output of a linear control system close to given waypoints.

This is done while the state space is constrained by an in�nite dimensional

non-negativity constraint on the derivative of the output spline function.

For the two-dimensional case, this problem is completely solved when

the acceleration is controlled directly by exploiting a �nite reparameter-

ization of the problem, resulting in a dynamic programming formulation

that can be solved analytically.

We furthermore outline some promising directions for addressing this

in�nite dimensional, monotone interpolation problem for general linear

control systems. On this topic, however, much research till remains to be

done.
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Figure 7: Monotone interpolation with trigonometric-exponential splines.

The dashed trajectory corresponds to one infeasible segment, while the

solid trajectory is given by a three segment interpolation. Depicted is

the spline, y, and its derivative, _y.
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Paper C





Control of Mobile

Platforms Using a

Virtual Vehicle Approach

Abstract
Two model independent solutions to the problem of controlling wheel-

based mobile platforms are proposed. These two algorithms are based

on a so called virtual vehicle approach, where the motion of the refer-

ence point on the desired trajectory is governed by a di�erential equation

containing error feedback. This, combined with the fact that the proven

stable control algorithms are basically proportional regulators with arbi-

trary positive gains, make the solutions robust with respect to errors and

disturbances, as demonstrated by the experimental results.
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1 Introduction

In this paper the problem of controlling wheel-based mobile platforms is

studied. Many industrial applications need problems like this to be solved

in order to have good and robust path tracking algorithms for di�erent

types of automated tasks. Naturally, this has been a well studied topic

[3,4,6,7,8,10,12,13,14], and quite a few methods have been proposed to

solve the problem, for example the curvature steering method [5,7], or

the atness approach [8]. However, many of these methods either use

open loop control, which is quite sensitive to measurement errors and

disturbances, or are highly model dependent, making the controllers very

complex and hard to implement in practice, since exact modeling of the

platform is typically not an easy task.

Our solution to the problem consists of two slightly di�erent, model

independent control strategies for tracking a reference trajectory based

on position and orientation error feedback. The �rst of the two strategies

is designed in such a way that it only requires control in the lateral

direction (or steering control), while keeping the longitudinal velocity at

a constant value. This strategy is developed for mobile platforms that do

not support �ne and accurate velocity control, which, for example, is the

case for RC cars. As a price one has to pay for using only one controlled

input, it only works locally. Therefore the second of the two strategies

requires both lateral and longitudinal control and can be shown to be

globally stable.

The two proposed algorithms are both based on a so called virtual
vehicle approach, where the motion of the reference point, the virtual

vehicle, on the planned trajectory is governed by a di�erential equation

containing error feedback. It can be viewed as a combination of the

conventional trajectory tracking, where the reference trajectory is pa-

rameterized in time, and a dynamic path following approach [14], where

the criterion is to stay close to the geometric path, but not necessarily

close to an a priori speci�ed point at a given time. The main idea be-

hind our approach can be seen in Figure 2, and the reason for calling

the reference point, together with the associated di�erential equation, a

virtual vehicle is that the reference point is moving on the path that we

want the platform to follow. At the same time it has its own dynamics

for describing the motion, and one of the advantages of our approach is

that it is quite robust with respect to measurement errors and external

disturbances. This is due to the fact that the motion of the virtual vehicle

is governed by tracking error feedback, and basically only proportional
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controls are used. If both the tracking errors and disturbances are within

certain bounds, the reference point moves along the reference trajectory

while the robot follows it within the prespeci�ed look-ahead distance.

Otherwise, the reference point slows down and waits for the robot.

In this paper, we study the performance of the two proposed path

following algorithms analytically. For the RC car, the aim is, at least, to

be able to operate at moderately high speeds, which indicates that the

stability analysis of the �rst control algorithm should be conducted on a

dynamic, instead of a kinematic car model. The reason for this can be

illustrated by Figure 1, where one can see that on a plastic oor, even

at a fairly low speed (0.2 m/s), for a rubber tire RC car, the di�erence

between the dynamic and the kinematic model is signi�cant. For the sec-

ond algorithm, however, the analysis is conducted on a kinematic model

of a wheel based robot platform.

This paper is organized as follows: In Section 2 we present our two

control algorithms, followed by the stability analysis in Section 3. In

Section 4, the �rst controller is implemented on a small RC car, and

the second algorithm is implemented on a quite di�erent platform, a

Nomad 200, in order to stress the fact that our proposed solutions really

are model independent. These experiments also show that our proposed

solutions do not only work in theory, but in practice as well.

2 Control Algorithms

2.1 Problem Formulation

Our main task is to �nd a lateral control, �f (t), that makes the robot

follow a smooth reference path, parameterized by a virtual vehicle, s(t)

moving on the path. The path is given by

xd = p(s)

yd = q(s);
(0 � s � sf ) (1)

where we assume p0
2
(s) + q0

2
(s) 6= 0 8s, and the subscript d stands for

desired position. Furthermore, our control objectives are

lim sup
t!1

�(t) � d� (2)

lim sup
t!1

j �  dj � d ; (3)
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Figure 1: The need for a dynamic model when analyzing the performance

of a proposed control algorithm is illustrated. A circular path (dotted)

is being tracked, and in the dash-dotted case, the underlying dynamics

of the car-like robot are derived based on a dynamic model, while the

solid path corresponds to a kinematic platform model. It is thus clear

that side slip angels and other dynamic factors a�ect the performance

signi�cantly, which calls for a dynamic model when analyzing the �rst of

the two proposed control algorithms.

d

y∆

(x,y) : physical robotx∆
ψ

(p(s),q(s))

(x,y)

ρ
Γ

ψ
Γ : reference trajectory

y

x

(p(s),q(s)) : reference point

Figure 2: The general idea behind the virtual vehicle approach.

where �(t) =
p

�x2 + �y2, and �x = xd�x; �y = yd�y: In (3),  is the

yaw angle (orientation of the vehicle),  d = atan2(�y;�x) is the desired

orientation, and (x; y) is a reference point on the robot, for example the

center of gravity. Furthermore, d > 0 is a small number that, among
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other things, depends on the maximum curvature of the reference path,

and d� is the look-ahead distance.

2.2 Control Algorithm 1

In this subsection, we present the �rst of the two control algorithms. We

suppose that the longitudinal velocity, v, is constant, and we thus only

control the steering angle or equivalent. In order to realize (2), we de�ne

the positive constants  and d�, and require [11]

_� � _d� = �(� � d�); (4)

which, after di�erentiating �, gives

1

�
(�x( _xd � _x) + �y( _yd � _y)) = �(� � d�): (5)

Now, taking into account that _xd = p0(s) _s, _yd = q0(s) _s, and solving (5)

with respect to _s, gives us that

_s = (�xp0(s) + �yq0(s))
�1

(�x _x+ �y _y � �(� � d�)) : (6)

Assuming that �xp0(s)+�yq0(s) 6= 0, and solving (4) gives us that �(t)�
d� = (�(0) � d�)e

�t, and thus the �rst control objective (2) is realized.

Naturally, in order for this to hold, �xp0(s) + �yq0(s) should stay

nonzero. If the robot stays close to, and behind the virtual vehicle, this

is always guaranteed.1

We now proceed by proposing the following proportional, lateral con-

trol:

�f = �k( �  d); (7)

where k > 0.

To summarize the �rst control algorithm, it simply uses the lateral

control (7) to steer the robot toward the virtual vehicle (6) as

Algorithm 18<: _s = (�xp0(s) + �yq0(s))
�1

(�x _x+ �y _y + �(� � d�))

�f = �k( �  d)

v = constant:

(8)

1�xp0(s)+�yq0(s) will be zero only if (�x;�y)T is normal to the curve at (xd; yd).



98 Motion Planning and Control of Mobile Robots

Since the gain k can be any positive constant, the lateral control should

work as long as the measured error has the right sign. One also sees

that  d becomes ill de�ned if � is zero. Therefore we require a small but

positive look-ahead distance, as is mentioned earlier. One disadvantage

with Algorithm 1, however, is that it might cause singularities. Thus, in

general it only works locally. On the other hand, if one is able to use �ne

velocity control, such singularities can be avoided, as will be shown in the

next subsection where the second control algorithm will be presented.

2.3 Control Algorithm 2

Initially, we should point out that in [6,12], tracking controls are de-

signed so that the tracking errors tend to zero globally. However, the

controls there are complex and highly model dependent, while our aim is

to produce controls that are quite intuitive and model independent.

From (1) we, as already mentioned, have

_xd = p0(s) _s

_yd = q0(s) _s;
(9)

or _xdp
0(s) + _ydq

0(s) = (p02(s) + q02(s)) _s, which implies that if the robot,

(x; y), would track the path perfectly we would have

_s =
p0(s)

p02(s) + q02(s)
_x+

q0(s)

p02(s) + q02(s)
_y; (10)

since this corresponds to _x = _xd and _y = _yd. The reason for expressing

_s in this way is that p0
2
(s) + q0

2
(s) is always nonzero by our assumption,

which corresponds to assuming that the reference is smooth.

If we now denote

v =
p

_x2 + _y2;

and assume that _s � 0, then _s = v
�q

p02(s) + q02(s) since (9) also implies

that _x2
d
+ _y2

d
= (p02(s) + q02(s)) _s2.

On the other hand, these expressions do not contain any position error

feedback, which is important for robustness. We thus add error feedback

to _s, and propose the dynamics for the reference point as follows:

_s =
ce���v0q

p02(s) + q02(s)

; (11)
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where � and c are positive numbers that are to be determined later, and

with the appropriate choice of � and c, v0 will be the desired speed at

which one wants the vehicle to track the path.

Consequently, we, in this case, control the vehicle longitudinally as

well as laterally, and we choose to design our platform control as follows:

v = � cos(� )

�f = k� + _ d; k > 0;
(12)

where both  and k are positive, and � =  d �  , and we summarize

this as:

Algorithm 2 8><>:
_s = ce

���
v0p

p02(s)+q02(s)

�f = k� + _ d
v = � cos(� ):

(13)

It is obvious that this control just steers the robot toward the reference

point on the desired path with a speed proportional to the distance track-

ing error which can be applied to any platform.2

3 Stability Analysis

Even though our control algorithms are model independent, the stability

analysis still has to be done with respect to mathematical models of the

platforms. We apply the �rst control algorithm to a RC car platform,

where �ne control of the velocity is extremely di�cult to achieve. We

then apply our second algorithm to a Nomad platform, where one can

apply �ne control to both velocity and steering.

3.1 Stability Analysis of a Car-Like Platform

3.1.1 Vehicle Model

As pointed out in the introduction, for a car-like robot, the dynamical

model is much more accurate than the kinematic, which indicates that

2In practice, the range of the accessible speed is always limited. One can replace
the speed control v = � cos(� ) by, for example, v = atan(�) cos(� ) in order to
take care of this saturation problem.
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the former is what we should focus on. In order to analyze the control al-

gorithm, we use the so called single track dynamical model [1,9,15], which

is based both on a description of the balanced forces acting on the vehicle

in longitudinal and lateral directions, and on the torque conditions.

CG

l l

fr ff

δ

ββ

v

r f

f

Figure 3: The single track model.

If we group the front and the rear wheels together as one single wheel

(single track), and let ff and fr be the side forces acting on each wheel

of the single track car, we get a vehicle model that can be seen in Figure

3. Furthermore, if we let fx and fy be the forces acting on the center of

gravity of the car, and mz be the torque, the force-torque balance gives

us that 0@�mv( _� + r) sin(�) +m _v cos(�)

mv( _� + r) cos(�) +m _v sin(�)

J _r

1A =

0@ fx
fy
mz

1A ; (14)

where r is the yaw rate, v the longitudinal velocity, and � the side slip

angle. Furthermore,m is the vehicle mass and J is the moment of inertia.

The tire characteristics of the car can be approximated by [15]

ff = cf
?�(�f � � � lf r=v) = cf (�f � � � lf r=v)

fr = cr
?�(�� + lrr=v) = cr(�� + lrr=v);

(15)

where cf
? and cr

? are the front and rear cornering sti�ness of the car,

and � is the so called adhesion coe�cient that depends on the surface of

the road. Furthermore, lf and lr are the distances between the center of

gravity and the front and rear wheels respectively.

The connection between ff ; fr and fx; fy is given by a projection of

the wheel forces onto the center of gravity of the chassis as

fx = �ff sin(�f )
fy = ff cos(�f ) + fr ;

(16)
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and the torque can be computed as

mz = ff lf cos(�f ) � fr lr : (17)

Finally, in order to get an accurate description of what motion it is

possible for the car to execute, the following constraints are also needed:

_x = v cos( + �)

_y = v sin( + �);
(18)

where (x; y) is the center of gravity of the vehicle.

Under the assumptions that the velocity of the car is constant, and

that the side slip angle is small, we get a simpli�ed model of the vehicle

that can be written as [15]

_x = v cos( + �) (19)

_y = v sin( + �) (20)

_� + r =
ff + fr

mv
= a11� + a12r + b11�f (21)

_ = r (22)

_r =
ff lf � frlr

J
= a21� + a22r + b21�f ; (23)

where
a11 = �(cr + cf )=mv a12 = (cr lr � cf lf )=mv

2

a21 = (cr lr � cf lf )=J a22 = �(cr l2r + cf l
2
f
)=Jv

b11 = cf=mv b21 = cf lf=J:

(24)

3.1.2 Stability Analysis

Now that we have an appropriate model, we can proceed to actually

showing that the �rst of our proposed control algorithms is stable. If we

plug in the �rst control algorithm, �f = �k( � d), where k > 0 should

be chosen to reect the constraint on the maximum steering angle (since

 �  d 2 [��; �]), and calculate the errors in orientation and yaw rate

by letting

� =  �  d (25)

e = �a22
b21

r � �f ; (26)

then equation (22) can be used to obtain

_� = _ � _ d = k
b21

a22
� � b21

a22
e� _ d;
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since r = (k� � e)b21=a22. Similarly, equation (23) can be used to

calculate

_e = �a21a22
b21

� + (a22 � k
b21

a22
)e + k2

b21

a22
� � k _ d:

Finally, we calculate _� using equation (21),

_� = a11� � (a12 � 1)
b21

a22
e+

�
(a12 � 1)

b21

a22
� b11

�
k� ;

and we thus get an error model

_� = A�+ b _ d; (27)

where �T = (�;� ; e), and

A =

0
@

a11 k(a12 � 1)b21=a22 � kb11 �(a12 � 1)b21=a22
0 kb21=a22 �b21=a22

�a21a22=b21 k2b21=a22 a22 � kb21=a22

1
A ;

b =

0
@

0

�1

�k

1
A :

Straight forward calculations show that A is a stable matrix for all v > 0

and k > 0.

Taking into account that sin( d) = �y=� and cos( d) = �x=�, gives

us

_ d =
d

dt
(atan2(�y;�x)) =

( _y � _yd)�x� ( _x � _xd)�y

�x2 + �y2

=
( _y � _yd) cos( d) � ( _x� _xd) sin( d)

�
(28)

=
v

�
sin( �  d + �) +

1

�

�yp0 � �xq0

�xp0 + �yq0
(v cos( �  d + �) � (� � d�)):

Now we can rewrite (27) as

_� = A�+A1�+ F (�) + bu0; (29)
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where F (�) contains the higher order terms of � and �. Furthermore,
the terms in (29) are given by

A1 =

0
@

0 0 0

�

v
�

�

v
�

0

�k v
�

�k v
�

0

1
A ;

F (�) =

0
B@

0

�

v
�
(sin(� + �)� � � �)� 1

�

�yp0��xq0

�xp0+�yq0
(v cos(� + �)� v)

�k v
�
(sin(� + �)� � � �)� k 1

�

�yp0��xq0

�xp0+�yq0
(v cos(� + �)� v)

1
CA ;

and

u0 =
1

�

�yp0 � �xq0

�xp0 + �yq0
(v � (� � d�)):

It is straight forward to show that A+A1 is also stable for any �xed,

positive v=�. Taking (4) into consideration, the nonlinear system (29) is

locally exponentially stable if we would set u0 to zero. Therefore, with

u0 de�ned above as the input to (29), �(t) is well bounded provided

that p0(s) and q0(s) are bounded, which follows from the smoothness

assumption on the reference path, and that �xp0(s)+�yq0(s) is bounded

away from zero, which once again stresses the local properties of our �rst

control algorithm. One also sees that for a �xed d�, a lower v will result

in a smaller error bound.

3.2 Stability Analysis of a Unicycle Platform

3.2.1 Vehicle Model

The Nomad 200, depicted in Figure 4, is a synchro-drive tri-wheeler,

where the two slave wheels are mechanically turned in the same direction

as the actively controlled master wheel. If we do not want to model side

slips, due to the intended low speed application that the second control

algorithmwas designed for3, or the mechanical delays between the wheels,

we get the model
_x = v cos( )

_y = v sin( )
_ = �f :

(30)

It should be pointed out that for this model, the lateral control, �f , is no

longer the steering angle but the angular velocity of the vehicle.

3The algorithm was designed with an intelligent service agent application in mind
[2], where low speeds are typically enough.
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Figure 4: The Nomad 200 on which the second control algorithm was

implemented.

3.2.2 Stability Analysis

Let us consider the error dynamics:

_�x = p0(s) _s � � cos(� ) cos( )

_�y = q0(s) _s � � cos(� ) sin( ) (31)

_� = �k� ;

where _s is de�ned in (11).

Suppose that the desired speed of the robot, v0, is greater than zero,

and that sf = 1. (In practice, this means that the desired path should

be long enough.). We will show that by using Algorithm 2, after the

transient decays exponentially, the tracking error � can be made as small

as one wants, and that  tends to  d exponentially.

From (31) it directly follows that

� = � (0)e�kt: (32)

Furthermore, since � =
p

�x2 + �y2, then

_� =
1

�
(�x( _xd � _x) + �y( _yd � _y))
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= � cos2(� )� + ce���v0 cos( d � �r); (33)

as long as � > 0.

If, however, �(t0) happens to be zero, which is undesired since  d is ill

de�ned in this case, _� is still well de�ned since the velocity of the vehicle

is zero when applying our control algorithm. In fact, in this case we have

_� =
p
p0(s)2 + q0(s)2 _s = cv0; if � = 0; (34)

and thus we get out of this singular case right away.

Now let us denote

a(t) = � cos2(� );
and let �(t; s) be the transit matrix of a(t). Then

j�(t; s)j = exp

�Z t

s

a(� )d�

�
= exp

�
�
Z t

s

[1� sin2(� )]d�

�
� exp

�
�
Z t

s

(1� � 2)d�

�
(35)

= exp

�
�(t � s) � 

� 2(0)

2k
[e�2ks� e�2kt]

�
� e(� 

2(0)=k�(t�s)); 8t � s � 0:

Thus, if �(0) > 0,

�(t) � j�(t; 0)j�(0) +
Z t

0

j�(t; s)jcv0 cos( d � �r)ds

� e(� 
2(0)=k�t)�(0) +

v0


ce� 

2(0)=k: (36)

Heuristically, it it easy to see that after the transient decays exponentially,

the tracking error, �, can be made arbitrarily small by tuning  and k.

Now, if �(t) is small enough then  d � �r and � � 0 when tracking a

reference path whose curvature is well bounded above. Then, inspecting

(33) gives us that �(t) should be close to the steady state solution of

_� = �� + ce���v0

which is de�ned by

� = ce���v0;

where the choice of c = e�v0= gives that � = v0. Thus one can interpret

v0 as the desired speed, since, by our design, the actual speed is given by

v = � cos(� ).
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4 Implementation

4.1 Implementation of the First Control Algorithm

We chose to implement the �rst control algorithm on a small, radio con-

trolled car, where we simply connect the transmitter to a computer.

Figure 5: The radio controlled car used for trying out the �rst control

algorithm.

However, our car system is based on a fairly cheap toy car with coarse

A/D and D/A conversions as well as a dead zone in the servo system.

Therefore the steering is far from precise, making questions concerning

robustness very important, so what works in simulation may not work at

all here. But, as seen in Figure 6, the experiments turned out to be sat-

isfying, supporting the practical feasibility of our �rst control algorithm.

4.2 Implementation of the Second Algorithm on a No-

mad 200 Mobile Platform

In order to stress the fact that our proposed control algorithms really are

model independent, we chose to implement the second algorithm on a

Nomad 200 mobile platform. The dynamics of this platform di�er quite

a lot from nonholonomic RC cars, but the approach still works well, which

can be seen in Figure 7, where we have plotted di�erent test runs on the

Nserver, the Nomad simulator. These test runs, where the robot tracks
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(a) Car position and the tracked trajectory
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Figure 6: In the upper �gure, the tracked trajectory (dotted) and the

front point (solid) on the actual car can be seen, as well as the front and

the rear points plotted together. In the lower �gure, the orientation of

the car can be seen.
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(a)

(b)

Figure 7: Two di�erent initial positions of the Nomad are depicted in

order to stress the global convergence of the second control algorithm. In

this example, a circular path was tracked.

a circle from di�erent initial positions and con�gurations, clearly indicate

that our proposed second control algorithmworks globally in a stable and

robust way. It should be emphasized that if we were to use the �rst, local

algorithm on these test runs, it would fail since the initial positions and
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orientations would make �xp0(s) +�yq0(s) = 0, and thus _s would not be

de�ned anymore if the �rst algorithm were to be used.

5 Conclusions

In this paper, two intuitive, model independent path following control

strategies are proposed, and the stability analysis is done with respect

to two di�erent platforms. What is new here is that by combining the

conventional trajectory tracking approach and the more recent geometric

path following approach, we can design a virtual vehicle that moves on

the reference path and is regulated in a closed loop fashion by exploiting

the position error. In the �rst algorithm, the velocity is kept constant,

while the other, global method depends on the possibility of �ne velocity

control.

Implementing these ideas on actual robots gives us some experimental

data that show that our controllers work in practice as well as in theory,

which is what we were aiming for, since our main design strategy was to

keep the control algorithms model independent and as simple as possible.
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Paper D





Coordinated Trajectory

Following for Mobile

Manipulation

Abstract
A platform independent control approach for mobile manipulation and

coordinated trajectory following is proposed and analyzed. Given a path

for the gripper to follow, another path is planned for the base in such

a way that it is feasible with respect to manipulability. The solution

exploits a coordinated virtual vehicle approach, where the motions of the

two reference points on the desired paths are governed by di�erential

equations containing error feedback. The base and the end-e�ector then

follow their respective reference trajectories according to proven stable

control algorithms, while the base is placed in such a way that the end-

e�ector trajectory always is within reach for the manipulator.
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1 Introduction

In many autonomous robot applications the ability to perform mobile
manipulation is of key importance. These applications range from robots

in space or under water to construction and service robotics. This last

category is the motivating application for this work, and we believe that

there is much to gain in terms of performance if an intelligent service

agent is not restricted to manipulating its environment statically, or in

other words, with a �xed base.

The development of mobile manipulation in a dynamic environment

is still in its early stages unlike the static counterpart, which has been

thoroughly investigated for many years [3,6,11]. However, there has been

an increasing interest in it, as seen for example in [9]. One of the rea-

sons why not so much has been done in this �eld is probably that the

hardware, i.e. a moving platform with a manipulator and enough com-

puting power on board, has not been available. Nowadays, however, such

systems are readily available at a reasonable cost. In our intended exper-

imental setting, we have a Nomadic XR4000 base platform together with

a Puma560 manipulator arm, as seen in Figure 1.

Figure 1: The Nomad XR4000 platform with a Puma560 arm mounted

on top.
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There are already a number of redundancy resolution schemes for

static manipulation [4,11], and the major contribution of this work con-

sists of a trajectory based coordination approach. Our main aim is to

construct globally stable control algorithms. The global aspect is very im-

portant if the mobile manipulation is to be conducted within a behavior

based framework where we do not have full control over the base mo-

tions due to the outputs from reactive safety behaviors such as obstacle

avoidance [2,12].

It should be noted already at this point that the focus of this paper

is primarily on coordination principles and controller designs. We be-

lieve that these questions are important to understand thoroughly since

they constitute a �rst step toward a robust implementation of mobile

manipulation capabilities on our robot platform.

Given a path for the gripper to follow, the idea is to plan another

path for the base, on-line, in such a way that the end-e�ector trajectory

always lays in the dextrous workspace. What this means is that it should

be in the area that can be reached by the arm without causing singulari-

ties in the kinematic arm Jacobian, where the Jacobian is de�ned relative

to the base. These two paths are then tracked using a so called virtual
vehicle approach [7,8], where the motions of the reference points on the

desired base and gripper paths are governed by their own dynamics, con-

taining both position error feedback as well as coordination terms. We,

furthermore, propose intuitive, high-level control algorithms for the two

coordinated robots. This type of control strategy has the advantage that

it is not depending on the speci�c hardware, making it easier to upgrade

or change equipment. At the same time the proportional error feedback

terms make the control strategy quite robust to measurement errors.

The outline of this paper is as follows: In Section 2, we briey discuss

the kinematics of the mobile manipulator and show how the individual

controls of the two robots can be decoupled from each other, using inverse

kinematics.

We then, in Section 3, present our virtual vehicle approach, and we

show how it can be used in order to coordinate the motions of the two

robots, given the two reference trajectories. In the next section, we an-

alyze the stability of our proposed control algorithm, and we show that

both the base and the end-e�ector follow their respective reference trajec-

tories robustly, while the base is placed in such a way that the end-e�ector

trajectory is within reach for the manipulator.

In Section 5, we discuss some implementation issues, including the

choice of an appropriate on-line planner for the base. We also show some
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preliminary results from simulating our proposed method that suggest

that it is not only theoretically sound, but that it also has a good chance

of working on the real platform.

2 Mobile Manipulator Kinematics

In order to demonstrate our coordinated control methodology, we �rst

show that for the Nomad XR4000 and the Puma560, the coordinated

motion problem can be viewed as two decoupled tracking problems by

extracting the kinematics of the arm from the formulation. This feature

will then be utilized for exploiting model independent, high-level tracking

schemes when coordinating the arm and the base motions.

The notation that we are going to use corresponds to that of Figure 2,

and by using the homogeneous representation of rigid body motions, as

described in [11], we can easily compute the position of the end-e�ector,

relative to the base, rB
A
, as

rBA =

0@ cos(�1)fC(�)

sin(�1)fC(�)

�fS (�) + l1 + h

1A ; (1)

where the indexes A and B stand for arm and base respectively, which

is a notation that will be used throughout the paper. Furthermore, in

(1), fC(�) = l3 cos(�2 + �3) + l2 cos(�2), and fS(�) = l3 sin(�2 + �3) +

l2 sin(�2).

This expression can be compared to

rA =

0@ cos(�B + �1)fC(�) + xB
sin(�B + �1)fC(�) + yB

�fS (�) + l1 + h

1A ; (2)

where we have calculated the gripper position relative to a �xed, Carte-

sian coordinate system. In (2), �B is the orientation of the base, and

rB = (xB; yB ; 0)
T is its global position.

These two representations of the end-e�ector position relative to dif-

ferent coordinate systems make it possible to see what e�ect the moving

base has on the kinematics of the system.

For the Puma560, the base �xed Jacobian is given by

_rB
A
= JB(�) _�;
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Figure 2: The con�guration of the mobile manipulator.

and this can easily be computed by di�erentiating rB
A
in (1). Further-

more, straight forward calculations give that the determinant of JB(�)

is l3l2 sin(�3)fC (�); which is non-singular as long as the gripper remains

in the dextrous workspace relative to the base [11].

Then, with respect to the �xed, global coordinate system, we repeat

the procedure by �rst di�erentiating rA in (2), and then compute

_rA �

0@ � _�B sin(�B + �1)fC + _xB
�B cos(�B + �1)fC + _yB

0

1A = J(�B ; �) _�;

where the relative Jacobian, J(�B ; �), can be shown to have the same

determinant as JB(�).

From this it follows that whatever motions we can execute with a

static manipulator, we can still execute with a mobile one, and as long as

we make the end-e�ector stay in the dextrous workspace, the relative Ja-

cobian, J(�B ; �), is invertible. From the non-redundancy of the Puma560

[9,11] (modulus the standard elbow-up/elbow-down ambiguities) it fol-

lows that we can decouple the motion of the arm from the motion of

the base, which will be exploited in the remainder of this paper.1 The

point to be made here is thus that as long as _rA; _�B ; _xB; and _yB are

1In this paper, we do not consider the three extra degrees of freedom that the
orientation of the end-e�ector gives rise to.



118 Motion Planning and Control of Mobile Robots

well-de�ned, we can calculate the corresponding joint velocities as long

as the arm is in the dextrous workspace.

We now let the kinematics of the base be given by the standard uni-

cycle model [7]

_xB = vB cos(�B)

_yB = vB sin(�B)
_�B = !B ;

(3)

where vB is the longitudinal velocity of the base relative to the �xed

coordinate system, and !B is its angular velocity.

With this formulation of the model, all of the following calculations

will be made relative to the �xed coordinate system, and if we, once

again, di�erentiate rA = (xA; yA; zA)
T in (2), we can calculate the joint

velocities as

_� = J�1(�B ; �)

0@ _xA + !B sin(�B + �1)fC � vB cos(�B)

_yA � !B cos(�B + �1)fC � vB sin(�B)

_zA

1A ; (4)

and we thus have �ve free control parameters ( _xA; _yA; _zA; vB; !B) that

we have to determine in the sections to follow.

3 Coordinated Control

In this section, the problem of controlling the wheel-based mobile manip-

ulator is studied. We propose a high-level path following control strategy,

based on position and orientation error feedback, combined with a suit-

able reparameterization of the desired arm and base trajectories [5,7].

The general idea behind our approach can be viewed as a combination

of the conventional trajectory tracking, where the reference trajectory is

parameterized in time, and the dynamic path following in [13], where

the criterion is to stay close to the geometric path, but not necessarily

close to an a priori speci�ed point at a given time. In our approach,

reference points on each of the two reference paths are chosen, and a

simple, intuitive control algorithm is used to steer the coordinated robots

toward those points.

What is di�erent from [13] in our approach is that the evolution of the

reference points is governed by di�erential equations that contain position

error, and we thus design the controller in a closed loop fashion. This fact

indicates that our method should be robust with respect to measurement

errors and external disturbances, and the idea is that while the reference
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points move along the reference trajectories, the robots should follow

them within the prespeci�ed look-ahead distance. If, due to errors or

disturbances, the robots get out of phase with the reference points, these

should slow down and wait for the robots.

One observation that needs to be made, before we can proceed to actu-

ally designing the controllers, is that given the base position, (xB ; yB; 0)
T ,

the dextrous workspace, where the manipulator can operate e�ciently, is

given by

(xA � xB)
2 + (yA � yB)

2 + (zA � h)2 2 [P 2
min

; P 2
max

];

or, if we project this onto the (x; y)-plane,

(xA � xB)
2 + (yA � yB)

2 2 [(zA � h)2 � P 2
min; P

2
max � (zA � h)2];

where h is de�ned in Figure 2.

We, for the remainder of this article, assume that the desired end-

e�ector trajectory is feasible in the vertical direction, i.e. that we can

always reach it from some position. What we want to accomplish is thus

to shape the evolution of the reference points in such a way that

(xAd � xBd)
2 + (yAd � yBd)

2 2 [R2
min; R

2
max];

where Rmin and Rmax depend on the current height of the desired end-

e�ector position. Here, the subscript d denotes desired position.

What this means is that we have to design the evolution of the

two virtual vehicles in such a way that the projected distance2 between

them always lies in the projected dextrous workspace of the robot arm,

[Rmin; Rmax]. Furthermore, this has to be achieved in the presence of

external disturbances, measurement errors, and temporary interruptions

of the tracking operation of either the base or the arm, given by, for

instance, the activation of reactive behaviors in the underlying control

structure [1,12].

3.1 Control Algorithm for the Base

Our task is to �nd lateral and longitudinal velocity controls so that the

base platform follows a virtual vehicle, sB(t), moving on a smooth ref-

erence path, given by xBd = pb(sB); yBd = qB(sB); (0 � sB � sBf ),

where smoothness directly implies that p0
B

2
(sB) + q0

B

2
(sB) 6= 0 8sB .

2With projected distance is understood, throughout this article, the distance in
the (x; y)-plane.
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Our control objectives are

lim sup
t!1

�B(t) � dB (5)

lim sup
t!1

j�B � �Bdj � �B ; (6)

where �B(t)
2 = (xBd � xB)

2 + (yBd � yB)
2: Here, �Bd = atan2(yBd �

yB ; xBd � xB) is the desired orientation of the base, and (xB; yB) is the

center of the base where the arm is mounted. Furthermore, �B > 0

is a small number that, among other things, depends on the maximum

curvature of the reference path, and dB is the desired look-ahead distance.

From the de�nition of the reference path we directly get that _xBd =

p0
B
(sB) _sB ; _yBd = q0

B
(sB) _sB ; which implies that if the base would track

its path perfectly we would have

_sB =
p0
B
(sB)

p0
B

2
(sB) + q0

B

2
(sB)

_xB +
q0
B
(sB)

p0
B

2
(sB) + q0

B

2
(sB )

_yB ;

since this corresponds to _xB = _xBd and _yB = _yBd .

If we now denote v2
B
= _x2

B
+ _y2

B
; and assume _sB � 0, then this implies

that

_sB = vB
�q

p0
B

2
(sB) + q0

B

2
(sB):

On the other hand, these expressions do not contain any position error

feedback, which is important for robustness. We thus add error feedback

to _sB , and propose the dynamics for the reference point as follows:

_sB = SBA
cBe

��B�BvB0q
p0
B

2
(sB) + q0

B

2
(sB)

; (7)

where �B and cB are positive numbers that are to be determined later.

With the right choice of �B and cB , it will also be shown that vB0
is the desired speed at which we want the vehicle to track the path.

Furthermore, SBA is a term needed for coordinating the two robots, which

will also be determined later.

We now design the total base control algorithm as follows:

Algorithm 1 (Base Control)8><>:
_sB = SBA cBe

��B�BvB0p
p0
B
2(sB)+q

0

B
2(sB)

vB = �B cos(��B)

!B = kB��B + _�Bd; kB > 0;

(8)
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where both  and kB are positive, and ��B = �Bd � �B .

It is obvious that this control just steers the base platform toward the ref-

erence point on the desired path with a speed proportional to the distance

tracking error, which can be applied to any platform.

3.2 Control Algorithm for the End-E�ector

Similarly to the base case, our problem is to �nd high-level arm controls

that make the end-e�ector follow another virtual vehicle, sA(t), moving

on the reference path, xAd = pA(sA); yAd = qA(sA); zAd = hA(sA); (0 �
sA � sAf );

Once again, we require

lim sup
t!1

�A(t) � dA: (9)

Here the projected distance onto the horizontal (x; y)-plane is given by

�A(t)
2 = (xAd � xA)

2 + (yAd � yA)
2; and, as before, dA is the desired

look-ahead distance.

Similarly to the base case, we now propose our dynamics for the ref-

erence point as follows:

_sA = SAB
cAe

��A�AvA0p
p02
A
(sA) + q02

A
(sA)

; (10)

where �A; cA > 0, and SAB is the base coordination term, which enables

us to construct the following simple, proportional control algorithm for

the arm:

Algorithm 2 (Arm Control)8>>><>>>:
_sA = SAB cAe

��A�AvA0p
p02
A
(sA)+q

02
A
(sA)

_xA = kA(xAd � xA)

_yA = kA(yAd � yA)

_zA = kA(zAd � zA);

(11)

where kA > 0.

3.3 Motion Coordination

As we have already mentioned, it is vitally important that the projected

distance between the two reference points should lie in [Rmin; Rmax]. If,
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Figure 3: The base (B) and the arm (A), together with the reference

trajectories and the two reference points used in our control design.

due to some initialization errors or interruptions, the two virtual vehicles

do not meet this condition, then the dynamical equations that govern the

evolution of the virtual vehicles should be designed so that this is com-

pensated for. This should be done in such a way that the two reference

points approach each other.

Let us denote

�r =
p
(pB(sB)� pA(sA))2 + (qB(sB) � qA(sA))2;

as seen in Figure 3, and set

�r = atan2(qB(sB)� qA(sA); pB(sB) � pA(sA));

�Br = atan2(q0
B
(sB); p

0
B
(sB ));

�Ar = atan2(p0
A
(sA); q

0
A
(sA)):

A straight forward computation now gives that

_�r =
p
p02
B
(sB ) + q02

B
(sB) cos(�r � �Br ) _sB�p

p02
A
(sA) + q02

A
(sA) cos(�r � �Ar) _sA;

and we want the system to behave in such a way that

_�r � 0 if �r � Rmin;

and

_�r � 0 if �r � Rmax:
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We thus need to shape the coordination terms, SBA and SAB , in (7) and

(10) respectively.

Since the arm dynamics is quite fast compared to the slow base it is

natural to let the coordination be done by changing the desired arm veloc-

ities, which is furthermore a widely used redundancy resolution strategy

when doing mobile manipulation [9,12].

We thus simply let

SBA = 1

SAB = �A cos(�r � �Ar)g(�r);

where �A is a large enough number, and

g(�r) =

8<:
1 if �r > Rmax
2(�r�Rmax)
Rmax�Rmin

+ 1 if �r 2 [Rmin; Rmax]

�1 if �r < Rmin:

This directly gives that

_�r = cos(�r � �Br )� �A cos
2(�r � �Ar)

if �r > Rmax, which is less than zero as long as cos2(�r � �Ar) > ��A >

0, where ��A is a small number depending on our choice of �A. By

di�erentiating �r one sees that cos(�r � �Ar) = 0 can not be stationary,

and thus our coordination speci�cation is met for almost all times.

In a similar way the case when �r < Rmin can be dealt with, giving us

that both of the coordination speci�cations are met for almost all times

as well.

Two things should be noted here. The �rst one is a liveliness property,

namely that since SBA = 1 is holds that _sB > 0, which means that we

will not end up in a deadlock situation. This is true even though there

might be cases where _sA = 0, since the base will force the system away

from that unwanted situation.

The second observation is that the virtual arm is going to try to place

�r in between Rmin and Rmax, which corresponds to a region where the

end-e�ector can operate e�ciently.

In the next section, we show that with this base control strategy,

after the initial exponential decay, �B(t) can be made arbitrarily small

by tuning the parameters  and kB. The proof for the bound of �A can

be found in a similar fashion, but since it is more straight forward it is

omitted. This is of course due to the fact that Algorithm 2 has a simpler

form than Algorithm 1.
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4 Stability Analysis

4.1 Stability Analysis of the Base Algorithm

From (3) we have the kinematics of the base platform, and we now con-

sider the error dynamics:

_�xB = p0B(sB) _sB � �B cos(��B) cos(�B )

_�yB = q0B(sB) _sB � �B cos(��B) sin(�B ) (12)

_��B = �kB��B ;

where _sB is de�ned in (7).

Suppose that the desired speed of the robot, vB0, is greater than zero,

and that sBf =1. (In practice, this means that the desired path should

be long enough.) We will now show that by using Algorithm 1, after the

initial exponential decay, the tracking error �B can be made as small as

one wants while �B tends to �Bd exponentially.

From (12) we immediately get that

��B = ��B(0)e
�kBt; (13)

which gives that ��B decays exponentially, and we now use equation (7)

to compute

_�B = � cos2(��B)�B + SBAcBe��B�BvB0 cos(�Bd � �Br ):

Let us now denote a(t) = � cos2(��B), and let �(t; s) be the transi-

tion matrix of a(t). Then

j�(t; s)j = exp

�Z
t

s

a(� )d�

�
= exp

�
�
Z
t

s

[1 � sin2(��B)]d�

�
� exp

�
�
Z t

s

(1� ��2B)d�

�
(14)

= exp (�(t � s)

� 
��2

B
(0)

2kB
(e�2kBs � e�2kBt)

�
� e(��

2
B(0)=kB�(t�s)); 8t � s � 0:
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Furthermore, we have that

jSBAcBe��B�BvB0j � cBvB0;

which gives us that

j�B(t)j � j�(t; 0)j�B(0) +
Z
t

0

j�(t; s)jcBvB0ds

� e(��
2
B(0)=kB�t)�B(0) +

cBvB0


e��

2
B(0)=kB : (15)

Now it is easy to see that the �rst term decays exponentially and the

second term can be made arbitrarily small by tuning  and kB. Without

going into detail, it can be noted here that with the choice of cB =

e�BvB0= , it can be shown that vB � vB0 after the exponential decay
3.

4.2 Stability Analysis of the Manipulator Algorithm

In pretty much the same way as for the base, we can show the bounded-

ness of the projected tracking error in the manipulator case as well. The

only di�erence is that for the manipulator the control algorithm has an

even simpler form, making the analysis more straight forward than in the

base case.4

5 Implementation Issues

5.1 Base Reference Trajectories

For our proposed approach to work, it is necessary that we have an ef-

�cient way of calculating the reference trajectory for the base. Given

an end-e�ector trajectory, the likelihood of being able to �nd a closed

form, analytic expression for a base trajectory, that is feasible with re-

spect to manipulability, is very small. Instead, numerical optimization

methods, where the idea is to minimize the distance to the region where

manipulation can be performed successfully, seems much more plausible.

However, these methods, for instance the Calculus of Variations, or

Pontryagin's Maximum Principle [10], typically result in optimal control

formulations, giving us the derivatives of the desired path instead of the

3The proof of this is given in [8].
4It should be stressed that, in general, we can only bound the terms to an arbitrarily

small ball, and thus we do not have global asymptotic stability.
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path itself. This problem can be dealt with by using numerical integration

in order to produce look-up tables, containing the values of the desired

base position at di�erent times. However, this way of introducing a global

path representation into the system clearly seems unnecessary, since our

control algorithms only require local information.

Furthermore, in Algorithm 1, only the derivatives of the desired base

trajectory appear explicitly. This observation suggests a way out of the

planning problem that can be formulated as follows: Given xBd and yBd ,

simply calculate p0
B
(sB ) and q

0
B
(sB ) in Algorithm 1 as

p0
B
(sB) = vB0 cos(�AB)

q0
B
(sB ) = vB0 sin(�AB);

(16)

where �AB = atan2(yAd � yBd ; xAd � xBd). Then xBd and yBd can be

updated, using standard di�erence approximations,

xBd(t+ �t) = xBd(t) + �tp0
B
(sB(t)) _sB(t);

yBd(t + �t) = yBd + �tq0
B
(sB(t)) _sB (t);

where �t is the sample time of the system.

The beauty of this method is that we only need to specify a desired

direction, moving the base towards the projected arm position, and then

let _sB scale it so that the right distance is maintained according to the

coordination and error feedback strategies.

This way of planning the base trajectories could be thought of as a

coordination strategy in itself, meaning that even though we let SBA = 1,

the base motions will still be coordinated with the arm trajectories.

A result from this can be seen in Figure 4, and it should be pointed

out that our method can be thought of as a reactive planner, which seems

appropriate when moving around in a dynamic, unmodeled environment.

5.2 Simulation Results

A preliminary evaluation of our coordination method for mobile manip-

ulation can be seen in Figure 5, where we have simulated the proposed

coordination strategy using the inverse kinematics of the manipulator

arm. The results suggest that our method has a good chance of working

on the real platform, as well as in theory.



Coordinated Trajectory Following for Mobile Manipulation 127

−20

0

20

40

60

80

−3

−2

−1

0

1

2

3
0

0.2

0.4

0.6

0.8

1

1.2

1.4

Figure 4: The desired arm trajectory together with the planned base

trajectory.

6 Conclusions

In this paper, we propose a coordinated virtual vehicle solution to the

trajectory following problem for mobile manipulators. Given a desired

trajectory for the end-e�ector to follow, another trajectory for the base is

planned in such a way that the desired end-e�ector is within reach. Then

a coordinated evolution of the reference points on the two trajectories,

combined with the appropriate controllers augmented by tracking error

feedback, gives a stable, coordinated trajectory tracking. Some results

can be seen in Figure 5, indicating that our approach should work in

practice as well as in theory.

The fact that we produce a globally stable, coordinated control algo-

rithm that takes into account if the base gets stuck, or if a reactive safety

behavior becomes active in the underlying behavior based control struc-

ture, gives us means to compensate for these unpredicted movements in

the base. In such scenarios, the dynamics of the virtual vehicles cause

the arm to wait for the base, which suggests that our solution could be

useful, not just as an isolated trajectory-following behavior, but also as

an integrated part in an overall robot control system.
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Figure 5: In the upper �gure, a simulated, coordinated path following is

depicted. In the lower �gure, the bounded base and arm position errors

(top), the norm of the arm position together with the boundary of the

dextrous workspace (middle), and the norm of the projected position and

boundary of the projected dextrous workspace (bottom) can be seen.
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Behavior Based Robotics

Using Hybrid Automata

Abstract
In this article, we show how a behavior based control system for au-

tonomous robots can be modeled as a hybrid automaton, where each

node corresponds to a distinct robot behavior. This type of construction

gives rise to chattering executions, but we show how regularized automata

suggest a solution to this problem. We also discuss some design and im-

plementation issues.
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1 Introduction

For mobile, autonomous robots the ability to function in, and interact

with a dynamic, changing environment is of key importance. A successful

way of structuring the control system in order to deal with this problem

is within a behavior based control architecture [3]. The main idea is to

identify di�erent controllers, responses to sensory inputs, with desired

robot behaviors. A behavior could, for instance, be obstacle avoidance in

which sonar information about a close obstacle should result in a move-

ment away from that obstacle. This way of structuring the control sys-

tem into separate behaviors, dedicated to performing certain tasks such

as avoid obstacles or traverse doors, has turned out to be a successful

design. It has the major advantage that it makes the system modular,

which both simpli�es the design process as well as o�ers a possibility to

add new behaviors to the system without causing any major increase in

complexity.

The suggested outputs from the di�erent, concurrently active behav-

iors are fused together according to some action coordination rule, and

this makes it easy to stress such questions as safety explicitly, since, for

example, an avoidance behavior can just be given higher priority than a

reach target behavior.

However, within this framework, a number of design issues still need

to be addressed. Those range from questions concerning the design of

the individual behaviors to action coordination issues [6]. For instance,

given a reactive obstacle avoidance behavior, modeled as a repulsive �eld

surrounding the obstacle, how should an approach target behavior be

designed so that it takes advantage of the fact that it is going to run in

parallel with an obstacle avoidance behavior? Furthermore, how should

these behaviors be combined?

What will be investigated in this article is how a behavior based sys-

tem can be modeled as a hybrid automaton with each of the discrete nodes
corresponding to a distinct behavior. If the system where to be described

by such an automaton it would hopefully help us understand and explain

some of the so called emergent phenomena that complex robotics systems

can give rise to. We will furthermore see that questions concerning safety

and optimality can be addressed nicely within this framework.

The outline of the article is as follows: First, in Section 2, we discuss

some of the properties of a behavior based robotics system, and we show

how this can be modeled as a hybrid automaton. Some regularization

techniques are then exploited in order to get rid of potential chattering
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in the automaton. In the next section, some control design issues are

discussed, and we describe a heuristic method for constructing behav-

iors that are safe at the same time as they are close to optimal with

respect to a given performance evaluation functional. We conclude, in

Section 4, with a brief discussion about a proposed, systematic strategy

for implementing the hybrid automata.

2 Behavior Based Robotics

As already mentioned, for autonomous robots operating in a partially

unknown, dynamic environment a successful way of structuring the con-

trollers is within a behavior based framework [3,11]. Di�erent robot be-

haviors are identi�ed, e.g. obstacle avoidance or reach target, and their

functionality is de�ned by a tight mapping from sensory data to a desired

action. Typically, in a so called reactive behavior based system, no rep-

resentation of the world is contained in this mapping, while a deliberative
system exploits planning or world models in the control loops.

The desired output actions are then normally fused together by an

arbitration mechanism, as seen in Figure 1, where a wide-spread solution

to the action fusion problem, used for example in the schema theoretical

paradigm, is to represent the goals, targets and obstacles by weighted

attractive or repulsive potential �elds, resulting in weighted, desired ori-

entation vectors. The action coordination is then simply done using vec-

tor summation. This way of letting behaviors be active simultaneously

is desirable in many situations. For instance, while approaching a target

an obstacle avoidance behavior has to be active for safety reasons while

the performance is improved if the robot tries to approach the goal at the

same time as it is avoiding obstacles. This calls for a fused, coordinated

control scheme [2,3].

Sensor

Sensor

Sensor

Behavior

Behavior

Behavior

Arbitration
Mechanism Actuators

Figure 1: Block diagram of the behavior based control architecture.
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2.1 Obstacle Negotiation

The speci�c problem that will be investigated in this article is how to

move a robot between two points. This point-to-point motion should be

done so that the detection of an obstacle results in a repulsive potential

�eld, acting on the platform when the robot is closer to the obstacle than

a desired safety distance, dOA, where the subscript stands for obstacle

avoidance. This behavior is an example of a so called reactive obstacle

avoidance behavior. The word reactive, a commonly used one in the

robotics community, is used here since the behavior can be thought of

as a reex. When the robot moves too close to an obstacle, it is forced

to change the motion in order to avoid hitting the obstacle. This is

a reasonable safety strategy since the robot may be moving around in

a highly unstructured world, where the occurrence of unpredicted, or

unmodeled obstacles is very likely.

We now assume that we have direct access to the robot's longitudinal

velocity, v, at the same time as the heading of the robot, �, can be

controlled directly as
_� = !:

Furthermore, if the sonars on the robot, with center of gravity at (x; y)

and heading �, detect a point-obstacle at (xob; yob) that is closer to the

robot than dOA, the reactive control response will be given by a vector

�eld acting on the robot as

! = COAWOA(d)(~�� �); (1)

where
d =

p
(x� xob)2 + (y � yob)2;

WOA(d) =

�
1
d2

if d < dOA
0 if d � dOA;

and
~� = � + atan2(yob � y; xob � x); (2)

as seen in Figure 2. Here, COA is just a constant weight, and dOA is the

�xed distance from the obstacle where the behavior becomes active.

Since a real, extended obstacle cannot be considered to be a point, in

the actual implementation of the avoidance behavior, the desired heading

needs to be calculated as the orientation of the sum of the weighted

vectors that each individual sonar reading contributes with. For a Nomad

200, that is going to be our experimental platform, this corresponds to
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( x    , y    )ob ob

( x , y )

φ

Figure 2: The general idea behind a repulsive obstacle avoidance behav-

ior.

taking the sum over 16 elements since the Nomad is equipped with 16

ultrasonic sensors.

A standard kinematic model of the mobile robot [1] gives that

_x = v cos �

_y = v sin�;
(3)

and if we set z = (x; y; �), we let _z = fOA(z) denote the full state, closed-

loop obstacle avoidance behavior where we initially let v be constant.

2.2 Hybrid Automata

When adding a goal attraction behavior, de�ned in the same way as the

obstacle avoidance behavior except that we now have an attractive in-

stead of a repulsive �eld, we get two di�erent possible hybrid automata

for describing the situation. This depends on whether the two behaviors

are active simultaneously or not, as seen in Figure 3. If one chooses to

work with fused, concurrently active behaviors, then di�erent controllers

a�ect the system simultaneously, resulting in a smooth overall perfor-

mance [12]. But in that case, however, the system does not correspond

to an automaton where each node represents a single behavior. This

would make the automata approach meaningless since we would then

just \hide" all of the di�culties that the complex control system gives

rise to in the individual nodes of the automaton.

On the other hand, the other possible solution to the coordination

problem, corresponding to hard switches between the di�erent behav-

iors, has the major disadvantage that it both a�ects the performance in

a negative way, not allowing for the smooth performance that fused be-

haviors produce, and that it increases the risk of introducing chattering
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d > dOA

d < dOA

= fGA�
�
�
�
z = fOA

�
�
�
�
z +GA

(a) Fused behaviors

d < dOA

= fGA = fOA
��z ��z

d > dOA

(b) Hard switches

Figure 3: The two possible goal attraction and obstacle avoidance au-

tomata. Here, dOA is the �xed distance from the obstacle where the

obstacle avoidance behavior becomes active.

into the system. Therefore our idea is to impose hard switches on the

behavior based system in such a way that we can model each behavior

as a node in an automaton, at the same time as we want to avoid the

negative, chattering e�ects that such an approach could potentially give

rise to. This will be done by adding nodes to the automaton as a way

of regularizing it, and in what follows we will show that even though we

introduce hard switches, the performance is not a�ected much when us-

ing a regularized automaton instead of fused behaviors. In other words,

what we want to do is to remove some of the so called Zeno1 properties

of the system. What this corresponds to is a hybrid system that exhibits

an in�nite number of discrete transitions in �nite time.

Even though the main focus in this article is not going to be on

hybrid automata theory, we need to include some initial de�nitions. This

is necessary in order to be able to state what we mean by a Zeno hybrid

automaton as well as to capture the hybrid aspects of a behavior based

1The name Zeno refers to the philosopherZeno of Elea (500{400 b.c.), whose major
work consisted of a number of famous paradoxes. They were designed to explain his

view that the ideas of motion and evolving time lead to contradictions. An example
is Zeno's Second Paradox of Motion, in which Achilles is racing against a tortoise.
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robotic system.

The following brief de�nitions are based on [7,9,15].

De�nition 1 (Hybrid Automaton) A hybrid automaton is consid-
ered to be a collection (Q;X; I; f; E) where Q and X are sets of discrete
and continuous variables respectively. I is a set of initial states, while f
describes the continuous and E the discrete evolution of the states.

A discrete state combined with the continuous dynamics connected to

that state will be referred to as a node in the automaton. The general

idea behind this construction can be seen in Figure 4.

(x,q,q’) E

(x,q’,q)

(x,q,q)

E

E
q

x = f (x,q)
q’

x = f (x,q’)

Figure 4: The basic structure of a hybrid automaton.

De�nition 2 (Hybrid Time Trajectory)A hybrid time trajectory � is
a �nite or in�nite sequence of intervals of the real line, � = fIig, i 2 N,
satisfying the following conditions:

� Ii is closed, unless � is a �nite sequence and Ii is the last interval
in which case it can be right open.

� Let Ii = [�i; �
0
i
]. Then for all i, �i � � 0

i
and for i > 0, �i = � 0

i�1.

This should be interpreted as the times at which we arrive (�i) and leave

(� 0
i
) a speci�c node in the automaton.

Note that hybrid time trajectories can extend to in�nity if � is an

in�nite sequence or if it is a �nite sequence ending with an interval of the

form [�N ;1).

De�nition 3 (Execution) An execution � of a hybrid automaton H

is a collection � = (�; q; x), satisfying

� Initial Condition: (q(�0); x(�0)) 2 I.

� Discrete Evolution: (x(� 0
i�1); q(�

0
i�1); q(�i)) 2 E, for all i.
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� Continuous Evolution: for all i with �i < � 0
i
, x and q are continuous

over [�i; �
0
i
] and for all t 2 [�i; �

0
i
), we have d

dt
x(t) = f

�
q(t); x(t)

�
.

Furthermore, an execution � = (�; q; x) is called in�nite, if � is an in�nite

sequence, or
P
i
(� 0
i
� �i) = 1. We use H(q0;x0) to denote the set of all

in�nite executions of H with initial condition (q0; x0) 2 I. An execution

is admissible if
P
i
(� 0
i
� �i) = 1, and it is Zeno if it is in�nite but not

admissible. For a Zeno execution � = (�; q; x) we de�ne the Zeno time

as �1 =
P
i
(� 0
i
� �i) < 1. What this means is that the hybrid system

makes an in�nite number of discrete transitions in �nite time, [�0; �1],

and we �nally state the following de�nition.

De�nition 4 (Zeno Hybrid Automaton) A hybrid automaton H is
called Zeno, if there exists (q0; x0) 2 I such that H(q0 ;x0) contains a Zeno
execution.

2.3 Regularization

It is clear that a Zeno hybrid automaton has the undesirable property

that it blocks time. For the type of automata that we will encounter

here, the in�nite number of discrete transitions, made in �nite time, is

caused by the fact that the underlying system that the automaton tries to

model is a switched system that exhibits sliding in the sense of Filippov

[8]. They thus form a special class of Zeno hybrid automata since they,

in theory, make an in�nite number of transitions in zero time.2 The

underlying, switched systems have continuous ows that point toward

the switching surface, resulting in a new, induced ow on that surface.

In these cases, the automaton can be regularized by the introduction of a

new node with the continuous ow given by the Filippov solution [9,16].

The general idea behind this construction can be seen in Figure 5.

If we now assume that COA in (1) is large enough so that the heading

of the robot can be considered to be more or less instantaneously driven

to its desired con�guration, the hybrid automaton in Figure 3(b) can

admit Zeno executions. This obvious fact is best illustrated by Figure 6,

where the extra node that needs to be added in order to regularize the

automaton can easily be identi�ed as well. The extra node is just a node

containing the sliding dynamics that is de�ned on the boundary between

the two behaviors.

2The other class of Zeno automata has a slightly more complex dynamics. Here
the automaton changes nodes faster and faster, with the jump times converging to the
Zeno time, �1 [9].
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(a) The sliding solution.
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S

(b) The original and the regularized
automaton.

Figure 5: Regularization of a Filippov type Zeno hybrid automaton.

When an obstacle is closer to the robot than dOA, the obstacle avoid-

ance behavior becomes active. Since the repulsive potential �eld from

that behavior is orthogonal to the surface on which the behavior becomes

active, the sliding solution is just

fS = �fOA + (1� �)fGA;

where GA stands for goal attraction, and � 2 [0; 1] is chosen so that fS ?
fOA. Adding this type of information about the di�erent behaviors makes

it possible to generate the extra node in the automaton automatically.

It furthermore suggests that our method would scale when more that

two behaviors a�ect the motion of the robot, as long as an automatic

procedure for designing the sliding solutions could be identi�ed for the

new behaviors as well.3

The assumption about instantaneous heading control is obviously a

simpli�cation but it still gives a model that is rich enough to capture the,

from our point of view, relevant phenomena. In fact, in real life we have

a possibility of chattering that here reveals itself as a Zeno execution.

The regularized point-to-point automatonwas implemented and tested

on a Nomad 200 mobile robot. In Figure 7, the results from running the

system on the Nserver, the Nomad simulation package, can be seen.

3This typically depends on whether we have access to a geometric description of
the switching surface or not.
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Robot

Obstacle

Goal

Figure 6: Goal attraction together with obstacle avoidance results in a

Filippov type Zeno automaton. The grey region around the obstacle

corresponds to the region where obstacle avoidance is active. The arrows

correspond to the di�erent vector �elds that are acting on the robot.

In (7b) fused behaviors are displayed, resulting in a smooth movement

around the obstacle, while the chattering solution in (7c) corresponds to

hard switches. The reason why we do not have sliding in this case is due

to the part of the dynamics of the robot that was ignored in the analysis.

It is still clear that from a performance perspective, (7c) is an unsuccess-

ful design. In (7d) the result from using a regularized automaton can be

seen, and even though we only have one behavior active at a time, the

performance is satisfactory.

3 Controller Design

Given the reactive obstacle avoidance behavior from the previous section,

the main question that we want to address here is: How do we construct
an appropriate approach target behavior? Obviously, we can do better

than to just use an attractive potential �eld, and it will turn out that our

automata approach allows us to explicitly deal with safety and optimality.

What we want to do is to produce a robot behavior that satis�es the

safety speci�cations at the same time as the solution is close to optimal

with respect to a given performance evaluation functional, and a �rst

formulation, inspired by [20], of what we want to accomplish could be

the following. If we let our admissible controls be u 2 U , and de�ne a

safety functional

Js(u) = min
t�0

�
(x(t)� xob)

2 + (y(t) � yob)
2
	
; (4)

where the dependence on the control, u, is given implicitly by the con-

trolled system dynamics from the previous section. The set of controls,
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(a) Nomad 200 (b) Fused behaviors

(c) Hard switches (d) Regularized hybrid au-
tomaton

Figure 7: Simulation of b) fused behaviors, c) hard switches, and d) a

regularized automaton on the Nomad simulator, the Nserver.

Us(C), that make the robot move at least a distance C away from the

obstacle, can thus be de�ned as

Us(C) = fu 2 U : Js(u) � Cg : (5)
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It should be mentioned that both Js and Us depend on the robot's initial

position, but for the sake of notational simplicity we leave that out from

the de�nitions.

The next step is to de�ne another cost functional that penalizes high

curvature of the chosen path. This is a reasonable performance criterion

since it penalizes paths that make the robot move in sudden, abrupt ways.

Furthermore, this smoothness objective gives a trajectory that a robot

has good chances of following when it is governed by physical limits on

what signals the actuators can actually track. In some other situations,

such as when a mobile manipulator is asked to carry a cup of co�ee,

the smoothness of the curve is absolutely crucial and is obviously of key

importance to a successful, \non-spilling" execution of the task.

The idea now is to choose the control candidates for minimizing this

new performance functional from the set of safe controls, Us(Cs), where
Cs is our preferred safety margin.

Unfortunately it turns out that this is a very hard problem to solve

numerically (not to mention analytically) [20], which implies that in this

formulation, it is not suitable for situations where on-line computations

are necessary. However, the underlying approach could suggest a way for

producing a solution to the obstacle negotiation problem that is both safe,

computationally feasible, and makes the system behave in a satisfactory

way with respect to keeping the curvature of the produced path small.

The main idea is that instead of focusing on the hard optimal control

problem, we should concentrate on just producing optimal (or close to

optimal) geometric trajectories that lead around the obstacle. This way

we do not have to deal with the actual kinematics of the robot in the

optimization formulation. Instead we add the kinematics when we track

the produced path. This means that we cannot be sure that we actually

�nd the optimal controller, but rather that we �nd one that is reasonably

close to the optimal one as long as we have a good enough trajectory

tracker.

The desired overall behavior that these heuristics give rise to (un-

der the assumption of perfect tracking), together with the corresponding

automaton, is depicted in Figure 8.
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Figure 8: In the left �gure, an optimal path is planned and followed

by an Approach Target behavior until an obstacle is detected. Then an

Approach Obstacle behavior follows another path to the region where

the regularized sliding behavior becomes active. When the target can

be reached by an optimal path, not intersecting the safety region around

the obstacle (called Detect Target in the right �gure), Approach Target

becomes active again. In the right �gure, the corresponding automaton

is depicted.

3.1 Path Planning

One �rst observation is that for a path produced by a scalar function

yd = f(xd), the curvature is given by

�(xd) =
f 00(xd)

(1 + f 0(xd)2)3=2
; (6)

where the subscript d stands for the desired robot position.

Thus, if we minimize f 00(xd)
2 instead of �(xd)

2 we make �(xd)
2 small

automatically, which is a desired feature, as seen in the previous para-

graph.

Since we, by following this proposed route, minimize the L2-norm of

the second derivative, the resulting curve will be a cubic spline. This

is a fortunate fact since it means that we will not be forced to relay

on extensive world information or to do any heavy computations on-line
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which tends to be the case when more sophisticated planning algorithms

are used [13,14,19]. It is thus an almost trivial task to generate the splines

that connect the robot and the target in the approach target behavior,

and the robot and the obstacle in the approach obstacle behavior, as seen

in Figure 8.

3.2 Tracking

We now have an on-line method for producing low curvature paths around

detected obstacles, and hence our next task is to �nd a good tracking

algorithm so that the robot follows the proposed path robustly.

We let the general reference path, parameterized by s, be given by

xd = p(s)

yd = q(s)
0 � s � sf ; (7)

where the idea is to let the motion of the reference point be governed

by a di�erential equation containing error feedback. It can be viewed as

a combination of the conventional trajectory tracking, where the refer-

ence trajectory is parameterized in time, and a dynamic path following

approach [18], where the criterion is to stay close to the geometric path,

but not necessarily close to an a priori speci�ed point at a given time.

This approach makes our algorithm robust to measurement errors and

external disturbances since, if both the tracking errors and disturbances

are within certain bounds, the reference point moves along the reference

trajectory while the robot follows it within a prespeci�ed look-ahead dis-

tance. Otherwise, the reference point should slow down and \wait" for

the robot.

Our control objectives are

lim supt!1 �(t) � ��
lim supt!1 j�(t)� �d(t)j � ��;

(8)

where �� and �� are positive numbers that can be made arbitrarily small,

�(t) =
p
(xd � x)2 + (yd � y)2; where (x,y) is the actual position of the

robot, and � and �d are actual and desired robot orientations.

From (7) we directly get that _xd = p0(s) _s; _yd = q0(s) _s; which implies

that if the robot would track the path perfectly, we would have

_s =
p0(s)

p02(s) + q02(s)
_x+

q0(s)

p02(s) + q02(s)
_y; (9)
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since this corresponds to _x = _xd and _y = _yd. On the other hand, (9)

does not contain any position error feedback, which is important for the

robustness. Therefore we propose our dynamics for the reference point

as follows:

_s =
ce���v0q

p02(s) + q02(s)

; (10)

where v0 is the desired speed at which one wants the vehicle to track the

path, and � and c are appropriate, positive numbers.

We now let our control algorithm be as follows:

v = � cos(e�)

! = ke� + _�d; k > 0;
(11)

where both  and k are positive, e� = �d � �, and �d = arctan2(yd �
y; xd � x).

In [5,6] it was shown that for the platform model (3), governed by

the control (11), the steady state tracking error, �, can be made as small

as one wants while � tends to �d exponentially. Furthermore, in steady

state we have that v � v0. Thus we, by using the control law (11), meet

the control objectives de�ned in (8).

We thus have a way of both producing and tracking paths, and we now

combine these two together into the path following behavior that moves

the robot safely around the obstacles at the same time as its executed

trajectories are not too far from optimal with respect to curvature. As

seen in Figure 9, where real experimental data are displayed, the method

seems to work well.

4 Implementation

There is a need to be able to de�ne the hybrid automata in a structured

and systematic way, making it easy to reuse and reorder nodes in dif-

ferent con�gurations. Therefore, at the Centre for Autonomous Systems

(CAS) [2] at KTH, a programming environment for doing mobile manip-

ulation4 within the hybrid automata framework has been developed [17].

It is called the MMCA, the Mobile Manipulation Control Architecture,

and the core of the MMCA is an engine that executes hybrid automata,

where, as mentioned, the nodes corresponds to di�erent behaviors. The

4From our point of view, this simply means that the mobile, behavior based plat-
form has been augmented by the addition of a robotic arm, mounted on top [4,10].
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(a) (b)

Figure 9: The results from implementing our ideas on the Nomad 200

can be seen. The reason why the sonar readings seem rather inaccurate

is due to the fact that the robot has some drift in the odometry at the

same time as the sonar resolution is rather coarse.

architecture is designed to be open and allows the user to experiment

with the contents of the behaviors freely, e.g. internal representations

and algorithms, as long as the behaviors contain:

(i) A function returning the desired state (in our case joint angles and

platform pose)

(ii) Conditions for when to make the discrete transitions

A program written in the MMCA language begins with a speci�cation of

the initial node. Then all the nodes in the automaton are listed, where

each node is speci�ed by name, type, parameters and transitions. The

transitions refer to the other nodes, or to itself, and the type of a node

determines its functionality, such as what type of controller it is using,

and it also de�nes which parameters or initial values that can be passed

to the node.
A sample �le that de�nes the task of opening a door might look like

INTERFACE = Puma560_XR4000;

INITNODE = Approach;

BEGIN

NAME = Approach;

TYPE = Visual_Servo;
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Object = Door_Handle; % Servo on a door handle

TRANSITION[End_Position] = Grasp;

END

BEGIN

NAME = Grasp;

TYPE = Grasp_Object;

Object = Door_Handle; % Grasp a door handle

TRANSITION[Got_Grip] = Pull;

TRANSITION[Lost_Grip] = Approach;

END

BEGIN

NAME = Pull;

TYPE = Follow_Arc;

Radius = 0.8; % Estimate of the arc radius

Angle = 90; % Open door 90 deg.

TRANSITION[Ready] = End; % Terminates the control cycle

END

Approach Grasp Pull

Figure 10: The automaton de�ned in the example.

5 Conclusions

In this article, it is shown that a behavior based control system can be

modeled as a hybrid automaton, where each node corresponds to a dis-

tinct robot behavior. In order to achieve this, we have to impose hard

switches on the transitions between the di�erent behaviors, resulting in

a potentially chattering overall behavior. We furthermore show how reg-

ularization techniques can be used to solve this problem by adding extra

nodes to the automaton. Those extra nodes correspond to the sliding

dynamics on the boundary between the di�erent behaviors. The perfor-

mance aspect of this approach is veri�ed experimentally on a Nomad 200

mobile platform.
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We also propose a heuristic method for designing reach target behav-

iors in such a way that questions concerning safety and optimality can

be addressed explicitly. Our proposed method is based on a combination

of path planning and trajectory tracking techniques, placing it in the

deliberative part of the behavior based control architecture spectrum.

Furthermore, we show that this approach works well in practice on our

experimental platform.

We conclude the article with a brief presentation of a programming

environment, the MMCA, for de�ning hybrid automata in a systematic

and structured way.
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Paper F





On the Regularization of

Zeno Hybrid Automata

Abstract
Fundamental properties of hybrid automata, such as existence and unique-

ness of executions, are studied. Particular attention is devoted to Zeno

hybrid automata, which are hybrid automata that take in�nitely many

discrete transitions in �nite time. It is shown that regularization tech-

niques can be used to extend the Zeno executions of these automata to

times beyond the Zeno time. Di�erent types of regularization may, how-

ever, lead to di�erent extensions. A water tank control problem and a

bouncing ball system are used to illustrate the results.
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1 Introduction

Despite considerable recent advances in the area of hybrid systems, fun-

damental issues, such as existence and uniqueness of executions of hybrid

automata, are still the topic of intense research activity [20]. To derive

local existence and uniqueness conditions for hybrid systems, one needs

to consider issues such as blocking and non-determinism associated with

the discrete dynamics, in addition to the usual conditions associated with

the existence and uniqueness of trajectories for conventional, continuous

dynamical systems. Moreover, to ensure that the executions can be ex-

tended over arbitrarily long time horizons, one also needs to show that

an in�nite number of discrete transitions cannot take place in a �nite

amount of time. Executions that fail to satisfy this property are referred

to as Zeno executions, and hybrid automata that accept such executions

are referred to as Zeno hybrid automata.1

The Zeno phenomenon is fundamentally a hybrid phenomenon, since

it requires the interaction of continuous dynamics (in the form of time)

and discrete dynamics (in the form of discrete transitions). Even though

it seems like a mathematical curiosity, the Zeno phenomenon turns out

to be an important consideration when modeling, analyzing, controlling,

and simulating hybrid systems. Zeno hybrid automata typically arise due

to modeling abstractions, employed by control engineers in an attempt

to derive models that are simpler to analyze and control. However, the

presence of Zeno executions may cast aspersions on the validity of most

techniques typically employed for the analysis of hybrid systems. Most

of these techniques (including Lyapunov, model checking, and deduc-

tive methods) rely on arguments about the system behavior along an

execution. Though mathematically correct, these arguments provide no

guarantees about the evolution of the system beyond the limit of the tran-

sition times. If this limit is �nite (as in the case of Zeno executions) the

subsequent evolution may be an important part of the physical process

being modeled.

Zeno executions may also arise as the result of certain control poli-

cies. Chattering and relaxed controls, common in the optimal control of

continuous [21] and hybrid [5] systems, can be intuitively thought of as in-

volving in�nitely fast switching among di�erent control actions, and can

1The name Zeno refers to the philosopher Zeno of Elea (ca. 500{400 b.c.), whose
major work consisted of a number of paradoxes, designed to support his view that the

concepts of motion and evolution lead to contradictions. An example is Zeno's Second
Paradox of Motion, in which Achilles is racing against a tortoise.
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therefore be modeled by Zeno executions. Similar behavior appears in

variable structure control systems [19] and in relay control systems [12].

Perhaps more importantly, Zeno executions may also arise in controllers

designed to satisfy reachability speci�cations. Here, unless special care

is taken, the controller may try to prevent the system from reaching an

undesirable state by forcing it to take an in�nite number of transitions

in a �nite amount of time [18].

Finally, Zeno type behavior may also a�ect the e�ciency and accu-

racy of simulations. Several packages have recently been developed for

simulating hybrid dynamical systems, for example, Dymola [8], OmSim

[17], SHIFT [7], and a Simulink toolbox [15]. None of these packages,

however, makes special provisions for the case of fast switching; as the

time intervals between discrete transitions get smaller, either the simula-

tion slows down or its accuracy decreases. In some cases, the simulation

may even give erroneous results or error messages. For the purpose of

analysis and controller synthesis, theoretical methods for detecting and

eliminating the Zeno phenomenon may be necessary. For the purpose of

simulation it may be possible to detect the Zeno phenomenon \on the

y," and therefore circumvent it by appropriately de�ning the execution

of the system beyond the limit time of the discrete transitions. For certain

classes of hybrid systems, in cases when the switching is closely related

to sliding modes, this possibility was recently explored in [14,16], where

an e�cient and accurate simulation method was proposed that made use

of the concept of Filippov solutions. Here we propose to extend this

approach to more general classes of Zeno hybrid systems.

Despite its importance, the Zeno phenomenon is still not completely

understood. Timed automata with Zeno properties have been analyzed

to some extent in [1,2,3,10]. For more general hybrid automata, however,

subtleties in the continuous dynamics make the analysis more challeng-

ing. The main contribution of this paper is to illustrate properties of

Zeno hybrid automata through examples, and to propose a method for

extending Zeno executions beyond the limit of the transition times us-

ing regularization techniques. Formal de�nitions of hybrid automata and

their executions are given in Section 2. Based on these de�nitions, results

on existence and uniqueness of executions are derived for a special class

of hybrid automata, referred to as automata with transverse invariants.

These results are then used in Section 3, where examples of Zeno hybrid

automata in this class are analyzed to highlight the di�erent manifesta-

tions of the Zeno phenomenon. Section 4 discusses regularization of Zeno

hybrid automata. Using the examples of Section 3, it is shown that di�er-
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ent regularizations of a Zeno execution may suggest di�erent extensions.

This indicates that, even though regularization may be used to extend

Zeno executions beyond the limit of the transition times, additional in-

formation about the underlying physical process may be needed to select

a meaningful extension.

2 Hybrid Automata

Consider a �nite collection V of variables and let V denote the set of

valuations (possible assignments) of these variables. We use lower case

letters to denote both a variable and its valuation. We refer to variables

whose set of valuations is countable as discrete and to variables whose

set of valuations is a subset of a Euclidean space as continuous. We

assume that Euclidean spaces, Rn for n � 0, are given the Euclidean

metric topology, whereas countable and �nite sets are given the discrete

topology (all subsets are open). For a subset U of a topological space

we use 2U to denote the set of all subsets of U . We use ^ to denote the

logical \and" and _ to denote \or."

2.1 Hybrid Automata and Executions

The following de�nitions are based on [11,13]. A hybrid system will

involve continuous evolution as well as instantaneous transitions. To dis-

tinguish the times at which discrete transitions take place we introduce

the notion of a hybrid time trajectory.

De�nition 1 (Hybrid Time Trajectory) A hybrid time trajectory
� = fIigNi=0 is a �nite or in�nite sequence of intervals of the real line,
such that

� for all 0 � i < N , Ii = [�i; �
0
i
] with �i � � 0

i
= �i+1;

� if N < 1, either IN = [�N ; �
0
N
] with �N � � 0

N
< 1, or IN =

[�N ; �
0
N
) with �N < � 0

N
� 1.

The interpretation is that �i are the times at which discrete transitions

take place; notice that multiple transitions may take place at the same

time (if �i = � 0
i
= �i+1). Hybrid time trajectories can extend to in�nity

either if � is an in�nite sequence, or if it is a �nite sequence ending with

an interval of the form [�N ;1). We denote by T the set of all hybrid

time trajectories. Each � 2 T is fully ordered by the relation �, which
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for t 2 [�i; �
0
i
] 2 � and t0 2 [�j; �

0
j
] 2 � is de�ned as t � t0 if either i < j

or i = j and t < t0. For t 2 R and � 2 T we use t 2 � as a shorthand

notation for \there exists a j such that t 2 [�j ; �
0
j
] 2 �". For a topological

space K and a � 2 T , we use k : � ! K as a shorthand notation for a

map assigning values from K to all t 2 � . We say � = fIigNi=0 2 T is a

pre�x of b� = fJigMi=0 2 T and write � � b� if either they are identical or

� is �nite, M � N , Ii = Ji for all i = 0; : : : ; N � 1, and IN � JN . The

pre�x relation is a partial order on T .

De�nition 2 (Hybrid Automaton) A hybrid automaton H is a col-
lection H = (Q, X, Init, f , I, E, G, R), where

� Q is a �nite collection of discrete variables;

� X is a �nite collection of continuous variables with X = Rn;

� Init � Q�X is a set of initial states;

� f : Q�X! TX is a vector �eld, assumed to be Lipschitz contin-
uous in its second argument;

� I : Q! 2X assigns to each q 2 Q an invariant set;

� E � Q�Q is a collection of edges;

� G : E ! 2X assigns to each edge e = (q; q0) 2 E a guard; and

� R : E �X! 2X assigns to each edge e = (q; q0) 2 E and x 2 X a
reset relation.

We refer to (q; x) 2 Q � X as the state of H. Pictorially, a hybrid au-

tomaton can be represented by a directed graph, with vertices Q and

edges E. With each vertex q 2 Q, we associate a vector �eld f(q; x) and

an invariant I(q). With each edge e 2 E, we associate a guard G(e) and

a reset relation R(e; x).

De�nition 3 (Execution) An execution � of a hybrid automaton H

is a collection � = (�; q; x) with � 2 T , q : � ! Q, and x : � ! X,
satisfying

�
�
q(�0); x(�0)

�
2 Init (initial condition);

� for all i such that �i < � 0
i
, x(t) is continuously di�erentiable and

q(t) is constant for t 2 [�i; �
0
i
], and x(t) 2 I

�
q(t)

�
and dx(t)=dt =

f
�
q(t); x(t)

�
for all t 2 [�i; �

0
i
) (continuous evolution); and
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� for all i, e =
�
q(� 0

i
); q(�i+1)

�
2 E, x(� 0

i
) 2 G(e), and x(�i+1) 2

R
�
e; x(� 0i)

�
(discrete evolution).

For an execution � = (�; q; x) we use (q0; x0) =
�
q(�0); x(�0)

�
to denote

the initial state of �. We say � = (�; q; x) is a pre�x of �0 = (� 0; q0; x0)

(write � � �0) if � � � 0 and
�
q(t); x(t)

�
=
�
q0(t); x0(t)

�
for all t 2 � . We

say � is a strict pre�x of �0 (write � < �0) if � � �0 and � 6= �0. It is

easy to show that the set of executions of a hybrid automaton is pre�x

closed and partially ordered by the pre�x relation.

Unlike conventional continuous dynamical systems, the interpretation

is that an automaton H accepts an execution � = (�; q; x) (as opposed

to generates). This conceptual di�erence allows one to consider hybrid

automata that accept no executions for some initial states, accept multi-

ple executions for the same initial state, or do not accept executions over

arbitrarily long time horizons. To formalize these notions we introduce

the following classi�cation.

De�nition4 (Classi�cationof Executions)An execution � = (�; q; x)

is called

� �nite if � is a �nite sequence ending with a closed interval;

� in�nite if � is an in�nite sequence, or if
P
i
(� 0
i
� �i) =1;

� Zeno if it is in�nite but
P
i
(� 0
i
� �i) <1; and

� maximal if it is not a strict pre�x of any other execution of H.

For an in�nite execution we de�ne the Zeno time as �1 =
P
i
(� 0i � �i).

Clearly, �1 < 1 if the execution is Zeno and �1 = 1 otherwise. We

use H(q0 ;x0) to denote the set of all executions of H with initial condition

(q0; x0) 2 Init, HM

(q0;x0)
to denote the corresponding maximal executions,

and H1(q0;x0) to denote the in�nite executions. For all (q0; x0) 2 Init, we

have

H1(q0 ;x0) � HM

(q0;x0)
� H(q0;x0);

since in�nite executions cannot be extended (so they must be maximal)

and maximal executions may be blocking (so they need not be in�nite).

These sets may be empty or may contain multiple executions.

De�nition 5 (Non-Blocking and Deterministic Hybrid Automa-
ton) A hybrid automaton H is called non-blocking if H1

(q0 ;x0)
is non-
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empty for all (q0; x0) 2 Init. It is called deterministic if HM

(q0;x0)
contains

at most one element for all (q0; x0) 2 Init.

2.2 Existence and Uniqueness of Executions

Next, we derive some simple conditions to characterize deterministic and

non-blocking automata. We restrict our attention to a special class of

hybrid automata, where the vector �eld is, in a sense, transverse to the

boundary of the invariant set. Assume f is analytic in its second argu-

ment. For a function � : Q�X! R, also analytic in its second argument,

recursively de�ne the Lie derivative of � along f , Lm
f
� : Q�X! R, by

Lm
f �(q; x) =

(
�(q; x); m = 0�
@

@x
Lm�1
f

�(q; x)
�
f(q; x); m > 0:

De�nition 6 (Transverse Invariants) A hybrid automaton H is said
to have transverse invariants if f is analytic in its second argument and
there exists a function � : Q �X ! R, also analytic in its second argu-
ment, such that

� I(q) = fx 2 X : �(q; x) � 0g for all q 2 Q; and

� for all (q; x) 2 Q � X, there exists a �nite m 2 N such that
Lm
f
�(q; x) 6= 0.

For a hybrid automaton with transverse invariants we de�ne pointwise

the relative degree as a function n : Q�X! N with

n(q; x) := min
�
m 2 N : Lmf �(q; x) 6= 0

	
:

For all q 2 Q we also de�ne

Out(q) :=
n
x 2 X : L

n(q;x)

f
�(q; x) < 0

o
:

For each discrete state q 2 Q, the set Out(q) contains the continuous

states from which it is impossible to remain in q by continuous evolution.

The following lemma indicates that a hybrid automaton with trans-

verse invariants is non-blocking if transitions with non-empty reset rela-

tions are enabled along the boundary of the invariant sets.

Lemma 1 A hybrid automaton H with transverse invariants is non-
blocking, if for all q 2 Q and for all x 2 Out(q) there exists (q; q0) 2 E

such that
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1 x 2 G(q; q0); and

2 R
�
(q; q0); x

�
6= ;.

Proof. Consider an arbitrary initial state (q0; x0) 2 Init and assume, for

the sake of contradiction, that there does not exist an in�nite execution

starting at (q0; x0). Let � = (�; q; x) denote a maximal execution starting

at (q0; x0), and note that � must be a �nite sequence.

First consider the case

� = f[�i; � 0i ]gN�1i=0 [�N ; �
0
N
):

Let

(qN ; xN ) = lim
t!� 0

N

(q(t); x(t)):

Note that, by the de�nition of execution and a standard existence ar-

gument for continuous dynamical systems, � can be extended to b� =

(b� ; bq; bx) with b� = f[�i; � 0i ]gNi=0, bq(� 0N ) = qN and bx(� 0
N
) = xN . This con-

tradicts the maximality of �.

Next consider the case � = f[�i; � 0i ]gNi=0, and let (qN ; xN) =
�
q(� 0

N
);

x(� 0
N
)
�
. We distinguish two sub-cases. If

xN 2 Out(qN )
c =

n
x 2 X : L

n(qN ;x)

f
�(qN ; x) > 0

o
;

(where the strict inequality follows from the transverse invariant assump-

tion) then � can be extended by continuous evolution. This follows by a

standard existence argument for continuous dynamical systems: since f

and � are analytic in their second argument, there exists � > 0 such that

� can be extended to b� = (b� ; bq; bx) with b� = f[�i; � 0i ]gN�1i=0 [�N ; �
0
N
+ �).

If, on the other hand, xN 2 Out(qN ), then there exists (q0; x0) 2
Q �X such that (qN ; q

0) 2 E, xN 2 G(qN ; q0) and x0 2 R
�
(qN ; q

0); xN
�
.

Therefore, � can be extended by a discrete transition to b� = (b� ; bq; bx) withb� = f[�i; � 0i ]gN+1
i=0 , �N+1 = � 0

N+1 = �N , q(�N+1) = q0, and x(�N+1) = x0.

In both cases the maximality of � is contradicted. 2

The following lemma states that a hybrid automaton is deterministic

if (1) discrete transitions are forced by the continuous ow exiting the

invariant whenever they are enabled by the corresponding guard, (2) no

two discrete transitions are enabled simultaneously, and (3) no point can

be mapped onto two di�erent points by the reset map.

Lemma 2 A hybrid automaton H with transverse invariants is deter-
ministic if
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1 x 2 S(q;q0)2E G(q; q
0) implies that x 2 Out(q);

2 (q; q0) 2 E and (q; q00) 2 E with q0 6= q00 imply G(q; q0) \G(q; q00) =
;; and

3 (q; q0) 2 E and x 2 G(q; q0) imply jR(q; q0; x)j � 1.

Proof. Assume, for the sake of contradiction, that there exists an initial

state (q0; x0) 2 Init and two maximal executions � = (�; q; x) and b� =

(b� ; bq; bx) starting at (q0; x0) with � 6= b�. Let  = (�; p; y) 2 H(q0;x0)

denote the maximal common pre�x of � and b�. Such a pre�x exists as

the executions start at the same initial state. Note that  is not an in�nite

execution, as � 6= b�. Therefore, as in the proof of Lemma 1, � can be

assumed to be of the form � = f[�i; �0i]gNi=0, as otherwise the maximality

of  would be contradicted by an existence and uniqueness argument

of the continuous solution along f . Let (qN ; xN ) =
�
q(�0

N
); x(�0

N
)
�
=�bq(�0

N
); bx(�0

N
)
�
. We distinguish the following cases:

Case 1: �0
N
62 f� 0

i
g and �0

N
62 fb� 0

i
g, i.e., �0

N
is not a time when a discrete

transition takes place in either � or b�. Then, by the de�nition of execu-

tion and a standard existence and uniqueness argument for continuous

dynamical systems, there exists � > 0 such that the pre�xes of � andb� are de�ned over b� = f[�i; �0i]gN�1i=0 [�N ; �
0
N
+ �) and are identical. This

contradicts the maximality of  .

Case 2: �0
N
2 f� 0

i
g and �0

N
62 fb� 0

i
g, i.e., �0

N
is a time when a discrete

transition takes place in � but not in b�. The fact that a discrete transition
takes place at (qN ; xN ) in � indicates that there exists q0 2 Q such that

(qN ; q
0) 2 E and xN 2 G(qN ; q

0). No discrete transition at (qN ; xN )

in b� indicates that there exists � > 0 such that b� is de�ned over b� =

f[�i; �0i]gN�1i=0 [�N ; �
0
N
+ �). A necessary condition for this is that xN 62

Out(q). This contradicts Condition 1 of the lemma.

Case 3: �0
N
62 f� 0

i
g and �0

N
2 fb� 0

i
g, symmetric to Case 2.

Case 4: �0
N

2 f� 0
i
g and �0

N
2 fb� 0

i
g, i.e., �0

N
is a time when a dis-

crete transition takes place in both � and b�. A discrete transition at

(qN ; xN ) in both � and b� indicates that there exist (q0; x0) and (bq0; bx0)
such that (qN ; q

0) 2 E, (qN ; bq0) 2 E, xN 2 G(qN ; q
0), xN 2 G(qN ; bq0),

x0 2 R
�
(qN ; q

0); xN
�
, and bx0 2 R�(qN ; bq0); xN�. Note that by Condition 2

of the lemma, q0 = bq0, hence, by Condition 3, x0 = bx0. Therefore, the

pre�xes of � and b� are de�ned over b� = f[�i; �0i]gNi=0[�N+1; �
0
N+1], with

�N+1 = �0
N+1 = �0

N
, and are identical. This contradicts the maximality

of  . 2
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Summarizing Lemmas 1 and 2 leads to the following result.

Theorem 1 If a hybrid automaton with transverse invariants satis�es
the conditions of Lemma 1 and 2, then it accepts a unique in�nite exe-
cution for all (q0; x0) 2 Init.

3 Zeno Hybrid Automata

De�nition 7 (Zeno Hybrid Automaton) A hybrid automaton H

is called Zeno if there exists (q0; x0) 2 Init such that all executions in
H1(q0;x0) are Zeno executions.2

We illustrate the Zeno property through examples: an automaton mod-

eling a water tank system and an automaton modeling a bouncing ball.

First, however, a hybrid automaton that does not have transverse invari-

ants is discussed.

3.1 Non-Analytic Automaton

Consider the smooth, but non-analytic, scalar function, s, given by s(x) =

exp(�1=jxj) sin(1=jxj) if x 6= 0 and s(0) = 0. We de�ne a hybrid automa-

ton by

� Q = fq1; q2g and X = R;

� Init = Q�X;

� f(q; x) = 1 for all (q; x) 2 Q�X;

� I(q1) = fx 2 X : s(x) � 0g and I(q2) = fx 2 X : s(x) � 0g;

� E = f(q1; q2); (q2; q1)g;

� G(q1; q2) = fx 2 X : s(x) � 0g and G(q2; q1) = fx 2 X : s(x) �
0g; and

� R
�
(q1; q2); x

�
= R

�
(q2; q1); x

�
= fxg.

2An alternative de�nition is that a Zeno automaton requires at least one execution
in H1

(q0 ;x0)
to be Zeno. For deterministic hybrid automata, such as the ones discussed

in the subsequent examples, the two de�nitions coincide.
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Figure 1: Water tank system and the corresponding hybrid automaton.

It is easy to see that the in�nite execution of this automaton with initial

state (q1;�1) exhibits an in�nite number of discrete transitions by �1 =

1. The reason is that the non-analytic function s has an in�nite number

of zeros in the bounded interval (�1; 0) and hence the automaton is a

Zeno hybrid automaton.

3.2 Water Tank Automaton

Consider the water tank system of [2] shown in Figure 1. For i = 1; 2, let

xi denote the volume of water in Tank i, and vi > 0 denote the (constant)

ow of water out of Tank i. Let w denote the constant ow of water into

the system, directed exclusively to either Tank 1 or Tank 2 at each point

in time. The objective is to keep the water volumes above r1 and r2,

respectively (assuming that x1(0) > r1 and x2(0) > r2). This is to be

achieved by a switched control strategy that switches the inow to Tank 1

whenever x1 � r1 and to Tank 2 whenever x2 � r2. More formally, the

water tank automaton is a hybrid automaton, denoted WT, with

� Q = fq1; q2g and X = R2;

� Init = Q� fx 2 X : (x1 � r1) ^ (x2 � r2)g, r1; r2 > 0;

� f(q1; x) = (w� v1;�v2) and f(q2; x) = (�v1; w� v2), v1; v2; w > 0;

� I(q1) = fx 2 X : x2 � r2g and I(q2) = fx 2 X : x1 � r1g;

� E = f(q1; q2); (q2; q1)g;

� G(q1; q2) = fx 2 X : x2 � r2g and G(q2; q1) = fx 2 X : x1 � r1g;
and
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� R =
�
(q1; q2); x

�
= R

�
(q2; q1); x

�
= fxg.

It is straightforward to show that WT accepts a unique in�nite execution

for each initial state and that it is Zeno.

Proposition 1 The water tank automaton WT accepts a unique in�-
nite execution for each initial state.

Proof. Let �(q1; x) = x2 � r2 and �(q2; x) = x1 � r1. Then L
1
f
�(q1; x) =

�v2 < 0 and L1
f
�(q2; x) = �v1 < 0. Since both f and � are analytic func-

tions of x and I(qi) = fx 2 X : �(qi; x) � 0g, the water tank automaton

has transverse invariants.

Note that n(q1; x) = 0 if x2 6= r2, and n(q1; x) = 1 if x2 = r2,

therefore Out(q1) = fx 2 X : x2 � r2g = G(q1; q2) (and similarly for

q2). This implies that Conditions 1 of both Lemma 1 and Lemma 2

are satis�ed. Condition 2 of Lemma 2 is trivially satis�ed. Moreover,

since
��R�(q1; q2); x��� = ��R�(q2; q1); x��� = 1, Condition 2 of Lemma 1 and

Condition 3 of Lemma 2 are also satis�ed. The proposition follows from

Theorem 1. 2

Proposition 2 If maxfv1; v2g < w < v1 + v2, then the water tank au-
tomaton WT is Zeno. The Zeno time is �1 =

�
x1(0) + x2(0)� r1 � r2

��
(v1 + v2 �w), where (x1(0); x2(0)) is the continuous part of the initial
state.

Proof. By straightforward calculation. 2

3.3 Bouncing Ball Automaton

Consider a simple model of an elastic ball bouncing on the ground, losing

a fraction of its energy with each bounce. Let x1 denote the altitude of

the ball and x2 its vertical speed. A hybrid automaton, BB, describing
this system is shown in Figure 2 and is de�ned by

� Q = fqg and X = R2;

� Init = fqg � fx 2 X : x1 � 0g;

� f(q; x) = (x2;�g) with g > 0;

� I(q) = fx 2 X : x1 � 0g;
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� E = f(q; q)g;
� G(q; q) = fx 2 X : [x1 < 0]_ [(x1 = 0) ^ (x2 � 0)]g; and
� R

�
(q; q); x

�
= f(x1;�x2=c)g with c � 1.

We can again show that BB accepts a unique execution for each initial

state and that it is Zeno.

Proposition 3 The bouncing ball automaton BB accepts a unique ex-
ecution for each initial state.

Proof. Let �(q; x) = x1. Then L
1
f
�(q; x) = x2 and L

2
f
�(q; x) = �g 6= 0.

Since both f and � are analytic functions of x and I(q) = fx 2 X :

�(q; x) � 0g, the bouncing ball automaton has transverse invariants.

Note that n(q; x) = 0 if x1 6= 0, n(q; x) = 1 if (x1 = 0)^ (x2 6= 0), and

n(q; x) = 2 if (x1 = 0) ^ (x2 = 0). Therefore, Out(q) = fx 2 X : [x1 <

0]_ [(x1 = 0) ^ (x2 < 0)]_ [(x1 = 0) ^ (x2 = 0)]g = G(q; q). This implies

that Conditions 1 of both Lemma 1 and Lemma 2 are satis�ed. Condi-

tion 2 of Lemma 2 is trivially satis�ed. Moreover, since jR
�
(q; q); x

�
j = 1,

Condition 2 of Lemma 1 and Condition 3 of Lemma 2 are also satis�ed.

The proposition follows from Theorem 1. 2

Proposition 4 If c > 1, the bouncing ball automaton BB is Zeno. The
Zeno time is

�1 =
x2(0)

g
+

(c+ 1)
p
x2(0)2 + 2gx1(0)

g(c� 1)
;

where (x1(0); x2(0)) is the continuous part of the initial state.

Proof. The �rst bounce occurs at time

�1 = � 00 =
�
x2(0) +

p
x2(0)2 + 2gx1(0)

��
g:

The next bounce occurs at time �2 = � 01 = �1+2x2(�1)=g. More generally,

bounce N occurs at time �N = �1 +
PN

k=1 2x2(�1)=(gc
k�1). Since c > 1

the series on the right hand side converges to the value of �1 given in

the proposition. 2

3.4 Discussion

The three examples introduced above have some similar properties but

shed light on di�erent aspects of the Zeno phenomenon. The type of Zeno
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1x  = x2

2x  = -g

x  > 01
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1x  < 0 <

2x  < 0

<

x  = 01

cx  := -x2 2

Figure 2: Hybrid automaton for a simple model of the bouncing ball.

execution observed in the �rst example cannot occur in hybrid systems

with transverse invariants. However, in many cases the invariants cannot

be described as I(q) = fx 2 X : �(q; x) � 0g, for some � analytic in x.

This is, for example, the case with polygonal invariant sets. Zeno execu-

tions related to these types of systems are the topic of current research,

but will not be discussed further here.

The water tank automaton and the bouncing ball automaton both

have transverse invariants. In these examples, the Zeno phenomenon is

due to modeling simpli�cations. In the water tank example the dynamics

of switching the input ow fromone tank to the other are abstracted away,

while in the bouncing ball example the bounce dynamics are replaced

by a simple reset map. A way of resolving the Zeno phenomenon by

reintroducing some of these physical considerations through the process of

regularization is discussed in the next section. The bouncing ball example

is the only one with a non-trivial reset map, which leads to discontinuities

in the evolution of the continuous state. The water tank automaton, on

the other hand, demonstrates a situation where analysis and controller

synthesis techniques may fail in the presence of Zeno executions. It is

easy to show (for example, by induction) that along all executions of the

water tank automaton the water in both tanks remains above the desired

levels. Clearly this is not the case for the physical system the automaton

is supposed to model.

In all of the above examples, an in�nite number of transitions takes

place in the time interval (�1� �; �1) for any � > 0. There are, however,

also Zeno hybrid automata for which there exists an interval (�1��; �1)
in which no transitions take place, while an in�nite number of transitions

takes place at �1. One such example is the obvious hybrid automa-

ton that describes the evolution of the discontinuous di�erential equa-
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tion dx=dt = �signx. More generally, di�erential equations of the form

dx=dt = F (x), where F is piecewise continuous, tend to exhibit this

kind of Zeno behavior. The classical way of analyzing such systems is by

introducing the notion of sliding modes [9,19].

4 Regularization

Regularization is a standard technique for dealing with di�erential equa-

tions whose solutions are not well de�ned. We propose a similar approach

to extend Zeno executions beyond the Zeno time, primarily for the pur-

pose of simulation. The formal treatment of how to regularize general

Zeno hybrid automata is the topic of current research. Here we limit

ourselves to speci�c regularizations of the water tank and bouncing ball

automata introduced above. All regularizations are motivated by phys-

ical considerations of the underlying systems. For the water tank au-

tomaton, it is interesting to notice that di�erent regularizations suggest

di�erent extensions of the executions. For the bouncing ball automaton,

all extensions considered here are consistent with one another and phys-

ical intuition. The regularizations are only presented graphically in this

section (see [11] for formal de�nitions).

Consider a non-blocking and deterministic hybrid automaton H and

assume that for every (q0; x0) 2 Init the execution � 2 H1(q0;x0) is Zeno.
Regularization of H involves constructing a family of deterministic, non-

blocking, and non-Zeno automata H�, parameterized by a real valued

parameter, � > 0, and a continuous map,

� : Q� �X� ! Q�X;

relating the state of each H� to the state of H. Given an execution

�� = (��; q�; x�), we use �(��) as a shorthand notation for the collection

(�; q; x) with � = ��, and
�
q(t); x(t)

�
= �

�
q�(t); x�(t)

�
for all t 2 � .

Note that in general �(��) will not be an execution of H. However, the

construction of the familyH� should be such thatH� tends toH as � tends

to 0, in the sense that if (q�0 ; x�0) 2 Init�, then �(q�0; x�0) 2 Init, and

if �� is the execution of H� with initial condition (q�0 ; x�0), then �(��)

converges to � 2 H1
�(q�0 ;x�0 )

over all compact subintervals of [�0; �1),

where the convergence is taken in the Skorohod metric [4,6].3

3The Skorohod metric has the following interpretation for the continuous state of
an execution [6]. The limit lim�#0 xa(t) = x(t), for all t 2 [t0; t1], means that there
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4.1 Regularized Water Tank Automaton

We �rst study temporal and spatial regularizations of the water tank

automaton. Throughout, we assume that

maxfv1; v2g < w < v1 + v2;

so that WT is Zeno.

3x  > ε

3x  > ε

x  := 03

x  < r2 2

x  < r1 1

x  := 03
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Figure 3: Temporal regularization of the water tank automaton.

Physically, temporal regularization represents a situation where there

is a delay, � > 0, between the time the inow is commanded to switch

from one tank to the other and the time the switch actually takes place.

The temporal regularization of the water tank automaton,WTT
�
, is shown

in Figure 3 and is de�ned as the hybrid automaton

� Q = fq1; q01; q2; q02g and X = R3;

� Init = fq1; q2g � fx 2 X : (x1 � r1) ^ (x2 � r2)g;

exists a strictly increasing, continuous, surjective function � : [t0; t1] ! [t0; t1], such

that maxt2[t0;t1] j�(t)� tj ! 0 as � ! 0 and maxt2[t0;t1] kx�

�
�(t)

�
� x(t)k ! 0 as

� ! 0. The function � can be interpreted as a deformation of the time axis. The
Skorohod metric was originally used for stochastic point processes [4].
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Figure 4: Simulation of temporally regularized water tank automaton

WTT
� .

� f(q1; x) = (w � v1;�v2; 0), f(q01; x) = (w � v1;�v2; 1), f(q2; x) =
(�v1; w � v2; 0), and f(q

0
2; x) = (�v1; w � v2; 1);

� I(qi) = fx 2 X : xi � rig and I(q0
i
) = fx 2 X : x3 � �g for

i = 1; 2;

� E = f(q1; q01); (q01; q2); (q2; q02); (q02; q1)g;

� G(q1; q
0
1) = fx 2 X : x2 � r2g, G(q01; q2) = fx 2 X : x3 � �g,

G(q2; q
0
2) = fx 2 X : x1 � r1g, and G(q02; q1) = fx 2 X : x3 � �g;

and

� R
�
(qi; q

0
i
); x
�
= f(x1; x2; 0)g for i = 1; 2 and R

�
(q01; q2); x

�
= R((q02;

q1); x) = fxg.

It is easy to show that WTT
�
accepts a unique non-Zeno execution for

each initial state. Overloading the notation somewhat, we can express
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the relation between the states of WTT� and the states of WT through

the map4

�
�
qi; (x1; x2; x3)

�
= �

�
q0i; (x1; x2; x3)

�
=
�
qi; (x1; x2)

�
; for i = 1; 2:

If we set r1 = r2 = 1, v1 = 2, v2 = 3, and w = 4, and assume that

initially x1(0) = x2(0) = 2 and q(0) = q1, then �1 = 2. Figure 4 shows

simulation results for WTT
�
; x1 and x2 are plotted as functions of time

for two values of �, 0:1 and 0:01. Notice that as � decreases, the execution

of WTT
�
converges over the interval (�0; �1) = (0; 2) to the execution of

WT, in the sense discussed above. For t > �1, the continuous part of

the execution of WTT
�
tends to

�
x1(t); x2(t)

�
=
�
1; 1� (t � �1)

�
.

The spatial regularization of the water tank automaton corresponds

to a situation where the measurement of x1 and x2 is based on oats,

which have to move a certain distance � to register a change. It can be

implemented by introducing a minimumdeviation in the continuous state

variables between the discrete transitions. The regularized automaton,

WTS
�
, is presented in Figure 5 and is de�ned as the hybrid automaton

with

� Q = fq1; q2g and X = R4;

� Init = fq1; q2g�fx 2 X : (x1 � r1)^ (x2 � r2)^ (x3 = r1)^ (x4 =
r2)g;

� f(q1; x) = (w � v1;�v2; 0; 0) and f(q2; x) = (�v1; w� v2; 0; 0);

� I(q1) = fx 2 X : x2 � x4��)g and I(q2) = fx 2 X : x1 � x3��)g;
� E = f(q1; q2); (q2; q1)g;
� G(q1; q2) = fx 2 X : x2 � x4 � �g and G(q2; q1) = fx 2 X : x1 �
x3 � �g; and

� R
�
(q1; q2); x

�
= f(x1; x2; x3; x2)g and R

�
(q2; q1); x

�
= f(x1; x2; x1; x4)g.

Again one can show that WTS
�
accepts a unique non-Zeno execution for

each initial state. We can relate the state of WTS� to the state of WT
through

�
�
qi; (x1; x2; x3; x4)

�
=
�
qi; (x1; x2)

�
; for i = 1; 2:

4Formally, we need to eliminate all \inert" transitions from � , that is, replace

all [�i; �
0

i][�i+1; �
0

i+1] for which �
�
q�(� 0i); x�(�

0

i)
�
= �

�
q�(�i+1); x�(�i+1)

�
by a single

interval [�i; � 0i+1].
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Figure 6 shows simulation results for WTS� with � = 0:1 and 0:01 and

the parameters given above. As for the temporal regularization, the

execution of WTS
�
converges to the execution of WT over the interval

(�0; �1). For t > �1, however, the execution converges to x1(t) = x2(t) =

�(t� �1)=2+1, which is di�erent from the limit in the case of temporal

regularization.

2x  < x  -4 ε
x  := x4 2

1x  < x  -3 ε
3 1x  := x

x  = x  = 03 4

2x  > x  -4 ε

x  = -v
x  = x  = 03 4

ε1x  > x  -3

x  = -v
x  = w-v

1x  = w-v
2

1

2

1 1

22

Figure 5: Spatially regularized water tank automaton WTS� .

4.2 Regularized Bouncing Ball Automaton

Next, we consider temporal and dynamic regularizations of the bouncing

ball automaton. Throughout we assume c > 1 so that BB is Zeno.

Temporal regularization corresponds to a situation where each bounce

of the ball takes time � > 0. The temporally regularized automaton,BBT
�
,

is given in Figure 7. The de�nition of BBT
�
is given by

� Q = fq; q0g and X = R3;

� Init = fqg � fx 2 X : x1 � 0g;

� f(q; x) = (x2;�g; 0) and f(q0; x) = (0; 0; 1);

� I(q) = fx 2 X : x1 � 0g and I(q0) = fx 2 X : x3 � �g;

� E = f(q; q0); (q0; q)g;

� G(q; q0) = fx 2 X : [x1 < 0]_ [(x1 = 0)^ (x2 � 0)]g and G(q0; q) =
fx 2 X : x3 � �g; and

� R
�
(q; q0); x

�
= f(x1; x2; 0)g and R

�
(q0; q); x

�
= f(x1;�x2=c; x3)g.
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Figure 6: Simulation of the spatially regularized water tank automaton

WTS
�
.

One can show that BBT
�
accepts a unique non-Zeno execution for each

initial state. The state of BBT
�
is related to the state of BB by

�
�
q; (x1; x2; x3)

�
= �

�
q0; (x1; x2; x3)

�
=
�
q; (x1; x2)

�
:

If we set g = 10 and c = 2 and assume that initially x1(0) = 0 and

x2(0) = 10, then �1 = 4. Figure 8 shows simulation results for BBT
�
;

x1 and x2 are plotted as a function of time for � = 0:1 and 0:01. As

� decreases, the execution of BBT
�
converges to the execution of BB for

t 2 (0; �1). For t > �1 the execution of BBT� converges to the constant

x1(t) = x2(t) = 0, which is physically intuitive.

Finally, consider a dynamic regularization of the bouncing ball au-

tomaton, where the ground is modeled as a sti� spring with spring con-

stant 1=� and no damping. The dynamic regularization of the bouncing

ball automaton, BBD� , is shown in Figure 9 and is given by

� Q = fq; q0g and X = R2;
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x  = x  = 01 2

3x  = 1

3x  < ε

3x  > ε

1x  = x2

2x  = -g

3x  = 0

1x  < 0 <

3x  := 0
2x  < 0

cx  := -x2 2

x  > 0

<

x  = 0

1

1

Figure 7: Temporal regularization of the bouncing ball automaton.
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Figure 8: Simulation of the temporal regularization of the bouncing ball.

� Init = fqg � fx 2 X : x1 � 0g;
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� f(q; x) = (x2;�g) and f(q0; x) = (x2;�x1=�);
� I(q) = fx 2 X : x1 � 0g and I(q0) = fx 2 X : x1 � 0g;
� E = f(q; q0); (q0; q)g;
� G(q; q0) = fx 2 X : [x1 < 0]_ [(x1 = 0)^ (x2 � 0)]g and G(q0; q) =
fx 2 X : x1 � 0g; and

� R
�
(q; q0); x

�
= fxg and R

�
(q0; q); x

�
= f(x1;�x2=c)g.

One can show that BBD� is deterministic, non-blocking, and non-Zeno.

The state of BBD� is related to the state of BB by

�
�
q; (x1; x2)

�
= �

�
q0; (x1; x2)

�
=
�
q; (x1; x2)

�
:

Figure 10 shows simulation results for BBD
�
with � = 0:01 and 0:0001, and

the parameter values given above. As � decreases, the execution of BBD
�

converges to the execution of BB before �1, and to (x1(t); x2(t)) = (0; 0)

after �1. Notice that the limiting behaviors of the temporal and dynamic

regularizations for the bouncing ball are consistent with one another and

with physical intuition.

1x  < 0 <

x  = 01 2x  < 0

<

1x  = x2

1x  < 0

1x  = x2

2x  = -g

1x  > 0

x  > 0

2x  = -x ε1

x  := x2 2 c
1

Figure 9: Dynamic regularization of the bouncing ball.

5 Conclusions

We gave an introductory discussion on Zeno hybrid automata. We showed

how Zeno executions can arise as a result of modeling over-abstraction,
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Figure 10: Simulation of the dynamic regularization of the bouncing ball.

and discussed their importance for the analysis, controller synthesis, and

simulation of hybrid automata.

In some cases (for example, in simulation) it may be desirable to ex-

tend a Zeno execution beyond the Zeno time. If the Zeno execution is

a result of modeling over-abstraction, the extension should be motivated

by intuition about what a more detailed model of the underlying phys-

ical process may involve. We proposed a method for performing such

extensions using regularization techniques. Unfortunately, our examples

indicated that in some cases the extension obtained through regulariza-

tion may be non-unique, and may depend on the speci�c assumptions

made about the detailed model. This is, however, not surprising, since

it is well-known that variable structure systems need not have a unique

(Filippov) solution [19].

The work presented here is just a �rst step towards a more com-

plete understanding of the Zeno phenomenon. Current research focuses

on deriving conditions to determine when an automaton is Zeno, and

classifying di�erent types of Zeno executions. In parallel we are working
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towards formalizing the notion of an extension and investigating di�erent

approaches to perform extensions for simulation, including regularization,

averaging and Filippov solutions.
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