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Abstract

In this thesis we study optimization versions of NP-complete constraint satisfaction
problems. An example of such a problem is the Maximum Satisfiability problem.
An instance of this problem consists of clauses formed by Boolean variables and the
goal is to find an assignment to the variables that satisfies as many clauses as pos-
sible. Since it is NP-complete to decide if all clauses are simultaneously satisfiable,
the Maximum Satisfiability problem cannot be solved exactly in polynomial time
unless P = NP. However, it may be possible to solve the problem approximately,
in the sense that the number of satisfied clauses is at most some factor c from the
optimum. Such an algorithm is called a c-approximation algorithm. The foundation
of the results presented in this thesis is the approximability of several constraint
satisfaction problems. We provide both upper and lower bounds on the approx-
imability. A proof of an upper bound is usually a polynomial time c-approximation
algorithm for some c, while a proof of a lower bound usually shows that it is NP-
hard to approximate the problem within some c. We also use hardness results for
constraint satisfaction problems to prove hardness results for other optimization
problems.

As for upper bounds, we use a combination of semidefinite programming and
randomized rounding to construct a randomized 1.380-approximation algorithm
for the Set Splitting and Not-All-Equal Satisfiability problems and a randomized
(p−Θ(p−12))-approximation algorithm for systems of linear equations mod p with at
most two unknowns in each equation. Using randomized sampling, we construct a
randomized polynomial time approximation scheme for dense instances of arbitrary
k-ary constraint satisfaction problems.

With a combination of PCP techniques and representation theory for Abelian
groups, we prove that it is NP-hard to approximate a k-ary constraint satisfaction
problem over sets of cardinality D within Dk−2

√
k+1+1 − ε, for any constant ε > 0.

As a comparison, the best currently known algorithm approximates the problem
within Dk−1.

Using a reduction from systems of linear equations mod 2 with exactly three
occurrences of each variable, we prove that it is NP-hard to approximate the Asym-
metric Traveling Salesman Problem with distances one and two within 2805/2804−ε
for every constant ε > 0. For the special case where the distance function is con-
strained to be symmetric, we prove a lower bound of 5381/5380−ε for every constant
ε > 0.

Finally, we improve earlier reductions and combine the improved reduction with
a recent PCP characterization of NP to prove that the size of a maximum clique
in a graph with n vertices cannot be approximated in polynomial time within
n1−O(1/

√
log logn) unless NP ⊆ ZPTIME(2O(logn(log logn)3/2)).
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Sammanfattning

Denna doktorsavhandling – vars titel kan översättas med Approximativ lösning av
villkorsproblem – behandlar optimeringsvarianter av olika typer av villkorsproblem.
En instans av ett s̊adant problem är en mängd villkor över diskreta variabler och
målet är att konstruera en tilldelning till variablerna p̊a ett s̊adant sätt att s̊a många
villkor som möjligt är uppfyllda. Ett exempel är när variablerna är booleska och
villkoren är skrivna p̊a konjunktiv normalform. Villkoren kan d̊a se ut p̊a följande
sätt:

x ∨ y ∨ z,
x ∨ y ∨ z,
x ∨ y ∨ z,
x ∨ y ∨ z,
x ∨ y ∨ z.

Eftersom problemet att avgöra om alla villkoren är satisfierbara samtidigt är NP-
fullständigt är det osannolikt att det finns en algoritm som löser optimeringsva-
rianten – att uppfylla s̊a många villkor som möjligt – av problemet i polynomisk
tid. I själva verket är ovanst̊aende, och många liknande, villkorsproblem lösbara i
polynomisk tid endast om P = NP, vilket gör det intressant att undersöka om det
är möjligt att lösa optimeringsproblemet approximativt i polynomisk tid. En ap-
proximativ lösning är en variabeltilldelning som uppfyller åtminstone en viss andel
av det optimala antalet uppfyllda villkor.

Inom detta omr̊ade är det möjligt att visa tv̊a typer av resultat. För det första
att det g̊ar att approximera ett problem inom n̊agon viss faktor. Ett bevis för ett
s̊adant resultat best̊ar i princip av en c-approximationsalgoritm – en algoritm som
beräknar en lösning vars vikt är högst en faktor c fr̊an den optimala vikten. Ju
lägre c desto bättre; om c = 1 löser algoritmen problemet exakt. Den andra typen
av resultat är att det är sv̊art att approximera ett problem inom en viss faktor.
Ett bevis för ett s̊adant resultat visar normalt att det är NP-sv̊art att approximera
problemet inom n̊agot visst c.

Avhandlingen best̊ar av tv̊a inledande kapitel, sex kapitel med redogörelser för
viktiga tidigare resultat inom omr̊adet och sex kapitel med nya resultat. Inledning-
en beskriver en tillämpning – att hitta det tidsoptimala sättet att borra de h̊al som
behövs i de längsg̊aende balkarna i en lastbil. Därefter definieras de problem som
behandlas i avhandlingen informellt och en redogörelse för avhandlingens uppbygg-
nad ges. Det andra inledande kapitlet inneh̊aller formella definitioner av de problem
och komplexitetsklasser som används i resten av avhandlingen.

De sex bakgrundskapitlen tar upp tekniker som används för att visa de nya re-
sultaten i avhandlingen. Kapitel 3 beskriver n̊agra sannolikhetsteoretiska begrepp:
slumpalgoritmer och gränser för sannolikheten för händelser i sannolikhetsfördel-
ningens svans. Den typiska tillämpningen av de senare gränserna är studier av en
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vi Sammanfattning

stokastisk variabel W som är en summa av indikatorvariabler. Händelsen vars san-
nolikhet ska begränsas är d̊a p̊a formen {|W − E[W ]| > a} och det g̊ar att visa att
sannolikheten för en s̊adan händelse i många fall avtar exponentiellt med växande a.

Kapitel 4 beskriver hur approximationsalgoritmer kan konstrueras genom att
kombinera linjära eller semidefinita relaxeringar med en slumpmässig avrundnings-
procedur. Beviset för den resulterande approximationsalgoritmens kvalitet best̊ar
av tv̊a steg: Först noteras att optimallösningen till en relaxering av ett maximerings-
problem är åtminstone lika stor som ursprungsproblemets optimallösning. Därefter
visas att avrundningssteget försämrar den relaxerade målfunktionens värde med en
faktor högst c. Slutsatsen blir att algoritmen är en c-approximationsalgoritm.

I kapitel 5 beskrivs en teknik som används för att överföra approximationsresul-
tat för ett visst problem till resultat för andra problem. Här används ett indirekt
bevisförfarande: Vi antar att ett problem är lätt att approximera och visar att
det medför att ett känt sv̊arapproximerbart problem ocks̊a är lätt att approxime-
ra. Slutsatsen av detta blir att det ursprungliga problemet inte kan vara lätt att
approximera.

Kapitel 6 beskriver hur man genom ett stickprovsförfarande kan konstruera
approximationsalgoritmer för vissa typer av villkorsproblem. I kapitel 7 beskrivs
hur funktioner fr̊an en ändlig abelsk grupp till de komplexa talen kan utvecklas i
en fourierserie. I kapitel 8 beskrivs slutligen probabilistiskt verifierbara bevis – bevis
vars korrekthet kan verifieras av en algoritm som endast tittar p̊a ett litet antal
slumpmässigt valda positioner i beviset.

I de sex avslutande kapitlen ges följande resultat: I kapitel 9 studerar vi pro-
blemet att givet en ändlig mängd S och ett antal delmängder av S dela upp S i
tv̊a delar p̊a ett s̊adant sätt att s̊a många av de givna delmängderna som möjligt
inneh̊aller element fr̊an b̊ada delarna. Genom att kombinera en semidefinit relax-
ering av problemet med en slumpmässig avrundningsprocedur konstruerar vi en
1,380-approximationsalgoritm.

I kapitel 10 studerar vi problemet att satisfiera s̊a många givna linjära ekvationer
som möjligt. I det specialfall vi behandlar antar variablerna värden i Zp och varje
ekvation inneh̊aller högst tv̊a s̊adana variabler. Vi visar att det finns en algoritm
som approximerar detta problem inom p − Θ(p−12) i polynomisk tid genom att
utveckla ett nytt sätt att uttrycka problemet med en semidefinit relaxering.

I kapitel 11 studerar vi problemet att givet en familj villkor, där varje villkor
beror av högst k variabler som antar värden i en ändlig mängd G, satisfiera s̊a
många villkor som möjligt. Vi visar att det är NP-sv̊art att approximera detta
problem inom |G|k−2

√
k+1+1 − ε för varje ε > 0. Beviset använder en kombination

av fourierserieutvecklingar av funktioner fr̊an ändliga abelska grupper till de kom-
plexa talen och en karakterisering av NP i termer av probabilistiskt verifierbara
bevis.

I kapitel 12 behandlar vi täta instanser – instanser som inneh̊aller Θ(nk) villkor,
av ovanst̊aende problem. Vi visar att det för varje ε > 0 finns en stickprovsbaserad
slumpalgoritm som med hög sannolikhet approximerar s̊adana instanser inom 1 + ε
i polynomisk tid.



Sammanfattning vii

I kapitel 13 studerar vi handelsresandens problem med avst̊and ett och tv̊a.
En instans av detta problem är en samling städer och en avst̊andsfunktion som
anger avst̊andet mellan varje par av städer. Funktionen är begränsad p̊a s̊a sätt att
avst̊andet mellan tv̊a städer bara kan vara ett eller tv̊a. Målet är att konstruera
kortast möjliga tur som börjar och slutar i samma stad och besöker varje annan
stad exakt en g̊ang. Vi visar att det är NP-sv̊art att approximera detta problem
inom 2805/2804− ε för varje konstant ε > 0. Specialfallet d̊a avst̊andsfunktionen
är symmetrisk visas vara NP-sv̊art att approximera inom 5381/5380− ε för varje
konstant ε > 0.

I kapitel 14 avslutar vi avhandlingen genom att studera problemet att hit-
ta den största klicken i en graf. I en given graf med hörnmängd V är en klick
en hörmängd C ⊆ V med egenskapen att varje hörn i C har en kant till var-
je annat hörn i C. Genom att förbättra tidigare kända reduktioner och kombi-
nera dem med en karakterisering av NP i termer av probabilistiskt verifierba-
ra bevis visar vi att storleken av den största klicken i en graf med n noder in-
te kan approximeras inom n1−O(1/

√
log logn) i polynomisk tid s̊avida inte NP ⊆

ZPTIME(2O(logn(log logn)3/2)).
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Chapter 1

Introduction

Since it is very unfortunate, and costly, for a company to allocate resources in an
attempt to solve a problem that cannot be solved, it is of vital importance to know if
a computational problem is tractable or not before trying to solve it. The objective
of theoretical computer science is to classify problems with respect to the amount
of resources needed to solve them. The main parameters used to characterize the
complexity of a problem are the running time and the storage requirement needed
to solve the problem. Naturally, these parameters grow as the size of the problems
increases, which makes it interesting to determine an upper bound on the growth
rate. To get a feeling of how the running time may increase with the problem size,
let us a study a concrete example.

1.1 A Real-Life Problem

One of the first steps in the final assembly of a Scania truck is to prepare the side
members. An NC drilling machine is used to drill the holes needed later on in the
final assembly to attach various equipment—such as axles, breaks, and brackets—to
the member. There are four drilling units in the machine, two for each member, that
drill the front and rear halves, respectively, of the member. The time to drill all the
holes in one pair of members is currently (April 2000) between eight and thirteen
minutes and this part of the final assembly constitutes one of the bottlenecks in the
European production.

The time needed to actually drill the holes in the member cannot be lowered
unless a new drilling machine is acquired. However, it is possible to lower the time
that is needed to move the drill between the holes by selecting the best possible
drilling order. There are three contributions to this time. The first two comes from
the coordinate-wise distance between the holes, for two holes h1 and h2 we denote
these distances by dx(h1, h2) and dy(h1, h2), respectively. The third contribution
comes from the time needed to select a drill with a proper diameter. The drills are

1
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mounted on a circular plate, which means that the time needed is proportional to
the angle between the drills, denoted by dθ(h1, h2). If we suppose that the drilling
machine can move with velocities vx and vy in the x- and y-directions, respectively,
and that the circular plate containing the different drills can be rotated with angular
velocity ω, the time needed to move the drill from hole h1 to hole h2 is

t(h1, h2) = max
{
vx · dx(h1, h2), vy · dy(h1, h2), ω · dθ(h1, h2)

}
. (1.1)

We assume that each drilling unit can only cover one half of the side member. Then
our task is to solve the following problem for the front ant rear halves, respectively,
of the side member: Given n holes h1, . . . , hn, find an ordering π of the holes that
minimizes the total time

t(hπ(1), hπ(2)) + t(hπ(2), hπ(3)) + · · ·+ t(hπ(n), hπ(1)) (1.2)

needed to move the drill from the first hole hπ(1) to the second hπ(2) to the
third hπ(3) and so on to the nth hole hπ(n) and then finally back to the first
hole hπ(1).

A key philosophy at Scania is the so called modular system, which enables the
customer to customize his truck in great detail. For instance, the customer can
choose the length of the vehicle within a tolerance of ten millimeters and combine
this with practically any combination of axles, breaks, and brackets for auxiliary
equipment. In practice, this implies that every truck has a unique combination of
equipment that should be attached to it during the final assembly. Thus, every
pair of side members have a unique hole signature, which makes it infeasible to
use precomputed solutions to the problem. In fact, the program that controls the
drilling machine is used only once and then thrown away in the current (April
2000) production sequence. One way to find the best possible drilling order is to
compute for every possible order the time it takes to drill the holes in that particular
order and then select the best possible order. If we have only ten holes to drill,
there are 10! = 3 628 800 possible orders to choose between. It does not take long
for a computer to test all possible orders, and find the one with corresponding
to the shortest drilling time. But what if there are 200 holes? Then there are
200! ≈ 8 · 10374 possible orders, a tremendously huge number. In this case it is
infeasible to try all possible orders. Is there a better way? If we cannot come up
with a better way of finding the shortest possible drilling time, is it possible to find,
in reasonable time, some order that gives a drilling time reasonably close to the
optimal one?

1.2 Classification of Problems

To write down a precise definition of “solvable in reasonable time”, the notion of
NP-completeness was introduced (Cook 1971; Levin 1973). Informally, a problem
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that is NP-complete is believed not to be solvable in reasonable time. Unfor-
tunately, several optimization problems with wide use in applications were early
shown to be NP-complete (Garey and Johnson 1979).

In applications it is often sufficient to know that a solution is roughly the best
possible. For a problem known to be NP-complete, the question studied then
becomes: Is it possible to find, in reasonable time, a solution close to the optimum?
It turns out that NP-complete problems have very different behavior with respect
to approximability. The quality of an approximation algorithm can be measured
with the worst possible relative error of the solution produced by the algorithm. For
some problems, it is possible to find, in reasonable time, a solution with arbitrary
small, but of course always positive, relative error. For some other problems, it is
possible to find a solution with some constant relative error. And for some problems,
it is NP-complete to approximate the solution within every constant relative error.

The book by Ausiello et al. (1999) contains a list of more than 200 NP-complete
approximation problems and their approximability. For each problem, the list con-
tains upper bounds on the approximability, i.e., how good the best known approx-
imation algorithm is. But it also contains lower bounds on the approximability,
i.e., bounds saying that it is impossible to approximate, in reasonable time, the
solution better than some certain quantity. This reflects the research in the area:
Given some optimization problem, we do not only want to know the performance
of the best known approximation algorithm. We also want to know: What is the
best we can possibly hope for? Is it worthwhile to search for better algorithms, or
have we already found the best possible?

1.3 Our Real-Life Problem Revisited

The drilling problem described above is one of the most well-studied optimization
problems, the Traveling Salesman Problem, or TSP for short. The traveling sales-
man, in our case the drill, has to visit n cities, in our case the holes in the side
member. He wants to find, given the distances between the cities, the shortest
possible tour visiting each city and starting and ending in the same city. TSP is
NP-complete, which means that we cannot hope to find exact solutions in reason-
able time. What about approximate solutions? Christofides (1976) has constructed
an algorithm with relative error at most 50% for the cases when the distance func-
tion obeys the so called triangle inequality. The triangle inequality states that for
any three cities, or in our case holes, h1, h2, and h3 the bound

t(h1, h3) ≤ t(h1, h2) + t(h2, h3) (1.3)

holds. This bound holds for our distance function (1.1), provided that vx, vy, and ω
are non-negative. Although it is 24 years old, Christofides’s algorithm (1976) is still
the best known approximation algorithm for TSP where the distance function satis-
fies the triangle inequality. In Chapter 13 in this thesis, we prove that there can be
no algorithm with reasonable running time that has relative error less than 0.0185%.
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1.4 Problems Considered in the Thesis

The main focus in this thesis is on different versions of constraint satisfaction prob-
lems. An instance of a constraint satisfaction problem consists of a number of
constraints and the objective is to simultaneously satisfy as many constraints as
possible. We say that an algorithm is a c-approximation algorithm if it always de-
livers an answer at most a factor c from the optimum. The closer c is to one, the
better—a one-approximation algorithm solves the problem exactly.

1.4.1 Constraint Satisfaction Problems

Depending on the restrictions imposed on the constraints, different optimization
problems are obtained. In Chapter 9, we study the special case where the variables
are Boolean and the constraints are “all variables must not be equal” and “all
literals must not be equal”, respectively. These problems are usually called Max
Set Splitting and Max Not-All-Equal Sat, respectively. The reason for the former
name is that an instance of the Max Set Splitting problem can be interpreted as a
finite set S and a collection of subsets of S. The goal is then to partition S into two
parts in such a way that as many of the given subsets as possible contain elements
from both parts.

In Chapter 10, the variables are non-Boolean and the constraints are linear
equations involving at most two variables. We denote this problem Max 2-Lin mod p
when the variables assume values in Zp. In Chapters 11 and 12, the constraints are
arbitrary k-ary constraints over non-Boolean variables; this problem is denoted by
Max k-CSP-D when the variables assume values in some finite set D.

1.4.2 Other Problems

In the two final chapters, we study two problems that cannot be straightforwardly
cast as constraint satisfaction problems. In Chapter 13, we study the Traveling
Salesman Problem with Distances One and Two. An instance of this problem is a
number of cities and a distance function giving the distances between every pair of
cities. The distance function is constrained in such a way that the distance between
any two cities is either one or two. The objective is to construct a tour of minimum
distance starting and ending in the same city and visiting every other city exactly
once.

In Chapter 14, we study the Max Clique problem, i.e., the problem of finding
in a graph with vertex set V the largest possible subset C of the vertices in V such
that every vertex in C has edges to all other vertices in C.

1.5 Organization of the Thesis

Part I of the thesis contains background material and earlier results that have in-
spired our work. The new results in this thesis are contained in Part II, which
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is organized as follows: A randomized 1.380-approximation algorithm for the Max
Set Splitting and Max Not-All-Equal Sat problems is presented in Chapter 9. This
chapter is based on the paper by Andersson and Engebretsen (1998a), my contri-
bution is approximately 50%.

A new way to express combinatorial optimization problems as semidefinite pro-
grams is suggested in Chapter 10. This chapter is based on the paper by Andersson,
Engebretsen, and H̊astad (1999) and also contains applications of the methodology
to systems of linear equations mod p with at most two unknowns in each equation.
My contribution to the material covered in this chapter is approximately 40%.

In Chapter 11, we prove that the Max k-CSP problem over a finite Abelian
group G cannot be approximated within |G|k−2

√
k+1+1 − ε, for any constant ε > 0,

in polynomial time unless P = NP. This lower bound follows from a previously
unpublished note (Engebretsen 2000).

A randomized polynomial time approximation scheme for dense instances of
constraint satisfaction problems over arbitrary finite domains is presented in Chap-
ter 12. This result has previously been presented in the paper by Andersson and
Engebretsen (1998b), my contribution is approximately 50%.

Lower bounds of 2805/2804− ε on the approximability of the Asymmetric Trav-
eling Salesman Problem with Distances One and Two and 5381/5380− ε for the
symmetric version of the problem are presented in Chapter 13. This chapter is
based on the paper by Engebretsen (1999).

In Chapter 14, we prove that Max Clique cannot be approximated within
n1−O(1/

√
log logn) in polynomial time unless NP ⊆ ZPTIME(2O(log n(log logn)3/2)).

The exposition in this chapter follows the previously unpublished note by Enge-
bretsen and Holmerin (1999), my contribution is approximately 50%.
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Chapter 2

Basic Concepts

In this chapter, we give the formal definitions of the problems considered in this
thesis, the complexity classes we use and some approximation-related concepts that
we need to state our results.

2.1 Problems Considered

2.1.1 Satisfiability Problems

Definition 2.1. Max Sat is the following maximization problem: Given a collec-
tion of Boolean variables, a collection of CNF clauses over those variables, and a
collection of positive weights corresponding to each clause respectively, find a truth
assignment to the Boolean variables that maximizes the total weight of the clauses
containing at least one true literal.

Definition 2.2. Max Not-All-Equal Sat is the following maximization problem:
Given a collection of Boolean variables, a collection of CNF clauses over those
variables, and a collection of positive weights corresponding to each clause respec-
tively, find a truth assignment to the Boolean variables that maximizes the total
weight of the clauses containing both true and false literals.

Definition 2.3. Max Set Splitting is the special case of Max Not-All-Equal Sat
where the clauses do not contain any negated literals.

2.1.2 Systems of Linear Equations

Definition 2.4. Max k-Lin mod p is the following maximization problem: Given a
system of linear equations mod p with at most k variables in each equation, maximize
the number of satisfied equations.

7
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Definition 2.5. Max Ek-Lin mod p is the following maximization problem: Given
a system of linear equations mod p with exactly k variables in each equation, max-
imize the number of satisfied equations.

Definition 2.6. Max k-Lin-F is the following maximization problem: Given a sys-
tem of linear equations over some finite field F with at most k variables in each
equation, maximize the number of satisfied equations.

Definition 2.7. Max Ek-Lin-F is the following maximization problem: Given a
system of linear equations over some finite field F with exactly k variables in each
equation, maximize the number of satisfied equations.

Definition 2.8. Max E2-Lin(3) mod 2 is the special case of Max E2-Lin mod 2
where there are exactly three occurrences of each variable.

2.1.3 Graph Problems

Definition 2.9. Max Cut is the following maximization problem: Given a finite
set (V,E) and a collection of positive weights corresponding to each edge respectively,
find a partition of V into two parts that maximizes the total weight of the edges
whose endpoints belong to differents parts in the partition.

Definition 2.10. Max k-Cut is the following maximization problem: Given a finite
set (V,E) and a collection of positive weights corresponding to each edge respectively,
find a partition of V into k parts that maximizes the total weight of the edges whose
endpoints belong to differents parts in the partition.

Definition 2.11. Max Clique is the following maximization problem: Given a
graph G = (V,E) find the largest possible C ⊆ V such that if v1 and v2 are vertices
in C, then (v1, v2) is an edge in E.

Definition 2.12. The Asymmetric Traveling Salesman Problem, or Asymmetric
TSP for short, is the following minimization problem: Given a collection of cities
and a matrix whose entries are interpreted as the distance from a city to another,
find the shortest tour starting and ending in the same city and visiting every city
exactly once.

Definition 2.13. Asymmetric (1,2)-TSP is the special case of Asymmetric TSP
where the off-diagonal entries in the distance matrix are either one or two. Asym-
metric4-TSP is the special case of the traveling salesman problem where the entries
in the distance matrix obey the triangle inequality.

Definition 2.14. (1,2)-TSP is the special case of Asymmetric (1,2)-TSP where
the distance matrix is symmetric.

Definition 2.15. 4-TSP is the special case of Asymmetric 4-TSP where the dis-
tance matrix is symmetric.
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2.1.4 Constraint Satisfaction Problems

Many of the above problems are special cases of so called Constraint Satisfaction
Problems, or CSP for short.

Definition 2.16. Max CSP is the following maximization problem on n binary
variables: Given a number of functions from Zn2 to Z2, find the assignment maxi-
mizing the number of functions evaluating to 1.

Definition 2.17. Max k-CSP is the following maximization problem on n binary
variables: Given a number of functions from Zk2 to Z2, find the assignment maxi-
mizing the number of functions evaluating to 1.

Definition 2.18. Max k-CSP-D is the following maximization problem: Given a
number of functions from Dk to Z2, where D is a finite set, find the assignment
maximizing the number of functions evaluating to 1. The total number of variables
in the instance is denoted by n.

All satisfiability problems from Sec. 2.1.1 are special cases of Max CSP and the
problems from Sec. 2.1.2 are special cases of Max k-CSP and Max k-CSP-D. Of
the problems in Sec. 2.1.3, only Max Cut and Max k-Cut are constraint satisfaction
problems.

2.1.5 Promise Problems

In proofs of lower bounds a special type of problems, sometimes called promise
problems, are often used. They are decision problems constructed from optimization
problems. Typically, we are given a guarantee that the optimum of the optimization
problem is either at most c1 or at least c2, where c1 < c2, and our task is to decide
if the optimum is at least c2. In this thesis, we need the NP-complete promise
problem µ-gap E3-Sat(5) in Chapters 8, 11, and 14.

Definition 2.19. µ-gap E3-Sat(5) is the following decision problem: We are given
a Boolean formula φ in conjunctive normal form, where each clause contains exactly
three literals and each literal occurs exactly five times. We know that either φ is
satisfiable or at most a fraction µ < 1, independent of the size of the instance, of the
clauses in φ are satisfiable and are supposed to decide if the formula is satisfiable.

2.2 Complexity Classes

One way to classify algorithms is by their running time. In this section, we give
a brief account of the time complexity classes we use in the thesis. For a more
detailed treatment, we refer to Papadimitriou’s book (1994).

Definition 2.20. A language L is in the class P if there exists a Turing ma-
chine M with the following properties:
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1. For every instance x, M runs in time polynomial in |x|.

2. For instances x ∈ L, M accepts.

3. For instances x /∈ L, M rejects.

Definition 2.21. A language L is in the class NP if there exists a Turing ma-
chine M with the following properties:

1. For every instance x, M runs in time polynomial in |x|.

2. For instances x ∈ L, there exists a proof π, of size polynomial in |x|, such
that M accepts (x, π).

3. For instances x /∈ L, M does not accept (x, π) for any proof π of size polyno-
mial in |x|.

Definition 2.22. A language is in the class ZPTIME(f(n)) if there exists a Tur-
ing machine M with the following properties:

1. For every instance x, M has access to a random string ρ of size polynomial
in |x| and runs in expected, over the choice of ρ, time at most f(|x|).

2. For instances x ∈ L, M accepts.

3. For instances x /∈ L, M rejects.

Definition 2.23. A language L is in the class RTIME(f(n)) if there exists a
polynomial time Turing machine M with the following properties:

1. For every instance x, M has access to a random string ρ of size polynomial
in |x| and runs in time at most f(|x|).

2. For instances x ∈ L, Prρ[M accepts x] ≥ 1/2.

3. For instances x /∈ L, Prρ[M accepts x] = 0.

Definition 2.24. A language L is in the class coRTIME(f(n)) if there exists a
polynomial time Turing machine M with the following properties:

1. For every instance x, M has access to a random string ρ of size polynomial
in |x| and runs in time at most f(|x|).

2. For instances x ∈ L, Prρ[M accepts x] = 1.

3. For instances x /∈ L, Prρ[M accepts x] ≤ 1/2.

Definition 2.25. A language L is in the class BPTIME(f(n)) if there exists a
polynomial time Turing machine M with the following properties:

1. For every instance x, M has access to a random string ρ of size polynomial
in |x| and runs in time at most f(|x|).

2. For instances x ∈ L, Prρ[M accepts x] ≥ 2/3.

3. For instances x /∈ L, Prρ[M accepts x] ≤ 1/3.
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2.3 Approximation-Related Concepts

Another way to classify approximation algorithms is by their ability to compute
solutions close to the optimum in polynomial time.

Definition 2.26. Let P be an NP maximization problem. For an instance x of P
let opt(x) be the optimal value. A solution y, with weight w(x, y), is c-approximate
if it is feasible and w(x, y) ≥ opt(x)/c.

Definition 2.27. Let P be an NP minimization problem. For an instance x of P
let opt(x) be the optimal value. A solution y, with weight w(x, y), is c-approximate
if it is feasible and w(x, y) ≤ c · opt(x).

Definition 2.28. A c-approximation algorithm for an NP optimization problem P
is a polynomial time algorithm that for any instance x outputs a c-approximate
solution.

We use the wording to approximate within c as a synonym for to compute a c-
approximate solution.

Definition 2.29. The class Max-SNP is the class of optimization problems that
can be written on the form

max
S

∣∣{x : Φ(I, S, x)
}∣∣, (2.1)

where Φ is a quantifier-free formula, I an instance and S a solution.

Note that Papadimitriou (1994) calls this class Max-SNP0. The Max Cut problem
is an example of a problem that is in Max-SNP since it can be described as

max
S⊆V

∣∣{(x, y) : E(x, y) ∧ S(x) ∧ ¬S(y)
}∣∣, (2.2)

where E(x, y) is true if there is an edge (x, y) in the graph.

Definition 2.30. The class Apx is the class of optimization problems that can be
approximated within a constant.

Definition 2.31. A polynomial time approximation scheme for a maximization
problem P with objective function m(·) is a family {Aε}, ε > 0, of algorithms with
polynomial running time (for fixed ε) such that m(Aε(I)) ≥ (1 − ε)opt(I) for all
instances I of P , where opt(I) is the optimal value of the instance.
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Chapter 3

Randomization

Randomization has turned out to be an important concept when it comes to de-
signing approximation algorithms, in particular approximation algorithms for com-
binatorial optimization problems. The main reason for this is that a randomized
algorithm can usually be analyzed with less effort than a deterministic one. The
weight W of the solution produced by the randomized approximation algorithm is,
of course, a random variable, which means that the performance ratio of a random-
ized algorithm is also a random variable. To analyze the performance ratio of the
algorithm, it is usually easiest to bound E[W ] in terms of the optimal solution. This
gives a bound on the expected performance ratio, but there is no guarantee that
the algorithm performs that well on a particular run. One way to eliminate this
problem is to transform the randomized algorithm into a deterministic one in such
a way that this deterministic algorithm produces a feasible solution with weight
at least E[W ]. Another possibility is to prove a tail bound, i.e., a bound on the
probability that the event {|W − E[W ]| > a} occurs. In many cases it is possible
to bound this probability by a function decreasing exponentially as a increases.

We use randomness extensively in this thesis. The algorithms presented in
Chapters 9, 10, and 12 are randomized. The reduction presented in Chapter 11
uses randomness as a tool in the construction, but the resulting reduction is deter-
ministic. The reduction in Chapter 14, on the other hand, is randomized.

3.1 A Bound on the Expected Performance

The usual way to analyze the expected performance of a randomized approximation
algorithm is to write the weight of the solution produced by the algorithm as a linear
combination of indicator random variables. Since expectation is a linear operator,
we can compute the expected value of the indicator random variables separately.
We exemplify this with an approximation algorithm for Max Sat.

15
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3.1.1 An Approximation Algorithm for Max Sat

Let us study the heuristic that for every variable xi in the instance independently
sets xi to True with probability 1/2 and False with probability 1/2.

Algorithm 3.1. Takes as its input an instance of Max Sat with n variables and
outputs an assignment to these variables. For every variable xi, the algorithm
independently sets xi to True with probability 1/2 and False with probability 1/2.

For every clause Cj , we introduce the indicator random variable Yj such that Yj = 1
if Cj is satisfied and Yj = 0 otherwise. We denote the weight of the clause Cj by wj .
Then we can write the weight of the satisfied clauses as

W =
m∑
j=1

wjYj (3.1)

if there are m clauses. Once we have used two important facts, it is rather straight-
forward to compute E[W ], the expected weight of the satisfied clauses. Firstly,
expectation is a linear operator. Secondly, the expected value of an indicator ran-
dom variable is the probability that the variable is 1. Thus,

E[W ] =
m∑
j=1

wj E[Yj ] =
m∑
j=1

wj Pr[Yj = 1]. (3.2)

Notice that this means that the can compute Pr[Yj = 1] separately, regardless
of the dependence between different Yj , which vastly simplifies the analysis. The
key observation now is that for any fixed clause there is only one assignment that
does not satisfy the clause: The assignment that sets all literals in the clause
to False. A literal can be either a variable or a negated variable, but in both
cases the probability that the literal is False is 1/2. Since we assign values the
variables independently, the probability that all literals in the clause Cj are false is
2−|Cj|, where |Cj | denotes the number of literals in the clause Cj . Thus, the clause
is satisfied with probability 1 − 2−|Cj|, and we can write the expected weight of
satisfied clauses as

E[W ] =
m∑
j=1

wj(1− 2−|Cj|). (3.3)

To prove an expected performance ratio, we must somehow relate the above ex-
pression to the optimum value. A very crude upper bound on the objective value is∑m

j=1 wj , since the optimum value is always at most the total weight of the instance.
Similarly, a very crude lower bound on the factor 1− 2−|Cj| is 1/2, corresponding
to |Cj | = 1, which implies that

E[W ] ≥ 1
2

m∑
j=1

wj . (3.4)

We have now proved the following theorem:
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Theorem 3.2. Algorithm 3.1 has expected performance ratio 2.

3.1.2 Approximation Algorithms for Other Problems

Algorithm 3.3. Takes as its input an instance of Max Not-All-Equal Sat with
n variables and outputs an assignment to these variables. For every variable xi,
the algorithm independently sets xi to True with probability 1/2 and False with
probability 1/2.

Theorem 3.4. The probability that a clause Cj is satisfied by Algorithm 3.3 is
1− 21−|Ci|.

Proof. A clause Cj is satisfied unless either all literals in it evaluates to True or
all literals in it evaluates to False. Since every variable is set to True with prob-
ability 1/2 and False with probability 1/2, the probability that a literal evaluates
to True is 1/2, as is the probability that it evaluates to False. Since the variables
are assigned values independently, the probability that every literal in Cj is True
is 2−|Cj|, as is the probability that every literal is False. Thus, the probability that
the clause is satisfied is 1− 2−|Cj| − 2−|Cj| = 1− 21−|Cj|. 2

Corollary 3.5. Algorithm 3.3 has expected performance ratio 2.

Proof. Every satisfiable clause contains at least two literals. 2

Algorithm 3.6. Takes as its input an instance of Max k-Lin-F with n variables
and outputs an assignment to these variables. For every variable xi, the algorithm
independently selects a value uniformly at random in F .

Theorem 3.7. Algorithm 3.6 has expected performance ratio |F |.

Proof. We show that an arbitrary equation in the instance is satisfied with proba-
bility at least 1/|F |. Suppose that the equation is

a1x1 + · · ·+ atxt = b, (3.5)

where 1 ≤ t ≤ k and ai 6= 0 for all 1 ≤ i ≤ t. Such an equation can be rewritten as

x1 = a−1
1 (−a2x2 − · · · − atxt + b). (3.6)

Given any assignment to the variables x2, . . . , xt, the algorithm selects the correct
value for x1 with probability 1/|F | since the value of x1 is selected independently
uniformly at random from F . 2

Theorem 3.7 shows that Max k-Lin mod p is approximable within p whenever p is
prime. It is possible to show, albeit with a little more work, that the same result
holds also for Max k-Lin mod m where m is composite.
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Algorithm 3.8. Takes as its input an instance of Max k-Lin mod m, where m =
pα1

1 · · · pαkk , with variables x1, . . . , xn. Outputs an assignment with expected weight
at least a fraction 1/m of the weight of the satisfiable equations in the instance.
Given that m = pα1

1 · · · pαkk , where the p1, . . . , pk are distinct primes, the algorithm
guesses, for each s, the values of xi mod pαss uniformly at random.

Theorem 3.9. Algorithm 3.8 has expected performance ratio m.

Proof. We show that every satisfiable equation is satisfied with probability at least
1/m. Suppose that

a1x1 + · · ·+ a`x` = c mod m, (3.7)

where ` ≤ k, is a satisfiable equation. Then gcd(a1, . . . , a`,m) must divide c.
Suppose that

m =
k∏
s=1

pαss , (3.8)

where the ps are distinct primes. We now show that an equation of the form

a1x1 + · · ·+ a`x` = c mod pαss (3.9)

is satisfied with probability at least 1/pαss if we guess an assignment to the xi mod
pαss uniformly at random.

If at least one of a1, . . . , a` is a unit mod pαss , the proof is trivial. Otherwise,
gcd(a1, . . . , a`) = pts for some t ≥ 1, and in this case we can divide a1, . . . , a`, b
and c by pts to produce an equivalent equation

a1

pts
x1 + · · ·+ a`

pts
x` =

c

pts
mod pαs−ts . (3.10)

This equation will be satisfied with probability greater than 1/pαss .
Since the linear equation (3.7) is satisfied if the linear equation (3.9) is satis-

fied for every s, and since the values of xi mod pαss are chosen independently, the
probability that the linear equation (3.7) is satisfied is at least 1/m. 2

3.2 From Randomized to Deterministic

The algorithm for Max Sat from the previous section has an expected performance
ration of 2, but there is no guarantee that the algorithm performs that well for a
given run. It is currently not known if every randomized algorithm can be converted
into a deterministic algorithm with equal, or better, performance. However, the so
called method of conditional probabilities works for a large number of algorithms,
including the above approximation algorithm for Max Sat.
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The method of conditional probabilities removes randomness entirely; but there
are also other means of converting randomized algorithms to deterministic ones.
One is to reduce the of possible outcomes in such a way that all possible outcomes
can be tested in polynomial time. Such a reduction is, for instance, possible when
the randomized algorithm does not require completely independent random vari-
ables, but rather d-wise independent ones. A set of random variables is d-wise
independent if the joint probability distribution for any d-tuple of variables is the
product of the probability distributions for each of the d variables.

3.2.1 The Method of Conditional Probabilities

Suppose that we have an instance of Max Sat with the variables x1, . . . , xn and
m clauses. We have seen above that the expected number of satisfied clauses is (1−
2−k)m if the shortest clause in the instance contains k literals. This expected value
is taken over the random assignment to the variables. The main idea in the method
of conditional probabilities is to sequentially give values to the variables involved in
the problem in such a way that the expected number of satisfied equations, where
the expectation is taken over the assignment to the remaining variables, never
decreases. As above, we denote the weight of the satisfied equations by W . Note
that we can write

E[W ] =
1
2
E[W | x1 = True] +

1
2
E[W | x1 = False], (3.11)

since x1 is set True with probability 1/2 and False with probability 1/2. In partic-
ular, this implies that

max
{
E[W | x1 = True], E[W | x1 = False]

}
≥ E[W ]. (3.12)

Thus, we can choose the truth assignment t to x1 that maximizes E[W | x1 =
t], set x1 = t, and then obtain a new instance of Max Sat with n − 1 variables
and the property that the expected number of satisfied clauses is at least E[W ].
This process is repeated until all variables have been assigned a value. Then we
have an assignment satisfying at least E[W ] clauses. Since all relevant conditional
expectations can be computed in polynomial time, the entire running time of the
algorithm is polynomial. More formally, the algorithm can be stated:

For i← 1 to n:
Compute the ti ∈ {True,False} maximizing

E[W | xi′ = ti′ for all i′ ≤ i].
Set xi ← ti for all i.

For the case when all clauses have the same weight, this is exactly what Johnson
(1974) calls Algorithm B2 in his paper, although he does not state the algorithm in
terms of a probabilistic construction. The ideas behind the method of conditional
probabilities were first presented by Erdős and Selfridge (1973), and more explicit
connections to the field of probabilistic algorithms were made by Spencer (1987)
and Raghavan (1988).
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3.3 Tail Bounds

In the cases when a particular randomized algorithm does not seem to be convertible
into a deterministic one, it is of value to get an understanding of the distribution
of the answers produced by the algorithm. We saw in Theorem 3.4 that there is an
algorithm for Max Sat with expected performance ratio, but we do not know the
distribution of the performance ratio. We would want to prove some tail bound for
the performance ratio, i.e., a bound on the probability that the performance ratio
is significantly larger than the expected one.

It is possible to bound the probability that a random variable deviates signifi-
cantly from its expectation even in the case where we know only the expectation of
a random variable. The bound, which is called Markov’s inequality, is proved using
a simple observation regarding the event that the random variable is large.

Lemma 3.10. If X is any random variable with finite mean then

Pr[|X | ≥ t] ≤ E[X ]
t

(3.13)

for any t > 0.

Proof. Let A be the event that |X | ≥ t and IA be the indicator variable for that
event, i.e., a variable that is 1 when A occurs and 0 otherwise. Then |X | ≥ tIA,
which implies that E[|X |] ≥ E[tIA] = tPr[A]. 2

Markov’s inequality bounds the probability of event in the tail {|X | ≥ t} by a func-
tion decreasing polynomially fast with increasing t. In the next sections we establish
that it is in many cases possible to prove that the probability of an event in the
tail is bounded by a function decreasing exponentially fast with increasing t. This
requires that we use more than the expectation of the random variables involved.

3.3.1 Normally Distributed Variables

Although there is no closed form expression for the probability that a normally
distributed variable is at most x, it is possible to give bounds of this probability
using elementary calculus. In this section, let

φ(x) =
e−x

2/2

√
2π

(3.14)

be the density function of a normally distributed (0, 1) random variable and

Φ(x) =
∫ x

−∞
φ(t) dt. (3.15)

Lemma 3.11. Suppose that the random variable X is N(0, 1). If x > 0, then

e−x
2/2

√
2π

( 1
x
− 1
x3

)
< Pr[X > x] <

e−x
2/2

√
2πx

. (3.16)
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Proof. If we integrate Φ(x) by parts twice, we obtain

√
2π(1− Φ(x)) =

∫ ∞
x

e−t
2/2 dt

=
∫ ∞
x

te−t
2/2t−1 dt

=
e−x

2/2

x
−
∫ ∞
x

e−t
2/2t−2 dt

=
( 1
x
− 1
x3

)
e−x

2/2 + 3
∫ ∞
x

e−t
2/2t−4 dt.

(3.17)

Since all integrals in the above expression are positive,

φ(x)
( 1
x
− 1
x3

)
< 1− Φ(x) <

φ(x)
x

, (3.18)

when x > 0. 2

In Chapter 10, we need to bound the probabilities of certain events involving nor-
mally distributed random variables. As an illustration of Lemma 3.11, we provide
the bounds here.

Corollary 3.12. Let X0, . . . , Xp−1 be i.i.d. N(0, 1) random variables. Denote the
maximum of the Xi by X(p), and the second maximum by X(p−1). Then, for any
δ > 0,

Pr
[{
X(p) > (1 + δ)

√
2 ln p

}
∩
{
X(p−1) ≤ (1 + δ/2)

√
2 ln p

}]
>

1
2p2δ+δ2(1 + δ)

√
π ln p

(
1− 1

2 ln p
− 1

2pδ
√
π ln p

)
.

(3.19)

Proof. Since the Xi are i.i.d. N(0, 1),

Pr[X(p) ≥ x ∩X(p−1) ≤ y] = p(1− Φ(x))Φ(y)p−1 (3.20)

when x ≥ y. We now apply the bound on 1−Φ(x) from Lemma 3.11. This bound,
together with the fact that δ > 0, implies that

1− Φ
(

(1 + δ)
√

2 ln p
)

>
1√

2πp(1+δ)2

(
1

(1 + δ)
√

2 ln p
− 1

(1 + δ)3(2 ln p)3/2

)

>
1

2p1+2δ+δ2(1 + δ)
√
π ln p

(
1− 1

2 ln p

)
,

(3.21)
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and that

Φ
(

(1 + δ/2)
√

2 ln p
)
> 1− 1√

2πp(1+δ/2)2(1 + δ/2)
√

2 ln p

> 1− 1
2p1+δ

√
π ln p

.

(3.22)

When this is inserted into (3.20), the lemma follows. 2

Corollary 3.13. Let X and Z be i.i.d. N(0, 1) and ε ∈ [0, 1). Then, for any δ > 0,

Pr
[∣∣∣(1−

√
1− ε

)
X −

√
εZ
∣∣∣ > δ

4

√
2(1− ε) ln p

]
≤ 4p−δ

2(1−ε)/32ε

δ

√
2ε

(1 − ε)π ln p
.

(3.23)

Proof. Let W = (1 −
√

1− ε)X − √εZ. Since X and Z are independent, W ∈
N(0, σ), where

σ =

√(
1−
√

1− ε
)2

+ ε ≤
√

2ε. (3.24)

Since Pr[|W | > w] = 2(1− Φ(w/σ)),

Pr
[
|W | > δ

4

√
2(1− ε) ln p

]
= 2
(

1− Φ
( δ

4σ

√
2(1− ε) ln p

))
(3.25)

By Lemma 3.11,

1− Φ
( δ

4σ

√
2(1− ε) ln p

)
≤ 4σ
δ
√

2(1− ε) ln p
· p
−δ2(1−ε)/16σ2

√
2π

(3.26)

When these three relations are combined, the corollary follows. 2

Corollary 3.14. Let X and Z be i.i.d. N(0, 1) and ε ∈ [0, 1]. Then, for any δ > 0,

Pr
[∣∣∣(1−

√
1− ε

)
X −

√
εZ
∣∣∣ > δ/2

]
≤ 4
δ

√
ε

π
. (3.27)

Proof. As in the proof of Corollary 3.13,(
1−
√

1− ε
)
X −

√
εZ ∈ N(0, σ), (3.28)

where

σ =

√(
1−
√

1− ε
)2

+ ε ≤
√

2ε. (3.29)
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Thus,

Pr
[∣∣∣(1−

√
1− ε

)
X −

√
εZ
∣∣∣ > δ/2

]
≤ 2
(

1− Φ
(
δ/2σ

))
. (3.30)

By Lemma 3.11,

1− Φ
(
δ/2σ

)
≤ 2σ
δ
√

2π
≤ 2
δ

√
ε

π
. (3.31)

When the two above bounds are combined, the corollary follows. 2

In Chapter 10, we also need the following inequality.

Lemma 3.15. Let X0, . . . , Xp−1 be i.i.d. N(0, 1) random variables. Denote the
maximum of the Xi by X(p), and the second maximum by X(p−1). Then

Pr
[
X(p) > X(p−1) + δ

]
> 1− pδ√

2π
(3.32)

when δ ≤
√
π/2.

Proof. Since X0, . . . , Xp−1 are identically distributed,

Pr
[
X(p) > X(p−1) + δ

]
= p · Pr

[p−1⋂
i=1

{
X0 > Xi + δ

}]
. (3.33)

To compute the latter probability we condition on X0.

Pr
[p−1⋂
i=1

{
X0 > Xi + δ

}]
= E

[
Pr
[p−1⋂
i=1

{
X0 > Xi + δ

} ∣∣∣∣ X0

]]
. (3.34)

Since X1, . . . , Xp−1 are independent, the above expected value can be expressed as

E
[(
Φ(X0 − δ)

)p−1
]

=
∫ ∞
−∞

(
Φ(x − δ)

)p−1
φ(x) dx. (3.35)

To bound (Φ(x − δ))p−1, we use the mean value theorem (Rudin 1976),(
Φ(x− δ)

)p−1 =
(
Φ(x)− δφ(ξ)

)p−1 (3.36)

where ξ ∈ [x− δ, x]. Since φ(ξ) ≤ 1/
√

2π for all ξ ∈ R,

(
Φ(x− δ)

)p−1 ≥
(
Φ(x) − δ√

2π

)p−1

. (3.37)
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When this bound is inserted into the integral (3.35), we obtain

∫ ∞
−∞

(
Φ(x− δ)

)p−1
φ(x) dx ≥

∫ ∞
−∞

(
Φ(x) − δ√

2π

)p−1

φ(x) dx

=
∫ 1

0

(
t− δ√

2π

)p−1

dt

=
1
p

((
1− δ/

√
2π
)p
−
(
−δ/
√

2π
)p)

.

(3.38)

To simplify this expression, we use the Taylor expansion of the function f(x) =
(1− x)p − (−x)p,

f(x) = f(0) + f ′(0)x+ f ′′(ξ)x2/2, (3.39)

where 0 ≤ ξ ≤ x (Rudin 1976). The first and second derivatives of f are

f ′(x) = −p
(
(1− x)p−1 − (−x)p−1

)
, (3.40)

f ′′(x) = p(p− 1)
(
(1 − x)p−2 − (−x)p−2

)
. (3.41)

If x ≤ 1/2, then f ′′(ξ) ≥ 0 for all 0 ≤ ξ ≤ x and we can write

f(x) ≥ f(0) + f ′(0)x = 1− px. (3.42)

Thus, provided that δ/
√

2π ≤ 1/2,

1
p

((
1− δ/

√
2π
)p
−
(
−δ/
√

2π
)p)

≥ 1
p
− δ√

2π
, (3.43)

which concludes the proof. 2

3.3.2 Sums of Independent Random Variables

In applications, it is often the case that the random variable that needs to be
bounded is the sum of independent indicator random variables. In the following,
we derive a class of bounds, known as Chernoff bounds, that are applicable in this
situation. We start by deriving bounds for sums of independent indicator random
variables that are not necessarily identically distributed (Motwani and Raghavan
1995) and then give bounds for Bin(n, p) random variables.
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Lemma 3.16. Suppose that X is the sum of independent indicator random vari-
ables, i.e., X =

∑n
i1
Xi, where

Xi =

{
1 with probability pi,
0 with probability 1− pi.

(3.44)

Then

Pr
[
X > (1 + δ) E[X ]

]
<

(
eδ

(1 + δ)1+δ

)E[X]

when δ > 0, (3.45)

Pr
[
X < (1− δ) E[X ]

]
<

(
e−δ

(1− δ)1−δ

)E[X]

when 0 < δ < 1. (3.46)

Proof. Let µ = E[X ]. For the upper tail bound, we use the fact that

Pr[X > (1 + δ)µ] = Pr
[
etX > et(1+δ)µ

]
(3.47)

for any positive real t. By Markov’s inequality from Lemma 3.10,

Pr
[
etX > et(1+δ)µ

]
≤ e−t(1+δ)µ E

[
etX
]
. (3.48)

Since X is a sum of independent indicator random variables,

E
[
etX
]

=
n∏
i=1

E
[
etXi

]
=

n∏
i=1

(1− pi + pie
t) =

n∏
i=1

(
1 + pi(et − 1)

)
. (3.49)

Since 1 + x < ex for real positive x,

E
[
etX
]
<

n∏
i=1

epi(e
t−1) = exp

( n∑
i=1

pi(et − 1)
)

= eµ(et−1). (3.50)

To summarize,

Pr[X > (1 + δ)µ] ≤ eµ((et−1)−t(1+δ)). (3.51)

If we select et = 1 + δ, this gives a positive real t whenever δ > 0, we obtain the
bound (3.45). We use an analogous approach for the lower tail bound:

Pr[X < (1− δ)µ] = Pr[−X > −(1− δ)µ] = Pr
[
e−tX > e−t(1−δ)µ

]
(3.52)

for any positive real t. By Markov’s inequality from Lemma 3.10,

Pr
[
e−tX > e−t(1+δ)µ

]
≤ et(1−δ)µ E

[
e−tX

]
. (3.53)

As in the proof of the upper tail bound,

E
[
e−tX

]
< eµ(e−t−1), (3.54)

which gives the bound

Pr[X < (1− δ)µ] ≤ eµ((e−t−1)+t(1−δ)). (3.55)

If we select e−t = 1 − δ, this gives a positive real t whenever 0 < δ < 1, we obtain
the bound (3.46). 2
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Corollary 3.17. Suppose that X is the sum of independent indicator random vari-
ables, i.e., X =

∑n
i1
Xi, where

Xi =

{
1 with probability pi,
0 with probability 1− pi.

(3.56)

Then

Pr
[
X > (1 + δ) E[X ]

]
< e−δ

2 E[X]/3 when 0 < δ < 1, (3.57)

Pr
[
X < (1− δ) E[X ]

]
< e−δ

2 E[X]/2 when 0 < δ < 1. (3.58)

Proof. For the upper tail bound, we use the MacLaurin expansion of the function
f(x) = (1 + x) ln(1 + x) to obtain

f(x) = f(0) + f ′(0)x+ f ′′(0)x2/2 + f ′′′(ξ)x3/6, (3.59)

where 0 ≤ ξ ≤ x (Rudin 1976). The derivatives involved are

f ′(x) = 1 + ln(1 + x), (3.60)
f ′′(x) = 1/(1 + x), (3.61)

f ′′′(x) = −1/(1 + x)2. (3.62)

Since f ′′′(x) ≥ −1 for all real x, we obtain the bound

(1 + x) ln(1 + x) ≥ x+ x2/2− x3/6. (3.63)

To simplify this expression, we note that x3 < x2 when 0 < x < 1. When this is
inserted into the above bound, we obtain

(1 + x) ln(1 + x) ≥ x+ x2/3 (3.64)

when 0 < x < 1. The bound (3.57) is obtained when the above expression is
inserted into the upper tail bound (3.45).

For the lower tail bound we use the MacLaurin expansion of the function g(x) =
(1− x) ln(1− x) to write

g(x) = g(0) + g′(0)x+ g′′(ξ)x2/2 (3.65)

where 0 ≤ ξ ≤ x (Rudin 1976). The derivatives involved are

g′(x) = −1− ln(1 + x), (3.66)
g′′(x) = 1/(1− x), (3.67)

and since g′′(x) ≥ 1 when 0 < x < 1, we obtain the bound

(1− x) ln(1− x) ≥ −x+ x2/2 (3.68)

when 0 < x < 1. The bound (3.58) is obtained when the above expression is
inserted into the lower tail bound (3.46). 2
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Lemma 3.18. Suppose that X is Bin(n, p). Then

Pr[X > (p+ t)n] ≤
((

p

p+ t

)p+t( 1− p
1− p− t

)1−p−t
)n

(3.69)

when 0 ≤ t < 1− p.

Proof. As in the proof of Lemma 3.16, the main trick is to write

Pr[X > (p+ t)n] = Pr
[
eλX > e(p+t)λn

]
≤ e−(p+t)λn E

[
eλX

]
. (3.70)

Since X is Bin(n, p),

E
[
eλX

]
= (1− p+ peλ)n, (3.71)

which gives

Pr[X > (p+ t)n] ≤ e−(p+t)λn(1 − p+ peλ)n. (3.72)

If we choose

eλ =
(p+ t)(1− p)
p(1− p− t) , (3.73)

this is always possible when 0 ≤ t < 1− p, we get the bound (3.69). 2

Corollary 3.19. Suppose that X is Bin(n, p). Then

Pr
[
X − E[X ] > nt

]
≤ exp(−2t2n) when 0 ≤ t ≤ 1− p, (3.74)

Pr
[
X − E[X ] < −nt

]
≤ exp(−2t2n) when 0 ≤ t ≤ p. (3.75)

Proof. These bounds follow from manipulations of the bounds in Lemma 3.18. First
set

f(t) = (p+ t) ln
p+ t

p
+ (1− p− t) ln

1− p− t
1− p . (3.76)

By the upper tail bound from Lemma 3.18,

Pr
[
X > E[X ] + nt

]
≤ e−nf(t). (3.77)

By applying Lemma 3.18 to the random variable n−X , which is Bin(n, 1− p), we
obtain that

Pr
[
X < E[X ]− nt

]
≤ e−nf(t). (3.78)

To bound f(t), we use its Taylor expansion

f(t) = f(0) + f ′(0)t+
f ′′(τ)

2
t2, (3.79)
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where 0 ≤ τ ≤ t (Rudin 1976). Now,

f ′(t) = ln
p+ t

p
− ln

1− p− t
1− p , (3.80)

f ′′(t) =
1

p+ t
+

1
1− p− t =

1
(p+ t)(1− p− t) . (3.81)

Since f(0) = f ′(0) = 0 and

sup{xy : x > 0 ∧ y > 0 ∧ x+ y = 1} = 1/4, (3.82)

we obtain the bound

f(t) ≥ 2t2, (3.83)

when t satisfies the conditions given in (3.74) and (3.75), respectively. 2

3.3.3 Sums of Dependent Random Variables

For sums of dependent random variables where the terms in the sum have bounded
variation, it is possible to formulate bounds almost as sharp as the ones presented
above.

The proper technical tool turns out to be a so called martingale. Martingales
and conditional expectation have been studied to great extent in the literature—see
for instance Williams (1991)—below we give a restricted definition that suffices for
our purposes.

Definition 3.20. Given a function f : Zn → Z the random variable

Y = E[f(X1, . . . , Xn) | X1, . . . , Xi] (3.84)

is defined by

Y = E[f(X1, . . . , Xn) | (X1, . . . , Xi) = (x1, . . . , xi)] (3.85)

with probability

Pr[(X1, . . . , Xi) = (x1, . . . , xi)]. (3.86)

Definition 3.21. A sequence of random variables X0, . . . , Xn, is a martingale if

E[Xi | X0, . . . , Xi−1] = Xi−1, i ≥ 1. (3.87)

Lemma 3.22. Suppose that X0, . . . , Xn is a martingale and that |Xi −Xi−1| ≤ c
for all i = 1, . . . , n. Then

Pr[Xn > X0 + t] ≤ e−t2/2c2n, (3.88)

Pr[Xn < X0 − t] ≤ e−t
2/2c2n. (3.89)
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Proof. Let Yi = Xi −Xi−1 when i ≥ 1. Then

Xn −X0 =
n∑
i=1

Yi. (3.90)

By the martingale property,

E[Yi] = E[Xi −Xi−1] = E
[
E[Xi −Xi−1 | X0, . . . , Xi−1]

]
= 0. (3.91)

As in the proof of Lemma 3.16 we write

Pr

[
n∑
i=1

Yi > t

]
≤ e−λt E

[
n∏
i=1

eλYi

]
. (3.92)

Since the Yi are dependent random variables, we cannot write the expectation of a
product as the product of expectations. Instead, we write

E

[
n∏
i=1

eλYi

]
= E

[
n−1∏
i=1

eλYi E
[
eλYn

∣∣ X0, . . . , Xn−1

]]
. (3.93)

Now we note that since eλx is a convex function of x,

eλx ≤ h(x) = cosh cλ+
x

c
sinh cλ (3.94)

when −c ≤ x ≤ c (Luenberger 1973). Thus,

E
[
eλYn

∣∣ X0, . . . , Xn−1

]
≤ E

[
h(Yn)

∣∣ X0, . . . , Xn−1

]
. (3.95)

Since h is a linear function,

E
[
h(Yn)

∣∣ X0, . . . , Xn−1

]
= h

(
E[Yn | X0, . . . , Xn−1]

)
= h(0). (3.96)

To express this as a function of λ we use the definition of the function h,

h(0) = cosh cλ ≤ ec
2λ2/2. (3.97)

To sum up,

E

[
n∏
i=1

eλYi

]
≤ ec2λ2/2 E

[
n−1∏
i=1

eλYi

]
. (3.98)

When the above process is repeated, we eventually obtain

E

[
n∏
i=1

eλYi

]
≤ ec

2λ2n/2, (3.99)

which gives the bound

Pr[Xn −X0 > t] ≤ ec2λ2n/2−λt. (3.100)

Letting λ = t/c2n concludes the proof of the upper tail bound. The lower tail
bound is proven analogously by considering the martingale −X1, . . . ,−Xn. 2
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Corollary 3.23. Suppose that Z is the sum of dependent indicator random vari-
ables, i.e.,

Z =
n∑
i=1

Zi, (3.101)

where |Zi| ≤ c. Then

Pr
[
|Z − E[Z]| > t

]
≤ 2e−t

2/2c2n. (3.102)

Proof. Set

Xi =

{
E[Z] when i = 0,
E[Z | Z1, . . . , Zi] otherwise.

(3.103)

The sequence X0, . . . , Xn is a martingale and

|Xi −Xi−1| =
∣∣E[Z | Z1, . . . , Zi]− E[Z | Z1, . . . , Zi−1]

∣∣ ≤ c (3.104)

since the expected value of the sum cannot change more than the maximum absolute
value of Zi when we include Zi in the variables we condition on. Thus we can apply
Lemma 3.22 to the sequence X0, . . . , Xn. 2



Chapter 4

Relaxation

In Chapter 3, we studied the simple randomized heuristic for Max Sat that selects
truth values for the variables with independent tosses of a fair coin. Although we
were able to prove that this algorithm has performance ratio 2, it seems to be a
rather naive heuristic. Firstly, it always selects truth values according to the same
distribution, regardless of the instance. It is conceivable to think that it would help
to skew the distribution towards the optimal assignment. Secondly, we very crudely
bounded the optimal value by the total number of clauses in the instance when we
analyzed the algorithm. When the instance is almost satisfiable, this bound is quite
good, but for instances were the optimum value is far from the number of clauses,
we need a better upper bound. At first, it seems hard to achieve any of the two
improvements suggested above, since it is NP-hard to compute the true optimum
value. However, it turns out that it is in many cases fruitful to use the concept of
relaxations from combinatorial optimization.

Definition 4.1. Let P be an optimization problem of the form “maximize Φ(y)
subject to y ∈ C”. A problem P ′, of the form “maximize Φ′(y) subject to y ∈ C′”,
is a relaxation of P if C ⊆ C′ and Φ′(y) ≥ Φ(y) for all y ∈ C.

Informally, the above definition says that a feasible solution to the original problem
is also a feasible solution to the relaxed problem, and that the optimum value of
the relaxed problem is always an upper bound on the optimum value of the original
problem.

A relaxation alone provides us with an upper bound on the optimum value.
But we are usually interested in more than this; we also want to obtain a feasible
solution with weight close to the optimum value. For instance, in an approximation
algorithm for Max Sat, just knowing that it is possible to satisfy many clauses
is not as interesting as obtaining an assignment to the variables satisfying many
clauses. The potential problem of solving a relaxed version of the problem is that
we usually end up with a solution that is not feasible for the original problem. To
convert the optimal solution to the relaxed problem into a feasible solution to the
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original problem, a procedure called randomized rounding is often used. Typically,
the combinatorial optimization problem is first expressed as an integer program.
This program is NP-hard to solve optimally, but it is possible to relax the program
into something that is solvable in polynomial time. Then the solution to the relaxed
problem is used to obtain a probability distribution according to which a feasible
solution to the original problem is selected.

To give a bound on the performance, we use a two-step argument: Firstly, we
know that the optimum value of the relaxation of a maximization problem is an
upper bound on the optimum value of the original problem. Secondly, we prove that
the solution selected in the random process has an expected weight at most some
factor c from the optimum value of the relaxed problem. Consequently, the solution
selected has an expected weight at most a factor c from the optimum weight of the
original problem.

We exemplify the above procedure in two different cases below, both for a linear
relaxation of Max Sat (Goemans and Williamson 1994) and a semidefinite relax-
ation of Max Cut (Goemans and Williamson 1995). The methods presented here are
used in Chapter 9 to produce approximation algorithms for Max Set Splitting and
Max Not-All-Equal Sat. In Chapter 10 we extend the methods to be able to express
non-Boolean combinatorial optimization problems with semidefinite relaxations.

4.1 Linear Programming

Definition 4.2. A linear program in standard form is written

min
x

{
cTx : x ≥ 0 ∧ ∀i = 1, . . . ,m(aix = bi)

}
, (4.1)

where a1, . . . , am, c, and x are n-dimensional real vectors and b1, . . . , bm are real
scalars.

It is possible to express inequality constraints by using additional variables. The
constraint aix ≥ bi can be rewritten as aix − zi = bi together with zi ≥ 0, where
zi is a new scalar variable.

It is also possible to use linear programming to solve a program of the form

max
x

{
min
k
{aT1 x, . . . , aTk x} : C(x)

}
, (4.2)

where C(x) are some constraints that are linear in x. To see this, introduce a scalar
variable y and write the above program as

max
x,y

{
y : C(x) ∧ ∀i = 1, . . . , k(y ≤ aTi x

)
}. (4.3)

We use this kind of programs in Chapter 9.
Finally, we remark that a linear programs in n variables can be solved optimally

in time O(n3L), where L is the number of bits needed to store the program (Ye
1991).
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4.1.1 A Linear Relaxation of Max Sat

We start by formulating Max Sat as an integer program. For an instance of Max
Sat with n variables and m clauses, we introduce for each variable xi an indicator
variable

yi =

{
1 if xi = True,
0 if xi = False.

(4.4)

For each clause Cj we introduce an indicator variable

zj =

{
1 if Cj is satisfied,
0 otherwise.

(4.5)

We also introduce for each clause Cj the sets Tj , containing the variables appearing
unnegated in Cj , and Fj , containing the variables appearing negated in Cj . Finally
we denote the weight of the clause Cj by wj . Then the optimum of the Max Sat
instance is given by the optimum of the following integer program:

maximize
m∑
j=1

wjzj

subject to
∑
i∈Tj

yi +
∑
i∈Fj

(1− yi) ≥ zj

yi ∈ {0, 1} for all i = 1, . . . , n,
zj ∈ {0, 1} for all j = 1, . . . ,m.

(4.6)

To see this, remember that the value of yi decides the truth assignment to the
corresponding xi. Then notice that zj = 0 only when yi = 0 for all i ∈ Ti and
yi = 1 for all i ∈ Fi, i.e., when all variables appearing unnegated in Cj are False
and all variables appearing negated in Cj are True. As soon as any of the unnegated
variables are True or any of the negated variables are False,∑

i∈Tj

yi +
∑
i∈Fj

(1− yi) ≥ 1, (4.7)

and zj assumes the value 1, since all weights are positive.
Since it is NP-hard to solve the above integer program, we relax the constraints

on yi and zj to obtain the following linear program:

maximize
m∑
j=1

wjzj

subject to
∑
i∈Tj

yi +
∑
i∈Fj

(1− yi) ≥ zj

0 ≤ yi ≤ 1 for all i = 1, . . . , n,
0 ≤ zj ≤ 1 for all j = 1, . . . ,m.

(4.8)
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To see why this is a relaxation, note that the set of feasible solutions to this pro-
gram contains all solutions feasible to the integer program. For those solutions the
objective functions are identical in the two programs.

We denote the optimum solution to the relaxed problem above by y∗i and z∗j .
There is a y∗i for every variable xi and a z∗j for every clause Cj and the optimum
value of the relaxed problem is

wL =
m∑
j=1

wjz
∗
j . (4.9)

We denote the optimum value of the integer program by wI . Note that although
we do not know the optimum to the integer program, we do know that wL ≥ wI ,
by the definition of a relaxation.

4.1.2 Rounding with Independent Random Assignments

Given an optimal solution to the relaxed program, we select a truth assignment to
the variables xi as follows: Independently for every i, set

xi =

{
True with probability y∗i ,
False with probability 1− y∗i .

(4.10)

Let us now analyze how many clauses this assignment satisfies on average. Introduce
an indicator random variable

Zj =

{
1 if Cj is satisfied,
0 otherwise.

(4.11)

Then we can use these random variables to compute the weight of our randomly
selected solution as

W =
m∑
j=1

wjZj . (4.12)

As in Chapter 3,

E[W ] =
m∑
j=1

wj E[Zj ] =
m∑
j=1

wj Pr[Zj = 1]. (4.13)

What remains is to bound Pr[Zj = 1]. We do this by bounding Pr[Zj = 0]. The
only way the clause is left unsatisfied is if all literals in the clause are false. Since
the variables are assigned truth values independently,

Pr[Zj = 0] =
∏
i∈Tj

(1− y∗i )
∏
i∈Fj

y∗i . (4.14)
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By the arithmetic/geometric mean inequality,

k
√
a1a2 · · · ak ≤

a1 + a2 + · · ·+ ak
k

(4.15)

for non-negative real numbers a1, a2, . . . , ak. Since 0 ≤ y∗i ≤ 1, we can use the
arithmetic/geometric mean inequality to bound Pr[Zj = 0] by

Pr[Zj = 0] ≤
(∑

i∈Tj (1− y
∗
i ) +

∑
i∈Fj y

∗
i

|Cj |

)|Cj|
. (4.16)

If we rearrange the terms in the sums, we obtain

Pr[Zj = 0] ≤
(

1−
∑

i∈Tj y
∗
i +

∑
i∈Fj (1 − y

∗
i )

|Cj |

)|Cj|
. (4.17)

Since ∑
i∈Tj

y∗i +
∑
i∈Fj

(1 − y∗i ) = z∗j (4.18)

by the bound on zj from the linear program (4.8),

Pr[Zj = 1] = 1− Pr[Zj = 0] ≥ 1−
(

1−
z∗j
|Cj |

)|Cj |
. (4.19)

This expression can be lower bounded by β|Cj |z
∗
j , where

βk = 1−
(

1− 1
k

)k
. (4.20)

To see this, it is enough to notice that the continuously differentiable function

f(z) = 1−
(

1− z

k

)k
− βkz (4.21)

is zero when z ∈ {0, 1} and that its second derivative,

f ′′(z) = −k − 1
k

(
1− z

k

)k−2

, (4.22)

is negative when z ∈ [0, 1]. This implies that f is concave on [0, 1], which in turn
implies that

f(z) ≥ (1− z)f(0) + zf(1) = 0 (4.23)

on that interval (Luenberger 1973). This gives us the bound

E[W ] ≥
m∑
j=1

β|Cj|wjz
∗
j . (4.24)
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Since βk < 1− 1/e (Rudin 1976), we can reformulate this as

E[W ] ≥
(

1− 1
e

) m∑
j=1

wjz
∗
j =

(
1− 1

e

)
wL. (4.25)

Finally, we use the fact that wL is the optimum value of a relaxation of Max Sat.
This means that wL ≥ wI , which together with the above bound shows that

E[W ] ≥
(

1− 1
e

)
wI . (4.26)

We have now proved the following theorem:

Theorem 4.3. There exists a randomized approximation algorithm for Max Sat
with expected performance ratio 1/(1 − 1/e) < 1.582 (Goemans and Williamson
1994).

4.1.3 A Probabilistic Combination of Two Algorithms

To obtain an approximation algorithm for Max Sat with expected performance
ratio better than 1/(1 − 1/e) we need to use a refinement of the above technique.
We notice that the algorithm from Chapter 3 has good performance when there are
only long clauses in the instance, while the above algorithm has good performance
when there are only short clauses in the instance. Let us now combine these two
algorithms as follows: For a given instance, we run both algorithms. This gives us
two solution candidates. As our solution, we select the candidate giving the largest
weight. By the expression (3.3) and the bound (4.24), the expected weight of the
solution produced by this algorithm is

E[W ] ≥ max

{
m∑
j=1

wj(1 − 2−|Cj|),
m∑
j=1

β|Cj |wjz
∗
j

}
. (4.27)

To bound this quantity, we note that

max{a1, a2} ≥
a1 + a2

2
, (4.28)

which enables us to write

E[W ] ≥
m∑
j=1

wj
1− 2−|Cj| + β|Cj|z

∗
j

2
. (4.29)

Since 0 ≤ z∗j ≤ 1, this can be simplified further to

E[W ] ≥
m∑
j=1

wjz
∗
j

1− 2−|Cj| + β|Cj |

2
. (4.30)
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This means that it is enough to prove that

1− 2−k + βk ≥ 3/2 (4.31)

for each k to obtain a 4/3-approximation algorithm. It is easy to see that the above
bound holds with equality when k = 1 or k = 2, and when k ≥ 3,

1− 2−k + βk ≥ 2− 2−3 − 1/e > 3/2. (4.32)

Thus, we have proved the following theorem:

Theorem 4.4. There exists a randomized approximation algorithm for Max Sat
with expected performance ratio 4/3 (Goemans and Williamson 1994).

The first approximation algorithm for Max Sat with performance ratio 4/3 was
constructed by Yannakakis (1994), and the above algorithm was constructed after
the algorithm of Yannakakis was first presented.

4.2 Semidefinite Programming

Definition 4.5. A square matrix A is called positive semidefinite (PSD) if

xTAx ≥ 0 for all x ∈ Rn. (4.33)

There are many equivalent definitions of a semidefinite program in the literature.
To state one, we need to define the inner product between matrices,

A •B =
∑
i,j

aijbij . (4.34)

Definition 4.6. A semidefinite program on n2 variables is a program of the form

min
X
{C •X : X is PSD ∧ ∀i = 1, . . . ,m(Ai •X = bi)}, (4.35)

where A1, . . . , Am, C, and X are real n×n-matrices and b1, . . . , bm are real scalars.

Given any ε > 0, a semidefinite program on n variables can be solved within an
additive error of ε in time polynomial in n and log 1

ε (Alizadeh 1995).

Lemma 4.7. Every linear program is also a semidefinite program.

Proof. Suppose that the linear program is of standard form as in Definition 4.2.
We can then transform it into a semidefinite program by first letting

C = diag(c), (4.36)
Ai = diag(ai), i = 1, . . . ,m, (4.37)

and then adding constraints ensuring that X is diagonal to the semidefinite pro-
gram. 2
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If A is positive semidefinite, there exists an orthogonal n × n-matrix B such that
A = BBT . This matrix can be computed in time O(n3) by incomplete Cholesky
factorization (Golub and van Loan 1983). This computation is needed in the algo-
rithms below to compute from a matrix A = (aij) a matrix

B =


v1

1 v2
1 · · · vn1

v1
2 v2

2 · · · vn2
...

...
...

v1
n v2

n · · · vnn

 (4.38)

such that aij = 〈vi, vj〉. We can use the above fact to rephrase the definition of a
semidefinite program in a way suitable for our applications in Chapters 9 and 10.

Definition 4.8. A semidefinite program on n vector-valued variables is a program
of the form

maximize L(v1, . . . , vn)

subject to 〈vi, vi〉 = 1 for all i = 1, . . . , n,
Cj(v1, . . . , vn) ≥ 0 for all j = 1, . . . , r.

(4.39)

The functions L and Ci above are linear functions of the inner products 〈vi, vi′〉.

An example of such a program is

maximize 〈v0, v1〉+ 〈v0, v2〉+ 〈v1, v2〉
subject to 〈v0, v0〉 = 1

〈v1, v1〉 = 1,
〈v2, v2〉 = 1,
〈v0, v1〉 ≤ 0.

(4.40)

4.2.1 A Semidefinite Relaxation of Max Cut

Goemans and Williamson (1995) construct an approximation algorithm for Max
Cut by studying a relaxation of an integer quadratic program. We will present
their construction here as an example of a semidefinite relaxation combined with
randomized rounding. For a graph G = (V,E) with vertices V = {1, . . . , n}, we
introduce for each vertex i in the graph a variable yi ∈ {−1, 1}. If we denote by wii′
the weight of the edge (i, i′), the weight of the maximum cut in the graph is given
by the optimum of the integer quadratic program

maximize
∑

(i,i′)∈E
wii′

1− yiyi′
2

subject to yi ∈ {−1, 1} for all i.

(4.41)
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The partition (V1, V2) yielding the optimum cut can be formed as

V1 = {i : yi = 1}, (4.42)
V2 = {i : yi = −1}. (4.43)

It is NP-hard to solve (4.41) optimally. To obtain a polynomial time approximation
algorithm, Goemans and Williamson (1995) construct a relaxation of the above
integer quadratic program by using n-dimensional real vectors vi instead of the
integer variables yi. The products yiyi′ are then replaced by the inner products
〈vi, vi′〉. This gives the semidefinite program

maximize
∑

(i,i′)∈E
wii′

1− 〈vi, vi′ 〉
2

subject to 〈vi, vi〉 = 1 for all i.

(4.44)

To see that this is a relaxation of the integer quadratic program above, we note
that we can transform every feasible solution to the integer quadratic program into
a feasible solution to the semidefinite program as follows: Let the first coordinate
of vi in the semidefinite program be the value of yi in the integer quadratic program;
all other components of vi are set to 0. Then the feasible solutions to the integer
quadratic program are feasible also for the semidefinite relaxation, and the objective
functions are identical for solutions feasible to the integer quadratic program.

We note that both the integer quadratic program and the semidefinite relaxation
exhibit a symmetry inherent to the Max Cut problem: If we negate each yi and
each vi, respectively, the solution is unaffected. This is a natural property of an
algorithm for Max Cut, since it does not matter which of the parts in the partition
of V we choose to call V1, as long as we call the other part V2.

We denote the optimum solution to the relaxed problem above by v∗i , and the
optimum value by

wS =
∑

(i,i′)∈E
wii′

1− 〈v∗i , v∗i′〉
2

. (4.45)

We denote the optimum value of the integer quadratic program by wQ and note
that wS ≥ wQ by the definition of a relaxation.

4.2.2 Rounding with a Random Hyperplane

To obtain a partition of the graph from the solution to the semidefinite relaxation,
we select a random vector r, uniformly distributed on the unit sphere in Rn, and
set

V1 = {i : 〈v∗i , r〉 > 0}, (4.46)
V2 = {i : 〈v∗i , r〉 < 0}. (4.47)
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θ

θ

θ

v∗iv∗i′

Figure 4.1. When the vector r is in the shaded region, sgn〈v∗i , r〉 6= sgn〈v∗
i′ , r〉. If

r is uniformly distributed in the plane, the probability that r is in the shaded region
is 2θ/2π = θ/π.

Vectors satisfying 〈v∗i , r〉 = 0 can be assigned a part in the partition arbitrarily
since they occur with probability zero. As before, we can write the expected weight
of the solution produced by the randomized rounding as

E[W ] =
∑

(i,i′)∈E
wii′ Pr[sgn〈v∗i , r〉 6= sgn〈v∗i′ , r〉], (4.48)

and we now try to bound the separation probability. Notice that the angle between
the vectors r and vi is uniformly distributed in the plane defined by vi and vi′ , and
thus

Pr[sgn〈v∗i , r〉 6= sgn〈v∗i′ , r〉] =
arccos〈v∗i , v∗i′〉

π
. (4.49)

We want to express this as some constant factor α times (1−〈v∗i , v∗i′〉)/2 since then
we can write

E[W ] = α
∑

(i,i′)∈E
wii′

1− 〈v∗i , v∗i′〉
2

, (4.50)

which would show that the algorithm has performance ratio 1/α. We compute a
lower bound on α by considering all possible configurations of the vectors v∗i and v∗i′ ,
i.e., we use the bound

α ≥ min
2 arccos〈v∗i , v∗i′〉
π(1− 〈v∗i , v∗i′〉)

. (4.51)

If we let 〈v∗i , v∗i′〉 = cos θ, we obtain the equivalent expression

α ≥ 2
π

min
θ∈[0,π]

θ

1− cos θ
. (4.52)
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The function

f(θ) =
1− cos θ

θ
(4.53)

is continuously differentiable in (0, π], f(π) = 2/π and

lim
θ→0+

f(θ) = 0. (4.54)

Any local extreme point in (0, π) satisfies

0 = f ′(θ) =
θ sin θ + cos θ − 1

θ2
. (4.55)

Thus, any θ ∈ (0, π) satisfying the equation

cos θ + θ sin θ = 1 (4.56)

is a candidate for the extreme point. This equation can be solved numerically to
obtain that

α > 0.87856, (4.57)

which shows that

E[W ] > 0.87856
∑

(i,i′)∈E
wii′

1− 〈v∗i , v∗i′〉
2

≥ 0.87856wS ≥ 0.87856wQ. (4.58)

Since 1/0.87856 < 1.14, we have proved the following:

Theorem 4.9. There exists a randomized approximation algorithm for Max Cut
with expected performance ratio 1.14 (Goemans and Williamson 1995).
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Chapter 5

Reduction

Direct hardness results are difficult to construct, and it is therefore of great value
to translate a hardness result for a particular problem into hardness results for
other problems. This process is called a reduction. In this chapter, we illustrate the
concepts of reductions by first providing approximation-preserving reductions and
finally describe gap-preserving reductions, a technique used in Chapters 10 and 13.

5.1 The Basic Concepts

Suppose that we want to construct an approximation algorithm for some problemF ,
and that we have an approximation algorithm for some similar problem G. If we
somehow can transform instances of F into instances of G and transform solutions
to G into solutions to F , we can use the existing approximation algorithm for G
to compute an approximative solution to F . If the transformations can be done in
polynomial time and the approximation algorithm for G runs in polynomial time,
the resulting approximation algorithm for F also runs in polynomial time. The
quality of this new algorithm depends both on the properties of the transformations
and the quality of the approximation algorithm for G.

x t1(x)

yt2(x, y)

Figure 5.1. A reduction from a problem F to a problem G. An instance x of F is
transformed into an instance t1(x) of G and a feasible solution y to G is transformed
back into a feasible solution t2(x, y) to F .
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The above setting can also be used to prove hardness results for G given hard-
ness results for F . Suppose that we know that F cannot be approximated within
some factor, unless P = NP. If we can construct transformations with certain
approximation-preserving properties, we can deduce that it is impossible to ap-
proximate G within some other factor by a proof in contradiction. On a high level,
the argument consists of the following steps:

1. Establish that F cannot be approximated within f .

2. Assume that G can be approximated within g.

3. Prove that there exists a polynomial time transformation t1 that translates
instances of F into instances of G and a polynomial time transformation t2
that transforms feasible solutions to G into feasible solutions to F . Prove that
these transformations have the property that F can be approximated within
kg, for some k, whenever G can be approximated within g.

4. Deduce that we get a contradiction if kg < f , and thus we must have g ≥ f/k.

5.2 Approximation-Preserving Reductions

For the reduction outlined above to be useful for proving bounds on the approxima-
bility, the transformations t1 and t2 mentioned above must in some sense preserve
approximability. One way to formalize this is the concept of an L-reduction (Pa-
padimitriou and Yannakakis 1991).

Definition 5.1. We call a reduction (t1, t2, α, β) an L-reduction if

1. t1 is a polynomial time transformation that translates instances of F into
instances of G,

2. t2 is a polynomial time transformation that transforms feasible solutions to G
into feasible solutions to F ,

3. optG(t1(x)) ≤ α · optF (x) for some constant α > 0,

4. For all instances x of F and all solutions y to the instance t1(x) of G,∣∣optF (x)− wF (x, t2(x, y))
∣∣ ≤ β∣∣optG(t1(x)) − wG(t1(x), y)

∣∣ (5.1)

for some positive constant β > 0. In the above expression, wP (x, y) denotes
the weight of the feasible solution y corresponding to the instance x of the
problem P .

The above additional constraints on t1 and t2 make it possible to prove that the
L-reduction preserves the relative error. We do not use this fact in this thesis, but
provide the theorem as an illustration of how reductions are typically used.
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Theorem 5.2. If F is problem that L-reduces to the problem G and G has a poly-
nomial time approximation algorithm with worst-case relative error ε, F has a poly-
nomial time approximation algorithm with worst-case relative error αβε.

Proof. For an instances x of F , let t1(x) be the corresponding instance of G, y be
the feasible solution produced by the approximation algorithm for G, and t2(x, y)
be the corresponding feasible solution to F . Be definition, the relative error of this
solution is∣∣optF (x) − wF (x, t2(x, y))

∣∣
optF (x)

≤
β
∣∣optG(x) − wG(t1(x), y)

∣∣
optG(t1(x))/α

≤ αβε, (5.2)

where the first inequality above follows from the properties listed in Definition 5.1
and the second follows since the approximation algorithm for G has worst-case
relative error ε. 2

The L-reduction was defined to prove completeness results for the closure of the
class Max-SNP under L-reduction. By defining other reductions, it is possible
to prove theorems akin to the above, but with respect to other parameters. Most
notably, Crescenzi, Kann, Silvestri, and Trevisan (1999) invented the so called AP-
reduction, and used it to prove that Max 3-Sat is complete for the class Apx.

5.3 Gap-Preserving Reductions

The techniques outlined above can be used both to prove positive results, that a
certain problem can be approximated within c in polynomial time, and hardness
results, that the problem cannot be approximated with in c in polynomial time
unless P = NP. In this section, we describe a technique that can be used to prove
hardness results. The foundation of this technique is a new parameter introduced
by Petrank (1994): gap location.

Definition 5.3. A maximization problem has a hard gap at location α0 with width
α0 − α1 if it is NP-hard do distinguish the cases when the optimum is at least a
fraction α0 and at most a fraction α1, respectively, of the weight of the instance.

Lemma 5.4. A problem having a hard gap at location α0 with width α0−α1 cannot
be approximated within α0/α1 in polynomial time, unless P = NP.

Proof. Suppose that the weight of the instance is w and that there is a polynomial
time algorithm A approximating the problem within α0/α1. If the problem is
a maximization problem, the following algorithm decides if the optimum of the
problem is at least α0w or at most α1w, respectively: Run A on the instance.
If the optimum returned by A is at most α1w, conclude that the optimum is at
most α1w. Otherwise, conclude that the optimum is at least α0w.

If the problem is a minimization problem, the following algorithm decides if the
optimum of the problem is at least α0w or at most α1w, respectively: Run A on the
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instance. If the optimum returned by A is at least α0w, conclude that the optimum
is at least α0w. Otherwise, conclude that the optimum is at most α1w

Since the solution returned by A is α0/α1-approximate, the above algorithms
always make the right decision. To sum up, we have provided polynomial time
algorithms deciding an NP-hard language, and this is not possible unless P =
NP. 2

We now deduce a hardness result for Max E3-Sat from the following characterization
of Max E3-Lin mod 2.

Theorem 5.5. For any constants δ1 > 0 and δ2 > 0, Max E3-Lin mod 2 has a
hard gap at location 1− δ1 with width 1/2− δ1 − δ2 (H̊astad 1997).

5.3.1 Transforming Instances

Given an instance of Max E3-Lin mod 2 we construct an instance of Max E3-Sat
as follows: Replace equations of the form x+ y + z = 0 with the clauses

1. x ∨ y ∨ z,

2. x ∨ y ∨ z,

3. x ∨ y ∨ z,

4. x ∨ y ∨ z.

Assignments satisfying x+y+z = 0 satisfy all four clauses above, while assignments
not satisfying x+ y + z = 0 satisfy three of the four clauses.

Equations of the form x+ y + z = 1 are replaced with the clauses

1. x ∨ y ∨ z,

2. x ∨ y ∨ z,

3. x ∨ y ∨ z,

4. x ∨ y ∨ z.

Assignments satisfying x+y+z = 1 satisfy all four clauses above, while assignments
not satisfying x+ y + z = 1 satisfy three of the four clauses.

The above transformation gives from an instance of Max E3-Lin mod 2 with
w equations an instance of Max E3-Sat with 4w clauses.

5.3.2 Transforming Solutions

Every feasible solution to the Max E3-Sat instance can be translated into a solution
to the Max E3-Lin mod 2 instance by identifying True with 1 and False with 0. If a
solution to the Max E3-Sat instance has weight α · 4w, the corresponding solution
to the Max E3-Lin mod 2 instance has weight (4α− 3)w.
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5.3.3 Putting the Pieces Together

Finally, we use the hardness characterization of Max E3-Lin mod 2 from Theo-
rem 5.5 together with the above transformations to obtain a hardness characteri-
zation of Max E3-Sat.

Theorem 5.6. For any constants δ1 > 0 and δ2 > 0, Max E3-Sat has a hard gap
at location 1− δ1 with width 1/8− δ1 − δ2.

Proof. Assume that there exist constants δ1 > 0 and δ2 > 0 such that it can be
decided in polynomial time if the optimum of an Max E3-Sat instance is at least
a fraction 1 − δ1 or at most a fraction 7/8 + δ2, respectively, of the weight of the
instance. Let A be the algorithm deciding this property.

For an arbitrary instance of Max E3-Lin mod 2, construct an instance of Max
E3-Sat as described above. This new instance can be constructed in polynomial
time. Now run A on this instance. By the above assumption, A runs in polynomial
time and can distinguish the cases when the optimum of the Max E3-Sat instance
is at least a fraction 1− δ1 or at most a fraction 7/8+ δ2, respectively, of the weight
of the instance. Since an Max E3-Lin mod 2 instance has optimum (4α−3)w if the
corresponding Max E3-Sat instance has optimum α · 4w, this implies that A can
distinguish the cases when the optimum of the Max E3-Lin mod 2 instance is at
least a fraction

4(1− δ1)− 3 = 1− 4δ1 (5.3)

or at most a fraction

4(7/8 + δ2)− 3 = 1/2 + 4δ2. (5.4)

But since this contradicts Theorem 5.5, our initial assumption was wrong. 2

Corollary 5.7. Max E3-Sat cannot be approximated within 8/7− ε in polynomial
time for any constant ε > 0, unless P = NP (H̊astad 1997).

5.4 Gadgets

We saw in Sec. 5.3.1 that it was possible to transform an instance of Max E3-Lin
mod 2 to an instance of Max E3-Sat by a local transformation of each equation in
the Max E3-Lin mod 2 instance. Such constructions are sometimes called gadgets,
and they are not restricted to transforms between constraint satisfaction problems.
In Chapter 13, we reduce Max E2-Lin mod 2 to (1,2)-TSP by a gadget construction.
Every equation in the Max E2-Lin mod 2 instance corresponds to a specific part
of the (1,2)-TSP instance, and we prove that there is a connection between the
number of satisfied equations in the Max E2-Lin mod 2 instance and the length of
the optimal tour in the (1,2)-TSP instance.

Bellare, Goldreich, and Sudan (1998) formally define gadgets from one con-
straint satisfaction problem to another.
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Definition 5.8. Given some finite domain D, a constraint function f : Dk →
{0, 1}, and some constraint family F , an (α, β)-gadget reducing f to F is a finite
collection of constraints Cj ∈ F and real weights wj ≥ 0 such that the following
holds:(

∀x ∈ Dk : f(x) = 1
)(
∀y ∈ D`

)∑
j

wjCj(x,y) ≤ α, (5.5)

(
∀x ∈ Dk : f(x) = 1

)(
∃y ∈ D`

)∑
j

wjCj(x,y) = α, (5.6)

(
∀x ∈ Dk : f(x) = 0

)(
∀y ∈ D`

)∑
j

wjCj(x,y) ≤ α− β. (5.7)

Given a known strong hardness result for some constraint satisfaction problem, it is
possible to obtain new hardness results for other constraint satisfaction problems by
using the above definition of an (α, β)-gadget. In Chapter 10, we use the following
theorem to prove that it is NP-hard to approximate Max E2-Lin mod p within
(p2 + 3p)/(p2 + 3p− 1)− ε for any constant ε > 0:

Theorem 5.9. Suppose that there is an (α, β)-gadget reducing the special case of
Max E3-Lin mod p where all coefficients are one to some constraint satisfaction
problem P . Then it is NP-hard to approximate P within

pα

p(α− β) − β − ε (5.8)

for any constant ε > 0.

Proof. For any constants δ1 > 0 and δ2 > 0, it is NP-hard to decide whether a
fraction at least 1− δ1 or a fraction at most 1/p+ δ2 of the equations in an Max
E3-Lin mod p instance where all coefficients are one are satisfiable (H̊astad 1997).

If there is an (α, β)-gadget reducing Max E3-Lin mod p where all coefficients
are one to some problem P , we can transform an arbitrary instance of Max E3-Lin
mod p where all coefficients are one into an instance of P such that if equations of
weight γ in the Max E3-Lin mod p instance are not satisfied, constraints of weight
βγ of the constraints in the instance of P are not satisfied. Thus, it is NP-hard
to distinguish the case when constraints of weight βδ1 in the P instance are not
satisfiable from the case when constraints of weight β(1−1/p−δ2) in the P instance
are not satisfiable. This implies that it is NP-hard to approximate P within

α− βδ1

α− β(1 − 1/p− δ2)
=

α

α− β(1 − 1/p)
− ε (5.9)

for any constant ε > 0. 2



Chapter 6

Sampling

In modern democracies it seems to be of immense public interest to know the
popularity of the different political parties that are active in the country. Since
it is infeasible to query every individual about their preferences, it is common to
compute an estimate by sampling. A random subset of the population is selected
and the individuals in this subset are queried in some way.

Similar methods can be used to approximately solve some combinatorial opti-
mization problems. For certain instances with special structure, it is possible to
prove that sampling methods approximate the optimum within any constant in
polynomial time. In this chapter, we illustrate these concepts by giving an approx-
imation algorithm for Max Cut (Goldreich, Goldwasser, and Ron 1998). This algo-
rithm is a randomized polynomial time approximation scheme for dense instances
of Max Cut, i.e., instances with Ω(|V |2) edges. In Chapter 12, we generalize the
algorithm to handle dense instances of Max k-CSP-D for constant k and domains D
of constant size.

6.1 A Sampling Algorithm for Max Cut

Every optimum solution to the Max Cut problem satisfies a simple local optimality
property: If a vertex v belongs to one of the parts in the partition, then at least
half of the neighbors of v belong to the other part in the partition. For if that were
not the case, it would be possible to produce a larger solution by letting v belong
to the other partition. It is possible to use this simple observation to produce
an approximation algorithm for Max Cut. The underlying idea is, that when we
have decided the optimal partition for all variables but v, we can use the above
observation to place v into a partition. Since it takes exponential time to try all
possible partitions of all vertices but one in the graph, we select a set of vertices
randomly. If this set contains O(log n) vertices, we can try all possible partitions
of the set into two parts in time polynomial in n. Then we can use these partitions
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to place other vertices in the graph in some partition. Finally, we hope that since
the set we selected was selected randomly, it should represent the structure of the
instance accurately.

The above approach was first used by Fernandez de la Vega (1996). His algo-
rithm selects a random subset W of the vertices in the graph G = (V,E). This
subset has constant size. Then, V \W is partitioned randomly into smaller sets.
These sets are used to construct a cut in G by exhaustive search. Finally, it turns
out that the randomly selected subset W has, with high probability, the property
that the cut found by the exhaustive search is close to the optimum cut in dense
graphs.

Goldreich et al. (1998) generalize the ideas of Fernandez de la Vega (1996)
to several other problems, and express the key idea somewhat differently. In their
randomized polynomial time approximation scheme for Max Cut, they partition the
vertices of the graph G = (V,E) into a constant number of disjoint sets Vi. For each
such set they find a cut in Vi by selecting a small subset Ui of the vertices in V \Vi.
Then they try all possible partitions of Ui into two parts. Each partition induces
a cut in Vi, and when the partition is exactly the partition from the maximum cut
restricted to the subset in question, the weight of the induced cut should, with high
probability, be close to the weight of the maximum cut. We now give the details of
this latter algorithm together with a proof of correctness.

6.1.1 The Algorithm

Before we state the algorithm, we need to define some notation. For a vertex v, the
set of neighbors of v is denoted by Γ (v). The vertex set V in the graph G = (V,E),
whose maximum cut the algorithm tries to determine, needs to be split into a
constant number of disjoint subsets V1, . . . , V`, each of size |V |/`. The value of `
is adjusted to give the algorithm certain properties, for our purposes it suffices to
have ` = 2/ε.

We assume that the algorithm has access to the instance by the means of an
instance oracle. This oracle contains one bit for every pair of vertices in G. This
bit is 1 if there is an edge between the vertices and 0 otherwise.

Algorithm 6.1. Takes as its input a graph G = (V,E) and outputs a partition
of V .

1. Choose ` = 2/ε multisets U1, . . . , U`, each of size t = 128ε−2 log 32`ε−1δ−1.
Each Ui is chosen independently as follows: Ui = 〈u1

i , . . . , u
t
i〉, where each uki is

chosen independently uniformly at random from V \Vi. Let U = 〈U1, . . . , U`〉.

2. For each of the partitions π(U) = 〈(U1
1 , U

2
1 ), . . . , (U1

` , U
2
` )〉, where for each i,

(U1
i , U

2
i ) is a partition of Ui, do

(a) For i = 1, . . . , `, partition Vi into two disjoint sets (V 1
i , V

2
i ) as follows:

For each v ∈ Vi,
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i. If |Γ (v) ∩ U1
i | ≥ |Γ (v) ∩ U2

i | then put v in V 2
i ,

ii. Otherwise put v in V 1
i .

(b) Let V 1
π(U) =

⋃`
i=1 V

1
i and V 2

π(U) =
⋃`
i=1 V

2
i .

3. Among all partitions (V 1
π(U), V

2
π(U)) created in Step 2 above, output the one

defining the largest cut.

Before we analyze the algorithm, we notice that since there are O(1) partitions of U
and the algorithm for each partition makes O(1) queries to the edge oracle for each
of the n vertices, the algorithm makes a total of O(n) queries to the edge oracle
in Step 2. However, O(n2) queries are necessary to check the partitions in Step 3,
and thus the total number of queries is O(n2).

6.1.2 Analysis

To analyze the algorithm, we make use of the partition of the vertex set V into the
disjoint subsets V1, . . . , V`. We want to show that for any given partition (H1, H2)
of the vertex set, there exists a π(U), defined as in the algorithm, that induces
a partition of V with weight close to that of (H1, H2). Since the algorithm tries
all possible π(U) and outputs the induced partition defining the largest cut, we
could then deduce that no matter what partition (H1, H2) we select, the algorithm
outputs, with high probability, a partition of V defining a cut with weight at most
some small quantity below the weight of the cut defined by (H1, H2). In particular,
we could then let (H1, H2) be a partition defining a maximum cut, and conclude
that the algorithm outputs, with high probability, a partition defining a cut with
weight at most some small quantity below the maximum cut.

We now formalize the above discussion. For a given partition (V1, V2) of the
vertex set V in the graph G = (V,E), let

µ(V1, V2) =

∣∣{(v, v′) ∈ E : (v ∈ V1 ∧ v′ ∈ V2) ∨ (v ∈ V2 ∧ v′ ∈ V1)
}∣∣

|V |2 , (6.1)

i.e., µ(V1, V2) is the edge density of the cut defined by (V1, V2). We now formalize
the property that for every fixed partition (H1, H2), the algorithm produces a
partition inducing a cut not too far below the cut induced by (H1, H2).

Definition 6.2. A partition (U1
i , U

2
i ) of the vertices in Ui is representative with

respect to a partition (W 1
i ,W

2
i ) of the vertices in V \ Vi if, for each j ∈ {1, 2},∣∣∣∣

∣∣Γ (v) ∩ U ji
∣∣

t
−
∣∣Γ (v) ∩W j

i

∣∣
|V \ Vi|

∣∣∣∣ < ε

16
(6.2)

for all but a fraction ε/8 of the vertices v ∈ Vi.
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Lemma 6.3. Suppose that we define the partition (U1
i , U

2
i ) of the vertices in Ui as

U ji = W j
i ∩ Ui for j ∈ {1, 2}. (6.3)

for some partition (W 1
i ,W

2
i ) of the vertices in V \ Vi. Then (U1

i , U
2
i ) is represen-

tative with respect to (W 1
i ,W

2
i ) with probability at least 1 − δ/` over the choice

of Ui.

Proof. Suppose that Ui = 〈u1
i , . . . , u

t
i〉. For a fixed vertex v, let

ξkj =

{
1 if (v, uki ) is an edge in G and uki ∈ U

j
i ,

0 otherwise.
(6.4)

The sum over k of ξkj is |Γ (v) ∩ U ji |. Since uki is chosen uniformly from V \ Vi,

Pr[ξkj = 1] =

∣∣Γ (v) ∩W j
i

∣∣
|V \ Vi|

. (6.5)

We first estimate the probability that the bound (6.2) holds for a fixed j and a
fixed v, which, by the notation above, is exactly

Pr
Ui

[∣∣∣∣ t∑
k=1

ξkj − E
[ t∑
k=1

ξkj

]∣∣∣∣ < εt

16

]
. (6.6)

Since j is fixed,
∑t

k=1 ξ
k
j is a binomially distributed random variable. By Corol-

lary 3.19,

Pr
Ui

[∣∣∣∣ t∑
k=1

ξkj − E
[ t∑
k=1

ξkj

]∣∣∣∣ < εt

16

]
≥ 1− 2e−ε

2t/128. (6.7)

By our choice of t, this is at least 1 − εδ/16`. Now introduce, for every v ∈ Vi a
random variable ηv that is 1 if the bound (6.2) does not hold for that particular v and
0 otherwise. Clearly, ηv = 1 with probability at most εδ/16`, and by Lemma 3.10,

Pr
Ui

[
1
|Vi|

∑
v∈Vi

ηv >
ε

8

]
<

δ

2`
(6.8)

for a fixed j. Thus, the probability that the partition (U1
i , U

2
i ) is representative

with respect to (W 1
i ,W

2
i ) is at least 1− δ/`. 2

Lemma 6.4. For a graph G = (V,E), let (H1, H2) be a fixed partition of V and
ε > 0 and δ > 0 be arbitrary. Then there exists, a partition π(U) such that

µ(V 1
π(U), V

2
π(U)) ≥ µ(H1, H2)− ε/2 (6.9)

with probability at least 1− δ over the choice of U .
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Proof. By the notation from Algorithm 6.1,

V jπ(U) =
⋃̀
i=1

V ji for j ∈ {1, 2}, (6.10)

where (V 1
i , V

2
i ) is a partition of Vi. Given these partitions of each Vi and the

partition (H1, H2) of V we construct ` + 1 hybrid partitions (H1
i , H

2
i ) of V as

follows:

Hj
i =

⋃̀
k=1

{
V jk if k ≤ i,
Hj ∩ Vi otherwise.

(6.11)

In words, the hybrid partition (H1, H2) is constructed by combining the partitions
of the subsets V1, . . . , Vk obtained from the algorithm with the partitions of the re-
maining subsets given by (H1, H2). Thus, (H1

i , H
2
i ) depends on the random subsets

U1, . . . , Ui, but not on the other subsets. Also, the hybrid partitions (H1
i−1, H

2
i−1)

and (H1
i , H

2
i ) differ only by the partitioning of the vertices in Vi.

We now compare µ(H1
i , H

2
i ) with µ(H1

i−1, H
2
i−1) and show that, no matter how

the sets U1, . . . , Ui−1 were chosen and the partitions of V1, . . . , Vi−1 were con-
structed, there exists a partition (U1

i , U
2
i ) of Ui into two parts such that when

V 1
i and V 2

i are computed by the algorithm for this particular (U1
i , U

2
i ),

µ(H1
i , H

2
i )− µ(H1

i−1, H
2
i−1) <

ε

2`
(6.12)

with probability at least 1− δ/` over the choice of Ui. This is enough to prove the
lemma, since then there exists a partition π(U) such that

µ(H1
` , H

2
` )− µ(H1

0 , H
2
0 ) =

∑̀
i=1

(
µ(H1

i , H
2
i )− µ(H1

i−1, H
2
i−1)

)
<
ε

2
(6.13)

with probability at least 1− δ over the choice of U = 〈U1, . . . , U`〉. To define this
partition (U1

i , U
2
i ) of Ui we first set

W j
i = Hj

i−1 ∩ V \ Vi (6.14)

and then define the partition of Ui as in (6.3). We say that a set Ui is good if the
partition (U1

i , U
2
i ), as defined in (6.3), is representative with respect to (W 1

i ,W
2
i )

and note that, by Lemma 6.3, Ui is good with probability at least 1− δ/`. We now
show that whenever Ui is good, the bound (6.12) holds.

Note that since only vertices in Vi are affected as we move from the hybrid par-
tition (H1

i−1, H
2
i−1) to (H1

i , H
2
i ), the decrease in the cut is only due edges between
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vertices in Vi and vertices in V \ Vi, and between pairs of vertices in Vi. We say
that a vertex v is unbalanced with respect to (W 1

i ,W
2
i ) if either∣∣Γ (v) ∩W 1

i

∣∣
|V \ Vi|

≥
∣∣Γ (v) ∩W 2

i

∣∣
|V \ Vi|

+
ε

8
(6.15)

or ∣∣Γ (v) ∩W 2
i

∣∣
|V \ Vi|

≥
∣∣Γ (v) ∩W 1

i

∣∣
|V \ Vi|

+
ε

8
. (6.16)

In the first case above, v should be assigned to the part U2
i by the algorithm, and in

the second case, v should be assigned to U1
i . For vertices v that are unbalanced and

satisfy the bound (6.2), this always happens. In the first case above |Γ (v) ∩ U1
i | ≥

|Γ (v) ∩ U2
i | and in the second case |Γ (v) ∩ U2

i | ≥ |Γ (v) ∩ U1
i |. By Step 2 in

Algorithm 6.1, it follows that v is assigned to U2
i in the first case and to U1

i in the
second case.

A vertex v′ that is not unbalanced may be assigned to the wrong partition by
the algorithm, but since∣∣∣∣

∣∣Γ (v′) ∩W 1
i

∣∣
|V \ Vi|

−
∣∣Γ (v′) ∩W 2

i

∣∣
|V \ Vi|

∣∣∣∣ ≤ ε

8
(6.17)

for such vertices, the number of cut edges can decrease by at most |Vi| · |V \Vi| · ε/8
due to such misplacements.

A vertex v′′ that does not satisfy the bound (6.2) may be assigned to the wrong
partition by the algorithm, but since there are at most |Vi|ε/8 such vertices, this
cannot affect the weight of the cut by more than |V \ Vi| · |Vi|ε/8

Finally, since there at most |Vi|2/2 edges between pairs of vertices in Vi, the
number of cut such vertices can decrease by at most |Vi|2/2.

To summarize the above discussion, the following holds if we assume that Ui is
good and bound the decrease of the number of edges cut as we move from the
hybrid partition (H1

i−1, H
2
i−1) to (H1

i , H
2
i ).

1. The number of cut edges between vertices in V \ Vi and unbalanced vertices
in Vi for which the bound (6.2) is satisfied cannot decrease.

2. The number of cut edges between balanced vertices in Vi and vertices in V \Vi
decreases by at most |Vi| · |V \ Vi| · ε/8 ≤ n2ε/8`.

3. The number of cut edges between vertices in V \ Vi and unbalanced vertices
in Vi for which the bound (6.2) is not satisfied decreases by at most |V \ Vi| ·
|Vi|ε/8 ≤ n2ε/8`.

4. The number of cut edges between pairs of vertices in Vi decreases by at most
|Vi|2/2 ≤ n2/2`2.
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By our choice of `, the total decrease is bounded by n2ε/2`. 2

Corollary 6.5. For a graph G = (V,E), let (H1, H2) be a fixed partition of V and
ε > 0 and δ > 0 be arbitrary. Then the algorithm outputs, with probability at least
1− δ, a partition π̃(U) such that

µ(V 1
π̃(U), V

2
π̃(U)) ≥ µ(H1, H2)− ε/2. (6.18)

Proof. The algorithm tries all possible partitions and outputs the one defining the
largest cut. It follows from Lemma 6.4 that there exists, with probability at least
1− δ, a partition π(U) such that

µ(V 1
π(U), V

2
π(U)) ≥ µ(H1, H2)− ε/2. (6.19)

Thus, the algorithm outputs, with probability at least 1 − δ, a partition π̃(U)
defining a cut with weight no less than µ(H1, H2)− ε/2. 2

To complete the proof of correctness we only need to note that the optimum value
of an instance of Max Cut with cn2 edges is at least cn2/2.

Theorem 6.6. For arbitrary ε > 0 and δ > 0, Algorithm 6.1 outputs, with proba-
bility at least 1−δ, a partition with weight at least 1−ε/c times the optimum weight
for instances of Max Cut with n vertices and cn2 edges (Goldreich et al. 1998).

Proof. Let (H1, H2) be a partition defining a maximum cut. From Corollary 6.5,
we obtain that Algorithm 6.1 produces, with probability 1 − δ, a solution with
weight at least

n2µ(H1, H2)− n2ε/2 ≥ n2µ(H1, H2)(1 − ε/c), (6.20)

since µ(H1, H2) is at least c/2 when there are cn2 edges in the graph. 2
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Chapter 7

Fourier Transforms

The Fourier transform has turned out to be a very important tool also in theoretical
computer science. In this chapter, we give a background to the Fourier transform
on finite Abelian groups. We also consider the special case of the so called Long
G-Code for some Abelian group G, since this special case is used in Chapters 8
and 11. Terras (1999) gives a good introduction to Fourier transforms on finite
groups and H̊astad (1997) studies the special case when the group in question is
a representation of the Long G-Code. Below we use some standard concepts from
linear algebra; Greub (1975) covers these concepts in detail.

It is common to express a vector in a vector space as a linear combination of
so called basis vectors. Obviously, we can study different aspects of a function by
expressing it in different bases. In this chapter, functions from some finite set S
to C are of interest to us. We can always form a basis for the space of such functions
using the functions

δs(x) =

{
1 if x = s,
0 otherwise.

(7.1)

In this basis, a function f : S → C can be written as

f =
∑
s∈S

f(s)δs. (7.2)

Since the dimension of a vector space is defined as the number of vectors in the
basis, the vector space of functions from a finite set S to C has dimension |S|.

The goal of this chapter is to show that for functions from a finite Abelian
groupG to C, it is always possible to find a certain basis, the so called Fourier basis,
having certain nice properties. To study this basis, we start with the group Zm
and then gradually move on to more complicated groups.
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7.1 The Integers mod m

To be able to manipulate functions with respect to a basis, it is convenient to define
an inner product in the vector space.
Definition 7.1. The space L2(Zm) is the vector space of all functions from Zm
to C equipped with the inner product

〈f, g〉 =
1
m

m−1∑
x=0

f(x)g(x). (7.3)

We say that two functions f1 and f2 are orthogonal if 〈f1, f2〉 = 0. Note that the
basis functions δ0, . . . , δm−1 defined above are orthogonal, and thus they form an
orthogonal basis of L2(Zm).

The space L2(Zm) is a so called inner product space. Thus, the entire theory of
inner product spaces can be applied to L2(Zm). In this chapter, we only need the
fact that in an inner product space of dimension d, any d orthogonal vectors form
a basis of V .

7.1.1 Finding an Orthonormal Basis

To find a basis, it is enough to find m functions that are orthonormal with respect
to the inner product in L2(Zm), i.e., a family {φa}m−1

a=0 of functions in L2(Zm)
satisfying

〈φa, φa′〉 =

{
1 when a = a′,
0 otherwise.

(7.4)

Before proceeding any further, we note two things.
Lemma 7.2. If {φa}m−1

a=0 is an orthonormal basis for L2(Zm), we can write every
function f in L2(Zm) as

f =
m−1∑
a=0

〈f, φa〉φa. (7.5)

Proof. Since {φa}m−1
a=0 is an orthonormal basis for L2(Zm), we can write every

function f in L2(Zm) as

f =
m−1∑
a=0

αaφa, (7.6)

for some complex constants α0, . . . , αm−1. To obtain an expression for αa, we note
that

〈f, φa〉 =
m−1∑
a′=0

αa′〈φa, φa′〉 = αa, (7.7)

since the functions {φa}m−1
a=0 are orthonormal. 2
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Lemma 7.3. The m functions φa(x) = e2πiax/m, where a = 0, . . . ,m− 1, form an
orthonormal basis for L2(Zm).

Proof. They are orthonormal since

〈φa, φa′〉 =
1
m

m−1∑
x=0

e2πiax/me−2πia′x/m =

{
1 if a = a′,
0 otherwise.

(7.8)

They are many enough to form a basis since the dimension of L2(Zm) is m. 2

7.1.2 Defining the Fourier Transform

We now proceed to the definition of the discrete Fourier transform of functions
from Zm to C.

Definition 7.4. The Fourier coefficients {f̂a}m−1
a=0 of a function in L2(Zm) are

defined as f̂a = 〈f, φa〉, where φa(x) = e2πiax/m.

Lemma 7.2 now implies that every function f in L2(Zm) can be written as

f =
m−1∑
a=0

f̂aφa. (7.9)

As an illustration to the above concepts we prove the one theorem from classical
Fourier analysis that we use in this thesis, namely Parseval’s equality. Using only
the concept of orthonormality, the theorem provides a relationship between f and
its Fourier coefficients.

Theorem 7.5. Suppose that f is a function in L2(Zm) with the Fourier coeffi-
cients {f̂a}m−1

a=0 . Then

〈f, f〉 =
m−1∑
a=0

∣∣f̂ ∣∣2. (7.10)

Proof. If we expand f in its Fourier series, we get

〈f, f〉 =
m−1∑
a=0

m−1∑
a′=0

f̂af̂a′〈φa, φa′〉. (7.11)

Since

〈φa, φa′〉 =

{
1 when a = a′,
0 otherwise,

(7.12)

this double sum reduces to

〈f, f〉 =
m−1∑
a=0

∣∣f̂a∣∣2, (7.13)

which is the relation we set out to prove. 2
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7.2 More Complicated Groups

In Sec. 7.1, we saw how the Fourier transform in the space L2(Zm) is defined. In
this section, we generalize the approach to the space L2(G) for some arbitrary finite
Abelian group G. As an intermediate step, we first study the special case when
G is the product group Zm ×Zn.

7.2.1 A First Example

Definition 7.6. The space L2(Zm ×Zn) is the vector space of all functions from
Zm ×Zn to C equipped with the inner product

〈f, g〉 =
1
mn

m−1∑
x=0

n−1∑
y=0

f(x, y)g(x, y). (7.14)

To define the Fourier transform, we need a set of orthogonal basis functions. We
saw in Sec. 7.1 that φa(x) = e2πiax/m, where a = 0, . . . ,m− 1, form an orthogonal
basis in L2(Zm). Similarly, of course, ϕb(y) = e2πiby/n, where b = 0, . . . , n − 1,
form an orthogonal basis in L2(Zn).

Lemma 7.7. The functions

ψ(a,b)(x, y) = φa(x)ϕb(y) = e2πiax/me2πiby/n (7.15)

form an orthonormal basis in L2(Zm ×Zn).

Proof. The functions are orthonormal since

〈ψ(a,b), ψ(a′,b′)〉 =
1
mn

m−1∑
x=0

n−1∑
y=0

φa(x)ϕb(y)φa′(x)ϕb′ (y)

=
1
m

m−1∑
x=0

φa(x)φa′ (x)
1
n

n−1∑
y=0

ϕb(y)ϕb′(y)

= 〈φa, φa′〉〈ϕb, ϕb′〉.

(7.16)

The last expression above is non-zero only when a = a′ and b = b′, i.e., when
(a, b) = (a′, b′). And in this case, 〈φa, φa′〉 = 〈ϕb, ϕb′〉 = 1.

Finally, we note that the functions ψ(a, b) are many enough to form a basis for
L2(Zm ×Zn) since the dimension of that space is mn. 2

7.2.2 Finite Abelian Groups

In this section we look for generalization of the concepts introduced above to func-
tions from a finite Abelian group to C.
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Definition 7.8. For a finite Abelian group G, the space L2(G) is the vector space
of all functions from G to C equipped with the inner product

〈f1, f2〉 =
1
|G|

∑
g∈G

f1(g)f2(g). (7.17)

We saw in Sec. 7.2.1 how to construct an orthogonal basis for the space L2(Zm×Zn)
given bases for the spaces L2(Zm) and L2(Zn). To generalize these concepts to
functions in the space L2(G), we use the fact that every finite Abelian group G,
can be represented as

G ∼= Zi1 × · · · ×Zik , (7.18)

where |G| = i1 · · · ik. An element g ∈ G is represented as a k-tuple

g ∼
(
g(1), . . . , g(k)

)
∈ Zi1 × · · · ×Zik . (7.19)

We use multiplication as the group operation and 1 as the group identity. If two
group elements g1 and g2 have the representation

g1 ∼
(
g

(1)
1 , . . . , g

(k)
1

)
, (7.20)

g2 ∼
(
g

(1)
2 , . . . , g

(k)
2

)
, (7.21)

respectively, the element g1g2 has the representation

g1g2 ∼
(
g

(1)
1 + g

(1)
2 mod i1, . . . , g

(k)
1 + g

(k)
2 mod ik

)
. (7.22)

The group identity, which we denote by 1G, is represented by a vector of k zeros.

Definition 7.9. The set T is the set of all complex numbers of unit norm. The set
of characters of an Abelian group G is the set of all linear homomorphisms from G
to T .

The basis functions introduced in Secs. 7.1 and 7.2.1 are the characters of Zm
and Zm ×Zn, respectively. For an Abelian group G, the characters are

ψa(g) =
k∏
j=1

exp
(

2πia(j)g(j)

ij

)
. (7.23)

Below, we need the following identities involving the characters of G:

ψa(g1g2) = ψa(g1)ψa(g2), (7.24)
ψa1a2(g) = ψa1(g)ψa2(g), (7.25)
ψ1G(g) = 1, (7.26)∑
a∈G

ψa(g) =

{
|G| if g = 1,
0 otherwise.

(7.27)
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That the characters of G form an orthonormal basis for L2(G) follows by an ar-
gument very similar to that in Sec. 7.2.1. They are many enough, and they are
orthogonal since if a 6= a′,

〈ψa, ψa′〉 =
1
|G|

∑
g∈G

ψa(g)ψa′(g) =
1
|G|

∑
g∈G

ψa(gg′)ψa′(gg′) (7.28)

for some arbitrary g′ ∈ G. The last equality holds since we sum over all elements
in G. By the homomorphism property (7.24), we can rewrite the last expression as

1
|G|

∑
g∈G

ψa(g)ψa(g′)ψa′(g)ψa′(g′) =
ψa(g′)ψa′(g′)

|G|
∑
g∈G

ψa(g)ψa′(g). (7.29)

If we choose g′ such that ψa(g′) 6= ψa′(g′), this is always possible since a 6= a′, we
have shown that

〈ψa, ψa′〉 = c〈ψa, ψa′〉 (7.30)

for some c 6= 1. Thus, 〈ψa, ψa′〉 = 0 if a 6= a′. Finally, if a = a′,

〈ψa, ψa〉 =
1
|G|

∑
g∈G

ψa(g)ψa(g) =
1
|G|

∑
g∈G
|ψa(g)|2 = 1 (7.31)

since ψa(g) has unit norm. Thus the characters are orthonormal.
Once we have our orthonormal basis, the definition of the Fourier transform of

a function in L2(G) straightforward.

Definition 7.10. For a finite Abelian group G, the Fourier coefficients {f̂a}a∈G of
a function in L2(G) are f̂a = 〈f, ψa〉, where {ψa}a∈G are the characters of G.

We conclude this section by restating Parseval’s equality, the proof is exactly the
same as for the case when G = Zm.

Theorem 7.11. Suppose that f is a function in L2(G) with the Fourier coeffi-
cients {f̂a}a∈G. Then

〈f, f〉 =
∑
a∈G

∣∣f̂ ∣∣2. (7.32)

7.3 The Long G-Code

As an application of the techniques outlined above we study the so called Long
G-Code, which is of great importance in Chapters 8 and 11. The techniques in this
section was first used by H̊astad (1997); Terras (1999) surveys and analyzes several
other applications of the Fourier transform. What makes the Fourier transform
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extremely useful in combination with the Long G-Code seems to be that the char-
acters of G can be used both to form a Fourier basis of functions from the Long
G-Code to C and to form certain predicates needed in the analysis of certain tests
on codewords.

Definition 7.12. If U is some set of variables taking values in {−1, 1}, we denote
by {−1, 1}U the set of every possible assignment to those variables. Define

FGU =
{
f : {−1, 1}U → G

}
. (7.33)

For a function f ∈ FGU , we denote by |f | the number of x such that f(x) 6= 1G.

Definition 7.13. The space L2(FGU ) is the vector space of all functions from FGU
to C equipped with the inner product

〈F1, F2〉 =
1

|G|2|U|
∑
f∈FGU

F1(f)F2(f). (7.34)

To shorten the notation, we frequently write the above expression as

〈F1, F2〉 = Ef∈FGU
[
F1(f)F2(f)

]
, (7.35)

where it is understood that the probability distribution involved is the uniform dis-
tribution.

Definition 7.14. The Long G-Code of some string x of length |U | is the value of
all functions from U to G evaluated on the string x.

AU,x(f) = f(x). (7.36)

Since there are |G|2|U| functions from {−1, 1}U to G, the Long G-Code has length
|G|2|U| .

From now on, we drop the subscripts U and x, it is understood that the func-
tion A : FGU → G corresponds to some string x ∈ {−1, 1}U , which is interpreted as
assignments to the variables in U .

In Chapter 11 we want to estimate the probability that certain tests over the
group G accept. It turns out that an important technical tool in these efforts is the
Fourier transform on functions in the space L2(FGU ). To obtain our Fourier basis,
we need an expression for the characters of FGU . To derive that expression, we note
that we can identify this space with L2(G2|U|) by identifying a function f with a
table of the values f(x) for every x ∈ {−1, 1}U . Thus, the characters of FGU are

χα(f) =
∏

x∈{−1,1}U
ψα(x)

(
f(x)

)
, (7.37)
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where ψa(g) is the corresponding group character of G. In this definition, α is a
function from {−1, 1}U to G. In the same way as the characters of G, the characters
of FGU satisfy the following identities:

χα(f1f2) = χα(f1)χα(f2), (7.38)
χα1α2(f) = χα1(f)χα2(f), (7.39)
χ1(f) = 1, (7.40)

Ef∈FGU
[
χα(f)

]
=

{
1 if α = 1,
0 otherwise.

(7.41)

We can now define the Fourier coefficients as usual, F̂α = 〈F, χα〉, for some function
F ∈ FGU . This function then has the Fourier expansion

F =
∑
α∈FGU

F̂αχα. (7.42)

In Chapter 11, we need some technical lemmas regarding the Fourier transform of
the Long G-Code in various settings.

7.3.1 A Projection Lemma

Suppose that U ⊆ W and that y ∈ {−1, 1}W . Since y gives an assignment to all
variables in W , we can use y to form an assignments to all variables in U .

Definition 7.15. Let U ⊆W and y ∈ {−1, 1}W . Form y|U ∈ {−1, 1}U as follows:
For every variable in U , choose the assignment prescribed by y.

Definition 7.16. Let U ⊆W and β ∈ FGW . Form πU (β) ∈ FGU as follows:(
πU (β)

)
(x) =

∏
y:y|U=x

β(y). (7.43)

Using the projection equality (7.43) and the fact that G is Abelian, we see that
πU (β−1) = (πU (β))−1.

Lemma 7.17. Let U ⊆ W and let β ∈ FGW be arbitrary. Let f ∈ FGU be some
arbitrary function and define a function g ∈ FGW such that g(y) = f(y|U ). Then
χβ(g) = χπU (β)(f).

Proof. By the definition of χ,

χβ(g) =
∏

y∈{−1,1}W
ψβ(y)

(
g(y)

)
. (7.44)
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Let us study the partition of {−1, 1}W into sets of the form {y : y|U = x}. On
those sets, g(y) = f(x), which means that we can write

χβ(g) =
∏

x∈{−1,1}U

∏
y:y|U=x

ψβ(y)

(
f(x)

)
. (7.45)

Since ψa is linear in a,∏
y:y|U=x

ψβ(y)

(
f(x)

)
= ψ(πU (β))(x)

(
f(x)

)
, (7.46)

and thus

χβ(g) =
∏

x∈{−1,1}U
ψ(πU (β))(x)

(
f(x)

)
= χπU (β)(f), (7.47)

where πU (β) is defined as in Definition 7.16. 2

Note that the above lemma proves a relation between χβ, which is a character
of L2(FGW ), and χπU (β), which is a character of L2(FGU ).

7.3.2 A Folding Lemma

Definition 7.18. We say that a function A : FGU → G is folded over G if

A(Γf) = ΓA(f) (7.48)

for all Γ ∈ G and all f ∈ FGU .

Lemma 7.19. Suppose that the function A : FGU → G is folded over G. Let Âα,γ
be the Fourier coefficients of the function ψγ ◦ A for some γ ∈ G. Then Âα,γ = 0
unless ∏

x∈{−1,1}U
α(x) = γ. (7.49)

Proof. Since the expectation in the definition of the inner product is taken over all
functions in FGU we can write Âα,γ as

Âα,γ = 〈ψγ ◦A,χα〉 = Ef∈FGU
[
ψγ(A(Γf))χα(Γf)

]
(7.50)

for any Γ ∈ G. By the folding equality (7.48) and the homomorphism prop-
erty (7.24),

ψγ(A(Γf)) = ψγ(ΓA(f)) = ψγ(Γ )ψγ(A(f)), (7.51)
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and by the homomorphism property (7.38),

χα(Γf) = χα(Γ )χα(f). (7.52)

Thus,

〈ψγ ◦A,χα(f)〉 = ψγ(Γ )χα(Γ )〈ψγ ◦A,χα(f)〉 (7.53)

for any Γ ∈ G, which means that

ψγ(Γ )χα(Γ ) = 1 (7.54)

for all Γ ∈ G if Âα,γ 6= 0. Since χα(Γ ) has unit norm,

χα(Γ ) =
(
χα(Γ )

)−1
, (7.55)

and thus

ψγ(Γ ) = χα(Γ ) =
∏

x∈{−1,1}U
ψα(x)

(
Γ
)

(7.56)

for all Γ ∈ G if Âα,γ 6= 0. Since ψa is linear in a,∏
x∈{−1,1}U

ψα(x)

(
Γ
)

= ψa
(
Γ
)

(7.57)

where a =
∏
x∈{−1,1}U α(x). Thus ψγ(Γ ) = ψa(Γ ) for all Γ ∈ G if Âα,γ 6= 0. This

can be true only if

γ = a =
∏

x∈{−1,1}U
α(x), (7.58)

which completes the proof. 2

Corollary 7.20. Suppose that the function B : FGW → G, where U ⊆ W , is folded
over G. Let B̂β,γ be the Fourier coefficients of the function ψγ ◦ B for some γ ∈
G \ {1G}. Then, for all β such that B̂β 6= 0 there exists an x ∈ {−1, 1}U such that
(πU (β))(x) 6= 1G.

Proof. Since B̂β,γ 6= 0, Lemma 7.19 implies that
∏
y∈{−1,1}W β(y) = γ. We now

express this product in G as∏
x∈{−1,1}U

∏
y∈{−1,1}W :y|U=x

β(y) = γ (7.59)

and use the definition of the function πU (β) to obtain∏
x∈{−1,1}U

(
πU (β)

)
(x) = γ. (7.60)

Since γ 6= 1, this implies that there exists at least one x ∈ {−1, 1}U such that
(πU (β))(x) 6= 1G. 2
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7.3.3 A Conditioning Lemma

If f is a function in FGU and h is some Boolean function on {−1, 1}U , we define the
function f ∧ h as

(
f ∧ h

)
(x) =

{
f(x) if h(x) = True,
1G otherwise.

(7.61)

Definition 7.21. We say that the function A : FGU → G is conditioned upon h if

A(f) = A(f ∧ h). (7.62)

Lemma 7.22. Suppose that the function A : FGU → G is conditioned upon h. Let
Âα,γ be the Fourier coefficients of the function ψγ ◦A for some γ ∈ G\{1G}. Then
Âα,γ = 0 for any α such that there exists an x with the property that α(x) 6= 1G
and h(x) = False.

Proof. Suppose that there exists an x0 such that α(x0) 6= 1G and h(x0) = False.
Write

Âα,γ = 〈ψγ ◦A,χα〉 =
1

|G|2|U|
∑
f∈FGU
f(x0)=1

∑
a∈G

ψγ(A(fa))χα(fa), (7.63)

where fa is defined from f as

fa(x) =

{
a if x = x0,
f(x) otherwise.

(7.64)

Since A is conditioned upon h and h(x0) = False, we can rewrite the expres-
sion (7.63) for Âα,γ as

Âα,γ =
1

|G|2|U|
∑
f∈FGU
f(x0)=1

ψγ(A(f))
∑
a∈G

χα(fa). (7.65)

By the definition of fa,∑
a∈G

χα(fi) =
∑
a∈G

∏
x∈{−1,1}U

ψα(x)(fi(x)) (7.66)

=
∏

x∈{−1,1}U
x 6=x0

ψα(x)(f(x))
∑
a∈G

ψα(x0)(a). (7.67)

By the definition of inner product in L2(G),∑
a∈G

ψα(x0)(a) = |G|〈ψα(x0), ψ1G〉. (7.68)



68 Chapter 7. Fourier Transforms

Since α(x0) 6= 1G and the functions {ψa}a∈G are orthogonal in L2(G),

〈ψα(x0), ψ1〉 = 0. (7.69)

We conclude that Âα = 0 for all α such that there exists an x0 such that α(x0) 6= 1G
and h(x0) = False. 2



Chapter 8

Proof Checking

We saw in Definition 2.21 that a language L is in the class NP if there exists a
polynomial time Turing machine M with the following properties:

1. For every instance x, M runs in time polynomial in |x|.

2. For instances x ∈ L, there exists a proof π, of size polynomial in |x|, such
that M accepts (x, π).

3. For instances x /∈ L, M does not accept (x, π) for any proof π of size polyno-
mial in |x|.

The above definition can be modified to allow that M sometimes rejects a correct
proof or accepts an incorrect proof. In this chapter, we study such generalizations
and their connection to strong inapproximability results. Specifically, we prove
hardness results for two maximization problems: Max Clique and Max E3-Lin-G.

Arora and Safra (1998) defined the class PCP[r, q], consisting of a probabilis-
tically checkable proof systems (PCP) where the verifier has oracle access to the
membership proof, is allowed to toss r(n) random bits and query q(n) bits from
the oracle. Below we define a slight generalization, PCPc,s[r, q], of this class. The
class originally defined by Arora and Safra (1998) is PCP1,1/2[r, q].

Definition 8.1. A probabilistic polynomial time Turing machine V with oracle ac-
cess to π is an (r, q)-restricted verifier if it, for every oracle π and every input of
size n, uses at most r(n) random bits and queries at most q(n) bits from the oracle.
We denote by V π the verifier V with the oracle π fixed.

Definition 8.2. A language L belongs to the class PCPc,s[r, q] if there exists a
(r, q)-restricted verifier V with the following properties:

1. For instances x ∈ L, Pr[V π accepts (x, ρ)] ≥ c for some oracle π.

2. For instances x /∈ L, Pr[V π accepts (x, ρ)] ≤ s for all oracles π.

69
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The probability space above is formed by the random choices made by the verifier.
We say that V has completeness c and soundness s.

It turns out that PCPs are extremely useful to prove strong lower bounds for
combinatorial optimization problems. Different lower bounds under the assumption
that P 6= NP follows from theorems of the form NP ⊆ PCPc,s[r, q] for different
values of c, s, r and q.

There are also other models for probabilistic proof checking. In this thesis, we
only need one other model.

Definition 8.3. A two-prover one-round interactive proof system consists of a
verifier and two provers. The verifier is allowed to send one question to each prover,
but this question can be a query for several bits of the proof. The provers are not
allowed to interact while answering the question, but they can communicate before
the protocol starts. We say that a two-prover one-round interactive proof system
for a language L has completeness c and soundness s if the following holds:

1. For instances x ∈ L, Pr[V accepts x] ≥ c for some provers (P1, P2).

2. For instances x /∈ L, Pr[V accepts x] ≤ s for all provers (P1, P2).

The probability space above is formed by the random choices made by the verifier.

8.1 Hardness Results for Max Clique

The connection between the approximability of Max Clique and PCPs was first
discovered by Feige, Goldwasser, Lovász, Safra, and Szegedy (1996), who showed
that

NP ⊆ PCP1,1/2[O(log n log logn), O(log n log log n)] (8.1)

and used this characterization of NP and a reduction to show that Max Clique
cannot be approximated within any constant unless

NP ⊆ DTIME(nO(log logn)). (8.2)

The assumption on NP needed to prove hardness results on the approximabil-
ity of Max Clique is closely related to the connection between the classes NP
and PCP1,1/2[r, q] for various values of r and q. This connection was the subject
of intensive investigations leading to the following result:

Theorem 8.4. NP = PCP1,1/2[O(log n), O(1)] (Arora, Lund, Motwani, Sudan,
and Szegedy 1998).

A consequence of this result is that the abovementioned assumptions in the proof
of Feige et al. (1996) could be weakened to P = NP.
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8.1.1 A Constant Lower Bound

If we fix the proof in a PCP and assume that the verifier has selected its random
bits, the remaining computation of the verifier is deterministic. Thus, for every
possible outcome of the random bits, we now if the verifier will accept the proof or
not.

Definition 8.5. For a given verifier, we say that a computation corresponding to
some random string is accepting if the verifier accepts the proof as a result of that
computation.

A technical tool in the proof of Feige et al. (1996) is the construction of a graphGV,x,
corresponding to a verifier in some proof system and some input x.

Definition 8.6. From a verifier V and some input x, we construct a graph GV,x
as follows: Every vertex in GV,x corresponds to an accepting computation of the
verifier. Two vertices in GV,x are connected if they correspond to consistent com-
putations. Two computations Π1 and Π2 are consistent if, whenever some bit b is
queried from the oracle, the answers are the same for both Π1 and Π2.

In the original construction, the number of vertices in GV,x was bounded by the
obvious bound, 2r(n)+q(n), where r(n) is the number of random bits used by the
verifier and q(n) is the number of bits the verifier queries from the oracle. Feige
et al. (1996) suggest in their paper that the bound on the number of vertices in GV,x
could be improved, and it was later recognized that the number of vertices can be
bounded by 2r(n)+f(n), where f(n) is the free bit complexity.

Definition 8.7. A verifier has free bit complexity f if the number of accepting
computations is at most 2f for any outcome of the random bits tossed by the verifier.

Definition 8.8. A language L belongs to the class FPCPc,s[r, f ] if there exists
verifier V with free bit complexity f that given an input x and oracle access to π
tosses r independent random bits and has the following properties:

1. For instances x ∈ L, Pr[V π accepts (x, ρ)] ≥ c for some oracle π.

2. For instances x /∈ L, Pr[V π accepts (x, ρ)] ≤ s for all oracles π.

The probability space above is formed by the random choices made by the verifier.

To understand the intuition behind the free bit complexity of a proof system, it is
perhaps best to study the behavior of a typical verifier in a typical proof system.
Such a verifier first reads a number of bits, the free bits, from the oracle. From the
information obtained from those bits and the random string, the verifier determines
a number of bits, the non-free bits, that it should read next from the oracle and the
values these bits should have in order for the verifier to accept. Finally, the verifier
reads these bits from the oracle and checks if they have the expected values.
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Lemma 8.9. Suppose that the graph GV,x is constructed as in Definition 8.6. Then
the size of the maximum clique in GV,x is

2r max
π

Pr
ρ

[V π(x, ρ) accepts], (8.3)

where Prρ denotes the probability over the r random bits chosen by the verifier
(Feige et al. 1996, Lemma 3.5).

Proof. We first show that the size of the clique is at least

2r max
π

Pr
ρ

[V π(x, ρ) accepts]. (8.4)

Let π be an oracle such that maxπ Prρ[V π(x, ρ) accepts] is maximal and denote this
probability by p. Consider the p2r vertices corresponding to accepting computations
of V π(x, ρ). Since these computations all correspond to the same oracle, they are
consistent. Hence, they form a clique of size p2r in GV,x.

We now show that the size of the clique is at most

2r max
π

Pr
ρ

[V π(x, ρ) accepts]. (8.5)

Study a clique of maximum size in GV,x and denote its size by k. A clique in GV,x
cannot contain two vertices corresponding to the same random string, since this
would force the corresponding computations to be inconsistent. Also, all vertices
in the clique correspond to accepting computations since all vertices in GV,x corre-
spond to accepting computations. Thus, we can use the vertices to form an oracle π
making V π accept for at least k random strings. 2

Theorem 8.10. Suppose that L ∈ FPCPc,s[r, f ]. Let x be some instance of L,
and construct the graph GV,x as in Definition 8.6. Then, the following holds:

1. For instances x ∈ L, there is a clique of size at least c2r in GV,x.

2. For instances x /∈ L, there is no clique of size greater than s2r in GV,x.

Proof. First suppose that x ∈ L. Then there exists an oracle π such that V π accepts
with probability at least c, and thus there exists a clique of size at least c2r in GV,x.

Now suppose that x /∈ L. Then for all oracles π, V π accepts with probability
at most s, and thus there exists no clique of size greater than s2r in GV,x. 2

Corollary 8.11. Suppose that NP ⊆ FPCPc,s[O(log n), f ] for some constants c,
s, and f such that c > s. Then it is impossible to approximate Max Clique within
c/s in polynomial time unless P = NP.

Proof. Let L be some NP-complete language and x be some instance of L. Let
B be some polynomial time algorithm approximating Max Clique within c/s.

The following algorithm decides L: Construct the graph GV,x corresponding
to the instance x. Now run B on GV,x. If B determines that GV,x has a clique
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containing more than s2r vertices, where r ∈ O(log n) is the number of random bits
used by the verifier, accept x, otherwise reject.

Since the number of random bits used by the verifier is logarithmic and the
number of free bits is a constant, the graph GV,x has polynomial size. Since B is a
polynomial time algorithm, the above algorithm also runs in polynomial time. 2

8.1.2 Self-Reduction

It is possible to improve on the above result by gap amplification. The simplest
form of gap amplification is to simply run a constant number of independent runs
of the verifier. If any of the rounds causes the verifier to reject, we reject, otherwise
we accept. This shows that, for any constant k,

FPCPc,s[r, f ] ⊆ FPCPck,sk [kr, kf ], (8.6)

for any functions c, s, r, and f , which strengthens Corollary 8.11 to

Corollary 8.12. Suppose that NP ⊆ FPCPc,s[O(log n), f ] for some constants c,
s, and f such that c > s. Then it is impossible to approximate Max Clique within
any constant in polynomial time unless P = NP.

The above procedure can improve the inapproximability result from a specific con-
stant c/s to any constant, but to improve the inapproximability result from nα to
nα
′

for some constants α and α′, we have to use a more sophisticated form of gap
amplification. Also, the concept of free bit complexity needs to be refined. To see
why the above procedure fails in this case, suppose that we have some proof system
that gives a graph GV,x with n = 2r+f vertices such that we can deduce that it is
impossible to approximate Max Clique within nα in polynomial time. Put another
way, this particular proof system has c/s = nα. Now we try to apply the above
gap amplification technique. Then we get a new graph GV ′,x with 2kr+kf = nk

vertices and a new inapproximability factor ck/sk = nkα. Thus, we have failed to
improve the lower bound. Obviously, it is not only the free bit complexity of a proof
system that is important when it comes to proving lower bounds for Max Clique,
but also the gap, the quotient of the soundness and the completeness. We see above
that an exponential increase in the gap does not give us anything if the free bit
complexity and the number of random bits increase linearly. Bellare and Sudan
(1994) recognized that the interesting parameter is f/ log s−1 in the case of perfect
completeness. This parameter was later named the amortized free bit complexity
and is usually denoted by f̄ .

8.1.3 A Lower Bound Growing with n

The above gap amplification technique does not change f̄ . Two methods that do
improve the lower bound in the case above by keeping down the number of random
bits needed to amplify the gap have appeared in the literature (Bellare, Goldre-
ich, and Sudan 1998; Zuckerman 1996), and both prove the same result: If every
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language in NP can be decided by a proof system with logarithmic randomness,
perfect completeness, and amortized free bit complexity f̄ , then Max Clique cannot
be approximated within n1/(1+f̄)−ε in polynomial time, unless NP = ZPP. The
class ZPP above is the class of problems that can be decided in expected poly-
nomial time. The constructions are valid for any constant f̄ and some arbitrarily
small constant ε > 0. We give the details of Zuckerman’s construction (1996) in
Chapter 14. Note that this result implies that the number of random bits used by
the verifier does not appear explicitly in the lower bound on the approximability
of Max Clique. However, the verifier must use at most a logarithmic number of
random bits if the reduction is to be constructible in probabilistic polynomial time.

8.1.4 The Optimal Lower Bound

We saw above, that as soon as a PCP for NP with small amortized free bit com-
plexity is found, this automatically gives a lower bound on the approximability of
Max Clique. As the final link in the chain, H̊astad (1999) constructed a probabilis-
tic proof system with perfect completeness and amortized free bit complexity ε, for
an arbitrarily small constant ε > 0. This implies the following theorem:

Theorem 8.13. Unless NP = ZPP, Max Clique cannot be approximated within
n1−ε in polynomial time, for any constant ε > 0 (H̊astad 1999).

It is trivial to approximate Max Clique in a graph with n vertices within n, just
pick any vertex as the clique, and Boppana and Halldórsson (1992) have shown
that Max Clique can be approximated within

O
(
n/ log2 n

)
= n1−O(log logn/ logn) (8.7)

in polynomial time. In Chapter 14, we investigate the assumptions needed to prove
a lower bound of the form n1−ε(n) for some decreasing function ε. Specifically, we
prove that unless

NP ⊆ ZPTIME(2O(logn(log logn)3/2)), (8.8)

Max Clique on a graph with n vertices cannot be approximated in polynomial time
within n1−O(1/

√
log logn).

8.2 A Hardness Result for Max E3-Lin-G

Arora et al. (1998) proved that an instance x of an NP-complete language L can
be transformed into a 3-Sat formula φ such that the following holds:

1. If x ∈ L, all clauses in φ can be satisfied simultaneously.

2. If x /∈ L, at most some fraction, strictly less than 1 and independent of the
size of the instance, of the clauses in φ can be satisfied simultaneously.
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Feige (1998) pointed out that this result implies that the problem µ-gap E3-Sat(5)
is NP-complete.

H̊astad (1997) has constructed a PCP for NP with completeness 1 − δ1, for
any constant δ1 > 0, and soundness 1/|G| + δ2, for any constant δ2 > 0. The
proof in this PCP consists of several disjoint tables, and the verifier queries one
randomly selected position f in one table and two randomly selected positions,
denoted by g and h, in another table. The answers to these queries, denoted by
A(f), B(g), and B(h), are elements in G. The verifier accepts if the linear equation
A(h)B(g)B(h) = 1 is satisfied.

To prove that the soundness cannot be more than 1/|G| + δ2, H̊astad (1997)
essentially reduces from the problem µ-gap E3-Sat(5). On a high level, the proof
consists of the following steps:

1. Establish that there exists a two-prover one-round interactive proof system
for µ-gap E3-Sat(5) with the following properties:

(a) The queries to the provers and the answers from the provers have con-
stant length.

(b) The protocol has perfect completeness and soundness cuµ, where u is es-
sentially the size of the queries to the provers and cµ < 1 is a constant,
independent of u. The value of u will be selected to obtain a contradic-
tion in Step 5 below.

2. Construct a PCP with the following properties:

(a) The proof contains encoded answers to all possible queries in the above
proof system for µ-gap E3-Sat(5).

(b) The verifier, parameterized by the arbitrary constant δ1 > 0, accepts if
a cleverly chosen linear constraint over G is satisfied.

The verifier uses certain conventions when accessing the proof. These conven-
tions imply that certain bad proofs are accepted only with a small probability,
and that Step 4 below is possible.

3. Assume that the verifier accepts an incorrect proof with probability 1/|G|+δ2,
where δ2 > 0 is some arbitrary constant, and prove that this implies that some
other expression is bounded by a function of δ2.

4. Notice that this other expression is the probability of an event, and use this to
design a randomized strategy for the provers in the interactive proof system
for µ-gap E3-Sat(5). Prove that if the provers follow this strategy, the verifier
in the interactive proof system for µ-gap E3-Sat(5) accepts with probability
greater than some function of δ1 times the expression that was bounded in
Step 3. Conclude that the soundness of the interactive proof system for µ-gap
E3-Sat(5) is at least cδ1,δ2 , which does not depend on u.
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5. Choose the constant u in Step 1 such that cuµ < cδ1,δ2 and conclude that we
have arrived at a contradiction.

We now give the details of H̊astad’s construction (1997).

8.2.1 An Interactive Proof System for µ-gap E3-Sat(5)

There is a well-known two-prover one-round interactive proof system that can be
applied to µ-gap E3-Sat(5). Given an instance, i.e., an E3-Sat formula φ, the
verifier picks a clause C and variable x in C uniformly at random from the instance
and sends x to the first prover and C to the second prover. It then receives an
assignment to x from the first prover and an assignment to the variables in C from
the second prover. The verifier accepts if these assignments are consistent and
satisfy C, otherwise it rejects.

Lemma 8.14. There exists provers that make the verifier accept a satisfiable in-
stance of µ-gap E3-Sat(5) with probability 1.

Proof. Let π be an assignment satisfying the instance and let both provers answer
according to this assignment. 2

Lemma 8.15. The provers can fool the verifier to accept an negative instance of
µ-gap E3-Sat(5), i.e., an instance where at most a fraction µ of the clauses is
satisfiable, with probability at most (2 + µ)/3.

Proof. Denote the provers by P1 and P2, respectively. The strategy of P1 defines
a deterministic assignment π to all variables in the instance. Since the provers
coordinate their strategies, we can assume that this assignment is known to P2.
Given this assignment, it is optimal for P2 to proceed as follows: If it obtains a
clause satisfied by π, it answers according to π. If it obtains a clause not satisfied
by π it must answer with an assignment satisfying the clause, since the verifier
accepts if the assignment returned by P2 satisfies the clause and is consistent with
the assignment returned by P1. Given a clause that is not satisfied by π, the
probability that the verifier accepts is maximized if P2 answers according to π for
the first two variables in the clause and inverts the answer for the last variable.
Then the verifier accepts with probability 2/3, since it picked a variable in the
clause uniformly at random and sent it to P1.

To sum up the above discussion, the provers can always convince the verifier to
accept when the verifier happens to choose a clause satisfied by π, and they convince
the verifier with probability 2/3 when the verifier happens to choose a clause not
satisfied by π. If we let p denote the fraction of clauses satisfied by π, the verifier
accepts with probability p + (1 − p) · 2/3 = (2 + p)/3. Finally, we note that we
always have p ≤ µ, by the definition of µ-gap E3-Sat(5). This implies that the
provers can make the verifier accept an unsatisfiable instance with probability at
most (2+µ)/3, where equality holds when π is an assignment satisfying a fraction µ
of the clauses. 2
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To summarize the above analysis in the language of PCPs, the above proof system
has completeness 1 and soundness (2 + µ)/3.

The soundness can be lowered to ((2+µ)/3)u by repeating the protocol u times
independently in sequence, but it is also possible to construct a one-round proof
system with lower soundness as follows: The verifier picks u clauses {C1, . . . , Cu}
uniformly at random from the instance. For each Ci, it also picks a variable xi
from Ci uniformly at random. The verifier then sends {x1, . . . , xu} to P1 and
the clauses {C1, . . . , Cu} to P2. It receives an assignment to {x1, . . . , xu} from P1

and an assignment to the variables in {C1, . . . , Cu} from P2, and accepts if these
assignments are consistent and satisfy C1 ∧ · · · ∧ Cu. As above, the completeness
of this proof system is 1, and it can be shown (Raz 1998) that the soundness is at
most cuµ, where cµ < 1 is some constant depending on µ but not on u or the size of
the instance.

Since there are exactly three variables in each clause and every variable occurs
exactly five times, the verifier could instead start by selecting a variable uniformly
at random and then select a clause containing this variable uniformly at random;
this gives the same distribution as the process outlined above. In Chapter 11, this
latter view of the protocol greatly simplifies the analysis.

8.2.2 The PCP

The proof is what H̊astad (1997) calls a Standard Written G-Proof with param-
eter u. It is supposed to represent a string of length n. When φ is a satisfiable
formula this string should be a satisfying assignment.

Definition 8.16. A Standard Written G-Proof with parameter u contains for each
set U ⊆ [n] of size at most u a string of length |G|2|U| , which we interpret as the
table of a function AU : FGU → G. It also contains for each set W constructed as
the set of variables in u clauses a function AW : FGW → G.

Definition 8.17. A Standard Written G-Proof with parameter u is a correct proof
for a formula φ of n variables if there is an assignment x, satisfying φ, such that
AV is the Long G-Code of x|V for any V of size at most u or any V constructed
as the set of variables of u clauses.

In Sec. 7.3.2 we saw that if a function from FGU to G is folded over G, many of its
Fourier coefficients vanish. It turns out that we need to have the above tables folded
over G in order for the proof of the lower bound to work. This is not a problem,
since the folding property can easily be enforced by the verifier as follows: When
the verifier is supposed to query some position AU (f) from the proof, it instead
queries AU (Γ−1f), where Γ ∈ G is chosen according to a fixed convention. Then
the verifier uses the value ΓAU (Γ−1f) as AU (f). An analogous procedure is used
for the table representing AW

The verifier is parameterized by the constant δ1 and it should accept with high
probability if the proof is a correct Standard Written G-Proof with parameter u for
a given formula φ. To check this property, the verifier proceeds as follows:
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1. Select uniformly at random u variables x1, . . . , xu. Let U be the set of those
variables.

2. Select uniformly at random u clauses C1, . . . , Cu such that clause Ci contains
variable xi. Let Φ be the Boolean formula C1 ∧ · · · ∧Cu. Let W be the set of
variables in the clauses C1, . . . , Cu.

3. Select uniformly at random f ∈ FGU and g ∈ FGW .

4. Choose ε ∈ FGW such that, independently for all y ∈W ,

(a) With probability 1− δ1, ε(y) = 1.

(b) With probability δ1, ε(y) is selected uniformly at random from G.

5. Define h ∈ FGW such that h(y) =
(
fi(y|U )g(y)ε(y)

)−1.

6. If AU (f)AW (g ∧ Φ)AW (h ∧ Φ) = 1, then accept, else reject.

We immediately recognize that if the verifier receives a correct proof, it accepts
when ε(y) = 1. Thus, the completeness of this test is

Pr[ε(y) = 1] = 1− |G| − 1
|G| δ1 > 1− δ1. (8.9)

8.2.3 Expressing the Acceptance Probability

To shorten the notation, we define the shorthands A(f) = AU (f) and B(g) =
AW (g ∧ Φ). Since the test accepts when A(f)A(g)A(h) = 1,

∑
a∈G

ψγ
(
A(f)A(g)A(h)

)
=

{
|G| when the test accepts,
0 otherwise.

(8.10)

Using the fact that ψ1(g) = 1 for any g, we can rewrite this as

1
|G|
(

1 +
∑

γ∈G\{1G}
ψγ
(
A(f)A(g)A(h)

))
=

{
1 when the test accepts,
0 otherwise.

(8.11)

Thus, the probability that the verifier accepts can be written as

Pr[accept] =
1
|G|
(

1 +
∑

γ∈G\{1G}
E[Tγ ]

)
, (8.12)

where

Tγ = ψγ
(
A(f)A(g)A(h)

)
. (8.13)
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Lemma 8.18. If the test accepts with probability 1/|G| + δ2, there exists an γ ∈
G \ {1G} such that |E[Tγ ]| ≥ δ2.

Proof. Suppose that |E[Tγ ]| < δ2 for all a ∈ G. Substituting this into the expres-
sion (8.12) for the acceptance probability,

Pr[accept] <
1 + (|G| − 1)δ2

|G| <
1
|G| + δ2. (8.14)

Thus, there must exist some a ∈ G such that |E[Tγ ]| ≥ δ2. 2

Lemma 8.19. Suppose that |E[Tγ ]| ≥ δ2 for some γ ∈ G \ {1G}. Then

EU,Φ
[ ∑
α∈FGU
β∈FGW
α=πU (β)

|Âα,γ |2|B̂β,γ |2(1− δ1)2|β|
]
≥ δ2

2 , (8.15)

where

W = {variables in Φ}, (8.16)
A(f) = AU (f), (8.17)
B(g) = BW (g ∧ Φ), (8.18)

Âα,γ = 〈ψγ ◦A,χα〉, (8.19)

B̂β,γ = 〈ψγ ◦B,χβ〉. (8.20)

Proof. We use the Fourier expansion

ψγ ◦A =
∑
α∈FGU

Âα,γχα, (8.21)

ψγ ◦B =
∑
β∈FGW

B̂β,γχβ (8.22)

to write

E[Tγ ] = EU,Φ
[ ∑
α∈FGU
β1∈FGW
β2∈FGW

Âα,γB̂β1B̂β2 Ef,g,ε
[
χα(f)χβ1(g)χβ2(h)

]]
. (8.23)

Next, we assume that U and Φ are fixed and study

P =
∑
α∈FGU
β1∈FGW
β2∈FGW

Âα,γB̂β1B̂β2 Ef,g,ε
[
χα(f)χβ1(g)χβ2(h)

]
(8.24)
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We expand χβ2(h) using the definition of h, the homomorphism property (7.38),
the fact (7.39) that χα is linear in α, and Lemma 7.17 to rewrite the expectation
in the expression for P as

Ef
[
χαπU (β−1

2 )(f)
]

Eg
[
χβ1β

−1
2

(g)
]

Eε
[
χβ2(ε−1)

]
. (8.25)

This expression is often 0, since by the summation relation (7.41)

Ef
[
χαπU (β−1

2 )(f)
]

=

{
1 if α = πU (β2),
0 otherwise,

(8.26)

Eg
[
χβ1β

−1
2

(g)
]

=

{
1 if β1 = β2,
0 otherwise.

(8.27)

Hence, the only terms remaining are those where β1 = β2 = β and α = πU (β).
Since ε(y) is chosen independently for each y,

Eε
[
χβ
(
ε−1
)]

= (1 − δ1)|β|. (8.28)

All this put together implies that

P =
∑
α∈FGU
β∈FGW
α=πU (β)

Âα,γB̂
2
β,γ(1− δ1)|β|. (8.29)

By the Cauchy-Schwartz inequality,∣∣P |2 ≤ ( ∑
α∈FGU
β∈FGW
α=πU (β)

|Âα,γ |2|B̂β,γ |2(1− δ1)2|β|
)( ∑

α∈FGU
β∈FGW
α=πU (β)

|B̂β,γ |2
)
. (8.30)

For every β ∈ FGW there is exactly one α ∈ FGU such that α = πU (β). Thus, we can
use Parseval’s equality to bound the last sum above by∑

α∈FGU
β∈FGW
α=πU (β)

|B̂β,γ |2 ≤
∑
β∈FGW

|B̂β,γ |2 = 〈ψγ ◦B,ψγ ◦B〉 = 1, (8.31)

where the last equality follows since |ψγ(g)| = 1 for all g ∈ G. Thus,

|P |2 ≤
∑
α∈FGU
β∈FGW
α=πU (β)

|Âα,γ |2|B̂β,γ |2(1− δ1)2|β|. (8.32)

To sum up,∣∣E[Tγ ]
∣∣2 ≤ ∣∣E[P ]

∣∣2 ≤ E
[
|P |2

]
, (8.33)

and we are done. 2
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8.2.4 Designing Efficient Provers

Lemma 8.20. Suppose that |E[Tγ ]| ≥ δ2 for some γ ∈ G \ {1G}. Then there
exist provers that make the two-prover one-round protocol for µ-gap E3-Sat(5) from
Sec. 8.2.1 accept with probability at least δ1δ

2
2.

Proof. To construct their strategy, both provers compute the γ maximizing

EU,Φ
[ ∑
α∈FGU
β∈FGW
α=πU (β)

|Âα,γ |2|B̂β,γ |2(1− δ1)|β|
]

(8.34)

and keep this γ fixed. Then they proceed as follows: Prover P1 receives a set U
of u variables, computes the Fourier coefficients Âα,γ , selects a random α with the
distribution

Pr[α] = |Âα,γ |2, (8.35)

and returns an arbitrary x such that α(x) 6= 1. Such an x always exists, by
Lemma 7.19.

Prover P2 receives the formula Φ consisting of u clauses, computes B̂β,γ, selects
a random β with the distribution

Pr[β] = |B̂β,γ |2, (8.36)

and returns a random y such that β(y) 6= 1. Such a y always exists, by Lemma 7.19,
and by Lemma 7.22, such assignments satisfy Φ.

Let us now analyze the acceptance probability of this strategy. Since

Pr[accept] = EU,Φ
[
Pr[accept | U,Φ]

]
, (8.37)

we try to estimate Pr[accept | U,Φ]. Corollary 7.20 ensures that the selected β has
the property that πU (β) 6= 1G. This means, that if the provers obtain α and β such
that

α = πU (β), (8.38)

there exists x such that (πU (β))(x) 6= 1, and for every such x, α(x) 6= 1. Given
the x chosen by P1, the probability that P2 chooses a y such that y|U = x and
β(y) 6= 1 is at least 1/|β|, which means that

Pr[accept | U,Φ] ≥
∑
α∈FGU
β∈FGW
α=πU (β)

|Âα,γ |2|B̂β,γ |2
|β| . (8.39)
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Since ex > 1 + x > x for any real positive x,

eδ1|β|

δ1
>
δ1|β|
δ1

= |β|, (8.40)

or equivalently,

1
|β| > δ1e

−δ1|β| > δ1(1− δ1)|β|, (8.41)

where the second inequality follows from e−x > 1 − x, which is true for any real
positive x, we obtain

Pr[accept | U,Φ] ≥ δ1

∑
α∈FGU
β∈FGW
α=πU (β)

|Âα,γ |2|B̂β,γ |2(1 − δ1)|β|, (8.42)

which concludes the proof. 2

8.2.5 The Reduction to Max E3-Lin-G

Lemma 8.21. For every constant δ2 > 0, it is possible to select the constant u
such that the soundness of the PCP in Sec. 8.2.2 is at most 1/|G|+ δ2.

Proof. Suppose that the PCP in Sec. 8.2.2 has soundness 1/|G| + δ2, for some
constant δ2 > 0. By Lemmas 8.18, 8.19, and 8.20, this implies that the two-prover
one-round interactive proof system for µ-gap E3-Sat(5) has soundness δ1δ2

2 . But
we know (Raz 1998) that the soundness of this proof system is at most cuµ, where
cµ < 1 is a constant and u is the cardinality of U . If we select

u >
log δ−1

1 δ−2
2

log c−1
µ

, (8.43)

note that this latter quantity is a constant since δ1, δ2, and cµ are constants, we
obtain

δ1δ
2
2 > cuµ, (8.44)

which is a contradiction. 2

Theorem 8.22. For any constant ε > 0, it is NP-hard to approximate Max E3-
Lin-G within |G| − ε (H̊astad 1997).

Proof. Select the constants δ1 > 0 and δ2 > 0 such that

1− δ1

|G|−1 + δ2
≥ |G| − ε. (8.45)

Then select the constant u such that δ1δ2
2 > cuµ. Now consider applying the PCP

from Sec. 8.2.2 to an instance of the NP-hard problem µ-gap E3-Sat(5).
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Construct an instance of Max E3-Lin-G as follows: Introduce variables xU,f
and yΦ,g for every A(f) and B(g), respectively. For all possible combinations of a
set U a clause Φ, and functions f , g, and h, introduce an equation xU,fyΦ,gyΦ,h = 1.
Set the weight of this equation to the probability of the event that the set U , the
clause Φ, and the functions f , g, and h are chosen by the verifier in the PCP. The
total number of equations is at most

nu5u|G|2u+23u+1
, (8.46)

which is polynomial in n if u and |G| are constants. The weight of the satisfied
equations for a given assignment to the variables is equal to the probability that
the PCP from Sec. 8.2.2 accepts the proof corresponding to this assignment. Thus,
any algorithm that approximates the optimum within

1− δ1

|G|−1 + δ2
≥ |G| − ε (8.47)

decides the NP-hard problem µ-gap E3-Sat(5). 2
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Chapter 9

Set Splitting

In this chapter, we generalize the methods presented in Chapters 3 and 4 to con-
struct new approximation algorithms for Max Set Splitting and Max Not-All-Equal
Sat. To analyze the algorithm, we solve a linear program to find an upper bound
on the performance ratio. This linear program can also be used to see which of
the contributing algorithms it is possible to exclude from the combined algorithm
without affecting its performance ratio.

9.1 Background

In the Max Set Splitting problem, a problem instance consists of subsets of some
finite set. The problem is to partition the elements into two parts, such that
as many subsets as possible will be split, i.e., contain elements from both parts.
A restriction of this problem, Max k-Set Splitting, where all subsets have car-
dinality k, was shown to be NP-complete for any fixed k by Lovász (1973). It
has also been shown to be Apx-complete (Petrank 1994). Obviously, Max 2-
Set Splitting is exactly the Max Cut problem. The best known approximation
algorithm for this problem has performance ratio 1.14 (Goemans and Williamson
1995). Furthermore, Max 3-Set Splitting has been shown to be approximable within
the same performance ratio, and for k ≥ 4, Max k-Set Splitting is approximable
within 1/(1 − 21−k) (Kann, Lagergren, and Panconesi 1996). However, the pre-
viously best known algorithm for the general Max Set Splitting problem has a
performance ratio of 2.

The Max Not-All-Equal Sat problem is a variant of Max Sat, where the goal is
to maximize the total weight of the clauses that contain both true and false literals.
It has been shown to be Apx-complete with performance ratio 2 (Papadimitriou
and Yannakakis 1991). We can view Max Not-All-Equal Sat as a generalization of
Max Set Splitting, since every instance of the Max Set Splitting problem is also an
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instance of Max Not-All-Equal Sat, namely an instance where no clause contains
any negated literal.

Our approximation algorithm for Max Set Splitting is inspired by ideas of
Crescenzi and Trevisan (1999). We start by solving a semidefinite program ob-
tained from Goemans and Williamson (1995), and then add a probabilistic post-
processing step, where the solution to the semidefinite program is perturbed. A
small modification of this algorithm also gives an algorithm for Max Not-All-Equal
Sat. We then construct a combined algorithm by taking the maximum of the results
obtained from previously known algorithms and the result from our algorithm. By
formulating the inverse of the performance ratio of this combined algorithm as a
linear program, we are able to bound the performance ratio simply by solving a
linear program. This shows that the combined algorithm has a performance ratio
of at most 1.380, both for Max Set Splitting and Max Not-All-Equal Sat.

9.2 The Algorithms for Max Set Splitting

9.2.1 The Algorithm of Goemans and Williamson

The basis of our work is the algorithm of Goemans and Williamson (1995) for the
Max Cut problem. This algorithm was presented in Chapter 4. Let u(Sj) be a
function that is 0 if Sj is not split, and at least 1 if Sj is split. Then we can
formulate the Max Set Splitting problem as

maximize
n∑
j=1

wjzj

subject to u(Sj) ≥ zj for all j,
0 ≤ zj ≤ 1 for all j.

(9.1)

Now we aim to find a suitable formulation of u(Sj).

Definition 9.1. For each subset Sj, we let Pj =
{
{i1, i2} : i1 6= i2 ∧ i1, i2 ∈ Sj

}
.

We observe that none of the pairs {i1, i2} ∈ Pj are split if Sj is not split, and that
at least |Sj |− 1 of the pairs are split if Sj is split. Furthermore, we let yi ∈ {−1, 1}
correspond to the element xi ∈ S, where xi1 ∈ S and xi2 ∈ S belong to the same
part in the partition of S if and only if yi1 = yi2 . This enables us to define u(Sj) as

u(Sj) =
1

|Sj | − 1

∑
{i1,i2}∈Pj

1− yi1yi2
2

. (9.2)

We now introduce m-dimensional unit vectors vi instead of yi to relax the inte-
ger program to a semidefinite one. Each product yi1yi2 in the definition of u(Sj)
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is replaced by the inner product 〈vi1 , vi2 〉. This yields the following semidefinite
program:

maximize
n∑
j=1

wjzj

subject to 1
|Sj|−1

∑
{i1,i2}∈Pj

1−〈vi1 ,vi2〉
2 ≥ zj for all j ∈ [1, n],

0 ≤ zj ≤ 1 for all j ∈ [1, n],
〈vi, vi〉 = 1 for all i ∈ [1,m].

(9.3)

Each vector vi in the solution to the semidefinite program is used to assign a value
in {−1, 1} to the corresponding yi by the following randomized rounding scheme:
A random hyperplane through the origin is chosen. Denote its normal by ρ. Then
we set

yi = sgn(〈ρ, vi〉). (9.4)

To analyze the performance of this algorithm we introduce the following indicator
random variables:

Definition 9.2. For each pair {yi1 , yi2} of variables, the indicator random vari-
able Xi1i2 is defined by

Xi1i2 =

{
1 if yi1 6= yi2 ,
0 otherwise.

(9.5)

Definition 9.3. For each subset Sj, the indicator random variable Zj is defined
by

Zj =

{
1 if Sj is split by the algorithm,
0 otherwise.

(9.6)

Our goal now is to show a lower bound on

E

 n∑
j=1

wjZj

 =
n∑
j=1

wj E[Zj]. (9.7)

To do this, we will use a bound on Pr[Xi1i2 = 1] and a relation between Zj and∑
{i1,i2}∈Pj Xi1i2 . In Chapter 4, we saw that

Pr[Xi1i2 = 1] ≥ α1 − 〈vi1 , vi2〉
2

, (9.8)

where α > 0.87856. This result alone takes care of any subset Sj of cardinality 2.
For larger subsets we use an idea exploited by Goemans and Williamson (1995,
Sec. 7.2.2):
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Lemma 9.4. Define βk as

βk =

{
4/k2 if k is even,
4/(k + 1)(k − 1) if k is odd.

(9.9)

Then, for any subset Sj, we have that Zj ≥ β|Sj|
∑
{i1,i2}∈Pj Xi1i2 .

Proof. For any subset Sj , at most 1/β|Sj| of the pairs in Pj are split if Sj is split.
Also, none of the pairs in Pj are split when Sj is not split. 2

Putting the pieces together, we obtain the following bound on E[Zj ]:

Theorem 9.5. For a subset Sj, we have that E[Zj ] ≥ αγ|Sj |zj, where

γ|Sj| =

{
4(|Sj | − 1)/|Sj|2 if |Sj | is even,
4/(|Sj |+ 1) if |Sj | is odd.

(9.10)

Proof. By Lemma 9.4 and the linearity of expectation,

E[Zj ] ≥ β|Sj|
∑

{i1,i2}∈Pj

E[Xi1i2 ]. (9.11)

Now, by the bound (9.8),

E[Xi1i2 ] ≥ α(1− 〈vi1 , vi2〉)/2, (9.12)

since Xi1i2 is an indicator random variable. Thus,

E[Zj ] ≥ αβ|Sj|
(
|Sj | − 1

) 1
|Sj | − 1

∑
{i1,i2}∈Pj

1− 〈vi1 , vi2〉
2

. (9.13)

By the definition of β|Sj | and γ|Sj| together with the constraints in the semidefinite
program (9.3), this latter quantity is at least αγ|Sj |zj . 2

To sum up, we have established that the algorithm produces a solution with an
expected weight of at least

∑n
j=1 αγ|Sj|wjzj.

9.2.2 Our Improvements

In the next section, we analyze a combined algorithm that runs several algorithms
and takes the maximum weight obtained as the result. The first algorithm run is
Algorithm 3.3. From Theorem 3.4 we obtain that a set Sj is split with probability
1− 21−|Sj|. The second algorithm is:
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Algorithm 9.6. The algorithm from Sec. 9.2.1. The semidefinite program (9.3) is
solved, and the vectors forming the optimal solution to the semidefinite program are
rounded to {−1, 1} as follows: Select a uniformly distributed unit length vector ρ.
Then set yi = sgn(〈ρ, vi〉).
From Theorem 9.5, we obtain that a set Sj is split with probability at least αγ|Sj |zj .
Algorithm 9.6 has severe problems with large subsets. On the other hand, a large
set is split with high probability if the partition is chosen at random. We thus aim
to combine the benefits from those two approaches without suffering from their
drawbacks. Inspired by techniques introduced by Crescenzi and Trevisan (1999) we
construct the following algorithm:

Algorithm 9.7. For a given instance, we start by running Algorithm 9.6. Then,
we perturb the obtained answer by letting each xi switch part in the partition with
probability p. The value of this probability is to be specified later.

Note that if we set p = 0 in this algorithm we get Algorithm 9.6 above.

9.3 Analyzing the Combined Algorithm

As we take the maximum result obtained by any of the above algorithms, we want
to bound the maximum of the contributing algorithms. Previously, such an analysis
has been accomplished by constructing a new combined algorithm that chooses as its
answer the outcome of the ith contributing algorithm with probability qi. Then the
expected value of this new algorithm is calculated. By the linearity of expectation,
the calculation can be performed separately for subsets of cardinality k, for each k,
thus ensuring that the weakness of one algorithm is compensated by the strength
of the other algorithms. Since the expected value of this combined algorithm can
never be greater than the maximum of the contributing algorithms, a bound on
the performance of the algorithm is obtained. We show in Sec. 9.3.2 how to use a
linear program to find the qi giving the best resulting algorithm.

9.3.1 Separate Analyses of the Contributing Algorithms

Let Ai denote the weight of the solution obtained by Algorithm i above. We now
aim to construct lower bounds for Ai.

We first focus on finding a lower bound on A9.7(p), Algorithm 9.7 run with
switching probability p. In the analysis we use the constant N to denote the cut-off
point between “small” and “large” subsets; these two cases are handled separately.
The value of N will be specified later. The reason why we make this separation
is that we want to be able to solve a linear program with one constraint for each
possible subset size; to keep the number of constraints finite we have one constraint
for all subset sizes that are at least N . This is reasonable as the probability that a
subset Sj is split by the perturbation is high when |Sj | is large.

Definition 9.8. Let w∞ =
∑
j:|Sj |≥N wj be the total weight of all large subsets.
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The bounds obtained are expressions containing zj. The zj are obtained from the
solution to the semidefinite program (9.3).

Definition 9.9. Let Bj and Fj denote the events “Sj was split before the pertur-
bation” and “Sj was split after the perturbation” respectively.

Lemma 9.10. Pr[Fj | Bj ] ≥ 1− p(1− p)|Sj|−1 − p|Sj|−1(1− p).

Proof. Assume that Sj before the perturbation was split into two sets of sizes ` and
|Sj | − ` respectively, where 0 < ` < |Sj |. Now,

Pr[Fj | Bj ] = 1− p`(1− p)|Sj|−` − p|Sj |−`(1− p)`. (9.14)

If p = 0 or p = 1, the lemma clearly holds since Pr[Fj | Bj ] = 1 in that case. To
see that Pr[Fj | Bj ] is minimized when ` = 1 in the case when 0 < p < 1, study the
function

f(x) = 1− px(1 − p)N−x − pN−x(1− p)x (9.15)

on the interval [1, N −1]. It is two times continuously differentiable, and its second
derivative,

f ′′(x) = −
(

ln
p

1− p

)2(
px(1− p)N−x + pN−x(1− p)x

)
, (9.16)

is negative on the interval [1, N − 1] if 0 < p < 1. Thus, f is convex, which implies
that for all λ ∈ [0, 1],

f
(
λ+ (1− λ)(N − 1)

)
≥ λf(1) + (1− λ)f(N − 1) = f(1), (9.17)

where the last equality follows since f(1) = f(N − 1). 2

To simplify the notation we make the following definition:

Definition 9.11. For k < N , let

rk(p) = αγk
(
1− p(1− p)k−1 − pk−1(1− p)

)
+

+ (1 − αγk)
(
1− pk − (1 − p)k

)
.

(9.18)

Furthermore, let

rN (p) = 1− pN − (1− p)N . (9.19)

Lemma 9.12. Pr[Fj ] ≥ zjr|Sj |(p) when |Sj | < N .



9.3. Analyzing the Combined Algorithm 93

Proof. Denote by Bj the complement of the event Bj . Using Lemma 9.10 and
Pr[Fj | Bj ] = 1− p|Sj | − (1− p)|Sj | we obtain

Pr[Fj ] = Pr[Fj | Bj ] Pr[Bj ] + Pr[Fj | Bj ] Pr[Bj ]

≥ Pr[Bj ]
(
1− p(1− p)|Sj|−1 − p|Sj|−1(1− p)

)
+ (1− Pr[Bj ])

(
1− p|Sj | − (1− p)|Sj |

)
= 1− p|Sj| − (1 − p)|Sj|

+ Pr[Bj ](1− 2p)
(
(1− p)|Sj|−1 − p|Sj|−1

)
.

(9.20)

But Pr[Bj ] ≥ αγ|Sj |zj by Theorem 9.5 and (1 − 2p)((1 − p)|Sj|−1 − p|Sj|−1) ≥ 0
when 0 ≤ p ≤ 1; hence

Pr[Fj ] ≥ 1− p|Sj| − (1 − p)|Sj|

+ αγ|Sj|zj(1− 2p)
(
(1− p)|Sj |−1 − p|Sj|−1

)
= αγ|Sj |zj

(
1− p(1− p)|Sj |−1 − p|Sj|−1(1− p)

)
+ (1− αγ|Sj |zj)

(
1− p|Sj| − (1− p)|Sj |

)
≥ zjr|Sj |(p),

(9.21)

as zj ≤ 1 implies that 1− αγ|Sj |zj ≥ (1− αγ|Sj |)zj . 2

Lemma 9.13. Pr[Fj ] ≥ rN (p) when |Sj | ≥ N .

Proof. We first show that Pr[Fj | Bj ] ≥ Pr[Fj | Bj ].

Pr[Fj | Bj ] = 1− (1− p)|Sj | − p|Sj|

= 1− p(1− p)|Sj |−1 − p|Sj|−1(1− p)
− (1− 2p)

(
(1− p)|Sj |−1 − p|Sj|−1

)
≤ 1− p(1− p)|Sj |−1 − p|Sj|−1(1− p)
≤ Pr[Fj | Bj ].

(9.22)

This immediately implies that

Pr[Fj ] = Pr[Fj | Bj ] Pr[Bj ] + Pr[Fj | Bj ] Pr[Bj ]

≥ Pr[Fj | Bj]
= 1− p|Sj| − (1 − p)|Sj|

≥ rN (p),

(9.23)

since |Sj | ≥ N . 2

We are now able to formulate a bound on A9.7(p):
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Theorem 9.14. A9.7(p) ≥
∑N−1
k=2

∑
j:|Sj |=k wjzjrk(p) + w∞rN (p).

Proof. Follows immediately from Lemmas 9.12 and 9.13. 2

The bounds for A3.3 and A9.6 follow from Theorems 3.4 and 9.5:

A3.3 ≥
N−1∑
k=2

∑
j:|Sj |=k

wj(1− 21−k) + w∞(1− 21−N ), (9.24)

A9.6 ≥
N−1∑
k=2

∑
j:|Sj |=k

wjαγkzj . (9.25)

9.3.2 The Worst Case for the Best Algorithm

To obtain a suitable expression for the expected value of the combination of the
above algorithms, we notice that, since 0 ≤ zj ≤ 1, A3.3 is at least

N−1∑
k=2

∑
j:|Sj |=k

wjzj(1− 21−k) + w∞(1− 21−N). (9.26)

When this is combined with Theorem 9.14 it follows that the expected weight of
the solution from the combined algorithm described in Sec. 9.2.2 is at least

N−1∑
k=2

∑
j:|Sj |=k

wjzjak + w∞aN , (9.27)

where

ak = q−1(1− 21−k) +
M∑
j=0

qjrk(j/2M). (9.28)

Here q−1 is the probability that Algorithm 3.3 is used while qk, 0 ≤ k ≤ M , is
the probability that Algorithm 9.7 with p = k/2M is used. (Notice that p = 0
corresponds to Algorithm 9.6.) The parameter M , which is used to discretize the
probabilities p used in Algorithm 9.7, will be specified below.

To obtain a bound on the performance guarantee, we solve the following linear
program:

maximize q−1,q0,...,qM

(
min

k∈[2,N ]
ak

)
subject to

∑
j qj = 1,

qj ≥ 0 for all qj .

(9.29)

The true contribution from the subsets Sj of cardinality at least N is always larger
than what is specified by the constraints. Thus, the minimum obtained from the
linear program is a lower bound on the performance guarantee of the algorithm.
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To compute the optimum of the linear program, we must select values for M
and N . When M = N = 50, the optimal value of the linear program is 0.724058.
This means that the algorithm always delivers a result that is at least

0.724058

N−1∑
k=2

∑
j:|Sj |=k

wjzj + w∞

 ≥ 0.724058 · opt, (9.30)

which shows that the performance ratio of our algorithm is at most 1/0.724058 <
1.380. This can be compared with the best known lower bound of 17/16 ≈
1.062 (H̊astad 1997) for the Max Cut problem, which is a special case of Max
Set Splitting. It turns out that the only non-zero qk are q11 and q12; both these
are approximately 0.5. Also, the term aN in the expression (9.28) is much greater
than 0.9, given the solution to the linear program. This means that the answer
obtained from the linear program is unaffected by the fact that we underestimate
the contribution from sets of cardinality at least N . If we decrease N below 50
we obtain a slightly lower optimum, while the optimum does not increase if we
increase N . Finally, we varied M and observed that there was no substantial im-
provement when we increased M above 50.

We used the publicly available package lp solve by Michel Berkelaar to solve
the linear programs. The running time for M = N = 50 on a Sun Ultra 1 worksta-
tion with 64 MB main memory was less than one second.

A small modification of the algorithms described above gives a performance
ratio of at most 1.380 also for Max Not-All-Equal Sat: If a variable xi occurs
negated in a clause, the corresponding vector vi in the corresponding constraint in
the semidefinite relaxation is replaced with −vi.

Zwick (1999) has constructed an approximation algorithm for Max Not-All-
Equal Sat, and there is numerical evidence that this algorithm has performance
ratio 1.255. This is the currently best known algorithm for Max Not-All-Equal Sat
and Max Set Splitting.

9.4 Discussion

The ideas of our approximation algorithm are applicable whenever there exists
an algorithm that performs well on some class of input instances, and the naive
probabilistic algorithm that simply chooses a feasible solution at random, performs
well on some other class of instances. For some problems, it may also be possible
to use some information from the solution obtained by the first algorithm to choose
the probabilities in the postprocessing step. The potential drawback is, as is indeed
the case for Max Set Splitting and Max Not-All-Equal Sat, that the probabilistic
postprocessing destroys the good performance of the first algorithm.

The approach of expressing the performance of a combination of approximation
algorithms as a linear program is quite general. Whenever there exists a family of
approximation algorithms where some algorithms deliver good approximations for



96 Chapter 9. Set Splitting

one class of instances and other algorithms deliver good approximations for some
other class of instances, our technique may be applicable. A prerequisite of our
analysis is, though, that it is possible to somehow express the performance of the
algorithms in such a way that it can be related to the optimum. For instance, it
seems hard to combine two different algorithms that are based on semidefinite pro-
gramming. Our framework is, of course, not restricted to maximization problems;
it works on minimization problems as well.



Chapter 10

Linear Equations

In this chapter, we introduce a new method to construct approximation algorithms
for combinatorial optimization problems using semidefinite programming. It con-
sists of expressing each combinatorial object in the original problem as a constel-
lation of vectors in the semidefinite program. When we apply this technique to
systems of linear equations mod p with at most two variables in each equation, we
can show that the problem is approximable within (1− κ(p))p, where κ(p) > 0 for
all p. Using standard techniques, we also show that it is NP-hard to approximate
the problem within a constant ratio, independent of p.

10.1 Background

We saw in Chapter 3 that several combinatorial maximization problems have the
following property: The naive algorithm that simply chooses a solution at random
from the solution space is gives a solution of expected weight at least some constant
times the weight of the optimal solution. For instance, Theorems 3.7 and 3.9 state
that the problems Max k-Lin-F and Max k-Lin mod m have precisely this property.

Recently, H̊astad (1997) studied Max Ek-Lin mod p and showed that for any
fixed k, it is NP-hard to approximate this problem within p − ε for all ε > 0,
all p ≥ 2, and all k ≥ 3. On the other hand, we saw in Chapter 4 that the
Max Cut problem, which can be stated as an instance of Max E2-Lin mod 2, is
approximable within 1.14. In this chapter we study two related problems, Max
2-Lin mod p and Max E2-Lin mod p. We use semidefinite programming combined
with randomized rounding to show that it is possible to do better than the naive
randomized heuristic for both those problems. Specifically, we show that there
exists, for all p, a randomized polynomial time algorithm that approximates both
problems within (1 − κ(p))p, where κ(p) > 0 for all p. On the negative side, we
show that it is NP-hard to approximate Max E2-Lin mod p within some constant,
independent of p.
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The usual way to use semidefinite programming in approximation algorithms is
to formulate the problem as an integer program, and then relax this program to a
semidefinite one. We saw an example of this in Chapter 4, where an approxima-
tion algorithm by Goemans and Williamson (1995) for the Max Cut problem was
presented. In order to approximate Max k-Cut, Frieze and Jerrum (1997) instead
associated a vector with each vertex, and added constraints enforcing the vectors
to have certain properties. To refine their technique, we let each variable in the
system of linear equations be represented by a constellation of several vectors. By
adding suitably chosen constraints to the semidefinite program, we make sure that
the solution to the semidefinite program has the same type of symmetries as the
solution to the original problem.

In their approximation algorithm for Max k-Cut, Frieze and Jerrum (1997) face
a complication similar to ours: How to represent in a suitable way variables that
can take one of k values? To do this, they use a regular (k− 1)-simplex centered at
the origin. If the vertices of the simplex are {a1, a2, . . . , ak} the Max k-Cut problem
can be formulated as

maximize
k − 1
k

∑
i<i′

wii′
(
1− 〈yi, yi′〉

)
subject to yi ∈ {a1, a2, . . . , ak} for all i.

(10.1)

The partition is formed according to

Vj = {i : yi = aj}. (10.2)

The natural way to relax this program to a semidefinite one is to use vectors vi
that are not constrained to the vertices of a simplex:

maximize
k − 1
k

∑
i<i′

wii′
(
1− 〈vi, vi′〉

)
subject to 〈vi, vi〉 = 1 for all i,

〈vi, vi′〉 ≥ −1
k−1 for all i 6= i′.

(10.3)

To obtain from the solution to the semidefinite relaxation a partition of the graph,
the algorithm selects k random vectors r1, r2, . . . , rk uniformly distributed on the
unit sphere in Rn and sets

Vj =
{
i : 〈vi, rj〉 ≥ 〈vi, rj′〉 for all j′ 6= j

}
. (10.4)

When k = 2 this algorithm is equivalent to the Max Cut algorithm of Goemans
and Williamson (1995).

10.2 Our Construction

Our goal is to generalize the algorithm of Goemans and Williamson (1995) to Max
2-Lin mod p. We first construct an approximation algorithm for systems of linear
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equations where the equations are of the form xi − xi′ = c. From now on p always
denotes a prime, although all our results generalize to composite p. Regarding the
lower bound, it is easy to see that if p is a prime factor in m we can convert a Max
E2-Lin mod p instance to an equivalent Max E2-Lin mod m instance by multiplying
each equation with m/p. Since we show a constant lower bound, independent of p,
the lower bound generalizes. We will show later how to generalize our upper bounds
to composite p.

10.2.1 A First Approach

A problem in applying the approach of Frieze and Jerrum (1997) is that it has no
“metric” information—it can only express equality and non-equality. The reason
for this is that the algorithm chooses p random vectors without any linear structure.
Our way of getting a linear structure is through representing each variable xi by
a constellation of p vectors, {ui0, ui1, . . . , uip−1} and round the semidefinite solution
using one random vector r. The partitions are then constructed as

Vj =
{
xi : 〈uij , r〉 ≥ 〈uij′ , r〉 for all j′ 6= j

}
, (10.5)

and all variables in Vj are assigned the value −j. We create a consistent linear
structure of these constellations by requiring that for all i, i′ and all j, j′, k,

〈uij, ui
′

j+k〉 = 〈uij′ , ui
′

j′+k〉. (10.6)

If we denote by wii′c the weight of the equation xi − xi′ = c, we can thus write our
restricted version of the Max E2-Lin mod p problem as the following program:

maximize
∑
i,i′,c

wii′c

(
p− 1
p2

p−1∑
j=0

〈uij , ui
′

j+c〉+
1
p

)
subject to 〈uij , uij〉 = 1 ∀i, j,

〈uij , uij′〉 = −1
p−1 ∀i∀j 6= j′,

〈uij , ui
′

j′〉 ∈ {1, −1
p−1} ∀i 6= i′∀j, j′,

〈uij , ui
′

j+k〉 = 〈uij′ , ui
′

j′+k〉 ∀i, i′, j, j′, k.

(10.7)

To simplify the terminology, we will now define formally the constellation of vectors
associated with each variable in the above program.

Definition 10.1. For each variable xi ∈ Zp we construct an object henceforth
called a simplicial porcupine in the following way:

We take p vectors {uij}
p−1
j=0 and add the following constraints to the semidefinite

program:

〈uij, uik〉 =

{
1 when j = k,
−1
p−1 otherwise,

(10.8a)



100 Chapter 10. Linear Equations

for all i and all j, k ∈ Zp,

〈uij, ui
′

j+k〉 = 〈uij′ , ui
′

j′+k〉 (10.8b)

for all i, i′ and all j, j′, k ∈ Zp, and

〈uij, ui
′

k 〉 ≥
−1
p− 1

(10.8c)

for all i, i′ and all j, k ∈ Zp.

We can now relax the program (10.7) to a semidefinite one and then apply the
rounding procedure described above. For completeness, we write out the semidefi-
nite relaxation:

maximize
∑
i,i′,c

wii′c

(
p− 1
p2

p−1∑
j=0

〈uij , ui
′

j+c〉+
1
p

)
subject to 〈uij , uij〉 = 1 ∀i, j,

〈uij , uij′〉 = −1
p−1 ∀i∀j 6= j′,

〈uij , ui
′

j′〉 ≥ −1
p−1 ∀i 6= i′∀j, j′,

〈uij , ui
′

j+k〉 = 〈uij′ , ui
′

j′+k〉 ∀i, i′, j, j′, k.

(10.9)

10.2.2 Orthogonal Vectors

When we are to analyze the rounding procedure, we need to study the inner prod-
ucts Xj = 〈uij , r〉. Unfortunately, the random variables Xj are dependent, which
complicates the analysis. We would obtain a simpler analysis if the vectors cor-
responding to a variable were orthogonal, since the corresponding inner products
would then be independent. It is easy to construct such a semidefinite program.
All constraints change accordingly and for each equation the terms

1
p

p−1∑
j=0

〈vij , vi
′

j+c〉 (10.10)

are included in the objective function. Such a construction gives the semidefinite
program

maximize
∑
i,i′,c

wii′c

(
1
p

p−1∑
j=0

〈vij , vi
′

j+c〉
)

subject to 〈vij , vij〉 = 1 ∀i, j,
〈vij , vij′ 〉 = 0 ∀i∀j 6= j′,

〈vij , vi
′

j′ 〉 ≥ 0 ∀i 6= i′∀j, j′,
〈vij , vi

′

j+k〉 = 〈vij′ , vi
′

j′+k〉 ∀i, i′, j, j′, k.

(10.11)
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We use the same rounding procedures in both cases: xi is assigned the value −j if
〈vij , r〉 > 〈vij′ , r〉 for all j′ 6= j. It is this program we analyze in Sec. 10.3.

Definition 10.2. For each variable xi ∈ Zp we construct an object henceforth
called an orthogonal porcupine in the following way:

We take p vectors {vij}
p−1
j=0 and add the following constraints to the semidefinite

program:

〈vij , vik〉 =

{
1 when j = k,
0 otherwise,

(10.12a)

for all i and all j, k ∈ Zp,

〈vij , vi
′

j+k〉 = 〈vij′ , vi
′

j′+k〉 (10.12b)

for all i, i′ and all j, j′, k ∈ Zp, and

〈vij , vi
′

k 〉 ≥ 0 for all i, i′ and all j, k ∈ Zp. (10.12c)

When no confusion can arise, we simply call the above object a porcupine.

The simplicial and orthogonal formulations are equally good, in terms of the quality
of the relaxation.

Theorem 10.3. The simplicial and orthogonal porcupine models achieve the same
performance ratio for Max E2-Lin mod p.

Proof. An orthogonal porcupine {vij}
p−1
j=0 can be transformed into a simplicial por-

cupine {uij}
p−1
j=0 by letting

bi =
1
p

p−1∑
k=0

vik, (10.13)

uij =
√

p

p− 1
(
vij − bi

)
. (10.14)

With this transformation, the constraints (10.12b) imply the constraints (10.8b).
Also, (10.12b) and (10.12c) together imply (10.8c). To see this, it is enough to show
that

−1/p ≤ 〈vij − bi, vi
′

j′ − bi
′〉

= 〈vij , vi
′

j′ 〉 − 〈vij , bi
′
〉 − 〈bi, vi

′

j′〉+ 〈bi, bi
′
〉.

(10.15)

Now note that the constraints (10.12b) imply that

〈vij , bi
′〉 = 〈bi, vi′j′ 〉 = 〈bi, bi′〉, (10.16)

and thus

〈vij − bi, vi
′

j′ − bi
′〉 = 〈vij , vi

′

j′ 〉 − 〈bi, bi
′〉 ≥ −〈bi, bi〉〈bi′ , bi′〉 = −1/p, (10.17)

where the inequality follows since 〈vij , vi
′

j′〉 ≥ 0 by the constraints (10.12c).
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Consider the contribution to the objective function from the equation xi−xi′ = c
in the two models. The simplicial porcupine gives

p− 1
p2

p−1∑
j=0

〈uij , ui
′

j+c〉+
1
p

=
1
p

p−1∑
j=0

〈vij , vi
′

j+c〉 −
1
p2
〈
p−1∑
k=0

vik,

p−1∑
k=0

vi
′

k 〉+
1
p

≥ 1
p

p−1∑
j=0

〈vij , vi
′

j+c〉

(10.18)

with equality if and only if the orthogonal porcupines {vij}
p−1
j=0 and {vi′j }

p−1
j=0 have

the same barycenters. This can be ensured by the adding the following constraints
to the semidefinite program:

p−1∑
j=0

p−1∑
j′=0

〈vij , vi
′

j′ 〉 = p (10.19)

for all i, i′.
On the other hand, a simplicial porcupine {uij}

p−1
j=0 can likewise be transformed

into an orthogonal porcupine {vij}
p−1
j=0 by letting

vij =
√

1
p
u⊥ +

√
p− 1
p

uij, (10.20)

where 〈u⊥, uij〉 = 0 for all i, j. This construction results in the barycenters of all
orthogonal porcupines coinciding if the same u⊥ is used for all simplicial porcu-
pines. Also, the constraints (10.12b) are satisfied in the orthogonal porcupine if the
constraints (10.8b) are satisfied in the simplicial porcupine. This implies that we
can assume that the barycenters of all orthogonal porcupines coincide also without
using the conditions (10.19). For, using the transformations (10.14) and (10.20),
we can transform an arbitrary family of orthogonal porcupines into a family of or-
thogonal porcupines with coinciding barycenters without decreasing the objective
function.

The probability of the equation xi−xi′ = c being satisfied after the randomized
rounding is

p−1∑
j=0

Pr[xi ← c− j and xi′ ← −j], (10.21)

and if we express this using the porcupines representing xi and xi′ , respectively, we
can rewrite the above probability as

p−1∑
j=0

Pr
[p−1⋂
k=0

{{
〈vij−c, r〉 ≥ 〈vik, r〉

}
∩
{
〈vi
′

j , r〉 ≥ 〈vi
′

k , r〉
}}]

. (10.22)
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The transformations between the different types of porcupines only involve scaling
both sides of the inequalities by the same positive factor or adding the same constant
to both sides. Hence Pr[xi ← c and xi′ ← 0] is unaffected. 2

When studying the Max E2-Lin mod p problem, we use orthogonal porcupines. Let
us show that our construction is a relaxation of Max E2-Lin mod p.

Lemma 10.4. Given an instance of Max E2-Lin mod p with all equations of the
form xi−xi′ = c and the corresponding semidefinite program (10.11), the optimum
of the former can never be larger than the optimum of the latter.

Proof. Suppose that we have an assignment π to the variables xi, such that xi is
assigned the value π(xi). Let {êj}p−1

j=0 be orthonormal unit vectors in Rp and set

vij−π(xi)
= êj for all i and all j ∈ Zp. (10.23)

The sum (10.10) corresponding to an equation xi − xi′ = c then becomes

1
p

p−1∑
j=0

〈vij , vi
′

j+c〉 =
1
p

p−1∑
j=0

〈êj+π(xi), êj+c+π(xi′ )
〉. (10.24)

If the equation xi − xi′ = c is satisfied, then π(xi) = π(xi′ ) + c and

1
p

p−1∑
j=0

〈êj+π(xi), êj+c+π(xi′)
〉 = 1. (10.25)

On the other hand, if the equation is not satisfied, then π(xi) 6= π(xi′ ) + c and

1
p

p−1∑
j=0

〈êj+π(xi), êj+c+π(xi′)
〉 = 0. (10.26)

Thus, the maximum of the semidefinite program can never be less than the optimum
of the Max E2-Lin mod p instance. 2

10.3 Our Algorithms

In this section we use the relaxations constructed in Sec. 10.2 to formulate an al-
gorithm approximating Max 2-Lin mod p within (1 − κ(p))p, where κ(p) > 0, for
all p. The algorithm is constructed in three steps. First, we describe an algorithm
that works for instances of Max E2-Lin mod p where all equations are of the form
xi−xi′ = c. This algorithm is then generalized to handle instances where also equa-
tions of the form xi = c are allowed. Finally, the resulting algorithm is generalized
once more to handle general Max 2-Lin mod p instances.
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10.3.1 Equations of the Form xi − xi′ = c

We use the semidefinite program (10.11) constructed in Sec. 10.2. We can now
formulate the algorithm to approximate Max E2-Lin mod p restricted to instances
where every equation is of the form xi − xi′ = c. Below, κ is a constant that is to
be determined during the analysis of the algorithm. Given a set of linear equations,
we run both Algorithm 3.8 and the following algorithm:

Algorithm 10.5. Construct and solve the semidefinite program (10.11). Use the
vectors obtained from the optimal solution to the semidefinite program to obtain
an assignment to the variables xi in the following way: A vector r is selected by
independently choosing each component as an N(0, 1) random variable. Then, for
each porcupine {vij}

p−1
j=0 we find the j maximizing 〈vij , r〉, and set xi = −j.

We take as our result the maximum of the results obtained from Algorithms 3.8
and 10.5. By Theorem 3.9, we always approximate the optimum within (1− κ)p if
the optimum weight is less than 1−κ times the weight of all equations. Thus, when
analyzing the performance of Algorithm 10.5, we can assume that the optimum is
at least 1 − κ times the weight of all equations. Intuitively, this means that for
most equations, the two porcupines involved are almost perfectly aligned.

Lemma 10.6. If the objective function is at least 1 − κ times the total weight of
all equations, then equations of total weight at least 1 − 2κ/ε times the weight of
the instance have the property that the corresponding terms (10.10) in the objective
function evaluate to at least

√
1− ε.

Proof. Let µ be the fraction of the equations with the property that the corre-
sponding terms (10.10) in the objective functions are less than

√
1− ε. Then, the

inequality

µ
√

1− ε+ (1− µ) ≥ 1− κ (10.27)

must always hold. When we solve for µ we obtain µ ≤ κ/(1−
√

1− ε) ≤ 2κ/ε. 2

Let us now study a fixed equation xi−xi′ = c, where the sum of the corresponding
terms in the objective function of the semidefinite program satisfies

1
p

p−1∑
j=0

〈vij , vi
′

j+c〉 =
√

1− ε, (10.28)

where ε is small. By the constraints (10.12b), equation (10.28) implies that

vi
′

j+c =
√

1− εvij +
√
εecj, (10.29)

where ecj is orthogonal to vij and 〈ecj , ecj〉 = 1.

Definition 10.7. For a fixed equation xi−xi′ = c, let Xj = 〈vij , r〉, Yj = 〈vi′j+c, r〉,
and Zj = 〈ecj , r〉.
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By the construction of the porcupines and the choice of r, the Xj are independent
identically distributed N(0, 1) and the Zj are, possibly dependent, N(0, 1). However,
for each fixed j, Xj and Zj are independent. To show that our algorithm has a
performance ratio of at least (1− κ)p, it is, by Lemma 10.6, sufficient to prove the
following:

Lemma 10.8. For all primes p, it is possible to choose universal constants κ <
1 and ε > 2κ such that, for any equation xi − xi′ = c whose corresponding
terms (10.10) in the objective function are at least

√
1− ε,

Pr[equation satisfied] >
1

p(1− κ)(1− 2κ/ε)
. (10.30)

Proof. The randomized rounding succeeds if the “chosen” vectors are vij and vi
′

j+c,
respectively, for some j. Another way to state this is that we want to estimate the
probability that some j maximizes Yj , given that the very same j maximizes Xj .

We first show that the theorem holds for large p: Let A(δ) be the event that the
largest Xj is at least (1 + δ)

√
2 ln p and all other Xj are at most (1 + δ/2)

√
2 ln p.

By Corollary 3.12,

Pr[A(δ)] >
1

2p2δ+δ2(1 + δ)
√
π ln p

(
1− 1

2 ln p
− 1

2pδ
√
π ln p

)
. (10.31)

Next, let us study the Zj . Let

B(δ, ε) =
p−1⋂
j=0

{
|Xj − Yj | <

δ

4

√
(1− ε)2 ln p

}
. (10.32)

Since Yj =
√

1− εXj +
√
εZj, we can use Corollary 3.13 to obtain

Pr[B(δ, ε)] <
4p1−δ2(1−ε)/32ε

δ

√
2ε

(1− ε)π ln p
. (10.33)

The equation is satisfied if both A(δ) and B(δ, ε) occur. The probability that this
happens can be bounded by

Pr[A(δ) ∩B(δ, ε)] ≥ Pr[A(δ)] − Pr[B(δ, ε)]. (10.34)

It is now clear that we can choose constants δ, ε and κ that give the probability we
want for sufficiently large p. For instance, δ = 10−2, ε = 10−7 and κ = 10−8 work
when p ≥ 12.

Now it remains to be shown that the theorem is valid also for small p. Let C(δ)
be the event that the difference between the largest and the second-largest Xj is at
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least δ, and let D(δ) be the event that, for all j, |Xj−Yj | ≤ δ/2. By Corollary 3.14
and Lemma 3.15,

Pr[C(δ)] ≥ 1− pδ√
2π

, (10.35)

Pr[D(δ)] ≤ 4p
δ

√
ε

π
. (10.36)

The equation is satisfied if both C(δ) and D(δ) occur. The probability that this
happens can be bounded by

Pr[C(δ) ∩D(δ)] ≥ Pr[C(δ)] − Pr[D(δ)], (10.37)

and a simple calculation shows that δ = 10−2, ε = 10−7 and κ = 10−8 work when
p ≤ 11. 2

Putting the pieces together we obtain:

Theorem 10.9. There exists a universal constant κ such that there exists, for all
primes p, a randomized polynomial time algorithm approximating systems of linear
equations mod p of the form xi − xi′ = c within (1− κ)p.

Proof. The algorithm is as described above. Denote by w the total weight of the
instance. If the optimum is at most (1 − κ)w, Algorithm 3.8 approximates the
solution within (1− κ)p.

Otherwise, by Lemma 10.6, equations with total weight at least (1−2κ/ε)w have
the property that the corresponding terms in the objective function in the semidef-
inite program evaluate to at least

√
1− ε in the optimal solution. By Lemma 10.8,

if we choose ε = 10−7 and κ = 10−8, these equations are satisfied with probability
at least 1/p(1 − κ)(1 − 2κ/ε), over the choice of the random vector r. Thus, the
expected weight of the solution obtained by the rounding is at least w/p(1−κ). 2

It is straightforward to adapt the algorithm to handle equations with one unknown.
Simply introduce a new variable x0 that should assume the value zero. Each equa-
tion of the form xi = c is replaced by xi−x0 = c. If x0 6= 0 in the optimal solution,
we transform the solution according to xi ← xi − x0. This new assignment to the
variables satisfies exactly the same equations as the original one.

Finally, since nothing in Sec. 10.3.1 uses that p is prime, the results hold also
for composite p.

10.3.2 General Equations

In this section we extend the algorithm from Sec. 10.3.1 to handle general Max
2-Lin mod p instances. We do this by associating p − 1 porcupines, {vi,1j }

p−1
j=0 up

to {vi,p−1
j }p−1

j=0 , with each variable xi. These porcupines are supposed to represent
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xi, 2xi, up to (p− 1)xi, respectively. The porcupines are constructed as described
in Definition 10.2, with (10.12) generalized to

〈vi,`j , v
i,`
k 〉 =

{
1 when j = k,
0 otherwise,

(10.38a)

for all i, all j, k ∈ Zp, and all ` ∈ Z∗p ;

〈vi,`j , v
i′,`′

j+k〉 = 〈vi,`j′ , v
i′,`′

j′+k〉 (10.38b)

for all i, i′, all j, j′, k ∈ Zp, and all `, `′ ∈ Z∗p ; and

〈vi,`j , v
i′,`′

k 〉 ≥ 0 (10.38c)

for all i, i′, all j, k ∈ Zp, and all `, `′ ∈ Z∗p .
We would want the porcupines to be dependent in such a way that xi = c is

equivalent to kxi = kc, but since the resulting constraint is not linear this seems
hard to achieve. Instead, we allow the porcupines corresponding to the same vari-
able to vary freely. Somewhat surprisingly, it turns out that this enables us to
construct an algorithm that approximates Max 2-Lin mod p within p−κ(p), where
κ(p) > 0 for all p, but goes towards zero as p grows towards infinity.

To handle equations of the form axi = c we introduce a new variable x0. Our
algorithm is designed in such a way that x0 always gets the value 0. Each equation
axi = c can thus be changed to axi − x0 = c. For each equation axi − bxi′ = c we
include the terms

1
p(p− 1)

p−1∑
k=1

p−1∑
j=0

〈vi,kaj , vi
′,kb
j+kc〉 (10.39)

in the objective function.

Lemma 10.10. Given an instance of Max 2-Lin mod p and the corresponding
semidefinite program constructed as described above, the optimum of the former
can never be larger than the optimum of the latter.

Proof. Suppose that we have an assignment π to the variables xi. Let {êj}p−1
j=0 be

orthonormal unit vectors in Rp and set

vi,`j−`π(xi)
= êj (10.40)

for all i, all j ∈ Zp and all ` ∈ Z∗p . The terms (10.39) corresponding to an equation
axi − bxi′ = c are then

1
p(p− 1)

p−1∑
k=1

p−1∑
j=0

〈vi,kaj , vi
′,kb
j+kc〉

=
1

p(p− 1)

p−1∑
k=1

p−1∑
j=0

〈êj+kaπ(xi), êj+kc+kbπ(xi′ )
〉.

(10.41)
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If the equation is satisfied by the assignment π, then kaπ(xi) = kbπ(xi′ ) + kc and

1
p(p− 1)

p−1∑
k=1

p−1∑
j=0

〈êj+kaπ(xi), êj+kc+kbπ(xi′ )
〉 = 1. (10.42)

On the other hand, if the equation is not satisfied, then kaπ(xi) 6= kbπ(xi′) + kc
and

1
p(p− 1)

p−1∑
k=1

p−1∑
j=0

〈êj+kaπ(xi), êj+kc+kbπ(xi′ )
〉 = 0. (10.43)

Thus, the maximum of the semidefinite program can never be less than the optimum
of the Max 2-Lin mod p instance. 2

Below, κ(p) is some function that is to be determined during the analysis of the
algorithm. We construct an approximation algorithm for Max 2-Lin mod p by
generalizing Algorithm 10.5 as follows:

Algorithm 10.11. Construct and solve the above semidefinite program. Use the
vectors obtained from the optimal solution to the semidefinite program to obtain
an assignment to the variables xi in the following way: A vector r is selected by
independently choosing each component as an N(0, 1) random variable. Then, we
do the following:

Find the j ∈ Zp maximizing 〈v0,1
j , r〉.

Set t← j.
For each i ∈ [0..n],

For all j ∈ Zp, set qi,j ← 0.
For all k ∈ Z∗p ,

Find the j ∈ Zp maximizing 〈vi,kj , r〉.
Set qi,k−1(j−t) ← 1.

Set Qi ←
∑

k qi,k.
For all j ∈ Zp, set qi,j ← qi,j/Qi.

Finally, given the resulting qi,j , each variable xi, but x0, is given the value −j with
probability qi,j . The variable x0 is given the value 0.

The intuition behind the algorithm is as follows: For every xi, the p− 1 porcupines
{vi,1j }

p−1
j=0 up to {vi,p−1

j }p−1
j=0 each give one vote on an assignment to xi. Then we

choose an assignment randomly among the assignments that got at least one vote.
Note, that by the choice of t in Algorithm 10.11 above, q0,0 is always non-zero. This
turns out to be essential in the analysis.

To obtain our estimate of the optimum of the Max 2-Lin mod p instance, we
take the maximum of the results obtained from Algorithms 3.8 and 10.11.

By Theorem 3.9 and Lemma 10.10, Algorithm 3.8 is a (1− κ)p-approximation
algorithm if the optimum weight of the semidefinite program is less than 1 − κ
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times the weight of all equations. Thus, when analyzing the performance of Al-
gorithm 10.11, we can assume that the optimum of the semidefinite program is at
least 1− κ times the weight of all equations. By this assumption and Lemma 10.6,
equations of total weight at least 1−2κ/ε times the weight of the instance have the
property that the sum of the corresponding terms (10.39) in the objective functions
is at least

√
1− ε. Let us now study an arbitrary equation axi− bxi′ = c with that

property. I.e.,

1
p(p− 1)

p−1∑
k=1

p−1∑
j=0

〈vi,kaj , vi
′,kb
j+kc〉 ≥

√
1− ε. (10.44)

We want to show that this equation is satisfied with probability a little bit larger
than 1/p. Let us study the details of the selection procedure in Algorithm 10.11.
Informally, we expect the following:

1. By the condition (10.44) we expect the vectors vi,kaj and vi
′,kb
j+kc to be almost

perfectly aligned, for all j and k.

2. For each k, this should imply, that if some j maximizes 〈vi,kaj , r〉 then, with

high probability over the choice of r, j′ = j + kc maximizes 〈vi
′,kb
j′ , r〉.

3. In terms of qi,j this means that the equivalence

qi,a−1j 6= 0 ⇐⇒ qi′,b−1(j+c) 6= 0 (10.45)

should hold for each j with high probability.

4. If the above equivalence holds for all j, the randomized assignment at the end
of Algorithm 10.11 produces a satisfying assignment with probability greater
than 1/p.

We now formalize this intuition.

Definition 10.12. Xk
j = 〈vi,akj , r〉 and Y kj = 〈vi

′,bk
j+kc, r〉.

Definition 10.13. Let εk be defined by the relation

1
p

p−1∑
j=0

〈vi,kaj , vi
′,kb
j+kc〉 =

√
1− εk. (10.46)

By the construction of the porcupines and the choice of r, the Xk
i are independent

identically distributed N(0, 1). By the constraints (10.38), the above definitions
imply that

Y kj =
√

1− εkXk
j +
√
εkZ

k
j , (10.47)

where Zkj ∈ N(0, 1).
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Lemma 10.14. Let axi − bxi′ = c be an arbitrary equation with the property that
the corresponding terms in the objective function satisfy (10.44), and let Ak be the
event that the same j maximizes Xk

j and Y kj . Then, for all δ > 0,

Pr
[
Ak

]
≤ pδ√

2π
+

4p
δ

√
εk
π
. (10.48)

Proof. Let Xk
(p) and Xk

(p−1) be the maximum and the second maximum, respec-
tively, of the Xk

j . Define the events Bk(δ) and Ck(δ) as follows:

Bk(δ) =
{
Xk

(p) > Xk
(p−1) + δ

}
, (10.49)

Ck(δ) =
p−1⋂
i=0

{∣∣Xk
i − Y ki

∣∣ < δ

2

}
. (10.50)

If both Bk(δ) and Ck(δ) occur, then Ak must occur. Furthermore, if there exists
some δ such that Bk(δ) and Ck(δ) both occur with high probability, Ak also occurs
with high probability. For,

Bk(δ) ∩ Ck(δ) ⊆ Ak =⇒ Pr
[
Ak

]
≤ Pr

[
Bk(δ)

]
+ Pr

[
Ck(δ)

]
. (10.51)

By Lemma 3.15 we obtain the bound

Pr
[
Bk(δ)

]
≤ pδ√

2π
, (10.52)

and by the decomposition (10.47) and Corollary 3.14 we obtain

Pr
[
Ck(δ)

]
≤ 4p

δ

√
εk
π
. (10.53)

When bounds (10.51), (10.52), and (10.53) are combined, the proof follows. 2

Lemma 10.15. For fixed i and i′, let Ak be the event that the same j maximizes
Xk
j and Y kj . Then, if Ak occur for all k, we are ensured that qi,j = qi′,b−1(aj+c) for

all j ∈ Zp.

Proof. Fix i and i′. Initially in the algorithm, all qi,j are zero. By the construction
of qi,j in the algorithm, the fact that Ak occur for all k implies that

qi,a−1k−1(j′−t) 6= 0 ⇐⇒ qi′,b−1(k−1(j′−t)+c) 6= 0. (10.54)

If we substitute j ← k−1(j′ − t), we obtain that qi,a−1j is non-zero if and only if
qi′,b−1(j+c) is non-zero. But since

p−1∑
j=0

qi,a−1j =
p−1∑
j=0

qi,j = 1, (10.55)

p−1∑
j=0

qi′,b−1(j+c) =
p−1∑
j=0

qi′,j = 1, (10.56)
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this implies that qi,j = qi′,b−1(aj+c) for all j ∈ Zp. 2

Lemma 10.16. Let axi − bxi′ = c be an arbitrary equation with the property that
the corresponding terms in the objective function satisfy the bound (10.44). Then,

Pr
[ ⋂
j∈Zp

{
qi,j = qi′,b−1(aj+c)

}]
≥ 1− p(p− 1)δ√

2π
− 4p(p− 1)

δ

√
ε

π
, (10.57)

where δ > 0 is arbitrary.

Proof. By Lemmas 10.14 and 10.15,

Pr

[
p−1⋂
j=0

{
qi,a−1j = qi′,b−1(j+c)

}]
≥ Pr

[
p−1⋂
k=1

Ak

]

≥ 1−
p−1∑
k=1

Pr
[
Ak

]
≥ 1− p(p− 1)δ√

2π
− 4p
δ
√
π

p−1∑
k=1

√
εk .

(10.58)

Since the function x 7→
√

1− x is concave when x ∈ [0, 1], we can apply Jensen’s
inequality (Luenberger 1973) to show that

√
1− ε ≤

p−1∑
k=1

√
1− εk
p− 1

≤

√√√√1−
p−1∑
k=1

εk
p− 1

, (10.59)

where the first inequality follows from the bound (10.44) together with the decom-
position (10.46), and the second from Jensen’s inequality. Thus,

p−1∑
k=1

εk
p− 1

≤ ε. (10.60)

Using the Cauchy-Schwartz inequality on this bound, we obtain

p−1∑
k=1

√
εk ≤

√√√√(p− 1
) p−1∑
k=1

εk ≤ (p− 1)
√
ε. (10.61)

When this is inserted into (10.58), the proof follows. 2

Lemma 10.17. If q0,0 > 0 and qi,j = qi′,b−1(aj+c) for all i, i′ and all j ∈ Zp, then
the equation axi − bxi′ = c is satisfied with probability at least 1/(p− 1).
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Proof. By the construction of the system of linear equations there are no equations
axi − bxi′ = c where i = 0. If i′ 6= 0 the qi,j and qi′,j , computed using the
probabilistic construction described above, are used to independently assign values
to xi and xi′ . Thus,

Pr[equation satisfied] =
p−1∑
j=0

qi,jqi′,b−1(aj+c) =
p−1∑
j=0

q2
i,j , (10.62)

where the second equality follows from the initial requirement in the formulation
of the lemma. We now study the qi,j for a fixed i. By the construction of Algo-
rithm 10.11, each qi,j is either zero or 1/m for some m = 1, . . . , p− 1. Since, again
by the construction of Algorithm 10.11, at least one of the qi,j is non-zero, this
implies that

p−1∑
j=0

q2
i,j = m

1
m2
≥ 1
p− 1

, (10.63)

since exactly m of the qi,j assume the value 1/m.
If i′ = 0 we know that b = 1 and xi′ = 0. Then Pr[equation satisfied] =

qi,−a−1c = q0,0. Since q0,0 6= 0 we know, by the construction of Algorithm 10.11,
that q0,0 ≥ 1/(p− 1), and the proof follows. 2

Theorem 10.18. It is possible to choose κ(p) > 0 and ε(p) > 0 such that, for all
primes p,

Pr[equation satisfied] >
1

p(1− κ)(1− 2κ/ε)
(10.64)

for all equations with the property that the corresponding terms in the objective
function are at least

√
1− ε.

Proof. To prove the theorem, it suffices to show that

p(1− κ)(1− 2κ/ε) Pr[equation satisfied] > 1. (10.65)

It follows immediately from the construction of Algorithm 10.11, together with
Lemmas 10.14–10.17, that

Pr[equation satisfied] >
1

p− 1

(
1− p(p− 1)δ√

2π
− 4p(p− 1)

δ

√
ε

π

)
(10.66)
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for all equations where the sum of the corresponding terms in the objective function
is at least

√
1− ε. As an ansatz, we choose

δ(p) =
c1
√

2π
p2(p− 1)

, (10.67)

ε(p) = c22π
δ2

16p4(p− 1)2
=

c21c
2
2π

2

8p8(p− 1)4
, (10.68)

κ(p) =
c3ε

2p
=

c21c
2
2c3π

2

16p9(p− 1)4
, (10.69)

for some positive constants c1, c2, and c3. When we use this ansatz in the proba-
bility bound (10.66) we obtain

Pr[equation satisfied] >
1
p

(
1 +

1
p

)(
1− c1

p
− c2

p

)
(10.70)

=
1
p

(
1 +

1− c1 − c2
p

− c1 + c2
p2

)
. (10.71)

Thus,

p(1− κ)(1− 2κ/ε) Pr[equation satisfied]

>

(
1− c3

p
− c21c

2
2c3π

2

16p9(p− 1)4

(
1− c3

p

))(
1 +

1− c1 − c2
p

− c1 + c2
p2

)

>

(
1 +

1− c1 − c2 − c3
p

− c1 + c2 + c3
p2

−
(

1 +
1
p

)
c21c

2
2c3π

2

16p9(p− 1)4

)
.

(10.72)

The last expression is greater than one for all primes p if we for instance choose
c1 = c2 = c3 = 1/5. 2

As an immediate corollary, the main theorem follows. It is proved in exactly the
same way as Theorem 10.9.

Theorem 10.19. For all primes p, there exists a randomized polynomial time al-
gorithm approximating Max 2-Lin mod p within (1 − κ(p))p, where κ(p) > 0 for
all p.

Proof. The algorithm is as described above. Denote by w the total weight of the
instance. If the optimum is at most (1 − κ)w, Algorithm 3.8 approximates the
solution within (1− κ)p.

Otherwise, Lemma 10.6 tells us that equations with total weight at least (1 −
2κ(p)/ε(p))w have the property that the corresponding terms in the objective func-
tion in the semidefinite program evaluate to at least

√
1− ε(p) in the optimal

solution. By Theorem 10.18, there exists κ(p) > 0 and ε(p) > 0 such that these
equations are satisfied with probability at least 1/p(1− κ(p))(1− 2κ(p)/ε(p)), over
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the choice of the random vector r. Thus, the expected weight of the solution ob-
tained by the rounding is at least w/p(1− κ(p)). 2

If we use the explicit value of κ(p) from the proof of Theorem 10.18, we see that
Max 2-Lin mod p is approximable within p−Θ(p−12).

It is possible to generalize the algorithm to Max 2-Lin mod m for composite m:
First notice that since equations where gcd(a, b,m) does not divide c can never be
satisfied, we can remove them from the instance. Assume that the total weight of
all remaining equations is w. If the optimum is less than (1− κ)w, there is nothing
to prove since we can simply apply Algorithm 3.8, while if it at least (1 − κ)w we
consider a prime factor p of m and proceed as follows. We determine values {ai}ni=1

mod p such that when setting xi = ai + px′i we get a system mod m/p in x′i such
that the weight of the satisfiable equations is at least w/p(1−κ(p)). The result then
follows by applying Algorithm 3.8 to this resulting system yielding a solution that
satisfies equations of weight at least w/m(1−κ(p)). The condition that an equation
remains satisfiable is simply a linear equation mod p and by the assumption that
it is possible to find a solution mod m that satisfies almost all equations, desired
values ai can be found by the approximation algorithm for a prime modulus.

10.4 Negative Results

In this section we show that there exists a universal constant, such that it is NP-
hard to approximate Max E2-Lin mod p within that constant. We do this by first
constructing a gadget that reduces Max E3-Lin mod p to Max E2-Lin mod p. This
gadget is valid for all primes p ≥ 3. However, we cannot use it to show that it
is NP-hard to approximate Max E2-Lin mod p within a constant factor. To deal
with this, we construct a PCP that essentially reduces Max E3-Lin mod 2 to Max
E2-Lin mod p. While this reduction is only valid for large enough p, it guarantees
that it is NP-hard to approximate Max E2-Lin mod p within a constant factor.
The two reductions combined then give the desired result.

10.4.1 Small p

For the case p = 2, it is possible to use the methods of Trevisan, Sorkin, Sudan, and
Williamson (1996) to construct a gadget reducing Max E3-Lin mod 2 to Max E2-Lin
mod 2. When this gadget is combined with the hardness results by H̊astad (1997),
it follows that it is NP-hard to approximate Max E2-Lin mod 2 within 12/11− ε.
We now show how to construct a gadget that can be used to show hardness results
for Max E2-Lin mod p when p ≥ 3. Note, that although Trevisan et al. (1996)
have constructed an algorithm that computes optimal gadgets, we cannot use this
algorithm to construct the gadgets for p ≥ 3; the running time of the algorithm is
simply too large.

We start with an instance of Max E3-Lin mod p. For each equation in the
instance we construct a number of equations with two variables per equation. By
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the result of H̊astad (1997), it is NP-hard to approximate Max E3-Lin mod p
within p − ε, for any ε > 0, also in the special case when all coefficients in the
equations are equal to one. Thus, we can assume that, for all i, the ith equation in
the Max E3-Lin mod p instance is of the form

xi1 + xi2 + xi3 = c. (10.73)

For an arbitrary equation of this form we now construct the corresponding equations
in the Max E2-Lin mod p instance. Consider assignments to the variables xi1 , xi2 ,
and xi3 with the property that xi1 = 0. There are p2 such assignments, and p of
those are satisfying. For each of the p2 − p unsatisfying assignments

(xi1 , xi2 , xi3)← (0, a, b) where a+ b 6= c, (10.74)

we introduce a new auxiliary variable yi,a,b and construct the following triple of
equations:

xi1 − yi,a,b = 0, (10.75a)
xi2 − yi,a,b = a, (10.75b)
xi3 − (p− 2)yi,a,b = b. (10.75c)

There is a different yi,a,b for each triple. Our Max E2-Lin mod p instance contains
3m(p2 − p) equations if the Max E3-Lin mod p instance contains m equations.

Lemma 10.20. When p ≥ 3 is prime, the above construction is a ((p−1)(p+3), 1)-
gadget reducing the special case of Max E3-Lin mod p where all coefficients are one
to Max E2-Lin mod p.

Proof. Let π be an assignment to the xi and the yi,a,b, such that the number of
satisfied equations in the Max E2-Lin mod p instance is maximized. Since each
fixed yi,a,b occurs only in three equations, we can assume that π(yi,a,b) is such that
as many as possible of these three equations are satisfied. We now study some
arbitrary equation

xi1 + xi2 + xi3 = c (10.76)

from the Max E3-Lin mod 2 instance and the corresponding 3(p2− p) equations of
type (10.75) from the Max E2-Lin mod p instance.

Assume that the assignment π satisfies (10.76). Then, for arbitrary a and b such
that a+b 6= c, there is no assignment to yi,a,b such that all corresponding equations
of type (10.75) containing yi,a,b are satisfied. For if we sum the three equations in
a triple, the left hand side becomes xi1 + xi2 + xi3 and the right hand side a+ b. If
all equations in the triple (10.75) were satisfied, then this new equation would also
be satisfied. But a+ b 6= c by construction, which contradicts this assumption. We
can, however, always satisfy one of the three equations containing yi,a,b by choosing
π(yi,a,b) = π(xi1 ). In some cases it is possible to satisfy two of the three equations.
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Exactly 3(p−1) of the p2−p triples of type (10.75) have this property. For suppose
that the satisfying assignment is

π(xi1 , xi2 , xi3) = (s1, s2, s3). (10.77)

Remember that each triple (10.75) corresponds to an assignment that does not sat-
isfy (10.76). There are exactly 3(p− 1) ways to construct unsatisfying assignments

π(xi1 , xi2 , xi3) = (u1,j , u2,j, u3,j) (10.78)

with the property that (s1, s2, s3) and (u1,j , u2,j, u3,j) differ in exactly one position.
Such an assignment corresponds to the triple

xi1 − yi,a,b = 0, (10.79a)
xi2 − yi,a,b = u2,j − u1,j, (10.79b)
xi3 − (p− 2)yi,a,b = u3,j − (p− 2)u1,j. (10.79c)

With the assignment π(yi,a,b) = u1,j, two of the above three equations are satis-
fied, since (s1, s2, s3) and (u1,j , u2,j, u3,j) differ in exactly one position. And two
different unsatisfying assignments (u1,j, u2,j, u3,j) and (u1,j′ , u2,j′ , u3,j′), both with
the property that they differ from the satisfying assignment in exactly one position,
can never correspond to the same triple. For if that were the case, the equations

u2,j − u1,j = u2,j′ − u1,j′ , (10.80)
u3,j − (p− 2)u1,j = u3,j′ − (p− 2)u1,j′ , (10.81)
uk,j = uk,j′ for some k ∈ {1, 2, 3}, (10.82)

would have to be simultaneously satisfied. This, however, implies that uk,j = uk,j′

for all k. Summing up, the contribution to the objective function in the Max E2-Lin
mod p instance is 2 · 3(p− 1) + ((p2 − p)− 3(p− 1)) = (p− 1)(p+ 3).

Let us now assume that the assignment π does not satisfy (10.76). Then for
some j, all three equations containing yi,a,b can be satisfied. By a similar argument
as above, exactly 3(p − 2) of the p2 − p triples of type (10.75) have the property
that two equations can be satisfied, and in the remaining triples one equation can
be satisfied. The contribution to the objective function in the Max E2-Lin mod p
is 3 + 2 · 3(p− 2) + ((p2 − p)− (3(p− 2) + 1)) = (p− 1)(p+ 3)− 1. 2

Theorem 10.21. For all ε > 0 and all p ≥ 3, it is NP-hard to approximate Max
E2-Lin mod p within (p2 + 3p)/(p2 + 3p− 1)− ε.
Proof. By Lemma 10.20, there exists a ((p−1)(p+3), 1)-gadget reducing the special
case of Max E3-Lin mod p where all coefficients are one to Max E2-Lin mod p. By
Theorem 5.9 this implies that it is NP-hard to approximate Max E2-Lin mod p
within

(p− 1)(p+ 3)
(p− 1)(p+ 3)− (1− 1/p)

− ε =
p2 + 3p

p2 + 3p− 1
− ε (10.83)

for any constant ε > 0. 2
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10.4.2 Large p

Recently, H̊astad (1997) showed that it is NP-hard to approximate Max E3-Lin
mod 2 within 2 − ε. As we saw in Chapter 8, H̊astad constructs a PCP that in
each round reads from the proof three bits, bf , bg1 and bg2 , where f , g1 and g2 are
functions. The equations constructed in the instance are of the form xf+xg1 +xg2 =
{0, 1}. For each equation, f and g1 are chosen independently at random, and then
g2 is defined pointwise, in such a way that f(x)+g1(x) = g2(x) with probability 1−ε.

In our construction, we encode such an equation as a number of equations with
two variables in each equation. Let θ be a number mod p. We will need some
properties of θ later. In our Max E2-Lin mod p instance, we have the new variables
yg1,g2 and yf . The former should take values xg1 + θxg2 and the latter xf . Since
the equations xf +xg1 +xg2 = 0 and xf +xg2 +xg1 = 0 are satisfied simultaneously
we can assume that yg1,g2 and yg2,g1 appear in the same type of equations with the
same probabilities.

Let us assume, for notational simplicity, that we start with a set of weighted
equations rather than duplicating unit weight equations.

Definition 10.22. Denote by wg1,g2 the total weight of the equations contain-
ing yg1,g2 and by wf the total weight of the equations containing yf . Also, let
the total weight of all equations containing g1 be wg1 and the total weight of all
equations be w.

Since each equation contains two g variables and one f variable, 2w =
∑
g wg

and w =
∑

f wf . Also, since each g can be either the first or the last entry,
wg = 2

∑
g2
wg,g2 .

We now construct the equations in our instance of Max E2-Lin mod p. The
variable z used below should be thought of as zero, it is included merely to produce
a Max E2-Lin mod p instance. First, we introduce for all pairs (g1, g2) the following
four equations, each with weight 5wg1,g2 :

yg1,g2 − z = h for h ∈ {0, 1, θ, 1 + θ}. (10.84)

Those equations ensure that g1 and g2 are always coded correctly. To make sure
that f is coded correctly, we introduce, for all f , the following two equations, each
with weight wf :

yf − z = h for h ∈ {0, 1}. (10.85)

We also need to introduce equations ensuring that the variables yg1,g2 assume con-
sistent values:

yg1,g2 − yg1,g′2
= h for h ∈ {0,±θ} (10.86)

with weight wg1,g2wg1,g′2
/wg1 ;

yg1,g2 − yg′1,g2 = h for h ∈ {0,±1} (10.87)
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with weight wg1,g2wg′1,g2/wg2 ; and

yg1,g2 − θyg2,g′1
= h for h ∈ {0, 1,−θ2, 1− θ2} (10.88)

with weight 2wg1,g2wg2,g′1
/wg2 . Finally, we include equations corresponding to the

original equation from the Max E3-Lin mod 2 instance. Every such equation has
the same weight as the original equation. If the original equation is of the form
xf + xg1 + xg2 = 0, we include the equations

yf − yg1,g2 = h for h ∈ {0,±1− θ}. (10.89)

If the right-hand side of the original equation is 1, we use the right-hand sides
h ∈ {±1,−θ} instead in (10.89). A straightforward analysis now proves that it can
never be optimal to have z 6= 0, and that there exists an allowed value for θ when
p ≥ 11. As mentioned above, the variable z should be thought of as zero. By the
following lemma, it can never be optimal to have z 6= 0.

Lemma 10.23. There always exists an optimal solution to the systems of linear
equations with z = 0.

Proof. Suppose that z = c 6= 0 in the optimal solution. Since all equations are
of the form x − y = k, the following transformation does not make any satisfied
equation unsatisfied: yf ← yf − c, yg1,g2 ← yg1,g2 − c and z ← 0. 2

The only property from θ that we need is that variables that satisfy an equation
of type (10.84) or (10.85) do not satisfy other equations for “incorrect” reasons. In
particular, we need that the following conditions hold:

{±1,±1± θ} ∩ {0,±θ} = ∅, (10.90)
{±θ,±1± θ} ∩ {0,±1} = ∅, (10.91)

{±θ, 1± θ,±θ − θ2, 1± θ − θ2} ∩ {0, 1,−θ2, 1− θ2} = ∅, (10.92)
{±1,−θ} ∩ {0,±1− θ} = ∅. (10.93)

This means that θ must not satisfy any of a constant number of algebraic equations.
For sufficiently large p such a θ exists.

Lemma 10.24. When p ≥ 11, there exists a θ ∈ Zp that does not satisfy the
equations (10.90)–(10.93).

Proof. The equations (10.90), (10.91), and (10.93) together imply that

θ 6∈ {0,±1,±2}. (10.94)

If we assume that θ does not assume any of those values, the only new conditions
arising from (10.92) are

1± θ ± θ2 6= 0. (10.95)

These four equations can have at most eight different roots. When we combine
this fact with the requirements (10.94), we can obtain a total of at most thirteen
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forbidden values. Thus, when p > 13 we always have some allowed value for θ. It is
easy, but tedious, to verify by hand that allowed values for θ exist also when p = 11
and p = 13: θ = 5 works in these cases. 2

By Lemma 10.23, we can assume that z = 0 in the optimal solution. We implicitly
use this assumption in the following two lemmas.

Lemma 10.25. For each f , yf is always either 0 or 1 in an optimal solution.

Proof. Each variable yf appears in equations of total weight 5wf . If yf ∈ {0, 1},
the weight of all satisfied equations containing yf is at least wf , otherwise this
weight is at most wf since only one equation of type (10.89) can be satisfied for
each left-hand side in this case. Thus we can assume that an optimal solution has
yf ∈ {0, 1}. 2

Lemma 10.26. For all g1 and g2, yg1,g2 is always of the form b+ b′θ, where both
b and b′ are 0 or 1, in an optimal solution.

Proof. Variables of type yg1,g2 can satisfy equations that are not of type (10.84) of
weight at most 5wg1,g2 . Namely, those of type (10.86) contribute with at most∑

g′2

wg1,g2wg1,g′2

wg1

=
wg1,g2

2
(10.96)

when (g1, g2) appears as the first pair and the same contribution is obtained when
they appear as the second pair. By a similar calculation those of type (10.87) give
a total contribution of at most wg1,g2 , those of type (10.88) a contribution of at
most 2wg1,g2 and finally those of type (10.89) give a contribution of at most wg1,g2 .
As in the proof of Lemma 10.25, we note that if yg1,g2 does not satisfy an equation
of type (10.84), we lose weight 5wg1,g2 . Since we can never regain more weight than
this by satisfying other equations containing yg1,g2 , the proof follows. 2

By Lemma 10.26, we can say that each variable yg1,g2 gives a value to g1. It is,
however, not yet clear that these values are consistent. This question is settled by
the following lemma.

Lemma 10.27. In an optimal solution, each g1 is given consistent values by the
variables yg1,g2 .

Proof. Assume that the total weight of the equations giving to g1 the value 0
is w0, and the total weight of those giving the value 1 is w1. Then wg1 = w0 +w1.
Assume for concreteness that w0 ≥ w1. Then the total contribution of all equations
of types (10.86) and (10.88) is (w2

0 +w2
1)/wg1 . If we change the value of all variables

to give the value 0 then we gain 2w0w1/wg1 ≥ w1 on these equations while we lose
at most w1 in the equations of type (10.89)—potentially all changed variables could
cause their equations to be unsatisfied but their total weight is at most the total
weight of the equations. 2
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We are now ready to prove the main theorem.

Theorem 10.28. When p ≥ 11, it is NP-hard to approximate Max E2-Lin mod p
within 18/17− ε for all ε > 0.

Proof. By Lemmas 10.25, 10.26, and 10.27, we know that the optimal assignment
is given by a correct encoding. It then satisfies equations of type (10.84) with a
total weight of∑

g1,g2

5wg1,g2 = 5w, (10.97)

and equations of type (10.85) with a total weight of∑
f

wf = w. (10.98)

Continuing in the same way, the total weight of the satisfied equations of types
(10.86), (10.87), and (10.88) is∑

g1,g2,g′2

wg1,g2wg1,g′2

wg1

=
∑
g1,g2

wg1,g2

2
=
w

2
, (10.99)

∑
g1,g2,g′1

wg1,g2wg′1,g2

wg2

=
∑
g1,g2

wg1,g2

2
=
w

2
, (10.100)

∑
g1,g2,g′1

2wg1,g2wg2,g′1

wg2

=
∑
g1,g2

wg1,g2 = w, (10.101)

respectively. The above weights add up to 8w. Thus, if the corresponding assign-
ment to the binary variables satisfies equations of weight t, we satisfy equations
of total weight 8w + t in our transformed case. By the result of H̊astad (1997)
it is NP-hard to distinguish the cases when t is w − δ1 and when t is w/2 + δ2
for arbitrarily small constants δ1, δ2 > 0, whence it follows that it is NP-hard to
approximate Max E2-Lin mod p within 18/17− ε for any constant ε > 0. 2

When we combine this result with the results for small p, we obtain the following
general result:

Theorem 10.29. For all primes p, it is NP-hard to approximate Max E2-Lin
mod p within 70/69− ε.

Proof. For p = 2 we use the hardness result by H̊astad (1997). For p ∈ {3, 5, 7} we
use Theorem 10.21, and for p ≥ 11 we use Theorem 10.28. 2
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10.5 Conclusions

We have shown that there exists a randomized polynomial time algorithm approx-
imating Max 2-Lin mod p within p − Θ(p−12). For the special case of Max 2-Lin
mod p, where the equations are either of the form xi − xi′ = c or xi = c, we have
shown that there exists a randomized polynomial time algorithm approximating
the problem within (1− 10−8)p. We have numerical evidence that the performance
ratio in the latter, simpler case is 1.27 when p = 3. Since our primary goal was to
show a performance ratio less than p, we have not tried to find the tightest possible
inequalities in our proofs. Most likely, our bounds can be improved significantly.

We have also shown that it is NP-hard to approximate Max E2-Lin mod p
within 70/69− ε. Of major interest at this point is, in our opinion, to determine
if the lower bounds are increasing with p, or if there exists a polynomial time
algorithm approximating Max 2-Lin mod p within some constant ratio.



122



Chapter 11

Constraint Satisfaction

In this chapter, we use the recent recycling construction of Samorodnitsky and
Trevisan (1999) combined with the techniques of H̊astad (1997) to show that the
Max k-CSP-G problem cannot be approximated within |G|k−2

√
k+1+1 − ε, for any

constant ε > 0, unless P = NP.

11.1 Background

In Chapter 8, we studied H̊astad’s proof (1997) of a lower bound on the approx-
imability of Max E3-Lin-G. His construction involves a PCP that queries three
positions from the proof and accepts if a linear equation involving the three queried
positions are satisfied. The PCP has completeness at least 1− δ1 and soundness at
most 1/|G|+ δ2, for any constants δ1 > 0 and δ2 > 0. Already this result implies
a lower bound of |G|k/3 − ε, for any constant ε > 0, on the approximability of Max
k-CSP-G. To see this, apply the result to the group Gk. A linear constraint in Gk

can be viewed as a constraint involving 3k variables in G, and by the above result,
it is hard to approximate Max E3-Lin-Gk within |G|k − ε.

To get a better bound, we must lower the soundness without using too many
extra variables in the constraints. Trevisan (1998b) extended H̊astad’s construction
(1997) by recycling free bits in the PCP and analyzed several applications of the
methodology. Samorodnitsky and Trevisan (1999) gave an analysis of the most
general application of the methodology introduced by Trevisan (1998b) and proved
that it is NP-hard to approximate Max k-CSP within 2k−O(

√
k)−ε, for any constant

ε > 0. Their proof uses a nice mix of Parseval’s equality and the Cauchy-Schwartz
inequality to bound the soundness.

Samorodnitsky and Trevisan (1999) only analyzed the Boolean case, and it
is not immediately obvious that their proof translates to a non-Boolean setting.
In this chapter, we establish that their construction can be adapted to a PCP
testing properties over an Abelian group G. As a consequence, we prove that

123
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the Max k-CSP-G problem cannot be approximated within |G|k−2
√
k+1+1 − ε, for

any constant ε > 0, unless P = NP. This lower bound compares well with the
best known upper bound, |G|k−1, following from a linear relaxation combined with
randomized rounding (Trevisan 1998a; Serna, Trevisan, and Xhafa 1998). As a
technical tool, Samorodnitsky and Trevisan (1999) use a composition lemma by
Sudan and Trevisan (1998). In this chapter, we extend this lemma to the non-
Boolean setting. By using the lemma as an integrated part of the construction
rather than a black box, we are also able to improve some of the constants involved.

11.2 Outline of the Proof

The proof has the same high-level structure as H̊astad’s proof (1997), which was
presented in Sec. 8.2.

1. Establish that there exists a two-prover one-round interactive proof system
for µ-gap E3-Sat(5) with the following properties:

(a) The queries to the provers and the answers from the provers have con-
stant length.

(b) The protocol has perfect completeness and soundness cuµ, where u is es-
sentially the size of the queries to the provers and cµ < 1 is a constant,
independent of u. The value of u will be selected to obtain a contradic-
tion in Step 5 below.

2. Construct a PCP with the following properties:

(a) The proof contains encoded answers to all possible queries in the above
proof system for µ-gap E3-Sat(5).

(b) The verifier, parameterized by the integers ` and m, a set E ⊆ [`]× [m],
and an arbitrary constant δ1 > 0, accepts if a cleverly chosen constraint,
involving `+m+ |E| variables taking values in G, is satisfied.

The verifier uses certain conventions when accessing the proof. These conven-
tions imply that certain bad proofs are accepted only with a small probability,
and that Step 4 below is possible.

3. Assume that the verifier accepts an incorrect proof with probability at least
1/|G||E| + δ2, where δ2 > 0 is some arbitrary constant, and prove that this
implies that some other expression is bounded by a function of δ2.

4. Notice that this other expression is the probability of an event, and use this to
design a randomized strategy for the provers in the interactive proof system
for µ-gap E3-Sat(5). Prove that if the provers follow this strategy, the verifier
in the interactive proof system for µ-gap E3-Sat(5) accepts with probability
greater than some function of δ1 times the expression that was bounded in
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Step 3. Conclude that the soundness of the interactive proof system for µ-gap
E3-Sat(5) is at least cδ1,δ2 , which does not depend on u.

5. Choose the constant u in Step 1 such that cuµ < cδ1,δ2 and conclude that we
have arrived at a contradiction.

The interactive proof system in Step 1 is described in Sec. 8.2.1. Below, we describe
the remaining steps.

11.2.1 The PCP

We use exactly the same proof as in Sec. 8.2.2, a Standard Written G-Proof with
parameter u. The verifier is parameterized by the integers ` and m, a set E ⊆
[`] × [m], and a constant δ1 > 0; and it should accept with high probability if the
proof is a correct Standard Written G-Proof for a given formula φ.

1. Select uniformly at random u variables x1, . . . , xu. Let U be the set of those
variables.

2. For j = 1, . . . ,m, select uniformly at random u clauses Cj,1, . . . , Cj,u such that
clause Cj,i contains variable xi. Let Φj be the Boolean formula Cj,1∧· · ·∧Cj,u.
Let Wj be the set of variables in the clauses Cj,1, . . . , Cj,u.

3. For i = 1, . . . , `, select uniformly at random fi ∈ FGU .

4. For j = 1, . . . ,m, select uniformly at random gj ∈ FGWj
.

5. For all (i, j) ∈ E, choose eij ∈ FGWj
such that, independently for all y ∈W ,

(a) With probability 1− δ1, eij(y) = 1G.

(b) With probability δ1, eij(y) is selected uniformly at random from G.

6. Define hij such that hij(y) =
(
fi(y|U )gj(y)eij(y)

)−1.

7. If for all (i, j) ∈ E, AU (fi)AWj (gj ∧ Φj)AWj (hij ∧ Φj) = 1, then accept, else
reject.

Lemma 11.1. The completeness of the above test is at least (1 − δ1)|E|.

Proof. Given a correct proof, the verifier can only reject if one of the error functions
eij are not 1G for the particular string encoded in the proof. Since the error
functions are chosen pointwise uniformly at random, the probability that they all
evaluate to 1G for the string encoded in the proof is (1− δ1)|E|. Thus, the verifier
accepts a correct proof with probability at least (1− δ1)|E|. 2
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11.2.2 Expressing the Acceptance Probability

To shorten the notation, we define the shorthands A(f) = AU (f) and Bj(g) =
AWj (g ∧ Φj).

Lemma 11.2. The test in the PCP accepts with probability

1
|G||E|

∑
S⊆E

E[TS ], (11.1)

where

TS =
∏

(i,j)∈S

( ∑
γ∈G\{1}

ψγ
(
A(fi)Bj(gj)Bj(hij)

))
. (11.2)

We use the convention that T∅ = 1.

Proof. The PCP tests if |E| linear equations of the form

A(fi)Bj(gj)Bj(hij) = 1 (11.3)

over the group G are satisfied. We index the equations by (i, j), and note that the
fact (7.26) that ψ1G(g) = 1 and the summation relation (7.27) together imply that
the expression

Pij =
1
|G|

(
1 +

∑
γ∈G\{1}

ψγ
(
A(fi)Bj(gj)Bj(hij)

))
(11.4)

is one when the equation corresponding to (i, j) is satisfied and zero otherwise.
Since the test accepts if all equations are satisfied,

P =
∏

(i,j)∈E
Pij =

{
1 if the test in the PCP accepts,
0 otherwise.

(11.5)

Since the equations are chosen at random, P is an indicator random variable and
we can write

Pr[The PCP accepts] = E[P ]. (11.6)

If we expand the product in the definition of P , we arrive at the expression in (11.1)
and (11.2). 2

11.2.3 Identifying a Large Term

Lemma 11.3. If the probability that the above test accepts is |G|−|E|+ δ2 for some
δ2 > 0, then |E[TS ]| ≥ δ2 for some S 6= ∅ such that S ⊆ E.



11.2. Outline of the Proof 127

Proof. Suppose that |E[TS ]| < δ2 for all S 6= ∅ such that S ⊆ E. Then

Pr[accept] ≤ 1
|G||E|

∑
S⊆E
|E[TS]| < 1 + δ2(|G||E| − 1)

|G||E| < |G|−|E| + δ2, (11.7)

which is a contradiction. 2

11.2.4 Bounding the Large Term

Lemma 11.4. Suppose that |E[TS ]| ≥ δ2 > 0 for some set S 6= ∅ such that S ⊆ E.
Number the vertices in this set S in such a way that there is at least one edge of
the form (1, j) and all edges of that form are (1, 1), (1, 2), . . . , (1, d). Let

Q =
∑

α,β1,...,βd
α=πU (β1)···πU (βd)

|Âα|2|B̂1,β1 |2 · · · |B̂d,βd |2(1− δ1)2(|β1|+···+|βd|), (11.8)

where

Wj = {variables in Φj}, (11.9)
A(f) = AU (f), (11.10)
Bj(g) = BWj (g ∧ Φj), (11.11)

Âα = 〈ψγ1···γd ◦A,χα〉, (11.12)

B̂j,βj = 〈ψγj ◦Bj , χβj〉. (11.13)

Then there exists γ1, . . . , γd ∈ G \ {1} such that

EU,Φ1,...,Φd [Q] ≥ δ2
2/(|G| − 1)|S|. (11.14)

Proof. We split the product in the definition of TS into the two factors

C1 =
∏

(i,j)∈S,i6=1

( ∑
γ∈G\{1G}

ψγ
(
A(fi)Bj(gj)Bj(hij)

))
(11.15)

and

C2 =
d∏
j=1

( ∑
γ∈G\{1G}

ψγ
(
A(f1)Bj(gj)Bj(h1,j)

))
. (11.16)

Since C1 is independent of f1 and e1,1, . . . , e1,k, we use conditional expectation to
rewrite E[TS ]. If we let E1[·] denote the expected value taken over the random
variables f1 and e1,1, . . . , e1,k, we obtain

E[TS ] = E
[
E1[TS ]

]
= E

[
C1 E1[C2]

]
. (11.17)
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This implies that∣∣E[TS]
∣∣2 ≤ E

[
|C1|2

∣∣E1[C2]
∣∣2]. (11.18)

By expanding the product in the definition of C1, we obtain

|C1|2 =
∣∣∣∣ ∑
γ1∈G\{1G}

· · ·
∑

γ|S|−d∈G\{1G}

|S|−d∏
j=1

ψγj (·)
∣∣∣∣2, (11.19)

where we have suppressed the argument to ψγj . Since ψγj (·) is a complex root of
unity, and a product of roots of unity is also a root of unity,

|C1|2 ≤
∑

γ1∈G\{1G}
· · ·

∑
γ|S|−d∈G\{1G}

∣∣∣∣|S|−d∏
j=1

ψγj (·)
∣∣∣∣2 =

(
|G| − 1

)|S|−d
. (11.20)

Thus,∣∣E[TS]
∣∣2 ≤ (|G| − 1

)|S|−dE
[∣∣E1[C2]

∣∣2]. (11.21)

Now we expand the product in the definition of C2,

C2 =
∑

γ1∈G\{1G}
· · ·

∑
γd∈G\{1G}

d∏
j=1

ψγj
(
A(f1)Bj(gj)Bj(h1,j)

)
. (11.22)

If we write

C3 =
d∏
j=1

ψγj
(
A(f1)Bj(gj)Bj(h1,j)

)
, (11.23)

we can write

|E1[C2]|2 =
∣∣∣∣ ∑
γ1∈G\{1G}

· · ·
∑

γd∈G\{1G}
E1[C3]

∣∣∣∣2
≤

∑
γ1∈G\{1G}

· · ·
∑

γd∈G\{1G}

∣∣E1[C3]
∣∣2 (11.24)

and summarize our calculations so far as∣∣E[TS]
∣∣2 ≤ (|G| − 1

)|S|−d ∑
γ1∈G\{1G}

· · ·
∑

γd∈G\{1G}
E
[∣∣E1[C3]

∣∣2]. (11.25)

Thus, there exists some γ1, . . . , γd ∈ G \ {1G} such that∣∣E[TS]
∣∣2 ≤ (|G| − 1

)|S| E[∣∣E1[C3]
∣∣2]. (11.26)
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From now on, we fix these γ1, . . . , γd ∈ G\{1G} and try to bound the corresponding

∣∣E1[C3]
∣∣2 =

∣∣∣∣∣E1

[ d∏
j=1

ψγj
(
A(f1)Bj(gj)Bj(h1,j)

)]∣∣∣∣∣
2

(11.27)

by a sum of Fourier coefficients. By the homomorphism property (7.24) and the
fact (7.25) that ψa is linear in a,

C3 = ψγ1···γd
(
A(f1)

) d∏
j=1

ψγj
(
Bj(gj)

)
ψγj
(
Bj(h1,j)

)
. (11.28)

Since ψγj (Bj(gj)) are independent of f1 and e1,1, . . . , e1,k, we can move them outside
E1[·]. Since |ψγj (Bj(gj))| = 1, this simplifies the expectation (11.27) to

∣∣E1[C3]
∣∣2 =

∣∣∣∣∣E1

[
ψγ1···γd

(
A(f1)

) d∏
j=1

ψγj
(
Bj(h1,j)

)]∣∣∣∣∣
2

(11.29)

The remaining factors are expressed using the Fourier transform:

ψγ1···γd
(
A(f1)

)
=
∑
α∈FGU

Âαχα(f1), (11.30)

ψγj
(
Bj(h1,j)

)
=

∑
βj∈FGWj

B̂j,βjχβj (h1,j), (11.31)

where

Âα = 〈ψγ1···γd ◦A,χα〉, (11.32)

B̂j,βj = 〈ψγj ◦Bj , χβj〉. (11.33)

Note that the first of the above inner products is in L2(FGU ) while the latter is
in L2(FGWj

). When we insert the Fourier expansions (11.30) and (11.31) into the
expectation (11.29) and expand the products, we obtain one term for each possible
combination of α and β1, . . . , βd:

∣∣E1[C3]
∣∣2 =

∣∣∣∣ ∑
α∈FGU

∑
β1∈FGW1

· · ·
∑

βd∈FGWd

E1

[
ÂαB̂1,β1 · · · B̂d,βdC4

]∣∣∣∣2, (11.34)

where

C4 = χα(f1)χβ1(h1,1) · · ·χβd(h1,d). (11.35)
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Note that the Fourier coefficients can be moved out from E1[· · ·] since they are
independent of f1 and e1,1, . . . , e1,k. This simplifies the expectation (11.34) even
further to∣∣E1[C3]

∣∣2 =
∣∣∣∣ ∑
α∈FGU

∑
β1∈FGW1

· · ·
∑

βd∈FGWd

ÂαB̂1,β1 · · · B̂d,βd E1[C4]
∣∣∣∣2

≤
∑
α∈FGU

∑
β1∈FGW1

· · ·
∑

βd∈FGWd

|Âα|2|B̂1,β1 |2 · · · |B̂d,βd |2
∣∣E1[C4]

∣∣2.
(11.36)

Fortunately many of the terms in the above sum vanish. Since hij = (figjeij)−1,
it follows from the homomorphism property (7.38), the fact (7.39) that χα is linear
in α, and Lemma 7.17 that

C4 = χα(πU (β1)···πU (βd))−1(f1)
d∏
j=1

χβj
(
g−1
j

)
χβj
(
e−1

1,j

)
. (11.37)

Since all factors in the above product are independent, we can take the expectation
of each factor separately. From the summation identity (7.41),

E1

[
χα(πU (β1)···πU (βd))−1(f1)

]
=

{
1 if α = πU (β1) · · ·πU (βd),
0 otherwise.

(11.38)

The factors χβj
(
g−1
j

)
are independent of f1 and e1,1, . . . , e1,k, which implies that

E1

[
χβj
(
g−1
j

)]
= χβj

(
g−1
j

)
. (11.39)

By the definition of the functions ei,j we obtain

E1

[
χβj
(
e−1

1,j

)]
= (1− δ1)|βj |. (11.40)

To summarize,∣∣E1[C4]
∣∣2 =

{
(1− δ1)2(|β1|+···+|βd|) if α = πU (β1) · · ·πU (βd),
0 otherwise.

(11.41)

With this in mind, we can rewrite the expectation (11.36) as∣∣E1[C3]
∣∣2 ≤∑
α,β1,...,βd

α=πU (β1)···πU (βd)

|Âα|2|B̂1,β1 |2 · · · |B̂d,βd |2(1− δ1)2(|β1|+···+|βd|). (11.42)

Thus, there exists some γ1, . . . , γd ∈ G \ {1G} such that

δ2
2 ≤

(
|G| − 1

)|S| E[∣∣E1[C3]
∣∣2] ≤ (|G| − 1

)|S|∑
α,β1,...,βd

α=πU (β1)···πU (βd)

EU,Φ1,...,Φd [Q], (11.43)

where Q is defined as in the formulation of the lemma. 2
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11.2.5 Designing Efficient Provers

Lemma 11.5. Suppose that E[TS ] ≥ δ2 > 0 for some set S 6= ∅ such that S ⊆ E.
Then there exists provers that make the two-prover one-round protocol for µ-gap
E3-Sat(5) from Sec. 8.2.1 accept with probability at least δ1δ2

2/(|G| − 1)|S|.

Proof. To construct their strategy, the provers first compute the γ1, . . . , γd maxi-
mizing

EU,Φ1,...,Φd [Q], (11.44)

where Q is defined as in (11.8). They then fix these γ1, . . . , γd for the remaining
computation. After these initial preparations, the provers proceed as follows:

Prover P1 receives a set U of u variables. For j = 2, . . . , d, P1 selects uniformly
at random u clauses Cj,1, . . . , Cj,u such that clause Cj,i contains variable xi. Let
Φj be the Boolean formula Cj,1 ∧ · · · ∧ Cj,u. Let Wj be the set of variables in the
clauses Cj,1, . . . , Cj,u. Then P1 computes the Fourier coefficients

Âα = 〈ψγ1···γd ◦A,χα〉 (11.45)

and

B̂j,βj = 〈ψγj ◦Bj , χβj〉 for j = 2, . . . , d, (11.46)

selects (α, β2, . . . , βd) randomly such that

Pr[(α, β2, . . . , βd)] = |Âα|2|B̂2,β2 |2 · · · |B̂d,βd |2, (11.47)

forms the function

α′ = α
(
πU (β2) · · ·πU (βd)

)−1 (11.48)

and returns an arbitrary x such that α′(x) 6= 1G. If no such x exists, P1 returns an
arbitrary x ∈ {−1, 1}U .

Prover P2 receives Φ1 consisting of u clauses, computes

B̂1,β1 = 〈ψγ1 ◦Bj , χβ1〉, (11.49)

selects a random β1 with the distribution

Pr[β1] = |B̂1,β1 |2, (11.50)

and returns a random y such that β1(y) 6= 1G. By Lemma 7.19 such a y always
exists, and by Lemma 7.22 such assignments satisfy Φ1.

Let us now analyze the acceptance probability of this strategy. In the analysis
we bound

Pr[accept | U,Φ1, . . . , Φm] (11.51)

from below. This is enough to prove the lemma, since

Pr[accept] = E
[
Pr[accept | U,Φ1, . . . , Φd]

]
. (11.52)

Thus, we assume from now on that U and Φ1, . . . , Φd are fixed and try to estimate
the acceptance probability under these assumptions.
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Since Lemma 11.4 proves a lower bound on E[Q], we want to express the accep-
tance probability in terms of Q. Note that Lemma 7.19 implies that α 6= 0, since
the provers never choose an α such that Âα = 0, and in the same way Corollary 7.20
ensures that the selected βj has the property that πU (βj) 6= 0. This means, that if
the provers obtain (α, β1, . . . , βd) such that

α = πU (β1) · · ·πU (βd), (11.53)

there exists x such that (πU (β1))(x) 6= 1G, and for every such x the function

α′ = α
(
πU (β2) · · ·πU (βd)

)−1 (11.54)

sends x to an element in G \ {1G}. Put another way:

α′(x) 6= 1G ⇐⇒
(
πU (β1)

)
(x) 6= 1G. (11.55)

This implies that there exists a y such that x = y|U and β1(y) 6= 1G. Given the x
chosen by P1, the probability that P2 chooses a y such that y|U = x and β1(y) 6= 1G
is at least 1/|β1|. All this put together implies that the acceptance probability can
be bounded from below by

Pr[accept | U,Φ1, . . . , Φm] ≥
∑

α,β1,...,βd
α=πU (β1)···πU (βd)

|Âα|2|B̂1,β1 |2 · · · |B̂d,βd |2
|β1|

. (11.56)

Since ex > 1 + x > x for any real positive x,

eδ1|β|

δ1
>
δ1|β|
δ1

= |β|, (11.57)

or equivalently,

1
|β| > δ1e

−δ1|β| > δ1(1− δ1)|β|, (11.58)

where the second inequality follows from e−x > 1 − x, which is true for any real
positive x, we obtain

Pr[accept | U,Φ1, . . . , Φm] ≥ δ1

∑
α,β1,...,βd

α=πU (β1)···πU (βd)

|Âα|2|B̂1,β1 |2 · · · |B̂d,βd |2(1− δ1)|β1|.

(11.59)

By Lemma 11.4, this implies that

Pr[accept | U,Φ1, . . . , Φm] ≥ δ1δ
2
2

(|G| − 1)|S|
(11.60)

since 0 < δ1 < 1. 2
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11.2.6 Putting the Pieces Together

Lemma 11.6. Suppose that the test in Sec. 11.2.1 accepts with probability at least
1/|G||E|+δ2. Then there exist provers that make the two-prover one-round protocol
for µ-gap E3-Sat(5) from Sec. 8.2.1 accept with probability at least δ1δ2

2/(|G|−1)|E|.

Proof. By Lemma 11.3 the assumptions in the lemma implies that |E[TS]| ≥ δ2 for
some S 6= ∅ such that S ⊆ E. By Lemmas 11.4 and 11.5, this implies that there
exists provers that make the two-prover one-round protocol for µ-gap E3-Sat(5)
from Sec. 8.2.1 accept with probability at least δ1δ

2
2/(|G| − 1)|S|. Since |S| ≤ |E|,

the lemma follows. 2

11.3 The Reduction to Max k-CSP-G

Lemma 11.7. For every constant δ2 > 0, it is possible to select a constant u such
that the soundness of the PCP in Sec. 11.2.1 is at most 1/|G||E| + δ2.

Proof. Suppose that the PCP in Sec. 11.2.1 has soundness 1/|G||E| + δ2 for some
constant δ2 > 0. By Lemma 11.6, this implies that the two-prover one-round
interactive proof system for µ-gap E3-Sat(5) has soundness δ1δ2

2/(|G| − 1)|E|. But
we know (Raz 1998) that the soundness of this proof system is at most cuµ, where
cµ < 1 is a constant and u is the cardinality of U . If we select

u >
log δ−1

1 δ−2
2 + log(|G| − 1)|E|

log c−1
µ

, (11.61)

note that this latter quantity is a constant since δ1, δ2, |E|, |G|, and cµ are constants,
we obtain

δ1δ
2
2

(|G| − 1)|E|
> cuµ, (11.62)

which is a contradiction. 2

Now it is time to construct an instance of Max k-CSP-G that is hard to approximate.
The tool is the above PCP. As for the soundness s and the completeness c of this
PCP, we have shown that

s ≥ (1− δ1)|E|, (11.63)

c ≤ |G|−|E| + δ2, (11.64)

for arbitrarily small constants δ1, δ2 > 0.

Theorem 11.8. Let ` and m be arbitrary positive integers. Let E ⊆ [`]× [m]. Let
k = |E|+`+m. Then it is NP-hard to approximate Max k-CSP-G within |G||E|−ε
for any constant ε > 0.



134 Chapter 11. Constraint Satisfaction

Proof. Select the constants δ1 > 0 and δ2 > 0 such that

(1− δ1)|E|

|G|−|E| + δ2
≥ |G||E| − ε. (11.65)

Then select the constant u such that δ1δ
2
2/(|G|−1)|E| > cuµ. Now consider applying

the PCP from Sec. 11.2.1 to an instance of the NP-hard problem µ-gap E3-Sat(5).
Construct an instance of Max k-CSP-G as follows: Introduce variables xU,f

and yΦj ,g for every A(f) and Bj(g), respectively. For all possible combinations of a
set U , clauses Φ1, . . . , Φm, and functions f1, . . . , f`, g1, . . . , gm, and h1,1, . . . , h`,m,
introduce a constraint that is one if xU,fiyΦj ,gj = yΦj ,hij for all (i, j) ∈ E. Set the
weight of this constraint to the probability of the event that the set U , the clauses
Φ1, . . . , Φm, and the functions f1, . . . , f`, g1, . . . , gm, and h1,1, . . . , h`,m are chosen
by the verifier in the PCP. Each constraint is a function of at most |E| + ` + m
variables. The total number of constraints is at most

nu5mu|G|`2u+m23u+`m23u
, (11.66)

which is polynomial in n if `, m, |G|, and u are constants. The weight of the satisfied
equations for a given assignment to the variables is equal to the probability that the
PCP from Sec. 11.2.1 accepts the proof corresponding to this assignment. Thus,
any algorithm approximating the optimum of the above instance within

(1− δ1)|E|

|G|−|E| + δ2
≥ |G||E| − ε (11.67)

decides the NP-hard problem µ-gap E3-Sat(5). 2

Corollary 11.9. For any integer k ≥ 3 and any constant ε > 0, it is NP-hard to
approximate Max k-CSP-G within |G|k−2

√
k+1+1 − ε.

Proof. As a warmup, assume that k = s2 + 2s for some positive integer s. Then
we can choose ` = m = s and E = [`]× [m] in Theorem 11.8 and obtain that it is
NP-hard to approximate Max k-CSP-G within |G|s2 − ε, for any constant ε > 0.
To express this as a function of k, note that

k = s2 + 2s ⇐⇒ s =
√
k + 1− 1, (11.68)

which implies that

s2 = k + 1 + 1− 2
√
k + 1 = k − 2

√
k + 1 + 2. (11.69)

Thus, it is NP-hard to approximate Max k-CSP-G within |G|k−2
√
k+1+2 − ε, for

any constant ε > 0, when k = s2 + 2s for some positive integer s. To investigate
what happens when

s2 + 2s < k < (s+ 1)2 + 2(s+ 1) = s2 + 4s+ 3, (11.70)

we proceed in two stages.



11.3. The Reduction to Max k-CSP-G 135

In the first stage, we assume that k = s2 +2s+1 where s is an arbitrary positive
integer. In that case, we can set ` = s, m = s+ 1, and E to any subset of [`]× [m]
containing s2 edges. Then Theorem 11.8 implies that it is NP-hard to approximate
Max k-CSP-G within |G|s2 − ε, for any constant ε > 0, in this special case. Then
we rewrite this as a function of k by using the relation

k = s2 + 2s+ 1 ⇐⇒ s =
√
k − 1, (11.71)

which implies that

s2 = k − 2
√
k + 1. (11.72)

Thus, it is NP-hard to approximate Max k-CSP-G within |G|k−2
√
k+1 − ε, for any

constant ε > 0, when k = s2 + 2s+ 1 for some positive integer s.
In the second stage, we assume that k = s2 + 2s+ 2 + t where s is an arbitrary

positive integer and t is an integer satisfying 0 ≤ t ≤ 2s. In that case, we can set
` = m = s + 1 and let E be any subset of [`]× [m] containing s2 + t edges. Then
Theorem 11.8 implies that it is NP-hard to approximate Max k-CSP-G within
|G|s2+t − ε, for any constant ε > 0, in this special case. To express this as a
function of k, note that

k = s2 + 2s+ 2 + t ⇐⇒ s =
√
k − t+ 1− 1, (11.73)

which implies that

s2 + t = k − 2
√
k − t+ 1 + 2 ≥ k − 2

√
k + 1 + 2. (11.74)

Thus, it is NP-hard to approximate Max k-CSP-G within |G|k−2
√
k+1+2 − ε, for

any constant ε > 0, when

s2 + 2s+ 2 ≤ k ≤ s2 + 4s+ 2 (11.75)

for some positive integer s.
To conclude, it is NP-hard to approximate Max k-CSP-G within

|G|k−2
√
k+1+1 − ε, (11.76)

for any constant ε > 0 and any positive integer k ≥ 3. 2

From the details of the proof of Corollary 11.9, we see that we can rephrase the
result in a slightly stronger form.

Corollary 11.10. For any integer s ≥ 2 and any constant ε > 0, it is NP-hard
to approximate Max s2-CSP-G within |G|(s−1)2 − ε. For any integer k ≥ 3 that is
not a square and any constant ε > 0, it is NP-hard to approximate Max k-CSP-G
within |G|k−2

√
k+1+2 − ε.
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11.4 Non-Constant Parameters

In Chapter 14, we need a PCP for µ-gap E3-Sat(5) with completeness close to one
and soundness 2−k

2
+ o(1). The following lemma provides this.

Lemma 11.11. For any non-decreasing integer-valued function k(n) and any de-
creasing functions δ1(n) > 0 and δ2(n) > 0, µ-gap E3-Sat(5) has a PCP with query
complexity k2+2k, free bit complexity 2k, completeness at least (1−δ1)k

2
, soundness

at most 2−k
2

+ δ2, and uses at most

C′µ(log n+ 3k) log
(
δ−1
1 δ−2

2

)
+
(
2k + k2(log δ−1

1 + 1)
)(
δ−1
1 δ−2

2

)C′′µ (11.77)

random bits, for some constants C′µ and C′′µ .

Proof. We use the PCP from this chapter with G = Z2. Since the proofs in
Sec. 11.2 do not use any O(·)-notation, all proofs are valid also for non-constant
`, m, δ1, and δ2. To select the sets U and Φ1, . . . , Φm, the verifier needs at most
u logn + um log 5 random bits. To select the functions f1, . . . , f` and g1, . . . , gm,
the verifier needs at most `2u + m23u random bits, and to form the functions
e1,1, . . . , e`,m the verifier needs at most `m23u(log δ−1

1 +1) random bits. This makes
in total at most

u(logn+ 3m) +
(
`+m+ `m(log δ−1

1 + 1)
)
23u (11.78)

random bits. To obtain the contradiction cuµ < δ1δ
2
2 , we need to have

u >
log δ−1

1 δ−2
2

log c−1
µ

. (11.79)

When this is inserted into the bound (11.78), we can bound the number of random
bits by

Cµ(log n+ 3m) log
(
δ−1
1 δ−2

2

)
+
(
`+m+ `m(log δ−1

1 + 1)
)(
δ−1
1 δ−2

2

)3Cµ
(11.80)

where write Cµ = 1/ log c−1
µ . Finally, we set ` = m = k. 2



Chapter 12

Dense Instances

In Chapter 11 we saw that it is NP-hard to approximate Max k-CSP-D within
|D|k−2

√
k+1+1 − ε for any constant ε > 0, any domain D of constant size, and any

integer k ≥ 3. In this chapter we study the special case of Max k-CSP-D where
the instance contains Θ(nk) constraints, where n is the number of variables. As a
contrast to the above lower bound, we present a randomized fully polynomial time
approximation scheme for such instances.

12.1 Background

Arora, Karger, and Karpinski (1999) have constructed a randomized polynomial
time approximation scheme for dense instances of a number of Max-SNP prob-
lems, including Max Cut. They formulate the problems as integer programs with
certain properties and then construct an algorithm finding, in probabilistic poly-
nomial time, a solution accurate enough to give a relative error of ε, for any ε > 0.
Fernandez de la Vega (1996) has also constructed a randomized polynomial time
approximation scheme for dense instances of Max Cut, independently of Arora
et al. (1999). In this chapter we investigate generalizations of these ideas to prob-
lems with variables taking values in some arbitrary finite set D rather than Z2.
The method of Arora et al. (1999) does not seem to apply in this case since the
integer programs used to express such generalizations do not have the properties
required by the method. The ideas in the algorithm of Fernandez de la Vega (1996)
were generalized by Goldreich et al. (1998), whose algorithm we presented in Chap-
ter 6. Frieze and Kannan (1999) have constructed a polynomial time approximation
scheme for all dense Max-SNP problems by using the fact that every Max-SNP
problem can be viewed as a Max k-CSP problem for some fixed integer k (Papadim-
itriou 1994, Theorem 13.8). Their algorithm is a polynomial time approximation
scheme for every problem that can be described as an instance of Max k-CSP with
Θ(nk) constraints. Dense instances of Max k-CSP-D do not seem to be describable

137
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in this manner, and on top of that, the algorithm proposed in this chapter has a
simpler structure and shorter running time than their algorithm.

We generalize the ideas of Goldreich et al. (1998) and propose a randomized fully
polynomial time approximation scheme for dense instances of Max k-CSP-D, i.e.,
instances of Max k-CSP-D with Θ(nk) constraints. Specifically, we prove that for
all positive constants ε and δ, there exists an algorithm outputting with probability
at least 1 − δ a solution with weight at least 1 − ε times the optimum weight in
time O(nk) for such instances. The contribution in our work is twofold. Firstly, the
algorithm of Goldreich et al. (1998) is restated from a slightly different perspective
and the analysis of the algorithm is generalized. In the paper of Goldreich et al.
(1998), certain random variables, that are used in the analysis, are independent, but
in our case the corresponding random variables are dependent. We exemplify these
generalizations by providing a randomized fully polynomial time approximation
scheme for Max E2-Lin mod p instances with Θ(n2) equations. Secondly, this
algorithm and its analysis are generalized once more to deal with general Max
k-CSP-D instances.

12.2 A Special Case

We consider an unweighted system of linear equations modulo some prime p. There
are n different variables in the system. The equations are of the form

axi + bxi′ = c (12.1)

where i 6= i′, a, b ∈ Z∗p , and c ∈ Zp. We assume that there are no equivalent
equations in the system. I.e., if the two equations

axi + bxi′ = c (12.2)
a′xi + b′xi′ = c′ (12.3)

both are in the system, we assume that there is no d ∈ Zp such that a = da′,
b = db′ and c = dc′. We think of variable assignments as functions from the set of
variables to Zp.

Definition 12.1. Denote by S(X, τ, x← r) the number of satisfied equations with
one variable from the set X and x as the other variable, given that the variables
in X are assigned values according to the function τ and x is assigned the value r.

12.2.1 The Algorithm

The algorithm we use is based on the Max Cut algorithm by Goldreich et al. (1998)
and uses their terminology and notation. The parameters ` and t are independent
of n. They are determined during the analysis of the algorithm. As in Chapter 6,
we assume that the algorithm has access to an instance oracle. This oracle contains
one bit for every distinct linear equation mod p containing exactly two of the
n variables. This bit is 1 if the equation is present in the instance and 0 otherwise.
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Algorithm 12.2. Takes as its input an instance of Max E2-Lin mod p and outputs
an assignment to the variables in the instance.

1. Partition the variable set V into ` parts V1, . . . , V`, each of size n/`.

2. Choose ` sets U1, . . . , U` such that Ui is a set of cardinality t chosen uniformly
at random from V \ Vi. Let U =

⋃`
i=1 Ui.

3. For each of the vectors π = 〈π1, . . . , π`〉 such that πi is an assignment to the
variables in Ui, form an assignment Ππ : V → Zp in the following way:

(a) For i ∈ {1, . . . , `}, construct an assignment for the vertices in Vi as
follows: For each v ∈ Vi,

i. Let j∗(v) be the j ∈ Zp that maximizes S(Ui, πi, v ← j).
ii. Define Ππ(v) = j∗(v).

4. Return the assignment Ππ that maximizes the number of satisfied equations.

Since two sets Ui and Ui′ may overlap with positive probability, there is a possibility
that the corresponding assignments πi and πi′ assign different values to the same
variable. Specifically, if Ui ∩Ui′ = {v}, the algorithm tries several 〈π1, . . . , π`〉 such
that πi(v) 6= πi′(v). This does not matter, since the assignment to variables in Vi are
uniquely determined despite this inconsistency. It is in fact crucial to the analysis
of the algorithm that we have these inconsistencies—Lemma 12.6 guarantees the
existence of a 〈π1, . . . , π`〉 with certain properties, but the lemma does not guarantee
that the πi in 〈π1, . . . , π`〉 are consistent.

12.2.2 Proof of Correctness

Our overall goal is to show that it is possible to choose the constants ` and t in such
a way that Algorithm 12.2 produces, with probability at least 1− δ, an assignment
with weight at least 1−ε/c times the weight of the optimal assignment for instances
with cn2 equations. In the analysis we use the constants ε1 and ε2. They are both
linear in ε, and are determined later.

The intuition behind the algorithm is as follows: Since the graph is dense, the
sets Ui should in some sense represent the structure of V \ Vi. If we pick some
variable v from Vi and some assignment to the variables in V \ Vi we will, for each
assignment v ← j, satisfy some fraction φj of the equations containing v and one
variable from V \ Vi. We then expect Ui to have the property that the fraction
of the satisfied equations containing v and one variable from Ui should be close
to φj . It turns out that the decrease in the number of satisfied equations due to the
sampling is O(n2), which implies that the algorithm is a polynomial approximation
scheme for dense instances of the problem.

Let us now formalize the intuition. From now on, we fix an arbitrary partition
of V into the ` equally sized parts V1, . . . , V`. We then generalize the concept of
representativeness from Definition 6.2.
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Definition 12.3. An assignment πi : Ui → Zp is representative with respect to the
assignment Wi : V \Vi → Zp if, for all but a fraction ε1 of the variables v ∈ Vi, the
following holds:∣∣∣∣S(Ui, πi, v ← j)

t
− S(V \ Vi,Wi, v ← j)

n− |Vi|

∣∣∣∣ < ε2 for all j ∈ Zp. (12.4)

Lemma 12.4. Suppose that we define the assignment πi : Ui → Zp by the map
v 7→Wi(v) for some assignment Wi : V \Vi → Zp. Then it is possible to choose the
constant t in such a way that πi is representative with respect to Wi with probability
at least 1− δ/` over the choice of Ui.

Proof. Fix a variable v ∈ Vi and some j ∈ Zp. Introduce, for each w ∈ V \ Vi, a
Bernoulli random variable ξi,j,v,w with the property that

ξi,j,v,w =

{
1 if w ∈ Ui,
0 otherwise.

(12.5)

We can use these random variables to express the number of satisfied equations
containing v and one variable from Ui.

S(Ui,Wi, v ← j) =
∑

w∈V \Vi

S({w},Wi, v ← j)ξi,j,v,w . (12.6)

Note that the quantity S({w},Wi, v ← j) is not random for a fixed w ∈ V \ Vi.
Since Ui is a set of cardinality t chosen uniformly at random from V \ Vi,

Pr[ξi,j,v,w = 1] =
t

n− |Vi|
. (12.7)

Now we construct the random variable

Xi,j,v =
S(Ui,Wi, v ← j)

t
=

∑
w∈V \Vi

S({w},Wi, v ← j)ξi,j,v,w
t

. (12.8)

From (12.7) and (12.8) it follows that

E[Xi,j,v] =
∑

w∈V \Vi

S({w},Wi, v ← j)
n− |Vi|

=
S(V \ Vi,Wi, v ← j)

n− |Vi|
, (12.9)

which means that we are in good shape if we can bound the probability that
Xi,j,v deviates more than ε2 from its mean. At a first glance, this seems hard
to do. For Xi,j,v is a linear combination of dependent random variables, and the
coefficients in the linear combination depend on the assignment Wi and the in-
stance. Since there are, for each w ∈ V \Vi, at most p(p−1) equations containing v
and w, S({w},Wi, v ← j) can be anywhere between 0 and p−1, which complicates
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things even worse. Fortunately, we can use martingale tail bounds to reach our goal
in spite of our limited knowledge of the probability distribution of Xi,j,v. Since the
sets Ui have cardinality t, exactly t different ξi,j,v,w are non-zero, which means that
the sum in the expression (12.8) can be written as

S(Ui,Wi, v ← j) =
t∑

k=1

Zk. (12.10)

Each Zk corresponds to S({wk},Wi, v ← j)/t for some wk ∈ V \ Vi, which implies
that 0 ≤ Zk ≤ (p−1)/t. Thus, we can apply Azuma’s inequality from Corollary 3.23
to obtain the bound

Pr
[∣∣Xi,j,v − E[Xi,j,v]

∣∣ ≤ ε2] ≥ 1− 2e−ε
2
2t/2(p−1)2

. (12.11)

The above inequality is valid for fixed i, j and v. An assignment πi is representative
if, for all but a fraction ε1 of the vertices in Vi, the above inequality holds for all j.
The probability that the above equation holds for all j is

Pr
[ ⋂
j∈Zp

{∣∣Xi,j,v − E[Xi,j,v]
∣∣ ≤ ε2}] ≥ 1− 2pe−ε

2
2t/2(p−1)2

(12.12)

for every fixed v. Finally, we set

ηi,v =

{
1 if

⋃
j∈Zp

{∣∣Xi,j,v − E[Xi,j,v]
∣∣ > ε2

}
occurs,

0 otherwise,
(12.13)

and set

Yi =
1
|Vi|

∑
v∈Vi

ηi,v. (12.14)

By the bound (12.12),

Pr[ηi,v = 1] < 2pe−ε
2
2t/2(p−1)2

, (12.15)

and thus

E[Yi] < 2pe−ε
2
2t/2(p−1)2

. (12.16)

We can now use Markov’s inequality from Lemma 3.10 to bound

Pr[Yi > ε1] ≤ E[Yi]
ε1

<
2pe−ε

2
2t/2(p−1)2

ε1
. (12.17)

Finally, we are to determine a suitable value for t in order to make this probability
large enough. If we choose

t ≥ 2(p− 1)2

ε22
ln

2`p
δε1

, (12.18)

the probability that πi is representative is at least 1− δ/`. 2
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Definition 12.5.

µ(τ) =
# equations satisfied by the assignment τ

n2
. (12.19)

Lemma 12.6. Let H be a fixed assignment to the variables in V and ε > 0 and
δ > 0 be arbitrary. Then there exists a π = 〈π1, . . . , π`〉, where πi is an assignment
to the variables in Ui, such that if Ππ is the assignment computed with this choice
of π in Step 3 in Algorithm 12.2, then µ(Ππ) ≥ µ(H)− ε/p with probability at least
1− δ over the choice of 〈U1, . . . , U`〉.

Proof. Given π and H , we define the assignments Hi : V → Zp by the map

v 7→
{
Ππ(v) if v ∈ Vk and k ≤ i,
H(v) otherwise.

(12.20)

In words, the assignment Hi is constructed by combining the assignments to vari-
ables in the subsets V1, . . . , Vi obtained from the algorithm with the assignments
to the variables in the remaining subsets given by H . Thus, Hi depends on the
randomly chosen subsets U1, . . . , Ui, but not on the other subsets. Also, the assign-
ments Hi−1 and Hi differ only by the assignment to variables in Vi.

We now compare µ(Hi) with µ(Hi−1) and show that, no matter how the sets
U1, . . . , Ui−1 were chosen and the assignments to variables in V1, . . . , Vi−1 were con-
structed, there exists an assignment πi : Ui → Zp such that when Ππ is computed
for variables in Vi for this particular πi,

µ(Hi)− µ(Hi−1) < ε/p` (12.21)

with probability at least 1− δ/` over the choice of Ui. This is enough to prove the
lemma, since then there exists a π = 〈π1, . . . , π`〉 such that

µ(H`)− µ(H0) =
∑̀
i=1

(
µ(Hi)− µ(Hi−1)

)
< ε/p (12.22)

with probability at least 1 − δ over the choice of 〈U1, . . . , U`〉. To define this as-
signment we first define Wi : V \ Vi → Zp by the map v 7→ Hi−1(v) and then
define πi : Ui → Zp by the map v 7→ Wi(v). We say that a set Ui is good if this
assignment is representative with respect to Wi and note that, by Lemma 12.4,
Ui is good with probability at least 1 − δ/`. We now show that whenever Ui is
good, the bound (6.12) holds.

Note that since only the assignment to variables in Vi are affected as we move
from the assignment Hi−1 to Hi, the decrease in the number of satisfied equations
is only due equations containing at least one variable from Vi.

There are less than p(p− 1)n2/2`2 equations of the form av1 + bv2 = c, where
v1, v2 ∈ Vi, and at most (p − 1)n2/2`2 can be satisfied by any given assignment.
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Thus, the number of satisfied equations of the form av1 + bv2 = c, where v1, v2 ∈ Vi
decreases by at most pn2/2`2.

We now turn to equations of the form av + bw = c where v ∈ Vi and w /∈ Vi.
We have two cases, depending on whether v satisfies the bound (12.4) or not.

Since at most ε1|Vi| of the variables in Vi do not satisfy the bound (12.4), there
are at most ε1p2|Vi|n equations of the form av + bw = c where v ∈ Vi does not
satisfy the bound (12.4) and w /∈ Vi. Since only ε1p|Vi|n of these can be satisfied
at the same time, the number of satisfied equations of the form av+ bw = c, where
v ∈ Vi does not satisfy the bound (12.4) and w /∈ Vi, can decrease by at most
ε1p|Vi|n = ε1pn

2/`.
Finally, we study equations of the form av + bw = c where v ∈ Vi satisfies

the bound (12.4) and w /∈ Vi. Suppose that the algorithm selects the assignment
v ← j′, but that it should have selected v ← j∗, where j′ 6= j∗. By Step 3a in
Algorithm 12.2, this can only happen if

S(Ui, πi, v ← j′) ≥ S(Ui, πi, v ← j∗) (12.23)

but

S(V \ Vi,Wi, v ← j∗) ≥ S(V \ Vi,Wi, v ← j′). (12.24)

Since v satisfies the bound (12.4), this can only happen if∣∣∣∣S(V \ Vi,Wi, v ← j∗)
n− |Vi|

− S(V \ Vi,Wi, v ← j′)
n− |Vi|

∣∣∣∣ ≤ 2ε2. (12.25)

For, suppose that (12.25) does not hold. Then, the bound (12.4) implies that

S(Ui, πi, v ← j∗) ≥ S(Ui, πi, v ← j′), (12.26)

which contradicts the assumption that the algorithm selected the assignment v ←
j′. Thus, the decrease in the number of satisfied equations in this case is at most

|Vi| ·
∣∣S(V \ Vi,Wi, v ← j∗)− S(V \ Vi,Wi, v ← j′)

∣∣ ≤ 2ε2n2/`. (12.27)

To summarize the above discussion, the following holds if we assume that Ui is
good and bound the decrease of the number of satisfied equations as we move from
the assignment (H1

i−1, H
2
i−1) to (H1

i , H
2
i ).

1. The number of satisfied equations of the form av1 +bv2 = c, where v1, v2 ∈ Vi,
decreases by at most pn2/2`2.

2. The number of satisfied equations of the form av+ bw = c where v ∈ Vi does
not satisfy (12.4) decreases by at most ε1pn2/`.

3. The number of satisfied equations of the form av + bw = c where v ∈ Vi
satisfies (12.4) decreases by at most 2ε2n2/`.
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Summing up, the total decrease is at most

pn2/2`2 + ε1pn
2/`+ 2ε2n2/`. (12.28)

If we select ` = p2/ε, ε1 = ε/4p2, and ε2 = ε/8p, the total decrease is at most

εn2/2p`+ εn2/4p`+ εn2/4p` = εn2/p`, (12.29)

which concludes the proof. 2

Corollary 12.7. Let H be a fixed assignment to the variables in V and ε > 0 and
δ > 0 be arbitrary. Then Algorithm 12.2 outputs, with probability at least 1− δ, an
assignment Π such that µ(Π) ≥ µ(H)− ε/p.

Proof. The algorithm tries all possible partitions and outputs the one satisfying the
largest number of equations. It follows from Lemma 12.6 that there exists, with
probability at least 1− δ, a π = 〈π1, . . . , π`〉 such that µ(Ππ) ≥ µ(H)− ε/p. Thus,
the algorithm outputs, with probability at least 1 − δ, an assignment satisfying at
least that many equations. 2

The only observation needed now is that since all results above are valid for any
choice of the assignment H , they are in particular valid when H is the assignment
producing the optimum number of satisfied equations.

Theorem 12.8. For arbitrary ε > 0 and δ > 0, Algorithm 12.2 outputs, with
probability at least 1−δ, an assignment with weight at least 1−ε/c times the optimum
weight for instances of Max E2-Lin mod p with n variables and cn2 equations.

Proof. Let H be an assignment with optimum weight. From Corollary 12.7, we
obtain that Algorithm 12.2 produces a solution with weight at least

n2µ(H)− n2ε/p ≥ n2µ(H)(1 − ε/c), (12.30)

since µ(H) is at least c/p when there are cn2 equations in the instance. 2

12.2.3 Running Time

An assignment to the variables in Ui is simply a function from Ui to Zp, and since
there are pt functions from Ui to Zp, there are p`t different π to be tried out in
Step 3 in Algorithm 12.2. For every variable v in Step 3a the algorithm queries
the instance oracle on the at most tp(p− 1) equations containing v and then tries
the p possible assignments to v. In total, Step 3 requires time Θ(tp`t+3n). In
Step 4, the algorithm needs to compare the different candidates Ππ to find the
best assignment. This requires time Θ(p`tn2). Thus, the running time of the
algorithm is O(tp`tn + p`tn2) and the algorithm makes less than tp`t+2n queries
to the instance oracle. If we view p, δ, and ε as constants, we can summarize by
stating that the algorithm has running time O(n2) and makes O(n) queries to the
instance oracle. Note, that since a dense instance of Max E2-Lin mod p contains
Ω(n2) equations, the running time is, up to a multiplicative constant, linear in the
size of the instance.
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12.3 The General Case

Algorithm 12.2 is easily generalized to handle instances of Max k-CSP-D as well
since it does not use any special feature of the Max E2-Lin mod p problem. As
for Max E2-Lin mod p, we assume that the set of constraints does not contain any
redundancy, i.e., that all constraints are different. The instance oracle that the
algorithm has access to is a table of size(

n

k

)
2|D|

k

. (12.31)

For every k-tuple of variables, the table contains one bit for every constraint on
this tuple. This bit is 1 if the constraint is present in the instance and 0 otherwise.
The only remaining extension needed to generalize Algorithm 12.2 to an algorithm
for dense instances of Max k-CSP-D is a new definition of S(X, τ, x← r).

Definition 12.9. We extend the notation S(X, τ, x ← r) to mean the number of
satisfied constraints with k − 1 variables from the set X and one variable x 6∈ X,
given that the variables in X are assigned values according to the function τ and x
is assigned the value r.

12.3.1 Proof of Correctness

The proof of correctness assumes that all constraints in the instance are satisfiable.
This is needed to ensure that the optimum of an instance with cnk constraints is at
least cnk/|D|k. We can adopt the techniques used in the proofs for the Max E2-Lin
mod p case to this more general case with some minor modifications.

Definition 12.10.

µ(τ) =
# constraints satisfied by the assignment τ

nk
. (12.32)

Definition 12.11. An assignment πi : Ui → Zp is representative with respect to
the assignment Wi : V \Vi → Zp if, for all but a fraction ε1 of the variables v ∈ Vi,
the following holds:∣∣∣∣S(Ui, πi, v ← d)(

t
k−1

) − S(V \ Vi,Wi, v ← d)(
n−|Vi|
k−1

) ∣∣∣∣ < ε2 for all d ∈ D. (12.33)

For the sake of completeness we prove the following lemma also in the general case.

Lemma 12.12. Suppose that we define the assignment πi : Ui → Zp by the map
v 7→Wi(v) for some assignment Wi : V \Vi → Zp. Then it is possible to choose the
constant t in such a way that πi is representative with respect to Wi with probability
at least 1− δ/` over the choice of Ui.
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Proof. Fix a variable v ∈ Vi and some d ∈ D. If we introduce, for each w ⊆ V \ Vi
such that |w| = k − 1, a Bernoulli random variable ξi,j,v,w with the property that

ξi,j,v,w =

{
1 if w ⊆ Ui,
0 otherwise,

(12.34)

we can write

S(Ui,Wi, v ← d) =
∑

w⊆V \Vi
|w|=k−1

S(w,Wi, v ← d)ξi,j,v,w . (12.35)

Since Ui is a set of cardinality t chosen uniformly at random from V \ Vi,

Pr[ξi,j,v,w = 1] =

(
t

k−1

)(
n−|Vi|
k−1

) . (12.36)

To simplify the notation, we define

T =
(

t

k − 1

)
. (12.37)

As in the proof of Lemma 12.4, we define

Xi,j,v =
S(Ui,Wi, v ← d)

T
(12.38)

and note that we can use (12.35) to write

Xi,j,v =
∑

w⊆V \Vi
|w|=k−1

S(w,Wi, v ← d)ξi,j,v,w
T

. (12.39)

This sum contains T non-zero terms, since there are T different subsets of size k−1
in Ui. There are 2|D|

k

constraints from Dk to {0, 1} and a fraction 1/2 of these are
satisfied simultaneously, which implies that∣∣∣∣S(w,Wi, v ← d)ξi,j,v,w

T

∣∣∣∣ < 2|D|
k

2T
. (12.40)

Furthermore,

E[Xi,j,v] =
∑

w⊆V \Vi
|w|=k−1

S(w,Wi, v ← d) E[ξi,j,v,w]
T

=
S(V \ Vi,Wi, v ← d)(

n−|Vi|
k−1

) .

(12.41)
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Now we apply Azuma’s inequality from Corollary 3.23 to obtain the bound

Pr
[∣∣Xi,j,v − E[Xi,j,v]

∣∣ ≤ ε2] ≥ 1− 2e−2ε22T/2
2|D|k

. (12.42)

The above inequality is valid for fixed i, j and v. An assignment πi is representative
if, for all but a fraction ε1 of the vertices in Vi, the above inequality holds for all j.
The probability that the above equation holds for all j ∈ D is

Pr
[⋂
j∈D

{∣∣Xi,j,v − E[Xi,j,v]
∣∣ ≤ ε2}] ≥ 1− 2|D|e−2ε22T/2

2|D|k

(12.43)

for every fixed v. Finally, we set

ηi,v =

{
1 if

⋃
j∈D

{∣∣Xi,j,v − E[Xi,j,v]
∣∣ > ε2

}
occurs,

0 otherwise,
(12.44)

and set

Yi =
1
|Vi|

∑
v∈Vi

ηi,v. (12.45)

As in the proof of Lemma 12.4, we obtain the probability that πi is representative:

Pr[πi is representative] = Pr[Yi ≤ ε1] < 1− 2|D|e−2ε22T/2
2|D|k

ε1
. (12.46)

The probability that Ui is good is at least 1− δ/` provided that

T ≥ 22|D|k

2ε22
ln

2`|D|
δε1

. (12.47)

Since

T =
(

t

k − 1

)
=
n(n− 1) · · · (n− k + 2)

(k − 1)!
<

(n− k + 2)k−1

(k − 1)!
, (12.48)

it is enough if we chose

t ≥ k − 2 +
(

(k − 1)!22|D|k

2ε22
ln

2`|D|
δε1

) 1
k−1

(12.49)

for the probability that Ui is good to be at least 1− δ/`. 2

Lemma 12.13. Let H be a fixed assignment to the variables in V and ε > 0 and
δ > 0 be arbitrary. Then there exists a π = 〈π1, . . . , π`〉, where πi is an assignment
to the variables in Ui, such that if Ππ is the assignment computed with this choice
of π in Step 3 in Algorithm 12.2, then µ(Ππ) ≥ µ(H)− ε/|D|k with probability at
least 1− δ over the choice of 〈U1, . . . , U`〉.
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Proof. Given π and H , we define the assignments Hi : V → D by the map

v 7→
{
Ππ(v) if v ∈ Vk and k ≤ i,
H(v) otherwise.

(12.50)

As in the proof of Lemma 12.13, we now compare µ(Hi) with µ(Hi−1) and show
that, no matter how the sets U1, . . . , Ui−1 were chosen and the assignments to
variables in V1, . . . , Vi−1 were constructed, there exists an assignment πi : Ui → Zp
such that when Ππ is computed for variables in Vi for this particular πi,

µ(Hi)− µ(Hi−1) < ε/p` (12.51)

To define this assignment we first define Wi : V \Vi → Zp by the map v 7→ Hi−1(v)
and then define πi by the map v 7→ Wi(v). We say that a set Ui is good if this
assignment is representative with respect to Wi and note that, by Lemma 12.12,
Ui is good with probability at least 1− δ/`.

We now show that whenever Ui is good, the bound (12.51) holds by performing
a case analysis similar to that in the proof of Lemma 12.13.

1. Constraints depending on more than one variable from Vi. At most

2|D|
k

nk

2`2
(12.52)

such constraints can be satisfied by any given assignment.

2. Constraints depending on v ∈ Vi but not on any other variable in Vi where v
does not satisfy the bound (12.33). By construction there are at most ε1|Vi|
such variables in Vi. The number of constraints of this type is thus less than
ε1|Vi|2|D|

k

nk−1/(k − 1)!. Only

ε1|Vi|2|D|
k

nk−1/2(k − 1)! = ε12|D|
k

nk/2`(k − 1)! (12.53)

of these can be satisfied at the same time, which gives us a bound on the
decrease.

3. Constraints depending on v ∈ Vi but not on any other variable in Vi where
v satisfies the bound (12.33). In this case Algorithm 12.2 can select the wrong
assignment to v, d′ instead of d∗, only if∣∣∣∣S(V \ Vi, H, v ← d′)(

n−|Vi|
k−1

) − S(V \ Vi, H, v ← d∗)(
n−|Vi|
k−1

) ∣∣∣∣ ≤ 2ε2. (12.54)

Thus, we can bound the decrease in the number of satisfied constraints by
2ε2nk/(k − 1)!`.
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Summing up, the total decrease is

2|D|
k

nk

2`2
+
ε12|D|

k

nk

2(k − 1)!`
+

2ε2nk

(k − 1)!`
. (12.55)

By choosing

` = 2|D|
k+k/ε, (12.56)

ε1 = ε(k − 1)!/2|D|
k+k+1, (12.57)

ε2 = ε(k − 1)!/8|D|k, (12.58)

the total decrease becomes at most εnk/|D|k`. 2

Corollary 12.14. Let H be a fixed assignment to the variables in V and ε > 0 and
δ > 0 be arbitrary. Then Algorithm 12.2 outputs, with probability at least 1− δ, an
assignment Π such that µ(Π) ≥ µ(H)− ε/|D|k.

Proof. The algorithm tries all possible partitions and outputs the one satisfying the
largest number of equations. It follows from Lemma 12.13 that there exists, with
probability at least 1 − δ, a π = 〈π1, . . . , π`〉 such that µ(Ππ) ≥ µ(H) − ε/|D|k.
Thus, the algorithm outputs, with probability at least 1−δ, an assignment satisfying
at least that many equations. 2

The main theorem follows in the same way as Theorem 12.8.

Theorem 12.15. For arbitrary ε > 0 and δ > 0, Algorithm 12.2 outputs, with
probability at least 1−δ, an assignment with weight at least 1−ε/c times the optimum
weight for instances of Max k-CSP-D with n variables and cnk constraints.

Proof. Let H be an assignment with optimum weight. From Corollary 12.14, we
obtain that Algorithm 12.2 produces a solution with weight at least

nkµ(H)− nkε/|D|k ≥ nkµ(H)(1 − ε/c), (12.59)

since µ(H) is at least c/|D|k when there are cnk constraints in the instance. 2

As a special case, Theorem 12.15 implies the existence of a polynomial time ap-
proximation scheme for dense instances of Max E3-Lin-G. This result is interesting
when compared to the lower bounds found by H̊astad (1997) for systems of equa-
tions with at least three variables in each equation: In the general case, there is no
polynomial time approximation algorithm achieving a performance ratio of |G| − ε
for any ε > 0 unless P = NP.
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12.3.2 Running Time

To analyze the complexity of the Algorithm 12.2, we note that in the generalized
case there are |D|`t different π to be tried out in Step 3. However, for every
variable v in Step 3a the algorithm queries the instance oracle on the at most
tk−12|D|

k

constraints containing v and then tries the |D| possible assignments to v.
As above, the algorithm has to check all candidates Ππ to find the best assignment.
Thus, the running time of the algorithm is O(nk) and the algorithm makes less than
O(n) queries to the instance oracle, if we view |D|, δ, and ε as constants. Again,
the running time is linear in the size of the instance, since a dense instance of Max
k-CSP-D contains Ω(nk) constraints.



Chapter 13

The Traveling Salesman

A common special case of the traveling salesman problem is the metric traveling
salesman problem, where the distances between the cities satisfy the triangle in-
equality. In this chapter, we study a further specialization: The traveling salesman
problem with distances one and two between the cities. We show that it is, for any
ε > 0, NP-hard to approximate the asymmetric traveling salesman problem with
distances one and two within 2805/2804−ε. For the special case where the distance
function is constrained to be symmetric, we show a lower bound of 5381/5380− ε,
for any ε > 0. While it was previously known that there exists some constant,
strictly greater than one, such that it is NP-hard to approximate the traveling
salesman problem with distances one and two within that constant, this result is a
first step towards the establishment of a good bound.

13.1 Background

The traveling salesman problem with distances one and two between the cities was
shown to be NP-complete by Karp (1972). Since this means that we have little
hope of computing exact solutions, it is interesting to try to find an approximate
solution, i.e., a tour with weight close to the optimum weight. Christofides (1976)
has constructed an elegant algorithm approximating the metric traveling salesman
problem within 3/2. This algorithm also applies to the symmetric traveling sales-
man problem with distances one and two, but it is possible to do better; Papadim-
itriou and Yannakakis (1993) have shown that it is possible to approximate the
latter problem within 7/6. They also show a lower bound; that there exists some
constant, which is never given explicitly in the paper, such that it is NP-hard to
approximate the problem within that constant. This hardness result extends also
to the asymmetric version of the traveling salesman problem with distances one and
two. As for the approximability of the asymmetric version, a 17/12-approximation
algorithm has been provided by Vishwanathan (1992). Recently, there has been a
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renewed interest in the hardness of approximating the traveling salesman problem
with distances one and two. Fernandez de la Vega and Karpinski (1998) and, in-
dependently, Fotakis and Spirakis (1998) have shown that the hardness result of
Papadimitriou and Yannakakis (1993) holds also for dense instances. We contribute
to this line of research by showing an explicit lower bound on the approximability.
More specifically, we construct a reduction from linear equations mod 2 with three
occurrences of each variable to show that it is NP-hard to approximate the asym-
metric traveling salesman problem with distances one and two within 2805/2804−ε.
For the symmetric version of the problem we show a lower bound of 5381/5380− ε.

We note in passing, that since (1,2)-TSP is a special case of 4-TSP a lower
bound on the approximability of (1,2)-TSP is also a lower bound on the approx-
imability of 4-TSP. The same holds for the asymmetric versions of the problems.

13.2 The Symmetric Case

To describe a (1,2)-TSP instance, it is enough to specify the edges of weight one.
We do this by constructing a graph G, and then let the (1,2)-TSP instance have
the nodes of G as cities. The distance between two cities u and v is defined to be
one if (u, v) is an edge in G and two otherwise. To compute the weight of a tour, it
is enough to study the parts of the tour traversing edges of G. In the asymmetric
case, G is a directed graph.

Definition 13.1. We call a node where the tour leaves or enters G an endpoint.
A city with the property that the tour both enters and leaves G in that particular
city is called a double endpoint, and counts as two endpoints.

If c is the number of cities and 2e is the total number of endpoints, the weight
of the tour is c + e, since every edge of weight two corresponds to two endpoints.
When we analyze our reduction, we study an arbitrary tour restricted to certain
subgraphs of G. Generally, such a restriction consists of several disjoint paths. To
shorten the notation, we call these paths partial tours. An example of endpoints
and partial tours is given in Fig. 13.1.

To obtain our hardness result we reduce from Max E2-Lin(3) mod 2. Previ-
ous reductions from integer programming (Johnson and Papadimitriou 1985) and
satisfiability (Papadimitriou and Yannakakis 1993) to (1,2)-TSP make heavy use
of the so called xor gadget. This gadget is used both to link variable gadgets
with equation gadgets and to obtain a consistent assignment to the variables in
the original instance. The xor gadget contains twelve nodes, which means that a
gadget containing some twenty xor gadgets for each variable—which is the case in
the previously known reductions—produces a very poor lower bound. To obtain
a reasonable inapproximability result, we modify the previously used xor gadget
to construct an equation gadget. Each occurrence of a variable corresponds to a
node in an equation gadget. Since each variable occurs three times, there are three
nodes corresponding to each variable. These nodes are linked together in a variable
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A

B

C

Figure 13.1. The above figure contains two partial tours—one entering the graph
at A and leaving at B, and one both entering and leaving at C. The vertices A and B
are endpoints and C is a double endpoint. The dashed parts of the tour denotes parts
where the tour traverses edges with weight two.

A B C D E F G

H I J

K
L M N

O

A B C D

E

F G

H

I

J

K
L

M N

O

(a) (b)

Figure 13.2. The equation gadget is connected to other gadgets through the ver-
tices A and G and through the edges shown above from the vertices K and O.
Gadget (a) corresponds to an equation of the form x+ y = 1 and gadget (b) to an
equation of the form x+ y = 0.

cluster. The idea behind this is that the extra edges in the cluster should force
the nodes to represent the same value for all three occurrences of the variable.
This construction contains 24 nodes for each variable, which is a vast improvement
compared to earlier constructions.

We give our construction in greater detail below. In a sequel of lemmas, we
show that an optimal tour can be assumed to have a certain structure. We do this
by showing that we can transform, by local transformations that do not increase
the length of the tour, any tour into a tour with the sought structure. This new
tour, obtained after the local transformations, can then be used to construct an
assignment to the variables in the original Max E2-Lin(3) mod 2 instance. Our
main result follows from a recent hardness result of Berman and Karpinski (1998)
together with a correspondence between the length of the tour in the (1,2)-TSP
instance and the number of unsatisfied equations in the Max E2-Lin(3) mod 2
instance.

13.2.1 The Equation Gadget

The equation gadget is shown in Fig. 13.2. It is connected to other gadgets in four
places. The vertices A and G coincide with similar vertices at other gadgets to form
a long chain. Thus, these vertices have degree two. The edges from the vertices K
and O join the equation gadget with other equation gadgets. We study this closely
in Sec. 13.2.2. No other vertex in the gadget is joined with vertices not belonging
to the gadget.
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Figure 13.3. Given that the lambda-edges are traversed as shown above, it is
possible to construct a tour through the equation gadget such that there are no
endpoints in the gadget.

Definition 13.2. We from now on call the vertices K and O in Fig. 13.2 the
lambda-vertices of the gadget and the boundary edges connected to these vertices
lambda-edges. For short, we often refer to the pair of lambda-edges linked to a
particular lambda-vertex as a lambda.

Definition 13.3. We say that a lambda is traversed if both lambda-edges are tra-
versed by the tour, untraversed if none of the lambda-edges are traversed, and semi-
traversed otherwise.

In the following lemmas, we show that an optimal tour can be assumed to traverse
the equation gadget in a very special way.

Lemma 13.4. Suppose that we have a tour traversing an equation gadget of the
type shown in Fig. 13.2a in such a way that there are no semitraversed lambdas in
it. If there is exactly one traversed lambda, it is possible to modify this tour, without
increasing its length and without changing the tour on the lambdas, in such a way
that there are no endpoints in the gadget. Otherwise, it is possible to construct a
tour with two endpoints in the gadget and impossible to construct a tour with less
than two endpoints in the gadget.

Suppose that we have a tour traversing an equation gadget of the type shown in
Fig. 13.2b in such a way that there are no semitraversed lambdas in it. If there are
zero or two traversed lambdas, it is possible to modify this tour, without increasing
its length and without changing the tour on the lambdas, in such a way that there
are no endpoints in the gadget. Otherwise, it is possible to construct a tour with
two endpoints in the gadget and impossible to construct a tour with less than two
endpoints in the gadget.

Proof. Figures 13.3 and 13.4 show that there exist tours with the number of end-
points stated in the lemma. To complete the proof, we must show that it is impos-
sible to construct better tours in the cases where the tour has two endpoints in the
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Figure 13.4. Given that the lambda-edges are traversed as shown above, there must
be at least two endpoints in the gadget. There are many tours with this property,
we show only a few above.

gadget. It is locally optimal to let the tour traverse the edge AB and the edge FG
in Fig. 13.2. Thus we can assume that one partial tour enters the gadget through
the vertex A and that another, or possibly the same, partial tour enters through
the vertex G. Since there are no semitraversed lambdas in the gadget, the only
way, other than through the above described vertices, a partial tour can leave the
gadget is through an endpoint, which in turn implies that there is an even number
of endpoints in the gadget.

If there is to be no endpoint in the gadget, all of the edges CH, HL, DI, IM,
EJ, and JN must be traversed by the tour. Also, the edges CD and LM cannot
be traversed simultaneously, neither can DE and MN. The only way we can avoid
making the vertices D and M endpoints is to traverse either the edges CD and MN
or the edges DE and LM.

Let us suppose that the lambdas in the gadget are traversed as shown in
Fig. 13.4a. By our reasoning above and the symmetry of the gadget, we can assume
that the edges AB, CH, HL, LM, MI, ID, DE, EJ, JN, and FG are traversed by
the tour. To avoid making the vertices C and N endpoints, the tour must traverse
the edges BC and NO. But this is impossible, since the right lambda is already
traversed. Thus, there is no tour with zero endpoints in the gadget, which implies
that is impossible to construct a tour with less than two endpoints in the gadget.
With a similar argument, we conclude that the same holds for the other cases shown
in Fig. 13.4. 2

Lemma 13.5. Suppose that we have a tour traversing an equation gadget in such
a way that there is exactly one semitraversed lambda in it. Then it is possible to
modify this tour, without increasing its length and without changing the tour on the
lambdas, in such a way that there is one endpoint in the gadget, and it is impossible
to construct a tour with less than one endpoint in the gadget.



156 Chapter 13. The Traveling Salesman

A B C D E F G

H I J

K
L M N

O

A B C D

E

F G

H

I

J

K
L

M N

O

A B C D E F G

H I J

K
L M N

O

A B C D

E

F G

H

I

J

K
L

M N

O

(a) (b)

(c) (d)

Figure 13.5. If one lambda is semitraversed, there must be at least one endpoint
in the gadget.
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Figure 13.6. If both lambdas in a gadget are semitraversed, there must be at least
two endpoints in the gadget.

Proof. From Fig. 13.5 we see that we can always construct tours such that there
is one endpoint in the gadget. We now show that it is impossible to construct a
tour with fewer endpoints. As in the proof of Lemma 13.4, we can assume that one
partial tour enters the gadget at A and that another, or the same, enters at G. Since
there is one semitraversed lambda in the gadget, one partial tour enters the gadget
at that lambda, which implies that there must be an odd number of endpoints in
the gadget. 2

Lemma 13.6. Suppose that we have a tour traversing an equation gadget in such a
way that there are two semitraversed lambdas in it. Then it is possible to modify this
tour, without increasing its length and without changing the tour on the lambdas,
in such a way that there are two endpoints in the gadget, and it is impossible to
construct a tour with less than two endpoints in the gadget.
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Proof. From Fig. 13.6 we see that we can always construct tours such that there
are two endpoints in the gadget. In order to prove the last part of the lemma we
must argue that it is impossible to traverse the gadget in such a way that there
are no endpoints in it. By an argument similar to that present in the proofs of
Lemmas 13.4 and 13.5, a partial tour will enter (or leave) the gadget at four places,
which implies that there is an even number of endpoints in the gadget. If there is to
be no endpoints in the graph, there must be two partial tours in the gadget. Since
the tours cannot cross each other and the gadget is planar we have two possible
cases.

The first case is that the partial tour entering the gadget at A leaves it at G (for
a gadget of the type shown in Fig. 13.2a) or at O (for a gadget of the type shown
in Fig. 13.2b) and the partial tour entering at K leaves at O (for a gadget of the
type shown in Fig. 13.2a) or at G (for a gadget of the type shown in Fig. 13.2b).
These two partial tours cannot, however, traverse all of the edges CH, HL, DI,
IM, EJ, and JN without crossing or touching each other. As noted in the proof of
Lemma 13.4, all three abovementioned edges must be traversed for the gadget to
contain no endpoints. Thus, we can rule this case out.

The second case is that the partial tour entering the gadget at A leaves it at K
and the partial tour entering at G leaves at O. Since these two partial tours cannot
traverse all of the edges CH, HL, DI, IM, EJ, and JN without crossing or touching
each other, we conclude that at least two endpoints must occur within the equation
gadget. 2

Lemma 13.7. It is always possible to change a semitraversed lambda to either a
traversed or an untraversed lambda without increasing the number of endpoints in
the tour.

Proof. First suppose that only one of the lambdas in the equation gadget is semi-
traversed. By Lemma 13.5 we can assume that the gadgets are traversed according
to Fig. 13.5. Let us study the tour shown in Fig. 13.5a. By replacing it with the
tour shown in Fig. 13.3a, we remove one endpoint from the equation gadget, but
we may in that process introduce one endpoint somewhere else in the graph. In
proof, let λ be the left lambda-vertex in Fig. 13.5a and v be the vertex adjacent
to λ through the untraversed lambda edge. If v is an endpoint, we simply let the
partial tour ending at v continue to λ, thereby saving one endpoint. If v is not
an endpoint, we have to reroute the tour at v to λ. This introduces an endpoint
at a neighbor of v, but that endpoint is set off against the endpoint removed from
the equation gadget. To sum up, we have shown that it is possible to convert the
tour in Fig. 13.5a to the one in Fig. 13.3a without increasing the total number of
endpoints in the graph. In a similar way, we can convert the tour in Fig. 13.5b to
the one in Fig 13.3b, the tour in Fig. 13.5c to the one in Fig 13.3c, and the tour in
Fig. 13.5d to the one in Fig 13.3d, respectively.

Finally, suppose that both lambdas are semitraversed. By Lemma 13.6 we
can assume that the gadgets are traversed according to Fig. 13.6. By the method
described in the previous paragraph we can convert the tour in Fig. 13.6a to the one
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in Fig 13.5a, the tour in Fig. 13.6b to the one in Fig 13.5b, the tour in Fig. 13.6c to
the one in Fig 13.5c, and the tour in Fig. 13.6d to the one in Fig 13.5d, respectively.

2

13.2.2 The Variable Cluster

The variable cluster is shown in Fig. 13.7. The vertices A and B coincide with
similar vertices at other gadgets to form a long chain, as described in Sec. 13.2.3.
Suppose that the variable cluster corresponds to some variable x. Then the upper
three vertices in the cluster are lambda-vertices in the equation gadgets correspond-
ing to equations where x occurs. The remaining two vertices in the cluster are not
joined with vertices outside the cluster.

Lemma 13.8. Suppose that we have a tour traversing a cluster in such a way that
there are some semitraversed lambdas in it. Then, it is possible to modify the tour,
without making it longer, in such way that there are no semitraversed lambdas in
the cluster.

Proof. Suppose that there is one semitraversed lambda. If the semitraversed lambda
is the middle lambda of the variable cluster it can, by Lemma 13.7, be transformed
into either a traversed or an untraversed lambda. This moves the semitraversed
lambda to the end of the cluster. Then the cluster looks as in Fig. 13.8. By mov-
ing the endpoint in the variable cluster to the equation gadget corresponding to
the semitraversed lambda, we can make the last semitraversed lambda traversed or
untraversed without changing the number of endpoints.

Suppose now that there are two semitraversed lambdas. By Lemma 13.7, they
can be transformed into either a traversed or an untraversed lambda without chang-
ing the number of endpoints in the tour. This implies that we can transform the
tour in such a way that there is only one semitraversed lambda without changing
the number of endpoints in the tour. Then we can use the method from the above
paragraph to transform that tour in such a way that there are no semitraversed
lambdas.

Finally, suppose that all three lambdas are semitraversed. Then the variable
cluster would be traversed as in Fig. 13.9. By Lemma 13.7, the tour can be trans-
formed in such a way that the two outer lambdas in the variable cluster are either
traversed or untraversed without changing the weight of the tour. If the center
lambda is not semitraversed after the transformation, the proof is complete. Oth-
erwise we can apply the first paragraph of this proof. 2

13.2.3 The Entire (1,2)-TSP Instance

To produce the (1,2)-TSP instance, all equation gadgets are linked together in
series, followed by all variable clusters. The first equation gadget is also linked to
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A B

Figure 13.7. There is one lambda-vertex for each occurrence of each variable. The
three lambda-vertices corresponding to one variable in the system of linear equations
are joined together in a variable cluster. The three uppermost vertices in the figure
are the lambda-vertices.

(a) (b)

Figure 13.8. If the first or the last lambda in a variable cluster is semitraversed,
the cluster is traversed as shown above.

Figure 13.9. If all lambdas in a variable cluster are semitraversed, the cluster is
traversed as shown above.

Figure 13.10. All equation gadgets and all variable clusters are linked together in a
circular chain as shown schematically above. The equation gadgets are at the top of
the figure and the variable clusters at the bottom. The precise order of the gadgets is
not important. For clarity, we have omitted nine vertices from each equation gadget.
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the last variable cluster. The construction is shown schematically in Fig. 13.10.
The precise order of the individual gadgets in the chain is not important.

Our aim in the analysis of our construction is to show that we can construct,
from a tour containing e edges of weight two, an assignment to the variables such
that at most e equations are not satisfied. When we combine this with the recent
hardness results for Max E2-Lin(3) mod 2 (Berman and Karpinski 1998), we obtain
Theorem 13.10, our main result.

Lemma 13.9. Given a tour with 2e endpoints, we can construct an assignment
leaving at most e equations unsatisfied.

Proof. Given a tour, we can by Lemmas 13.4–13.8 construct a new tour, without
increasing its length, such that for each variable cluster either all or no lambda-edges
are traversed. Then we can construct an assignment as follows: If the lambda-edges
in a cluster are traversed by the tour, the corresponding variable is assigned the
value one; otherwise it is assigned zero. By Lemma 13.4, this assignment has the
property that there are two endpoints in the equation gadgets corresponding to
unsatisfied equations. Thus, the assignment leaves at most e equations unsatisfied
if there are 2e endpoints. 2

Theorem 13.10. For every δ1 > 0 and δ2 > 0 it is NP-hard to decide whether an
instance of the traveling salesman problem with distances one and two with 5376n
nodes has an optimum tour with length above (5381− δ1)n or below (5380 + δ2)n.

Corollary 13.11. It is, for any ε > 0, NP-hard to approximate (1,2)-TSP within
5381/5380− ε.

Proof of Theorem 13.10. The result of Berman and Karpinski (1998) states that it
is NP-hard to determine if an instance of Max E2-Lin(3) mod 2 with 336n equations
has its optimum above (332− δ2)n or below (331 + δ1)n. If we construct from an
instance of Max E2-Lin(3) mod 2 an instance of (1,2)-TSP as described above, the
graph in the (1,2)-TSP instance contains 48n nodes given that the Max E2-Lin(3)
mod 2 instance contains 2n variables and 3n equations. Thus, Lemma 13.9 and
the above hardness result together imply that it is NP-hard to decide whether an
instance of (1,2)-TSP with 5376n nodes has an optimum tour with length above
(5381− δ1)n or below (5380 + δ2)n. 2

13.3 The Asymmetric Case

When we show our lower bound in Sec. 13.2 we construct, for an arbitrary instance
of Max E2-Lin(3) mod 2, a graph G corresponding to it. This graph has a very
special structure and the purpose of our construction is to force the tour to take
a certain way through graph. We then use the tour to construct an assignment to
the variables, and use our knowledge of the relationship between the length of the
tour and the number of unsatisfied equations to obtain a lower bound.
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Figure 13.11. The asymmetric equation gadget is connected to other gadgets
through the edges shown above. Gadget (a) corresponds to an equation of the form
x+ y = 1 and gadget (b) to an equation of the form x+ y = 0.

It seems that it would be easier to force the tour to take a certain way if we were
to allow an asymmetric distance function. If we turn our attention to Asymmetric
(1,2)-TSP, this means that the graph G becomes directed, i.e., it is only favorable
to traverse the edges in one specific direction. It turns out that it is possible to
use this to obtain a better lower bound for the directed case. The construction is
very similar to the construction in Sec 13.2, but we repeat the details for the sake
of completeness.

13.3.1 The Equation Gadget

The asymmetric equation gadget is shown in Fig. 13.11. The edge to B in one
equation gadget coincides with the edge from F in another. Thus, the gadgets
are connected in a long chain. This is described in greater detail in Sec. 13.3.3.
The edges to and from the vertices K and O join the equation gadget with other
equation gadgets as described in Sec. 13.3.2.

Lemma 13.12. Suppose that we have a tour traversing an equation gadget of the
type shown in Fig. 13.11a in such a way that there are no semitraversed lambdas in
it. If there is exactly one traversed lambda, it is possible to modify this tour, without
increasing its length and without changing the tour on the lambdas, in such a way
that there are no endpoints in the gadget. Otherwise, it is possible to construct a
tour with two endpoints in the gadget and impossible to construct a tour with less
than two endpoints in the gadget.

Suppose that we have a tour traversing an equation gadget of the type shown in
Fig. 13.11b in such a way that there are no semitraversed lambdas in it. If there are
zero or two traversed lambdas, it is possible to modify this tour, without increasing
its length and without changing the tour on the lambdas, in such a way that there
are no endpoints in the gadget. Otherwise, it is possible to construct a tour with
two endpoints in the gadget and impossible to construct a tour with less than two
endpoints in the gadget.

Proof. Figures 13.12 and 13.13 show that there exist tours with the number of
endpoints stated in the lemma. To complete the proof, we must show that it is
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Figure 13.12. Given that the lambda-edges are traversed as shown above, it is
possible to construct a tour through the equation gadget such that there are no
endpoints in the gadget.
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Figure 13.13. Given that the lambda-edges are traversed as shown above, there
must be at least two endpoints in the gadget. There are many tours with this
property, we show only a few above.
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impossible to construct better tours in the cases where the tour has two endpoints
in the gadget.

If there is to be no endpoint in the gadget a number of conditions must be
satisfied: The tour must traverse the edge to B, the edge from F, the edge DI,
and the edge IM in Fig. 13.11. Thus we can assume that one partial tour enters
the gadget through the vertex B and that another, or possibly the same, partial
tour leaves through the vertex F. Since there are no semitraversed lambdas in the
gadget, the only way, other than through the above described vertices, a partial
tour can leave the gadget is through an endpoint, which in turn implies that there
is an even number of endpoints in the gadget.

Let us suppose that the lambdas in the gadget are traversed as shown in
Fig. 13.13a and that there exists a tour having no endpoints in the gadget. To
avoid making the vertex M an endpoint, one of the edges KM and MO must be tra-
versed. But since both lambdas are traversed, neither the edge KM or the edge MO
can be traversed. This is a contradiction, which implies that it is impossible to con-
struct a tour with zero endpoints. With a similar argument, we conclude that the
same holds for the other cases shown in Fig. 13.13. 2

Lemma 13.13. Suppose that we have a tour traversing an equation gadget in such
a way that there is exactly one semitraversed lambda in it. Then it is possible to
modify this tour, without increasing its length and without changing the tour on the
lambdas, in such a way that there is one endpoint in the gadget, and it is impossible
to construct a tour with less than one endpoint in the gadget.

Proof. From Fig. 13.14 we see that we can always construct tours such that there
is one endpoint in the gadget. We now show that it is impossible to construct a
tour with fewer endpoints. As in the proof of Lemma 13.12, we can assume that
one partial tour enters the gadget at B and that another, or the same, leaves at F.
Since there is one semitraversed lambda in the gadget, one partial tour enters or
leaves the gadget at that lambda, which implies that there must be an odd number
of endpoints in the gadget. 2

Lemma 13.14. Suppose that we have a tour traversing an equation gadget in such
a way that there are two semitraversed lambdas in it. Then it is possible to modify
this tour, without increasing its length and without changing the tour on the lamb-
das, in such a way that there are two endpoints in the gadget, and it is impossible
to construct a tour with less than two endpoints in the gadget.

Proof. From Fig. 13.15 we see that we can always construct tours such that there
are two endpoints in the gadget. In order to prove the last part of the lemma we
must argue that it is impossible to traverse the gadget in such a way that there
are no endpoints in it. By an argument similar to that present in the proofs of
Lemmas 13.12 and 13.13, a partial tour will enter (or leave) the gadget at four
places, which implies that there is an even number of endpoints in the gadget. If
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Figure 13.14. If one lambda in an equation gadget is semitraversed, there must be
at least one endpoint in it. In the cases where a lambda-vertex is also an endpoint,
either one of the corresponding lambda-edges can be traversed by the tour. We show
only a few of all possible combinations above.
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Figure 13.15. If both lambdas in an equation gadget are semitraversed, there
must be at least two endpoints in it. In the cases where a lambda-vertex is also
an endpoint, either one of the corresponding lambda-edges can be traversed by the
tour. We show only a few of all possible combinations above.
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there is to be no endpoints in the graph, there must be two partial tours in the
gadget. Since the tours cannot cross each other and the gadget is planar we have
two possible cases.

The first case is that the partial tour entering the gadget at B leaves it at F and
the partial tour entering at K leaves at O. These two partial tours cannot, however,
traverse the edges DI and IM without crossing or touching each other. As noted in
the proof of Lemma 13.12, these edges must be traversed for the gadget to contain
no endpoints. Thus, we can rule this case out.

The second case is that the partial tour entering the gadget at B leaves it at K
and the partial tour entering at O leaves at F. Since these two partial tours cannot
traverse the edges DI and IM, we conclude that at least two endpoints must occur
within the equation gadget. 2

Lemma 13.15. It is always possible to change a semitraversed lambda to either a
traversed or an untraversed lambda without increasing the number of endpoints in
the tour.

Proof. First suppose that only one of the lambdas in the equation gadget is semi-
traversed. By Lemma 13.13 we can assume that the gadgets are traversed according
to Fig. 13.14. Let us study the tour shown in Fig. 13.14a. By replacing it with the
tour shown in Fig. 13.12a, we remove one endpoint from the equation gadget, but
we may in that process introduce one endpoint somewhere else in the graph. In
proof, let λ be the left lambda-vertex in Fig. 13.14a and v be the vertex adjacent
to λ through the untraversed lambda edge. If v is an endpoint, we simply let the
partial tour ending at v continue to λ, thereby saving one endpoint. If v is not
an endpoint, we have to reroute the tour at v to λ. This introduces an endpoint
at a neighbor of v, but that endpoint is set off against the endpoint removed from
the equation gadget. To sum up, we have shown that it is possible to convert the
tour in Fig. 13.14a to the one in Fig. 13.12a without increasing the total number
of endpoints in the graph. In a similar way, we can convert the other tours shown
in Fig. 13.14 to tours shown in Fig 13.12.

Finally, suppose that both lambdas are semitraversed. By Lemma 13.14 we
can assume that the gadgets are traversed according to Fig. 13.15. By the method
described in the previous paragraph we can convert the tours shown in Fig. 13.15
to suitable tours shown in Fig 13.14. As noted in the previous paragraph these
tours can be converted to tours shown in Fig 13.12 at no extra cost. 2

13.3.2 The Variable Cluster

The asymmetric variable cluster is shown in Fig. 13.16. The edge from A in one
cluster coincides with the edge to B in another, as described in Sec. 13.3.3. Suppose
that the variable cluster corresponds to some variable x. Then the upper three
vertices in the cluster are lambda-vertices in the equation gadgets corresponding to
equations where x occurs.
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Lemma 13.16. Suppose that we have a tour traversing a cluster in such a way
that there are some semitraversed lambdas in it. Then, it is possible to modify the
tour, without making it longer, in such way that there are no semitraversed lambdas
in the cluster.

Proof. Suppose that there is one semitraversed lambda. If the semitraversed lambda
is the middle lambda of the variable cluster it can, by Lemma 13.15, be transformed
into either a traversed or an untraversed lambda. This moves the semitraversed
lambda to the end of the cluster. Then the cluster looks as in Fig. 13.17. By
moving the endpoint in the variable cluster to the equation gadget corresponding
to the semitraversed lambda, we can make the last semitraversed lambda traversed
or untraversed without changing the number of endpoints.

Suppose now that there are two semitraversed lambdas. By Lemma 13.15,
they can be transformed into either a traversed or an untraversed lambda without
changing the number of endpoints in the tour. This implies that we can transform
the tour in such a way that there is only one semitraversed lambda without changing
the number of endpoints in the tour. Then we can use the method from the above
paragraph to transform that tour in such a way that there are no semitraversed
lambdas.

Finally, suppose that all three lambdas are semitraversed. Then the variable
cluster would be traversed as in Fig. 13.18. By Lemma 13.15, the tour can be
transformed in such a way that the two outer lambdas in the variable cluster are
either traversed or untraversed without changing the weight of the tour. If the
center lambda is not semitraversed after the transformation, the proof is complete.
Otherwise we can apply the first paragraph of this proof. 2

13.3.3 The Entire Asymmetric (1,2)-TSP Instance

The equation gadgets and variable clusters are hooked together in a circular chain
as shown in Fig. 13.19. We complete our proof for the asymmetric case in the same
way as in Sec. 13.2.3.

Lemma 13.17. Given a tour with 2e endpoints, we can construct an assignment
leaving at most e equations unsatisfied.

Proof. Given a tour, we can by Lemmas 13.12–13.16 construct a new tour, without
increasing its length, such that for each variable cluster either all or no lambda-edges
are traversed. Then we can construct an assignment as follows: If the lambda-edges
in a cluster are traversed by the tour, the corresponding variable is assigned the
value one; otherwise it is assigned zero. By Lemma 13.12, this assignment has the
property that there are two endpoints in the equation gadgets corresponding to
unsatisfied equations. Thus, the assignment leaves at most e equations unsatisfied
if there are 2e endpoints. 2
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A B

Figure 13.16. There is one lambda-vertex for each occurrence of each variable. The
three lambda-vertices corresponding to one variable in the system of linear equations
are joined together in a variable cluster. The three uppermost vertices in the figure
are the lambda-vertices.

A B(a) A B(b)

A B(c) A B(d)

Figure 13.17. If the first or the last lambda in a variable cluster is semitraversed,
the cluster is traversed as shown above.

A B(a) A B(b)

Figure 13.18. If all lambdas in a variable cluster are semitraversed, the cluster is
traversed as shown above.

Figure 13.19. All asymmetric equation gadgets and all asymmetric variable clusters
are linked together in a circular chain as shown schematically above. The equation
gadgets are at the top of the figure and the variable clusters at the bottom. The
precise order of the gadgets is not important. For clarity, we have omitted all vertices
from the equation gadgets.
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Theorem 13.18. For every δ1 > 0 and δ2 > 0 it is NP-hard to decide whether
an instance of the asymmetric traveling salesman problem with distances one and
two with 2800n nodes has an optimum tour with length above (2805− δ1)n or below
(2804 + δ2)n.

Corollary 13.19. It is, for any ε > 0, NP-hard to approximate Asymmetric (1,2)-
TSP within 2805/2804− ε.

Proof of Theorem 13.18. The result of Berman and Karpinski (1998) states that it
is NP-hard to determine if an instance of Max E2-Lin(3) mod 2 with 336n equations
has its optimum above (332− δ2)n or below (331 + δ1)n. If we construct from an
instance of Max E2-Lin(3) mod 2 an instance of Asymmetric (1,2)-TSP as described
above, the graph in the Asymmetric (1,2)-TSP instance contains 25n nodes, given
that the Max E2-Lin(3) mod 2 instance contains 2n variables and 3n equations.
Thus, Lemma 13.17 and the above hardness result together imply that it is NP-
hard to decide whether an instance of (1,2)-TSP with 2800n nodes has an optimum
tour with length above (2805− δ1)n or below (2804 + δ2)n. 2

13.4 Concluding Remarks

We have shown that it is, for any ε > 0, NP-hard to approximate Asymmetric (1,2)-
TSP within 2805/2804−ε and (1,2)-TSP within 5381/5380−ε. Since the best known
upper bound on the approximability is 17/12 for Asymmetric (1,2)-TSP and 7/6
for (1,2)-TSP, there is certainly room for improvements. Our lower bound follows
from a sequence of reductions, which makes it unlikely to be optimal. The sequence
starts with Max E3-Lin mod 2, systems of linear equations mod 2 with exactly three
variables in each equation. Then follows reductions to, in turn, Max E2-Lin mod 2,
Max E2-Lin(3) mod 2, and Asymmetric (1,2)-TSP or (1,2)-TSP, respectively. Thus,
our hardness result ultimately follows from H̊astad’s optimal lower bound (1997)
on Max E3-Lin mod 2. Obvious ways to improve the lower bound is to improve the
reductions used in each step, in particular our construction and the construction of
Berman and Karpinski (1998). It is probably harder to improve the lower bound on
Max E2-Lin mod 2, since the gadgets used in the reduction from Max E3-Lin mod 2
to Max E2-Lin mod 2 are optimal, in the sense that better gadgets do not exist for
that particular reduction (H̊astad 1997; Trevisan, Sorkin, Sudan, and Williamson
1996). Even better would be to obtain a direct proof of a lower bound on (1,2)-TSP.
It would also be interesting to study the approximability of 4-TSP in general, and
try to determine if 4-TSP is harder to approximate than (1,2)-TSP.

The proofs of Lemmas 13.8 and 13.16 need the fact that every variable occurs
only three times in the instance of linear equations mod 2 that we are reducing from.
Very recently, Papadimitriou and Vempala (2000) have constructed a reduction that
does not have this limitation. With this reduction, it is possible to prove a lower
bound of 41/40−ε and 129/128−ε for Asymmetric4-TSP and4-TSP, respectively.



Chapter 14

Clique

It is known that Max Clique cannot be approximated in polynomial time within
n1−ε, for any constant ε > 0, unless NP = ZPP. In this chapter, we extend the re-
ductions used to prove this result and combine the extended reductions with a recent
result of Samorodnitsky and Trevisan (1999) to show that Max Clique cannot be ap-
proximated within n1−O(1/

√
log logn) unless NP ⊆ ZPTIME(2O(logn(log logn)3/2)).

14.1 Background

The Max Clique problem, i.e., the problem of finding in a graph with vertex set V
the largest possible subset C of the vertices in V such that every vertex in C
has edges to all other vertices in C, is a well-known combinatorial optimization
problem. The decision version of Max Clique was one of the problems proven to be
NP-complete in Karp’s original paper (1972) on NP-completeness, which means
that we cannot hope to solve Max Clique efficiently, at least not if we want an
exact solution. Thus, attention has turned to algorithms producing solutions that
are at most some factor from the optimum value. It is trivial to approximate Max
Clique in a graph with n vertices within n—just pick any vertex as the clique—and
Boppana and Halldórsson (1992) have shown that Max Clique can be approximated
within

O
(
n/ log2 n

)
= n1−O(log logn/ logn) (14.1)

in polynomial time. It is an astonishing, and unfortunate, result that it is hard to
do substantially better than this: The Max Clique problem cannot be approximated
within n1−ε, for any constant ε > 0, unless NP = ZPP.

As we saw in Chapter 8, the first to explore the possibility of proving strong
lower bounds on the approximability of Max Clique were Feige et al. (1996), who
proved a connection between Max Clique and probabilistic proof systems. Their
reduction was then improved independently by Bellare et al. (1998) and Zuckerman
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(1996). Finally, H̊astad (1999) constructed a probabilistic proof system with the
properties needed to get a lower bound of n1−ε.

Since the hardness result holds for any arbitrarily small constant ε, the next
logical step to improve the lower bound is to show inapproximability results for
non-constant ε. However, H̊astad’s proof (1999) of the existence of a probabilistic
proof system with the needed properties is very long and complicated. This has,
until now, hindered any advance in this direction, but with the appearance of the
new ingenious construction of Samorodnitsky and Trevisan (1999) new results are
within reach.

In this chapter, we show that it is indeed impossible to approximate Max Clique
in polynomial time within n1−ε where ε ∈ o(1), given that NP does not admit ran-
domized algorithms with slightly super-polynomial expected running time. Specif-
ically, we show that unless NP ⊆ ZPTIME(2O(log n(log logn)3/2)), Max Clique
on a graph with n vertices cannot be approximated in polynomial time within
n1−O(1/

√
log logn).

To do this, we first establish that the previously known reductions from proba-
bilistic proof systems to Max Clique can be used also when the amortized free bit
complexity and the other parameters involved are not constants. Our tools in this
effort are the original construction of Feige et al. (1996) and the gap amplification
technique of Zuckerman (1996), and our goal is to obtain results of the form “If NP
has a probabilistic proof system with certain parameters, then Max Clique cannot
be approximated within some factor in polynomial time unless NP is contained
in some class.” for various values of the parameters involved. The results we ob-
tain are implicit in the works of Zuckerman (1996) and Bellare et al. (1998), we
repeat them here for the sake of completeness. Then we generalize the reductions
to the case of non-perfect completeness and use the generalized reductions together
with new result of Samorodnitsky and Trevisan (1999) to prove Theorem 14.30 in
Sec. 14.5.

14.2 A New Amortized Free Bit Complexity

For the case of non-perfect completeness, Bellare et al. (1998) define the amor-
tized free bit complexity as f/ log(c/s). We propose that this definition should be
modified.

Definition 14.1. The amortized free bit complexity for a PCP with free bit com-
plexity f , completeness c and soundness s is

f̄ =
f + log c−1

log(c/s)
. (14.2)

Note that both this definition and the previous one reduce to f/ log s−1 in the case
of perfect completeness, i.e., when c = 1. Note also that the gap amplification
described in Sec. 8.1.2 does not change the amortized free bit complexity, neither
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with the original definition nor with our proposed modification of the definition.
However, our proposed definition is robust also with respect to the following: Sup-
pose that we modify the verifier in such a way that it guesses the value of the first
free bit. This lowers the free bit complexity by one, and halves the completeness
and the soundness of the test. With our proposed definition, the amortized free bit
complexity does not change, while it decreases with the definition of Bellare et al.
(1998). In the case of perfect completeness, the lower bound on the approximabil-
ity increases as the amortized free bit complexity decreases. This makes it dubious
to have a definition in the general case that allows the free bit complexity to be
lowered by a process as the above. Using our proposed definition of the free bit
complexity, we prove the following results in Theorems 14.9 and 14.17:

1. If NP ⊆ FPCP1,s[r, f ], then, for any r ∈ Ω(logn) and any R > r, it is
impossible to approximate Max Clique in a graph with N vertices within
N1/(1+f̄)−r/R in polynomial time unless NP ⊆ coRTIME(2Θ(R+f̄+Rf̄)).

2. If NP ⊆ FPCPc,s[r, f ], then, for any r ∈ Ω(log n), and any R > r such that
cD2R/2 > 2r, where D = (R+2)f/ log s−1, the maximum clique problem in a
graph with N vertices cannot be approximated within N1/(1+f̄)−(r+3)/(R+2)

in polynomial time unless NP ⊆ BPTIME(2Θ(R+f̄+Rf̄)).

Note that we in our applications choose R such that the r/R is small. When we try
to get a reduction without two-sided error in the case of non-perfect completeness,
we do not quite achieve the above. Instead, the interesting parameter becomes

Fν =
f + (1− ν) log(q − f + 1) + 1

−H(ν, s)
. (14.3)

where q is the number of query bits in the verifier, ν is a parameter that is arbitrarily
close to c, and

H(ν, s) = −ν log
ν

s
− (1− ν) log

1− ν
1− s . (14.4)

We use this parameter to prove the following hardness result for Max Clique in
Theorem 14.28: Suppose that every language in language in NP can be decided
by a PCP with completeness c, soundness s, query complexity q, and free bit
complexity f . Let κ and ν be any constants such that κ > 0 and s < ν < c. Let

h =
(1 + κ)c− κ− ν

1− ν . (14.5)

Then it is impossible to approximate Max Clique in a graph with

N = 2R+(R+2)Fν (14.6)

vertices within

N1/(1+Fν)−r/R−(log h−1)/R (14.7)
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in ZPP unless

NP ⊆ ZPTIME(2Θ(R+Fν+RFν)). (14.8)

14.3 Zuckerman’s Construction

In this section we show how to obtain strong inapproximability results for Max
Clique, given that we have at hand a theorem saying that

NP ⊆ FPCP1,s[r, f ]. (14.9)

One way to lower the soundness in a PCP is to run several independent runs of the
verifier. As discussed in Sec. 8.1.2, this is not enough to get a hardness result of the
form n1/(1+f̄)−ε. Instead, Zuckerman (1996) used a probabilistic construction to in
some sense recycle randomness. His construction uses R random bits to simulate a
number of runs each using r random bits. In his paper, the parameters s and f were
constants and r logarithmic, but in this section we establish that the construction
works also in the general case.

The idea in Zuckerman’s construction (1996) is to pick a random bipartite graph
with 2R vertices on the left side, 2r vertices on the right side, and where the degree
of the vertices on the left side is D. From this graph construct a new probabilistic
machine, which uses the R random bits to select a vertex v on the left side, and
then runs the verifier in the proof system D times, letting the verifier’s random bits
be determined by the vertices adjacent to v. If we obtain only accepting runs, we
accept our input, otherwise we reject. Obviously, it may happen that we incorrectly
accept an input that is not in the language. Since our original proof system for NP
has soundness s, an s-fraction of all r-bit random strings may cause the verifier to
accept. Thus, we must bound the probability that a large subset of the vertices on
the left side has only such neighbors.

Lemma 14.2. Let H = (E, V1 ∪ V2) be a random bipartite graph where |V1| = 2R

and |V2| = 2r, r < R. The edges E ⊆ V1 × V2 are constructed as follows: For each
v ∈ V1, pick D neighbors uniformly among the vertices in V2. We allow multiple
edges in H. At the end of this process, we have a bipartite graph where the vertices
in V1 have degree D, and the vertices in V2 have expected degree D2R−r.

Let S be a subset of cardinality s2r of the vertices in V2 and let U be a subset of
cardinality 2r of the vertices in V1. Call a vertex v ∈ V1 S-bad if all the neighbors
of v are in S. Let AS,U be the event that all v ∈ U are S-bad. Then, with

D =
R + 2
log s−1

(14.10)

the probability the all v ∈ U are S-bad for all S and all U is at most

Pr [∪S ∪U AS,U ] ≤ 2−2r . (14.11)
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Proof. It follows from the construction of H and the definition of S-badness that,
for any vertex v ∈ V1,

Pr[v is S-bad] = sD. (14.12)

Thus,

Pr[∪S ∪U AS,U ] ≤
∑
S

∑
U

Pr[AS,U ] ≤
(

2r

s2r

)(
2R

2r

)
sD2r (14.13)

This is at most

2(R+1−D log s−1)2r = 2−2r , (14.14)

if we choose D = (R + 2)/ log s−1. 2

The above lemma means that a graph H constructed as in the lemma with high
probability has the property that for any PCP that uses r random bits and has
soundness s, few of the vertices in V1 has only accepting neighbors. Let us now
formalize this property.

Definition 14.3. Given a verifier V from some proof system and an input x we
first pick a random bipartite graph H as in Lemma 14.2 with V1 = {0, 1}R and
V2 = {0, 1}r. We then construct an acceptance tester, which is a probabilistic
machine A(H,V, x) behaving as follows on oracle π: It picks a random v ∈ V1, and
determines the

D =
R + 2
log s−1

(14.15)

neighbors u1, . . . , uD of v in V2. It simulates V on x and π with random strings
u1, . . . , uD, and accepts if all simulations accept.

We write Aπ(H,V, x) for A(H,V, x) with the oracle π fixed. We say that a
random string σ is an accepting string for the tester Aπ(H,V, x) if Aπ(H,V, x)
accepts on oracle when the vertex v ∈ V1 corresponding to σ is the random vertex
picked.

Lemma 14.4. Suppose that L ∈ FPCP1,s[r, f ], and that V is the verifier in that
proof system. If we construct an acceptance tester A(H,V, x) from V and some
input x as described in Definition 14.3, it has the following properties:

1. If x ∈ L, then there is an oracle π such that all R-bit strings are accepting
strings for Aπ(H,V, x).

2. If x /∈ L, then with probability 1− 2−2r over the choice of H, for all oracles π
at most 2r of all R-bit strings are accepting strings for Aπ(H,V, x).
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Proof. We first assume that x ∈ L. Then there is an oracle π such that all r-bit
strings make the verifier V accept on x and π. This implies, by Definition 14.3,
that all R-bit strings are accepting strings for Aπ(H,V, x).

Now we study the case x /∈ L. Lemma 14.2 implies that, with probability
1 − 2−2r , the graph H used to construct the acceptance tester has the property
that there are no sets U ⊆ V1 and S ⊆ V2 of cardinality 2r and s2r, respectively,
such that all vertices in U are connected only to vertices in S. Let us now suppose
that H has this property. For any oracle π, let Sπ be the set of all r-bit strings
that make the verifier V accept on π. Since the proof system has soundness s, the
set Sπ can contain at most s2r strings. Thus, at most 2r of all R-bit strings can
be accepting strings for Aπ(H,V, x). 2

Once H is fixed we get a new PCP with a new verifier that uses R random bits and
runs D repetitions of the verifier V from the original PCP. If we could come up
with a way to construct H deterministically, we would get a hardness result for Max
Clique under the assumption that P 6= NP, but for now we get a hardness result
under randomized reductions. We construct a graph GA(H,V,x) in a way similar to
the construction of the graph GV,x in Definition 8.6 Then we prove that there is a
connection between the size of the maximum clique in this graph and the acceptance
probabilities of the acceptance tester. Finally, we use this connection to show that
an algorithm approximating Max Clique within n1/(1+f̄)−r/R can probabilistically
decide a language in FPCP1,s[r, f ] with one-sided error.

Definition 14.5. From an acceptance tester A(H,V, x), we construct the graph
GA(H,V,x) as follows: Every vertex in GA(H,V,x) corresponds to an accepting com-
putations of the acceptance tester. Two vertices in GA(H,V,x) are connected if they
correspond to consistent computations. Two transcripts Π1 and Π2 are consistent
if whenever an oracle query appears in both Π1 and Π2, the answer is the same.

Lemma 14.6. The number of vertices in GA(H,V,x) is at most 2R+Df .

Proof. The acceptance tester uses R random bits. Since a computation of the
acceptance tester is accepting only if all D simulations accept and there are at
most 2f possible accepting computations in every simulation, the total number of
accepting computations of the acceptance tester is bounded by 2Df . 2

Lemma 14.7. Suppose

L ∈ FPCP1,s[r, f ] (14.16)

and that V is the verifier in the above proof system. Given some input x, pick an
acceptance tester A(H,V, x) as in Definition 14.3 and construct the graph GA(H,V,x)

as in Definition 14.5. Then there is a clique of size 2R in GA(H,V,x) if x ∈ L, and
with probability 1− 2−2r there is no clique larger than 2r in GA(H,V,x) if x /∈ L.
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Proof. This follows from Lemma 14.4 together with the proof very similar to that
of Theorem 8.10.

First suppose that x ∈ L. By Lemma 14.4, this implies that there exists an
oracle π such that all R-bit random strings are accepting strings for Aπ(H,V, x).
The computations corresponding to the same oracle are always consistent, and thus
there exists a clique of size at least 2R in GA(H,V,x) if x ∈ L.

Now suppose that x /∈ L. By Lemma 14.4, this implies that with probability
1−2−2r over the choice of H at most 2r of all R-bit strings are accepting strings for
Aπ(H,V, x). Let us now assume that this is the case, and that there is a clique of
size greater than 2r in GA(H,V,x). Since vertices corresponding to the same random
string can never represent consistent computations, the vertices in the clique all
correspond to different R-bit random strings. This contradicts the assumption that
at most 2r of all R-bit strings are accepting strings for Aπ(H,V, x). Thus, with
probability 1− 2−2r there is no clique larger than 2r in GA(H,V,x) if x /∈ L. 2

Lemma 14.8. Suppose that L ∈ FPCP1,s[r, f ], where r ∈ Ω(log n), and that
there is an algorithm B that can distinguish between the case that a graph with
N = 2R+(R+2)f̄ vertices has a clique of size 2R, and the case that it has a clique of
at most size 2r. Then L ∈ coRTIME(T (N) + p(N)), where T (N) is the running
time of the algorithm B on a graph with N vertices and p is some polynomial.

Proof. Given the verifier V from the proof system and an input x, we pick an
acceptance tester A(H,V, x) and construct the graph GA(H,V,x) as described in
Definition 14.5. By Lemma 14.6, the number of vertices in this graph is at most
2R+(R+2)f̄ . Run B on GA(H,V,x). If B determines that there is a clique in GA(H,V,x)

of size at least 2R we accept, if B determines that the size of the largest clique in
GA(H,V,x) is at most 2r, we reject.

By Lemma 14.7, the above algorithm never rejects if x ∈ L, and if x /∈ L the
algorithm accepts with probability at most 2−2r . The running time of the algorithm
is T (N) + p(N) for some polynomial p, so L ∈ coRTIME(T (N) + p(N)). 2

Now we are ready to prove a lower bound on the approximability of Max Clique.

Theorem 14.9. If NP ⊆ FPCP1,s[r, f ], then, for any r ∈ Ω(logn) and any
R > r, it is impossible to approximate Max Clique in a graph with N vertices
within N1/(1+f̄)−r/R in polynomial time unless NP ⊆ coRTIME(2Θ(R+f̄+Rf̄)).

Proof. In Lemma 14.8, let the language L be some NP-complete language and the
algorithm B be some algorithm with polynomial running time. Then, the lemma
implies that the maximum clique problem in a graph with N = 2R+(R+2)f̄ vertices
cannot be approximated within 2R−r in polynomial time, unless

NP ⊆ coRTIME
(
2Θ(R+f̄+Rf̄)

)
. (14.17)

To express the approximation ratio in terms of N , we note that

2R−r = N (R−r)/(R+(R+2)f̄). (14.18)
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The exponent is at least

(R + 2)− (r + 2)
(R + 2)(1 + f̄)

>
1

1 + f̄
− r + 2
R+ 2

, (14.19)

since f̄ > 0, and the last term above is at most r/R when R > r. Thus

2R−r > N1/(1+f̄)−r/R, (14.20)

which is what we were aiming for. 2

To show a hardness result under the weaker assumption that

NP 6⊆ ZPTIME
(
2Θ(R+f̄+Rf̄)

)
, (14.21)

we make use of the following relation between the classes NP, coRTIME(·),
and ZPTIME(·).

Lemma 14.10. If NP ⊆ coRTIME(T (n)) for some function T (n), then NP ⊆
ZPTIME(O(n log n)T (n)).

Proof. We show that

Sat ∈ coRTIME
(
T (n)

)
=⇒ Sat ∈ ZPTIME

(
O(n log n)T (n)

)
. (14.22)

If Sat is in coRTIME(T (n)), there exists a randomized algorithm A that proba-
bilistically decides Sat in time T (n). For an instance in the language, the algorithm
never rejects, but for an instance not in the language, the algorithms accepts with
probability 1/2. We can lower this probability to 1/n2 by repeating the algo-
rithm 2 logn times. Let us call this new algorithm A′. The running time of A′

is (2 logn)T (n).
For a formula φ, the following randomized procedure with high probability either

rejects φ if it is unsatisfiable or finds a satisfying assignment to φ if it is satisfiable:
Run A′ on the formula φ. If A′ rejects, we know that φ cannot be satisfiable. If
A′ accepts, we assume that φ is satisfiable and try to deduce a satisfying assignment.
Suppose that φ depends on the variables x1, . . . , xn. Then we try to set x1 to true
in φ, and run A′ on the resulting formula. If A′ accepts, we keep x1 true, otherwise
we set x1 to false. This process is repeated to obtain an assignment to all n variables.
If A′ never gave us a false positive during this process, we end up with a satisfying
assignment. The probability of this event is at least 1−1/n, since A′ accepts inputs
that are not in the language with probability at most 1/n2.

To sum up, the above procedure behaves as follows: For satisfiable formulas, it
produces a satisfying assignment in time O(n log n)T (n) with probability 1− 1/n.
For unsatisfiable formulas, it rejects in time O(log n)T (n) with probability 1−1/n2.
Thus, we can obtain a definitive answer in expected time O(n log n)T (n), both for
satisfiable and unsatisfiable formulas. 2
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Corollary 14.11. If NP ⊆ FPCP1,s[r, f ] and n logn = 2O(R+f̄+Rf̄), then, for
any r ∈ Ω(logn) and any R > r, it is impossible to approximate Max Clique in
a graph with N vertices within N1/(1+f̄)−r/R in polynomial time unless NP ⊆
ZPTIME(2Θ(R+f̄+Rf̄)).

In the case when f̄ is some constant and r ∈ O(log n), this reduces to the well
known theorem that Max Clique cannot be approximated within n1/(1+f̄)−ε, for
any constant ε > 0, unless NP = ZPP. To see this, just choose R = r/ε above.

As mentioned above, the only reason we get a hardness result under the assump-
tion that NP 6⊆ ZPTIME(·) is that the disperser is constructed probabilistically.
But once we have this assumption we can prove a stronger version of Corollary 14.11.

Lemma 14.12. Suppose that L ∈ FPCP1,s[r, f ], where r ∈ Ω(log n), and that
there is an algorithm B that can distinguish between the case that a graph with
N = 2R+(R+2)f̄ vertices has a clique of size 2R, and the case that it has a clique
of at most size 2r. Then L ∈ coRTIME(4T (N) + p(N)), where T (N) is the
expected running time of the algorithm B on a graph with N vertices and p is some
polynomial.

Proof. Given the verifier V from the proof system and an input x, we pick an
acceptance tester A(H,V, x) and construct the graph GA(H,V,x) as described in
Definition 14.5. By Lemma 14.6, the number of vertices in this graph is at most
2R+(R+2)f̄ . Run B on GA(H,V,x) for 4T (n) time steps. If B has not terminated
within this time—this happens with probability at most 1/4 by Markov’s inequality
in Lemma 3.10—we accept x. Otherwise we proceed as follows: If B determines
that there is a clique in GA(H,V,x) of size at least 2R we accept, if B determines
that the size of the largest clique in GA(H,V,x) is at most 2r, we reject.

By Lemma 14.7, the above algorithm never rejects if x ∈ L, and if x /∈ L
the algorithm accepts with probability at most 2−2−2r . The running time of the
algorithm is 4T (N) + p(N) for some polynomial p, so L ∈ coRTIME(4T (N) +
p(N)). 2

We now combine the above lemma with a slight restatement of Theorem 14.9 to
obtain a slightly stronger hardness result.

Theorem 14.13. If NP ⊆ FPCP1,s[r, f ] and n logn = 2O(R+f̄+Rf̄), then, for
any r ∈ Ω(log n) and any R > r, it is impossible to approximate Max Clique in a
graph with N vertices within N1/(1+f̄)−r/R by algorithms with expected polynomial
running time unless NP ⊆ ZPTIME(2Θ(R+f̄+Rf̄)).

Proof. By Lemma 14.10, it suffices to prove that it is hard to approximate Max
Clique unless NP ⊆ coRTIME(2Θ(R+f̄+Rf̄)). In Lemma 14.12, let the language L
be some NP-complete language and the algorithm B be some algorithm with ex-
pected polynomial running time. Then, the lemma implies that the maximum clique
problem in a graph with N = 2R+(R+2)f̄ vertices cannot be approximated within
2R−r in expected polynomial time, unless NP ⊆ coRTIME(2Θ(R+f̄+Rf̄)). As in
the proof of Theorem 14.9, the approximation ratio is at least N1/(1+f̄)−r/R. 2
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14.4 Our Extensions

In this section we show how to generalize the constructions from Sec. 14.3 to the
case of non-perfect completeness. We assume from now on that we have at hand
a theorem saying that NP ⊆ FPCPc,s[r, f ] and try to deduce inapproximability
results from this characterization. If we allow two-sided error in the reduction,
the methods from Sec. 14.3 can be generalized as described in Sec. 14.4.1. The
major new complication arises when we want to prove hardness results under the
assumption that NP 6⊆ ZPTIME(·), which requires the reduction to produce an
algorithm deciding a language in NP with one-sided error. A method achieving
this is explored in Sec. 14.4.2.

14.4.1 Two-Sided Error

In this section, we want to deduce inapproximability under the assumption that
NP 6⊆ BPTIME(·). With the same approach as in the case of perfect complete-
ness, we get the following analogue to Lemma 14.4:

Lemma 14.14. Suppose that L ∈ FPCPc,s[r, f ], and that V is the verifier in that
proof system. If we construct an acceptance tester A(H,V, x) from V and some
input x as described in Definition 14.3, it has the following properties:

1. If x ∈ L, then with probability 1− e−cD2R/8 there is an oracle π such that at
least cD2R/2 of all R-bit strings are accepting strings for Aπ(H,V, x).

2. If x /∈ L, then with probability 1 − 2−2r , for all oracles π at most 2r of all
R-bit strings are accepting strings for Aπ(H,V, x).

The probabilities are over the choice of the random bipartite graph H.

Proof. We first assume that x ∈ L. Then there is an oracle π such that a fraction c
of the r-bit strings makes V π accept x. This implies, by the construction of the
graph H = (E, V1 ∪V2) in Lemma 14.2 and by Definition 14.3 that the probability,
over the choice of H , that a vertex v ∈ V1 corresponds to an accepting string
for Aπ(H,V, x) is cD. Let Xv be the indicator variable for this event, and let
Y =

∑
v∈V1

Xv. Since V1 has cardinality 2R, we can use the Chernoff bound from
Corollary 3.17 to obtain

Pr[Y ≤ cD2R/2] = Pr
[
Y ≤

(
1− 1

2

)
E[Y ]

]
≤ 1− ec

D2R/8. (14.23)

The case x /∈ L is similar to the proof of Lemma 14.4: Lemma 14.2 implies that,
with probability 1− 2−2r , the graph H used to construct the acceptance tester has
the property that there are no sets U ⊆ V1 and S ⊆ V2 of cardinality 2r and s2r,
respectively, such that all vertices in U are connected only to vertices in S. Let
us now suppose that H has this property. For any oracle π, let Sπ be the set of
all r-bit strings that make the verifier V accept on π. Since the proof system has
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soundness s, the set Sπ can contain at most s2r strings. Thus, at most 2r of all
R-bit strings can be accepting strings for Aπ(H,V, x). 2

The following lemma is similar to Lemma 14.7.

Lemma 14.15. Suppose that L ∈ FPCPc,s[r, f ] and that V is the verifier in the
above proof system. Given some input x, pick an acceptance tester A(H,V, x) as
in Definition 14.3 and construct the graph GA(H,V,x) as in Definition 14.5. Then,
with probability 1− e−cD2R/8 there is a clique of size cD2R/2 in GA(H,V,x) if x ∈ L,
and with probability 1−2−2r there is no clique larger than 2r in GA(H,V,x) if x /∈ L.

Proof. First suppose that x ∈ L. By Lemma 14.14, this implies that with probabil-
ity 1−e−cD2R/8 there is an oracle π such that at least cD2R/2 of all R-bit strings are
accepting strings for Aπ(H,V, x). We now assume that this is the case. The com-
putations corresponding to the same oracle are always consistent, and thus there
exists, with probability 1− e−cD2R/8, a clique of size at least cD2R/2 in GA(H,V,x)

if x ∈ L.
The case when x /∈ L is similar to the proof of Lemma 14.7: Suppose that

x /∈ L. By Lemma 14.14, this implies that with probability 1 − 2−2r over the
choice of H at most 2r of all R-bit strings are accepting strings for Aπ(H,V, x).
Let us now assume that this is the case, and that there is a clique of size greater
than 2r in GA(H,V,x). Since vertices corresponding to the same random string can
never represent consistent computations, the vertices in the clique all correspond
to different R-bit random strings. This contradicts the assumption that at most 2r

of all R-bit strings are accepting strings for Aπ(H,V, x). Thus, with probability
1− 2−2r there is no clique larger than 2r in GA(H,V,x) if x /∈ L. 2

The reduction is slightly different from Lemma 14.8, since the size of clique in the
good case may be less than cD.

Lemma 14.16. Suppose that L ∈ FPCPc,s[r, f ], that r ∈ Ω(log n), that R and r
satisfy cD2R/2 > 2r, where D = (R+ 2)/ log s−1, and that there is an algorithm B

that can distinguish between the case that a graph with N = 2R+(R+2)f/ log s−1

vertices has a clique of size at least cD2R/2, and the case that it has a clique of at
most size 2r. Then L ∈ BPTIME(T (N)+p(N)), where T (N) is the running time
of the algorithm B on a graph with N vertices and p is some polynomial.

Proof. Given the verifier V from the proof system and an input x, we pick an
acceptance tester A(H,V, x) and construct the graph GA(H,V,x) as described in
Definition 14.5. Since the acceptance tester uses R random bits and has at most
2Df = 2(R+2)f/ log s−1

accepting computations, the number of vertices in this graph
is at most 2R+(R+2)f/ log s−1

. Run B on GA(H,V,x). If B determines that there is a
clique in GA(H,V,x) of size at least cD2R/2 we accept, if B determines that the size
of the largest clique in GA(H,V,x) is at most 2r, we reject.

By Lemma 14.7, if x ∈ L the above algorithm rejects with probability at most
e−c

D2R/8. This is at most 1/3 provided that 8 ln 3 < cD2R. Since we have assumed
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that r ∈ Ω(logn) and cD2R > 2r+1, this holds when n is large enough. If x /∈ L
the algorithm accepts with probability at most 2−2r < 1/3. The running time of
the algorithm is T (N) + p(N) for some polynomial p, so L ∈ BPTIME(T (N) +
p(N)). 2

Finally, we get the following analogue to Theorem 14.9:

Theorem 14.17. If NP ⊆ FPCPc,s[r, f ], then, for any r ∈ Ω(log n) and R > r
such that cD2R/2 > 2r, where D = (R+ 2)f/ log s−1, the maximum clique problem
in a graph with N vertices cannot be approximated within N1/(1+f̄)−(r+3)/(R+2) in
polynomial time unless NP ⊆ BPTIME(2Θ(R+f̄+Rf̄)), where f̄ is our proposed
amortized free bit complexity as in Definition 14.1.

Proof. In Lemma 14.16, let the language L be some NP-complete language and the
algorithm B be some algorithm with polynomial running time. Then, the lemma
implies that the maximum clique problem in a graph with

N = 2R+(R+2)f/ log s−1
(14.24)

vertices cannot be approximated within cD2R−r/2 in polynomial time, unless

NP ⊆ BPTIME
(
2Θ(R+f̄+Rf̄)

)
. (14.25)

To express the approximation ratio in terms of N , we note that

cD2R−r/2 = N (R−D log c−1−r−1)/(R+(R+2)f/ log s−1) (14.26)

By the definition of D, the exponent is

R − (R+ 2) log c−1

log s−1 − r − 1

R+ (R+ 2)f/ log s−1
, (14.27)

which is at least

(R + 2)
(
1− log c−1

log s−1

)
− (r + 3)

(R+ 2)(1 + f/ log s−1)
. (14.28)

This is at least

log c− log s
f − log s

− r + 3
R+ 2

. (14.29)

The first term is equal to

log c− log s
log c− log s+ f + log c−1

=
1

1 + f̄
, (14.30)
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if we use our proposed definition

f̄ =
f + log c−1

log(c/s)
. (14.31)

To sum up,

cD2R−r > N1/(1+f̄)−(r+3)/(R+2), (14.32)

which is what we were aiming for. 2

In the case when f̄ is some constant and r ∈ O(log n), this reduces to the theorem
that Max Clique cannot be approximated within n1/(1+f̄)−ε, for any constant ε > 0,
unless NP = BPP. To see this, just choose R = (r + 3)/ε− 2 above.

14.4.2 One-Sided Error

In this section, we investigate if it is possible to weaken the assumptions needed in
the hardness results from Sec. 14.4.1. We want to use a theorem saying that

NP ⊆ FPCPc,s[r, f ], (14.33)

to deduce inapproximability under the assumption that NP 6⊆ ZPTIME(·). One
way to do this is to change the definition of a bad vertex from the one used in
Lemma 14.2. In this lemma, we defined a vertex to be bad if all its neighbors were
in the bad set S. In this section we relax this condition to say that if more than a
ν-fraction of the neighbors of a vertex in the disperser are in S, then the vertex is
bad.

Lemma 14.18. Let H = (E, V1 ∪V2) be a random bipartite graph where |V1| = 2R

and |V2| = 2r, r < R. The edges E ⊆ V1 × V2 are constructed as follows: For each
v ∈ V1, pick D neighbors uniformly among the vertices in V2. We allow multiple
edges in H. At the end of this process, we have a bipartite graph where the vertices
in V1 have degree D, and the vertices in V2 have expected degree D2R−r. Let S be a
subset of cardinality s2r of the vertices in V2 and let U be a subset of cardinality 2r

of the vertices in V1. Call a vertex v ∈ V1 (S, ν)-bad if more than a ν-fraction of
the neighbors of v are in S. Let AS,U be the event that all v ∈ U are (S, ν)-bad.
Then, with

D =
R+ 2
−H(ν, s)

=
R + 2

ν log ν
s + (1− ν) log 1−ν

1−s
, (14.34)

the probability the all v ∈ U are S-bad for all S and all U is at most

Pr [∪S ∪U AS,U ] ≤ 2−2r . (14.35)
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Proof. We first bound the probability that a vertex v is (S, ν)-bad. Let the random
variable Yv be the number of neighbors to v that are in S. Since the neighbors
are chosen independently, Yv is Bin(D, s). The probability that v is (S, ν)-bad is
Pr[Yv ≥ νD]. The Chernoff bound from Lemma 3.18 implies that

Pr[Yv ≥ νD] ≤
(( s

ν

)ν( 1− s
1− ν

)1−ν
)D

= 2H(ν,s)D, (14.36)

where

H(ν, s) = −ν log
ν

s
− (1− ν) log

1− ν
1− s . (14.37)

Because of independence,

Pr[AS,U ] ≤ (Pr[Yv ≥ νD])2r , (14.38)

which means that

Pr[∪S ∪U AS,U ] ≤
∑
S

∑
U

Pr[AS,U ] ≤
(

2r

s2r

)(
2R

2r

)
2H(ν,s)D2r . (14.39)

This is at most 2−2r if we choose D = −(R+ 2)/H(ν, s). 2

To construct a reduction with one-sided error, we also ensure that no vertex in the
disperser has too large degree.

Lemma 14.19. Let H be a graph chosen as in Lemma 14.18. For every κ > 0,
the probability that there is a vertex in V2 with more than (1 + κ)D2R−r neighbors
is at most 2r exp(−κ2D2R−r/3).

Proof. Let Nv be the number of neighbors of v. By the construction of H , Nv is
Bin(D2R, 2−r) distributed. By the Chernoff bound in Corollary 3.17,

Pr
[
Nv ≥ (1 + κ)D2R−r

]
= Pr

[
Nv ≥ (1 + κ) E[Nv]

]
≤ e−κ2D2R−r/3. (14.40)

Thus, the probability that Nv > (1 + κ)D2R−r for any v is bounded by∑
v∈V2

Pr
[
Nv ≥ (1 + κ)D2R−r

]
≤ 2re−κ

2D2R−r/3, (14.41)

which concludes the proof. 2

Lemma 14.20. Let H be a graph chosen as in Lemma 14.18. If no vertex in V2

has more than (1 + κ)D2R−r neighbors, then, for any set S ∈ V2 of size (1 − c)2r,
there are at most (1+κ)(1−c)2R/(1−ν) vertices v ∈ V1 such that at least a fraction
1− ν of the neighbors of v are in S.



14.4. Our Extensions 183

Proof. Let S be as in the statement of the lemma. Then there are at most (1 +
κ)(1 − c)D2R edges E(S) with one vertex in S. If v is a vertex with at least a
fraction (1− ν) of its neighbors in S, then at least (1− ν)D of the edges E(S) must
have v as one vertex (and the other is S). Thus there can be at most

(1 + κ)(1− c)D2R

(1− ν)D
=

(1 + κ)(1 − c)
1− ν 2R (14.42)

such vertices v. 2

The acceptance tester is modified in accordance with the new notion of a bad vertex
from Lemma 14.18.

Definition 14.21. Given a verifier V from some proof system and an input x, we
construct a threshold tester T (H,V, x, κ, ν) as follows: We pick a random bipartite
graph H as in Lemma 14.18, with V1 = {0, 1}R and V2 = {0, 1}r. Every vertex
in V1 has

D =
R+ 2
−H(ν, s)

(14.43)

neighbors in V2. If some vertex in V2 has more than (1 + κ)D2R−r neighbors,
T (H,V, x, κ, ν) always accepts. Otherwise, T (H,V, x, κ, ν) behaves as follows on
oracle π. It picks a random v ∈ V1, and determines the D neighbors u1, . . . , uD of
v in V2. It simulates V on x and π with random strings u1, . . . , uD, and accepts if
at least νD of the simulations accept.

We write T π(H,V, x, κ, ν) for T (H,V, x, κ, ν) with the oracle fixed to π. We say
that a random string σ is an accepting string for T π(H,V, x, κ, ν) if T π(H,V, x, κ, ν)
accepts when the vertex v ∈ V1 corresponding to σ is the random vertex picked.

Lemma 14.22. Suppose that L ∈ FPCPc,s[r, f ], and that V is the verifier in that
proof system. If we construct a threshold tester T (H,V, x, κ, ν) from V and some
input x as described in Definition 14.21, it has the following properties:

1. If x ∈ L, then there is an oracle π such that at least a fraction ((1 + κ)c −
κ− ν)/(1− ν) of all R-bit strings are accepting strings for T π(H,V, x, κ, ν).

2. If x /∈ L, then with probability 1 − 2−2r − 2re−κ
2D2R−r/3 over the choice

of H, for all oracles π at most 2r of all R-bit strings are accepting strings
for T π(H,V, x, κ, ν).

Proof. We first assume that x ∈ L. From Definition 14.21, it follows that, with
probability at most 2r exp(−κ2D2R−r/3) all R-bit strings are accepting. Let us
now assume that this is not the case. Then there is an oracle π such that at most
(1 − c)2r of all possible r-bit strings make the verifier V reject. By Lemma 14.20
and Definition 14.21, this implies that at most a fraction (1+κ)(1−c)/(1−ν) of all
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R-bit strings are non-accepting strings for T (H,V, x, κ, ν). Thus, at least a fraction
((1+κ)c−κ−ν)/(1−ν) of all R-bit strings are accepting strings for T (H,V, x, κ, ν).

Now we study the case x /∈ L. Lemma 14.18 implies that with probability
1− 2−2r , the disperser H used in the threshold tester has the property that unless
the cardinality of U is at most 2r, not all vertices in U are connected to more than
νD vertices in S. Let π be any oracle. Let U be the set of all R-bit strings that
are accepting strings for T π(H,V, x, κ, ν). Let S be the set of all r-bit strings that
make the verifier V accept. Since the proof system has soundness s, the set S can
contain at most s2r strings. And from Definition 14.21, it follows that, given that
no vertex in V2 has too large degree, a vertex in V1 is labeled as accepting if a
fraction ν of its neighbors are connected to vertices in S. By Lemma 14.20, the
probability that a vertex in V2 has too large degree is at most 2r exp(−κ2D2R−r/3)
Thus, with probability at least 1 − 2−2r − 2r exp(−κ2D2R−r/3) at most 2r of all
R-bit strings can be accepting strings for T π(H,V, x, κ, ν). 2

For a PCP with query complexity q, free bit complexity f , completeness c, and
soundness s, we set

Fν =
f + (1− ν) log(q + 1) + 1

−H(ν, s)
. (14.44)

As usual we now want to construct a graph from the tester T (H,V, x, ν, µ). To keep
down the size of the graph, we note that for rejecting runs of V , the answers we
get from the oracle after we already decided to reject are irrelevant. More formally,
we can represent a computation of the verifier for a fixed random string but on
different oracles as a complete binary tree with height q. The tree has 2q leaves
labeled as either accepting or non-accepting. The number of accepting leaves is 2f ,
by the definition of free bit complexity. We now replace all subtrees containing only
non-accepting leaves with a single non-accepting leaf. This produces a binary tree
with height q and at most (q+ 1)2f leaves. For a verifier V and a random string ρ,
we denote this tree by T (V, ρ).

Definition 14.23. Let T (H,V, x, µ, ν) be a threshold tester as defined in Defini-
tion 14.21. A transcript of T (H,V, x, µ, ν) is a list of D lists of oracle answers
corresponding to paths from the root to a leaf in T (V, ρ), one for each run of V on
the random string ρ selected by T (H,V, x, µ, ν).

A transcript is accepting if it corresponds to an accepting computation of the
threshold tester.

There are at most 2f possible such paths from the root to an accepting leaf in
T (V, ρ), since there are 2f accepting leaves in T (V, ρ).

There are at most (q + 1)2f possible such paths from the root to an rejecting
leaf in T (V, ρ), since there are at most (q + 1)2f leaves in T (V, ρ).

Definition 14.24. From a threshold tester T (H,V, x, µ, ν), we construct a graph
GT (H,V,x,µ,ν) as follows: Every vertex in GT (H,V,x,µ,ν) corresponds to a set of ac-
cepting computations of the threshold tester. Each set consists of those accepting
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computations of T (H,V, x, µ, ν) that have the same random string and the same
transcript as per Definition 14.23. Two vertices in GT (H,V,x,µ,ν) are connected if
they correspond to consistent transcripts. Two transcripts Π1 and Π2 are consistent
if whenever an oracle query appears in both Π1 and Π2, the answer is the same.

Lemma 14.25. Suppose that we use a verifier V from a PCP with query com-
plexity q and free bit complexity f to construct a threshold tester T (H,V, x, µ, ν)
as described in Definition 14.21 and a graph GT (H,V,x,µ,ν) as described in Defini-
tion 14.24. Then GT (H,V,x,µ,ν) has at most 2R+(R+2)Fν vertices.

Proof. There are 2R possible random strings. We now show that there are at most
2D(2f )νD((q + 1)2f )(1−ν)D accepting transcripts. This is enough since(

log(q + 1) + f
)
(1− ν)D + νDf +D = (R+ 2)Fν . (14.45)

By Definition 14.21, at least a fraction ν of the D runs must be accepting. Since,
by Definition 14.23, there are 2f accepting lists and at most (q+1)2f non-accepting
lists once the random bits of the verifier are fixed, this means that there are less
than (

D

νD

)
(2f )νD

(
(q + 1)2f

)(1−ν)D ≤ 2D(2f)νD
(
(q + 1)2f

)(1−ν)D
(14.46)

different accepting transcripts. 2

In the same way as in the proof of Lemmas 14.7 and 14.8 it follows that if a
language L can be decided by a PCP with completeness c, soundness s, query com-
plexity q, and free bit complexity f , and there is an algorithm B that can determine
whether a graph with N = 2R−(R+2)Fν vertices has a clique of size ((1 + κ)c− κ−
ν)2R/(1 − ν) or a clique of at most size 2r, then L ∈ coRTIME(T (N) + p(N)),
where T (N) is the running time of the algorithm B on a graph with N vertices and
p is some polynomial.

Lemma 14.26. Suppose that a language L can be decided by a PCP with com-
pleteness c, soundness s, query complexity q, and free bit complexity f . Suppose
that the verifier in this PCP uses at most r random bits. Given some input x, pick
a threshold tester T (H,V, x, κ, ν) as in Definition 14.21 and construct the graph
GT (H,V,x,κ,ν) as in Definition 14.24. Then, for any R > r, there is a clique of size

(1 + κ)c− κ− ν
1− ν 2R (14.47)

in GT (H,V,x,κ,ν) if x ∈ L, and with probability 1−2−2r−2r exp(−κ2D2R−r/3) there
is no clique larger than 2r in GT (H,V,x,κ,ν) if x /∈ L.
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Proof. First suppose that x ∈ L. By Lemma 14.22, this implies that there exists
an oracle π such that at least a fraction

(1 + κ)c− κ− ν
1− ν (14.48)

of the R-bit random strings are accepting strings for T π(H,V, x, κ, ν). The com-
putations corresponding to the same oracle are always consistent, and thus there
exists a clique of size at least

(1 + κ)c− κ− ν
1− ν 2R (14.49)

in GT (H,V,x,κ,ν) if x ∈ L.
Now suppose that x /∈ L. By Lemma 14.22, this implies that with probability

1−2−2r −2r exp(−κ2D2R−r/3) over the choice of H at most 2r of all R-bit strings
are accepting strings for T π(H,V, x, κ, ν). Let us now assume that this is the case,
and that there is a clique of size greater than 2r in GT (H,V,x,κ,ν). Since vertices
corresponding to the same random string can never represent consistent computa-
tions, the vertices in the clique all correspond to different R-bit random strings.
This contradicts the assumption that at most 2r of all R-bit strings are accepting
strings for T π(H,V, x, κ, ν). Thus, with probability 1−2−2r−2r exp(−κ2D2R−r/3)
there is no clique larger than 2r in GT (H,V,x,κ,ν) if x /∈ L. 2

Lemma 14.27. Suppose every a language L can be decided by a PCP with com-
pleteness c, soundness s, query complexity q, and free bit complexity f . Suppose
that the verifier in this PCP uses at most r random bits, where r ∈ Ω(log n), and
that there is an algorithm B that can distinguish, for any R > r, between the case
that a graph with

N = 2R+(R+2)Fν (14.50)

vertices has a clique of size at least

(1 + κ)c− κ− ν
1− ν 2R (14.51)

and the case that it has a clique of size at most 2r. Then

L ∈ coRTIME
(
T (N) + p(N)

)
, (14.52)

where T (N) is the running time of the algorithm B on a graph with N vertices and
p is some polynomial.

Proof. Given the verifier V from the proof system and an input x, we pick a thresh-
old tester T (H,V, x, κ, ν) and construct the graph GT (H,V,x,κ,ν) as described in Def-
inition 14.24. By Lemma 14.25, this graph has at most 2R+(R+2)Fν vertices. Run B
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on GT (H,V,x,κ,ν). If B determines that the size of the largest clique in GT (H,V,x,κ,ν)

is at most 2r, we reject, otherwise we accept.
By Lemma 14.26, the above algorithm never rejects if x ∈ L, and if x /∈ L

the algorithm accepts with probability at most 2−2r + 2r exp(−κ2D2R−r/3). The
running time of the algorithm is T (N) + p(N) for some polynomial p, so L ∈
coRTIME(T (N) + p(N)). 2

Armed with these results, we can prove the following theorem:

Theorem 14.28. Suppose every language in language in NP can be decided by a
PCP with completeness c, soundness s, query complexity q, and free bit complex-
ity f . Suppose that the verifier in this PCP uses at most r random bits, where
r ∈ Ω(log n). Let κ and ν be any constants such that κ > 0 and s < ν < c. Let

h =
(1 + κ)c− κ− ν

1− ν . (14.53)

Then, for any R > r, it is impossible to approximate Max Clique in a graph with
N = 2R+(R+2)Fν vertices within

N1/(1+Fν)−r/R−(log h−1)/R (14.54)

in polynomial time unless

NP ⊆ ZPTIME(2Θ(R+Fν+RFν)). (14.55)

Proof. By Lemma 14.10, it suffices to show that it is hard to approximate Max
Clique unless

NP ⊆ coRTIME(2Θ(R+Fν+RFν)). (14.56)

Let the language L in Lemma 14.27 be some NP-complete language, and the algo-
rithm B be some algorithm with polynomial running time. Then the lemma implies
that unless

NP ⊆ coRTIME(2Θ(R+Fν+RFν)), (14.57)

it is impossible to approximate Max Clique in a graph with N vertices within

h2R−r = N (R−r−logh−1)/(R+(R+2)Fν ) (14.58)

in polynomial time. The exponent in the above expression is at most

(R + 2)− (r + 2)− log h−1

(R+ 2)(1 + Fν)
<

1
1 + Fν

− r

R
− log h−1

R
(14.59)

since (r + 2)/(R+ 2) > r/R when R > r. 2
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Also in this case it is possible to weaken the assumption on the approximation
algorithm for Max Clique, which gives the following theorem (we omit the proof):

Theorem 14.29. Suppose every language in language in NP can be decided by a
PCP with completeness c, soundness s, query complexity q, and free bit complex-
ity f . Suppose that the verifier in this PCP uses at most r random bits, where
r ∈ Ω(log n). Let κ and ν be any constants such that κ > 0 and s < ν < c. Let

h =
(1 + κ)c− κ− ν

1− ν . (14.60)

Then, for any R > r, it is impossible to approximate Max Clique in a graph with
N = 2R+(R+2)Fν vertices within

N1/(1+Fν)−r/R−(log h−1)/R (14.61)

by algorithms with expected polynomial running time unless

NP ⊆ ZPTIME(2Θ(R+Fν+RFν)). (14.62)

If Fν is a constant and r(n) ∈ O(log n), we get a theorem saying that Max Clique
is hard to approximate within N1/(1+Fν)−ε−o(1), for ν arbitrarily close to c if we
choose ν = (1 + κ)c− 2κ, κ small enough and R = r/ε and in the above theorem.

This might seem rather worse than in the case with two-sided error, where the
interesting parameter was

f̄ =
f + log c−1

log(c/s)
(14.63)

instead of

Fν =
f + log(q + 1) + 1
−H(ν, s)

. (14.64)

This is indeed the case when, e.g., c = 1/2, s is small, and ν is close to c; then Fν
is about 2f̄ . However, when c is close to 1, s is small and the PCP has reasonably
low query complexity, we expect f̄ and Fν to be close.

14.5 Hardness of Approximating Max Clique

In their recent paper, Samorodnitsky and Trevisan (1999) give a new PCP for NP
with optimal amortized query complexity, 1 + ε for any constant ε > 0. Since the
construction is much simpler than the construction of H̊astad (1999), it is possible
to with reasonable effort work through the construction with a non-constant ε. This
was done in Chapter 11 and resulted in Lemma 11.11.

When this lemma is combined with our reductions from Sec. 14.4.2, we obtain
the following hardness result:
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Theorem 14.30. There exists a constant c1 such that Max Clique is impossible to
approximate within N1−c1/

√
log logN in polynomial time unless

NP ⊆ ZPTIME(2O(logn(log logn)3/2)). (14.65)

Proof. The proof is just a matter of finding suitable choices for the parameters
involved: δ1, δ2, k, and R. By putting δ1 = k−2 and δ2 = 2−k

2
in Lemma 11.11,

we get that

c ≥ e−1 (14.66)

s ≤ 21−k2
(14.67)

r ≤ C′µ(logn+ 3k) log(2k222k2
) +

(
2k + 2k2(log k + 1)

)
(2k222k2

)C
′′
µ . (14.68)

If we let

k(n) = c0
√

log logn, (14.69)

where c20 < 1/2C′′µ, we get

k2 < (log logn)/2C′′µ , (14.70)

22k2
< (logn)1/C′′µ , (14.71)

which implies that r is dominated by the first term. If we substitute our choice of k
in this term, we obtain r = O(log n log logn). Now we set ν = (1 +κ)c− 2κ, where
κ is some arbitrary constant such that s < ν < c. Then

−H(ν, s) = νk2 +O(1), (14.72)

Fν =
2k +O(log k)
νk2 +O(1)

=
2
νk

+ o(1/k). (14.73)

If we set R = r/Fν in Theorem 14.28 we get that

h =
(1 + κ)c− κ− ν

1− ν > κ (14.74)

and that unless

NP ⊆ ZPTIME(2Θ(r/F+F+r)) = ZPTIME(2Θ(logn(log logn)3/2)) (14.75)

it is impossible to approximate Max Clique in a graph with N = 2r/Fν+r+2Fν

vertices within

N1/(1+Fν)−r/R−(log h−1)/R ≥ N1−2Fν−o(Fν) (14.76)

in polynomial time.
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Now, we want to express this ratio in terms of N . If we insert the expression
(14.73) of Fν into the lower bound (14.76) of the approximability, we get that

N1−2Fν−o(Fν) = N1−4/νk+o(1/k), (14.77)

and if we insert our choice (14.69) of k(n) into this we get that

N1−2Fν−o(Fν) = N1−4/νc0
√

log logn−o(1/
√

log logn). (14.78)

Since
√

log logN =
√

log logn(1 + o(1)),

o
(√

log logN
)

= o
(√

log log n
)

(14.79)

and

1√
log logN

=
1√

log log n
· 1

1 + o(1)

=
1√

log log n

(
1− o(1)

)
=

1√
log log n

− o
(

1√
log logn

)
.

(14.80)

Thus,

N1−2Fν−o(Fν) = N1−c1/
√

log logN−o(1/
√

log logN), (14.81)

where c1 = 4/νc0. 2

Note that we do not gain anything if we use Theorem 14.17 instead of Theo-
rem 14.28. In the former case we get

f̄ =
2k +O(1)
k2 +O(1)

=
2
k

+O(1/k2). (14.82)

and to get a reasonable value for r, we need to set k2 = O(log logn). Thus we get
the same hardness result (except for the constant), but with a stronger assumption,
if we use Theorem 14.17.

14.6 Future Work

An obvious way to improve this result would be to weaken the assumptions on NP
we used in our hardness result. Best of all, of course, would be to construct deter-
ministic reductions, since this would allow us to replace the probabilistic complexity
classes with deterministic ones in all our assumptions on NP. Until this is done, an



14.6. Future Work 191

interesting open question is to determine the best definition of the amortized free
bit complexity. We have proposed that the definition should be

f̄ =
f + log c−1

log(c/s)
. (14.83)

This definition works well in the sense that a PCP with one-sided error gives a
hardness result for Max Clique under the assumption that NP-complete problems
cannot be decided with one-sided error in probabilistic polynomial time, and simi-
larly a PCP with two-sided error gives a hardness result for Max Clique under the
assumption that NP-complete problems cannot be decided with two-sided error in
probabilistic polynomial time.

However, we have seen in Sec. 14.4.2 that if one wants to use a PCP with
two-sided error to obtain hardness results under the assumption that NP-complete
problems cannot be decided with one-sided error in probabilistic polynomial time,
the interesting parameter is (close to) Fc. To establish whether it is possible to
improve this to our proposed definition of f̄ , or if Fc is the best possible in this case
is an interesting open question.

Trying to obtain an upper bound is also interesting, especially since it is cur-
rently unknown how well the Lovász ϑ-function approximates Max Clique. Feige
(1995) has shown that it cannot approximate Max Clique within n/2c

√
log n, but,

in light of H̊astad’s results (1999) and the results of presented in this chapter, this
does not compromise the Lovász ϑ-function. It may very well be that it beats the
combinatorial algorithm of Boppana and Halldórsson (1992).
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puting, Montréal, Québec, pp. 184–193. ACM Press.

Berman, P. and Karpinski, M. (1998, June). On some tighter inapproximability
results. Technical Report TR98-029, Electronic Colloquium on Computational
Complexity.
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