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Abstract
A new visual registration algorithm (Adaptive Iterative Closest Key-
point, AICK) is tested and evaluated as a positioning tool on a Micro
Aerial Vehicle (MAV). Captured frames from a Kinect like RGB-D cam-
era are analyzed and an estimated position of the MAV is extracted.
The hope is to �nd a positioning solution for GPS-denied environments.
This thesis is focused on an indoor o�ce environment. The MAV is
�own manually, capturing in-�ight RGB-D images which are registered
with the AICK algorithm. The result is analyzed to come to a conclu-
sion if AICK is viable or not for autonomous �ight based on on-board
positioning estimates. The result shows potential for a working au-
tonomous MAV in GPS-denied environments, however there are some
surroundings that have proven di�cult. The lack of visual features on
e.g., a white wall causes problems and uncertainties in the positioning,
which is even more troublesome when the distance to the surroundings
exceed the RGB-D cameras depth range. With further work on these
weaknesses we believe that a robust autonomous MAV using AICK for
positioning is plausible.



Referat
Visuell odometri för autonom MAV med

processorkraft ombord

En ny visuell registreringsalgoritm (Adaptive Iterative Closest Key-
point, AICK) testas och utvärderas som ett positioneringsverktyg på
en Micro Aerial Vehicle (MAV). Tagna bilder från en Kinect liknan-
de RGB-D kamera analyseras och en approximerad position av MAVen
beräknas. Förhoppningen är att hitta en positioneringslösning för mil-
jöer utan GPS förbindelse, där detta arbete fokuserar på kontorsmiljöer
inomhus. MAVen �ygs manuellt samtidigt som RGB-D bilder tas, des-
sa registreras sedan med hjälp av AICK. Resultatet analyseras för att
kunna dra en slutsats om AICK är en rimlig metod eller inte för att
åstadkomma autonom �ygning med hjälp av den uppskattade positio-
nen. Resultatet visar potentialen för en fungerande autonom MAV i
miljöer utan GPS förbindelse, men det �nns testade miljöer där AICK
i dagsläget fungerar undermåligt. Bristen på visuella särdrag på t.ex.
en vit vägg inför problem och osäkerheter i positioneringen, ännu mer
besvärande är det när avståndet till omgivningen överskrider RGB-D
kamerornas räckvidd. Med fortsatt arbete med dessa svagheter är en
robust autonom MAV som använder AICK för positioneringen rimlig.
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Chapter 1

Introduction

In the development of mobile robots a key part is always the positioning. This can
be solved in many di�erent ways and is highly dependent on the planned usage
of the robot. In some cases external positioning systems are available, the most
known is the Global Positioning System (GPS) which works well in outdoor envi-
ronment when an accuracy of a few meters is su�cient. Motion capture systems
can be used as GPS-setup in controlled indoor environments, a growing number of
research departments have them installed for ground truth positioning usually with
millimeter precision and update rates of 100Hz. The other approach is using an on-
board positioning system, where the robot positions itself locally in reference to its
starting position. On wheeled robots a common approach is to use motor encoders
for odometry, which is a simple solution, but su�ers from slippage and relies on a
smooth surface. Another common approach is using active sensors, such as laser
scanners, ultra sonic sensors and infra-red proximity sensors in order to locate itself
according to the surrounding. Since the introduction of cheap consumer RGB-D
camera products, mainly the Kinect [1], an approach that is growing in interest is
visual odometry. The a�ordability of RGB-D cameras is a big reason for the grown
interest, similar to stereo camera solutions they can provide relative scale when using
visual odometry. An RGB-D camera is similar to a regular camera (RGB) with the
addition of a depth measurement for each pixel in the image. In visual odometry
the idea is to analyze either one or both of the RGB- and the depth-image in order
to localize itself in relation to the surroundings.

Micro Aerial Vehicles (MAV) have started to become more and more common
and well-used. There exist many possible use cases for an autonomous �ying MAV,
e.g., explore and monitor non-accessible or dangerous locations. In rough terrain a
�ying vehicle has the upper hand over a ground robot, e.g., in a damaged house that
has a risk of collapsing with debris on the �oor. There are also disadvantages using
a MAV compared to a ground robot, one important aspect is reliable positioning
which will be the focus in this thesis.
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CHAPTER 1. INTRODUCTION

1.1 Problem Statement and Contributions
Indoor positioning where GPS-signals are not available is a challenging problem.
More so on a �ying vehicle which is in constant motion and can move in all three
dimensions. This problem is approached in this thesis by investigating the possi-
bilities of using the Adaptive Iterative Closest Keypoint (AICK) [2] algorithm in a
visual odometry system on-board a �ying MAV in an indoor environment. Visual
odometry is generally a computationally expensive operation, where the registra-
tion step is a big part of the visual odometry system. The registration step takes
sensor measurements and matches the same features to each other. The contribu-
tion of this thesis is to investigate whether AICK is an appropriate method around
which to build the navigation system for a �ying platform with limited computa-
tional resources. The reason for investigating AICK is that according to [2] it has
been proven more robust, has higher precision, is magnitudes faster than three other
high performance registration techniques, and has not yet been used in a real-time
system.

1.2 Outline
In Chapter 2 some background about the subject and important topics concern-
ing the problem of positioning a MAV to enable autonomous �ight. After that in
Chapter 3 previous work is presented, which this thesis is based on and inspired by.
Chapter 4 extends some of the related work and describes the theory and concepts
used in the AICK implementation that is evaluated in this thesis. Then Chapter 5
looks at the performance of AICK in di�erent environments through visual inspec-
tion and also evaluates the positioning accuracy. The results are compared with
two other implementations called ORB-SLAM [3] and ICP [22] on the information
obtained from the RGB-D camera on-board the MAV. Lastly in Chapter 6 is a short
summary and a section with ideas and possible extension to the work done in this
thesis.

In Appendix A we describe the speci�cs about the MAV used and all it compo-
nents, it also brie�y explains some speci�cs about the AICK code base that is used
and further built upon. In Appendix B some additional information is given about
how di�erent parameters a�ect ICPs performance.
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Chapter 2

Background

This chapter goes through some important topics and concepts needed to grasp the
more detailed information later in this thesis.

2.1 Multirotor MAV

A multirotor is a helicopter type �ying vehicle that instead of a tail rotor and a
pitch-controlled main rotor has three or more propellers that all produce upward
lift. In order to counteract the inertia, which the tail rotor counteracts on a normal
helicopter, multirotors with even number of propellers have half of them spinning
clockwise and the other half counter-clockwise. Multirotors with an odd number
of propellers has one propeller of arbitrary rotation attached to a servo for thrust
vectoring and the rest are divided evenly between clockwise and counter-clockwise
rotation. Controlling the servo can then eliminate the e�ect of uneven inertial forces.
Generally every propeller is attached to an individual brushless DC electric motor.
In Figure 2.1 an example is shown of the rotation con�guration is set up on a
quadcopter, a multirotor with four propellers.

A �ight controller is used in order to stabilize and move the multirotor. The
�ight controller has an Inertial Measurement Unit (IMU) with an accelerometer,
a gyroscope and a magnetometer in order to estimate yaw, pitch and roll of the
multirotor and with this information sends individual speed commands to the motors
in order to counteract any unwanted slant. Since an IMU su�ers from drift over
time when trying to achieve position estimation, it is not possible to maintain a
desired position only based on IMU data especially if there is turbulence or wind
that a�ects the multirotor. In outdoor environments there are multiple commercial
solutions which fuses GPS position with IMU data in order to accurately hold a
desired position, e.g., The DJI NAZA [4] and the 3DR PIXHAWK [5]. This relies
heavily on a strong GPS signal and will quickly fail if the GPS signal is lost. For GPS-
denied environments there do not at this point exist any widely available commercial
products.

3



CHAPTER 2. BACKGROUND

Figure 2.1: Illustrative image of the rotation and labeling of the motors and pro-
pellers on a multirotor. Motor one and two spins counter-clockwise and motor three
and four clockwise.

2.2 RGB-D Camera

An RGB-D camera (Red, Green, Blue and Depth) is similar to a digital camera
with the addition that it also has depth information in the image. A regular RGB
camera represents images as a big grid, where each cell is called pixel and contains
information about what color it represents. This is stored as three numbers repre-
senting the amount of red, green and blue there is in the pixel. The mix of these
values give the resulting color of the pixel. So an RGB-D camera works like an RGB
camera but it is also able acquire depth information from the scenery for each pixel
and the output from the camera is an RGB image with a depth measure associated
with each pixel. The �rst commercially available RGB-D camera, the Kinect [1]
see Figure 2.2, was released in November 2010. The release has triggered research
and applications using RGB-D cameras, e.g., in visual odometry, 3D reconstruction,
object classi�cation and mapping to mention a few.

2.2.1 Point Clouds

A point cloud is the way the RGB-D images are represented and commonly displayed.
A point cloud is a set of points placed in 3D space. When using a RGB-D camera
one has RGB information associated with each point in the cloud which provides for
a more visually comprehensive result. Regular RGB images are planes on to which
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2.3. REGISTRATION

Figure 2.2: Kinect for XBOX 360. One of the �rst, and the most sold, commercially
available RGB-D cameras. Image taken from [1].

the 3D space is projected.

2.3 Registration

Registration is the concept of taking multiple sets of data and estimating the trans-
formation between them. A common application is to use the transformations to
transform all sets to the same coordinate system. There exist multiple ways of con-
ducting registration and the optimal method depends on the application and data
processed. The general idea is that the di�erent sets are correlated with one or more
of the other sets.

Given two sets of data S1 and S2 the registration consists of two steps. First the
data points in S1 that are associated with data points in S2 are identi�ed. Secondly
a transformation between S1 and S2 is calculated by minimizing some objective
function. Two example of possible objective functions are a geometrical distance
metric or a visual similarity measure. Many but not all registration methods consist
of these two steps.

One common registration application is constructing a panoramic picture. In
reality what is done is that multiple images are captured with overlapping scenery
in the images, and the overlapping scenery is then matched between the images and
patched together according to the matched scenery into one image as is illustrated
in Figure 2.3.
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CHAPTER 2. BACKGROUND

(a) Left side of a scenery with
an overlapping segment.

(b) Right side of a scenery with
an overlapping segment.

(c) Combined image of the scenery with the overlapping segment
highlighted.

Figure 2.3: Illustrative example of two captured images with a partial overlap in the
captured scenery. The overlapped part of the scenery is examined in both images
and �tted to each other so that they conform, resulting in an image stitched together
from two images.
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2.4. VISUAL ODOMETRY

2.4 Visual Odometry
The idea behind visual odometry is to estimate motion between frames so that the
current position of the camera, in relation to the starting position, can be tracked.
Using a camera on the robot and looking at how the scenery in captured images
change when the robot is moving it is possible to estimate the position of the robot.
It is also possible to do the opposite, which is to mount multiple cameras at �xed
positions and let the cameras look at the robot from a third person view. Instead
of monitoring the surroundings of the robot to extract a positioning estimate, it
identi�es the robot in the images and tracks its movement in a similar way to
extract a position.

7



Chapter 3

Related Work

First some previous work on visual odometry is presented. Then some di�erent
approaches towards getting a MAV to �y autonomously in GPS-denied environments
are presented.

3.1 Visual Odometry

One approach to do visual odometry is to extract unique features in a frame and track
them by matching them between di�erent frames. This is also the approach which
is used in this thesis. If multiple features are successfully matched a transformation
between the frames can be derived, which allows for a maintained odometry estimate
in relation to the starting point. Feature extraction can be divided into two steps
� a detection step and a description step. A keypoint is an area of interest in the
image from which the feature can be obtained and then represented by a descriptor.
Keypoints are commonly a corner, line or other distinctive transition in the frame. It
is crucial for registration that extracted features are stable. With stable being that
the feature will be detected all times when it is in the frame. When a feature has
been detected it is important that it can be stored in a compressed yet unique way
so that it can be distinguished from other features. Features are compared to each
other so the descriptor has to be di�erent for di�erent features. However the same
feature in di�erent frames should have a similar descriptor. Therefore invariant fea-
ture descriptors are needed so that orientation, scale and illumination do not a�ect
the registration performance. Feature extraction has been of interest long before
RGB-D cameras were introduced, and so a variety of alternatives are available. Two
frequently used examples are the Scale-Invariant Feature Transform (SIFT) [6] and
Speeded Up Robust Features (SURF) [7]. Feature extraction tends to be the most
computationally expensive part of a visual odometry system. This motivates the
development of the Oriented FAST and Rotated BRIEF (ORB) algorithm [8]. It is
based on the keypoint detector Features from Accelerated Segment Test (FAST) [9]
and the Binary Robust Independent Elementary Features (BRIEF) descriptor [10].
ORB has according to the authors in [8] similar or better performance than SIFT
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3.1. VISUAL ODOMETRY

and SURF in noise sensitivity and matching performance whilst being almost two
orders of magnitude faster. Iterative Closest Point (ICP) [11] and Random Sam-
ple Consensus (RANSAC) [12] are common registration methods used to estimate
movement of a robot. RANSAC is an iterative non-deterministic algorithm. Each
iteration randomly selects a subset of the data and �ts a model to the subset. De-
termining the quality of the model is done by counting the number of outliers. If
the number of outliers are less than a given threshold the model is accepted and
the algorithm completes. If no model with a low amount of outliers are found when
the maximum number of iterations is reached the algorithm fails. ICP is also an
iterative algorithm. Each iteration matches a point in the source point cloud to the
closest one in the reference point cloud. Then the algorithm �nds the transformation
that minimizes the total mean squared error of the distance between each point in
the source and reference point cloud. This is repeated until the mean squared error
converges.

A low computational cost is an essential key to success in which AICK [2] shows
improvement in compared to both ICP and RANSAC, without compromising the
registration performance. AICK is based on the idea of ICP and has similar perfor-
mance on small translations and rotations between matched frames and produces a
drastic improvement on larger rotations and translations given a su�cient overlap
of the frames. AICK uses both the visual descriptor of features and the 3D po-
sition and weighs the importance of them in order to optimize the transformation
obtained from matching the features between frames. In [2] AICK is compared with
implementations of ICP and RANSAC on a publicly available RGB-D dataset from
a hand-held camera [13] and it is shown to outperform ICP and RANSAC in both
precision and robustness. For this reason AICK seems promising for use on a MAV.

In [14] a visual odometry approach is tested on the captured sequences presented
in [15]. They acknowledge the problem that it is impossible to compare each new
frame with all previous captured frames. To tackle this problem they suggest a
method where the three most recent frames are saved together with seventeen uni-
formly sampled frames and compare these in parallel, using threads, with the newly
captured frame. If a frame cannot be matched with any of the previous captured
frames they suggest an approximation of a constant motion model with high un-
certainty. They test their implementation using three di�erent feature extraction
algorithms, namely SURF, ORB and SIFTGPU. The last is an implementation of
SIFT [6] on a Graphics Processing Unit (GPU), in order to speed up the feature
extraction process. On nine tested sequences they show similar accuracy with SURF
and SIFTGPU but the Root Mean Squared Error (RMSE) for ORB is twice as high.
When using ORB the trajectory estimation failed on two of the nine sequences that
they tested on, showing some �aws of the ORB performance compared to the other.

In [16] a dense visual odometry approach similar to the one desired in this thesis
is presented. It is based on their previous work in [17] and [18]. They propose
an energy minimization approach in order to �nd transformation that matches the
new image exactly to the previous one. The show that their implementation is two
orders of magnitude faster than the ICP implementation in [11] and perform more

9



CHAPTER 3. RELATED WORK

accurately on small camera displacements. However ICP still have the upper hand in
the case of larger camera displacements. In [18] they draw the conclusion that their
method performs well enough to attempt to use it on an MAV, the aim of this thesis
is to test the same thing for AICK. In [16] they use their approach in [17] and [18]
and adds further functionality to it, mainly focusing on eliminating positional drift.
They propose a keyframe based method to limit the e�ect of sequential drift. where
instead of registering against the last captured frame one instead registers against
the latest selected keyframe. The keyframe selection they propose is entropy-based.
They also introduces a loop closure detection method based on the same entropy
method. The loop closure is further motivated by enabling the system to correct
for any accumulated drift by adding additional constraints when a scene is revisited
with a previously know position. This information can then be used to correct for
errors unintentionally obtained since the last visit of the scene. They show that the
use of keyframes reduces drift by 16% and by using loop closures they can reduce
the global trajectory RMSE from 0.19m to 0.07m.

3.2 Approaches Toward Autonomous MAV

A wide variety of approaches to constructing autonomous MAVs exist in the lit-
erature. In [19] and [20] they propose using two stereo camera systems, a total
of four cameras with two facing down and two facing forward. The stereo camera
information is then fused with the IMU data similar to commercial GPS-based im-
plementations. Another approach is to use a laser scanner which [21] pursue. They
focus on developing a MAV platform capable of both indoor and outdoor environ-
ments as well as a multi-�oor capable implementation. The motivation for multiple
�oors is to get an upper hand on ground vehicle which usually struggle with stair-
wells. They require all computations to be done on-board the vehicle including loop
closure, localization, planning and autonomous control which are all parts that they
touch upon.

Pose estimation is done with help of a laser scanner. They use a custom imple-
mentation of iterative closest point (ICP) [22] that runs at 20Hz using approximately
20% of the total CPU time. A simpli�ed occupancy grid-based incremental SLAM
algorithm is pursued in order to keep computational cost low.

When evaluating the on-board pose estimation the standard deviation at a hover
is compared with one when using a motion capture system as a ground truth position.

The evaluation of the pose estimation is done by comparing the result of trying to
keep a stable hover when using the on-board pose estimation compared to a motion
capture system. The result is then acquired by comparing the actual position of
the MAV and the desired position. The standard deviation from the on-board pose
estimation was {σx, σy, σz} = {0.0849, 0.0911, 0.0554}m compared to the motion
capture system that performed {σx, σy, σz} = {0.0416, 0.0416, 0.0454}m. The
result that the motion capture system achieves can be seen as the optimal result
that is possible to achieve with that speci�c MAV and its position controller.

10



3.2. APPROACHES TOWARD AUTONOMOUS MAV

In [23] they use a 2D laser range �nder, altitude and attitude sensor and fuse them
to perform on-board computed SLAM in an indoor environment, using an octree
based map. Scan registration is derived from HectorSLAM [24]. Research in [23]
is motivated by a broad scope of applications such as exploration of inaccessible or
hazardous environments in for example a search and rescue situation. They motivate
the use of time of �ight sensors because they do not depend on light and have a
longer range and higher precision than visual sensors such as an RGB-D camera.
They acknowledge that their choice results in a higher cost, power consumption and
weight due to their choice of sensors. They propose and show an implementation
called OctoSLAM and test it in di�erent environments to evaluate the performance.
In simulated test they have compared a 2D OctoSLAM, i.e., 3D space projected
onto a 2D plane, and a 3D octree based map. In environments which tend to
mostly be height independent the 2D OctoSLAM tends to slightly outperform the
3D OctoSLAM. However, in environments that are more height dependent the 3D
map OctoSLAM is in their paper the choice to be preferred since it achieves an
approximately 51% lower root mean squared error (RMSE) of the localization error
than the 2D map OctoSLAM.

In [25] they present an MAV using an RGB-D camera for positioning. They use
FAST features, and each feature is represented by a 80-byte descriptor. A faulty
feature match leads to an error in position which could lead to a crash. In [25] they
implement three measures to minimize the risk of a faulty match occurring. First,
an initial rotation estimate is used to narrow down the possible search window for
where the features can appear. Features outside this window are then impossible to
match. The second measure is inlier detection that uses the fact that the 3D distance
between two features in a frame should not change from one frame to the next. The
last is a motion estimation between the frames to extract the transformation. If the
match between the most recent frame and the previous one, fails the same procedure
is done with the frame before that. This works well when the MAV is hovering or
moving slowly. If the MAV is moving fast there is a risk that there is insu�cient
overlap in order to match the frames. Their results are promising, showing that
during a 90 s indoor �ight there was a mean position deviation of 0.062m and a
maximum position deviation of 0.19m. These results show that there is a great
potential for visual odometry for a MAV in an indoor environment.
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Chapter 4

Visual Odometry for Positioning a MAV

The overall method attempted in this thesis will be very similar to the one at-
tempted in [25], by using a RGB-D camera and the same PIXHAWK �ight con-
troller board. The positioning will be based on the information obtained from a
PrimeSense Carmine 1.08 RGB-D camera [26] mounted on the MAV. The starting
point is exploring the usefulness and capabilities of the AICK [2] algorithm.

4.1 Positioning

The idea of the positioning carried out in this implementation is feature and geom-
etry based. What this means is that each captured RGB-D image are analyzed and
interesting parts of the RGB-image is processed and described by an appearance
descriptor accompanied by a depth measure. The aim by doing this is to extract
stable features that will be present in a sequence of images. If the same point in the
environment is obtained in multiple images, assuming a short term static environ-
ment, the movement in pixels of the feature can be used to estimate the movement
of the camera. Since the camera is mounted on the MAV with a static position
o�set, the position of the MAV is thereby indirectly estimated as well. For a well-
functioning position estimate a feature descriptor that is rotation and scale invariant
and una�ected by illumination is desired. More about that in Section 4.1.1. Speed
and performance is essential to enable robust autonomous �ight of a MAV. Since
[8] show that ORB has superior speed and equal or better performance than both
SIFT and SURF, ORB was chosen to be the feature extraction method used in this
thesis.

4.1.1 ORB Feature Extraction

ORB [8] is a relatively new feature descriptor, based on the FAST [9] corner detector
and the BRIEF [10] feature descriptor. In visual odometry and other feature based
image processing implementations the most time-consuming and computationally
most expensive part has been the feature extraction. The fact that ORB is an order
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4.1. POSITIONING

Figure 4.1: Example image where corner candidate p is examined using FAST-3
(radius of 3 pixels). Using the 12 segment test on this image would imply that 12 of
the 16 highlighted pixels would need to be either higher or lower in intensity, than
p plus or minus the threshold.

of magnitude faster than SURF and two orders of magnitude faster than SIFT,
makes it a viable choice for a real-time implementation on-board a MAV.

FAST Corner Detection

The FAST corner detection takes a pixel p as a corner candidate and checks the
surrounding pixels in order to determine if the candidate should be considered a
corner. There are multiple alternatives and modi�cations of the implementation, for
simplicity an explanation of FAST-3 (the 3 stands for the radius) is described. It
looks at a circle with radius 3 pixels around the corner candidate. The circle then
goes through 16 surrounding pixels (Figure 4.1). The idea is then to check if these
pixels are brighter, similar or darker than the candidate. If at least 12 consecutive
of the 16 pixels are either brighter or darker than p the candidate is considered
to be a corner. The reasoning is that if a minimum of 3/4 of the surrounding is
either darker or lighter than p there is a transition at the point p making up a
corner. A pixel is considered brighter if it has an intensity higher than p plus a
set threshold and is considered darker if it has a lower intensity than p minus the
same threshold. To minimize the computational cost it is possible to rule out most
candidates by only checking four pixels on the circle that are separated as much
as possible, usually the pixels in the compass direction are selected. If three out
of the four pixels are either brighter or darker than p it is likely that it ful�lls the
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CHAPTER 4. VISUAL ODOMETRY FOR POSITIONING A MAV

requirement of 12 consecutive pixels. After all candidates has been subject to the
initial test the remaining candidates are subjected to the thorough test of looking at
all 16 surrounding pixels. This method is fast, but far from optimal since the result
from the initial four pixel test is not saved, so the corner candidates that are subject
to the thorough test will have four pixels that gets examined twice. There is also
no way to avoid adjacent corners and thereby limit the number of corners extracted
and the speed test cannot be generalized for all N , where N is the required number
of consecutive pixels to be classi�ed as a corner.

In this thesis FAST-9 is used since that is what was used in [8]. FAST-9 means
that a radius of 9 pixels is used which yields a circle with 72 pixels on the perimeter
and 54 consecutive pixels or more is regarded as a corner.

The FAST corner detection does not have a scoring function with which the
resulting candidates can be ranked. This means that there is no way of controlling
the number of keypoints obtained. This might lead to a high computational cost
due to a higher amount of keypoints than necessary to obtain acceptable precision.
To be able to rank the resulting candidates they are scored by the Harris corner
measure [27]. Harris corner measure is a metric by one can sort candidates based
on a quality measure presented in [27]. By ordering the keypoints and providing a
low enough threshold to obtain at leastM number of keypoints it is possible to only
use the M best keypoints according to the Harris measure.

FAST does not handle multi-scale features. To tackle this a scale pyramid is
used. FAST is then used on each level of the pyramid to extract keypoints. Then
the result is �ltered by the Harris measure so that the end result is the M highest
scoring keypoints.

BRIEF Descriptor

When a feature has been detected it is crucial that it is represented in an e�cient yet
unique way so that it is separable from the other extracted keypoints in the image.
In [10] they present a binary representation that is extended by [8] to enhance
performance on rotational invariance. BRIEF starts with a smoothed image patch
containing the FAST corner location and its close surrounding. Then an intensity
test is carried out in order to create the representing binary string. The smoothed
image patch, p of size S × S is processed through the binary test de�ned in Eq 4.1

τ(p;x,y) :=

{
1, if p(x) < p(y)

0, otherwise
. (4.1)

Where p(x) and p(y) are the pixel intensities at pixel x and y respectively.
The resulting output from BRIEF is a binary string, of length 32, de�ned as a

vector of binary intensity tests as shown in Eq 4.2

fn(p) =
∑

1≤i≤n
2i−1τ(p;xi,yi). (4.2)
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4.1.2 Registration Using AICK

To give AICK its desired input, each frame captured by the RGB-D camera goes
through the process of feature extraction which leads to each frame being represented
by 300 keypoints. The author of [2] has suggested 300 as a good trade-of between
speed (less keypoints) and performance (more keypoints). These keypoints are then
grouped by resemblance using a variation of the method called Bag of Words (BoW)
where the "words" but not the "bag" is used. BoW have a number of words with
which the keypoints are compared. Each keypoint is then assigned to the word it
resembles the most. The end result is an association for each keypoint to a word.
However, each word can be associated with multiple keypoints given that these
keypoints have that word as their closest words. The reason for using this approach
in AICK is because it limits the number of keypoint comparisons needed when trying
to register two point clouds to each other.

BoW requires a set of sample keypoints, words, in order to function. The process
of using the BoW method is done by a k-means clustering approach with the words
as the initial cluster centers. K-means clustering is a way to segment a number of
elements into a smaller set of elements, by grouping similar elements and using their
average as an element representing all elements within that group. The K-mean
algorithm tries to minimize the squared Euclidean distance, as seen in Eq 4.3, when
assigning cluster a�liations

arg min
S

k∑
i=1

∑
x∈Si

‖x− µi‖
2 . (4.3)

In AICK when registering a frame its keypoints are subject to a k-means cluster-
ing process where each keypoint, pk, is assigned to a list of its closest words Ψ(pk).
The length of Ψ(pk) can vary but is limited by a descriptor distance threshold Rw.
Resulting in Ψ(pk) only containing words closer than the distance threshold Rw.
This is done to speed up the association step since it allows us to only compare
every keypoint in an image with only a small subset of keypoints, which according
to [2] speeds up the association step by an order of magnitude in most cases. The
keypoint descriptor space is vast and the number of keypoints are relatively small
compared to the space to cover. This means that most of the descriptor space will
be empty and far from the closest word � much further away than Rw allows. This
therefore requires the words to be a good representation of the keypoints in the
scenery that is being captured.

The Euclidean distance de between each pair of points in the point cloud from
two di�erent clouds is used in ICP. AICK is built on the idea of ICP but has modi�ed
the distance metric and uses instead a weighted sum of de. AICK does not take all
points into consideration, as is the case for ICP. Instead, only the keypoints are
used. The distance between two keypoint descriptors is denoted by dd. d(a, b) is a
weighted sum of the feature distance and descriptor distance between two keypoints
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Figure 4.2: K-means clustering algorithm assigns a set of points into two di�erent
clusters based on squared Euclidean distance. The total distance from the center to
each point has been minimized and the cluster a�liation has been highlighted by
color.

a and b,

d(a, b) = (1− w(i))de + w(i)dd. (4.4)

Here i is the iterations so i ∈ {0, 1, 2, ...} and w(i) ∈ (0, 1). w(i) works as a
weight and is de�ned as w(i) = αi, where α is a shrinking factor that makes w(i)
decrease exponentially for every iteration i. AICK has an iterative schematic where
the the weight between visual appearance and geometrical properties changes with i.
By design we have w(i = 0) = 1, which results in the �rst iteration purely based on
visual appearance. This eliminates the need for an initial guess of the transformation
between the two point clouds to be matched. For every iteration the visual weight
decreases and the geometrical weight increases. When i becomes large the visual
appearance is basically neglected completely.

The need for two essential threshold values arises when Eq 4.4 is used. These
are needed in order to distinguish which keypoints are apparent in one of the point
clouds but not in the other and vice versa. If looking at the numerical values of dd
and de for di�erent iterations i the values di�er as much as an order of magnitude, so
the scaling of the distance measure di�ers drastically for di�erent iterations. Eq 4.5
criterion is used to deal with the scaling properties changing with i

d(a, b) ≥ (1− w(i))λe + w(i)λf . (4.5)
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Data: Input frames
Result: Transformation matrix between two sequential frames
BowAICK::getTransformation(RGBDFrame A, RGBDFrame B)
for each keypoint in A do

Possible matches between keypoint A(k) and each keypoint in B using
bow_threshold ;

end

for i from 0 to number iterations do
update d(a,b):=(1− αi)spatial_distance + αi

feature_descriptor_distance ;
if d(a,b)≥(1− αi)distance_threshold + αi feature_threshold then

Keep pair (a,b) as a match candidate;
else

Skip match this iteration;
end

for each keypoint in A do

Calculate best (1 to 1) match in B using d(a,b) to score matches;
end

update Transformation matrix ;
update α;

end

return Transformation matrix;

Algorithm 1: Pseudo code showing the main steps of the AICK algorithm.

λe is a threshold that matches the spatial scale and λf is a threshold that matches
the keypoint descriptor scale.

A schematic of the complete AICK algorithm can be seen in Algorithm 1.

Sequential Registration

Two di�erent registration approaches are considered in this thesis. The �rst and
simplest approach to register a stream of images, or point clouds in this case, is to
assume that we start at the origin or at a given starting point and let the coordinate
system of the �rst point cloud equal to this starting position. Then when the second
point cloud is collected it is simply registered against the previous point cloud by
running AICK and aligning up the keypoints to extract a transformation. This
approach works, but unfortunately for every point cloud added there will be a small
error in the transformation calculated. The registration is an estimate and will not
be completely free from errors. The sequential registration process uses a lot of point
clouds which means that lots of small errors adds up over time and can create a big
drift in the current estimate compared to the true position in relation to the origin.
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Keyframe Registration

The second approach tries to limit the drift problem that the sequential registration
has by the use of so called keyframes. There are multiple approaches to the use of
keyframes. The one proposed in this thesis will now be explained. The �rst point
cloud is taken as a keyframe and set as origin and all the following point clouds are
registered against this keyframe, instead of to the directly preceding point cloud.
This is done until there is not enough resemblance between the current point cloud
and the keyframe to make a registration with a lower error than set threshold.
When this happens the last point cloud that was able to get registered is set as a
second keyframe, with the additional information of its position in relation to the
�rst keyframe, and the current point cloud is registered against the second keyframe
instead. This is then continued until registration fails with the second keyframe,
which initiates the process of adding a new keyframe. The keyframes alone works
similar to the sequential registration, the di�erence is that the number of keyframes
is lower than the number of frames in a sequential registration process of the same
point cloud sequence. This should result in lower drift errors in most cases. In the
worst case scenario the keyframe registration behaves as a sequential registration.
The downside of using this keyframe registration is that it is more computationally
expensive, since every time a registration fails and a new keyframe is needed two
registrations will be done instead of one. This is because �rst a registration is
attempted on the previous keyframe, which fails, and then the new keyframe is
added and the current point cloud then also needs to get registered to the new
keyframe.

There is alternative keyframe approaches that lowers this computational load,
but comes with other costs. For example every q point cloud can be set as keyframes.
This will result in a lower drift than a sequential registration but it will not be
as good as the keyframe registration process proposed above. The computational
load is equal to that of a sequential implementation if q sequential point clouds
can be registered against the previous keyframe. If registration fails before q point
clouds the approach proposed above would be needed and therefore two registrations
needed for a single point cloud, i.e., higher computational cost. The advantage of
using keyframe registration was shown in [16] where their implementation decreased
the drift with 17%.

Loop Closure

The concept of loop closure is an extension to keyframe registration. The idea is
that some information is saved along the way at strategic positions, so that it is
possible to not only check the latest point cloud against the previous point cloud
or keyframe. It also checks for matches in a subset of frames from earlier in the
run. If a match is accomplished to an earlier frame we have been there before
and therefore have prior information about it. By using this prior information and
stitching it together with the new information it is possible to eliminate the drift
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that have been accumulated since last being at that position. This enables more
accurate and globally consistent result. Ideally one would want to save all prior
information and try and �nd loop closure with, this is however not feasible. Loop
closure implementations are computational costly so it is important to optimize.
Therefore a wisely chosen subset of information should be stored along the way for
an e�cient yet still e�ective loop closure implementation.

The registration approaches and loop closures does not only apply to point clouds
from RGB-D cameras. The concept exists and works in stereo and monocular camera
implementations.

4.1.3 Odometry Extraction and Processing
In the AICK registration process a transformation matrix is calculated and composed
as follows:

T =


a11 a12 a13 x

a21 a22 a23 y

a31 a32 a33 z

0 0 0 1

 . (4.6)

Where x,y and z is the translational position according to the coordinate frame
shown in Figure 4.3 and anm are nine parameters representing the orientation. To
extract roll, pitch and yaw the following relations are used:

roll = atan2(a32, a33)

pitch = atan2(−a31,
√
a232 + a233)

yaw = atan2(a21, a11)

(4.7)

where atan2 is a two argument arctangent function de�ned as:

atan2(y, x) =



arctan y
x x > 0

arctan y
x + π y ≥ 0, x < 0

arctan y
x − π y < 0, x < 0

+π
2 y > 0, x = 0

−π
2 y < 0, x = 0

unde�ned y = 0, x = 0

. (4.8)

The obtained transformation matrix is in the coordinate frame shown in Fig-
ure 4.3 where roll is rotation around the Z-axis, pitch rotation around the X-axis
and yaw rotation around the Y -axis. As can be seen in Figure 4.3 it uses the EUN-
frame i.e., locally from the cameras perspective the X-axis points east, the Y -axis
points up and the Z-axis points north.

However the �ight controller unit wants the input position to conform with the
ENU-frame convention. Which means that the X-axis should point east, the Y -axis
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Figure 4.3: The coordinate frame that is used by AICK when handling the inputed
point cloud for registration. The output from the AICK implementation is in the
same coordinate frame and needs to undergo a transformation to comply with the
requirements that the �ight controller has. The �ight controller is given its position
in the ENU-frame shown on the right side of the �gure. The camera is forward-
facing, meaning that in the �gure the front of the MAV is pointing to the right.

north and the Z-axis up. This is a local ENU-frame so it should not point east, north
and up with respect to the earth instead it is with respect to the �ight controller.
The required coordinate frame is shown to the right in Figure 4.3, along with the
transformation between receiving the position from the registration process before
passing it through to the �ight controller.

The required transformation then yields that
xENU = x

yENU = z

zENU = −y
(4.9)

where xENU , yENU and zENU is the position in ENU-frame space and x, y and
z is the outputted position from the registration process.
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Chapter 5

Experimental evaluation

The experimental evaluation is divided in two parts. The �rst one focuses on the
performance of the visual positioning of the system that has been built. Evaluating
the performance and identifying its strengths and weaknesses, in order to determine
if it is a viable choice when looking at alternatives for positioning a MAV in a GPS-
denied indoor environment. This is an important part since AICK [2] has never
been tested on an MAV, so its performance in such a situation is unknown. It is
of crucial importance that the positioning is accurate before it is even possible to
attempt the second part. The second part of the evaluation will look at the results
of autonomous setpoint �ight with the MAV position based on the visual odometry
estimates.

5.1 Experimental Setup

Evaluating the visual odometry performance will be done by examining a number of
�ight sequences captured by the RGB-D camera when manually �ying the MAV. The
sequences will be covering di�erent parts of an indoor o�ce environment to examine
if there are some environments that are more suitable than others. Sequences in a
long corridor, in o�ce rooms and a combination of both have been recorded. The
sequences are then processed and examined after �ight.

The registration is visually examined by looking at the resulting point cloud
that is constructed by registering all point clouds into one. If the registration has
made an error it is easily spotted with a visual examination. Even smaller errors
give rise to duplicates of objects in the environments, such as duplicated table legs
which are usually easily spotted. Analyzing the number of keypoints that have
successfully been matched between frames also gives an indication of the performance
and accuracy of the transformation obtained. It also allows for a more thorough
analysis of frames where the number of matched keypoints are low. Analyzing these
frames iteration for iteration in the AICK algorithm, enables the possibility to look
closer at what might be causing the shortcomings. Finding the shortcomings makes
it possible to avoid them or even better, improve the algorithm to eliminate the
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shortcoming from occurring.
If a sequence performed poorly with clear visual errors we attempt to solve this

with a frame removal extension. This extension addresses the risk of a few bad frame
drastically worsening the overall result. If a frame achieves a keypoint matching score
less than 40 when registered, the frame is removed. If a registration get less than
40 keypoint matches, chances are high that the registration had some errors big
enough to result in visual apparent errors. 40 is not an absolute value, but rather
an estimate retrieved from experience. The removed frame might contain motion
blur or other factors making it hard to register the frame against the previous frame.
This extension does lead to a risk of not being able to match any more future frames,
and the risk grows for every removed frame. This removal was only done once, so
even though all keypoint matches less than 40 was removed, there is a chance that
the new reduced sequence also produces keypoint matches lower than 40.

Testing the performance of the MAV �ying autonomously will be carried out by
starting the positioning and then taking o� manually and in mid-air changing �ight
mode from manual to autonomous position control. Where the desired position
is the one the MAV was in when the mode was changed. The performance will
then be measured by its ability to maintain its position without crashing or drifting
unreasonably, similarly as was done in [25]. Logging images and position data is
done throughout the �ight to enable for troubleshooting or reconstruction of the
visual odometry results.

5.2 Results

5.2.1 Registration

Firstly two sequences of an o�ce room will be shown and then two from a corridor.
The �rst sequence captured from the MAV during a manual �ight is shown in Fig-
ure 5.1. It is a �ight with mainly rotational movement, which was the intention, and
just a slight translational movement due to the imperfection of manually control-
ling the MAV in �ight. Translational movement is easier to register, compared to
rotational movement. This sequence shows that AICK is able to register sequences
with mainly rotation. The �rst sequence consists of 249 point clouds and got reg-
istered with AICK after the �ight. It was a purely sequential registration and no
modi�cations to the point clouds or selective selection of them were made before
registration. The registration result can be seen in Figure 5.2a, there is no sign of
any visual errors. Which means that the transformation estimates have a low error,
since even very small errors quickly show in a visual inspection. Another sign that
the registration has been successful is apparent when looking at the histogram in
Figure 5.2b. The median keypoint match score per registration iteration for the se-
quence is 262 out of 300 keypoints per point cloud. The lowest keypoint match score
in the sequence was 197, which is signi�cantly higher than 40 which from experience
is a good indication about the registration performance. Note that in Figure 5.2a
the tables appear hollow with a hole in them, this is simply because the captured
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(a) Depth 1. (b) Depth 63. (c) Depth 125. (d) Depth 187. (e) Depth 249.

(f) RGB 1. (g) RGB 63. (h) RGB 125. (i) RGB 187. (j) RGB 249.

Figure 5.1: Five of the 249 point clouds from the �rst evaluated o�ce sequence. The
shown point clouds are evenly spread in the sequence. Each point cloud is divided
into a RGB image and a depth image for a 2D representation. The caption of the
sequence images describes the type of image and its placement in the sequence.

point clouds were taken parallel to the height of the table. When not all angles are
covered there are areas that have never been in line of sight of the camera, hence no
information has been able to be collected from there.

The second sequence contains 123 point clouds which were sequentially registered
to each other. Five point clouds from the sequence can be seen in the images in
Figure 5.3. Where the sequence starts when entering an o�ce room and �ies into
it and then starts turning to look around in the room. In Figure 5.4a the resulting
point cloud from registration is shown. By examining the visual appearance there is
clear evidence of point clouds that has been poorly matched. When looking at the
distribution of matched keypoints per frame, see Figure 5.5a, there is three point
clouds that scored a keypoint match less than the threshold of 40 matches which
usually indicates a high risk of a bad registration. Using the extension with point
cloud removal of point clouds with less than 40 matches in the sequence, greatly
improved the result. This is apparent in Figure 5.4b where there no longer are points
which seem to have been incorrectly rotated. Instead a clear uni�ed image of the
whole sequence is seen. There is no sign of duplicated objects which indicates that
the registration has performed well and so also the positioning extracted from the
transformations should be accurate since they are linked to each other due they both
originate from the calculated transformations. The distribution shown in Figure 5.5b
is nearly the same as Figure 5.5a but there are no longer any keypoint match scores
lower than the threshold of 40 matches. Looking further at the distributions the
median has changed from 158 to 157 by using the point cloud removal extension,
so the median stayed almost unchanged. However looking at the lowest matches
the extension changed the lowest value from 10 to 42. So it was able to increase
the lowest number of keypoint matches by removing point clouds that for di�erent
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(a) A 2D image of the resulting 3D point cloud from the registration process.
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(b) Histogram of the keypoint matching score per point cloud
registered to the previous one.

Figure 5.2: Sequence 1: Figure 5.2a shows resulting point cloud with sequential
registration. Duplicated table legs or similar are not apparent, which is an easy way
to con�rm that a registration with low matching errors has been done. Figure 5.2b
shows the histogram of the number of keypoint matches achieved in the point cloud
sequence.
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(a) Depth 1. (b) Depth 31. (c) Depth 62. (d) Depth 92. (e) Depth 123.

(f) RGB 1. (g) RGB 31. (h) RGB 62. (i) RGB 92. (j) RGB 123.

Figure 5.3: Five of the 121 point clouds from the second evaluated o�ce sequence.
The shown point clouds are evenly spread in the sequence. Each point cloud is
divided into a RGB image and a depth image for a 2D representation. The depth
image color gets brighter as the distance grows, completely black areas are where no
depth data is registered which can be seen in the above images where the window
is located. The caption of the sequence images describes the type of image and its
placement in the sequence.

reason, e.g., motion blur, achieved low matching scores. This resulted in a more or
less unchanged median keypoint matching score, but looking at the visual result it
has made all the di�erence in the success of registering the sequence.

The third sequence was also captured when �ying the MAV manually. The
�ight was done in a corridor of about 33 × 2 m and the �ight covered about 27m
of the length of the corridor. The MAV was oriented so that the camera was aimed
approximately straight down the corridor. Five point clouds from the sequence is
shown in Figure 5.6. All �ve depth images have a large black area in the middle,
which means that there are no depth measurements available there. Just like the
previous sequences this sequence was also subject to a sequential registration using
AICK, with no modi�cations on the point clouds prior to registration. This is of
course to fairly judge the achieved performance and also replicate the approach used
for attempting autonomous �ight with the MAV. The result of the registration can
be seen in Figure 5.7a. The result is chaotic and not interpretable, meaning that the
estimated transformations have had large errors multiple times. The histogram, see
Figure 5.8a, of the keypoint matches con�rms that AICK has struggled to match
the point cloud with each other. The median is 27 keypoint matches per registered
point cloud, this means that more than half of the point clouds got registered with
less than 40 keypoint matches which from experience was used as a good minimum
desired keypoint match count to ensure a low error in the registration. An attempt
to remove all low keypoint match scoring point clouds was made, this resulted in
the sequence going from 303 to 103 point clouds. The result of the point cloud
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(a) Image of the resulting point cloud from registering sequence two.

(b) Image of the resulting point cloud from registering sequence two using the extension of
removing low keypoint match scoring point clouds.

Figure 5.4: Sequence 2: Figure 5.4a shows resulting point cloud with a purely
sequential registration. Figure 5.4b shows the visual improvement when removing
the point clouds that had low keypoint matching scores (< 40).
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(a) Histogram of the keypoint matching
score per point cloud registered to the pre-
vious one.
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(b) Histogram of the keypoint matching
score per point cloud registered to the pre-
vious one using the extension of removing
poorly scoring point clouds.

Figure 5.5: Sequence 2: In Figure 5.5a and Figure 5.5b the histogram of the number
of keypoint matches achieved per point cloud from sequence two without and with
the extension respectively is shown.

(a) Depth 1. (b) Depth 77. (c) Depth 152. (d) Depth 228. (e) Depth 303.

(f) RGB 1. (g) RGB 77. (h) RGB 152. (i) RGB 228. (j) RGB 303.

Figure 5.6: Five of the 303 point clouds from the �rst evaluated corridor sequence.
The shown point clouds are evenly spread in the sequence. Each point cloud is
divided into a RGB image and a depth image for a 2D representation. The sequence
is captured with the camera looking straight down the corridor. The caption of the
sequence images describes type of image and their placement in the sequence.
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removal extension is shown in Figure 5.7b and the keypoint match histogram is in
Figure 5.8b. The median keypoint match count increased from 27 to 48 so in that
sense it was an improvement, but the visual appearance of the registration is still
not interpretable. The median did increase signi�cantly, however there are still 38
point clouds out of the 103 that had less than 40 keypoint matches when registered.

The fourth point cloud sequence is similar to sequence three, in that it was
generated in the same corridor. The di�erence between the two was that in the
fourth sequence the MAV was �own at an approximately 45 degree angle to one of
the walls. The main reason for this was to ensure a bigger part of the point cloud
would have depth information within the operating range of the RGB-D camera. In
the third sequence a big part of the point clouds had no depth data at all or outside
the operating range. Figure 5.9 shows �ve point clouds from the fourth sequence.
By looking down the corridor at an angle the hypothesis was that there was a chance
of improving the results, however as seen in Figure 5.10a this was not the case; at
least not visually. The resulting point cloud is still not interpretable. If looking at
the histogram in Figure 5.11a instead it shows an improvement, the median keypoint
match score on sequence four is 54 which is higher than both attempts at registering
sequence three.

An attempt at removing the low keypoint match scoring point clouds result in
removing 119 of the 269 point clouds. The registration result of this is shown in
Figure 5.10b and Figure 5.11b. Similarly to sequence three the point cloud removal
did not yield an interpretable registered point cloud. The median increased to 69,
however there is still 41 point clouds with a keypoint match score less than 40.
Registration did perform better when partially looking at the wall, however it is
not nearly good enough for letting a MAV �y autonomously based on the acquired
position.

5.2.2 Visual Odometry Comparison

In order to get a sense of how the implementation performs compared to other reg-
istration implementations a comparison was done between the AICK registration
implementation used in this thesis and two other implementations. An implemen-
tation called ORB-SLAM [3] and ICP on which AICK is built. ORB-SLAM is a
monocular SLAM implementation, which means it uses a sequence of RGB-images
as input to localize and map the surrounding. As a result it does not need any
depth information � instead it estimates the movement and distance to objects
with the help of parallax. Parallax is the displacement of an object depending on
di�erent viewing angles. ORB-SLAM uses keyframe registration and has the ability
to close loops, meaning it should be less a�ected by drift compared to the imple-
mentation of AICK we use. ICP is similar to AICK, but does not use keypoints
instead it matches all points to each other. Matching all points to each other is a
time-consuming task, a comparison of computation times between AICK and ICP
is shown in Chapter 5.2.3. In Appendix B a comparison of di�erent preprocessing
settings for ICP is presented. The best setting is a trade o� between accuracy and
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(a) Image of the resulting point cloud from registering sequence three.

(b) Image of the resulting point cloud from registering sequence three using the extension
of removing low keypoint match scoring point clouds.

Figure 5.7: Sequence 3: Figure 5.7a shows resulting point cloud with a purely
sequential registration. Figure 5.7b shows the visual improvement when removing
the point clouds that had low keypoint matching scores (< 40). The point clouds
are displayed from an angle trying to make them as interpretable as possible. There
are some matched segments one can see, however mostly it is just a big mess of
badly matched frames lying on top of each other making it visually chaotic.
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(a) Histogram of the keypoint matching
score per point cloud registered to the pre-
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(b) Histogram of the keypoint matching
score per point cloud registered to the pre-
vious one using the extension of removing
poorly scoring point clouds.

Figure 5.8: Sequence 3: In Figure 5.8a and Figure 5.8b the histogram of the number
of keypoint matches achieved per point cloud from sequence three without and with
the extension respectively is shown.

(a) Depth 1. (b) Depth 68. (c) Depth 135. (d) Depth 202. (e) Depth 269.

(f) RGB 1. (g) RGB 68. (h) RGB 135. (i) RGB 202. (j) RGB 269.

Figure 5.9: Five of the 269 point clouds from the second evaluated corridor sequence.
The shown point clouds are evenly spread in the sequence. Each point cloud is
divided into a RGB image and a depth image for a 2D representation. The �ight
is done at an approximate angle of 45 degrees from the wall while �ying down the
corridor. This is to ensure that a higher percentage of the point cloud has valid
depth information, which should make AICK perform better.

30



5.2. RESULTS

(a) Image of the resulting point cloud from registering sequence four.

(b) Image of the resulting point cloud from registering sequence four using the extension of
removing low keypoint match scoring point clouds.

Figure 5.10: Sequence 4: Figure 5.10a shows resulting point cloud with a purely
sequential registration. Figure 5.10b shows the visual improvement when removing
the point clouds that had low keypoint matching scores (< 40).The point clouds are
displayed from an angle trying to make them as interpretable as possible. There are
some matched segments one can see, however mostly it is just a big mess of badly
matched frames lying on top of each other making it visually chaotic.
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(a) Histogram of the keypoint matching
score per point cloud registered to the pre-
vious one.
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(b) Histogram of the keypoint matching
score per point cloud registered to the pre-
vious one using the extension of removing
poorly scoring point clouds.

Figure 5.11: Sequence 4: In Figure 5.11a and Figure 5.11b the histogram of the
number of keypoint matches achieved per point cloud from sequence four without
and with the extension respectively is shown.

speed. The chosen setting was the one denoted ICP1cm in Appendix B that uses a
pass through �lter with the range 0.5m to 4m and a voxel size of 0.01m.

The point clouds described in Section 5.2.1 are saved into RGB- and depth-
images separately to enable running ORB-SLAM on the RGB-images. The four
sequences presented in Section 5.2.1 are tested with ORB-SLAM. It shows similar
performance where ORB-SLAM is not able to run successfully in the two corridor
sequences. In the two sequences in the o�ce room they are running successfully and
show similar performance. ORB-SLAM and AICK have shown similar requirements
in order to function properly. On sequences where AICK works ORB-SLAM tends
to do the same and vice versa. These test were mainly done to examine if there
would be any di�erence in success when it comes to environment. More from the
corridor in the case of ICP1cm is discussed below.

A more precise evaluation focusing on precision performance between AICK and
ORB-SLAM was also conducted. Due to the di�culty of �ying the MAV manually
in a precise matter, these sequences where recorded when the MAV was sitting on
an o�ce chair approximately 0.5m above the �oor. To better simulate a real �ight
the chair was intentionally pushed in a non-smooth and straight manner, but still
have a distinctive direction of travel. The three sequences were driven in a shape
where the start and end are at the same position. This way it is easy to see the
e�ects of drift, which often is more di�cult to spot in a visual inspection as was
done in Section 5.2.1. The three shapes are a square, a plus and a triangle. All
three sequences were done in the same o�ce, that has been proven as a suitable
environment. It is mainly translational movement and barely any rotation which is
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(a) Showing the estimated trajectory of the MAV when using ORB-SLAM, AICK
and ICP1cm on the sequence moving in the shape of a square.
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(b) Showing the estimated height of the MAV when using ORB-SLAM, AICK and
ICP1cm on the sequence moving in the shape of a square.

Figure 5.12: The sequence where the MAV was moved in a square with sides of 1m.
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easier for visual systems to handle.
The square shaped sequence was done moving the MAV in square with sides of

approximately 1m. The results are shown in Figure 5.12, where it has been divided
into the planar movement and the height estimates purely for clarity. Figure 5.12a
shows the attempted true motion and then the estimated trajectory. One can see
that both AICK and ORB-SLAM forms the trajectory in the shape of a square,
however neither of them is able to close the square and return to the origin. The
same goes for ICP1cm, but ICP1cm shows much less movement along the x-axis
and creates a long rectangle shaped trajectory. ORB-SLAM ends up 0.23m from
the origin at the end of the run, AICK ends up 0.22m from the origin and ICP1cm
0.35m. All three underestimates the distance traveled in each direction since the
cut the corners before reaching 1m. AICK performs better in this aspect as it �lls
most of the true square, where as ORB-SLAM estimates a square barely 25% of the
the area of the true square. Looking at the height estimates which are displayed in
Figure 5.12b one sees that all three have errors of up to 0.15m during the run. Since
the MAV was standing on a moving chair the relative height should be zero because
it is a purely planar movement. AICK and ICP1cm shows similar tendencies to
drift, since the error is growing steadily throughout the sequence. ORB-SLAM on
the other hand starts o� with growing error, but after half the run it recovers and
returns to 0.01m at the end of the sequence.

In the second sequence the MAV was moved in a shape of a plus sign. It started
at the origin and then moved backwards approximately 0.8m and then back to the
start. It then went backwards 0.4m where it went 0.5m left and right before return-
ing to the middle and lastly moved forward to the starting position. In Figure 5.13a
one can see that AICK estimates a trajectory in a clear plus sign movement, but
also that there is a slight drift. When looking at the horizontal part which di�ers
somewhat from the true movement, both by the distance between the lines and that
it does not go far enough to the left and specially the right. The end position is
0.22m from the starting position. In Figure 5.13a it is also possible to identify a plus
sign created from ORB-SLAM and ICP1cm, it is however a bit compressed mainly
horizontally in both cases. Where it only travels about 0.15m sideways according to
ORB-SLAM, compared to the actual 0.5m. ICP1cm is slightly better in that sense
since it travels 0.19m to the left and 0.25m to the right. The end position is o�
target by 0.25m for ORB-SLAM and 0.29m for ICP1cm.

Looking at the height it should once again be zero since it is purely planar move-
ment done. In Figure 5.13b the same tendency as in Figure 5.12b is apparent for
AICK and ICP1cm. There is a steady increase in the height error throughout the
sequence with a maximum error of 0.16m and 0.15m for AICK and ICP1cm respec-
tively. At the sequence end of the sequence AICK and ICP1cm has accumulated
an error of 0.12m and 0.09m respectively. Here once again ORB-SLAM performs
better, since Figure 5.13b shows a stable height estimate with an average error of
0.01m and a maximum deviation of 0.05m.

The last shape was of an isoceles, i.e., two of the sides are of equal length,
triangle with the horizontal and vertical sides of approximately 1m. Both AICK
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(a) Showing the estimated trajectory of the MAV when using ORB-SLAM, AICK
and ICP1cm on the sequence moving in the shape of a plus.
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(b) Showing the estimated height of the MAV when using ORB-SLAM, AICK and
ICP1cm on the sequence moving in the shape of a plus.

Figure 5.13: The sequence where the MAV was moved in a plus. With a vertical
line of length 0.8m and a 1m horizontal line that intersect in the middle.
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(a) Showing the estimated trajectory of the MAV when using ORB-SLAM, AICK
and ICP1cm on the sequence moving in the shape of a triangle.
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(b) Showing the estimated height of the MAV when using ORB-SLAM, AICK and
ICP1cm on the sequence moving in the shape of a triangle.

Figure 5.14: The sequence where the MAV was moved in the shape of a isoceles
triangle, i.e., two sides of equal length (1m).
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Figure 5.15: Comparison in position estimate in the �ying corridor sequence shown
in Figure 5.6. Starts at the origin and moves forward more or less straight through
the corridor.

and ORB-SLAM is able to estimate the movement as a triangle, similarly as with
the previous experiments all three cut the corners and estimates a smaller distance
than the actual distance traveled. The estimates is shown in Figure 5.14a. All three
almost comes back to the origin at the end of the sequence with an error of 0.09m,
0.11m and 0.07m for AICK, ORB-SLAM and ICP1cm respectively.

The height estimate shown in Figure 5.14b show the same behavior as with
both the square- and plus-shaped movement. AICK accumulates error over time,
the di�erence from the previous two sequences is that this time it is not a steady
increase in error. The estimate starts of with a estimate of positive height and
half-way through the sequence it is changed to a negative estimate of the height.
A maximum error of 0.19m is estimated 60% into the run and an average error of
0.06m. ICP1cm also struggles and accumulates an error during the run and ends
with an error of 0.14m. ORB-SLAM on the other hand estimates a maximum error
of 0.07m during the run but recovers with an error of barely 0.01m at the end of
the sequence, the average error during the sequence is 0.03m.

As shown previously AICK performed badly in corridor environments. AICK
shows high accuracy in many situations and is proven to be faster than ICP in both
[2] and in Section 5.2.3. However in some situations ICP actually outperforms AICK.
In Figure 5.15 all planar position estimates for sequence three shown in Figure 5.6
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Table 5.1: Table showing the computational time for di�erent ICP settings. The
voxel column states the voxel size used and range states the pass through �lter
range. Low and high is the minimum and maximum time consumed and median
states the median time needed. Pre states the preprocessing time needed, i.e., the
total time for registering a point cloud minus the actual ICP/AICK algorithm time
consumption.

Algorithm Voxel (m) Range (m) Low (s) Median (s) High (s) Pre (s)

AICK � � 0.0086 0.0091 0.0146 0.0918

ICP � � 22.5213 79.6696 335.1860 0.1027

ICPpass � 0.5-4 2.1948 4.3722 17.0333 0.1238

ICP1cm 0.01 0.5-4 0.3529 0.7684 1.6084 0.2016

ICP5cm 0.05 0.5-4 0.0136 0.0303 0.0726 0.1766

ICP10cm 0.1 0.5-4 0.0026 0.0089 0.0215 0.1744

from Section 5.2.1 for AICK and ICP1cm. As shown previously in Figure 5.7 AICK
was unable to produce an interpretable result which one can understand when look-
ing at Figure 5.15. The position starts in the origin and for AICKs estimate they
are spread out all over the place, even though the �ight was done �ying more or less
straight in the middle of the corridor. If one looks at the position estimates given
from ICP1cm it shows a much more consistent line of positions, it is clearly not
completely straight but still a much better estimate of the movement than the one
AICK estimates. ICP1cm does however underestimate the distance traveled, the
3D trajectory is only 12.7m long while the true distance traveled is approximately
27m. This can also be seen in the resulting point cloud created from registering the
whole sequence. One can actually interpret the scene as a corridor, but there are
some errors that mainly comes from drift. So the created corridor is not straight,
instead it is curved from the accumulation of drift. It is hard to generate a good 2D
representation of this result to show, a link to the point cloud �le is available 1 and
can be viewed with software compatible with showing PCD-�les.

5.2.3 Computational Speed
One of the main reasons for using AICK was the claim made in [2] that it is much
faster than ICP and other registration methods. An experiment was done that
compared AICK with ICP, using di�erent settings on ICP too see if it is possible
to �nd a combination that is able to compete with AICK. The computer used was
NUC 1 presented in Table A.4. The results are presented in Table 5.1. Five di�erent
preprocessing settings were used with ICP to limit the number of points in each
point cloud, which enables for faster registrations. A pass through �ltering, denoted
"range" in Table 5.1, was done to remove all points outside the speci�ed range.
Meaning that all points outside the speci�ed range are removed. The selected range,

1https://www.dropbox.com/s/bbbi93jy9f4goit/ICP1cmCorridor.pcd?dl=0 (large �le, 253 MB)
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0.5m to 4m, encloses the RGB-D cameras optimal depth range, 0.8m to 3.5m, with
a slight padding. To further limit the number of points in each point cloud a voxel
grid was used. A voxel grid creates a 3D grid over the whole point cloud and takes
the average of all points within a voxel and takes the average of them and creates
one point in the voxel.

In Table 5.1 the time consumptions is tested on the data captured from the
plus, triangle and square shape sequences as well as the full 360 degree shown in
Figure 5.16b. This was done for four out of �ve of the preprocessing settings. Due
to the large time consumption of not using any preprocessing, the time data are only
from running the square sequence. However all four sequences used gave similar time
consumption results on all other preprocessing settings.

One thing to note is that the last column in Figure 5.1 shows the preprocessing
time, this is optimized for AICK. In the ICP implementation this is not optimized,
and there should be possible to reduce the preprocessing time. Comparing the
di�erence in preprocessing time between ICP without preprocessing steps and those
with, should give a good sense of the cost of preprocessing the point clouds before
running ICP.

Looking at the computation time AICK is faster than ICP for four of the ICP
runs, when using large 0.1m voxels ICP performs as quickly as AICK. However
as seen in Figure B.1 and Figure B.2 there are a big reduction in accuracy when
increasing the voxel size. So AICK is still the obvious choice. One can conclude
from Table 5.1 that AICK is de�nitely faster than ICP and con�rms these claims
made in [2].

5.2.4 Drift and Transitions

It is common that the features in a point cloud are grouped in smaller clusters and
not evenly spread over the whole point cloud. This is because it is rare that the whole
scene have an even spread of distinctive features. This fact and the property of AICK
not needing an initial guess of the transformation sometimes result in problems. This
has been noticed throughout testing of AICK. In a sequence when an object that
has a cluster of features on it transitions out of view AICK is vulnerable since the
features exist in the old point cloud but not in the new one that is about to get
registered. These features do not exist in both point clouds but some of them do
share the same visual closest word as other features from the new point cloud. So
they will be attempted to be matched. In the �rst iteration they will be able to
match, but when the second iteration starts and the geometrical properties come
in to account these features are deemed as not possible matches. The end result
is a low keypoint matching score and a high risk of a large error in the estimated
transformation. This risk is even higher a risk if there happens to be a new object
entering the scene at the same time as another leaves. Since these keypoints on visual
appearance sometimes match. So there is a problem with the use of keypoints when
a keypoint only exists in one of the point clouds.

One way to approach this problem could be to divide each point cloud into
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(a) A sequence with AICK running without prior knowledge and the �rst iteration of AICK
is purely based on visual appearance.

(b) Using prior geometrical knowledge also in the �rst iteration of AICK shows improvement
compared to Figure 5.16a. Here k = 0.5 is used.

Figure 5.16: Two point clouds illustrating the use of an initial guess in the �rst itera-
tion of AICK in some cases. Both point point clouds are viewed from approximately
the same position.
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Figure 5.17: Zoomed in from Figure 5.16b where the accumulated drift is clearly
visible since the registration has created what looks like two backrests. It is however
the same chair that is shown at di�erent locations due to the drift.

smaller bins and require a number of keypoints within a each bin instead of only
taking the globally "best" keypoints as is currently done. This can be useful but
we believe that there are weaknesses with this approach as you might force to have
keypoints that are not useful. For example if one of the bins show a white wall,
there will not be any good and stable features on this wall. But a binning approach
would force us to use keypoints from that wall.

Instead a way of avoiding the whole problem has brie�y been tested. The solution
is to take some prior knowledge and not let the �rst iteration decide purely on visual
appearance. This assumption is reasonable in an application with a MAV since there
will be a constant stream of point clouds and it is known that the movement between
two consecutive point clouds will be limited. The initial testing have been done
by multiplying αi with a constant k. Since αi goes from 1 exponentially towards
0 for each iteration a constant k makes kαi go from k to 0. As long as k ≤ 1
the geometrical aspects will come in to account even on the �rst iteration. This
has proven to work successfully in sequences where there exist a large number of
features that only exists in one of the point clouds, this can be seen in Figure 5.16.
In Figure 5.16 a sequence of a o�ce room is shown. It moves through the room
looking at the closest wall and looking in all directions. This creates a 360 degree
registered map of the o�ce. In Figure 5.16a the �rst iteration of AICK is purely done
on visual appearance i.e., k = 1. As can be seen there are some point clouds that
are poorly registered, resulting in a map that is hard to interpret. In Figure 5.16b
however some geometrical knowledge was used also in the �rst iteration of AICK,
this was done with k = 0.5. Now the map is clear and there is no sign of any badly
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registered point clouds.
As has been said about sequential registration, it su�ers from drift. This was

also shown in the sequences where the MAV was moved in a certain shape and
returning to the origin. The sequence in Figure 5.16 was started and ended at the
same position meaning that the last position estimate should be close to the origin.
However there are clear signs of drift during the run, because when returning to the
starting position it claims to be in (X,Y, Z) = (−0.1028,−0.0167891,−0.266282)
m i.e., it has drifted 0.29m. This is noticeable if you look closely in Figure 5.16b,
Figure 5.17 a backrest of a chair has been zoomed in from Figure 5.16b. There
are two instances of the same backrest of a chair slightly shifted from each other.
This error has been accumulated throughout the sequence when registering all point
clouds.

5.3 Analysis

Looking at the four sequences presented in Section 5.2.1 it can easily be concluded
that the registration, and therefore also the positioning due to their dependency on
the extracted transformations, in o�ce rooms perform much better than in corridors.
There are a number of factors that play a role in why this is the case which will be
analyzed here.

AICKmakes use of both the visual appearance and the geometry at hand through
the use of both the RGB- and depth-information in the captured point clouds. This
works both as an advantage but in some cases it also works as an disadvantage.
It is computationally cheaper to combine the RGB and depth information received
from the RGB-D camera than extracting depth information from two RGB cameras
in stereo. However since AICK uses both RGB and depth it is necessary for both
to be accurate, which means that it gets problematic when objects in view of the
RGB-D camera is outside of its operating range. The result is either no depth data
at all or a high uncertainty. So even though the �rst iteration of AICK, when only
visual appearance accounted for, might match the the correct keypoints to each
other the match might be neglected in later iterations due to it exceeding geometric
thresholds. All this because of keypoints with high uncertainty and possibly large
errors in depth, which is not consistent between captured point clouds.

What have been concluded from studying the registration iteration by iteration,
is the lack of distinctive and unique visual features and the lack of accurate depth
information in the corridor. Looking at the �rst iteration when visual appearance
alone is used there is a large number of keypoints that, through visual inspection,
can be determined as incorrect keypoint matches. When iteration i grows, and so
also the geometrical weight, it correctly removes the incorrect visual matches from
the �rst iteration. However some matches are kept and some are also added, that
are incorrect. This is simply because they of the inconsistency in depth information
due to the high uncertainty of the same. The visual features are similar enough, but
not the same, and the inconsistency in depth makes them seem to be located in the
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same place.
Another aggravating part is the e�ect of illumination, all doors in the corridor

are made of glass and in each end of the corridor is a glass door with direct outdoor
light. These light sources and the re�ections in the glass makes the illumination
levels vary during the sequence, and also brighten up some parts of the image so
they become very white and therefore will make it impossible to extract stable
keypoints. Comparing sequence three and four, seen in Figure 5.6 and Figure 5.9,
with sequence one and two, seen in Figure 5.1 and Figure 5.3, clearly shows the
change in exposure throughout sequences in the corridor compared to in the o�ce.
There are windows in the o�ce as well but the room itself is illuminated by the light
in the ceiling, so the outdoor light does not get the same brightening e�ect. The
windows in the o�ce do not give rise to re�ections which is the case for the doors
throughout the corridor. Keypoints are extracted from the re�ections, however most
of them end up unable to get correctly matched in the registration process.

All together there is simply too many factors in the corridor that does not suit
AICK and the implemented registration process that has been chosen. Possible
improvements will be discussed later in this section. The two sequences in the
corridor represent a subset of a big set of trial sequences in corridors, not a single
one could create a visually interpretable registered point cloud. In the o�ce rooms
more or less all sequences succeeds except a small number of images, similar to the
result in sequence two, get low keypoint match scores. These are however most of
the time removable using the presented extension to the sequential registration used.

In the o�ce sequences AICK and the sequential performed superbly where both
have a high number of successfully matched keypoints. The main reason is that
there is a high number of unique and distinctive features in the room and that they
also are mostly within the RGB-D cameras operating range, resulting in a much
lower uncertainty in the depth information and hence also a more consistent depth
map. However with the current implementation it is very sensitive. One or a few
point clouds with motion blur or other disturbances can throw the positioning o�
dramatically. The extension of removing bad frames can make a di�erence as is
clear in sequence where three separate point clouds achieved a low keypoint match
score and the removal of them reduced the error to satisfying levels. If a longer
sequence of point clouds fails and are removed when in �ight it can lead to a crash,
the positioning implementation runs at 10Hz and the �ight controller unit (FCU)
[5] requires a minimum of 2Hz of position estimates. This means that if �ve con-
secutive point clouds with too low keypoint matching scores will lead to an aborted
autonomous �ight. This was handled in the implementation used when attempts
to �y autonomously was made by linearly extrapolating the current position if the
visual positioning was deemed untrustworthy. The visual postioning was deemed
untrustworthy when a keypoint match score less than 40 was achieved or the po-
sition had changed with more than 0.1m in any direction since the last position
update.

In a well suited environment with a wide variety of unique and distinctive possible
features and distances to these object within the RGB-D cameras operating range,
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the tested implementation in this thesis is performing accurately enough to use
on a MAV. However, it is not robust enough as is. One would need to extend
the capabilities of the implementation used to handle the point cloud in a more
complex way than just sequentially registering the captured point clouds. Keyframe
registration with the ability to close loops have not been tested in this thesis, but
it would most likely be able to make the positioning much more robust even when
encountering point clouds with lower quality keypoints. It would also lower the drift
that otherwise is a common problem during longer registration sequences. This is
not saying that AICK is a bad registration method, because it is not. It is more than
capable of delivering an accurate registration, it is just that the implementation used
in this thesis did not have the functionality in place needed for increased robustness.
Nor was there time in this thesis to implement this extra functionality.

Looking closer at the claims made in [2] about AICK being considerably faster
than ICP is con�rmed in the test performed during this thesis. On the computer
used in this thesis (NUC 1 in Table A.4) we are able to run AICK and all necessary
processing to provide a position estimate to the FCU at a rate of 10Hz. The best
time possible for ICP of the tested would be ICP10cm, however then you neglect the
accuracy aspect completely and ICP10cm is not able to provide a accurate position
estimate. ICP does have some strengths compared to AICK e.g., registration in
corridors or other environment with a low number of distinctive visual features.
Some initial testing has been done in the corridor where you use an initial guess
and take geometrical properties into account in all iterations. These initial test
show promise and has greatly improved the results in the corridor to such extent
that it can produce interpretable point clouds where you can clearly see that it it
a corridor. More testing is needed however to �nd a good weight between visual
and geometrical properties and further examine strengths and weaknesses of such
change in the AICK algorithm.

Looking further on AICK and the comparison with ORB-SLAM and ICP1cm
one can conclude that they are able to track the movement of the MAV. However
there are errors in the estimation that make autonomous �ight hard with the current
implementation. One important note before discussing further is that the movement
of the MAV is not perfect. The planned movement was measured out on the �oor and
then the chair was moved according to these measurement. The chair was however
not possible to push perfectly straight and the distance traveled is not either possible
to guarantee exactness of. So benchmarking these results with other sequences of
similar movement might be misleading. The largest error for in the movement of
the chair was at the very most 0.1m from the desired shape.

Looking at the planar views of the sequences that compared AICK to ORB-
SLAM and ICP1cm it is obvious that they cut corners and tend to underestimate the
distance traveled. In AICKs case this is believed to be due to low resolution of points
and the accuracy of the depth information, where movements between frame might
not get noticed and therefore build up to a noticeably shorter estimated distance.
For ORB-SLAM who does not use any depth information the low resolution of pixels
is also a factor to the problem. Another one which is of great importance is scaling,
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a monocular SLAM system is not able to calculate absolute scale. A constant scaling
factor has been attempted, however it has not been possible to �nd a constant that
works for the sequences. It is possible to slightly improve the overall results that
are presented here, but there is not a constant value that makes all sequences good.
Instead it is a trade-o� for which of the sequences to prioritize which is not good for
building a robust positioning. This is also a reason for why monocular SLAM has
not been attempted as positioning approach on the MAV in this thesis.

As mentioned before an improvement to the AICK implementation would be a
keyframe registration approach with loop closure capabilities. ORB-SLAM has these
capabilities and the result of this is apparent when looking at the height estimates.
The chair is at a �xed height during the sequence, meaning that the relative height
estimated by AICK and ORB-SLAM should be zero throughout the run. This is
not the case in any of the sequences. The results for AICK and ICP1cm in both
the square and the plus sequences have a distinctive downward drift and AICK has
at the end of both sequences with an error over 0.1m. In the triangle sequence the
height estimate is more unstable and �uctuates more but the error is still larger
than what ORB-SLAM achieves. ORB-SLAM is not perfect either, and have some
�uctuation, however the error is smaller than what AICK achieves. Also there is no
apparent drift in the error, instead in all three sequences the error is reduced later
on in the sequence. This is due to the loop closure capabilities, where it compares
early keyframes with the images received in the end of the sequence. Since all the
sequences start and end at the same position it is able to to some extent �x some
of the accumulated errors obtained. This show that AICK, as mentioned before, is
likely to improve its performance by adding keyframe registration and loop closure
capabilities.

There are a number of other functionalities that one might consider adding in
addition to keyframe registration and loop closure. As shown in Section 5.2.4 there
are situations when AICKs independence from the need of an initial transformation
guess actually does more harm than good. Especially in the case of a �ying MAV
where some prior known limitations to the movements between two frames exist. The
are multiple ways of implementing a workaround for the transition problem shown in
Section 5.2.4, where the simplest is doing as shown by simply multiplying a constant
k to αi. This goes against the initial idea of AICK not being dependent on any prior
information. One could also run AICK with k = 1 and adaptively change k if a bad
registration is noticed and re-run the registration of that point cloud. This would
however take more computing resources since it would need to run more registration
processes. A third alternative would be to run AICK in threads where each thread
runs AICK with a di�erent value of k, this would be even more computationally
expensive. AICK is however not a very expensive algorithm and feature extraction
and other more expensive steps would only need to be run once per point cloud.
When all threads �nish one would look at which one most likely achieved the best
registration and follow through on that result. In Table 5.1 AICK takes 0.0091 s most
of the time, these times are from environments with a high number of distinctive
features. In these environments AICK is already performing well. In environments
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such as corridors where the number of distinctive visual features are fewer AICK
runs on average a few times faster than this mainly since there are fewer keypoints
to match in later iterations of AICK. When having a k 6= 1 there is typically not
as high requirements on the number of matched keypoints to still estimate a good
registration. Meaning that in environments with a low number of visual features one
can run AICK with multiple threads with di�erent values on k without increasing
the total run time compared to an room with many visual features running AICK
in one thread with k = 1.

Since AICK is so fast and modular implemented it is believed that the best
overall performance would be achieved if one uses multiple threads with di�erent
settings. The main reason is that di�erent environments perform better with speci�c
settings. One could also look into trying to identifying the type of environment
before registering the new point cloud. Either for each new point cloud or based on
previous point clouds or a combination of both.

Another functionality that might come in handy when none of the above is
functioning and the registered point clouds are removed due to low keypoint match
scores would be to use the IMU on-board the FCU. Under limited amounts of time
the IMU can estimate movement or position. This would come in handy when there
is a low number of features in the scene, e.g., looking at a white section of a wall. An
IMU could then be used to estimate the position change or more likely the angle of
the MAV. An IMU is very noisy and drifts over time so integrating the information
obtained twice does not give reliable position data. It is more reliable to only look
at the angle of the MAV using the IMU. Since the MAV tilts in order to move, the
tilt information would then be able to provide information about what direction the
MAV has traveled when the visual estimates has been unable to provide position
estimates.

5.4 Autonomous Flight of MAV

A number of test �ights have been attempted, with varying success. The MAV is
able to �y based on real-time AICK estimates made on-board the MAV, which has
been achieved in tests. The autonomous �ights have attempted to keep a steady
hover, as a safety precaution the longest �ight have been for about 5-10 s. There are
a number of factors that has limit the performance and also been the cause of the
lack of extensive testing.

As seen in both Section 5.2.1 and Section 5.2.2 there are a few weaknesses in the
implementation. As shown, if the registration step fails without noticing it is very
likely to end the �ight in a crash within a second or two. The linear approximation
of the position when a bad match is acquired is not a robust solution if there is
multiple point clouds in a row that is deemed bad, the uncertainty grows rapidly
and a linear drift in the position can quickly grow. Also there is a chance to get a
bad registration even when the requirement of 40 keypoint matches is ful�lled and
if the estimated position is still not to far o� it might be accepted by the distance
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from last position check. This could potentially throw the position o� by up to 0.1m
per iteration, i.e., a meter per second in worst case. This can of course be helped
by setting a less generous limit, but limiting it too much will result in a system that
must be restricted heavily in the allowed speed of movement.

Even when the registration is deemed successful with a high keypoint match
score there are errors in the estimation, which is inevitable since it is only a non-
exact estimation. High keypoint scores was the case in the three sequences when the
MAV was moved in the shape of a square, a plus sign and a triangle and all did show
errors. These small estimation errors can within a rather short time frame build up
to an error big enough to lead to a crash, especially when the safety margins in the
environment are small. Within the 4m square sequence the planar o�set was 0.22m
when using AICK. An error of 0.22m exceeds the safety margin in a door opening
for example, so attempting to �y autonomously through a door opening would result
in a crash.

These risks make a longer continuous �ight hard with the implementation used
in this thesis. It also increases the need for proper testing facilities with proper space
for where �ight can be carried out. At the same time the area has to have a high
number of distinctive features within the operating range of the RGB-D camera.
A �ying MAV is dangerous, especially if there is a risk of it getting an incorrect
position estimate. It can quickly get out of control and contact with the propellers
in �ight will end up in bloodshed, which has happened more than once during the
process of this thesis.

Further work on the positioning implementation is required before any longer
�ights are attempted. It is of highest priority that the implementation is as robust
as possible. There will always be potential errors involved in visual odometry ap-
proaches, but as long as they are possible to maintain within reasonable levels lower
than the required safety margins needed for crash-free �ight in the environment
used.
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Chapter 6

Summary

An evaluation of using the registration algorithm Adaptive Iterative Closest Key-
point (AICK) on-board a �ying MAV for positioning in a GPS-denied o�ce envi-
ronment has been done. Evaluation has initially been done on a manually �own
MAV equipped with a RGB-D camera, an on-board computer and a �ight con-
troller, resulting in the conclusion that AICK does show promising result as the
algorithm performs accurately enough. However additional functionality is needed
in order to sustain an accurate position, since the sequential registration process im-
plemented su�ers from accumulated errors. Some initial testing of �ying the MAV
autonomously has been done using the evaluated implementation of AICK. They
show the potential of using AICK, but due to quickly accumulated errors only a few
seconds of autonomous �ight at a time has been attempted as a safety precaution.
The �nal conclusion of this thesis is that AICK has potential to su�ce for position-
ing an autonomous MAV, but added functionality on top of the AICK algorithm is
needed for the chance of achieving a sustained �ight.

6.1 Conclusions

The goal for this thesis was mainly to investigate if AICK was a suitable for posi-
tioning a �ying MAV in a GPS-denied indoor o�ce environment, using the point
clouds supplied by an on-board RGB-D camera. The requirement was also that all
calculations should be done on-board the MAV in real-time. If AICK was deemed
suitable for positioning the MAV tests of autonomous �ight would be attempted to
prove the e�ciency and precision of AICK.

AICK is computationally cheap enough to run at 10Hz on the least powerful
of the two on-board computers (for speci�cation see Table A.4) used on the MAV.
AICK is deemed suitable for registering point clouds in o�ce rooms, but not in
corridors, since it performs best with environments �lled with unique and distinctive
features within the operating depth-range of the RGB-D camera. However when
longer sequences are registration errors in the estimate arise which is problematic
when attempting a sustained autonomous �ight with the MAV.
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Short �ight attempts were made, with successful outcomes. Great caution was
taken to avoid accident and crashes if something were to go wrong. Further testing
would be needed, but to achieve an autonomous MAV which can keep a sustained
�ight further functionality is needed for the AICK implementation to perform ro-
bustly enough for safe operation of an autonomous MAV.

6.2 Future Work

There are lots of improvements to be done and extensions in order to both improve
the suitability of AICK and also at achieving sustained �ight of a MAV in GPS-
denied environments.

One thing is to limit the weight of the MAV, the unfortunate circumstances
forcing the use of two on-board computers on the MAV used in this thesis makes it
heavy and sluggish. A light and nimble MAV is easier to control and will improve
results.

By extending the functionality of the AICK library used in this thesis my belief
is that it will be able to position a �ying MAV accurately enough to sustain an
autonomous �ight. The extension should include a keyframe registration approach
and implement the functionality to be able to close loops when a previously visited
area is re-visited, eliminating potential drift since last visit to that area. Also as
mentioned in Section 5.3 other functionalities that would improve performance and
therefore would be bene�cial to implement would be the use of the IMU in low
feature areas. Also, when needed, use prior knowledge in the �rst iteration of AICK
and sometimes go away from the idea of independence from an initial guess. As
shown in Section 5.2.4 there are situations when this is truly bene�cial.

Flying the MAV using a motion capture system as the positioning tools should
result in precise �ight. A precise position enables the possibility to tune the MAVs
�ight parameters to ensure that the MAV is tuned for autonomous �ight. Doing this
before switching positioning source should ease testing of an on-board positioning
system, since other factors impact are minimized.

There are numerous approaches to visual odometry, which could be further eval-
uated if the pure goal is to achieve a positioning implementation for a �ying MAV.
This thesis was purely investigating the performance of AICK, there exists other
implementation with a more complete functionality that could be successfully im-
plemented and perform su�cient enough to have a sustained autonomous �ight.

To further enable possible �ight environments where GPS is not available other
sensors would be interesting to evaluate. The use of optical �ow sensor facing the
ground has been used in several commercial MAVs proven successful to �y in GPS-
denied environments, usually combined with an ultrasonic sensor for height measure-
ments. The optical �ow sensor looks at the �oor and estimates the visual motion and
from that information calculates a movement. Cameras and optical �ow sensor are
dependent on good lighting conditions. A sensor such as a laser scanner would elim-
inate that dependency. Laser scanners obtain high precision distance measurements
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from its surrounding, which is of great use in a positioning aspect. And removing
the dependency of light makes it possible to use in a larger variety of environments
where light might not be available at all times.
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Appendix A

Implementation

The implementation is done on a small and compact MAV, see Figure A.1. Every-
thing is done on-board the MAV, In order to work towards a completely autonomous
MAV this was a self-imposed requirement.

A.1 Hardware Design

The MAV used was of a multicopter design with four motors propelling the MAV
into the air, the con�guration is as shown in Figure 2.1. With the PrimeSense
Carmine 1.08 RGB-D camera mounted horizontally facing forward. On the top of
the platform two Intel NUC computers were mounted.

A.1.1 Specification of MAV

The MAV was built using a frame kit with a diagonal motor-base of 330mm. The
four arms are made out of plastic and are held together by two glass �ber plates in
the middle, that are used for mounting the hardware. Leg extensions were created
to facilitate a larger undercarriage so that the PrimeSense and the battery could
be placed under the bottom glass �ber plate. The reason to use this frame kit was
mainly because its small size, light weight and the ability to use big 8 inch propellers
but still �t all the needed parts on the frame. 8 inch propellers were a necessity in
order to get the required lift to be able to �y the MAV with all the required hardware
on-board.

The motors used were the Turnigy Aerodrive D2830-11 1000kv brushless motor
combined with three-blade 8 inch propellers with a pitch of 4.5 degrees, with two
of the propellers angled for clock-wise propulsion and two for a counter clock-wise
propulsion. The choice of motor and propeller was made simply on the fact that
the combination would generate the biggest propulsion power of the motors and
propellers that was found and were readily available for purchase. The motors are
powered by a four cell lithium polymer battery giving out a total of 16.8V when
fully charged and able to deliver a continuous amperage of 100A. A �ight time of at
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Figure A.1: Image of the MAV used in this thesis. On the bottom is the PrimeSense
Carmine 1.08 RGB-D camera. On the top two Intel NUC computers that interface
with the PrimeSense and the Pixhawk �ight controller and handles the registration
and positioning. Under the Intel NUC is the Pixhawk �ight controller unit (not
visible) which has a nine-axis IMU and controls the voltage to the motors in order
to maintain a controlled �ight.

least 10 minutes was set as a requirement. It should also be able to provide enough
power at full throttle to not limit the MAVs mobility. Since the MAV have a high
weight this meant that a battery capacity of 5Ah was selected. In order to provide
maximum power from the motors a four cell lithium polymer battery able to deliver
a continuous amperage of 100A was selected. Since the motors are rated for three
or four cell batteries and four motors at full throttle can drain 84A. The power from
the battery is regulated by four Afro 20A Electronic Speed Controller (ESC), which
has well-tested and popular Simonk �rmware [28] installed. Exact speci�cations of
the motors, ESCs and the battery can be seen in Table A.1, Table A.2 and Table A.3
respectively.

Figure A.2 shows a set of motor and propeller that is connected to the ESC. As
the motor is of an outrunner type it means that the whole outer casing spins with
the propeller that is �xed on top of the motor. The ESC board converts the direct
current (DC) from the battery through the red and black leads shown in Figure A.2
into high frequency DC pulses that is sent through the three cables connecting the
ESC with the motor. Each cable is connected to one of the three phases in the motor.
The last cable, which can be seen between the red and black cable that goes to the
battery in Figure A.2, connects to the �ight controller. It contains three wires; one
ground, one with a 5V power supply and the last is a signal wire. The ground and
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Table A.1: Speci�cation of the motors used, numbers is per motor. On the MAV
four identical motors are used.

Motor type Brushless outrunner DC motor
Motor brand Turnigy Aerodrive
Motor width 28mm
Motor height 30mm
Number of poles 12
Windings 11 per pole
Weight 52 g
Max watts 210W
Max current 21A
Rpm/V 1000Rpm/V
Max lift (with chosen propeller) 850 g

Table A.2: Speci�cation of the ESCs used, numbers is per ESC. On the MAV four
identical ESCs are used one attached to each motor as seen in Figure A.2.

ESC brand Afro ESC20 amp
ESC size 45mm × 25.7mm × 10.5mm
Weight 22.8 g
Input Frequency 1KHz
Max current draw 20A

Table A.3: Speci�cation of the battery used.

Battery name Zippy �ightmax 5000mAh 4S1P 20C
Battery type Lithium Polymer
Battery size 143mm × 51mm × 33mm
Weight 469 g
Con�guration 4 serial cells
Total nominal voltage 14.8V
Capacity 5Ah
Discharge rate 20/30C (continuous/burst 10 s max)
Max current delivery 100/150A (continuous/burst 10 s max)
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Figure A.2: One of four motor and ESC setup. The propeller is directly mounted
on the motor, and the ESC connects to the motor through the three wires as seen
in the image. The red and black unconnected wires in the image is connected to the
battery. The last connector has three wires that connects to the �ight controller.
The three wires are ground, 5V power supply and a signal wire.

5V can be used to power the �ight controller, but on this MAV the �ight controller
is powered separately through a power distribution board that provides the required
5V. The signal wire is used by the �ight controller to control the speed of the motor
by notifying the ESC how much power should be applied to the motor.

A.1.2 RGB-D and Computing

On the MAV two Intel NUC computers was used. The main reason for using two
computer was that it was not possible to connect both the RGB-D camera and the
�ight controller to one computer without getting an unstable stream rate from the
camera. This made it impossible to use it for positioning the MAV since it requires a
fast position update in order to achieve autonomous �ight. The solution was adding
a second computer and connect the computers through the Ethernet port. Then
by connecting the RGB-D camera to one computer and the �ight controller to the
other computer the low frame rate issue was avoided. As shown in Figure A.3 NUC
1 is connected to NUC 2 through an Ethernet cable. NUC1 is connected through a
USB 2.0 bus to the RGB-D camera, the positioning and registration of point clouds
is done on NUC 1 and then an updated position estimate is sent to NUC 2. NUC
2 is connected through a USB to serial converter to the �ight controller and can
therefore forward the position estimate to the �ight controller.
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Figure A.3: Schematic of the setup on-board the MAV. The information �ow is one
way, from the camera through NUC 1, NUC 2 and then to the �ight controller.
Information is also sent from the �ight controller back to the NUCs however this is
only used for monitoring purposes.

Table A.4: Table showing the speci�cation of the two Intel NUC computers used on
the MAV.

Name NUC 1 NUC 2
Model DC3217IYE DC53427HYE
Processor Intel Core i3 3217U Intel Core i5 3427U
RAM 4GB 8GB
Operating system Ubuntu 12.04 Trusty Ubuntu 12.04 Trusty

The PrimeSense 1.08 Carmine RGB-D camera used on the MAV is interfaced
through OpenNI framework, it produces point clouds at 30 fps with a resolution of
640× 480. The operating depth range is between 0.8-3.5m.

A.1.3 Pixhawk Flight Controller

The Pixhawk �ight controller unit (FCU), see Figure A.5, is the "brain" behind
the �ying ability of the MAV. Using the on-board 9-axis IMU for attitude control
and additional GPS or local position input, such as visual odometry, capabilities. It
measures width, thickness and length 50mm, 15.5mm and 81.5mm respectively and
has a weight of 38 g. It was chosen above other platform because it has been used
and proven adequate for indoor MAV applications with visual odometry as position
input, see [19] and [20]. It is also open-source with an active development team that
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Figure A.4: 3D visualization of a point cloud originating from multiple point clouds
captured with the PrimeSense and registered together into one.

still are working on improving the �rmware.

A.1.4 Mavros

The implementation is carried out in the Robot Operating System (ROS). ROS is
a well-used framework for writing software aimed for use in robots. ROS contains
collections of tools, libraries and conventions that are put in place in order to try
and ease development of complex robots [29]. ROS can run over multiple machines,
which has been utilized in this project. One ROS instance is started on NUC 1
which acts as a master, with NUC 2 connected through an Ethernet cable as a slave
and both able to utilize the ROS environment. This allows for dividing up the tasks
making better use of the computational power available.

In order to interface with the Pixhawk �ight controller the mavros [30] and
mavros_extras [31] packages were used. Mavros is an extension of MAVlink enabling
development in the ROS environment. Micro Air Vehicle Communication Protocol
(MAVlink) is a lightweight serial communications protocol used for a variety of
�ight controllers used on MAVs. With the use of mavros it is possible to send visual
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Figure A.5: Image of the Pixhawk �ight controller unit which is used in this thesis.

odometry estimates to the FCU which is fused with the on-board IMU resulting in
a local position that is not dependent on a GPS-signal. It is also possible to send
desired setpoint position that the FCU on-board position controller can achieve.
Mavros also provides an extensive number of information streams from the FCU,
which enables live monitoring and troubleshooting in addition to the FCUs internal
logging which is only available afterwards.

A.2 AICK
The registration algorithm used in this thesis is based on the AICK implementation
described in [2] and the code, written in C++ is available here [32]. The code
includes everything needed to run the registration. A script for interacting with the
resources for real-time use on the MAV was written.

The script written takes the point clouds captured by the RGB-D camera and
initializes the AICK environment. The point cloud is then input to the AICK
registration process and then the script asks for the resulting transformation matrix
(Eq 4.6). From the transformation matrix the position and orientation is extracted
in terms of an X, Y and Z position and a quaternion describing the orientation.
This is done since the FCU requires the position and orientation input to be in this
format.

In [32] there is a provided bag of words, which has been used. Experiments have
been done creating other sets of words, but they have all performed worse than the
provided one. The provided one seems to generalize to the tested environment well.

The standard parameters have been kept as is, since they have been tested on
similar environments to these in this thesis. Some testing has been done on the
number of iterations, the distance threshold λe and the feature threshold λf . Only
marginal improvements in certain scenarios have been achieved, but not enough to
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motivate a change for a general solution.
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Appendix B

ICP

ICP is a computationally expensive algorithm and using the raw point cloud from the
RGB-D camera is not feasible on a real-time system (see Table 5.1). We have used
two preprocessing steps to down sample the point clouds, since raw point clouds
took on average approximately 80 s to register. Firstly a pass through �lter was
applied, which removes all points outside a speci�ed range from the camera. This
range was speci�ed to be 0.5m to 4m, since the optimal operating range of the
RGB-D camera is 0.8m to 3.5m. This pass through �ltering takes away points too
far away, but also points that do not get any depth readings. When moving the
PrimeSense RGB-D camera there are commonly some lost depth readings on the
edges of the images. Non measurements are registered as zero and can cause trouble
and also taking them away lowers the number of points in the cloud.

The second step in the preprocessing was the use of a voxel grid. A voxel grid
splits the 3D space into a number of cubes with speci�ed size. A point placed in
the middle of the cube with the average RGB color of all points within the cube
as its color. This can signi�cantly lower the number of points in the cloud but this
compromises the quality since there are fewer points to match and they are averages
of multiple points both in placing and color.

A number of test were conducted with di�erent voxel sizes to see where the best
trade-o� between speed and performance were and the further evaluate how this
compared to the performance of AICK. The result can be seen in Figure B.1 and
Figure B.2. The ICPpass label means it has only gone through a pass through �lter
step. ICP1cm, ICP5cm and ICP10cm has gone through the pass through �lter and
a voxel grid with a voxel size of 0.01m, 0.05m and 0.1m respectively. The accuracy
is signi�cantly lowered when increasing the voxel size. A voxel size of 0.05m and
0.1m do have fast computation times which is good for a real-time system, however
it is concluded that the accuracy loss is not worth the increased computation speed.
Looking at only using a pass through �lter and comparing to when using a voxel
size of 0.01m there are a slight increase when not using a voxel grid. However using
a voxel grid does increase the computation speed more than four times. Using these
results it was decided to use a pass through �lter and a voxel grid with a voxel size
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(a) The sequence where the MAV was moved in a square with sides of 1m. The
�gure shows the planar estimates for di�erent ICP preprocessing settings.
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(b) The sequence where the MAV was moved in a square with sides of 1m. The
�gure shows the height estimates for di�erent ICP preprocessing settings.

Figure B.1: Comparison of accuracy of ICP with di�erent preprocessing settings.
MAV moved in a square shape, with the same start and end position
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0.01m when comparing the accuracy with AICK and ORB-SLAM. One important
thing to note is that the average iteration duration, using ICP with pass through
�lter and a voxel size of 0.01m, is just slightly under 1 s. This is still to be considered
rather slow, as a matter of fact the Pixhawk �ight controller unit has a timeout in
the �rmware for visual position estimates set at 2Hz. Meaning that on average the
iteration speed is half of what is needed as a minimum and in worst case scenarios
almost 25% of minimum speed.
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(a) The sequence where the MAV was moved in a isoceles triangle with two sides of
1m. The �gure shows the planar estimates for di�erent ICP preprocessing settings.
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(b) The sequence where the MAV was moved in a isoceles triangle with two sides of
1m. The �gure shows the height estimates for di�erent ICP preprocessing settings.

Figure B.2: Comparison of accuracy of ICP with di�erent preprocessing settings.
MAV moved in a triangle shape, with the same start and end position
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