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ABSTRACT  

Spatially-programmed architectures such as FPGA are among the most prevailing 

hardware in various application areas. However FPGA suffers from great 

overheads such as area, latency and power efficiency. Coarse-grained 

Reconfigurable Architecture (CGRA) is designed in order to compensate these 

disadvantages of FPGA. In this thesis, a Triggered Instruction based novel CGRA 

designed by Intel is evaluated. 

Benchmark work in this thesis focuses on signal processing area. Three 

performance limiting functions, Channel Estimation, Radix-2 FFT and 

Interleaving are selected from LTE Uplink Receiver PHY Benchmark which is an 

open source benchmark, and implemented and analyzed in Triggered Instruction 

Architecture (TIA). Throughput-area relationships and throughput/area-area 

relationships are summarized in curves using a resource estimation method. The 

benchmark result shows that TIA offers good flexibility for temporal and spatial 

execution, and a mix of them. Designs in TIA are scalable and adjustable 

according to different performance requirement. 

Moreover, based on the development work, this thesis discusses development 

flow of TIA, various programming techniques, low latency mapping solutions, 

code size comparison, development environment and integration of 

heterogeneous system with TIA. 
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1. Introduction 

1.1. Comparison between commonly-used architectures 

In recent years various application areas raise higher and higher demand of both 

flexibility and performance for hardware. Dedicated hardware undoubtedly 

provides the best performance on its specific tailored task. As the cost it has 

limited amount of flexibility and cannot be reprogrammed. Therefore potential 

innovation and differentiation is not possible. It is also costly in terms of non-

recurring engineering cost. Conventional general purpose processor offers 

flexibility and programmability, but it forces serialized execution of intrinsic 

parallelism. In order to narrow the gap, accelerators such as GPGPUs are 

developed to assist to process applications with high parallelism. But for 

applications such as signal processing, cryptography, pattern matching and 

sorting, spatially-programmed architecture is better because those algorithms 

contain different module with specific tasks and communication between tasks 

are frequent[ 1 ]. In spatially-programmed architecture, those modules can be 

spatially mapped.  In other words, application specific data paths are built. As the 

result, modules are mapped into their own hardware resources, and the 

communications can be done without going through memories. Therefore 

memory operations can be significantly reduced. The trade-offs of 3 architectures 

are shown in Figure 1.1. As the figure indicates, spatially-programmed 

architecture strikes a balance between performance, flexibility and development 

time in comparison to dedicated hardware and standard processor. 
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why this kind of architectures is named as coarse-grained in comparison to fine-

grained architecture which FPGA is classified as. The comparison between FPGA 

and CGRA is summarized in Table 1.1, where some benefits of CGRA over FPGA 

are shown. 

Table 1.1 Comparison between FPGA and CGRA 

 FPGA  CGRA  

Category  Fine Grained  Coarse Grained  

Processing Element  Bit level  Word level  

Routing resources  Bit level  Word level  

Flexibility  High  Lower comparing to FPGA  

Programming effort  High  Lower comparing to FPGA  

Programming language HDL Higher level language 

Reconfiguration time Long  Shorter comparing to FPGA  

Overhead of area and power  High  Lower comparing to FPGA  

Another interesting comparison is between CGRA and many-core system. They 

share the same high level topology. A large number of processing elements are 

connected and execute simultaneously. However many-core system tends to gain 

performance by executing temporally. Therefore the performance gain is 

approximately linear and proportional to number of cores. CGRA while keeps the 

ability of temporal execution, it also tends to explore spatial parallelism by 

building special datapath using processing elements. For vectorizable algorithm, 

they have similar performance because both of them can extract parallelism by 

vectorized computing in which performance boost is linear. However when the 

workloads are non-vectorizable, CGRA will be the better one since the parallelism 

can be exploited by building pipelined datapath, which many-core system is not 

capable of.   

To summarize, spatially-programmed architecture shows its advantages over 

temporal architecture on modularized and communication-frequent tasks, and 

non-vectorizable algorithms. When bit-level flexibility is not crucial, CGRA is 

better than FPGA in many ways as discussed.  
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Existing CGRAs can be classified to linear array architecture such as PipeRench[3] 

and RaPiD[4], and mesh based architecture such as Morphosys[5], ADRES[6] and 

Dynamically Reconfigurable Resource Array[7][8]. RaPiD is a representative of 

linear array based CGRAs[4][9]. It can be thought as a superscalar architecture 

with hundreds of functional units, and the connections of them, an 

interconnection bus, is reconfigurable to achieve its reconfiguration feature.  

As its name indicates, linear array architecture is highly efficient to handle linear 

structured data. However when it comes to 2D-data intensive applications such 

as video applications, the latter architecture is more flexible and efficient. Most of 

the mesh based architectures are usually coupled with general purpose 

processors as the control unit, such as Morphosys. This is similar to processor-

GPGPU pairing, but obviously the difference is the accelerator is reconfigurable 

and therefore suitable for more application areas. In comparison, ADRES, as 

another example, tightly couples a Very Long Instruction Word (VLIW) processor 

and a coarse grained reconfigurable matrix. Actually they are two functional 

views of the same physical architectures, which is to say it is autonomous. Some 

units of the whole matrix are more powerful than the rest, and they are allocated 

and connected together through one register file and altogether form the VLIW 

processor view. Besides, all the functional units form the reconfigurable matrix 

view. ADRES can achieve better overall speedup than regular mesh based CGRAs 

because the VLIW processor can further accelerate the control-intensive part of 

the application which becomes the new bottleneck.   

With the benefits and features discussed above CGRA brings, it will provide a 

competitive alternative to many applications, even though by little chance it will 

completely replace any of the prevailing architectures. In this thesis, a novel 

CGRA called Triggered Instruction Architecture (TIA) is evaluated. The 

evaluation strategy is presented in next section. 
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1.3. Benchmark strategy 

1.3.1. Single-task benchmark 

In single-task benchmark the evaluation focuses on single computation kernels. 

Those kernels will be selected from the performance limiting stages of LTE 

Uplink Receiver PHY Benchmark[ 10 ] developed by Ericsson and Chalmers 

Institute of Technology. Through different single-task benchmarks we should 

have a comprehensive view of the architecture. We expect throughput, 

throughput/area, latency from those computation kernels, and come up with 

different design points, which is defined as throughput-area and 

throughput/area-area pair.  

1.3.2. Multi-task benchmark 

In multi-task benchmark we evaluate the architecture in system level. A 

conceptual heterogeneous system with TIA is shown in Figure 1.2.  

In the first step, the programmable accelerator will be statically configured at 

boot time. Allocation which is the strategy that how resources are allocated to a 

specific task, mapping strategy which is how to bind software modules and 

physical PEs allocated to them, and scheduling which is how the computation 

kernels are shared by different hosts should be investigated.   

  

Figure 1.2 Conceptual heterogeneous system with TIA 
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A further step of multi-task benchmark is dynamic reconfiguration and partially 

reconfiguration. Dynamic reconfiguration is whether TIA can be reconfigured at 

runtime. Then the functions running on it can be adjusted at runtime according 

to the actual requirement. Partial reconfiguration is reconfiguring a portion of the 

whole accelerator while keeping the rest the same. This will be beneficial in 

speeding up reconfiguration process. 

1.3.3. Programming 

Evaluation of programming includes the following aspects: 

 Programming model of TIA 

 Programming level where the programmer works 

 Programming effort  

 Multi-task programming 

 Tools facilitating allocation, mapping and scheduling 

 Development environment 

1.3.4. Architectural analysis 

During the evaluation above, we should be able to conduct a comprehensive and 

in-depth analysis of the architecture on different mechanisms. This could be 

carried out on both task level and system level. At task level special mechanisms 

to build data paths, communicate between processing elements, build a memory 

system, perform special-purpose address calculations, etc., may be analyzed. At 

the system-level the focus is switched to multi-task level where mechanisms in 

the hardware to do context switch, communicate between tasks, and support 

allocation, mapping and scheduling are analyzed.  
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2. Introduction to Triggered Instruction Architecture 

2.1. Triggered Instruction 

Triggered Instruction [1] as a control paradigm is proposed by Intel deriving from 

a historical paradigm guarded instruction. The most prominent characteristic of 

it is, each instruction has a trigger, and every cycle triggers of all instructions are 

evaluated by a scheduler to decide which instruction is going to be executed. This 

control paradigm is a superset of many traditional control paradigms, such as 

programming counter based control in traditional processor and speculative 

execution. More detailed observations of this novel control paradigm are 

discussed in Section 6.1. 

2.2. PE structure 

Processing Element (PE) shown in Figure 2.1[1] is the basic cell in TIA. In 

comparison to Lookup Table based processing cells in FPGA, PEs are based on 

simple ALU which is 32-bit width. A set of instructions is pre-configured. 

 

Figure 2.1 PE structure of TIA 

There is an 8-bit predicate register in each PE. Besides this predicate register, 

each input and output Virtual Channel (VC)[11] also has a tag which can serve as 

the triggers for the triggered instructions. Input VCs have another implicit tag 

ensuring the channel is not empty. That bit of output VCs ensures the channel is 
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not full. The 8 predicates are the core of triggered instruction control paradigm. 

They can be used as program counters as in traditional processors and also can 

be used to form FSMs.  

There are 16 triggered instruction slots per PE. Every cycle the scheduler will 

evaluate the triggers of all instructions and select one with true trigger value to 

execute. Those instructions with true trigger value but not selected will be 

marked as light green in the debugging tool. 

8 local registers are available for each PE. There is also a scratchpad attached to 

each PE for larger local data storage. The scratchpad has 64 addressable registers. 

It can communicate with any PEs through VCs.  

Each PE also has a multiplier co-located. It communicates with PEs through VCs. 

One important thing should be noticed is, above micro-architectural parameters 

such as instruction set, amount of hardware resources and multiplier throughput 

are not fixed and can be customized according to real case requirement. But in 

this thesis we stick to the parameters presented above.  

2.3. Superblock structure  

The architecture of a superblock is shown in Figure 2.2. Each superblock has 32 

PEs as a mesh network with 4 columns and 8 rows. Besides PEs there is one 

Memory Element which is a 4 KB L1 cache.  

Communications between PEs are through latency-insensitive channels[ 12 ]. 

Programmers cannot assume latency of communications or the messages can be 

in flight. Channels between the producer and consumer are statically mapped at 

configuration to shared inter-PE links via switches. The physical links are not 

visible to programmers. The interface for the link is VC. 
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The whole TIA chip should have multiple superblocks. As a reference, if the 

number of superblocks is 12, then the area is about the same size with i7-2600 

core[1].  

 
Figure 2.2 Superblock structure of TIA[1] 

2.4. X86-TIA Interaction 

Interactions between X86 and TIA are well supported. TIA state such as PE 

registers is exposed. The host is capable of controlling TIA in the following ways: 

 Start/stop TIA.  

 Read/write PE registers 

 Read/write shared memory 

A rich set of API written in C++ is provided. It also has C interface. Higher 

abstraction level API can be built with current API set.  

Compiler chain in the API is available to users at runtime, which means dynamic 

reconfiguration can be allowed. This is discussed in Chapter 5.  
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2.5. Development and Simulation environment 

TIA simulator is built in AWB tool based on performance model Asim[ 13 ]. 

Analysis of TIA behavior mainly relies on Dreams visualization tool. Its user 

interface is shown in Figure 2.3. 

 

Figure 2.3 Dreams GUI 

Box A shows the execution of instruction slots of each PE. Number inside each 

circle denotes which instruction it is. More details of the executions is shown in 

Box F, where yellow stands for input VC empty, green stands for execution, red 

stands for output VC full, and light green means the trigger condition is met but 

the instruction is prioritized by another instruction. Right click on dots in Box A 

some tools are available, which can be used to analyze where the data of this 

instruction comes from and so on. Diamond in Box C shows hit/miss on L1 cache. 

In Box G PE activities and data load/store information is summarized. 
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3. Introduction to LTE Uplink Receiver PHY Benchmark 

Evaluation of TIA in signal processing area requires related workloads. Some are 

available such as LTE Uplink Receiver PHY Benchmark[10] and WiBench[14].  

The former one is chosen in this thesis. It models realistic workloads of LTE 

(Long Term Evolution) uplink receiver. It is designed to benchmark many-core 

systems. It is open source and contains no proprietary algorithms. Functions 

provided have the same operations and the same number of execution times. 

Even though some of the functions are buggy, improvements are done to correct 

the faults that may influence single-task benchmarks in this thesis. 

A typical model of an LTE receiver is shown in Figure 3.1. The benchmark 

concentrates on the most computation intensive parts which are channel 

estimation, demodulation and decoding for each user, while frontend stages are 

ignored. Input data are generated in user level. Data processing procedure for 

each user is shown in Figure 3.2. 

 

Figure 3.1 A typical model of LTE receiver[10] 

 

Figure 3.2 Data processing for one user[10] 
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Even though principles of the algorithms are not the focus of this thesis, 

knowledge of the data processing procedure in the benchmark is still helpful for 

understanding data structure and dependency. 

3.1. Resource allocation and user data generation 

Resources in LTE transmission can be plotted in a time-frequency grid as shown 

in Figure 3.3[15]. Basic unit that is schedulable to users is called Physical Resource 

Block (PRB). A PRB contains 12 subcarriers (subchannels) which are 15 kHz each 

and lasts for 1 slot which is 0.5 ms. Slot can be further broken down into 7 data 

symbols, in which the fourth symbol is the reference symbol used in channel 

estimation and the remaining 6 ones are data symbols. If inter-slot frequency 

hopping is applied, then 2 slots in 1 subframe do not occupy the same set of 

subcarriers. Otherwise, subframe is the basis of uplink scheduling. 10 subframes 

form 1 frame. Each user is allocated with a set of PRBs within a subframe.    

 

Figure 3.3 Resource allocation in LTE standard[15] 

In the benchmark, we assume number of PRB in one slot is 100, which means 

total bandwidth is 100 PRBs*12 Subcarriers/PRB*15 kHz/subcarrier = 18MHz. 

Each user is allocated with a certain number of PRBs which is between 1 and 100, 

a certain number of layers which is between 1 and 4 since 4x4 Multiple Input 

Multiple Output (MIMO) technology is assumed, and one of BPSK, QPSK, 16-

QAM and 64-QAM as modulation technique. MIMO technology can be used to 

achieve better system capacity, system coverage and service provisioning[16]. 
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Higher order modulation can provide higher data rates, and requires more 

intensive computations when demodulating. 1 data symbol can be decoded into 1, 

2, 4 and 6 bits respectively in above 4 modulation methods mentioned. More 

detailed information about MIMO and modulation method is not introduced in 

this thesis and can be found in [16] and [17] respectively. The benchmark provides 

various workload models by varying distributions of number of layers, number of 

PRBs and modulation methods. 

Structure of user data is as shown in Figure 3.4. Data of each user pass through 

matched filter with another input, coefficient sequences corresponding to layers 

and afterwards we have data set for one user as shown in Figure 3.5, which is a 3 

dimensional matrix. Unit data input for FFT and channel estimation is also 

shown. 

 

Figure 3.4 User data structure 

 

Figure 3.5 User data structure shown in 3-dimensional coordinate system 
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3.2. Parallelism exploration 

Parallelism of the benchmark can be generalized as 4 levels from top down.  

The first level is user level. There are up to 10 users in one subframe should be 

handled at the same time. 

The second level is task level. Several FFTs, IFFTs and other functions can be 

executed in parallel according to the number of layers and receiver antennas as 

shown in Figure 3.6. 

                 

 

Figure 3.6 Task level parallelism in the benchmark[10] 

The third level is algorithm level. For example, in FFT the butterfly operations in 

one iteration can be executed in parallel. 

The fourth level is data element level. Since data element is complex number in 

the benchmark, complex number addition, multiplication, scaling and 

conjugating are the basic operations. For example, in a complex number 

multiplication 4 integer multiplications and 2 integer additions (subtraction also 

considered as addition) can be executed in parallel respectively. This thesis 

focuses on the third and fourth level of parallelism. 
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FFT, soft_demap and MMSE_by_cholsolve_4xX_complex are the most crucial 

functions with both high calling frequency and long execution time. In the 

following section we will discuss the implementation of FFT and channel 

estimation function as the representative of performance limiting stages. 

Soft_demap function is ignored because the chosen ones are computations with 

more complex and large data set. In FFT the computation is on long array with 16 

to 2048 elements and loop-carried dependency. Channel estimation function is 

processing independent 1-by-4 to 4-by-4 matrices. While soft_demap function 

just repeats the same operations on one data symbol to get 1 to 6 soft bits. The 

parallelism is also across data symbols. Therefore it is not that worth 

implementation in comparison to the chosen ones. Interleaving function is also 

discussed because this function focuses on special address calculation and 

memory system, while the other ones focuses more on when the complexity is on 

ALUs. 
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4. Single-task benchmark 

Based on the profiling of LTE Uplink Receiver PHY Benchmark, FFT, channel 

estimation function and interleave are chosen as the candidates for single task 

benchmark. Each of them will help us explore different mechanisms of TIA as 

presented in the following sections.  

To maintain the fairness of comparison between X86 implementation and TIA 

implementation, we should keep algorithms and data formats the same for them. 

For example, FFT should be radix-2 instead of higher radix or split-radix, and the 

data format should be 16 bits integer for both real and imaginary parts. Also, 

since some functions of the benchmark don’t fully functions, we may modify the 

algorithms which are also documented.   

4.1. Prerequisites  

In this section some prerequisites which are beneficial for understanding this 

chapter better are discussed.  

4.1.1. Modularized design 

Programming in TIA is based on modules. Programmer should declare the 

interface for module, and then specify the function of this module. Modules are 

connected by connecting VCs specified in their corresponding interfaces, and 

finally modules are mapped into physical PEs.  

When programming a module, maximum instruction slots, registers, predicates 

and input/output VCs should not exceed the amount of them provided by one PE 

which is introduced in Section 2.2. This proposes a limit for the size of a module, 

and also indicates the programming level where a TIA programmer is.  

However if one module only occupies a small portion of hardware resources 

inside PE, it is wasteful to allocate a whole PE for it. When the summations are 

within the limit of one PE, it is possible to map them into one PE. This is a crucial 
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concept for estimation of amount of PEs required for a function, which is 

discussed in details in Section 4.1.2. 

To facilitate large scale design, the concept container module is introduced, 

where multiple modules are instantiated, connected and mapped. In a container 

module, unnecessary information such as details inside modules and 

communication between modules is hidden, and the user only cares about the 

interface. Container modules can contain container modules as well.  

Notice that in this chapter when we discuss physical PEs we only consider 

allocation, which means the strategy that PEs are actually mapped into physical 

PEs is not mentioned yet. Different mapping solutions will influence latency. This 

will be discussed in Section 6.1.3. 

4.1.2. Resource estimation methods 

When estimating minimum amount of PEs, besides hardware resource 

limitations discussed in previous section, PE utilization is an implicit resource. 

Utilization of a PE is defined as the ratio of execution cycles and execution period. 

The execution period of a set of connected modules is determined by the slowest 

module, and it is represented by T. FSM of one of the modules runs N times 

during T and each time it costs C cycles, then the utilization is given by NC/T. If 

the FSM contains result-dependent branches, C is calculated by the worst case, 

namely maximum cycles required.  

 To map multiple modules on PEs is similar to schedule multiple tasks on one or 

more processors. Let’s take modules as shown in Table 4.1 as an example. For 

convenience amount of listed resources in one PE is shown in the bracket.  

Table 4.1 A hardware resource requirement example 

Module Instruction(16) Predicates(8) Register(8) 
Input  
VC(6) 

Output  
VC(6) 

Utilization(1)  

1 10 5 5 2 1 0.375 

2 5 4 2 1 2 0.825 
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3 2 0 0 3 3 0.15 

4 3 3 1 5 5 0.1 

Total 20 12 8 11 11 1.45 

A simple estimation method is by calculating the maximum ceiling value of the 

ratio between resource summation and resource of one PE. For example in Table 

4.1, the ceiling value is respectively 2, 2, 1, 2, 2, 2 for 6 resources. Then the 

estimated PE requirement is 2 PEs. However this method tends to be optimistic, 

because obviously module 4 cannot be bound with any other module due to its 

extreme requirement of input and output VCs. Therefore module 4 should occupy 

a whole PE. As a result 4 modules above should be mapped into 3 PEs instead of 

2. 

Another example is shown in Table 4.2. Above estimation method indicates these 

5 modules can be mapped into 2 PEs. Even though any 2 modules can be bound 

together, the rest 3 modules always need 2 PEs. In total 3 PEs are required. 

Table 4.2 An example of extreme resource requirement 

Module Input VC Output VC 

1 1 3 

2 1 3 

3 3 1 
4 3 1 

5 3 1 

Total 11 9 

Previous examples show the limitations of estimation simply by ceiling of 

resource summations. It is not capable of detecting binding feasibility and 

variation of resource requirement density. This indicates what a better estimation 

method should be capable of doing. A better approach is described as follows. 

Assume there are M modules to be mapped and number of PEs is N. First we 

have a module requirement table as Table 4.1, in which row represents modules 

and column represents respectively instruction slots, predicates, registers, input 

VCs, output VCs and utilization. The table can be presented in a matrix as in 

Equation 4.1. 
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� = �

R�� R�� R�� R��� R�� � R��

R�� R�� R�� R��� R�� � R��

… … … … … …
R�� R�� R�� R��� R��� R��

�                       (4.1) 

We want a solution to the following PE versus module matrix: 

� = �

X�� X�� … X��
X�� X�� … X��
… … … …
X�� X�� … X��

� , where XNM = 0 or 1                   (4.2) 

Each row vector indicates which module(s) are mapped to that PE, and each 

column vector indicates which PE that module is mapped to. The mapping 

constraint is every element in X*R matrix should be no larger than corresponding 

element in matrix P in Equation 4.X. 

� = �

16 8 8 6 6 1
16 8 8 6 6 1
… … … … … …
16 8 8 6 6 1

�                                              (4.3) 

 Matrix X is found by the following steps: 

1. Order the resources by greatest ceiling value of resource summations.  

2. The column with the greatest ceiling value will be considered first, and it is 

presented as C. Assume the number of this resource provided in one PE is 

T. 

3. Rank the values in the base column in descending order, and try to find 

module(s) to make the summation of C≤T and as close to T as possible. If 

there are no other modules meeting this condition then we delete this 

module in the module table and get the row mapping vector for the first 

PE. If there are modules meeting this condition, then evaluate whether the 

summations of the rest resources don’t exceed the limitation of the 

corresponding resource limitations. If they are within the limitations, then 



 

21 
 

these modules can be packed into one PE. Delete them in the module table 

and get the row mapping vector. Otherwise, the module owning this 

resource has to occupy a whole PE. Delete it in the module table and write 

down the row mapping vector. 

4. Update the summation, and repeat step 1 to 3 until the module table is 

empty. Then the mapping matrix in Equation 4.5 is completely filled and it 

indicates the binding details of modules. Number of rows is the minimum 

PEs required for mapping all the modules. 

This method is capable of providing not only the minimum resource requirement 

for give modules but also a PE versus module mapping table. It can be applied to 

the whole resource requirement table including the utilization column. An 

example of how this method is applied in practice is introduced in Section 4.3.2. 

However utilization distinguishes itself from other resources. It is a soft 

limitation, which means violation of it is still a valid mapping solution, but it will 

lead to a performance decrease since modules cannot complete execution within 

original period. However, constraint of it can be violated sometimes in order to 

gain better performance/area because area decrease is along with performance 

decrease. A method of evaluating whether better performance/area can be gained 

is discussed below. 

Assume a design has a period of T1. Period indicates the performance because 

shorter period indicates better throughput. N PEs are fixed because, for example, 

they are special computation kernels and already optimal in terms of area. The 

rest M1 PEs are to be investigated. We try to gain a better performance/area ratio 

and reduce the number of PEs occupied by these M1 PEs into M2 PEs. Then the 

area difference D = M1 - M2. Now the execution period increases into T2 (T2>T1). 

The highest utilized PE after binding has a utilization of U where U>1, then T2 = 

T1 * U. 
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Then performance/area is represented by 1/(T*(M+N)). Assume the ratio of 

performance/area before and after optimization is R, and then for a better 

performance/area we expect R>1.  

� =
��∗(� ��� )

��∗(� ��� )
>1                                                          (4.4) 

Then we have 

 � + � 2 <
�

���
 , or    

�

� �
<

�

(���)∗� �
− 1                (4.5) 

This equation gives the condition when the area decrease and performance 

decrease will result in a better performance/area. The second form indicates 

when the ratio of computation kernel and controller is smaller the possibility to 

gain a better performance/area is higher. 

The first form of the condition indicates that the interpretation above can be 

more generic. U-1 is the performance difference of original and updated function, 

which is determined by the highest utilized PE because it is the performance 

limiting part. Ratio between D and N+M2 is the area decrease over total area, 

namely area decrease percentage. The condition can be interpreted as: 

���� ����������

����� ���� ����� ������������
> ����������� ����������                     (4.6) 

According to previous analysis, the strategy to find mapping matrix should be 

adjusted in difference implementations. When total area is known to be large, for 

example a large computation kernel is included, and then it is more convenient to 

ignore this attempt. However when this strategy gives a mapping plan which 

yields low utilization PEs, or when a small fixed kernel is adopted, it is more 

precise to include this extra analysis in the resource estimation.  

A limitation of the resource estimation method is it does not take the 

communication traffic between modules into account, or in other words this 
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method assumes connection between modules have sufficient buffers to bypass 

the single link connecting 2 PEs. Therefore when the traffic between them is 

intensive and the utilization summation is close to 1, the execution period may be 

prolonged. In practical the buffer resources are quite limited. Scratchpad 

attached to each PE can serve as a buffer but there is only one scratchpad per PE. 

Therefore this estimation method tends to result in less PEs than actual 

requirement when both of those 2 conditions are met. One way to compensate 

this error is to add an extra rule to the method that binding modules to highly-

utilized module should be avoided when the buffer is known to be insufficient.  

4.1.3. Conventions of data, schematics and figures   

In this thesis data are all complex number. Since PE and interconnections of TIA 

are 32 bits, and in ALUs 2 16-bit operations can be done through SIMD, and 16 

bits fixed point data are adopted in LTE Uplink Receiver PHY Benchmark and 

practical in real case, we compact real and imaginary parts of a complex number 

which are both 16 bits into one 32-bit integer in the format (Real|Imag). All data 

refer to 32-bit complex number. 

Schematics shown in Figure 4.1 in this chapter will represent modules, container 

modules and buffers in rectangles. They can be colored. Arrows connecting those 

rectangles represent data flow. A normal arrow stands for single VC. Multiple 

VCs between modules will be denoted by double slashes on the arrow.  

 

Figure 4.1 Convention of Schematics 

Figures showing the design points will be a 2-dimensional coordinate system, 

where X axis denotes number of PEs and Y axis denotes throughput. Throughput 

refers to amount of unit input data sets can be processed during 1000/10000 
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cycles, where unit input data set can be a 32-bit complex number or a 4-by-4 

complex number matrix. An example is shown in Figure 4.2. 

 

Figure 4.2 An example of design points curve 

In above figure a curve connecting 4 design points are shown. Obviously more 

PEs are used, the throughput will be higher. Throughput/area or throughput/PE 

can be derived from previous curve by Y/X. The figure above shows that the 

solution with 6 PEs provides best throughput/area. 

4.1.4. Data streamers 

In this thesis, dedicated PE generating address sequences is called readstreamer 

and writestreamer depending on whether the memory operation is reading or 

writing. They are capable of providing address sequence to the memory and 

passing corresponding data sequence to PEs and memory respectively.  

Streamers are modules that generating a specific data sequence from the input 

data with repeat, interleaving, etc. 

4.2. Frequently-used small computation kernels 

In TIA ALU only provides simple single cycle operations as described in Section 

2.2. Thus, computations such as complex number multiplication the computation 

kernel should be defined by user. In this section we describe the implementation 
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of complex number multiplier and square root calculator, which form a library 

for more complex computation kernels afterwards. They are frequently used in 

the computation kernels we chose. 

Building library for frequently-used small functions can be beneficial in many 

aspects. It will be reused for different functions and therefore can significantly 

reduce programmer’s effort. Also using same designs will be beneficial for 

maintainability in large designs conducting by different programmers. Moreover, 

when the architecture of a design is settled, by replacing components of it the 

design will be scalable according to various design specifications and budgets. 

4.2.1. Basic complex number multiplier 

Assume the inputs in a complex number multiplier are (A.re|A.im), (B.re|B.im), 

and the output is (C.re|C.im). The calculations are: 

C.re = A.re * B.re – A.im * B.im                            (4.7) 

C.im = A.re * B.im + A.im * B.re                           (4.8) 

In total there are 2 additions (subtraction is also considered as addition) and 4 

integer multiplications. Since the multiplier provides SIMD operation, the 

multiplications can be completed in 2 SIMD multiplications. However there are 

some overheads to handle the coming results such as extra operations to 

shift/mask and combine to get the final result (C.re|C.im). 

In TIA it is possible to do a series of operations in one single PE. The latency for 

each output is estimated to be approximately 25 cycles including frontend 

procedure sending operands, working cycles of multiplier, and backend 

procedure to get 4 16-bit integers from the multiplier. Parallelism except for the 

vector multiplication SIMD is limited. The throughput is about 1/latency. 

However in this 1 PE implementation the multiplier cannot work for next inputs 

until the output is sent out. Another problem when implementing this single PE 
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complex number multiplier is, if we first come out with an scheduling table and 

then implement, programming work will be very tedious and inefficient even 

though we gain more determinism.  

Programmer should split the function into multiple modules. Obviously complex 

number multiplier can be split into a frontend module which is dedicated to send 

inputs and a backend module for the backend procedure. If we map them on 2 

PEs then the throughput will be improved to 1/21 because the utilization of the 

multiplier is higher and the backend procedure is the new bottleneck. The 

schematic of this complex number multiplier is shown in Figure 4.3(A). The 

resource requirement is shown in Table 4.3. 

 

Figure 4.3 Schematic of complex number multiplier and single PE mapping 

Table 4.3 Resource requirement of complex number multiplier 

Module Occupation Instructions Predicates Registers Input VC Output VC Utilization 

Frontend 
Occupied 4 2 0 2 2 4/21 

Available 12 6 8 4 4 17/21 

Backend 
Occupied 9 4 6 1 1 17/21 

Available 7 4 2 5 5 4/21 

This module gives an example to the extra rule mentioned in Section 4.1.2. When 

mapping the 2 modules in one PE as shown in Figure 4.3(B), the utilization will 

be 1 but the throughput will be reduced to 1/25 because the single link between 

PE and multiplier will be shared by 3 VCs. However, if we use a FIFO to bypass 

the communication between frontend (or backend) module and the multiplier, 

then the throughput is 1/21 again.  
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4.2.2. High throughput complex number multiplier 

In previous solutions two of the four multiplications in a complex number 

multiplication are done through SIMD of the multiplier and the rest two by 

serializing using the same multiplier. If a complex number multiplier with higher 

throughput is expected, we need more multipliers working in parallel. It is 

natural to have multiple complex number multipliers as described above working 

simultaneously. 

First, we can have another multiplier so that 2 multipliers are in charge of the 

real and imaginary parts of an output respectively. An extra instruction in one of 

the backend module combines real and imaginary parts together. This is shown 

in Figure 4.4(B). 

Then, we can have multiple multiplier pairs working in parallel. An extra pair of 

multipliers is added to previous 2-multiplier implementation and results in the 

implementation shown in Figure 4.4(C). Notice that now we have 2 results at the 

same time and the order is unknown because latency is non-deterministic. 

Therefore we need an extra module keeping the order correct. However this 

module is optional because how the outputs are consumed depends on the design 

of the module consumes the results. If it has 2 VCs consuming the results in ping-

pong way then this module can be deleted.  

At most 3 pair multiplier pairs can be adopted within the output VC limit of 

frontend modules as shown in Figure 4.4(D). One thing should be noticed is, if 

the scratchpad or the multiplier of that PE is expected to be used, corresponding 

VCs should be reserved. The VC requirement of a multiplier is one or two input 

VCs and one or two output VCs, while that of a scratchpad is the same depending 

on the working mode and whether scratchpad chaining is adopted. Complex 

number multipliers in Figure 4.4 are summarized in Table 4.4. In this table 

number of PEs column may use fraction, 0.5, to indicate that even through it 

occupies number of PEs equal to ceiling of the fraction, one of the PEs has 
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sufficient available resources and may absorb other modules in that PE. In other 

words that PE is not fully occupied.  

 

Figure 4.4 Schematics of complex number multipliers based on double-input-VC multiplier 

Table 4.4 Complex number multiplier library based on double-input-VC multiplier 

Number of 
Multipliers 

1/Throughput 
Cycles/data 

Number of 
PEs 

Comments 

1 21 1.5 
Frontend PE low utilization. Number of PE 

equals to 1 when FIFO provided. 

2 10 2.5 Frontend PE low utilization. 

4 5 5  

6 3.3 8.5 Best throughput. 

In previous section we adopt multiplier with 2 input VCs. Then along with the 

increase of multipliers the first lack of resources occurs at the output channels of 

frontend PE. One single PE if serving as the frontend PE can only serve 3 

multipliers since each multiplier requires 2 output channels. But if multiplier 

with 1 input channel is adopted then the number will be doubled. For multipliers 

with 1 input VC, corresponding schematic and summation is shown in Figure 4.5 

and Table 4.5.  
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Figure 4.5 Schematics of complex number multipliers based on single-input-VC multiplier 

Table 4.5 Complex number multiplier library based on single-input-VC multiplier 

Number of 
Multipliers 

1/Throughput 
Cycles/data 

Number of 
PEs 

Comments 

1 22 1.5 
Frontend PE low utilization. Number of 

PE equals to 1 when FIFO provided. 

2 10 2.5 Frontend PE low utilization.  

4 5 4.5 Best throughput/area. 

6 4.6 7.5 Bottleneck occurs at VC buffers. 

By analyzing above Table 4.4 and 4.5 we can gain a quite direct understanding of 

some architectural features of TIA: 

 When using 2 input channel multiplier for 4-multiplier and 6-multiplier 

solutions, more than 1 frontend PE is required because they require 8 and 

12 input channels respectively. This results in additional 0.5 PE and 1 PE 

cost respectively. 

 Using multiple channels to feed the multiplier is usually not faster than 

single channel as shown in first 3 rows of above tables. The reason is the 

link between PE and the multiplier will serialize data transfer anyway. But 

using multiple channels will provide additional VC buffers. This is the 
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reason why 6-multiplier implementation achieves the highest throughput 

3.3 cycles/output when using 2 input channel multipliers, while when 

using single input channels the throughput is limited. 

As we can see in the table, 4-multiplier solution indeed provides best 

throughput/area ratio, especially when 1-input-port multiplier is adopted. In the 

following sections we will find it has other advantages besides best 

throughput/area ratio, such as extendibility. Leaving VCs available will enable 

the usage of the scratchpad attached to that PE and also the possibility to map 

some additional control logic on that PE without influence the performance. 

In comparison, 6-multiplier implementation even though provide the best 

throughput, all 8 PEs are fully occupied. 2 dealer PEs run out of output channel 

and 6 backend PEs need to guarantee their nearly 100% utilization and therefore 

no other modules should be mapped to these PEs. As a result the 

throughput/area ratio is lower than 4-multiplier implementation. 

All implementations are meaningful and altogether form the library of complex 

number multiplier. When choosing one of them many factors are considered such 

as throughput, area, throughput/area and extendibility. 

As mentioned above, an important data that should be extracted from above 

implementations is the utilization of all modules except for backend modules 

which nearly have 100% utilization. This will aid analysis of area requirement 

because other modules can be mapped to those PEs. But the utilization is 

meaningful only when all of its resources are not fully occupied. For example the 

2 dealers in 6-multiplier 2-input-channel implementation will not be analyzed 

because the output channels run out and no other modules can be mapped in 

those two PEs. Resource requirement is summarized in Table 4.6. The letter s 

and d after number of multipliers denotes single/double-input-VC multiplier. As 

shown in the first column, 1s, 2s, 4s and 6d are chosen because single-input-VC 

solutions lead to less area and less VC occupation, and 6d has the highest 

throughput. 
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Table 4.6 Hardware resource requirement of compatible modules in complex number multipliers 

CMul Module Instruction Predicates Register 
Input 

VC 
Output 

VC 
Utilization 

1s Frontend 4 2 1 2 1 0.18 

2s Frontend 3 2 1 2 2 0.3 

4s 
Frontend 6 3 1 2 4 0.6 

Order keeper 2 1 0 2 1 0.2 

6d Order keeper 3 2 0 3 1 0.33 

4.2.3. Square root calculator 

Another small computation kernel that is used in the single task functions is 

square root calculator. It is mainly used in Cholesky Decomposition in Section 

4.3.4. Even through for fixed point number square root is not that meaningful 

since we may get biased result such as √99 = 9, this function is still implemented 

for a fair comparison with LTE Uplink Receiver Benchmark.  

The algorithm adopted is described in [18]. C implementation is shown in Figure 

4.6. 

 

Figure 4.6 Square root calculation algorithm in C 

The input is a 16-bit integer and this function returns its square root, an 8-bit 

integer. There are 8 iterations and each iteration determines whether bit N 

should be 1 or 0. If that bit is 1 then update the estimated square root nHat and 

subtract the input v with the square of current estimation as an update for the 

next iteration. 



 

32 
 

Similar to complex number multipliers, this algorithm also can be mapped to one 

single PE in serial, which approximately cost 80±4 cycles depending on how 

many of the 8 bits are 1.  

When achieving better performance either we utilize multiple square root module 

or we unroll the loop. For loops without loop-carried dependency, we can simply 

duplicate the same module for different loops. But for loops with loop-carried 

dependency the solution is to achieve the parallelism by pipelining the loops. A 

pipelined square root calculator can contain 2 stages, 4 stages and 8 stages. 4 

loops, 2 loops and 1 loop will be done in one stage respectively. The library is 

summarized in Table 4.7.  

Table 4.7 Square root calculator library 

Number of 
Stages 

1/Throughput Number of 
PEs 

1 80 1 

2 49 2 

4 27 4 

8 17 8 

The reason why the performance over area is not linear is because of the 

overhead caused by loops and inter-PE communication. One loop needs 1 register 

to store the loop counter and one predicate bit to store whether the loop is done. 

In terms of instructions one loop requires 1 instruction to do the afterthought and 

check the loop condition, and at least 1 instruction to reset the register and 

predicate bit. In this case there are 4 reset instructions respectively reset the 

register storing nHat, b, bshft and loop counter, 1 output instruction, 1 cycle for 

transferring data and 1 cycle for receiving data. That’s the reason why with the 

increase of pipeline stages the throughput does not increase linearly.  

This algorithm and implementation is not optimal because when the input is 

quite small, namely when there are many leading zeroes, it will still go through 

the checking instructions. But previous implementation is still valid because it 

presents the worst case performance. 
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4.3. Channel Estimation 

Channel estimation function in the benchmark is a representative of algorithms 

with various matrix calculations. The input for this function is a 3 dimensional 

matrix Layer*Antenna*Sub-carriers as shown in Figure 3.4. Other inputs are 

some scaling constants. In the benchmark the inputs are sliced in Sub-carrier 

dimension and each Layer*Antenna matrix is calculated in serial. The algorithm 

in C is shown in Figure 4.7. 

 

Figure 4.7 Channel Estimation Function in C[19] 

In-detailed process is as follows. 

1. Matrix_scale_4xX_complex function scales the input matrix with a 

constant rho = 23000. In this step there are 4*Layer*2 integer 

multiplications. 
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2. Matrix_mult_4xX_complex function multiplies it with a matrix with all 

elements equal to 1+i. In this step there are 4*Layer*4 complex number 

multiplications and 4*Layer*3 complex number additions. 

3. Afterwards the results matrix is transposed, and sent to 

matrix_a_a_hermite_plus_b_4xX_complex function to do A*AH+B 

calculation, which is Hprim*HprimH+R. Output matrix is Ri. Scaling_Ri is 

a scaling factor generated.  

4. Scale the elements on the diagonal and regularizing all elements with 

some constants.  

5. The last function which is also the most complex function is 

cholsolve_4xX_complex. In this function a Cholesky Decomposition is 

done for the regularized matrix. Finally the result is an upper triangular 

matrix. When all the iterations are finished the result is a matrix with the 

same dimensions, but in Layer*Antenna plane each matrix is an upper 

triangular matrix. 

In the following sections we describe how channel estimation is implemented 

in TIA according to the function break-down above. 

4.3.1. Step 1 and 2: Scaling and Matrix Multiplication 

Assume the input matrices are respectively Matrix 1 and Matrix 2, the output 

matrix is Matrix 3. The matrix multiplication process is shown in Equation 4.9. 

In total there are 64 complex number multiplications and 48 additions.  

Then if we stream the data row by row, the architecture can be as follows as 

shown in Figure 4.8。 
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�  

(4.9) 

 

Figure 4.8 Schematic of Matrix Multiplication 

If we only consider the first row of the output matrix, then frontend PE of matrix1 

stream row by row and duplicate element sequence "ABCD" 4 times. That of 

matrix2 can do the same if the module providing the input data is a readstreamer. 

What we need to do is merely configure the readstreamer with the correct stride. 

However if the module providing matrix2 is another computation kernel instead 

of memory, and the sequence is available row by row, namely "abcdefghijklmnop", 

then we have to design an interleaver to provide "aeimbfjncgkodhlp" sequence. 

An accumulator does addition for every four results of complex number 

multiplication and sends the final element in the output matrix. 

However in the benchmark the actual computation kernels are doing special 

matrix multiplications which allow us to simplify the sequence generation. In 

matrix 2 of step 2 the elements are all 1+i. Therefore we only need to provide 1+i 

64 times for the whole matrix. Obviously the computation can be simplified to 

only 4 multiplications by extracting the common factor. But in order to ensure 

the fairness of the comparison and speedup calculation we keep the number of 

multiplications without simplifying the calculation. 
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The scaling function is implemented using a multiplier before matrix 1 streamer. 

The multiplier is configured to only returning low results, and therefore the 

throughput of this stage is the same as the streamer which is 3 cycles/data. As a 

whole the module for step 1 and step 2 is shown in Figure 4.9. 

 

Figure 4.9 Schematic of Step 1 and 2 

The throughput of this module is related to the throughput of the complex 

number multiplier. Since for each output 4 complex number multiplications are 

required the throughput of it is 4 times lower. 

The control logic of this module is extracted in Table 4.8. Together with Table 4.4 

we have the design points curve in Figure 4.10(1 Row). The detail process of how 

this resource estimation method is applied is described in Section 4.3.2 because 

that function is a better example which shows different aspects of the method, 

while in this function both simple estimation method and improved estimation 

method will lead to the same result. 

Table 4.8 Hardware resource requirement of controller modules for step 1 and 2 

Module Instruction Predicates Register 
Input  

VC 
Output  

VC 
Utilization when period = 

3.3 5 10 21 

M1 Streamer 10 5 5 1 1 0.375 0.25 0.125 0.06 

Accumulator 5 4 2 1 1 0.825 0.55 0.275 0.125 

Mul Handler 2 0 0 3 3 0.15 0.1 0.05 0.023 

Summation 17 9 7 5 5 1.35 0.9 0.45 0.208 

If a better throughput of the whole matrix calculation is expected, either we 

choose higher throughput complex number multipliers, or we can use multiple 

modules with each in charge of one or more rows since this design is a row-based 

design. Another advantage of row-based design is it is quite suitable for the 
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variation of layer value. When number of layers is 1, we can instantiate one kernel. 

When it equals to 4, we can push all 4 rows in one kernel or push them in 2 or 4 

kernels depending on the throughput expected. For a 4-by-4 matrix we have 

throughput versus area in Figure 4.10. 3 curves stands for how many rows are 

computed in parallel as discussed.  

 

Figure 4.10 Design points of Step 1 and 2 

4.3.2. Step 3: Matrix Multiplication with its Hermitian Matrix 

In step 3 the matrix calculation is matrix 1 multiplied by its Hermitian Matrix and 

then adding another matrix R. Then the frontend module of matrix2 should 

provide "abcdefghijklmnop" sequence 4 times as shown in Equation 4.10. This 

can be easily implemented with the help of a scratchpad FIFO. Undoubtedly 

between the element streamer of matrix 2 and the multiplier we should change 

each complex number into its conjugate. This can be done by 3 extra instructions 

for each element. First, mask low 16 bits and store high 16 bits, then do a 16 bits 

scalar subtraction SUB.s16 where zero is the minuend and get the opposite 

number of the imaginary part. At last add what we get from previous 2 steps and 

send the output out. 
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M A∗ + NB∗ + OC∗ + PD∗ M E∗ + NF∗ + OG∗ + PH∗ M I∗ + NJ∗ + OK∗ + PL∗ M M ∗ + NN∗ + OO∗ + PP∗

�  

(4.10) 

The structure of this module should be similar to Figure 4.7. But if we take steps 

in previous section and matrix transpose before this module into consideration, 

then the input streams are different in the following ways. 

 If one complex number multiplier is used in Step 1 and 2, then the stream 

starts at A and ends at P, column by column. Namely 

“AEIMBFJNCGKODHLP” sequence is received.  

 If two are used, then this module will get A to N and C to P simultaneously. 

A and C, E and K, …, pairs are available at the same time in serial. 

 If four complex number multipliers are used then elements in the same 

column of matrix 1 will arrive at the same time. 

 If layer equals to 1 then we only have A, E, I, M. 

 When layer equals to 2 and 3 the analysis is similar. 

This module should have the same throughput with previous modules. Intuitively, 

this means it should have the same number and same throughput of complex 

number multipliers. 

For the first case, we should notice the first terms in output matrix include only A, 

E, I and M. Each output element is composed by 4 terms, and we calculate the 

output matrix term by term, and in the backend PE we do addition every 16th 

element for 3 times. Streamer 1 will stream in “AAAAEEEEIIIIMMMM” sequence 
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and streamer 2 will stream in “AEIMAEIMAEIMAEIM” sequence for the first 

terms. One thing we should notice is, even though intuitively the throughput of 

this module should be the same as previous module, the data rates of the input 

are different. The input data rate for this module is 4T if we assume the complex 

number multiplier in previous step has throughput of T. This means for the first 4 

complex number multiplications the multiplier can only run at ¼ of its optimal 

speed. This results in that the throughput of this module is ¼* ¼ + ¾ = 81.3% of 

previous stage for the first matrix. But the rest matrices have the same 

throughput. This design is shown in Figure 4.11, and matrix R is a matrix that are 

added to the output matrix. 

 

Figure 4.11 Schematic of Step 3 

For the second case, the first and the third term can be computed simultaneously. 

And for the third case all terms can be computed simultaneously which indicates 

the elements of output matrix will be available one by one directly. For all cases 

the data flow graph should be the same except for the accumulator is shared. 

Then the accumulator will require 1 to 3 more input VCs and the variance of the 

rest resources is so small and therefore can be ignored. Resource requirements 

are listed in Table 4.9. Notice Scratchpad if configured to FIFO also consumes 1 

input channel and 1 output channel.  

Table 4.9 Hardware resource requirement of controller modules for step 3 

Module Instruction Predicates Register 
Input 

VC 
Output 

VC 
Utilization when period =  

3.3 5 10 22 

M1 Streamer 4 3 2 1 2 0.75 0.5 0.25 0.114 

M2 Streamer 10 5 5 1 1 0.375 0.25 0.125 0.057 
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Accumulator 10 6 2 3 2 0.705 0.47 0.235 0.107 

Summation 24 14 9 3 5 1.83 1.22 0.61 0.278 

As mentioned above the frontend module of complex number multipliers should 

be modified because one of the operand is conjugate. For one output 2 more 

instructions are required and additional predicates and registers as well. Table 

4.10 is updated as follows. 

Table 4.10 Updated Hardware resource requirement of complex number multipliers 

Cmul Module Instruction Predicates Register 
Input 

VC 
Output 

VC 
Utilization 

1s Frontend 6 3 1 2 1 0.273 

2s Frontend 5 3 1 2 2 0.5 

4s 
Dealer 10 5 1 2 4 1 

Order keeper 2 1 0 2 1 0.2 

6d Order keeper 3 2 0 3 1 0.33 

Steps to get the curve as shown in Figure 4.12 are as follows: 

1. Calculation starts from the blue line which is single streamer 

implementation. First, we add resource requirement of 1-multiplier 

complex number multiplier to the summation. Then we have 30, 17, 10, 5, 

3, 0.553.  So column to evaluate is predicates column because its ceiling is 

3 while others are 2 or 1.  

2. In predicates column the largest value is6, but we cannot find 2 or 1 to 

pack into same PE. Then we delete accumulator in the table and have the 

first mapping vector (0 0 1 0). 

3. Calculate the resource requirement table again. Then we may evaluate 

instruction column or predicates column. Let’s choose predicates column. 

Then we find either frontend module or streamer 1 can be packed with 

streamer 2 which owns the largest predicates value. We choose streamer 1 

in this case, and delete them from the table and find the next mapping 

vector (1 1 0 0). 
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4. Now only the frontend module is left. We have the whole mapping matrix 

as follows. This matrix has 3 rows and therefore number of PEs required is 

4.  

X =�
0 0 1 0
1 1 0 0
0 0 0 1

�                                                    (4.11) 

Let’s determine whether it is possible to gain better performance/area by 

sacrificing performance. Resource requirement of backend module is shown in 

Table 4.8. It can only be mapped to frontend PE. If so the condition as in 

Equation 4.5 is: 

� + � 2 <
�

���
 → 3 <

���

�.�����
                                           (4.12) 

There is a performance/area increase if we sacrifice the throughput. Figure 4.12 is 

completed after the same method applied to all other design points. Notice that 

for the rest design points the attempt above will lead to a performance/area 

decrease. For example for 2-mul complex number multiplier: 

� + � 2 <
�

���
 → 4 ≮

���

�.���
                                             (4.13) 

In summary since the similarities between this and previous module, the 

throughput/area ratio is quite similar. But this module is more complex in the 

streamer 2 control logic and therefore the area is larger. 
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Figure 4.12 Design points of Step 3 

4.3.3. Step 4: Miscellaneous Calculations 

As shown in Figure 4.7, miscellaneous functions are between previous modules 

and Cholesky Decomposition. The inputs are the output stream of previous 

modules, and the output is the elements on diagonal after 2 scaling functions. 

Now the implementation only supports up to 5 cycles/data throughput. If higher 

throughput is expected some of the modules should be pipelined. We will stick to 

this implementation in this section. 

The details of this module are shown in Figure 4.13. 1to2 Mux sends the input 

stream to the modules for calculation of the scaling factor and a buffer 

respectively. Max cnum finds the larger one of real and imaginary parts in the 

coming complex number and sends it to Max. Max collects a specific number of 

input samples and output the largest one. Scaling factor calculation module 

generates neg_scaling_Ri for Scaling1 and complex_beta for Scaling2. Scaling1 

does the scaling process inside Hermitian function. Scaling2 adds complex_beta 

to the elements on diagonal and scales all elements with alpha_temp which is 
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stored in its local register. Diagonal module outputs the elements on diagonal to 

feed Cholesky Decomposition module.   

 

Figure 4.13 Schematic of step 4 

Table 4.11 Hardware resource requirement analysis for step 3 

 Instruction Predicates Register 
Input 

VC 
Output 

VC 
Utilization when T= 

5 10 22 

1to2 Mux 1 0 0 1 1 0.2 0.1 0.05 

Maxcnum 5 3 2 1 1 0.8 0.4 0.18 

Max 7 5 3 1 1 0.6 0.3 0.136 

Scaling factor calc 8 4 3 1 2 0.625 0.313 0.142 

Scaling1 5 2 2 3 3 0.8 0.4 0.18 

Scaling2 8 5 2 3 3 0.4 0.2 0.091 

Diagonal 7 5 1 1 1 0.24 0.12 0.055 

Summation 41 24 13 10 12 3.665 1.833 0.834 

We apply previously discussed method to the resource requirement table and get 

Figure 4.14. Area requirement of this module does not differentiate much. When 

low speed is sufficient the minimum area is limited by hardware resource 

requirement, while when a high throughput one is expected the minimum area is 

limited by PE utilization. 



 

44 
 

 

Figure 4.14 Design points of step 4 

4.3.4. Step 5: Cholesky Decomposition 

Cholesky Decomposition function in step 5 is different than previous matrix 

calculations because the calculation has row carried dependencies, which means 

that it is more difficult to find parallelism in it. Assume A is the input matrix 

which is Hermitian and positive-definite matrix. Cholesky Decomposition will 

find the output, a lower triangular matrix L, that meets A = LL* where L* denotes 

the conjugate transpose of L. L has real and positive entries. When A is real then 

L*=LT, then we have A = LLT. The computation for L is called Cholesky–Crout 

algorithm while that for LT is called Cholesky–Banachiewicz algorithm. We stick 

to the latter one in this thesis, i.e., we generate an upper triangular matrix. 

The element in row j and column k of matrix M is denoted as Mjk where i, j∈ [0, 1, 

2, 3]. Elements of LT are computed by Equation 4.14 and 4.15: 

L��= �A��− ∑ L��
����

���                                                                               (4.14) 
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If we take 4-by-4 matrix as the input for instance, the elements on diagonal are 

the first one to compute in that row. And the rest elements in that row have 

dependency both on the diagonal element and elements on previous rows. 

In the benchmark the code for Cholesky Decomposition is shown in Figure 4.15. 

The equation for elements on diagonal Lij is modified as in Equation 4.16. 

 

Figure 4.15 Cholesky Decomposition function in C[19] 

L��= �R��− ∑ L��
����

���                                                                          (4.16) 

R is another matrix generated from matrix A by addition and scaling in previous 

section. If highest throughput is expected, the loop should be fully unrolled as 

shown in Figure 4.16. The critical path is from R00 to L33, in other words L33 has 

dependency on all elements in matrix L previous to it. The hardware resources 

are summarized in Table 4.12 with square root calculator and complex number 

multiplier excluded. 
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Figure 4.16 Schematic of high throughput Cholesky Decomposition function 

Table 4.12 Hardware resource requirement of fully pipelined Cholesky Decomposition function 

 Instruction Predicate  Register  Input VC Output VC 

Row1 11 5 0 3 6 

Row2a 11 5 2 5 3 

Row2b 12 6 3 5 3 

Row3 11 5 1 6 2 

There are 4 square root computations and 6 complex number multiplications. 

The throughput of this function is made scalable by different pipelining depth. If 

we do those computations in serial, then computation will cost 4*80+22*6 = 450 

cycles without control and communication overhead. However if various 

overheads are taken into consideration this implementation will have a 

throughput of approximately 600 cycles/matrix. The structure of this serial 

implementation is shown in Figure 4.17.  

*Each Row Box has a complex number multiplier. 
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Figure 4.17 Serial implementation of Cholesky Decomposition Function 

Table 4.13 Hardware resource requirement of serial Cholesky Decomposition function 

 Instruction Predicate  Register  Input VC Output VC 

Diagonal 13 8 4 4 4 

Row Rest 16 6 3 4 3 

Output Handler 9 7 4 3 4 

Feedback 12 4 4 1 3 

Since the throughput range of previous stages is about 53 to 1400 cycles/matrix, 

and then the throughput of Cholesky Decomposition module should be the same 

range so that the whole function is scalable. The throughput of this module is 

determined by both depth of the pipeline and also the square root and complex 

number multiplication computation kernel. For throughput from 600 to 1400, 

fully serial architecture is enough. On the other hand, implementation of deep 

pipeline just as Figure 4.16 can provide another extreme end. For 53 

cycles/matrix throughput, since each orange box does 4 complex number 

multiplications at maximum, 10 cycles/data complex number multiplier should 

be adopted. And 2-stage square root calculator with a throughput of 49 

cycles/data should be used. For square root calculator if we use slowest one the 

throughput of this architecture is 80 cycles/matrix. And additionally if we use the 

slowest complex number multiplier the throughput is 100 cycles/matrix. For 

throughput between 160 to 320 cycles/matrix, we either use deep pipeline 

architecture with low utilization and high area budget, or redesign the 

architecture and decrease the pipeline depth.   
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Design points for Cholesky Decomposition function are plotted in Figure 4.18. 

Even though implementations with throughput between 160 to 320 cycles/matrix 

are not implemented, the estimated performance-area pair can be chosen from 

the curve. 

 

Figure 4.18 Design points of Cholesky Decomposition function 

The estimated performance-area curve for the whole channel estimation function 

can be summarized from Figure 4.10, 4.12, 4.14 and 4.18 and shown in Figure 

4.19.  

 

Figure 4.19 Design points of the whole Channel Estimation function 
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4.4. Radix-2 FFT 

In this section we will explore how to map a Radix-2 FFT on TIA. FFT is one of 

the most classical algorithms in engineering field. In signal processing area it is 

even more significant. It is often implemented in dedicated hardware in radio 

base stations.  

In following discussions we focus on Radix-2 FFT in order to keep the 

comparison with the benchmark valid. First let’s determine some terms for the 

discussion for convenience which are illustrated in Figure 4.20. 

Iteration: log� ���� ������, i.e. 10 iterations for 1024 points. Each iteration has 

data dependency on previous iterations. 

Stage: iterations covered by a butterfly element, which is to say number of radix-

2 butterfly element in horizontal in one larger butterfly. For instance a radix-32 

butterfly element has 5 stages. 

Lanes: corresponding concept in vertical. Radix-32 butterfly has 16 lanes.  

 

Figure 4.20 FFT term illustration 

In the following discussion we focus on decimation in frequency FFT. Therefore 

the inputs for one radix-2 butterfly element are 3 complex numbers (A.re|A.im), 

(B.re|B.im) as the data in time domain and (W.re|W.im) as the twiddle factor, 

and outputs are (X.re|X.im) and (Y.re|Y.im). The calculations are X = A+B, Y = 
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(A-B)*W, and for convenience we assume C = A-B. An in-detailed processing flow 

is as follows, and in total there are 6 additions (subtraction is also considered as 

addition) and 4 multiplications: 

           (X.re|X.im) = (A.re|A.im) + (B.re|B.im)                                (4.17) 

(C.re|C.im) = (A.re|A.im) - (B.re|B.im)                                  (4.18) 

Y.re = C.re * W.re – C.im * W.im                                             (4.19) 

Y.im = C.re * W.im + C.im * W.re                                            (4.20) 

It is obvious that the processing for output Y is actually a complex number 

multiplication with operands C and W. 

The calculation for Y, namely a complex number multiplication, is the critical 

part in a butterfly operation. Therefore butterfly element has very similar 

behavior with what has been discussed in Section 4.2.1 and 4.2.2. The difference 

is: 

 An extra input channel is required for input B 

 An extra output channel is required for output X 

 The instruction sending one of the operands does subtraction before 

sending the data into the multiplier. Notice this operation doesn’t 

necessarily lead to an extra instruction because both sending a subtracted 

operand and directly sending an operand both cost 1 single instruction. 

 An extra instruction is required to do an vector addition between A and B 

as output X 

All of these differences result in modifications on the resource requirement of 

frontend PEs of complex number multipliers. 
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4.4.1. Intuitive approach 

The intuitive approach is to map them in vertical as a many-core system. In this 

case Lane=N and Stage=1 (we will represent this as (N, 1) afterwards). This 

implementation focuses on accelerating identical independent process within one 

loop, and loop of iteration is not considered. 

If we have Nradix-2 butterflies for 1024 points FFT, each iteration has 512 lanes 

in total, which indicates the streamers push 512/N pairs of input data for each 

butterfly in each iteration. For convenience N should be power of 2. Note that 

also we use streamer to provide data for PEs, then there are interactions between 

host processor and TIA for synchronization and reactivate streamers. This delay 

is presented by C in terms of cycles. Assume interaction takes 200 cycles. Then 

for 1024 points FFT amount of cycles required could be estimated:  

������ ��������= � ∗
���

�
∗10+ 200∗9                                (4.21) 

The set of N is [1, 2, 4, 8, 16, 32, 64, 128]. As in previous section we choose T∈

[3.3, 5, 10, 21] as in Table 4.8 to simplify the analysis. Area is constraint to about 

64 PEs which corresponding to 2 SBs. Low throughput points are also removed to 

make the figure more readable. 
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Figure 4.21 Rough performance versus area estimation of intuitive FFT implementation 

Complex number multiplier with T=5 shows the best performance in terms of 

performance/area. A problem with this estimation is, when all iterations are 

completed the data should be interleaved with reversal bit algorithm. We either 

do it in host processor or in TIA. First solution requires additional memory 

operations and the second solution will significantly increase PE budget. 

Amount of memory operations in this implementation is large. With twiddle 

factors excluded, in each iteration all 1024 data are loaded and stored once. 

Therefore in total there are 10240 loads and 10240 stores. To be more generic for 

2N points FFT load and store operations is respectively O(N*2N). 

Features of this implementation can be summarized as: 

 Low programming effort (Only program 1 butterfly element, the rest is to 

program the control logic in host processor in C/C++) 

 Large amount of  memory operations 

 Rely on time consuming interactions with host processor 
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4.4.2. Pipelined FFT 

As discussed in previous context, spatially mapped architectures should have 

better performance on applications with loop-carried dependency by unrolling 

those loops spatially. The following structure which is often used in FFT ASIC can 

also be implemented in TIA.  

How a Radix-2 Single-Path Delay Feedback (R2SDF) [20] 8 points pipelined FFT 

works is shown in Figure 4.22. In Decimation-In-Frequency FFT, Element i and 

Element  i+4 (i∈[0,1,2,3]) are the inputs for the first iteration. Therefore the data 

switch in the first stage should push the first 4 elements in the delay buffer, push 

next 4 elements in the butterfly element, output the 4 X results and push the 4 Y 

results in the delay buffer. 

 

Figure 4.22 Principle of R2SDF FFT[20] 

A pipelined FFT architecture can be considered as (1,N) where Lane = 1 and Stage 

= N in comparison to previous (N,1) solution. Besides modifications on the 

frontend modules as discussed in previous Section, main design effort is on 

additional control logic serving as a data switch. 

In order to fetch data in a higher bandwidth we split data path into first half and 

second half, but the principle of R2SDF is still valid. A pipeline stage is shown in 
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Figure 4.23. The black box is a modified complex number multiplier. In this 

graph we use 4-multiplier implementation as an example. 

 

Figure 4.23 Schematic of a pipeline stage 

Let’s illustrate how data switch works in 1024 points FFT. Assume the first stage 

is stage 1 and the last stage is stage 10. The data switch of stage N stores 1024/2N 

results of ofirsthalf to buffer1, then push next 1024/2N in to the multiplier and 

since elements in the buffer is consumed we can push first 1024/2N  results of 

osecondfhalf from previous stage into the buffer at the same time. If N = 2, then 

we push last 256 elements on channel isecondhalf to the multiplier. If N>2, then 

we also push next 1024/2N on channel ifirsthalf into the buffer. This process is 

shown in Figure 4.24. 

 

Figure 4.24 Data switch behavior 

The first stage fetches data from memory and therefore data switch and buffer1 

are not required. Last stage stores data directly to memory and buffer2 is not 

required. Also bit reversed addresses can be streamed in at the last stage with 1 

additional PE. As a whole, the schematic of 1024 points FFT is shown in Figure 

4.25. 
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Figure 4.25 Schematic of 1024 points pipelined FFT 

Buffer 2 of Stage N is supposed to be able to store 1024/2N+1 elements, which is 

equal to the size of buffer1 of next stage. The reason is buffer2 of previous stage 

only needs to store the results of second half while the data switch is pushing data 

of first-half channel into buffer. Size of buffer1 of Stage N is 1024/2N.  

The resource requirement for the data switch is (12, 6, 3, 2.2, 0.8 when T = 5). 

The requirement for buffer is fixed. 10 stages in total require 26 scratchpads. 

Twiddle factors are streamed in for each stage. Data are assumed to be located in 

L1 cache. One extra PE as the interleaver will stream in addresses at the last stage.  

As discussed before, since the complex number multiplier consumes 6 PEs and 

we also map the data switch to one of them (dealer of twiddle factors), the budget 

of each pipeline stage is 6 PEs. Then for 10 stages we need 60 PEs, i.e. 2 

superblocks. Now the question is how to map them, which is discussed in Section 

6.1.3. The implementation with T=5 has been demonstrated to have a throughput 

of approximately 2.8 cycles/data throughput while theoretically the throughput 

should be close to 2.5 cycles/data. There is still space for improvement which is 

discussed in Section 6.1.2.2. 

While keeping the schematic the same, we replace complex number multipliers 

with 1s, 2s and 6d, and come up with different design points in Figure 4.26. 
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Figure 4.26 Design points of pipelined FFT 

4.4.3. High Radix FFT 

In Section 4.4.1 and 4.4.2 two extreme implementations (N,1) and (1,N) are 

presented. In the former one the focus is on parallelism within each iteration and 

the whole process is finished by restarting the process after completion of each 

loop. While in the latter one the focus is on parallelism across iterations, and 

accelerating within each iteration is by adopting butterfly element with higher 

throughput.  

High radix FFT implementation can be derived from radix-2 FFT butterfly 

element. For radix-2M implementation, the implementation for radix-2 PE is (2M-

1,M) in comparison to previous (N,1) implementation. For example a radix-32 

butterfly element be implemented as (16,5). So for 1024 points FFT it pushes 32 

samples in the each of the 5-stage pipeline to finish all the butterfly operations for 

first 5 stages, and then interact with x86, reactivate streamers and move to next 5 

stages.  

Assume communication between PEs costs 2cycles.Similar to Equation 4.20, 

amount of cycles for (16,5) is estimated in Equation 4.21. Single PE complex 

number multiplier is adopted. 
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������ ��������= [(25 + 2)∗5 + 25 ∗31]∗2 + 200 = 2020 ������   (4.22) 

Area can also be estimated. Notice at the end of each pipeline an extra PE is 

required to provide interleaved addresses. 

��� ��������= 16 ∗5 + 16 = 96 ���                                (4.23) 

Comparing to intuitive approach the throughput is significantly improved 

because of less frequent TIA-processor interactions. At the same time number of 

memory operations is greatly reduced to 2048 respectively for loads and stores. 

Even though comparing to (1,N) approach performance/area is decreased, the 

performance of implementation brings another choice when implementing FFT 

in TIA. 
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4.5. Interleaving 

Interleaving is a function that distributing a data block across time domain in 

order to make interference on the signal more correctable. The basic operation of 

interleaving in mathematical view is a matrix transpose, while in terms of data 

storage it is a conversion from row-major order to column-major order. An 

example is shown in Figure 4.27. Interleaving function can be more complex than 

matrix transpose. In some interleaver output addresses are a non-linear function 

of input addresses. We will also see that in some interleavers the order of 

columns is changed first before output the interleaved matrix which is called 

permutation. In previous sections the complexity is located in exploiting 

computation parallelism. By benchmarking the interleaving function we will gain 

understanding of TIA when the complexity is in data fetching with special 

address calculations. 

 

Figure 4.27 Word level interleaving example 

The interleaving function discussed above is simpler comparing to 

interleavers/de-interleavers adopted in turbo encoder/decoder. Sub-block 

interleaver described in 3GPP TS 36.212[21]. 
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Figure 4.28 Permutation pattern 

Sub-block interleaver has 2 features that distinguish it from interleavers 

discussed in previous section. First, data element is bit (soft bit). For efficient 

storage soft bits are packed. Therefore some of the interleaving work is within 

words and shift/mask operations are required. Second, permutation is performed 

when interleaving as shown in Figure 4.28. De-interleaving is the reverse process 

of interleaving. However they are quite similar. Since the whole work is on uplink 

receiver we pick de-interleaving to maintain the consistency.  

Packing ratio is determined by several bandwidths. The candidates can be 1:8, 1:4, 

1:2 and 1:1 which are respectively storing 1 soft bit in 8, 4, 2 and 1 bit(s). Then 3 

streams which are 6144*3 bits in total require 18, 9, 4.5 and 2.25 KB respectively. 

Except that very compact 1:1 packing is fit in L1 cache, the rest choices are all fit 

in L2 cache. Later we will find 1:1 packing is too compact because its de-

interleaving process is much intensive than fetching data. Therefore temporarily 

we assume the data are located in L2 cache. The schematic of a de-interleaving 

system is shown in Figure 4.29(A). 
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Figure 4.29 Schematic of Turbo Decoder 

In Turbo decoder three streams which are systematic, parity 1 and parity 2 

respectively are to be de-interleaved independently. They are stored in the 

memory as shown in Figure 4.29(B). The following stages can be the bottleneck: 

 When fetching data from L2 cache the bandwidth is 16 bytes/cycle. 

 In one SB there are 32 instructions can be executed at most in one cycle. 

Now the problem is simplified to find reasonable packing ratio that one SB is 

capable of handling within the fixed bandwidth of 16 bytes/cycle of fetching data. 

We assume bandwidth of inter-SB communication is sufficient. 

Assume one SB will unpack N soft bits per cycle, and they are stored in 1:P ratio 

in memory, where P∈[1, 2, 4, 8, 16, 32]. It is corresponding to NP/32 words. N is 

definitely less than or equal to 32. And N soft bits will be packed M times and 

each time 2 words containing soft bits will be packed together. Then number of 

packing operations is  

������  �� ������� ���������= � × (1 −
�

��
)                     (4.24) 

Number of words after de-interleaving and packing is 

������  �� �����=
�

��
                                                 (4.25) 
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Then we have  

�

��
≥ 1                                                            (4.26) 

The left term is how many words all the soft bits are stored in after packing. 

When it is equal to 1 the soft bits are packed into 1 word.  

And we have 

32×
�

��
≤ 128                                                   (4.27) 

The left term is the bandwidth of inter-SB communication requirement in 

bits/cycle. When it is equal, the bandwidth reaches maximum value 128 

bits/cycle.  

When extracting a soft bit, a mask operation is performed. Only some of them are 

shifted and the portion is the second term below. Number of packing operations 

is given in Equation 4.24. Then we have 

� + � × (1 −
�

��
)+ � × (1 −

�

��
)≤ 32                                (4.28) 

The left term is number of operations per cycle required. Since each operation is 

in one PE, the left term is also the area requirement. When it is equal, 

computation capability of 32 instructions per cycle per SB is reached. With 

Equation 4.26 to 4.28 the constraints we have solutions of N and M pairs as 

shown in Figure 4.30. The triangular area formed by 3 curves shows all possible 

N-M combinations. 
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Figure 4.30 Finding feasible M-N pairs by linear programming 

Table 4.14 Some M-N pairs  

N M Num of PEs 

12 2 30 

11 
2 28 

3 30 

8 

1 16 

2 20 

3 22 

4 

0 4 

1 8 
2 10 

According to above analysis, one superblock is capable of interleaving 12 

bits/cycle on average at most. 

Fetching data from memory is considered for interleaving is because both FFT 

and channel estimation have large arithmetic intensity[22]. Arithmetic intensity in 

this thesis is defined as the ratio of number of operations per word of memory 

accessed. Based on this concept roofline model of a SB can be built as shown in 

Figure 4.31. Y axis is operations/cycle and X axis is operations/word namely 

arithmetic intensity.  The unit of the slope is words/cycle, which is the bandwidth 

of fetching data from L2 cache. At the ridge point, both memory system and the 

SB reach their maximum performance. When arithmetic intensity is less than 8, 
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performance is limited by memory system. While when it is equal to or greater 

than 8, performance is limited by its processing capability. 

 

Figure 4.31 Roofline model of one SB 

Based on Equation 4.28, the arithmetic intensity of interleaving is 

����ℎ����� ���������= 
�� �� ×(��

�

��
)

��

��

=
���

�

��
�∗��

�
≥

�∗��

�
=

��

�
      (4.29) 

P here denotes original packing rate. The condition that Equation 4.29 is 

definitely greater than 8 is P<4. Depending on P and M values the actual 

arithmetic intensity varies, which indicates the point of interleaving algorithm 

can be on the right and left side of the ridge point.  

Arithmetic intensity of pipelined FFT can be roughly estimated from Figure 4.23 

and 4.25. Every 2 data will go through data switch, dealer, backend and combiner 

modules, and each of them has 2, 2, 20, 1 operations. Multiplications are 

temporarily neglected. For a 1024 points FFT there are 5 iterations mapped into 

one SB. Each iteration has to fetch one twiddle factor as well. As we can see in 
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Equation 4.30, arithmetic intensity of FFT is still larger than 8 even with 

multiplications neglected.  

����ℎ����� ���������= 
(��������)∗�

���∗�
= 17.85                            (4.30) 

One of the most important advantages of spatially mapped architecture can be 

seen here. By transmitting data between processing elements instead of storing 

data back and fetching again, memory operations which is denoted by the 

denominator are significantly reduced. Thus, performance pressure is mainly on 

data processing instead of memory bandwidth.  
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5. Multi-task benchmark 

In the following context, information about heterogeneous system with TIA is 

preliminarily analyzed. 

Single-task functions implemented in Chapter 4 can be integrated to applications 

such as LTE Uplink Receiver PHY Benchmark with the API set provided. TIA 

code will be parsed into intermediate representation in which arguments in TIA 

code such as data addresses can be set, and afterwards it will be elaborated and 

mapped into simulator or real hardware. This process can be user-defined 

through API.  

If we assume single-task functions are statically mapped to TIA, when multiple 

tasks request one of the functions, mechanism such as semaphore should be in 

the application to guarantee the accelerator resource is protected when it is 

occupied. For example one task takes the FFT accelerator, it takes the mutex 

(mutual exclusion semaphore) and pushes in its data and releases the mutex until 

the streamer is inactive. At the same time, it gets a strong semaphore for 

writestreamer access and when all the data has been received it will release its 

semaphore. The strong semaphore (FIFO semaphore) for writestreamer access 

ensures different tasks get correct results in first-come-first-serve order. This 

multi-task mechanism indicates that TIA is the same as any other resources in a 

multi-task system. How FFT accelerator is shared between tasks is shown in 

Figure 5.1. 

When dynamic and partial reconfiguration is supported the case will be more 

complicated. The infrastructure should be able to monitor PE occupation status 

and TIA function occupation status. When a task request a function, it will first 

check whether this function is in TIA or not. If it is instantiated and not occupied, 

this function can be used by that task. Otherwise, the task has to evaluate 

whether it should wait until the function is unlocked or instantiated another one 

in TIA. While instantiating the infrastructure will allocate some of available PEs, 
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map modules into those PEs and finally let the task take over this newly 

instantiated function. 

 

 

Figure 5.1 Computation kernel access by multiple tasks 
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6. Evaluation of Programming TIA 

6.1. Programming effort analysis 

In Section 4.1.2 a method to estimate minimum hardware resource requirement 

based on given modules is proposed. We already build a bridge between triggered 

instruction and hardware resources. However a deterministic estimation method 

of triggered instruction code or hardware resource count based on high level C 

code is difficult to model. The reason is, for a piece of C code of several dozens of 

lines, corresponding TIA implementations can be very different because various 

area budgets, throughput requirements and so on will result in very different 

implementations. Thus, in this section we try to describe the relationship 

between them, where most of TIA programmer’s efforts are put on. 

In high level language such as C, programmers are coding in algorithm level. How 

data are moved in the hardware and how hardware resources are scheduled are 

invisible to programmers. While when programming triggered instructions the 

programmers are working in lower level. Data flow and hardware scheduling are 

specified by programmers. Therefore more programming efforts are required 

from programmers which are discussed as follows. They are also the design flow 

on TIA.  

6.1.1. Effort 1: Exploiting parallelism and data streaming design 

The analysis should start at analyzing the interface of C code and how the inputs 

are consumed. The inputs can be from the memory or other modules. When the 

data address is not linear, a user defined address generator is required to fetch 

data through memory load port. A data distributer may be necessary after the 

data are available, such as the frontend modules of matrix streamer described in 

Section 4.3.1 and 4.3.2 which duplicate data and distribute data in specific 

patterns.  
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The analysis of computation is performed as well. For algorithms with loop 

carried dependency the parallelism can be improved by pipelining. FFT in 

Section 4.4 and Cholesky Decomposition in Section 4.3.4 are the examples. This 

kind of algorithms can be naturally mapped to spatially architecture, which is 

also demonstrated in [ 23 ]. For algorithms with low or even no loop carried 

dependency such as complex number multiplication in Section 4.3.1 and 4.3.2, 

the parallelism can be improved in both pipelining and duplicating hardware 

resources. Large points FFT has large number of loops both with and without 

loop carried dependency, and this is the reason why there are many design points 

can be found for this algorithm. In either way the parallelism now is exploited by 

the programmer.  

Obviously the input streaming design and computation kernel design shouldn’t 

be discussed separately because how the computation is performed decides how 

the data should be streaming in, not the other way around. As long as the 

architecture of computation kernel is settled, design of input streaming is mostly 

settled without many variations. This indicates exploiting parallelism is the most 

crucial design phase when programming TIA. 

The output data can be both stored to memory or sent to other consumer 

modules. The strategy is similar to how input data are handled. 

6.1.2. Effort 2: Programming in triggered instructions 

Besides design of input streaming, computation and output streaming, 

programmer’s efforts are also put on programming each module. At this stage, 

programmer tries to split logic function into the TIA coding term “module” as 

efficient as possible. TIA programmer should be capable of translating most 

commonly used control idioms in high level language into triggered instructions. 

Efficiency refers to many criterions, but the core concept is the hardware cost 

when mapping these modules should be as little as possible in order to gain a 

better performance/area ratio. The following context describes some features of 

triggered instruction code observed during this thesis. 
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6.1.2.1. Serialized FSM versus dueling FSM 

The first feature is the trade-offs between serialized FSM and dueling FSM. For 

example, if a calculation output = A*B+C+D+E is performed in a module, this 

module will execute one multiplication and 3 additions, where the multiplication 

and last 2 additions can be scheduled in any order since they have no data 

dependency. The first addition can only be executed after the multiplication. 

If the inputs A to E are fed to this module with deterministic order and delay, for 

example they are all available from the beginning, and then the most efficient 

scheduling is known which can lead to a fully serial FSM as shown in Table 6.1.  

Table 6.1 Serialized FSM design example 

Instruction Execution Current state           Next state 

1 Send A and B to multiplier State0 State1 

2 Reg1 = ADD(D,E) State1 State2 

3 Reg1 = ADD(Reg1,C) State2 State3 

4 Output VC = ADD(Reg1,A*B) State3 State0 

If the inputs are available with no deterministic order, previous FSM may work 

inefficiently even though the result will be generated without any doubt. But a 

better approach in terms of throughput is dueling FSM as shown in Table 6.2. 

Table 6.2 Dueling FSM design example 

Instruction Execution Trigger (Predicates condition) Predicate change 

1 Send A and B to multiplier True(always executable) - 

2 Reg1 = ADD(C,Reg1) needC&& !needreset needC = false 

3 Reg1 = ADD(D,Reg1) needD&& !needreset needD = false 

4 Reg1 = ADD(E,Reg1) needE&& !needreset needE = false 

5 Output = ADD(A*B,Reg1) !needC&& !needD&& !needE needreset = true 

6,  … When one execution period is done, reset all predicates and Reg1 

The implementations of a simple function shown in Table 6.1 and Table 6.2 show 

the flexibility of predicate based processing element. The control paradigm in 

Table 6.1 is similar to programming counter, and that in Table 6.2 is typical 

triggered instruction.  
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The advantage of dueling FSM over serialized FSM is obviously a better 

performance when non-deterministic inputs are fed. However this performance 

gain is along with hardware resource overhead. The most crucial overhead is 

more predicates are consumed. Only 2 predicate bits are needed for coding 4 

states in Table 6.1, but 4 predicate bits are needed in Table 6.2. Requirement of 

instruction slots also increases. Instruction 2 in Table 6.1 is split into 2 

instructions in Table 6.2. More importantly, extra instructions are required to 

reset value of predicates and registers. In each instruction at most 2 predicates 

can be reset. Requirement of register may also increase even though this is not 

shown in this example because this is example of accumulation where there are 

not many intermediate variables. Increased requirement of register is caused by 

potentially long register live period. 

6.1.2.2. Coding loops in triggered instruction 

When coding loops in TIA, the most intuitive way is to code loops like assembly 

code compiled from high level language, which is shown in Figure 6.1. 

 

Figure 6.1 General flow chart of loop 

When the loop condition can be pre-determined as in most for loops, and number 

of possible loops and executions is small, and the throughput is crucial in this 

module, it is better to unroll the loop instead of maintaining the form of loop. In 

this case the instruction for loop testing is saved to get a better performance. For 

example when number of loops is 4 and there are 2 executions, in loop form the 
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loop will be finished in (1+2)*4= 12 cycles, and if they are unrolled the loop will 

be finished in 2*4 = 8 cycles. The disadvantage obviously is unrolling the loop 

requires more instruction slots. The predicate requirement doesn’t inevitably 

increase because with the increase of predicate bits, the number of serial states 

increases exponentially. Sometimes it even requires less predicates. 

When coding loops in generic module, loop testing overhead sometimes will limit 

the parameter that is suitable to put in. An example is the data switch module 

described in Figure 4.23 in Section 4.3.2. One of the letters A to D representing 

overall state is assigned to each column as shown in Figure 6.2. Figure 6.3 shows 

details of the module with state transitions.  

 

Figure 6.2 Data switch behavior with state encoding 

 

Figure 6.3 Flow chart of a generic design 

When N is small, number of loops inside each state is large, and frequency of B-C 

transitions is low. However if we use this FSM when N is large, for example when 

N = 10 which is the last stage in 1024 points FFT, overall state B and C will be 

executed for only once. Then test loop condition in B and C is meaningless and 

limits the throughput. Therefore a generic FSM module as shown in Figure 6.3 

will limit the throughput when the parameters are extreme. This is the reason 
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why implementation discussed in Section 4.3.2 has 0.3 cycles/data performance 

difference with optimal performance. 

For the last stage, a better implementation is to combine state B and C as one 

state and combine B and D as another state. As discussed in the first example, 

this unrolling strategy is limited by instruction slots. For example if we combine 

state B and C for stage 9, then four more instruction slots are required since each 

state contains 2 loops which are unrolled. 

6.1.2.3. Modularized design and over-modularized design 

When programming TIA, modularized design are very well supported which is 

helpful in reducing programming effort. Modules can be put together into a 

container module, and container modules are also supported to be put into 

another container module. Functions can be split into modules by its intrinsic 

logic. 

However programmers should try to prevent their modularized designs from 

being over-modularized designs. Modules with producer-consumer relationships 

are suggested to be put into one module if possible.  Packing these modules can 

be beneficial in decreasing VCs and instructions for data transfer, reuse 

instructions and decreasing communication latency as well. Non-linear 

performance versus resources increase in Section 4.2.3 is an example of this 

phenomenon. 

6.1.3. Effort 3: Finding low latency mapping solution 

When previous 2 design steps are finished, the last step is to map the whole 

design to allocated TIA hardware resources. Nowadays automatic mapping tool is 

not available yet. Thus, this effort fully relies on programmer. 

A better mapping solution in TIA should lead to lower latency, even though the 

throughput remains the same. The basic mapping method is to increase locality 

for modules in the same functional block, and also the interconnection between 
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functional blocks. The main reference is Table 2.2. For example, connected 

modules should be mapped to the same row if possible to decrease latency. If not, 

they can be mapped to same column. The key rule is to decrease the latency of the 

critical path. 

 Let’s take Pipelined FFT using 4-single-input-channel-multipliers version 

complex number multiplier described in Section 4.4.2 as an example. The 

schematic is shown in Figure 4.21. A feasible mapping shape with good locality is 

shown in Figure 6.4. Multiplier and its corresponding backend module are 

mapped into one PE. Dealer and combiner can be mapped to one PE. FIFOs are 

not considered temporarily. Notice that changing the position of dealer and data 

switch doesn’t change the latency of critical path. This fact can be taken 

advantage of afterwards for inter-stage connections which is capable of reducing 

inter-stage communication latency since they are respectively the input and 

output for this stage. Also by adjusting the positions the pressure on VCCB is 

balanced because twiddle factors are also fetched from memory. 

 

Figure 6.4 A feasible mapping shape for FFT pipeline 

For a whole 1024 points FFT 10 stages are required. The mapping shape in Figure 

6.4 can be mirrored both in vertical and horizontal to get other shapes with the 

exact same feature. Then we map 5 stages in one SB as shown in Figure 6.5(A). 

Then the FIFOs inside each stage and chaining stages together are considered. 

FIFOs in the first 3 stages are intense which is shown in Figure 6.5(B), where 

blue denotes Buffer1 and green denotes Buffer2, and number inside denotes its 

position in a FIFO chain. FIFO mapping work for the rest stages is flexible and 

therefore not shown.  
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Figure 6.5 Mapping 5 stages in one SB 

Manual mapping work is easy if latency is not crucial. One can map modules into 

PEs freely according to mapping vectors stemming from PE requirement 

estimation. However if low latency is expected, the mapping work can be 

tentative and tedious. Module dependencies and SB interconnection features 

should be considered. 

6.2. Code size comparison 

Comparing to high level programming language, more programmer’s effort is 

required to program TIA as discussed in previous section. In this section code 

size of C and triggered instruction implementation is compared. The comparison 

result can be a direct view of effort 2 discussed in Section 6.1.2.  

In the following tables, all the line counts have comments stripped and blank 

lines included. C++ code for host-TIA interaction is not included, i.e. the number 

is completely triggered instruction code. TIA code is mainly composed of 

interface declaration, module implementation, container module implementation 

and mapping function. Among those codes, lines of mapping function can be 

probably diminished when automatic mapping tool is available. Therefore it is 

stripped out as a separate column. 

Pipelined FFT is composed of 4 triggered instruction files as shown in the first 

column of Table 6.3.  CMUL is complex number multiplier with 4 multipliers. 
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Program is the file where all member modules are instantiated, connected and 

mapped. As a reference, C implementation of FFT has 62 lines. 

Table 6.3 Pipelined FFT Code Size (lines) 

Files Mapping Total 

Data Switch 0 140 

FFT container 160 220 

CMUL 100 380 

Program 0 130 
Total 260 870 

Channel Estimation is composed of 7 files. First 4 files are corresponding to 

Section 4.3.1 to 4.3.4. Cholesky Decomposition only counts fully pipelined 

implementation (actually fully serial implementation has about the same number 

of lines). CMUL is almost the same as in Pipelined FFT function. Square root 

calculator only counts non-pipelined implementation. As a reference Channel 

Estimation C implementation has 160 lines. 

Table 6.4 Channel Estimation Code Size (lines) 

 Mapping Total 

 Step 1 and 2 10 210 

Step 3 20 320 

Step 4 30 620 

Step 5 30 720 

CMUL 100 380 

SQRT 0 170 

Program 0 70 

Total 190 2490 

As we can see from Table 6.3 and 6.4, code size of triggered instruction will be 10 

to 20 times of C code. However, one thing should be noticed is all C codes from 

the benchmark are not optimized. Along with optimizations on C/C++ codes, the 

gap will be bridged gradually [23]. 
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6.3. Debugging effort 

Debugging of TIA code mainly relies on Dreams GUI as introduced in Section 2.5. 

Generally speaking, debugging in Dreams GUI is efficient when the programmer 

is familiar with it. 

When debugging a single module, Box A and F in Figure 2.3 provide the most 

helpful information. In these two boxes the developer is capable of analyzing the 

behavior of FSM and what prevents the FSM from executing in an optimal speed. 

When debugging SB-level designs, yellow and red squares in Box F are 

indications of whether the interfaces of modules are well designed or not. When 

output instructions of producer have long red sequences, usually corresponding 

instructions of consumer will have long yellow sequences. Adding a FIFO 

between these two modules will fix this issue.  
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7. Conclusion and Future work 

7.1. Conclusion 

In Chapter 4, Channel Estimation, FFT and Interleaving are chosen for detailed 

analysis. Throughput-area relationships and throughput/area-area relationships are 

summarized in curves, which indicate that the designs are scalable and adjustable 

according to different performance requirement. Not every point in the curves is 

implemented. Instead, a resource estimation method is proposed in Chapter 4 to get 

the design points. 

Implementations in Chapter 4 show that TIA offers good flexibility for temporal and 

spatial execution, and a mix of them. The balance can be struck by the programmer 

according to different acceleration specifications. The scale of temporal execution is 

limited by hardware resources provided locally such as instruction slots and 

predicates, etc. Thus, the design philosophy of TIA is building local temporal 

modules and chaining them into a spatial datapath. Implementations in Chapter 4 

mostly adopt this design philosophy, except that when analyzing interleaving the 

architecture assumed is purely spatial execution.  

In system level, the control of TIA can be done through a set of APIs provided in both 

C and C++. When a computation kernel implemented in TIA is shared by multiple 

tasks, as one of the solutions semaphores can be adopted to guarantee safe access to 

TIA. Further development of API is required if TIA is embedded in a real system.  

Programmer’s efforts are mainly put on 3 aspects as discussed in Chapter 6. First, 

parallelism of algorithm is exploiting by programmer manually. How data are 

streamed in TIA is also considered. The second effort is programming in triggered 

instruction. When modules are all programmed, the third effort comes which is 

mapping them physically into TIA. There may be the fourth step which is 

programming TIA controller such as X86 through a set of APIs to embed TIA in the 

system. In the implementations in Chapter 4, code size of TIA is approximately 10 to 

20 times of naive C code, in terms of amount of lines. However along with 
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optimizations on naive C code, amount of lines will get closer until they are almost 

the same.  

One important thing should be noticed is, micro-architectural parameters such as 

instruction set, amount of hardware resources and multiplier throughput are not 

fixed and can be customized according to real case requirement. But in this thesis we 

stick to the parameters presented in Chapter 2. Change of parameters can influence 

the throughput thoroughly. For example, if the throughput of multiplier is doubled, 

PE requirement will be halved to reach current design points. 

7.2. Future Work 

This thesis sticks to one data format which is 16-bit fixed point integer, and   

complex number is combining real and imaginary parts into one 32-bit number. In 

the future, more practical data formats can be considered to be adopted in TIA 

computation kernels. 

Only a few computation kernels are evaluated in this thesis. Others of them can be 

implemented for a more comprehensive benchmark for TIA. Especially, complex 

computation kernels such as turbo decoder are not implemented. Those can be 

candidates for further evaluation of TIA. 

Not much evaluation work in this thesis is in system level. A heterogeneous system 

with TIA can be another interesting benchmark work in the future. 

Analysis of power consumption can be another interesting point of further study of 

TIA. 
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