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Abstract 

Providing high quality of topics inference in today's large and dynamic 
corpora, such as Twitter, is a challenging task. This is especially challenging 
taking into account that the content in this environment contains short texts 
and many abbreviations. This project proposes an improvement of a popular 
online topics modelling algorithm for Latent Dirichlet Allocation (LDA), by 
incorporating supervision to make it suitable for Twitter context. This 
improvement is motivated by the need for a single algorithm that achieves 
both objectives: analyzing huge amounts of documents, including new 
documents arriving in a stream, and, at the same time, achieving high quality 
of topics’ detection in special case environments, such as Twitter. The 
proposed algorithm is a combination of an online algorithm for LDA and a 
supervised variant of LDA - labeled LDA. The performance and quality of the 
proposed algorithm is compared with these two algorithms. The results 
demonstrate that the proposed algorithm has shown better performance and 
quality when compared to the supervised variant of LDA, and it achieved 
better results in terms of quality in comparison to the online algorithm. These 
improvements make our algorithm an attractive option when applied to 
dynamic environments, like Twitter. An environment for analyzing and 
labelling data is designed to prepare the dataset before executing the 
experiments. Possible application areas for the proposed algorithm are tweets 
recommendation and trends detection.  
 
Keywords: Latent Dirichlet Allocation, Labeled Latent Dirichlet Allocation, 
online Variational Bayes for LDA, multi-labeled, supervised, Twitter, 
recommendations, variational inference. 
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Abstract 

Tillhandahålla högkvalitativa ämnen slutsats i dagens stora och dynamiska 
korpusar, såsom Twitter, är en utmanande uppgift. Detta är särskilt 
utmanande med tanke på att innehållet i den här miljön innehåller korta 
texter och många förkortningar. Projektet föreslår en förbättring med en 
populär online ämnen modellering algoritm för Latent Dirichlet Tilldelning 
(LDA), genom att införliva tillsyn för att göra den lämplig för Twitter 
sammanhang. Denna förbättring motiveras av behovet av en enda algoritm 
som uppnår båda målen: analysera stora mängder av dokument, inklusive nya 
dokument som anländer i en bäck, och samtidigt uppnå hög kvalitet på ämnen 
"upptäckt i speciella fall miljöer, till exempel som Twitter. Den föreslagna 
algoritmen är en kombination av en online-algoritm för LDA och en 
övervakad variant av LDA - Labeled LDA. Prestanda och kvalitet av den 
föreslagna algoritmen jämförs med dessa två algoritmer. Resultaten visar att 
den föreslagna algoritmen har visat bättre prestanda och kvalitet i jämförelse 
med den övervakade varianten av LDA, och det uppnådde bättre resultat i 
fråga om kvalitet i jämförelse med den online-algoritmen. Dessa förbättringar 
gör vår algoritm till ett attraktivt alternativ när de tillämpas på dynamiska 
miljöer, som Twitter. En miljö för att analysera och märkning uppgifter är 
utformad för att förbereda dataset innan du utför experimenten. Möjliga 
användningsområden för den föreslagna algoritmen är tweets 
rekommendation och trender upptäckt. 
 
 
Nyckelord Latent Dirichlet Allocation, Labeled Latent Dirichlet Allocation, 
online Variational Bayes for LDA, multi-labeled, supervised, Twitter, 
recommendations, variational inference. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
 



Acknowledgment 
 
First of all, I am sincerely grateful to the Swedish Institute for granting me a 
scholarship to pursue my master studies and start converting my dreams into 
reality at one of the glorious educational institutions of the innovation leading 
country of Sweden. 
 
I would like to express my faithful gratitude to my thesis examiner, Prof. 
Mihhail Matskin, for his guidance throughout the research stages, the 
supporting environment he provided me with, and his honestly keenness to 
improve my skills. His continuous supportive efforts, directions, and remarks 
have put a great impact on this work. 
 
Special words of thanks are presented to Dr. Nima Dokoohaki, who directed 
my steps in various parts of the scientific research in general, and in my area 
of research work in particular. I greatly appreciate his precious time to add his 
valuable comments and suggestions, which have played a great role in 
directing this work into existence. 
 
Deep thanks are due to Filippia Zikou, for providing us with the dataset, on 
which this research work was based.  
 
Last but not least, my love, appreciation, and thankfulness go to my parents, 
my brothers; Fadi and Naser, and my sister Bashira, for their endless support 
and encouragement. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 



1 
 
 
 
 

Table of Contents 

1 Introduction ................................................................................................................. 1 
1.1 Background ..................................................................................................................... 1 
1.2 Problem............................................................................................................................. 1 
1.3 Purpose ............................................................................................................................. 1 
1.4 Goal ..................................................................................................................................... 1 
1.5 Benefits, Ethics and Sustainability .......................................................................... 2 
1.6 Methodology / Methods .............................................................................................. 2 
1.7 Delimitations .................................................................................................................. 3 
1.8 Outline ............................................................................................................................... 3 

2 Background .................................................................................................................. 4 
2.1 Topic Modelling ............................................................................................................. 4 
2.2 Bayesian Inference ....................................................................................................... 6 
2.3 Hierarchical Bayesian Inference.............................................................................. 6 
2.4 Dirichlet Distribution .................................................................................................. 6 
2.5 Latent Dirichlet Allocation ......................................................................................... 7 

2.5.1 LDA as a Generative Model ................................................................................................. 7 
2.5.2 LDA as a Graphical Model ................................................................................................... 9 

2.6 Approximate Posterior Inference in LDA ........................................................... 11 
2.6.1 Available Approaches .........................................................................................................11 
2.6.2 Variational Inference ..........................................................................................................11 
2.6.3 MCMC & Gibbs Sampling ...................................................................................................13 
2.6.4 Comparison .............................................................................................................................14 

2.7 Smoothing in LDA ........................................................................................................ 14 
2.8 Extensions of LDA ........................................................................................................ 15 

2.8.1 Parallelism and Scalability ..............................................................................................15 
2.8.2 Streaming ................................................................................................................................15 
2.8.3 Supervised Learning ...........................................................................................................15 
2.8.4 Applications of LDA on Twitter ......................................................................................16 

2.9 Online VB for Latent Dirichlet Allocation ........................................................... 16 
2.10 Labeled Latent Dirichlet Allocation ...................................................................... 17 

3 Analysis and Preprocessing ................................................................................ 20 
3.1 Data Storage and Management ............................................................................... 20 
3.2 Translation .................................................................................................................... 26 
3.3 Classification ................................................................................................................. 26 
3.4 Developed Tools .......................................................................................................... 27 

4 Approach .................................................................................................................... 31 
4.1 Algorithm Description ............................................................................................... 31 
4.2 Preprocessing Steps ................................................................................................... 34 

5 Experiments and Evaluation ............................................................................... 36 
5.1 Dataset ............................................................................................................................. 36 
5.2 Evaluation Approach .................................................................................................. 37 
5.3 Scalability Experiment .............................................................................................. 37 
5.4 Inference Quality Experiments .............................................................................. 38 

5.4.1 Cosine Similarity .................................................................................................................38 
5.4.2 Classification Accuracy.......................................................................................................39 



2 
 
 
 
 

5.4.3 Percentage of correctly inferred topics .......................................................................41 
5.4.4 Topical Analysis ....................................................................................................................41 

6 Conclusions and Future Work ............................................................................ 42 

References .......................................................................................................................... 43 



1 
 
 
 
 

 

1 Introduction  

1.1 Background 

     The technological and information revolution witnessed by our world today 
has opened the door for wide and diverse types of services that have become 
part of our daily life. Social networking services are used in all aspects of our 
daily lives. Twitter is considered as one of the most popular online social 
networking and microblogging services that provide users with huge amount 
of fresh information in different domains such as politics and entertainment 
among others. 
 
       With the increasing size of data in social networks on daily basis, novel 
tools are needed to analyze the content on behalf of the users. Topic 
modelling, which is a statistical model in machine learning, can be used to 
uncover the hidden topics in a collection of data. One of the most commonly 
used topic models is the Latent Dirichlet Allocation (LDA) algorithm [1]. LDA 
presents a document as a mixture of topics. However, those topics can be hard 
to interpret. To solve this issue, many extensions of LDA were proposed to 
incorporate supervision in its process. This produces better and more 
interpretable results. The dynamicity in social networking websites 
encouraged researchers to propose variations of LDA that support streaming 
context as well.  

1.2 Problem 

The available variations of LDA fall under three categories. The first one 
includes the supervised algorithms which are designed for batch analysis only. 
The second one is the supervised algorithms that can support streaming 
scenarios but don’t show good performance or scalability. The last category is 
the unsupervised algorithms which were designed to support streaming 
scenarios, but unsuitable for environments like Twitter. There is a need to 
achieve several desired objectives in a single efficient algorithm.  In our 
project we will address this problem and find a new efficient topic modelling 
solution that can both analyze huge amounts of tweets, including new ones 
arriving in a stream and improve the quality of topics detection and inference.  

1.3 Purpose 

The purpose of this project is to develop a scalable online and supervised 
algorithm that can be applied in the context of Twitter, and to prepare an 
environment for analyzing and labelling tweets that will be used as an input 
for the algorithm. The algorithm should both show high performance when 
compared with other available algorithms and present a good level of 
accuracy.  

1.4 Goal 
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The aim of this work is proposing a new topic modelling algorithm that is 
suitable to analysis of collections of documents, including the ones arriving in 
a stream. It also should achieve high quality of topics detection, due to its 
classification of contents to interpretable topics. An environment where the 
tweets can be analyzed, translated to English when required, labelled with 
suitable topics should be implemented and used. The algorithm should be 
scalable and can be used in environments with short texts that might contain 
abbreviations as well as names of places or people. The developed algorithm 
can be applied in multiple application areas including tweets recommendation 
and link prediction. It can be also modified to be used for trends detection. 
 

1.5 Benefits, Ethics and Sustainability 

The proposed algorithm can be applied for Twitter or any similar environment 
that requires supervision and support for online streaming. The developed 
tools for analyzing, translating and labelling documents can be used for 
different types of data with little modifications. 
 Applications that collect or analyze data from social networks like Twitter and 
Facebook, can introduce privacy risks. The dataset used in this project was 
gathered from public Twitter profiles, to avoid privacy intrusion.  

1.6 Methodology / Methods 

The quantitative method of research was applied in this project. Data was 
collected, analyzed and processed using multiple techniques. The phases of 
this project can be described in the following steps: 

a. Detailed literature study about topic models, and specifically LDA. 
With an exploration of the available extensions of LDA. This was 
complemented with a detailed study of the algorithms upon which this 
work is based. 

b. Analyzing the available dataset and performing some statistical study 
to evaluate its appropriateness in the project. 

c. Preparing the tools required for retrieving, analyzing, translating and 
labelling of data. This needs to be developed before using the 
algorithm.  

d. Writing and testing the algorithm. 
e. Executing experiments to evaluate the performance and quality of the 

proposed algorithm, when compared to other algorithms. 
f. Exploring the possible applications for the developed algorithm, and 

planning for future work. 
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1.7 Delimitations  

The dataset used in this work was gathered using Twitter streaming API1 from 

February 2014 until mid of October 2014. Due to a bug in the Tweepy API2 
that was used to consume the streaming functionality, some pauses occurred 
during certain months.  
 

1.8 Outline  

This report is organized as follows. Chapter 2 provides a detailed background 
study on the concepts related to LDA algorithm, learning and inference 
mechanisms, and the different extensions of LDA. In addition, a description 
for the two algorithms upon which this work is based is provided. In chapter 
3, the phases and tools that were developed to prepare the dataset are 
explored. In chapter 4, the proposed algorithm is illustrated in detail. Chapter 
5 presents the results of experimental comparisons, accompanied by an 
analysis of the algorithms performance and quality. Chapter 6 presents the 
expected future work and conclusions.   
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

                                                   
 
 
 
1 https://dev.twitter.com/streaming/overview 
2 https://github.com/tweepy/tweepy 

https://dev.twitter.com/streaming/overview
https://github.com/tweepy/tweepy
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2 Background 

2.1 Topic Modelling 

Managing the large amounts of information that we get from websites and 
social networks, requires effective tools to analyze and summarize their major 
contents. Topic modelling, which is a statistical model in machine learning, 
can be used to uncover the hidden topics in a collection of data. This can help 
to better understand them in a short time. 
 
The conceptual design of topic modelling is illustrated in Figure 1. 
Collections of data documents are the input for a topic model. The goal is to 
find the topics that best describe those collections. Each topic can be 
represented by a list of words that are related to the topic. Usually each 
document is composed of multiple topics, each with different proportions.  
 

 
 

Figure 1: Conceptual Design of Topic Modelling 

 
Examples of topic models applied in the domain of information retrieval 
include tf-idf [2], latent semantic indexing (LSI) [3], probabilistic latent 
semantic indexing (PLSI) [4], and LDA [1]. LDA is the most commonly used 
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topic model. It is a fully Bayesian version of PLSI and a probabilistic version of 
LSI.  
 
A simplified example for LDA is illustrated in Figure 2. A group of headlines 
have multiple topics, which are supposed to be discovered by LDA 
automatically.  
 
 
 
 
 
 
 
 
 
 
 
 
 

 

 
LDA is supposed to find that the first two headlines fall under one topic, 
whereas the third and fourth headlines are related to another topic. The last 
headline should be classified as being related to the topics one and two at the 
same time.  
 
LDA model clusters the words that co-occur together. It is expected that topic 
one will include such words as: camera, video, recording, shot, etc. Obviously, 
those words are related to photography, whereas topic two will include words 
that are more related to food, such as: recipes, grill, etc. 
 
The next sections will give an overview to some of the foundational concepts 
behind the LDA.  
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Samsung NX500: Small Camera with big 4k video recording power for $800 

21x optical zoom for Great shots up front and from a distance Cameras for $4900 

Get your Grill on with the 15 Best Recipes for summer 2015 
 

SJA Reveals New Grill Recipe So You Can Make at Home 
 

Watch this incredible Recipe Shot Video 
 
 

Figure 2: Simplified example for LDA  
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2.2 Bayesian Inference 

Bayesian inference is a technique used in mathematical statistics. It uses 
Bayes’ rule to update the probability of a hypothesis, while evidence is 
acquired. The Bayes theorem [5] is used to compute the posterior probability 
using the prior and the likelihood probabilities: 
 

p(h | d) = 
p (d |h)p(h) 

p(d) 
 , 

 
where: 

 p(h) is the prior probability which is the probability distribution that 
expresses the uncertainty about an event before some evidence is taken 
into account. 

 p(d | h) is the likelihood probability. The likelihood function of a set of 
parameter values θ, given outcomes x, is equal to the probability of the 
observed outcomes given the provided parameter values. 

 p(d) is the normalization constant. 
 p( h| d) is the posterior probability which is the conditional probability 

that is assigned after the relevant evidence is taken into account. 

2.3 Hierarchical Bayesian Inference 

It is a hierarchical form of a statistical model, where multiple parameters are 
connected and dependent in multiple layers. This implies dependency in the 
joint probability model for these parameters. The Bayes’ theorem is applied to 
integrate the sub models with the observed data. The result is the posterior 
distribution of the model [6]. 

2.4 Dirichlet Distribution 

Dirichlet distribution [7] can be described as “a distribution over 
distributions”. It is an exponential family distribution and a generalization of 
the beta distribution to multiple dimensions. It is often used in Bayesian 
statistics as a prior distribution. 
 
Formally, Dirichlet distribution is presented as: 
 

Dir(θ | α) = 
1

B(α)
∏ θk 

αk−1 𝐾
𝑘=1  

 

where B(α) = 
∏ Γ(αi)K

k=1  

Γ(∑ αi K
i=1 )

   (Γ(x) is the Gamma function) 

          α = (α1… αK) are the concentration parameters 
          K ≥ 2 is the number of categories 
 

The concentration parameter α is a numerical parameter of a parametric 
family of probability distributions. It is responsible of controlling the mean 
shape and the sparsity of θ. 
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Special case of Dirichlet is the symmetric Dirichlet distribution. It is achieved 
when all the elements making up the parameter vector α have the same 
values. It is typically used when there is no prior knowledge favoring one 
component over the other. When α =1 (Figure 3 -a) the distribution is 
uniform, where all the sets of probabilities will be equally likely. Values of α 
below one (Figure 3 - b) results in sparse distributions. Because most values 
will be close to zero, with the majority of mass concentrated in other few 
values. However, values of α above one (Figure 3 - c) results in evenly 
distributed distributions, where values in the sample will be similar to each 
other. Figure 3 is extracted from [8]. 
 
       

 
 

Figure 3 – (a) uniform distribution, (b) values less than unit (c) values greater than unit. 
Figure extracted from [8] 

2.5 Latent Dirichlet Allocation 

2.5.1 LDA as a Generative Model 

Generative models are applied in machine learning. Given some hidden 
parameters, their purpose is to randomly generate observable data values. 
This is achieved by specifying a joint probability distribution over 
observations and other variables. The hidden structure in the model can be 
revealed by performing inference for latent variables, conditioned on known 
values of other variables.  
 
In our case, LDA is an example of a generative model that is given a set of 
observations, which are the words in documents. The goal of this generative 
process is to represent each document as a mixture of a number of topics. By 
this, the goal of topic modelling is achieved, when large collections of data, can 
be represented by short descriptions. 
 

Table 1 illustrates the notation used to formally define LDA: 
 
Symbol/Parameter Description 
word w Basic unit of data 
document d A sequence of N words, denoted by d = (w1, 

w2, … , wN) 
corpus D a collection of M documents 
θ Per-document topics distribution 
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α Hyperparameter used as a prior probability 
for θ. Classified as per-corpus parameter 

z Per-word topic assignment 
β Distribution of topics over words 
K Number of topics - assumed to be fixed and 

known 
V Vocabulary size, assumed to be fixed and 

known 
 

Table 1: Notation used in LDA 
 

The generative process in LDA for each document can be described in the 
following way: 

1. Choose θ ~ Dir(α)  
2. For each of the N words in the document, wn: 

 Choose a topic zn ~ Multinomial(θ)  

 Choose a word wn from p(wn | zn, β), a multinomial probability 
conditioned on the topic zn  

 
The generative process can be described using the example in Figure 4 which 
is extracted from [9], with the following details: 

 Assume the topics (t1, t2, t3, and t4) are the topics related to the current 
corpus. 

 For the current document shown in Figure 4, a distribution over 
topics (θ) is drawn from a Dirichlet distribution with the 
hyperparameter α. 

 For each word in the document, a topic assignment (zn) is drawn from 
the multinomial distribution of θ. Then, one of the words (wn) related to 
the topic and available in the document is chosen. 

 

 
Figure 4 Example of the generative process in LDA – Extracted from [9] 
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But, in real situations, the topics, their distribution in documents, and their 
distribution over words are latent. This is illustrated in Figure 5 which is 
extracted from [9]. The goal is to infer the hidden structure in the model. The 
inference process is described using a graphical model as will be explained in 
the next section. 
 

 
 

Figure 5: Latent variables in LDA – Extracted from [9] 

 

2.5.2 LDA as a Graphical Model 

 
LDA is represented as a graphical model in Figure 6 (adopted from [1]). 
Graphical models are probabilistic models commonly used in Bayesian 
statistics and machine learning. In these models, the graph represents the 
conditional dependence structure between random variables. 
 
If the model’s structure is a directed acyclic graph, which is the case in LDA, 
the joint distribution can be factorized into a product of conditional 
distributions. In a formal representation: 
The events are X1, X2, …, Xn, then the factorized joint probability satisfies: 
 

P(X1, X2… Xn) =∏ P(𝑋𝑖|pai) n
i=1   

 

Where pai is the set of parents of node Xi  
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Figure 6: Original model of LDA – Before Smoothing – Source is [1] 

 
In Figure 6, the shaded variables are the observed ones, which are the words. 
The plates denote replicated structure. The outer plate represents documents, 
while the inner plate represents the replicated topics and words within a 
single document. The edges show the dependence between variables, for 
example, the word w depends on both the topics assignment zn and all the 
topics β. 
 
The joint distribution of the variables in this model given the parameters α, β 
is the following: 
 

p(θ, z, w | α, β) = p(θ | α ) ∏ p(𝑧𝑛 | θ )N
n=1 p(𝑤𝑛 | 𝑧𝑛, β)  

 

LDA is a three-level hierarchical model; items in a collection are modeled as 
mixtures over a set of topics, and each topic is a distribution over words. 
Learning the latent variables in this model is a Bayesian inference problem. In 
Bayesian inference, the posterior probability is computed by applying Bayes 
rules with a prior probability and a likelihood function. 
 

The posterior distribution of the hidden variables in LDA is the following: 
 

p( θ, z | w, α, β) =
p( θ,z,w | α,β)

p(w | α,β)
 

 

  = 
p(θ | α) ∏ p(𝑧𝑛|θ) p(𝑤𝑛 | 𝑧𝑛,β1:k)N

n=1

∫ θ p(θ | α) ∏ ∑ p(𝑧𝑛|θ) p(𝑤𝑛|𝑧𝑛,β1:k)K
z=1

N
n=1  

   

   
 

Where p(θ |α) = 
Γ (∑ αiK

i=1 )

∏ Γ (αi)k
i  

  θ1
αi−1

... θ𝑘
αi−1

 

 

Marginalization (sum over the hidden variables) results in the following 
equation: 
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p(w | α, β) = 
Γ (Σi αi)

∏ Γ (αi) 𝑖

 ∫(∏ θαi−1  k
i=1 ) (∏ ∏ ∏ (θi βij) 𝑤𝑛

𝑖  V
j=1

k
i=1

N
n=1 ) dθ 

 
This function is a multiple hypergeometric function that is intractable. For 
this reason, an approximate posterior inference technique should be applied.  
 

2.6 Approximate Posterior Inference in LDA 

2.6.1 Available Approaches  

As mentioned in the previous section, the resulted posterior distribution is 
intractable and an approximate inference technique is needed. The techniques 
that can be considered for LDA include variational inference, Markov Chain 
Monte Carlo (MCMC) models and Laplace approximation [1]. However, the 
most commonly used techniques are variational inference and MCMC [10]. 

2.6.2 Variational Inference 

The variational inference methods can be described as a set of deterministic 
algorithms that transform the inference problem into an optimization 
problem. This is done by choosing a simplified distribution that uses a set of 
free parameters. By solving these parameters and performing optimization 
steps, the new distribution will be close to the original posterior distribution.  
 
The LDA model can be transformed into a simpler model as shown in Figure 
7 (adopted from [1]). Assume that this new variational model is named q. In 
this simplified model, the latent variables θ and β are decoupled by dropping 
the node w, and removing the edges between z, w and θ. Then the free 
variational parameters γ and ϕ are added to the new model where the 
inference can be easier to compute. 
 

 
 

Figure 7: Representation of the variational distribution used to simplify the original LDA 
model – Source is [1] 

 
The variable z, which represents the per-word topic assignments in LDA, is 
parameterized by ϕ in the new model q. θ, which represents the per-document 
topic proportions, is parameterized by the Dirichlet parameter γ.  
 

The variational distribution of q is given by the following equation: 
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q( θ, z | γ, ϕ) = q(θ | γ) ∏ q(𝑧𝑛 | ϕ𝑛)N
n=1   

 

With the new simplified distribution q(z, θ, β), the goal is to find the settings 
of the variational parameters γ and ϕ  that make q close to true posterior 
distribution p. This optimization problem can be solved by minimizing the 
Kullback–Leibler (KL) divergence between the true posterior p and the 
variational posterior q.  
 

(γ*,ϕ*) = arg min (γ, ϕ) D(q( θ, z | γ, ϕ) || p(θ, z | w,α, β)) 
 

The KL divergence cannot be exactly minimized. However, it is possible to 
maximize the evidence lower bound (ELBO) on the log likelihood, which will 
have the same effect of minimizing the KL divergence. To achieve that, Jensen 
inequality is used to obtain an adjustable lower bound on the log likelihood [1, 
10]. The variational parameters in this model are adjusted according to an 
optimization procedure to find the tightest possible lower bound [1]. 
 
To achieve the optimization step, the coordinate ascent algorithm can be used 
over the variational parameters to apply the update equations iteratively: 

 
ϕni ∝ βiwn exp {𝔼q [log(θi) | γ ]} 
γi = αi +∑ ϕnN

n=1 i  
 

Where the expectation under q of log theta is given by the following equations:  

𝔼q [log(θdk )] = Ψ(γdk) - Ψ(∑  K
j=1 γdi) 

Where Ψ is the digamma function (the first derivative of the logarithm of the 
gamma function). 
An iterative method should be used, to iteratively optimize each variational 
distribution holding the other parameters fixed. Consequently, those updates 
are guaranteed to converge to a stationary point of the ELBO [1, 10]. 
Algorithm 1 (adopted from [1]) shows a variational inference algorithm for 
LDA. 
 

 

 

Algorithm 1: a variational inference algorithm for LDA 

initialize ϕni
0

 ∶= 1/k for all i and n 
initialize γ𝑖 ∶= αi + N/k for all i 
repeat 
        for n = 1 to N 
              for i = 1 to k 

                      ϕni
𝑡+1 ∶= βiwn exp(Ψ (γ𝑖

𝑡)) 
              normalize ϕn

𝑡+1
 to sum to 1 

        γ𝑡+1 ∶= α + ∑ ϕn
𝑡+1𝑁

𝑛=1  
until convergence                
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The optimized parameter γ*(w) provides a representation for the topics 
distribution in a document. 
 
The variational inference process can be illustrated graphically as in Figure 
8: 

 
 

 
 

Figure 8: Steps of variational distribution 

 

 

2.6.3 MCMC & Gibbs Sampling 

 
Markov Chain 
Markov chain [11] is a random process that has transitions from one state to 
another. An important property that it has is that the probability distribution 
of the next state depends only on the current state and not on the sequence of 
proceeding events.  
 
Markov Chain Monte Carlo (MCMC) 
Sets of algorithms for iteratively sampling from a probability distribution that 
has the desired distribution as its stationary distribution. Complex 
hierarchical models which require integrations over multiple parameters can 
be computed using MCMC. The approximation in this case is different than 
the one available in variational Bayes; it is numerical whereas in VB it is 
analytical [12]. 
 
An important example of the MCMC methods is Gibbs sampling which can be 
explained by the following example (adopted from [13]): 
 
Let us assume we have the chain presented in Figure 9, and 
the task is to estimate P(S | +r) where r is the evidence.  
 
The following steps should take place: 

a. Fix the evidence r. 
b. Randomly initialize the other variables. 
c. Choose a non-evidence variable  X(any variable other than r)  
d. Resample X from P(X | all other variables) 

Figure 9 
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e. Repeat the steps e and f iteratively to get an approximated 
posterior distribution. 
 

 
 

Figure 9: A simplified example of Gibbs Sampling 

 
Faster optimized chain can be achieved by using Collapsed Gibbs Sampling, 
where one of the variables is integrated out when sampling for some other 
variable [14].   

2.6.4 Comparison 

Variational inference is more effective than MCMC models. Many research 
works proved that MCMC algorithms can be slow to converge and it can be 
difficult to diagnose their convergence [10, 15, 16 and 17]. Based on that, the 
focus of this work is on an extension of LDA that uses variational inference to 
approximate the posterior distribution.  

2.7 Smoothing in LDA 

A Dirichlet prior on the parameter β is added in the graphical model as shown 
in Figure 10 (a), to avoid the sparsity problem. When large vocabulary is 
used, words that are available while training LDA and not available in the 
vocabulary will be assigned zero probability. With the Dirichlet prior η added 
to the model, and reflected on the variational distribution by adding the 
variational parameter λ, the new variational family becomes as in Figure 10 
(b): 
 

 

Figure 10 (a) Smoothed LDA model (b) Variational distribution of LDA including lambda – 
Source is [1] 

 

q( β, z, θ | λ, γ ,ϕ) = ∏ Dir(βi|λi)
k
 i=1  ∏ 𝑞𝑑(θ𝑑 , 𝑧𝑑|ϕ𝑑 , λ𝑑)M

d=1   
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By applying the same variational procedure described in section 2.6.2, a new 
update equation is added for the parameter λ: 
 

λij = η + ∑ ∑  ϕdni
∗   wdn

jNd
n=1

M
d=1   

 

This adjustment guarantees a non-zero probability for words that appear in 
training but not available in the vocabulary. 
 
For parameter estimation in LDA, several methods can be applied. In [1], an 
empirical Bayes method was presented for this purpose. 
 

2.8 Extensions of LDA 

2.8.1 Parallelism and Scalability 

The research work in the literature presented different lines of research 
addressing multiple aspects and applications of LDA. Some researchers focus 
on speeding up and offering more scalable versions of LDA using parallelized 
architectures. The parallelization is achieved either on loosely coupled 
distributed computers, or on tightly coupled multi-core CPUs on the same 
node [18, 19, 20 and 21]. 
 

2.8.2 Streaming  

Another line of research focuses on improving LDA for streaming scenarios, 
where an adaptive behavior is required. For example, [22] proposed an 
empirical Bayes method to incrementally updating the model while streaming. 
Suggested by [23], TM-LDA is an algorithm that learns the transition 
parameters among topics, and uses this in the prediction task. In the same 
line, OLDA was proposed by [22], which also identifies the emerging topics of 
text streams and their changes over time. Both [22, 23] are concerned with 
detecting the patterns in the social behavior. 
 
Other two research studies, which proposed online versions for LDA, were 
presented in [24, 25]; they both use Gibbs sampling as the approximate 
inference distribution method. The work introduced in [24] considered 
running the sampler on new documents only on the new dataset with each 
update; whereas [25] proposed incremental Gibbs sampling and particle 
filters for online inference. 
 

2.8.3 Supervised Learning  

Labeled LDA [26], Supervised LDA [27], DiscLDA [28] are examples of LDA 
variations that incorporated supervision in their process. In a comparison 
conducted between these algorithms in [26], it was shown that Supervised 
LDA and DiscLDA both have a limitation of associating a document with a 
single label (topic) only. This is not suitable for multi-labeled environments 
such as Twitter. In an evaluation project (TweetLDA) [29], Labeled LDA was 



16 
 
 
 
 

applied in the context of Twitter. This project highlighted the effectiveness of 
Labeled-LDA when compared with other benchmarks in contexts such as 
Twitter. 

2.8.4 Applications of LDA on Twitter  

Among the works that focused on applying LDA in Twitter context are [30] 
and [31]. They combined LDA with concept mapping; where external sources 
of knowledge are employed to enhance the topic detection procedure. Authors 
in [32] incorporated word-pair connection to enhance the topics and produce 
more interpretable results. A new inference algorithm was developed by [33] 
to be applied in discovering the latent variables in the model. Two research 
works, which strongly influenced our proposed algorithm, are Labeled LDA 
[26] and Online VB for LDA [10]. Labeled LDA [26] is an algorithm that 
incorporates supervision in LDA by constraining the topic model to use topics 
that correspond to the document observed labels. Instead of assigning the 
document's words to latent and hard to interpret topics which is achieved by 
the original LDA, it assigns them to labels that have interpretable meaning. 
That results in more accurate results. The second algorithm is the Online VB 
for LDA [10], which is an online Variational Bayes algorithm for LDA. It 
handles massive document collections, including the documents arriving as 
streams. It was proved that it shows a very good performance; since it uses 
variational inference, as an approximate posterior inference algorithm, which 
is an attractive option when applying Bayesian models to large datasets [10].  

2.9 Online VB for Latent Dirichlet Allocation 

The online VB for LDA algorithm [10] uses variational Bayes, which is another 
name for the variational inference when applied in a Bayesian hierarchical 
model. It follows the same steps described in section 2.6.2. The Expectation-
Maximization algorithm [34] is used to iteratively update the variational 
parameters (γ, φ, λ). γ and φ are iteratively updated in the Expectation (E 
step), while holding λ fixed. In the maximization step, λ is updated given φ. 
Figure 10 represents the variational distribution used in this algorithm.  
 
The objective of the online VB for LDA is to find the settings of λ for which the 
ELBO is as high as possible after fitting the variational parameters γ and φ in 
the E step. Let γ(nd , λ) and φ(nd , λ) be the values of γd and φd produced by 
the E step. The equation that describes the motivation of setting lambda is: 
 
ℒ(n, λ ) ≜ ∑ ℓ(𝑛𝑑𝑑 , γ(nd, λ ), φ(nd, λ) , λ)  
 
The update approach for λ in online VB for LDA has two steps. First, local 
values of γ and φ are calculated in the E step with each new arriving 

document. Then, λ ̃ is computed based on the assumption that the entire 
corpus consists of the single document nt repeated D times. Where D is the 
number of the documents. The major step is when λ is computed as the 

weighted average of its previous value and λ ̃.  
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Factors that affect λ ̃ are pt and k. Pt controls the weight given to λ ̃. K controls 

the rate at which old values of λ ̃are forgotten.  
 

Algorithm 2: Online variational Bayes for LDA 

Define pt ≜ (τ0 + t ) –k 

Initialize λ randomly 
for t = 0 to ∞ do 
       E step: 
       Initialize γtk = 1  
       repeat 

              Set φtwk ∝ exp {𝔼q [log θtk ] + 𝔼q [log βkw] } 

              Set γtk = α + ∑ φ𝑡𝑤𝑘𝑊  𝑛𝑡𝑤 

       until 
1

𝐾
 ∑ | change in 𝛾𝑡𝑘|𝑘  < 0.00001 

       M step: 

       Compute �̃� 𝑘𝑤 = η + D 𝑛𝑡𝑤 φ𝑡𝑤𝑘 

       Set λ = (1 – pt)λ + pt �̃� 
end for 
 
 
Considering a single document for each update is not a practical solution. 

�̃� can be computed using multiple observations using the following equation:  
 

�̃� 𝑘𝑤 = η + 
D

𝑆
∑  𝑠 𝑛𝑡𝑠𝑘  φ𝑡𝑠𝑘𝑤  

2.10 Labeled Latent Dirichlet Allocation 

L-LDA, which is represented in Figure 11 (adopted from [26]), extends LDA 
by incorporating supervision in its process. The topic model is constrained to 
use only the topics that correspond to a document’s observed label set. As it is 
seen from the figure, the topic distributions over documents (θ) doesn’t 
depend only on the hyper-parameter α, but rather on Λ(d) which is the set of 
observed labels per document.  

 
Figure 11: Graphical representation of the labelled LDA model – Source is [26] 
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Λ(d) is defined in the following way: 
 
For a document d, Λ(d) = (l1, … , lk) is a list of binary topic presence/absence 
indicators. Lk belongs to {0,1}. k is the total number of unique labels in the 
corpus.  
 
The generative process for L-LDA is shown in Figure 12 (adopted from [26]). 
θ(d) is defined only over the topics that correspond to its labels Λ(d). Hence, all 
topic assignments are limited to the document labels. 

a. Λ(d) is generated using a Bernoulli coin toss for each topic k, with a 
labeling prior probability Φk.  

b. λ(d) is the vector of the labels associated with document d  

λ(d) = {k |Λk
(d) 

 = 1} 

c. L(d) is a document-specific label projection matrix which is defined in 
the following way: 

𝐿𝑖𝑗
𝑑  = { 1     if λi

(d)
= j

0     otherwise
} 

 
d. The Dirichlet topic prior α is projected to a lower dimensional vector 

α(d) using the document-specific label matrix and according to the 
following formula: 
 
α(d) = L(d) × α = (α

𝜆1
(𝑑), …, α

𝜆𝑀𝑑
(𝑑) ) T 

 
In this way, θ(d) will be restricted to the topics that are observed for the 
document.  

 

Generative process for L-LDA 

for each topic k є {1, … , K}: 
    Generate βk = (βk,1 , … , βk,V) T ~ Dir( . | η) 
for each document d: 
     For each topic k є {1, … , K}: 
         Generate Λ(d) є {0,1} ~ Bernoulli( . | Φk) 
     Generate α(d) = L (d) × α 
     Generate θ(d)= (θt1, … , θtMd) T ~Dir(. | α(d)) 
for each i in {1, … , Nd}: 

     Generate zi є {𝜆1
(𝑑)

, … , 𝜆𝑀𝑑
(𝑑)

} ~ Mult(. | θ(d)) 

     Generate wi є {1, … , V} ~ Mult(. | βzi) 
 

Figure 12: Generative process for L-LDA 

 
L-LDA uses collapsed Gibbs sampling to approximate the posterior 
distribution. The initial idea for Gibbs sampling in LDA is to change the topic 
assignment zdn for each word in each document, in an iterative way. This 
results in an approximated distribution of topics distribution over documents.   
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In this model, the number of topics can be dynamically assigned according to 
the number of labels in the corpus. The vocabulary can be composed from the 
words of the documents. Whereas in online VB for LDA, a fixed vocabulary 
from the English dictionary is often used. 
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3 Analysis and Preprocessing 

This chapter describes in section 3.1 the data storage and management 
mechanisms that were used in this research. Section 3.2 presents the 
translator API 3 that was used to translate the tweets from Swedish to English. 
The ground truth (labels) for the tweets are provided using the classification 
API as will be explained in section 3.3. Finally, a short description for all the 
developed tools to prepare the dataset for the topic modelling task, is 
presented in section 3.4. 

3.1 Data Storage and Management 

 
Data Storage  

The dataset used in this research was gathered using Twitter streaming API4 

in JSON format and stored directly in MongoDB5. MongoDB is a popular 
NoSQL document-oriented database that is increasingly used in big data 
applications. This is related to its simplicity, high scalability and flexibility. 
The flexible data model in MongoDB makes it easy to store any structure of 
data and dynamically change the schema. In MongoDB, data is stored in a 
binary format called BSON (Binary JSON). A database in MongoDB is 
composed of collections. Each collection contains multiple documents. 
Figure 13 (adopted from [35]) shows an example of a collection in MongoDB. 
 

 

Figure 13: Graphical representation of a collection in MongoDB 

 

 

 

                                                   
 
 
 
3 https://www.microsoft.com/translator/api.aspx 
4 https://dev.twitter.com/streaming/overview 
5 https://www.mongodb.org/ 

https://www.microsoft.com/translator/api.aspx
https://dev.twitter.com/streaming/overview
https://www.mongodb.org/
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Data Models in MongoDB 
Data models in MongoDB are very flexible. There is no need to declare a 
schema before data insertion. There are two main data models in MongoDB: 
 

1. Normalized Data Models 
In this model, the relationships between data is managed by including 
references or links from one document to another. Figure 14 (adopted 
from [35]) shows an example: 

 

 
Figure 14: An example of a normalized data model in MongoDB 

 
2. Denormalized Data Models 

In this model, relationships between documents can be handled by 
storing related data in a field or array within the same document. The 
advantage of this model is that related data can be retrieved in a single 
operation, which enhances the performance. This also results in fewer 
update queries, as the related data can be updated in the same write 
operation. In this research, the tweets collection, as provided from the 
streaming API, follows this model. A tweet document includes the 
related user document and other sub-documents. A simplified example 
is provided in Figure 15 (adopted from [35]).  
 

 

Figure 15: An example of a denormalized data model in MongoDB  
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Data Aggregation in MongoDB 
MongoDB provides aggregation techniques in which data records are 
processed and results are computed and returned. Map-Reduce [36] is one of 
these techniques. Map-Reduce is a data processing model for condensing 
large data sets into useful aggregated sets. It uses custom Javascript functions 
to perform its operations. The main phases in this model can be illustrated 
using the following example in Figure 16 which is extracted from [37]. The 

original example is provided in a MongoDB tutorial6 : 
 

 
Figure 16: Graphical representation of an example of Map-Reduce- Extracted from [37] 

 

 Assume there is a collection named “orders” that has the following 
fields: customerId, amount and status. Each customer might have 
several records with different amounts and statuses. 

 Our goal is to calculate the amounts of money paid by each customer, 
given that the status was “A” 

 The map function will be: 
function( ) { emit( this.customerId, this.amount);  } 
In this phase, records related to each customer will be processed and 
emitted.  

 The reduce function will be: 
function(key, values) { return Array.sum(values) }, 
{ query : { status: “A” },  
   out: { “order_totals” }  
} 

In this phase, any key (customerId) that has the status “A” and has 
multiple values for the amount field will have those values summed 
together.  

 The results will be solved in a collection, with a name as specified by 
the out field (order_totals) in this example. 

                                                   
 
 
 
6 http://docs.mongodb.org/manual/core/map-reduce/ 

http://docs.mongodb.org/manual/core/map-reduce/
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In this research, there was a need to restructure the data we have using 
Map-Reduce scripts that were written in Python using PyMongo 

library7 and executed against MongoDB.  
 

Restructuring Script – From Tweet Oriented to User 
Oriented: 
In our proposed algorithm, the tweets associated with each user should 
be examined to reveal their latent topics. The original data gathered 
from the streaming API was in the form of groups of tweets where each 
tweet includes a user object. The goal was to group all the tweets per 
user to process them in the algorithm.  The original model is shown in 
Figure 17. 
 

 
Figure 17: The original data model before restructuring 

 

                                                   
 
 
 
7 http://api.mongodb.org/python/current/ 

http://api.mongodb.org/python/current/
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Input: Tweets collection 
Output: Users collection with the following fields for each user: 

 
1. Number of Tweets 
2. A list of the user’s tweets 
3. Number of times the user retweeted other tweets. 
4. A list of the user’s hashtags 
5. Number of times the user got mentioned 
6. A list of the names that the user mentioned 
7. A list of the user’s friends’ ids 
8. Id number and description 
9. Favorites’ counter 
10. Number of followers 
11. Number of friends 
12. Number of lists 

 
 
Although some of the mentioned fields were not used in the current 
work, they can be used in future work.  

 
The resulting diagram is presented in Figure 18.  

 
Figure 18: A class diagram that represents the restructured data to be user-oriented  

 

Restructuring Script – Aggregating tweets per month: 
Analyzing the topics’ evolution during the months was a major purpose 
in this work. For this reason, there was a need to aggregate tweets of 
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users per month. Another script was written with the following input, 
output and usage: 

 
Input: Tweets collection 
Output:  

1. User name 
2. List of tweets posted by the user in March 
3. List of tweets posted by the user in April 
4. List of tweets posted by the user in May 
5. List of tweets posted by the user in June 
6. List of tweets posted by the user in July 
7. List of tweets posted by the user in August 
8. List of tweets posted by the user in September  

Usage: In classification phase, there is a need to classify the translated 
tweets per month.  

 

 

Data Access  
Many options are available for the interaction with MongoDB. There are 
libraries in multiple programming languages such as Java and C# .NET. Some 
tools for this work were developed using MongoDB C# driver and others using 
MongoDB Java driver. In MongoDB C# driver, one can benefit from the LINQ 
and some other features which make queries easier to write and more flexible.  
 
Figure 19 illustrates graphically the operations that can be executed using 
MongoDB driver libraries.  
 

 
Figure 19: Graphical illustration of the data access steps with MongoDB drivers 

 
 

 A Mongo client instance can be defined using a certain connection 
string. 

 A Mongo database instance can be instantiated using the client 
instance. 

 A Mongo collection instance can be instantiated using the database 
instance. 

 Different operations can be executed against the collection. 
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3.2 Translation 

Tweets need to be translated from Swedish to English before executing the 

topic model. Microsoft translator API 8 was used in this work. To access this 
API, the following steps should take place [38]: 
 

1. Subscription to the translator API on Azure Marketplace [39]. There 
are multiple subscription offers according to the amount of text to be 
translated. 

2. Registration of the application with Azure Data Market. This can be 
achieved using the same Live ID credentials used in step one. The user 
can enter the details needed for the client application, such as the client 
id and name which will be used with the automatically generated client 
secret in the post request. 

3. In the application, an HTTP Post request should be made with the 
following details illustrated in Table 2. 
 
Parameter Description 
client_id The client id that was provided by the user at the 

registration step 
client_secret The automatically generated secret key at the 

registration step 
scope The URL of microsoft translator API 

http://api.microsofttranslator.com 
grant_type the fixed value “client_credentials” 

 
Table 2: Description of parameters used in the translation request 

 
4. The response contains the access token that is used to access the 
translator service. The access token can be used for subsequent calls 
until it expires. It is used as part of the authorization header, to get the 
translated stream from the authorized response. 

 

3.3 Classification 

Textwise API 9 is a well-known semantic and analytic tool. This API provides a 
list of services: 

a) Concept services: responsible of extracting the key concepts in a text 
or URL. 

                                                   
 
 
 
8 https://www.microsoft.com/translator/api.aspx 
9 http://textwise.com/   

http://api.microsofttranslator.com/
http://api.microsofttranslator.com/
https://www.microsoft.com/translator/api.aspx
http://textwise.com/
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b) Category services: responsible of identifying the main topical 
categories from text or URL, ordered by weight. There are 795 
categories in this service. 

c) Filter services: responsible of removing specific formatting from the 
provided content.  

d) Match services: responsible of matching content provided by the 
service call against a set of content within an index and returns most 
similar matches. 

 

 The service used in this work is the “category services” 10.To access 
textwise API, registration in http://textwise.com/api-request is required 
for receiving a token key. Calls to the service were initiated using the key 
with the following parameters: 

 
"http://api.semantichacker.com/" + Tokenkey + "/category?format=xml 
&showLabels=true&nCategories=1&useShortLabels=true&" + 
"content=" + URLEncoder.encode(text, "UTF-8") 

 
The parameters used in the request are described in Table 3. 
 
Parameter Meaning 
Format Specifies the required format. Options are 

“xml”, “json”, “rdf” and other options 
ShowLabels Specifies whether the response should 

contain topics’ ids or descriptions. 
nCategories Any integer > 0 and <= 5 (5 is the 

maximum number of categories that can be 
returned for a single call). In our case, we 
set it to one. 

useShortLabels When set to true, shorter versions of the 
categories are retrieved. For example, 
“Software/Operating_Systems” instead of 
“Computers/Software/Operating_Systems”. 

Content text to be categorized 
 

Table 3: Description of parameters used in classification request 

3.4 Developed Tools  

Two desktop applications were developed using MongoDB C# and Java 
drivers to prepare the dataset. The first application prepares the tweets for the 
translation step, consumes the translator, partitions them per month, and 
then consumes the classifier API. The other application was used to crawl the 

                                                   
 
 
 
10 http://textwise.com/api/documentation/api-services/category-service 

http://textwise.com/api-request
http://textwise.com/api/documentation/api-services/category-service
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friends’ ids of users as they are not provided by default from the Twitter 
Streaming API, and they were needed while choosing the sample.  
 
First Application: 
 
The steps performed in the first application are illustrated graphically in 
Figure 20, and explained in details in this section.  

 
 

Figure 20: Steps performed in the first developed application 

 
Step One: Prepare tweets for the translator API:  

a) Retrieve all the tweets of a certain user from the “Per-User” collection. 
b) Save them in a file.  
c) Repeat the process for all the users in the sample. 

 
Step Two: Consume Microsoft Translator API 11 
The steps needed to access the Microsoft Translator API were explained in 
section 3.2. The tweets were retrieved and grouped in one file, because they 
can be sent in one request to the translator API. Instead of calling the 
translator while reading from the database.  
 

                                                   
 
 
 
11 https://www.microsoft.com/translator/api.aspx 

https://www.microsoft.com/translator/api.aspx
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a) Retrieve the saved file of tweets for each user (that were obtained in the 
previous step). 

b) Consume the translator service by passing all the tweets of a certain 
user as a collection of strings. 

c) Save the translated output in files with the format “twitter profile id”. 
 
Step Three: Partition the translated tweets According to the month 
Revealing the topics related to each month is important in our application. 
This step is responsible of partitioning the tweets based on the months: 
 

a) Retrieve the number of tweets per month for each user from the “Per-
Month” collection. 

b) Retrieve the translated tweets of each user, and partition them 
according to the number of tweets per month. This should result in 
multiple files for each user, one for each month. 

c) Repeat the process for all the users. 
 
Step Four: Consume the classification service “Textwise API”12 (section 3.3):  
 

a) For a specific month and a specific user, the classification service is 
called repeatedly for all his/her tweets. The URLs are always processed 
and classified. 

b) The list of categories (topics) with their corresponding weights are 
saved for each user in an excel sheet. 

c) Repeat the process for all users and for all months. 
 
The output is the ground truth for each user in each month. 

Second Application: 

Twitter REST API 13 was used to crawl friends’ ids for the dataset. This API 
has a rate limit for each request. To overcome this issue, a wrapper over 

“twitter4j” 14 which is a Java library used to execute the twitter REST 
functionalities, was created. Many twitter applications were created to run 
each of them in a separate thread. This helped in making the crawling process 
faster. This application is represented graphically in Figure 21.  
 
The steps followed in this application can be summarized as follows: 

a) Start multiple threads, for example (7 threads). 
b) For each thread: 

- Retrieve a different range of users’ records. 
- Use a different twitter application credentials for authentication. 

                                                   
 
 
 
12 http://textwise.com/   
13 https://dev.twitter.com/rest/reference/get/friends/ids 
14 http://twitter4j.org/en/index.html 

http://textwise.com/
https://dev.twitter.com/rest/reference/get/friends/ids
http://twitter4j.org/en/index.html
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- Consume the “Get Friends Ids” functionality from the wrapper 
library. 

- Update the related records in database. 
 

 
 

Figure 21: Steps performed in second application 
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4 Approach  

4.1 Algorithm Description 

Using the concept of constraining the topic distributions per document to a set 
of observed labels, we modified the variational distribution that is used to 
approximate the posterior distribution in the online labeled LDA model as 
follows. We have the initial values of the variational parameters γ and λ 
affected by the set of topics observed for the document, as shown in Figure 
22. 
 
 

 
Figure 22: Graphical representation of the modified variational distribution used in OLLDA 

 
The solution presented is a specification of a prior value for the variational 
parameters γ and λ. This affects the probability of both assigning topics to 
documents and words to topics. Certain topics will get higher probability of 
being assigned to documents than others during the learning process. This is 
different than the original LDA model that assigns words to topics according 
to their co-occurrence together. It uses a fixed English vocabulary during the 
assignment process. In Twitter, most tweets contain hashtags, abbreviations, 
and names of people which are not part of English vocabulary. This problem is 
addressed in our project; the words are extracted from tweets, and assigned to 
topics by considering the prior value which we provide through the 
classification. We believe that this step helps us to have more accurate results, 
as in twitter people usually tend to use abbreviations, names of political 
figures, and hashtags. When we executed our algorithm on a fixed vocabulary 
from the English dictionary, the results were not as satisfying as for dynamic 
vocabulary. 
 
Algorithm 3 illustrates the proposed algorithm. Assume Λ is the set of 
observed labels in the corpus. D is the number of documents in the corpus. K 
is the number of topics considered from the ground truth for each document, 
in our case, we considered the top five topics. SortedTopK is the set of top x 
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sorted labels associated with each document and provided by the ground 
truth. WordsRatio is the percentage allowed of words to be taken from each 
document.  
  

Algorithm 3: Online Labeled LDA 

Define pt ≜ (τ0 + t ) –k 

Initialize λ randomly 
Initialize γ randomly 
for d = 0 to D do 
      for k = 0 to K  do 
              Add SortedTopX(k) to Λ if SortedTopX(k) ∉ Λ 
      end for 
      for l = 0 to WordsRatio do 
             Add d(l) toV 
      end for 
end for 
for d =0 to D do 
        for k = 0 to K do  
              Id = ⌊|d| ∗ SortedTopX(k)⌋ 
              for I = 0 to iterations[k] do 
                     increment   𝜆dk 

                                increment 𝛾dkw 

                     end for 
        end for 
end for  
Normalize data 
for t = 0 to ∞ do 
       E step: 
       Initialize γtk = 1  
       repeat 

              Set φtwk ∝ exp {Eq [log θtk ] + Eq [log βkw] } 

              Set γtk = α + ∑ φ𝑡𝑤𝑘𝑊  𝑛𝑡𝑤 

       until 
1

𝐾
 ∑ | change in 𝛾𝑡𝑘|𝑘  < 0.00001 

       M step: 

       Compute �̃� 𝑘𝑤 = η + D 𝑛𝑡𝑤 φ𝑡𝑤𝑘 

       Set λ = (1 – pt)λ + pt �̃� 
end for 
 
The following example presents a simplified illustration for the initial steps of 
the OLLDA algorithm: 
Assume that the tweets of user X for a certain period of time, were collected in 
a document. The stop words were removed, translated if they are not in 
English, and categorized by the classifier with the following topics sorted in 
descending order based on their weights in the document: 
 

 Politics/Conservatism: 0.1 

 Social Sciences/Urban and Regional Planning: 0.08 
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 Government and Multilateral: 0.05 

 Politics/Liberalism: 0.01 

 Issues/Welfare and Conflict: 0.008 

 other topics ... 
 
Then, for this user x: 
d = {t1, t2, ..., t_z}, is the document that contains the tweets of user x, where z 
is the number of tweets  
Λ is the set of topics associated with d 
SortedTopK(d) is the set of top K topics associated with d 
 
According to the algorithm, the first top K topics will be considered, and a 
certain percentage of the words in the document will be kept in the topics over 
words distribution matrix. In this case, it has been tested to adopt top three 
and top five topics, and it has been found that top five topics result in better 
inference output, taking into account that all the topics and words were 
already gathered from all the documents in the previous step.  
 
The two major matrices (topics over documents distribution) and (topics over 
words distribution), as shown in Figure 23, which will be mapped to 𝛾 and 𝜆 
respectively are randomly initialized. Assume the below representation for 
those matrices: the highlighted cells correspond to the related document in 
the documents-topics matrix and to the related words from that document in 
the words-topics matrix:  

 
 

Figure 23: Simplified representation for (a) Topics per document distributions (b) Words 
per topics distributions 

 
The following rule is used to decide the number of iterations applied to 
increase the importance of a certain topic in a document, and certain words 
belonging to the topic: 
It = ⌊|d|  ∗ 𝑡𝑤 ⌋ 
 
Where: 
It is the number of iterations per each topic, t is the topic, d is the document 
under study, and t is the topic's weight in the document. 
  
Let us assume x is the number of iterations for the first topic. The value of that 
topic in a document in the (documents-topics) matrix is incremented. In the 
same way, the values of the first x words of the document in the (words-
topics) matrix are incremented. By repeating these steps for all the topics, and 
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for all the users (documents), an initial (documents-topics) matrix that shows 
the importance of certain topics for the documents has been produced, and at 
the same time a (words-topics) matrix is produced that shows the relevance of 
certain words for certain topics. The other steps are exactly as in the original 
algorithm (Online VB for LDA (section 2.9). 

4.2 Preprocessing Steps 

The preprocessing steps that have been performed in the proposed algorithm 
can be illustrated using Figure 24: 

 
Figure 24: Steps performed before running OLLDA algorithm  

 
 
The tweets are pooled according to the author, following the "Author-wise 
pooling" concept which was described in [40]. Then stop words are removed 
from those documents, and if they are not in English they are translated, then 
categorized by the classifier. 
 
Table 4 illustrates the objective of each step: 
 

Removal of stop 
words from the 
tweets  

To enhance the results of the algorithms; the stop words 
are common to most topics. The goal is to identify the 
words related to certain topics not shared between all 
the topics. 

Translation step The online VB for LDA assumes English dictionary. To 
maintain the consistency between the three algorithms, 
all the tweets of the sample were translated from 
Swedish to English  
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Classification step To decide the topics related to a group of tweets. The 
top topics are used as labels in the supervised process. 

 
Table 4: Objectives of pre-processing steps 
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5 Experiments and Evaluation 

5.1 Dataset 

 Dataset Description 
The dataset used in this research was gathered by [41] from February 
2014 till mid of October 2014, specifically from Sweden. Three kinds of 
filters were used while crawling data as illustrated in Table 5. The 
objective of the crawling process was to analyze the general elections in 
Sweden for the year 2014. The total number of tweets is around 7 
million, which are mapped to 471, 086 users.  
 
Filter Description 
Location Bounding boxes of Sweden (coordinates) 
Track Keywords to track; hashtags related to Swedish 

politics such as #svpol, #val2014, etc 
Follow List of Swedish politicians (user ids) such as 

@Folkpartiet, @Feministerna, etc 
 

Table 5: List of filters applied while streaming data 

 

 

Table 6 illustrates a summarized statistics about the dataset. 
 

Item Description 
Number of tweets around 7 million 
Number of users 471, 086 user 
Percentage of tweets written in 
Swedish language 

70% 

Number of tweets related to 
politics  

around 2 million 

 
Table 6: Statistics about the dataset 

 

The chosen sample for the experiments is a list of Swedish political figures, 
with a total number of 731,676 tweets and 3061 users. Multiple sub-datasets 
were constructed for the users, including their tweets since March 2014 till 
end of September 2014. Each sub-dataset represents tweets of all those users 
in a specific month. The reason for this partitioning is the interest of this work 
in training the algorithms on the datasets to notice the transitions of topics 
from month to month. We were also interested in checking the ability of the 
new algorithm to detect topics in an accurate way, when compared to the 
ground truth. Table 7 illustrates the sub-datasets with the number of tweets 
per each month. 
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March April May June July August September 

44625 83875 159971 109373 94497 52479 186856 

 
Table 7: Number of tweets per each month for the list of Swedish Political figures 

 

5.2 Evaluation Approach 

A comparison is conducted between the extended algorithm and the online VB 
for LDA, and L-LDA. For the purpose of comparison, it was required to apply 
an update mechanism for L-LDA. According to [42], adding a certain 
percentage of documents that were used in a previous iteration to the new 
iteration, achieves the update step in L-LDA. Multiple experiments were 
conducted, as will be illustrated in the following subsections. They were 
repeated for different values of the hyper-parameter alpha: 0.1, 0.25, 0.5, 
0.75, 1.0, 1.25, 1.5, 1.75 and 2.0. OLLDA achieved better results for different 
settings of alpha. 
  

5.3 Scalability Experiment 

The algorithms OLLDA, LLDA and online VB for LDA were executed on five 
different user samples: 500, 1000, 1500, 2000 and 3000 users. The 
experiments were repeated for five different runs for each sample size. The 
value of 0.25 for alpha was chosen for the comparison. 
 
The experiment was executed on an HP Server, core i7 processors with 16 GB 
memory. 
 
Figure 25 shows that the new algorithm OLLDA has shown a better 
performance than labeled LDA (L-LDA). It was noticed that online VB for 
LDA is faster than OLLDA. This was expected, because one of the objectives 
was to achieve more accuracy, by tradeoff with performance. However, a 
major difference in the performance was achieved comparing to L-LDA. 
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Figure 25: Results of scalability experiment measured in milliseconds show that OLLDA has 
a better performance than L-LDA 

 
An analytical explanation of the experiment results is that OLLDA uses 
variational inference as an approximate posterior inference technique, which 
is faster than Collapsed Gibbs sampling that is used in L-LDA. This is the 
reason OLLDA has a better performance when compared to L-LDA. 
 

5.4 Inference Quality Experiments 

To compare the quality of the algorithms, various experiments have been 
conducted in several settings using variations of months taking 20% of each 
partition for testing and 80% for validation, incrementally. For example, in 
the first iteration, the algorithms are trained on March sub-dataset, and the 
sub-dataset of April was divided into testing and validation sections. During 
the second iteration, March and April were used for training, and the testing 
was in May, etc.  

5.4.1 Cosine Similarity 

The non-classified profiles (the testing partition) in each sub-dataset were 
compared after running the algorithms. Cosine similarity is a common 
measure of similarity between vectors. It is used in this experiment to evaluate 
the similarity between the topics inferred by the algorithms and the ones 
detected by the ground truth (classifier). It is calculated using the following 
rule: 
 

Similarity = 
𝐴.𝐵

‖𝐴‖ ‖𝐵‖
 = 

∑ 𝐴𝑖 × 𝐵𝑖
𝑛
𝑖=1

√∑ (𝐵𝑖)2   𝑛
𝑖=1  × √∑ (𝐴𝑖)2   𝑛

𝑖=1

     

 



39 
 
 
 
 

 

 
The comparison is made against the ground truth, with the assumption that 
the classifier provides accurate representation of the user’ interests, which are 
close to the reality.  
 
To compare the topics’ percentages between the algorithms, a normalization 
step was executed. The values of each output were normalized to be in the 
range between zero and one, to make the comparison realistic and with the 
same range for all datasets. 
 
Figure 26 illustrates that OLLDA has higher cosine similarity values when 
compared to L-LDA. The experiment was executed for different alphas, and in 
all results OLLDA was better. Although L-LDA considers the top topics for 
each profile to augment their chance of representing the document, it doesn’t 
consider the order and the share of each topic for the profile. Whereas, in our 
algorithm, we consider those factors while incrementing the value of the top 
topics in each profile.  
 

 

Figure 26: Results of comparing cosine similarity between OLLDA and LLDA for all test 
scenarios 

 

 

This experiment is not applicable for the online VB for LDA algorithm, 
because it is unsupervised; it doesn’t use labels and scores to be compared 
with the other two algorithms.  
 

5.4.2 Classification Accuracy 

Precision, recall and F1 score are common measures for evaluating 
information retrieval systems. Precision or the positive predictive value 
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is the fraction of retrieved instances that are relevant. On the other 
hand, recall or sensitivity is the fraction of relevant instances that are 
retrieved. F1 score is also a measure of the test’s accuracy. It is the 
weighted average of precision and recall, calculated using the following 

rule:  
2.precision.recall

precision+recall
   

 
To relate those measures with our context, let us assume the following 
scenario: 

 OLLDA algorithm was executed for 20 users. The first half of users 
have labels assigned to their profiles, and the second half profiles were 
non-classified (no topics provided from the ground truth). 

 The lists of inferred topics for the non-classified users were compared 
with the lists of topics detected by the ground truth originally. The 
comparison was made for the top one inferred topic. 

 Five users out of 10 had matching inferred topics with the ones 
provided by ground truth. 

 Precision is calculated as the number of profiles that got correctly top 
topic inferred over the number of profiles under test, which is in this 
case 5 out of 10 (0.5). 

 Recall is calculated as the number of profiles that got correctly top topic 
inferred over the number of all profiles (test and validation). In this 
case 5 out of 20. (0.25). 

 F1 score is calculated as 0.33. 
 
The results of calculating precision, recall and F1 scores on the testing 
scenarios mentioned in section 5.4.1 are illustrated in tables 8, 9 and 
10.  OLLDA has better results when compared to L-LDA. Analytically, this is 
attributed to the same reasons mentioned in the previous section.  
 

 April May June July August September 
OLLDA 0.995 0.992 1.000 0.992 0.992 0.997 
L-LDA 0.986 0.977 0.982 0.987 0.992 0.923 

 
Table 8: Precision values for different months in both OLLDA and L-LDA 

 
 April May June July August September 
OLLDA 0.202 0.201 0.203 0.201 0.201 0.202 
L-LDA 0.199 0.198 0.199 0.200 0.201 0.187 

 
Table 9: Recall values for different months in both OLLDA and L-LDA 

 
 April May June July August September 
OLLDA 0.336 0.335 0.337 0.335 0.335 0.336 
L-LDA 0.332 0.329 0.331 0.333 0.335 0.311 

 
Table 10: F1 score values for different months in both OLLDA and L-LDA 
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5.4.3 Percentage of correctly inferred topics 

For the same testing scenarios, a comparison of the percentage of correctly 
classified profiles was made. The top three inferred topics in both L-LDA and 
OLLDA were compared with the ground truth. The results show better 
performance for OLLDA. This can be a good indicator that OLLDA can better 
describe the users’ profiles. Figure 27 presents the results of this experiment. 
 

 

Figure 27: Results of comparing percentage of correctly classified profiles for top three 
topics between OLLDA and L-LDA for all test scenarios 

 

5.4.4 Topical Analysis 

 
As mentioned before, in the proposed algorithm, the vocabulary used is 
constructed from the same documents, by taking a certain percentage of 
words from each document. The vocabulary is changed after a certain 
threshold to reflect newer hashtags, words and names. In the conducted 
experiments, this threshold has been set to one month. To measure the 
effectiveness of this, the top three words of each topic were calculated. This 
was repeated for all the partitions, as each of them represents one month of 
tweets. 
 

The results illustrate that for most of the topics, they were associated with the 
most related active word, either hashtag, name of a celebrity or a word. This 
was exactly the work's goal, because in Twitter, the names of political figures, 
celebrities, and hashtags are used, and they need to be related to the topic 
modelling context. This results in more possible accurate recommendations 
for tweets because the related words might represent active topics between 
users in a certain corpus and certain context. 
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6 Conclusions and Future Work 

This project proposes the Online Labelled LDA (OLLDA) - an enhanced online 
algorithm for LDA. An environment for storage, analysis, translation, and 
labelling of data was designed and used to process tweets before running the 
algorithm and executing the experiments. The conducted experiments 
demonstrated the enhanced performance and quality of the new algorithm. 
The algorithms, upon which the proposed algorithm is based, were explained 
in details, and compared to the new algorithm.  
 
OLLDA can be applied in various areas and we plan use it in a framework of 
tweets and friends recommendation in order to evaluate its performance 
compare to other algorithms. Another possible application is trends detection 
which might require enhancements of the algorithm. 
  
Other future work will be focused on some technical enhancements of the 
algorithm. Moreover, since the current selection of words from each document 
to be included in the vocabulary does not follow any criteria, it is planned to 
adopt frequency of words in order to measure its effect on the overall results. 
Another point is that the variational parameter that represents the topics over 
words distribution is currently changed for the tweets of each month. The 
future plan is to consider factors other than the fixed time period, such as the 
new trending topics, that can enhance the performance of the algorithm. 
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