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Abstract 

In the intelligence community, intelligence is defined as the right information 
to the right party at the right time. This definition also applies to business 
intelligence used by government and financial institutions, patient 
information used by healthcare providers and meteorological and geological 
reports provided by research institutions and environmental agencies. 
 
Modern software development has to tackle the problems associated with 
building large and complex distributed systems that have to deliver business 
value in a reliable and timely fashion; even the best prediction has no value if 
it is delivered after the fact. It is imperative that the producers in a larger 
system are responsible for publishing their output to minimize the lead-time 
for consumers. Using regular web services, the consumer can only check for 
new data by polling the producer. In a system with many consumers, 
resources are wasted handling these status requests. Instead of the client 
interacting with service provider, the client should be reacting to it. The 
reactive programming model supports building systems with these properties. 
On the .NET platform, the Reactive Extensions library provides functionality 
for creating reactive applications by composing functions that operate on 
asynchronous event streams. The library provides powerful tools for building 
reactive programs, unfortunately it does not contain an abstraction for inter-
process event streams that is needed for building distributed reactive systems. 
 
This thesis presents the design and implementation of a framework for 
creating and using observable web services as a means to bridge the inter-
process gap that exist when building a system using Reactive Extensions. The 
solution is based on a conceptual modeled created by extending the web 
service architecture. The solution is implemented as a framework made up by 
two parts; a service component used for creating observable web services and 
client component that connects to an observable web service and generates 
code used for subscribing to events exposed by that service. The client 
subscription functionality integrates with Reactive Extensions, making it 
possible to build reactive and distributed systems. Integration tests are used to 
verify that the implementation fulfils the requirements specified for the 
conceptual model. 
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Abstract 

I underrättelsevärlden definieras en underrättelse som väsentlig information 
förmedlad till rätt instans vid rätt tidpunkt. Samma definition gäller för 
omvärldsanalys som används av regeringar och finansinstitut, 
patientinformation som används av vårdaktörer och metrologiska och 
geologiska rapporter som tillhandahålls av forskningsinstitut och 
miljöorganisationer. 
 
Modern mjukvaruutveckling måste lösa problem associerade med att bygga 
stora, komplexa och distribuerade system som på ett tillförlitligt sätt ska 
leverera företagsnytta i rätt tid; även den bästa förutsägelsen är utan värde om 
den levereras för sent. Det är absolut nödvändigt producenter i ett större 
system ansvarar för att publicera sitt data så att konsumenter kan agera med 
så lite ledtid som möjligt. Vid användande av vanliga webtjänster måste 
klienten aktivt fråga om ny data finns tillgänglig. I ett system med många 
användare slösas resurser på att hantera statusefterfrågningar. Istället för att 
klienten interagerar interaktivt med tjänsten, borde den istället reagera 
reaktivt. Med den reaktiva programmeringsmodellen stöds 
systemkonstruktion med dessa egenskaper. På .NET-plattformen 
tillhandahåller kodbiblioteket Reactive Extensions funktionalitet för att skapa 
reaktiva applikationer genom skapandet av funktioner som arbetar med 
asynkrona händelseströmmar. Biblioteket tillhandahåller kraftfulla verktyg 
för utformningen av reaktiva program, dock innehåller den inte en abstraktion 
för arbete med händelseströmmar som rör sig mellan olika processer, en 
nödvändighet för skapandet av distribuerade reaktiva system. 
 
Denna uppsats presenterar den bakomliggande designen och 
implementationen av ett ramverk för skapandet och användandet av 
observerbara webtjänster vars syfte är att brygga händelseströmmar mellan 
olika processer. Lösningen är baserad på en konceptuell modell som bygger på 
arkitekturen för webbtjänster. Den är implementerad som ett ramverk som 
består av två delar; en tjänstekomponent som används för att skapa 
observerbara webbtjänster och klientkomponent som ansluter till en 
observerbar webbtjänst och genererar kod som används för att prenumerera 
på händelser som exponeras av denna tjänst. Prenumerationsfunktionaliteten 
är skapad för att fungera med Reactive Extensions och gör det möjligt att 
bygga reaktiva och distribuerade system. Integrationstest används för att 
kontrollera att ramverket uppfyller de krav som anges för den konceptuella 
modellen. 
 
Nyckelord 
Funktionell programmering, Reactive Extensions, API-design 
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1 Introduction 

An observable asynchronous event stream (or observable for short) is a flow of 
information that can be observed by an observer. For instance, a computer 
mouse can notify a program when its position changes, or when a button is 
pressed. The sequence of movements or clicks over time can be modeled as a 
stream of events. Reactive Extensions [1]  is a library of composable functions 
that operate on observable asynchronous event streams. The functions are 
used to filter, transform and alter the flow of events, creating new streams. 
Streams can be further manipulated by merging, concatenating or appending 
multiple streams to create even higher abstractions. As an example, a complex 
action like a swipe gesture can be modeled by applying operations on a stream 
of move events from a touch device [2]. 
 
It is trivial to create an observable event stream that is dependent on two or 
more event streams running in the same process. A local event source, like the 
previously mentioned mouse, generally publishes multiple types of events that 
can be observed, reshaped and combined. Unfortunately, when event streams 
run in different processes or on remote machines, composability breaks down. 
The concept of a remote event source, something that is not directly connected 
to the machine running the program, does not exist in Reactive Extensions. To 
handle a scenario with networked resources, the programmer generally has to 
switch to an interactive mode; polling an external data source and pushing 
information manually into the reactive system. The same inefficiencies that 
plague poorly constructed database queries that retrieve all rows from a table 
and filter them in memory, also apply to client processes that filter events 
from a remote source locally. An abstraction that hides the locality of where 
the operations on event streams are executed is needed to create an effective 
implementation of a remotely observable event stream. With the ability to 
filter and throttle events at the source, the programmer has the tools needed 
to compensate for backpressure (a fast producer and a slow consumer). 
 

1.1 Background 
Reactive programming is a programming paradigm oriented around 
developing event-driven programs by declaring what to do, and letting the 
language handle when to do it [3]. Reactive Extensions supports reactive 
programming on the .NET platform. The library provides a powerful set of 
tools to work with different types of observable event streams. Unfortunately, 
there does not exist a standardized way to connect events from one part of a 
system to another without manually building a network bridge using a web 
service and adding the necessary infrastructure by hand. 
 
The observable web service framework presented in this thesis provides 
functionality for using Reactive Extensions to produce and consume 
observable streams of events that move between processes. 
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1.2 Problem 
Reactive Extensions does not provide any means for a client to observe events 
from an external event source. This is true for both events coming from a 
process running on the same machine and from events emanating from 
services running remotely. The missing functionality share many features with 
a web service that supports reactive clients. Web services are usually used in 
an interactive fashion; a client sends a message to remotely invoke a method. 
The invocation blocks until a response is returned. In a reactive system, 
control is inversed and the service is in charge of pushing information to the 
clients asynchronously. With an observable web service, we could extend the 
service interface by adding an application programming interface (API). An 
API is a set of functions that a program provides so that other programs can 
interact with it. A subscription API can be used by clients to create customized 
subscriptions that run on the service. 
 

1.3 Purpose 
This thesis present the process of designing and implementing a framework 
that adds functionality for working with inter-process event streams to the 
Reactive Extensions library. 
 

1.4 Goal 
The goal of the project presented in this thesis is to create a solution that 
facilitates inter-process event streams by implementing a framework for 
creating and using observable web services using the F# programming 
language. 

1.4.1 Ethics and Sustainability 
There are no ethically problematic, or sustainability affecting issues, 
associated with the work done in this project. The applied research method 
and process does not affect any real individual or organization. 
 

1.5 Method 
Research methods are commonly split into two categories; qualitative and 
quantitative [4]. Quantitative research methods deal with theories and 
hypothesis that can be verified (or falsified) by experiments that yield results 
that can be statistically or numerically analyzed. Qualitative research methods 
rely on information gathering to understand meanings, opinions and 
behaviors and create tentative hypotheses or theories. Qualitative research 
methods generally use smaller data sets that are collected through (for 
example) interviews. 
 
A research approach is a guide used for drawing conclusions and determining 
what is true or false. The three most common research approaches are 
induction, deduction and abduction [5]. Inductive research starts with 
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collecting relevant data and looking for patterns. Specific observations are 
generalized and formulated as theories using a bottom up approach. 
Deductive research works the other way around; starting with an existing 
theory and gathering data to test it using a top down approach. Abduction 
mixes both induction and deduction by starting with observing a 'surprising 
fact' and continue by finding possible hypothesis that accounts for the 
surprising fact. Appropriate hypotheses might assist in finding more 
surprising facts. 
 
The purpose of the project presented in this thesis is to create a solution to a 
problem by designing and implementing what is essentially a missing feature. 
To support that, we use Design science research, an engineering method that 
provides a creative and structured design process. As described in [6], 
qualitative and quantitative research in information systems follow the social 
science model of research, whereas Design science research [7] follows the 
engineering model of research. 
 
We will create an improved model using a qualitative research method 
together with the Design science research method and apply abductive 
research approach to find a viable solution. In practice, a literature review is 
performed to gather information about the problem space, alternative 
solutions and useful design practices. This should result in an understanding 
of how to improve the implementation with a concrete list of functional and 
non-functional requirements. The requirements will then be used to create an 
artifact using an iterative and incremental development process [8]. 
 

1.6 Delimitations 
The focus of this project is to create a specific and not a general solution to the 
problem of inter-process event streams. Following are the delimitations that 
affect the project: 
 
• The framework presented in this thesis is designed for the reactive 

programming model of Reactive Extensions and the implementation is 
specifically written for use with the F# programming language. The result 
would look very different if it was built for an object-oriented language like 
C# or VB.NET. 

 
• All internal and external protocols are designed for this specific 

implementation. Contrary to the general web service architecture [9], 
interoperability with other platforms or programming languages has not 
been considered. 

 
These delimitations have been set to narrow the scope of the project so a 
working proof-of-concept could be produced in the existing timeframe. 
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1.7 Disposition 
The second, third and fourth chapter of this thesis describes technologies that 
form the theoretical and practical foundation of the observable web service 
framework. The fifth chapter describes development methodologies used to 
design and implement a framework that facilitates the use of inter-process 
event streams with the Reactive Extensions library. The sixth chapter 
describes the process for creating the conceptual design of the solution. The 
seventh presents the implementation of the solution. The eight chapter 
presents the result of this project; the observable web service framework. The 
ninth chapter presents conclusions, discussion and future work.   
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2 Reactive programming 

This chapter describes the reactive programming model and how reactive 
programming in .NET is enabled by the Reactive Extensions library. 
 

2.1 The definition of reactive programming 
In the broadest sense, Reactive programming is a programming paradigm 
oriented around continuous time-varying values and the propagation of 
change [3]. There are two distinct features of reactive programming 
languages: behaviors and events. A behavior is a value that varies over time 
and is a first class citizen [10] that can be used to construct other behaviors. 
An example of a behavior would be a time primitive (seconds) that contains 
the current seconds of a minute. A new behavior that contains the fraction of a 
minute can be expressed as seconds / 60. 
 
Events are a stream of value changes. In contrast to behaviors that can change 
continuously over time, an event happens at a discreet point in time [10]. The 
work presented in this thesis only considers event-driven systems as Reactive 
Extensions does not implement behaviors. In a reactive system, state changes 
are modeled by asynchronous event streams. An example event stream could 
be the position of a mouse, mouse button clicks, inputs from the keyboard or 
events generated by buttons and other controls from the graphical interface of 
an application. 

2.1.1 Asynchronous event streams 
To build responsive applications, long-running operations like downloading a 
file over a network, need to be handled asynchronously. The concept of an 
asynchronous (non-blocking) operation exists in many modern programming 
languages like Java, JavaScript, and C#. When calling an asynchronous 
operation the operation is only initiated and the program will continue to 
execute and not wait for the operation to complete. To handle when an 
operation is done, asynchronous operations are called with a callback function 
that is invoked when the operation is completed. In imperative languages like 
C# the outcome of a method call is not explicitly handled or encoded in the 
method signature1, only the positive outcome is considered. If something goes 
wrong, an exception could be triggered but that would not be visible in the 
method return type. To handle a failure, an asynchronous operation could be 
updated to take another callback that would be invoked when something went 
wrong. 
 
When an asynchronous operation is completed, the callback function is called 
once. If the code that handles the operation could call the callback multiple 

                                                   
 
 
 
1 Java does this with checked exceptions [11]. 
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times, the operation could return multiple values. To signal that the operation 
is completed, the caller would have to supply a third callback that indicated 
that the operation was completed. Instead of supplying the methods 
separately to an asynchronous operation, the three methods OnNext(T), 
OnComplete() and OnError(Exception) should be added to an interface. The 
operation can now return multiple results asynchronously, signal when the 
operation is completed or indicate when something bad has happened. 
 
This is the definition of the Observer interface in .NET. The Observer and 
Observable interfaces form the foundation of Reactive Extensions. 
 

2.2 Reactive programming in .NET 
On the .NET platform [12], Reactive Extensions can be viewed as the 
quintessential tool for building reactive applications. The library is built on 
the foundation provided by Language Integrated Query (LINQ) [13]. Some 
fundamental knowledge about LINQ is necessary to understand the 
programming model and the deficiencies addressed by the work presented in 
this thesis. 

2.2.1 Language Integrated Query 
LINQ is a library and language extension that adds data querying capabilities 
to the C# and VB.NET languages. The library contains a set of standard query 
operators like Select (map), Where (filter) and Aggregate (collect) that can be 
composed to transform, filter and reduce collections of data [14]. These 
operators are implemented for both the IEnumerable (the standard interface 
for all objects that can be enumerated like arrays, lists or other collections) 
and the IQueryable interfaces [15]. The queryable interface is similar to the 
enumerable interface but the corresponding operators take abstract syntax 
trees (AST) as arguments instead of regular values or lambda functions. 
Methods on the queryable interface return representations of the code as ASTs 
that can be transformed and sent to an external provider. 
 
LINQ to SQL [14] is an implementation of a queryable provider that translates 
.NET code into T-SQL. It uses an external code generation tool to generate an 
object relational model from a database schema. The database is seen as a 
collection that can be queried against by composing functions, like Where 
(filter) and Select (map), on a source table. In the following example the 
Customer table (from the generated model for the Northwind example 
database) is queried for rows where the value in the City column is “London”. 
 
Northwind db = new Northwind("c:\\northwind\\northwnd.mdf") 
             
var query = db.Customers.Where(c => c.City == "London"); 
  
foreach (var cust in query) 
    Console.WriteLine("City = {0}", cust.City); 
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The query is lazily evaluated and the data will not be retrieved from the 
database before the query is iterated. When query is iterated the provider 
transforms the AST representation of the query into SQL and sends it to the 
database. The returned result is then available as an enumerable in-memory 
collection that can be further manipulated using the standard LINQ operators. 

2.2.2 Reactive Extensions 
Reactive Extensions is a library of LINQ-like operators that operate on event 
streams. In C# and VB.NET events are not first-class citizens; events cannot 
be passed as arguments or returned from methods. The IObservable and 
IObserver interfaces were introduced to enable higher-order reactive 
programming [3]. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
  
 
 
 
 
 
The marble diagram in Figure 1 shows composition of operators over a 
hypothetical event stream. The observable A is first filtered by calling a filter 
method (Where) with a predicate function. The Where method returns a new 
observable B that only pass along events for which the predicate function 
return true (diamonds in this case). The new observable B is transformed by 
the Select method. The Select method takes a mapping function that 
transforms each input into some new output (turning diamonds into squares), 
and returns a new observable C. Subscribers to C would receive a square each 
time a diamond passed through A. 
 
Filters and transformations are not the only types of operations available in 
Reactive Extensions. As time is a key component to event streams, there are 
functions that alter their temporal behavior. As an example, streams can be 
throttled to limit the amount of events that are passed along to an observer. A 
concrete example would be the search box on a webpage. Instead of executing 

Figure 1. Applying filter and map operations to an event stream 

B 

C 

filter:   

A 

transform: 
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a search each time a key is pressed, a search will only be triggered when the 
user has stopped typing for 200ms.  
 
Buffering is an example of another time dependent operation that alters the 
flow of events. 
 

 

 
The marble diagram in Figure 2 shows a buffered stream. Buffering events is 
useful when they occur at a rapid pace intermittently, and discarding events is 
not an option. It is also useful technique to apply when handling each event 
individually is not ideal. For an example, if the events are small and we plan to 
transmit them over the network, buffering them and sending multiple at the 
same time will be more effective (at least when message headers are larger 
than the individual event data). 

2.2.3 The queryable observable 
Reactive Extensions and LINQ can be seen as two sides of the same coin; one 
being reactive and the other interactive. This either interactive of reactive 
property could be described as when a value is produced. Other properties 
exist that are orthogonal, for example the difference between the IEnumerable 
and IQueryable interfaces can be described as where a value is produced [16].  
 
In a reactive system where events travel across machine and process 
boundaries, filtering and throttling should be available to execute before the 
events hit the network. By examining the available interfaces defined in the 
.NET framework, the concept that satisfies those requirements would be a 
queryable observable. Fortunately, Reactive Extensions already provide an 
interface, the IQbservable, which matches those properties. The IQbservable 
interface fits in the last cell in Table 1. Concrete implementations are both 
push-based and can send queries to a remote provider for execution. 
  

  B 

buffer 
 

A 

Figure 2. Creating a buffered stream 
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Table 1. Direction versus locality 
 Local Remote 
Pull (interactive) IEnumerable IQueryable 
Push (reactive) IObservable IQbservable 
 
There are however few concrete implementations of IQueryable or 
IQbservable providers. Reactive Extensions is a niche technology and not as 
widely adopted as LINQ. The relatively low adoption rate 2  and special 
requirements are likely why there have been few attempts at developing any 
type of IQbservable provider. As a result the solution space for implementing 
remote observables is virtually unexplored but for one exception; the TCP 
Qbservable provider. 

2.2.4 The TCP Qbservable provider  
The open source project Extensions for Reactive Extensions [17], written by 
Dave Sexton and James Miles, includes an implementation of a IQbservable 
TCP provider.  
 
The provider consists of two parts: 
•  A TCP endpoint abstraction for a server-side observable. 
•  A client-side IQbservable provider.  
 
The provider lets the programmer compose operations on a remote event 
stream using the standard operators from Reactive Extensions. The composed 
event streams are executed on the server. When a subscription is started on 
the event stream, the provider sends the expression tree representation of all 
operations to the service. The endpoint abstraction evaluates the operations, 
creating a local event stream at the endpoint and adds an observer to it. The 
observer handles events by serializing and transmitting them to the client over 
TCP. The TCP Qbservable provider solves many of the problems associated 
with inter-process event streams.  
 
However, the provider does not support: 
• Security features for detecting and handling malicious code supplied by the 

client and executed on the server. 
• Client-side generation of service-defined types. The client can only receive 

events of a type that is available to both server and client. 
 
The alternative presented in this thesis has many features in common with the 
TCP Qbservable provider.  They are however very different in regard to design 
philosophy, software architecture and implementation.  

                                                   
 
 
 
2  Reactive Extensions is not in the top 100 of the most downloaded Nuget packages. 
https://www.nuget.org/stats/packages (5/6/2015) 

https://www.nuget.org/stats/packages
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3 Web service architecture 

A web service [9] is an abstract concept that provides an interface that 
describes a set of functionality. The concrete implementation, called an agent, 
is a software program or hardware interface that sends and receives messages. 
The concrete implementation is separated from the abstract definition, 
enabling the agent to be exchanged for another implementation with the same 
functionality. The organization or individual that provides a web service, by 
implementing a service agent, is called a service provider entity. The 
organization or individual that wish to use the provider entities service is 
called a service requester entity. To interact with the web service, the 
requester entity uses a requester agent. In this thesis, the service agent will be 
referred to as the service and the requester agent will be referred to as a client. 
In order for the service agent and client to exchange messages, they must 
agree on a service contract. The contract is called a service description (the 
WSD document in Figure 3)and is written using the Web Service Description 
Language (WSDL) [18]. The description defines the message formats, 
datatypes, transport protocols, and transport serialization formats that should 
be used between the requester agent and the provider agent. 

 
Figure 3. Simplified web service architecture 
 
To summarize, a practical description of a web service is a program that 
provides means of communication that allows different software systems to 
share and exchange data and functionality over a network. The technical 
design supports interoperability through machine-to-machine interaction 
using standardized protocols. Web services offer ways to build large 
distributed systems using reusable and composable components. 
 

3.1 An observable web service 
To monitor state changes in a web services, a client is forced to poll the service 
at regular intervals. In a scenarios where many clients are connected at the 
same time, polling will create unnecessary load on the service. A better way 
would be to notify clients when a state change has occurred using the observer 
pattern [19]. The book Web Service Patterns [20] described a reactive service 
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requester that observes an observable web service. When a requester first 
connects to a service, it requests to be added as an observer. Every time the 
state of the service changes, the service agent iterates through the internal 
observer collection and sends a notify message to all clients. 
 
In this thesis the meaning of an observable web services will be slightly altered 
to describe a service provider that provides one or more observable resources 
(i.e. events) that can be subscribed to individually a service requester. This 
extended functionality provides basic support for using individual web service 
resources in a reactive system. We further expand the definition of an 
observable web service by introducing the concept of a subscription API. The 
purpose of a subscription API is to provide specialized subscriptions 
functionality (like event filters in the Publish-Subscribe pattern [9]). 
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4 F# the programming language 

This chapter presents some basic features of the F# language [21] and the 
code generation and metaprogramming facilities it provides. The language 
was chosen for this project based on the code generation functionality it 
supports with the type provider mechanism described in section 4.2. There is 
an assumption made that the type provider mechanism will provide new ways 
to interact with web services compared to using traditional code generation 
tools like the WSDL Tool [22]. 
 

4.1 Programming with F# 
F# is a general purpose, strongly typed programming language that supports 
functional, imperative and object-oriented techniques. The following sections 
describes some specific parts of the F# programming language needed to 
provide a context for the design of the framework presented in this thesis. 

4.1.1 Functions and modules 
In F# general functionality like network, file and collections libraries are 
grouped into modules. A module is similar to a static class that can contain 
functions and values. The List module is a typical example of a collection 
library in F#. The filter function on the List module is a function that takes 
two arguments, a predicate function and a List, and returns a new List. 
 
List.filter (fun i -> i > 1) [0; 1; 2; 3]   // [2; 3]  
 
This expression can be rewritten using the pipe-operator (|>).  
 
[0; 1; 2; 3] |> List.filter (fun i -> i > 1)  // [2; 3]  
 
Each function in the List module takes a List as its final argument. The pipe-
operator passes the left side value as the last parameter to the function on its 
right side. Piping the return value from functions visualizes the correct 
sequence of function applications compared to one using nested function calls. 
The following code shows how to use the List module to transform a list of 
integers.  
 
[0; 1; 2; 3] 
|> List.filter (fun i -> i > 1)  
|> List.map string 
|> List.iter (fun v -> printfn "%s is larger than 1" v) 
 
The list is first filtered, creating a new list containing the elements 2 and 3. 
The third function (map) takes the filtered list and transforms each item into 
a text representation using the string conversion function. The map function 
returns a new list. The last function iterates over the transformed list and 
prints each string. 
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4.2 Type providers 
A feature that differentiates F# from most other programming languages is  it 
supports information rich programming [23, 24] with a mechanism called 
type providers [25]. A type provider can generate types at design time by 
injecting type information directly into the integrated development 
environment (IDE). At compile time the generated types are injected into the 
final assembly. Type providers are programs (or more precisely add-ins to the 
F# compiler) that are used to instantiate new type instances.  
 
When executing a type provider, the code that generates the types can do 
basically anything. This is problematic as it exposes the developer to 
potentially harmful code. This should not be viewed as a problem in practice 
as most type providers are developed as open source projects with the source 
code available online. 

4.2.1 The Provided Types API 
The Provided Types API [25] 3  is an API used for creating the types that are 
generated by a type providers. The API contains a set of classes that are used 
to create provided types.  
 
The two most common are: 
• ProvidedTypeDefinition, that creates a new type. 
• ProvidedMethod, that creates a method for a provided type. 
  
Instances of these types can be added as members to an instance of a 
ProvidedTypeDefinition. Instances of ProvidedMethod has a property that 
contain the method body. The body is an F# abstract syntax tree that the 
framework will compile into .NET byte code. 

4.2.2 Limitations of the type provider mechanism 
Using the type provider mechanism is a tradeoff between increased usability 
through excellent IDE support and a less optimal representation of the 
generated types compared to using an external code generation tool. A type 
provider can only create types (i.e. classes) and methods, and does not 
support modules or function values. The standard collection libraries are 
implemented as module functions. However, it is possible to create a similar 
user experience by creating curried static methods on a static type. 
 
There is a limitation in the mechanism that only allows primitive types 
(integers, strings etc.) to be passed as static arguments to a type provider.  
A workaround is pass a string with a type name and use the reflection library 
to load the type information. 
 
                                                   
 
 
 
3 The Provided Types  API is available as source code from [26] 
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4.3 Software development with F#  
The functional nature of F# promotes building small functions that can be 
tested separately. Using F# Interactive (FSI) [21] to evaluate code without 
having to compile and bootstrap it first is a powerful feature that shortens the  
feedback loop. FSI executes a Read-Evaluate-Print loop (REPL) for the F# 
language and is shipped as part of the developer experience in Visual Studio. 
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5 Method 

This chapter describes the research approach used to design and implement a 
solution to the problem presented in chapter 1. The theoretical and practical 
research work done for this thesis was performed as described in the sections 
below. 
 

5.1 Literature review 
The first step in the research process, performed in the first phase of the 
researched method introduced in section 5.2.1, was to perform a literature 
review. Literature reviews are used to study the literature to find, analyze and 
interpret common concepts [4]. The literature review method was chosen to 
provide information on alternative solutions and the state of the art in the 
problem space.  The review was primarily performed to help develop an 
understanding of the solution space for building inter-process event streams 
by finding alternative solutions like the Qbservable TCP Provider presented in 
section 2.2.4. The secondary goal was to find usability studies and API design 
best practices that could be used to extract functional and non-functional 
requirements for the framework used in the design process described in 
chapter 6. 

5.2 Design science 
Design science is a research method [7] that involves constructing innovative 
artifacts that enable researchers to better understand their problem. An 
artifact can be anything from an algorithm to a design guideline. The artifact 
constructed as part of this thesis is the framework that generates observable 
web services.  
 
Design science research can be distinguished from routine design by the 
creation of interesting new knowledge; a typical industry design process will 
define a successful product as a new artifact that has been produced with the 
standard methods, using off-the-shelves components. The fewer problems the 
process has to solve, the less new knowledge will be gained. As knowledge 
contribution is a key focus in design science research, the method is well 
suited for this particular research project. 
 
The design science research method is a multiphase, iterative process. The 
phases are typically as follows; Awareness of problem, Suggestion, 
Development, Evaluation and Conclusion (see Figure 4) [27]. 
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Figure 4. The general methodology of Design research 

5.2.1 Awareness of problem 
The first phase of the method is called Awareness of problem. As the name 
implies, the goal of the phase is to create awareness of the problem by defining 
it and specify the objectives of its solution. These objectives are defined as the 
requirements that need to be met to have a working solution to the problem 
described in chapter 1. 
 
Using the knowledge gained from the literature review, requirements analysis 
is performed to extract requirements for the artifact. Requirements analysis 
[28] is a method used to gather functional and non-functional requirements. 
The process includes three activities; gathering, analyzing and documenting 
requirements. The result of the analysis is a list of requirements, a software 
requirement specification, that form the initial design of the framework and is 
used to measure if the final artifact is successfully implemented. 

5.2.2 Suggestion 
The second phase in the design science research method entails creating a 
tentative design by creatively envisioning new functionality or novel 
configurations of existing elements.  



19 
 
 
 
 

5.2.3 Development 
During the third step, the tentative design is further developed and 
implemented. An incremental and iterative development method [29] is used 
to take the design based on the requirements and implement an artifact in the 
form of a working framework. The method used can be described as the 
iterative enhancement technique, termed by Basili and Turner [8].  
 
The framework is built focusing on one part of the system at a time. Each 
iteration results in a working subset of the requirements of one part. During 
the implementation phase, each new part is developed and tested in isolation. 
The result is an prototype [30]. If integration of the new functionality raises 
problems, the prototype can either be discarded or the overall design of the 
framework changed to accommodate for the new functionality. This process 
fits well with the fast feedback loop (see section 4.3) that programming in F# 
offers. 

5.2.4 Evaluation 
The fourth phase of the design science research method involves evaluating 
the artifact against the criteria defined in the first phase. Since the non-
functional requirements impact the design, every iteration in the development 
phase needs to be evaluated to see if new feature changes the requirements 
presented in the tentative design. 
 
The artifact is evaluated using software verification [31]. Software verification 
has two different approaches, either dynamic or static. Static verification 
(analysis) is used to prove program correctness. Proving the correctness of the 
artifact is outside of the scope of the work presented in this thesis. Dynamic 
verification (experimentation) is used to test a program for bugs or 
performance characteristics. When the artifact has enough functionality to 
test the functional requirements, an integration test [32] is constructed. The 
integration test is used for evaluating functionality and keeping track of 
possible regressions. The test is similar to the service example in section 8.2. 
Working with type generation is problematic since there are two levels to 
evaluate. Both the framework code and the generated code must fulfill the 
stated requirements. When the generated code does not fulfill its 
requirements, the framework code implicitly fails as well. The iterative process 
continues until both levels fulfill their respective requirements. 
 

5.2.5 Conclusion 
The fifth phase of the research method is the Conclusion phase. The 
Conclusion phase can be the final phase if the artifact fulfills the non-
functional and functional requirements. Otherwise the iteration continues be 
either revisiting the Suggestion phase or continuing with implementing the 
artifact. 
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6 Designing the framework architecture 

This chapter presents the design of the observable web service framework, 
untangling the iterative nature of the natural development process to present 
a more pleasant and linear progression. 
 

6.1 The high-level concepts 
To construct a viable solution to the problem of inter-process event-streams, 
the problems needs to be analyzed from the top down. The system can be split 
into two fundamental parts; an event-source and a subscriber. The two parts 
need to interact by sending messages. The type of these messages and the way 
they are transmitted needs to be described in one or more protocols. These 
high-level parts of the system have an artificial similarity to the web service 
architecture presented in chapter 3. 
 
The similarities are clear when examining the high level parts of the solution: 
• Service component, defined as the service provider agent in web service 

specification. 
• Client component, responsible for creating service requester agents. 
• Protocol that describes the interaction between client and service 

components similar to the service description part of the web service 
architecture. 

 
Before continuing with the design of the individual components, an analysis is 
made of the Qbservable TCP provider found in the literature review. 

6.2 An alternative to an IQbservable provider 
The idiomatic way to build an observable web service would be to implement 
an IQbservable provider that manages the communication between client and 
service. A fully implemented provider would be able to run arbitrary filtering 
and temporal operations on the service-side before the events hit the network. 
Unfortunately there are some problems associated with this approach. 
Reactive Extensions contains over a hundred methods for composing 
functions over asynchronous event streams. The library provides general 
functionality for all types of observable sequences. The type provider 
mechanism has some unintended, but useful, properties that could help to 
improve the user experience. Code generation presents the option of creating 
just a subset of the available operators.  
 
The implementer knows two important properties of the service: 
• The type of the exposed event sources. 
• Temporal properties of the event streams. 
 
As an example, a service publishing a single event source does not need to 
expose any functions that operate on multiple streams. Any unused method 
present in the API is adding unnecessary complexity. A side effect of having 
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explicit declaration of exposed methods is that the programmer has the option 
of changing the implementation of standard operators like filter and throttle, 
or adding special methods only relevant to the specific event source. This gives 
the service implementer a powerful tool to improve the IDE-experience of the 
service consumer. In general the discoverability will be increased since the 
number of possible actions the user can make is drastically decreased. 
 

6.3 Framework and libraries 
It is clear the framework can be split into distinct components. However, it is 
not clear how these components should be designed. Should the artifact 
provide a framework for creating service endpoints, or should it provide a 
library with granular service instantiation options? Let us define the 
difference between frameworks and libraries. 
 
A library is a collection of functions and data types that solves a specific 
problem. In contrast, a software framework is an implementation of a 
reusable pattern for designing a component or a system. Control is key when 
differentiating a library from a framework (see Figure 5). The programmer is 
in control when using a library. In contrast, when using a framework, the 
framework is in control and calls the code the programmer has implemented. 
The defining difference between a framework and a library is that the 
programmer is relinquishing control to the framework, which is not necessary 
when using a library. 
 

 
 
Figure 5. Schematic relationship of frameworks and libraries in relation to code4 
 
Frameworks implemented in object-oriented languages generally provide 
functionality by overriding methods of a base class. As few languages allow 
multiple inheritance, composing frameworks is problematic. The lack of 
composability is the reason libraries are preferred over frameworks in 
functional programming.  

                                                   
 
 
 
4 Illustration inspired by Tomas Petricek [33]  
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6.4 The design of client component 
The client component will be used by service consumers to connect and 
subscribe to remote event sources. To increase productivity, most integrated 
development editors support generating classes for interacting with web 
services from published service descriptions. This is often done by calling an 
external tool that supports the specific schema for a specific programming 
language. Visual Studio has built in support for generating .NET types from a 
WSDL schema with the WSDL Tool. Instead of relying on an external tool, the 
artifact will take advantage of the code generating facilities of F#. 
 
The client component will generate code for the consumer, but what type of 
code should it generate? 
 
Frameworks, libraries and APIs are not only collections of code, but artifacts   
programmers interact with. As such, both functionality and usability are 
measurements of good software design.  From a usability perspective, the 
work presented in this thesis focus on discoverability. Discoverability is 
defined by Donald Norman [34] as a measurement of  how easy it is to figure 
out which actions are possible and how to perform them. For the sake of the 
programmer (i.e. the user) software designers should design APIs and 
libraries with high discoverability. 

6.4.1 Guidelines for API design 
Usability in the context of API design is a relatively unexplored area of 
research [35]. However, there exists guidelines and best practices that are 
relevant for API designers. When designing a framework that generates APIs, 
it is important to take into account both API design best practices and non-
functional requirements associated with usability in the context of API design. 
 
The reflections and observations made by Joshua Bloch [36] can be seen as a 
guide to best practices when implementing APIs. Following are some of his 
guidelines that touch the problems associated with the design of the 
framework presented in this thesis. 
 
Mimic the patterns in core API and language. Instead of pushing the 
service implementer to create an object-oriented interface, the generated 
subscription APIs would be easier to consume if they followed the more 
functional idioms of the F# collection libraries. 
 
An API should be composable, reusable and sensible. This is a perfect 
description of the idiomatic F# library with free, composable functions. 
 
Use consistent parameter ordering across methods. This is key when 
implementing code that generates functions that should conform to the design 
of the F# collection libraries. In practice, to support piping (i.e. forwarding) 
the result from function to function, the last parameter of each function needs 
to be an observable. 
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API should be as small as possible, but no smaller. When in doubt 
leave it out. By not building a Qbservable provider, and not having to 
implement all methods available for the interface, service developers can keep 
the exposed API surface as small as possible. 
 
You can probably always add it later, but never remove. This is a 
problem every API implementer faces. Unfortunately there is nothing we can 
do that will make it easier to not break backwards compatibility when 
changing the signature of a function that is part in the service interface.  
A generated observable service is a contract of sorts. Updating the API by 
changing a function can break client code or introduce errors. Versioning is a 
possible way to hide the complexity. The developer cannot change the service 
interface at will, and is potentially stuck with it forever. 
 
Implementation details should not leak into the API. Ideally this 
would not happen, but some implementation details will leak into the 
framework due to the Provided Types API and the type provider mechanism. 
 
Names matter. Every API can be seen as a small language. Names 
should be explaining, and consistent. Since the API is generated from 
the service interface, the problems associated with naming are delegated to 
the service developer. Naming is often hard, and bad names can make APIs 
harder to use [35]. The close relationship with Reactive Extensions should 
make naming easier as a lot of the general concepts are already defined in that 
library. 
 
These guidelines can be condensed into a non-functional requirement: the 
framework should generate idiomatic F#. On the client-side the subscription 
API type provider could generate a static class with nested functions and data 
types that is functionally equivalent to a library. This would create an API that 
looks and functions similarly to F# libraries. 
 

6.5 The service component 
The framework model was chosen for the service component, as the 
observable web service has to control interaction between clients and the 
internal service instance. The web service is also responsible for managing 
serialization and transmission of events. 
 
 
Using an opinionated approach, where. This opens for adding attributes later 
for explicitly tell the framework which methods or observables should be 
exposed or hidden when the service schema is generated. 
 

6.6 Client and service interaction 
Client and service interaction will use the same general design defined in the 
web service architecture but choosing to implement it on the TCP layer with 
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custom messages instead of using HTTP and Simple Object Access Protocol 
(SOAP). 
 

6.7 Summary of requirements 
The tentative proposal can be boiled down to a software requirement 
specification. A software requirement specification is a description of the 
functional and non-functional requirements of a software system [31]. This 
short specification will be used to guide the development phase and serve as a 
checklist for the final implementation. 
 
Functional requirements 

The framework should provide: 
• Functionality for creating an observable web service endpoint. 
• Functionality for creating specialized subscription logic and connecting to 

a remote event source (an observable web service). 
• Functionality for generating non-primitive event types. 
• Safety features for executing client supplied subscription logic at the 

observable web service. 
• Serialization and transmission of events 

 
Non-functional requirements 

The framework should: 
• Integrate seamlessly with Reactive Extensions. 
• Follow API design best practices. 
• Generate idiomatic F# code.  
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7 Implementation of the framework 

This chapter details the development phase of the project. It describes the 
different components implement the design presented in the previous chapter 
for the observable web service framework. 
 

7.1 Structure of the framework 
The concrete implementation of the observable web service framework is 
composed by two components; a client-side type provider that generate the 
service specific subscription API, and the service-side web service 
implementation. Interaction between the client and the service take place on 
multiple levels of the framework, using different protocols presented in the 
next section. 

7.1.1 Protocols 
There are three different protocols used by the observable web service 
framework: 
 
• A binary message protocol that defines the interaction between client and 

service. 
• A protocol that handles the serialization of subscriptions. 
• A protocol for publishing service descriptions as machine and human 

readable xml. 
 
The service interaction protocol is used by the client to interact with the 
service. Table 2 shows the custom message format used by the interaction 
protocol. The message header is eight bytes followed by the message body 
containing the data. The message type field is used to label both general 
messages (request-contract, subscribe and unsubscribe) and instance specific 
defined by the service contract. 
 
Table 2. Service Interaction Message format 
Field name Offset Data type 
Message type 0 unsigned integer (4 bytes) 
Message size 4 unsigned integer (4 bytes) 
Message data 8 byte[] 
 
When an instance of the subscription API type provider is invoked with an 
URL to an endpoint, an internal TCP-client connects to the service and sends 
a request-contract message. The service replies by sending an xml-
representation of the service contract to the client. The type provider parses 
the contract and generates the types of the data transfer objects (DTOs) and 
the functions of the subscription API. 
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7.1.2 Endpoint and schema generation 
The service interface schema is created by retrieving runtime metadata from a 
service instance. The generated schema is served to instances of the client type 
provider that connects to the service endpoint.  
 
The following data is extracted: 
• Public observable properties. 
• Public methods. 
• Any type referenced in the signature of extracted observables and methods 

that are not part of the .NET standard library. 

7.1.3 Serialization 
Serialization of messages is handled by the open source library FsPickler [37]. 
The library offers efficient serialization of CLR types into various formats like 
JSON, xml and binary. Even if two types are structurally equivalent, most 
code that handles serialization will not naively deserialize data into a type that 
differs from the type of the original data. The fully qualified names (i.e. 
namespace, class name and assembly) of the data transfer objects are different 
in the client and endpoint because they are defined in different assemblies. 
The framework needs to keep a mapping between the two and change the type 
information when serializing and deserializing messages. Fortunately this is 
supported to an extent by FsPickler. 
 

7.2 The subscription abstraction 
Instead of using quoted expressions (ASTs) in the generated subscription API 
an alternative solution is used. A function take could be defined as follows in 
the service: 
 
let take (count : int) (obs : IObservable<Value>) : IObservable<Value> = ... 
 
The function takes a count integer and an observable as arguments and 
returns a new observable. When the methods are generated for the generated 
client-side subscription API, all methods have their last argument and return 
type changed to a special Subscription type. 
 
let take (count : int) (sub : Subscription) : Subscription =  
 
         ... 
 
    let valueBytes = binary.Pickle(count) 
    let bytes =  
        Array.concat  
            [| BitConverter.GetBytes 1 
               BitConverter.GetBytes valueBytes.Length 
               valueBytes |] 
 
         ... 
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The function body of each method will serialize its arguments, with the 
exception of the subscription value. The method appends the index of the 
method in the service description along with the size of the serialized data. 
Each subsequent call to a method on the subscription API will add the 
information to the passed Subscription object. 
 
The framework generates toObservable for each event source. When a 
toObservable method is invoked, the passed Subscription object is sent to the 
endpoint where it is deserialized. The endpoint will parse the method index, 
deserialize the method arguments and invoke the service method, creating a 
local event stream. The endpoint continues to parse the methods and their 
arguments from the Subscription object until all have been invoked. It then 
adds a subscription to the stream that serializes the events and sends them to 
the client. 
 

7.3 Unsafe code detection 
To protect the server infrastructure from executing malicious code when 
evaluating a function supplied by the client, the framework can apply an 
algorithm that checks method calls in the function against a blacklist. The 
quoted expression is sent to the service which applies a tree traversal 
algorithm that checks for blacklisted method calls before compiling the quoted 
expression to executable code. This method is based on implementation used 
by fsiBot [38], a twitter bot that replies to tweets with F# code with the 
evaluated result. 
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8 The framework for creating observable web services 

The problem of connecting inter-process event streams with Reactive 
Extensions is solved by creating a framework consisting of a client component 
and a service component. The service component takes a service 
implementation that exposes subscription methods and observables, and 
generates an observable web service. The second component is an F# type 
provider that can connect to an observable web service endpoint, read the 
published schema and generate types and subscription methods. 
 

 
Figure 6 shows the observable web service framework and how the 
components are connected. Areas in orange (dotted lines) are created or 
generated by the framework components. The source code for the observable 
web service framework is available at [39]. 

8.1 Evaluation 
The observable web service framework is verified by performing an 
integration test. As the functional requirements are interconnected (i.e. the 
client component is necessary for testing the service component and vice 
versa) a successful integration test of the whole framework where the 
functional and non-functional requirements are covered will verify that the 
framework works as specified. As the integration test is passed, it is possible to 
conclude that the framework is implemented according to the specified model. 
 

CLIENT SERVICE 

+ Endpoint : APITypeProvider + Create : WebService 
 

Subscription API 

+ Function’ 
+ Function’ 
+ Observable’ 
 

+ Function 
+ Function 
+ Observable 
 

Service 

Observable WS 

Figure 6. The observable web service framework 
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The integration test also tells us the design (i.e. the model) actually fulfills the 
user’s needs as the framework integrates with Reactive Extensions and 
provides an abstraction for inter-process event streams. 
 

8.2 Using the framework 
Following is an example of how to create an observable web service and 
connect to it from a client application. In the following code segment, 
TemperatureService is a service that publishes temperature data using a 
custom data type (Value). The service defines an observable named 
Temperature and two functions; filter and take. These are implemented using 
standard Reactive Extensions operators.  
 
type Value = { 
    Temp : double 
    TimeStamp : DateTime 
} 

type TemperatureService() = 
    member __.Temperatures with get () = ... 
    member __.take (count : int) (obs : IObservable<Value>) = obs.Take(count) 
    member __.filter (f : Value -> bool>) (obs : IObservable<Value>) = obs.Where(f) 
 
let disposable = ObservableWebService.Create(TemperatureService(), port = 8090) 
 
The code below illustrates how a client would use the type provider to 
generate the subscription API for an observable web service. 
 
type Api = ObservableWebService.Endpoint< "10.0.0.1", 8090 > 
 
let subscription =  
    Api.Temperatures 
    |> Api.filter <@ fun data -> data.Temp > 100.0 @> 
    |> Api.take 10 
    |> Api.toObservable 
    |> Observable.subscribe (fun data -> printfn "Temp: %d" data.temp) 
 
The type provider (ObservableWebService.Endpoint) takes an IP-address and 
port as static arguments. The type provider connects to the service, requests 
the endpoint schema, and generates the type named Api. The generated type 
contains the static methods take and filter, created by the type provider from 
the service schema. 
 
The call to toObservable converts the subscription object (containing the 
representation of the virtual observable Temperatures and the calls to the 
virtual methods from Api) to a real observable. The value temperatures can be 
further composed with Reactive Extensions operators, executing in the local 
process. 
 
This particular event stream will filter all events with temperature values less 
than 100.0, and then end the stream after 10 events. 
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9 Conclusions and Future work 

This thesis presents a new way to expose and consume events in a distributed 
system. The result of the work presented in this thesis is a framework that can 
create and utilize observable web services. A prototype of the framework was 
implemented using an iterative enhancement technique, incrementally 
building the necessary parts of framework using a bottom up approach. 
 
This project resulted in an abstraction for building inter-process 
asynchronous event streams that can be used with the Reactive Extensions 
library. The concrete framework consists of two components; a framework 
consisting of a factory function that creates observable web services, and a tool 
(a type provider) that generates subscription functionality that is used by 
clients to subscribe to the events exposed by an observable web service. The 
factory function takes an instance of a service class, examines and extracts 
observable properties and functions and exposes them by creating an 
observable web service. The type provider offers the ability for service 
providers to create their own subscription APIs, customized for the 
performance properties of the particular service. With the observable web 
service framework, any event producer like a mouse, a temperature sensor or 
the operating system event log can be turned into a remote event source that 
can be effortlessly used by other services or applications running on the same 
network.  
 
The last iteration of the framework was measured against a set of 
requirements that were updated under the development process. The final 
prototype implements the required features and provides features that are 
missing in other implementations. With the observable web service 
framework, service implementers can define general subscription APIs the 
clients can use to create custom event subscriptions that are executed before 
the events leave the service.  
 
During the implementation of the framework, missing features and 
limitations in the type provider mechanism led to time-consuming 
workarounds. The missing features are presented alongside potential 
improvements to the F# ecosystem. Foremost of these are the features 
missing from the standard metaprogramming framework that unfortunately 
limits the otherwise powerful type provider mechanism. 
 

9.1 Discussion 
Reactive programming, web service technology and the F# type provider 
mechanism can together create event streams that cross network, machine 
and process boundaries. The concept of inter-process asynchronous event 
streams was the missing feature needed for building reactive and distributed 
systems using the Reactive Extensions library. 
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Two observations can be made when assessing the result of this thesis. Firstly, 
the observable web service framework designed and implemented in this 
project offers an abstraction for inter-process event streams that seamlessly 
integrate with the Reactive Extensions library. Secondly, by combining web 
service technology, the type provider mechanism and creating service 
interfaces modeled after functional libraries, a new and interesting way to 
present service functionality is created. The technologies create new 
possibilities for providing composable APIs to clients. In essence, the interface 
your program exposes can be a library. Compared to the stateless APIs used by 
traditional web services, this has the potential to impact how distributed 
systems not only exchange data, but share functionality. 
 

9.2 Future work 
The observable web service framework presented in this thesis is a working 
prototype and is missing important features. The version presented here 
should be considered a proof-of-concept. Following are improvements that are 
needed to be implemented before the framework is considered production-
ready: 
 
• For a production level framework the network layer would preferably 

support different communication protocols, encryption and more robust 
safety and security measurements on the application and transport layer. 
On the .NET platform this could be implemented by building on top of the 
Windows Communication Framework (WCF) [40].  

 
• This implementation is tightly bound to the .NET platform and CLR 

(Common Language Runtime) type-system. This would have to be 
addressed for the framework to be platform agnostic.  

 
• WSDL could be used to present the service description and open up for 

integration with other platforms and languages. The framework presented 
in this thesis does not take into consideration any problems associated 
with distributed systems, such as message delivery failure, message 
delivery order or any other general reliability problems [41]. 

 
During the development process, some unexpected problems surfaced that 
shaped the final implementation. Features missing from the framework can 
mostly be attributed to limits in the Provided Types API. The most noticeable 
feature that is missing is the ability to expose generic transforming functions 
like Select (map). It is problematic to implement this in a reasonable way since 
methods created by the Provided Types API cannot be generic. 
 
The F# compiler and the infrastructure in Visual Studio hides implementation 
details of some language features, like partial application and currying 
functions, from the developer. Trying to create a similar user experience 
manually was difficult since the runtime metadata API is built for C# and 
caters to the idioms of that language. This made working with runtime 
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metadata the most time consuming part of development, and a lot of effort 
was made to match the generated code to F# idioms. 
 
Instantiating a generic type with generated type as argument proved very 
difficult to implement properly due to the Provided Types API and the 
standard reflection (runtime metadata) API not working well together. The 
root cause of the problem is that ProvidedTypeDefinition is a form of 
placeholder that should not be evaluated by functions from the metadata API 
before the type provider has generated the type. If this was really the case, it 
would not be possible to have methods on generated types that returned 
observables of type Tg, where Tg is another generated type.  Fortunately, there 
is a way around this problem [39]. 

9.2.1 Future improvements 
In the upcoming version of F# (4.0), functions and method arguments can be 
marked with the ReflectedDefinition attribute to automatically create a quoted 
expression (i.e. an AST representation). The following code shows how calling 
functions will be made both less verbose and create less cognitive load for 
developers: 
 

open Microsoft.FSharp.Quotations 

let print ([<ReflectedDefinition>] e : Expr) = printfn "%A" e  

print <@@ "Hello World!" @@>  // Value ("Hello World!") 

// This works in F# 4.0 

print "Hello World!"  // Value ("Hello World!") 

 
When this feature is available, it will be possible to call functions that take 
expressions as arguments without quoting them (i.e. without using the <@@> 
syntax). This will bring the F# user experience on par with C# which has had 
this feature since the introduction of LINQ.  Exploratory work with this 
feature highlighted some problems when using it in combination with the type 
provider mechanism. Developing a type provider is generally done by using 
the Provided Types API that is released out-of-band with the F# compiler. 
Unfortunately, the API has not yet been updated to handle this new feature. 

9.2.2 Missing type provider features 
The type provider mechanism is improving at a steady pace and has changed 
substantially since the initial release in 2010. During the process presented in 
this thesis, some functionalities that would have been helpful were identified. 
 
Missing features: 

• F# modules or multiple, top level types. 
• Generic types and methods.  
• Support for custom functions for computation expressions (a powerful 

and more convenient syntax for monads in F#). 
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