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Abstract

The prospect of replacing existing fixed networks with cheap, flexible and even
mobile low-power wireless network has been a strong research driver in recent years.
However, many challenges still exist: reliability is hampered by unstable and bursty
communication links; the wireless medium is getting congested by an increasing
number of wireless devices; and life-times are limited due to difficulties in developing
efficient duty-cycling mechanisms. These challenges inhibit the industry to fully
embrace and exploit the capabilities and business opportunities that low-power
wireless devices offer. In this thesis, we propose, design, implement, and evaluate
protocols and systems to increase flexibility and improve efficiency of low-power
wireless communications.

First, we present MobiSense, a system architecture for energy-efficient commu-
nications in micro-mobility sensing scenarios. MobiSense is a hybrid architecture
combining a fixed infrastructure network and mobile sensor nodes. Simulations and
experimental results show that the system provides high throughput and reliability
with low-latency handoffs.

Secondly, we investigate if and how multi-channel communication can mitigate the
impact of link dynamics on low-power wireless protocols. Our study is motivated by
a curiosity to reconcile two opposing views: that link dynamics is best compensated
by either (i) adaptive routing, or (ii) multi-channel communication. We perform a
comprehensive measurement campaign and evaluate performance both in the single
link and over a multi-hop network. We study packet reception ratios, maximum
burst losses, temporal correlation of losses and loss correlations across channels.
The evaluation shows that multi-channel communication significantly reduces link
burstiness and packet losses. In multi-hop networks, multi-channel communications
and adaptive routing achieves similar end-to-end reliability in dense topologies,
while multi-channel communication outperforms adaptive routing in sparse networks
where re-routing options are limited.

Third, we address the problem of distributed information exchange in proximity-
based networks. First, we consider randomized information exchange and assess the
potential of multi-channel epidemic discovery. We propose an epidemic neightbor-
discovery mechanism that reduces discovery times considerably compared to single-
channel protocols in large and dense networks. Then, the idea is extended to
deterministic information exchange. We propose, design and evaluate an epidemic
information dissemination mechanism with strong performance both in theory and
practice.

Finally, we apply some of the concepts from epidemic discovery to the design
of an asynchronous, sender-initiated multi-channel medium access protocol. The
protocol combines a novel mechanism for rapid schedule learning that avoids per-
packet channel negotiations with the use of burst data transfer to provide efficient
support of ’multiple contending unicast and parallel data flows.





Sammanfattning

De senaste åren har forskning inom trådlös kommunikation drivits av önskemålet
om att kunna ersätta nuvarande trådbundna kommunikationslänkar med trådlösa lå-
genergialternativ. Dock kvarstår många utmaningar, såsom instabila och sporadiska
länkar, överbelastning på grund av en ökning i antal trådlösa enheter, hur man
effektivt kan växla duty-cycling mekanismen för att förlänga nätverkens livstid,
med flera. Dessa utmaningar begränsar industrin från att ta till sig och utnyttja
de fördelar som trådlösa lågenergialternativ kan medföra. I den här avhandlingen
föreslår, designar, implementerar och utvärderar vi protokoll och system som kan
förbättra de nuvarande trådlösa lågenergialternativen.

Först presenterar vi MobiSense, en systemarkitektur för energibesparande kom-
munikation i mikro-mobila sensorscenarier. MobiSense är en hybridarkitektur som
kombinerar ett fast infrastrukturnätverk med rörliga sensornoder. Simulerings- och
experimentella resultat visar att systemet uppnår en högre överföringskapacitet och
tillförlitlighet samtidigt som överlämnandet mellan basstationer har låg latens.

I den andra delen behandlar vi hur effekterna från länkdynamiken hos protokoll
för lågenergikommunikation kan minskas, och försöker förena idéerna hos två mot-
stående synsätt: (i) flerkanalskommunikation och (ii) adaptiv routing. Vi analyserar
enkanals- och flerkanalskommunikation över en-stegslänkar i termer av andelen
mottagna paket kontra andelen förlorade, den maximala sporadiska förlusten av
paket, tidskorrelation för förluster och förlustkorrelation mellan olika kanaler. Resul-
taten indikerar att flerkanalskommunikation med kanalhoppning kraftigt minskar
det sporadiska uppträdandet hos länkarna och korrelationen mellan paketförlus-
ter. För flerstegsnätverk uppvisar flerkanalskommunikation och adaptiv routing
liknande tillförlitlighet i täta topologier, medan flerkanalskommunikation har bättre
prestanda än adaptiv routing i glesa nätverk med sporadiska länkar.

I den tredje delen studeras distribuerat informationsutbyte i närhetsbaserade
nätverk. Först betraktas det slumpmässiga fallet och vi fastställer potentialen hos
flerkanalig indirekt utforskning av nätverket. Vi analyserar ett trestegs protokoll,
som möjliggör en snabbare utforskning av nätverket. Sedan föreslår vi en ny al-
goritm för att upptäcka grannarna i ett flerkanalsnätverk, som kraftigt minskar
utforskningstiden i jämförelse med ett enkanalsprotokoll. Vi utökar även problemet
till det deterministiska fallet och föreslår en mekanism för informationsspridning
som påskyndar utforskningstiderna för deterministiska protokoll. Utvidgningen har
två huvudförbättringar som leder till kraftigt ökad prestanda samtidigt som de
garanterar att utforskningsprocessen är deterministisk.

Till sist applicerar vi koncepten rörande indirekt utforskning för att designa,
implementera och evaluera ett asynkront sändare-initierat flerkanals MAC protokoll
för trådlös lågenergikommunikation. Protokollet kombinerar en ny mekanism för
snabbt lärande av tidsschemat, vilket undviker kanalförhandling för varje paket,
med sporadisk dataöverföring. Detta möjliggör ett effektivt tillhandahållande av
flera konkurrerande och parallella dataflöden.
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Chapter 1

Introduction

The foundations of many of today’s low-power wireless technologies can be traced
back to the mid-1990’s, and a research proposal on Smart Dust [Kahn et al.,

1999, Pister, 1997, Warneke et al., 2001], a system of small autonomous micro-
electromechanical systems (MEMS) distributed over an area to perform sensing
tasks. In such a systems, fixed sensors and mobile robots were intended to work
cooperatively in a distributed manner and communicate wirelessly. A lot of the
efforts that were required to realize this bold vision paved the way to current research
on low-power wireless systems.

Today, the research on low-power wireless is a global effort with mixed industry
and academia initiatives on a broad scale, and we are seeing a continuous stream of
increasingly capable low-power wireless systems. The goal is to replace conventional
wired communication systems in a variety of scenarios, ranging from static to mobile
applications. Important examples include: ambulatory patient monitoring [Chipara
et al., 2010, Ko et al., 2010], habitat monitoring and tracking of animals [Dyo et al.,
2009, Guo et al., 2006]; asset tracking and monitoring [Lee et al., 2007b, Wang et al.,
2009], structural health and environmental monitoring, smart buildings [Snoonian,
2003] and smart grids [Bakken et al., 2011, Gharavi and Hu, 2011], intelligent
transportation systems, and automation process control [Willig et al., 2005].

Low-power wireless systems have evolved over the years, and constitute corner-
stones of the envisioned Internet of Things (IoT) [Weber and Weber, 2010]. The
advantages and benefits of deploying such low-power communications systems are
widespread across a variety of industries. For example, (i) replacing current wired
infrastructure networks can reduce costs, because, extracting and refining copper
into electrical cables is expensive and environmentally damaging; (ii) continuous
and ambulatory monitoring of patients allows an earlier diagnosis and prevention
of diseases, which reduces the cost of healthcare; (iii) structural health monitoring
allows an earlier detection of structural failures, a timely intervention and a better
maintenance of critical infrastructures; (iv) smart buildings can benefit from an
optimal heating and temperature regulation; (v) a network of low-power wireless
sensors can detect an eminent eruption of volcanoes, thus helping emergency services
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2 Introduction

to evacuate the area; (vi) low-power wireless networks that monitor road conditions
and traffic allow for safer and more efficient transportation systems.

Despite an extensive research effort, a wide industrial deployment of low-power
wireless systems is still lagging behind. In part, this is due to an immature commu-
nication stack and a reluctance to embrace an unproven technology. Issues related
to energy-efficiency, reliability, and security still hamper acceptance and wide de-
ployment by the industry. For example many industrial process control systems
demand very high reliability and very short end-to-end delays. Furthermore, the
nature of low-power wireless networks is prone to channel fading, interference. These
phenomena are the main cause of packet burstiness, which cause long end-to-end
packet delays. Delays and delay-variation tend to cause a degradation in the control
performance, which translates directly into product quality. Moreover, the costs of
a complete production stop due to a network failure can be enormous. Healthcare
applications require a security due to the sensitivity of the data collected from pa-
tients. However, encrypting and decrypting data demands significant computations
and energy consumption. The desire to address the challenges imposed by these
applications, and help to enable that low-power wireless becomes a widespread
technology, is what motivates us to propose, develop, experiment and enhance
current communication protocols.

In this thesis, we (i) propose a micro-mobility architecture for low-power wireless
networks; (ii) assess link dynamics and explore mechanisms how to use the advantages
of multichannel communications to provide reliable communications; (iii) propose
and enhance energy-efficient information distribution protocols for proximity-based
communications, and finally, (iv) apply concepts of proximity-based information
exchange into the design of an energy-efficient and asynchronous multichannel media
access control protocol.

1.1 Motivating applications

Low-power wireless networks can be used in a variety of applications. In this section
we present some application scenarios where we believe that low-power wireless
networks can make a significant difference.

1.1.1 Ambulatory patient monitoring
Matching the increase in the aging population with competent healthcare profession-
als is one of many problems that developed countries are currently facing. Low-power
wireless can contribute immensely in both continuous patient monitoring and early
diagnosis of diseases. Early diagnosis of diseases allows doctors to act early using
preventive measures. This improves both the quality-of-life of individuals and the
cost of healthcare as a whole. Figure 1.1 illustrates an example of application of
low-power wireless networks in ambulatory patient monitoring. Nodes attached
to patients report real-time clinical information. To collect data, nodes form a
cluster-tree network, with the gateway as root. The gateway can be a cellphone
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Figure 1.1: Typical applications scenarios of low-power wireless networks include
real-time clinical information from sensors attached to ambulatory patients [Rahman
et al., 2011].

which relays the information to a centralized monitoring center. An example of early
applications include CodeBlue [Malan et al., 2004].

1.1.2 Proximity-based networking

The advantages of proximity-based applications are enormous. For example, users are
on charge to whom and to which services they want to connect to. The interactions
and updates between applications are local, which decreases latency and network
load. Decreasing network load results in faster updates without requiring much
energy consumption. Examples of proximity-based applications include AllJoyn [Lioy,
2011].

In proximity-based information exchange, applications exchange information
with other applications in their vicinity (see Figure 1.2). The focus is on direct
communications without the need for an infrastructure. The lack of a supporting
infrastructure increases the challenges for an efficient communication, because these
encounters between devices are unpredictable.

To operate robustly in an environment where communications happen in an
unplanned and unpredictable way, proximity-based applications require the services
of neighbor discovery [Bakht et al., 2012, Dutta and Culler, 2008, McGlynn and
Borbash, 2001]. Neighbor discovery enables devices to become aware of other nearby
devices. To enable discovery, devices require continuous scanning of the medium
to detect new devices. However, many challenges exist. For example, if continuous
scanning of the medium is not done properly, it can quickly lead to the depletion
of the battery of devices. This is one of the main limiting factors, and requires the
design of energy-efficient discovery mechanisms.
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Figure 1.2: In proximity-based networking, interactions between applications are
local, which decreases latency, and the users are on charge to whom and to which
services they want to connect to.

1.1.3 Structural health and environmental monitoring

In countries such as Denmark, bridges are the link between the diverse islands that
form the country. The structural failure of such critical infrastructures have severe
consequences for the economy and for the country. Using low-power wireless systems
for structural health monitoring, such scenarios can be prevented.

Modern monitoring of structural integrity of bridges uses dense array of low-
power wireless sensors deployed along the structure. These inexpensive sensors report
real-time information about vibration, road conditions, traffic on the deck, tension
on cables, etc, which allows timely intervention to prevent catastrophic failures.
Figure 1.3 shows a deployment of low-power wireless for structural monitoring at
Jindo Bridge in South Korea [Jang et al., 2010].

1.1.4 Smart grinds and smart buildings

Fully automated energy management systems under development are the building
blocks of future smart grids and smart homes [Snoonian, 2003]. Connected homes
will allow to adjust the settings of all appliances remotely, and provide real-time load
information back to utility companies [Bakken et al., 2011]. With this information,
it will be possible to provide better services, to better balance energy supply and
demand, and to prevent blackouts during peak times. In future smart homes, the
human interaction with different appliances will be replaced with machine-to-machine
communications. For example, to prevent false alarms of presence of smoke or fire,
a smart stove can be connected with smoke and fire detectors. Before sending an
alarm report, the detectors can first check with the smart stove if there is ongoing
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Figure 1.3: Structural health monitoring allows an earlier detection of structural
failures, a timely intervention and a better maintenance of critical infrastructures
(source: [Jang et al., 2010]).

Figure 1.4: A futuristic smart home where low-power wireless sensors control and
connect home appliances (source: dailywireless.org).

cooking activities. Figure 1.4 shows an example of a futuristic smart home.

1.1.5 Industrial automation and process control

Wireless technology has expanded to every aspect of life, and the industry sector
is well aware of the advances and applications of wireless technology. One of the
main advantages of using wireless technology in industry is flexibility. For example,
by eliminating cables, the movement of equipment becomes seamless, and one can
easily reconfigure machines to satisfy new needs. Removing wires also saves costs,
since simply the cost of the cables required to instrument a modern industrial plant
is a significant part of the overall cost.
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Figure 1.5: Application of low-power wireless networks in networked control systems.
Enabling reliable low-power wireless communications comes with a set of constraints.
These constraints distinguish low-power wireless networks with any other type of
networks.
Providing real-time data in low-power wireless networks is difficult, because of

many factors that influence the performance of wireless communications. Process
control applications demand stringent requirements in reliability, robustness, security,
determinism, quality of service etc. However, the adoption of wireless technology
in industry faces many problems. In addition, there still a lack of common stan-
dard, which increases costs and reluctance to the technology. Figure 1.5 depicts an
application of low-power wireless networks in networked control systems.

1.2 Challenges in low-power wireless communications

Enabling reliable low-power wireless communications comes with a set of constraints.
These constraints distinguish low-power wireless networks with any other network.
● Power consumption: power consumption is naturally one of the most important

performance metrics for low-power wireless systems. It determines the device
and network lifetime, and has therefore a heavy influence on the design of any
low-power wireless protocol. Of course, the power consumption can be reduced by
more energy-efficient hardware. Nevertheless, if we exempt the external sensors
and processing power consumption, the bulk of energy consumption happens at
the radio transceiver. Therefore, designing energy-efficient duty-cycling protocols
has guided most of the research since the inception of low-power wireless.

● Hardware limitations: hardware limitations add to the challenges in low-power
wireless networks. The building blocks of the commonly used hardware in low-
power research are; a micro controller unit (MCU), a low-power radio transceiver,
sensors and the power source. The MCUs normally have between 20 to 50 kB
of programmable ROM (Read Only Memory) and the architecture of the MCU
is of 8-to-16 bits. The maximum transmitting power of the radio transceiver is
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Figure 1.6: The TelosB platform is enabled with a TI CC2420 radio transceiver,
which is compliant with the IEEE 802.15.4 standard (source: wsnblog.com).
typically 0dBm, and depending on the medium, transmissions can reach ranges
between 25 to 100m. We used TelosB [Polastre et al., 2005] in all our research
projects (see Figure 1.6). The TelosB uses a TI MSP430 MCU with 48 kB of ROM,
the clock frequency is 8 MHz, 10 kB of RAM (Random Access Memory). It is also
equipped with a TI CC2420 radio transceiver, which is IEEE 802.15.4 standard
compliant. The radio transceiver operates at the ISM (Industrial, Scientific, and
Medical) band of 2.4 GHz, while the data rate is 250 kbit/s.

● Antonio, this item should be shortened and merged with the one on
power consumption Enabling an efficient radio duty-cycling: enabling an
energy-efficient duty-cycling in low-power wireless is challenging. Nodes must
operate at very low-duty cycles to preserve energy, and to extend the lifetime
of the network for years. This is done by turning the radio transceiver off most
of the time, and yet, it must still be possible to provide high reliability, and in
some cases short end-to-end delays. For example, previous research has shown
that the CC2420 [TI, 2006] radio transceiver consumes 21.8 mA and 19.5 mA
on the listening and transmission modes respectively. Hence, it is important to
avoid idle listening. Several techniques are used to provide an efficient duty-
cycling, ranging from contention-free to contention-based techniques, as well as
sender-initiated to receiver-initiated transmissions. However, there is a need for a
critical understanding of how communication layers interact between each other,
and how packets are actually transmitted. For example, in modern asynchronous
MAC protocols, each broadcast packet from a layer above the data link layer is
transmitted as a sequence of broadcast transmissions.

● Link dynamics: wireless communications is prone to channel interference and
fading, causing lossy and bursty links, which add to the challenges. Lossy and
bursty links can cause severe degradation on the performance of a network, since
it causes many nodes to retransmit packets, increasing interference and energy
consumption. In this thesis, we address this problem in Chapter 4, and analyze
some techniques that add resilience against link dynamics.
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1.2.1 Operating systems for low-power wireless networks
Due to limited resources, low-power wireless run on specific operating systems
(OS:es) designed for such a purpose. Influential operating systems for low-power
wireless devices include TinyOS [Levis et al., 2005], Contiki OS [Dunkels et al.,
2004a], Mantis [Bhatti et al., 2005] and RIOT OS [Baccelli et al., 2013]. We limit
our description to Contiki OS, since it is the OS used to develop all projects in this
thesis. Contiki OS is lightweight and an open-source operating system for resource-
constrained low-power wireless systems. The kernel in Contiki OS is event-driven,
while preemptive multithreading can optionally applied to processes. Contiki OS
possesses 2 networking stacks: IP (Internet Protocol versions IPv4 and IPv6 [Dunkels,
2003, Durvy et al., 2008]), and Rime [Dunkels et al., 2007]. The IP networking stack
in Contiki OS is tailored for memory-constrained devices (µIP), while the Rime
networking stack provides multihop networking capabilities. The Contiki OS also
provides a complete simulation environment, which allows to simulate Contiki code
before hardware deployment [Osterlind et al., 2006a].

1.3 Thesis structure and contributions

This section gives an overview of all the chapters of this thesis. We also outline the
main contributions of this thesis.

1.3.1 Micro-mobility in low-power wireless networks
In this chapter, we present MobiSense, a MAC layer and routing architecture for
micro-mobility environments. MobiSense provides reliable and energy-efficient com-
munication and low-latency handoffs. MobiSense’s energy-efficiency and reliability
comes from a set of carefully chosen design elements: rapid network information gath-
ering, rapid network (re)admission and convergence, distributed network formation,
and dynamic scheduling.

The material presented in this chapter is based on the following publications:
● A. Gonga, O. Landsiedel and M. Johansson. MobiSense: Power-efficient micro-

mobility in wireless sensor networks. In Proc. of the IEEE Conference on Con-
ference on Distributed Computing in Sensor Systems (DCOSS), June, 2011.

● A. Gonga, M. Johansson and A. Dunkels. MobiSense: power-efficient micro-
mobility in IPv6-based sensor networks. In Proc. of the ACM/IEEE IPSN, April,
2010 (Poster).

1.3.2 Assessing link dynamics in low-power wireless networks
In this chapter, we address the problem of how to mitigate the impact of link
dynamics on communication protocols, and attempt to reconcile the standpoints of
two opposing views: (i) multichannel communications, and (ii) adaptive routing. We
present an experimental testbed setup used to perform extensive measurements for
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both single-channel and multichannel communication. We first analyze single-channel
and multichannel communication over a single-hop in terms of packet reception
ratio, maximum burst loss, temporal correlation of losses, and loss correlations
across channels. In multi-hop networks, our results show that in dense network
topologies, multi-channel communication and adaptive routing show similar end-to-
end reliability. In sparse networks with bursty links, multichannel communication
outperforms adaptive routing.

The material presented in this chapter is based on the following publication:
● A. Gonga, O. Landsiedel, P. Soldati and M. Johansson. Revisiting Multi-channel

Communication to Mitigate Interference and Link Dynamics in Wireless Sensor
Networks. In Proc. of the 8th IEEE Conference on Distributed Computing in
Sensor Systems (DCOSS), May, 2012.

1.3.3 Randomized information exchange in proximity-based
networks

This chapter considers the problem of distributed neighbor discovery in multi-channel
wireless networks. We propose a protocol in which nodes randomly select a channel
and decide whether to transmit or listen for neighbor discovery beacons. When
nodes transmit, they use epidemic information dissemination to spread knowledge
about all the nodes they have discovered so far. Theoretical guarantees on discovery
times are complemented by extensive simulations and practical implementations.
The evaluations show that multi-channel communication effectively reduces the
number of collisions between nodes in the network (especially in dense networks)
and that epidemic information dissemination yields both significant speed-ups and
increased resilience to packet losses. Finally, we also show that our protocol compares
favorably to previously proposed solutions in the literature.

The material presented in this chapter is based on the following publication:
● A. Gonga, T. Charalambous and M. Johansson. Fast information exchange in

proximity-based multichannel wireless networks. In Proc. of the 8th IFIP Con-
ference on on Wireless and Mobile Networking Conference (WMNC) , October,
2015.

● A. Gonga, T. Charalambous and M. Johansson. Neighbor Discovery in Multi-
channel Wireless Clique Networks: An Epidemic Approach. In Proc. of the IEEE
Mobile Ad-Hoc and Sensor Systems (MASS), October, 2013.

1.3.4 Deterministic information exchange in proximity-based
networks

This chapter proposes an epidemic information dissemination mechanism to speed up
the discovery times in deterministic neighbor discovery protocols. In our approach,
we therefore propose protocol enhancements to protocols such as the one described
in [Bakht et al., 2012]. Our proposed protocol extension allow for faster average
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discovery times, while maintaining the same worst-case guarantees. Specifically,
we propose an epidemic information dissemination mechanism to speed up the
discovery times in deterministic neighbor discovery protocols. We evaluate our
proposed protocol through simulations and deployment in the multi-hop wireless
sensor network testbed Indriya, providing a deeper insight into the trade off between
energy consumption and latency on a variety of scenarios for clique and multi-hop
networks.

The material presented in this chapter is based on the following publication:
● A. Gonga, T. Charalambous and M. Johansson. Deterministic neighbor discovery
with epidemics in multihop wireless networks. IEEE Transactions on Mobile
Computing, July, 2015, (submitted).

1.3.5 Multichannel MAC protocol for low-power wireless
networks

This chapter presents the design, implementation, and evaluation of a sender-initiated
and asynchronous multichannel medium access control (MAC) protocol for low-power
wireless networks. The protocol introduces a novel rapid schedule learning mechanism
that enables low-latency energy-efficient communication, reducing channel sampling
to a minimum. We extensive evaluate the protocol by simulations and experimentally
in a large scale testbed, and demonstrate interoperatbility, and how the proposed
MAC protocol deals effecitvely with multiple parallel and concurrent unicast flows.

The material presented in this chapter is based on the following publication:
● A. Gonga and M. Johansson. e2mc-MAC: an energy-efficient multichannel MAC

protocol for low-power wireless networks. In International Conference on Embed-
ded Wireless Systems and Networks (EWSN), February, 2016, (submitted).

Contributions by the author

The contributions of this thesis are the results of the author’s own work. The order
of the co-authors in the papers listed above, indicates their degree of contribution
in writing. The author designed, and implemented all protocols and applications
used for testbed validation.



Chapter 2

Background

Apart from software and hardware limitations, the design of a reliable, robust, and
energy-efficient low-power wireless networks requires an understanding of many other
phenomena that affect their performance. This chapter describes some preliminary
concepts that we develop further in this thesis. First, we begin with a discussion
about the advantages and challenges of multichannel communications compared to
single channel communications. Second, we introduce the concept of micro-mobility
in low-power wireless networks and outline possible system architectures and the
corresponding design choices. Third, we briefly introduce interference in low-power
wireless networks and review some techniques used to mitigate this phenomenon.
Fourth, we introduce concepts of randomized and deterministic information exchange
in multichannel wireless networks. Finally, we provide a brief summary on medium
access protocols for low-power wireless communications, with a special focus on
protocols that exploit multi-channel communications.

2.1 Multichannel communications

The key advantage of multichannel communications over single channel communi-
cations is that multiple data flows between nodes in close proximity can coexist,
provided that they occur on different orthogonal channels. [Kyasanur and Vaidya,
2005, Mo et al., 2008, Wu et al., 2008]. This has the potential to give significantly
increased throughput and reliability in dense networks.

Indeed, multichannel communications have been identified as a key to improve
performance metrics such as throughput, reliability and robustness to interfer-
ence [Pister and Doherty, 2008a]. Multichannel communications have enhanced
many wireless systems, ranging from cellular networks [Raniwala et al., 2004] and ad
hoc networks [Bahl et al., 2004, So and Vaidya, 2004] to sensor networks [Incel et al.,
2011, Kim et al., 2008, Watteyne et al., 2010]. For low-power wireless networks,
the IEEE 802.15.4 standard [IEEE-SA, 2003] defines 16 channels in the ISM band
(see Figure 2.1). These channels have traditionally been used to support separate
networks, each operating in a single channel, in the same physical location. In this

11
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Figure 2.1: The ISM band illustrating 16 channels defined by the IEEE 802.15.4
standard. These channels overlap with 3 channels defined by the IEEE 802.11 standard.
The use of orthogonal frequency bands, enables the coexistence of multiple and parallel
data flows in a single collision domain. (source: [Nobre et al., 2015]).

thesis, we are interested in understanding how multi-channel communications can
be used to enhance throughput and reliability to interference and channel fading
in a single network. Established techniques for this purpose include, for example,
channel-hopping and distributed multi-channel clustering.

Multichannel communications does not come for free. It departs from the sim-
plicity offered by single channel communications and faces a set of complex design
choices: (i) channel switching incur delays and complicates synchronization, which
may hamper protocol reliability; (ii) the additional overhead for synchronization
increases energy consumption; (iii) broadcasting of packets, which comes “for free”
in single-communication networks, is complicated to realize in asynhronous multi-
channel communication networks where different nodes operate on different channels.

2.2 Mobility in low-power wireless networks

In general, mobility in wireless sensor networks can be classified into three categories:
sink mobility, mobile elements, and mobility of users/nodes.
● Sink mobility: in sink mobility, the sink node moves randomly or along a

deterministic path. The sink node is often a device with unlimited resources and
able to move around the sensing area. The communication pattern is multihop
message relay, since normally the sink is out of transmission range of most of
the data sources. In [Kinalis and Nikoletseas, 2007] and [Vlajic and Stevanovic,
2009] the authors use a mobile sink to prevent the hot-spot problem. The
goal is to reduce packet latencies and to redistribute the energy consumption
and communication load evenly in the network. However, in many application
scenarios, moving a sink frequently is not practical since nodes would need to
reconstruct routing paths often, which requires significant amounts of energy.
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● Mobile elements: in this scenario, a set of mobile nodes traverse the network to
collect data at determined rendezvous points. Upon data collection, these mobile
elements return to the sink node to offload the collected data for later analysis.
A concrete example of such scenario is shown in [Basagni et al., 2007], where
the authors propose a mobile element solution. However, their scenario is very
different from ours: nodes collect data at rendezvous points and their focus is on
scalability rather than real-time delivery.

● Mobility of nodes (users): in this scenario, there is movement of the mobile
sensing nodes or the users that the sensors are attached to. A concrete application
examples include but not limited to ambulatory patient monitoring, and asset
tracking in stores. The authors in [Lee et al., 2007a] and [Kim and Park, 2007]
consider such a scenarios, where nodes are attached to mobile users to perform
sensing activities. However, there are neither concerns about energy-efficient
mobility nor reliable real-time data transfer.

2.2.1 Mobility-aware MAC layer
Designing a reliable and truly mobile sensing network brings a set of specific
challenges. In the presence of persistent mobility, the network topology changes
constantly. These changes can be caused by departure and arrivals of nodes in the
system, or by the physical movement of nodes. The frequent topology changes cause
unstable communication links which can lead to high packet loss rates, excessive
retransmission attempts, and large amount of signaling. For example, whenever a
mobile joins a network, it requires new knowledge about its neighborhood. This
neighborhood information needs to be maintained as other nodes join and leave, and
links appear or become useless. In some cases, there is even a the need to update
the routes or computing a new transmission schedule. Packet retransmissions and
constant changes in the network topology are the main factors for the increase in
the packet delivery delays. Current protocols for data collection and dissemination
in sensor networks, such as the Collection Tree Protocol (CTP) [Gnawali et al.,
2009], do not anticipate this degree of mobility and do not provide the required
mechanisms for handling frequent topology changes. We argue that these constraints
demand a new architecture for mobility in low-power wireless that addresses the
problem at the MAC layer.

In MCMAC [Nabi et al., 2010], the authors proposed a mobility-aware MAC
layer design. In their design, the authors consider a mobility scenario where nodes
travel in a group. Their protocol is designed for applications in Body Area Networks
(BAN), where a group of sensor nodes can be attached to the body of patients. The
authors extend the LMAC [Incel et al., 2006] protocol, and propose a schedule-based
MAC protocol, which is optimized for nodes that travel in a group.

There are other previous works in mobility such as [Chipara et al., 2010, Dyo
et al., 2009, Garcia-Sanchez et al., 2010, Guo et al., 2006, Lee et al., 2007b, Li and
Liu, 2009, Wang et al., 2009]. However, they are tailored to a single use case, and
do not consider mobility-aware MAC layer design. Additionally, they often used off
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Mobile sensor node 
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Backbone of stationary 

sensor nodes 

Figure 2.2: Typical application pattern of micro-mobility in wireless sensor networks:
mobile sensor nodes move freely in a limited area and communicate to the sink via a
backbone of stationary wireless nodes.

the shelf MAC (medium access control) layers, hence do not make full use of the
design space. Similarly, clustering protocols such as LEACH [Handy et al., 2002] do
not consider mobility on their design.

In this thesis we focus on micro-mobility, where the movement of nodes is confined
to a limited area such as a floor or a building. This allows to combine mobile sensor
nodes with a backbone of static low-power nodes. Due to their mobility, sensor nodes
need to frequently select a new routing parent from the set of stationary backbone
nodes (see Figure 2.2).

Important concepts in MobiSense, such as distributed network formation and
mobility network discovery, certainly exists in existing systems and standards.
However, the mechanisms implemented in MobiSense are different. For example,
in the 802.11-standard stations perform active or passive scanning across the full
ISM (Industrial, Scientific, and Medical) band to discover nearby access points
(APs). In contrast, MobiSense uses discovery slots on a common control channel
in each super-frame to reduce excessive overhearing. Moreover, beacon messages
allow nodes to collect key information (including traffic load and channel conditions)
to perform an intelligent mobile-initiated handover with a minimal coordination
overhead between cluster heads. Overall, there is no system architecture for micro-
mobility applications provided by the community. This work aims to fill this void.

2.3 Interference in low-power wireless networks

Interference and link dynamics constitute great concerns for the stability and
performance of wireless sensor network protocols [Iyer et al., 2015, Srinivasan
et al., 2008b, Watteyne et al., 2010]. For example, two nodes may be within the
communication range of each other, yet no communication at all happens between
them, because the existence of a concurrent transmission in the same collision
domain.
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2.3.1 Packet loss models
There are two main packet loss models used in low-power wireless networks; the
signal-to-interference noise ratio (SINR) model, and the protocol model. In the first
model, a node is able to receive a packet if the received signal power is larger than
the sum of power of concurrent transmitters and the ambient noise [Schmid and
Wattenhofer, 2008]. The protocol model, on the other hand, uses an abstraction
that largely disregards interference. Specifically, logical links are introduced between
nodes if the received signal strength is above the noise floor. Packets transmissions
are successful if the receiving node is involved in only one concurrent transmission.

The SINR model

Consider a network with N nodes, where a node s transmits a packet to node r
using transmit power Ps. Let Pr denote the received signal power by node r, Ir be
the amount of interference at r caused by all other nodes, and let No be the ambient
noise power level. In the SINR model the packet from s to r is received if

Pr
Ir +No

≥ β.

where the parameter β is the minimum signal to interference and noise ratio that is
required to correctly decode the packet.

In many cases, it is natural to use a distance-based fading model. To this end,
let d (s, r) be the distance between nodes s and r. The recevied signal strength at
r is then Pr = Ps/d (s, r)α where the path-loss exponent α typically takes values
between 2 and 6. The condition for successful packet reception then becomes

Ps
d(s,r)α

No +∑t≠s
Pi

d(t,r)α
≥ β (2.1)

More advanced fading models also account for shadowing and other phenomena, and
may also include correlations in time and frequency [Gonga et al., 2012, Srinivasan
et al., 2010, 2008b], or the capture effect [Landsiedel et al., 2012, Leentvaar and
Flint, 1976].

2.3.2 Mitigating interference
There are essentially three techniques that can be used to mitigate interference:
frequency (or channel) diversity, spatial diversity, and temporal diversity.
● Channel diversity: The IEEE 802.11 standard defines three channels in the ISM

band, and some of these channels overlap with the channels defined by the
IEEE 802.15.4 standard (see Figure 2.3). Channel diversity can alleviate the
effects of interference from IEEE 802.11 transmissions on low-power wireless
communications, as long as consecutive data packets are transmitted on different
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Figure 2.3: An example illustrating the packet delivery ration (PDR) over the 16
channels defined by the IEEE 802.15.4 standard. The coexistence between low-power
wireless communications and WiFi is one of the main sources of interference, which
causes severe performance degradation. The 3 channels defined by the IEEE 802.11
standard overlap with the 16 channels defined by the IEEE 802.15.4 in the same ISM
band(source: www.openwsn.org).

channels [Watteyne et al., 2009]. Transmitting consecutive packets on different
channels is commonly referred as channel-hopping. Channel-hopping can be
either fast or slow: transmitting consecutive packets on different channels is
considered fast, while slow channel hopping lets nodes transnmit several packets
before switching to the next channel.

● Spatial diversity: Several studies have shown that the performance of low-power
wireless networks can severely be affected by the existence of obstacles or localized
interference sources (such as WiFi access points or microwave ovens) [Hermans
et al., 2013, Ortiz and Culler, 2010]. By re-routing packets across more reliable
links around the obstacle, a high end-to-end reliability can often be maintainer.
Modern routing protocols, such as CTP, have several mechanisms to support
effective adaptive routing in scenarios like these.

● Temporal diversity: When fading and interference exhibit some kind of regularity
in time, it is useful to spread the transmissions accordingly in time. For example,
a sensor placed on a rotating machine will have a periodic pattern of strong and
weak communication links that can be exploited to schedule packet transmissions
at the right moment [Gungor and Hancke, 2009]. When the fading is correlated in
time, it is often better to delay the retransmission slightly than to retransmit the
failed packet immediately (since the channel is likely to still be poor) [Srinivasan
et al., 2008b]. On the other extreme, the low-power wireless network deployed at
KTH is more likely to experience strong interference from microwave-ovens at
12:00 PM (lunch time) and 3:00 PM (fika time). Therefore, it is not recommended
to perform experiments at those times.
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2.4 Neighbor discovery

Neighbor discovery is a fundamental component in the wireless sensor network-
ing stack. It provides essential services to several other layers, such as medium
access control, routing, and topology control. In addition, a number of emerging
proximity-based applications rely extensively on neighbor discovery information in
the application layer. Ideally, the network discovery process should be both short
(to speed up network formation) and energy-efficient (when neighbor discovery is
run continuously to adapt to a changing network topology).

Neighbor discovery protocols can be broadly classified as randomized or deter-
ministic, depending the strategy that they use to transmit their beacons. We will
review the state of the art for these two approaches separately.

2.4.1 Randomized neighbor discovery
In randomized neighbor discovery (e.g., [Borbash et al., 2007, McGlynn and Borbash,
2001, Vasudevan et al., 2009]), each node independently and randomly decides
whether to transmit or listen. Performance guarantees are given in terms of expected
time to discover all nodes, or the earliest time after which one can guarantee that
all nodes have been discovered almost surely.

Most randomized neighbor discovery protocols use single channel communication.
The seminal paper [Vasudevan et al., 2009] analyzed the single channel neighbor
discovery problem as a Coupon Collector problem [Feller, 1960, Mitzenmacher and
Upfal, 2005]. The analysis brings a lot of insight into the possibilities and limitations
of single-channel randomized neighbor discovery. We will therefore present a brief
review of the analysis next.

Discovery in reliable single-channel networks

In [Vasudevan et al., 2009] the authors consider a simple randomized protocol for
neighbor discovery in single-channel clique networks. In their protocol, nodes use
Slotted Aloha to decide if they should attempt to broadcast a discovery beacon
or if they should listen. Under the assumption of reliable broadcast, the authors
noted that the discovery process resembles the classical Coupon Collector problem in
statistics [Feller, 1960, Mitzenmacher and Upfal, 2005]: each node’s ID corresponds
to a coupon, a successful beaconing can be seen as a draw of the corresponding
coupon, and the network is discovered when all coupons are drawn (since beacons
are heard by all nodes in the network).

Consider a clique network with N nodes, where any node can directly communi-
cate with any other node. Under Slotted Aloha, the probability of a collision-free
beacon transmission equals the probability that a single node transmits while the
remaining N −1 nodes stay silent and listen. If the transmission probability of nodes
are pt, then the probability of a successful beacon transmission ps is given by

ps = pt (1 − pt)
N−1

. (2.2)
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The optimal transmit probability can be shown to be p∗
t
= 1/N and substituting p∗

t

into (2.2) yields ps ≈ 1
Ne

.
The classical coupon collector analysis can now be applied as follows. Let T

denote the number of time slots to discover all N − 1 neighbors. Let Ti denote the
time of the ith node discovery, and ∆i be the number of time slots elapsed between
the ith and the (i + 1)th discovery. i.e, ∆i = Ti+1 − Ti. After the discovery of the ith
node, at any random trial, there still exists n − i nodes to be discovered, and each
discovery occurs with with probability ps. We can deduce that Ti has a geometric
distribution with expectation E[∆i] = 1/((n − i)ps) Therefore, the expected time
for complete neighbor discovery can be computed as:

E[T ] =
N−1
∑
i=0

E[∆i] =
N−1
∑
i=0

1
(n − i)ps

≈ NeHN = Ne( lnN +Θ(1)), (2.3)

where HN denotes the N th harmonic number.

Implications for low-power wireless communications

For low-power wireless the goal of having a fast and energy-efficient neighbor
discovery translate into the desire to having a small value of E[T ]. However, single
channel neighbor discovery suffers many drawbacks. First, the idle probability
becomes high when the network size increases, which results in unnecessary long
discovery times. Specifically, the Coupon Collector analysis reveals that the idle
slot probability is pidle = (1 − 1

N
)
N , which approaches e−1 ≈ 36.8% as N grows large.

Second, when the broadcast is unreliable, i.e., when only a subset of the nodes are
able to successfully decode a beacon, the discovery times are significantly increased.

On the other hand, employing multichannel communications alone is not neces-
sarily a good choice. If we let nodes select a random channel in which to listen or
transmit in every time slot, congestion will be reduced, but beacons will only be
broadcast to the nodes that are in the same channel as a single beaconing node.
The joint effect of these phenomena is typically a longer discovery time than for the
single channel protocol. In this thesis, we propose to use epidemic dissemination of
neighbor information to counter-act the isolation effect that occurs in multi-channel
communications. We can assess the potential of multi-channel neighbor discovery
and epidemic information dissemination using a simple variation of the Coupon
Collector analysis, as shown next.

Assessing the potential for multi-channel discovery

Consider the following theoretical three-phase protocol:
1) in the first phase, we run k parallel neighbor discovery processes (one per channel),

each with N/k nodes (note that if N/k is not an integer we take integers close
to N/k, so that the number of nodes in all channels is N);
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Figure 2.4: Single channel vs multichannel epidemic discovery with k channels; given
the network size N we choose k (lower bound on k∗) that minimizes E[T ].

2) in the second phase, one node from each of the k channels enters an epidemic dis-
semination process where nodes broadcast information about all nodes discovered
in their respective channels;

3) finally, the k nodes return to their original channels and broadcast information
about all nodes in the network.

By the Coupon Collector analysis, and assuming perfect detection of when the
different stages terminate, this protocol would have an expected discovery time of

E[T ] =
N

k
[ln(

N

k
) +Θ(1)] + k( lnk +Θ(1)) +Θ(1), (2.4)

≈
N

k
ln(

N

k
) + k lnk (2.5)

Given the network size N we choose k =
√
N to minimize E[T ].

Figure 2.4 shows the speed-ups of this protocol compared to the single-channel
protocol. Admittedly, this protocol is only a theoretical construct, with many
practical drawbacks. Nevertheless, it illustrates the potential benefits of multi-
channel neighbor discovery combined with epidemic information dissemination.
Later in this thesis, we will propose a simple and implementable protocol that
retains many of the performance benefits of the theoretical protocol.

2.4.2 Deterministic neighbor discovery
In deterministic neighbor discovery (e.g., [Bakht et al., 2012, Chen et al., 2014,
Dutta and Culler, 2008, Kandhalu et al., 2010, Li and Sinha, 2014, Sun et al., 2014])
each node follows a pre-determined transmission schedule that guarantees overlaps
between active slots with all its neighbors within a finite time (assuming reliable
communication). Depending on the protocol parameters and the design of the
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wakeup schedule, deterministic protocols can be classified into three main categories:
quorum-based, prime number-based, and anchor/probe-based deterministic protocols.

A representative work on quorum-based protocols is [Lai et al., 2010]. Here,
time is divided into m2 beacon intervals enumerated 1, . . . ,m. The intervals IDs are
arranged into m ×m matrix with the property that if each node picks one row and
one column and stays awake in the corresponding beaconing slots, any two nodes
are guaranteed to have two overlapping active slots. Although elegant, existing
quorum-based protocols are inflexible, since it is difficult to construct the quorums
for scenarios where nodes have asymmetric requirements on their duty-cycles.

Two early influential prime-number-based deterministic protocols are Disco [Dutta
and Culler, 2008] and U-connect [Kandhalu et al., 2010]. In Disco, each node selects
two prime numbers such that the sum of their reciprocal is as close as possible to the
desired duty-cycle. Nodes wake up at multiples of the individual prime numbers, and
can be endowed with deterministic guarantees for the maximum distance between
overlapping awake slots. The protocol supports both symmetric and asymmetric
operation. In U-connect, nodes use a single prime number and one additional active
slot. The worst case delay bounds are similar for both protocols, but U-connect is
more energy-efficient.

For anchor/probe-based protocols, the state of the art is represented by Search-
light [Bakht et al., 2012], which draws features from both Disco and U-connect, but
does not rely on prime numbers. Instead, in Searchlight, each period consists of p
contiguous time slots. Each node possesses two active discovery slots per period:
the anchor slot, which is always the first slot in the period, and a probe slot whose
position changes in each period. The protocol has a guaranteed worst-case discovery
latency and performs an efficient trade-off between latency and duty cycle. Recently,
[Sun et al., 2014] proposed Hello, an extension of Searchlight. Hello allows to decou-
ple the duty cycle and the latency which gives an improved flexibility in choosing
the parameters to match the application in hand. Nevertheless, it does not include
the actual design and testbed evaluation of the protocol.

This thesis focus on anchor-probe based deterministic protocols, and extends these
protocols with epidemic information dissemination to accelerate discovery, increase
resilience to link losses, and enable effective use of multi-channel communications.

Anchor-probe deterministic discovery protocols

The anchor/probe based deterministic protocols operate in cycles defined by two
parameters: (a) the period of p slots and (b) the hyper-period n specifying the
number of periods within a cycle. Slot lengths are fixed and equal for all nodes.
To save energy, nodes are not active throughout, but wake up and communicate
occasionally. A discovery occurs when the active slots of two nodes overlap. Active
slots are classified into two categories: (i) anchor slots, which always occupy the first
position within a period, and (ii) probe slots, whose positions within the cycle vary
with time. Figure 2.5 illustrates the operation of an anchor/probe-based protocol.

Searchlight [Bakht et al., 2012] is based on the observation that the temporal
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(a) A schedule of an anchor-probe deterministic discovery
protocol with p = 10.

(b) Active slots
overlap.

Figure 2.5: An example of an anchor-probe discovery protocol. (a) discovery is
guaranteed by adding an additional probing (P ) action that searches slots 1, 2, . . . , ⌊ p

2 ⌋.
Hence, discovery is guaranteed in T = p ⌊ p

2 ⌋ time slots. (b) an example of transmission
mode of active slots in our protocol. A beacon is sent at the beginning and at the end
of each time slot. Since time slots are not aligned, it maximizes the chances of mutual
discovery. A node remains active between beacons to listen for incoming beacons.
Discovery happens when there is a successful reception of a beacon from a neighbor
node.

distance between the anchor slots of any two nodes is constant and upper bounded by
⌊
p
2 ⌋. Hence, by adding an additional probing action that searches slots 1,2, . . . , ⌊p2 ⌋,

discovery is guaranteed. Specifically, Searchlight increments the probe slot position
by one every hyper-period, and resets the position to 1 when it exceeds ⌊

p
2 ⌋. In

this way, Searchlight needs at most ⌊
p
2 ⌋ hyper-periods for discovery and the total

number of slots required is never more than T = p ⌊p2 ⌋. To understand these claims,
consider the scenario illustrated in Figure 2.5a. Let i and j be two nodes operating
in symmetric mode with the same period p, and denote the relative offset between
their anchors slots by φij . There are two cases:

1. φij ∈ [1, p/2]: discovery will happen since the probe slot of node i will meet
the anchor slot of node j within p/2 time slots.

2. φij ∈ (p/2, p] ∶ discovery will happen since the probe slot of node j will meet
anchor slot of node i in at most p/2 time slots.

We therefore conclude that discovery is guaranteed in T = p ⌊p2 ⌋ time slots.
The authors in [Bakht et al., 2012] have noticed that by using “overflow” probe

slots (i.e., each active slot overflows by an extra time δ, which allows a leading beacon
transmitted by another node to be received), it is possible to reduce the number of
probe slots needed for neighbor discovery. More specifically, it is then enough to
transmit probes on even slots only, resulting in a 50% decrease in the number of
probe slots. The resulting protocol is called Searchlight-SP (striped probing). The
striped probing not only reduces the energy spent, but also reduces the worst-case
latency with about 50%.

The duty-cycle γ, i.e. the ratio between active slots over the total number of
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Figure 2.6: Comparison of the worst case discovery latency T between deterministic
discovery protocols. All protocols are configured with a duty-cycle of 1%.

slots, of the anchor/probe-based protocols described above is

γ =
n + ⌊

p
2 ⌋

np
, (2.6)

p is the period length and n is the number of periods in a hyper-period.
Figure 2.6 compares Searchlight with the other anchor-probe deterministic

protocols. All protocols are configured with a duty-cycle of 1%. We notice that
using striped probing, the discovery time of Searchlightis roughly halved and its
performance is better than the alternatives.

2.5 Medium access control protocols for low-power wireless

The key metrics of any low-power wireless MAC protocol are energy conservation,
interference management, and reliable data transfer. Most modern MAC protocols
reduce the energy consumption by limiting the radio on-time, commonly referred
to as radio duty-cycling. MAC layer duty-cycling approaches can be classified into
three main categories: synchronous, asynchronous and hybrid (see [Huang et al.,
2013] for a comprehensive survey).
● In synchronous duty-cycling, the sender and the receiver are coordinated by a

transmission/reception time schedule. The sender and the receiver wake up at
precise points in time to allow for packet transmissions to occur. Synchronous
duty-cycling prevents idle listening, allows for strong interference management,
and high network throughput. However, it requires the design and exchange of
transmission schedules, as well as (often tight) time synchronization of nodes. This
coordination and synchronization can result in significant signalling overhead.
Examples of early MAC layer designs that use synchronous duty cycling include
S-MAC [Ye et al., 2002], T-MAC [Van Dam and Langendoen, 2003], and more
recently TSMP [Pister and Doherty, 2008a]. The latter uses a centrally computed
transmission schedule with time slots of size 10ms; nodes wake up at the beginning
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of the time slot to detect transmission activity, and return to sleep mode if no
packet is detected.

● In asynchronous duty-cycling, the sender and the receiver are not bound to a
global schedule, and are thus relieved from a large amount of synchronization
and coordination overhead. Some representative examples of asynchronous MAC
protocols include B-MAC [Polastre et al., 2004], WiseMAC [El-Hoiydi and
Decotignie, 2004], X-MAC [Buettner et al., 2006] and A-MAC [Dutta et al.,
2012]. The first two MAC protocols use low power listening (LPL)- a technique
where a sender of a packet transmits a preamble of the same duration as its
receiver’s maximal sleep period. In this way, the receiver is guaranteed to detect
the preamble and receive the packet. Although simple, LPL is suboptimal since
non-intended receivers that detect the preamble remain awake until the actual
packet transmission, where they finally understand that the packet was not for
them. This overhearing problem result in unnecessarily high energy consumption.
The X-MAC [Buettner et al., 2006] protocol addresses the overhearing problem by
introducing strobes with the id of the target receiver. In this way, non-addressed
nodes can already by the first received strobe packet return to sleep mode while
only the targeted receiver remains awake and acknowledges the probe. The sender
then transmits the data packet. For example, BoX-MAC [Moss and Levis, 2008]
(the default MAC layer in TinyOS [Levis et al., 2005]) and ContikiMac [Dunkels,
2011] (the default RDC (Radio Duty Cycling) layer in the Contiki OS [Dunkels
et al., 2004b]) are both built on ideas first developed by the X-MAC protocol.

● Hybrid MAC protocols combine synchronous and asynchronous approaches. Ex-
amples of hybrid MAC layers are Z-MAC [Rhee et al., 2008a] and Crankshaft [Halkes
and Langendoen, 2007]. However, many modern MAC protocols estimate the
wake-up time of the receiver to reduce the energy consumption. WiseMAC [El-
Hoiydi and Decotignie, 2004] pioneered the receiver schedule learning approach,
which now exists in several variations in asynchronous MAC protocols such as
A-MAC [Dutta et al., 2012], ContikiMac [Dunkels, 2011] and EM-MAC [Tang
et al., 2011]. Drawing a clear distinction between synchronous and asynchronous
MAC protocols is therefore becoming increasingly difficult.

2.6 The IEEE 802.15.4 standard

The IEEE 802.15.4 standard [IEEE-SA, 2003] defines a PHY and MAC layer for
low-power wireless sensor networks. The standard specifies a set of mechanisms
allowing these networks to operate at very low duty-cycles. The IEEE 802.15.4
standard defines 3 frequency bands, namely 868MHz, 915MHz, and 2.4GHz, with
corresponding data rates 20, 40, and 250kbps, respectively. The standard also defines
3 types of network topologies: star, peer-to-peer, and mesh. In the star topology
the root node (PAN coordinator) communicates directly with every other node.
In peer-to-peer topology, each node may communicate with any other node in the
network, but the PAN coordinator still intervenes since an association to the PAN
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Figure 2.7: Superframe structure of the IEEE 802.15.4. The superframe is divided
into a (i) beacon, (ii) contention access period (CAP), (iii) contention free period
(CFP) and (iv) the inactive period.

coordinator is required before any communication can take place. Nodes can either
be unsynchronized, or run a beacon-enabled synchronization mechanism. In the
beacon-enabled mode, the PAN coordinator sends a beacon packet at the beginning
of each super-frame. The beacon packet is also used to specify the schedule for
the slotted access in the network. Device nodes always initiate data transmissions,
allowing for better energy efficiency than in the star topology. Data transfers to the
PAN coordinator may happen at any time using any of the supported mechanisms.

The MAC layer super-frame is divided into a four periods: (i) the beacon slot, (ii)
a contention access period (CAP), (iii) a contention free period (CFP) and (iv) an
inactive period. The beacon is used to synchronize the network. In the CAP, nodes
many access the network using collision resolution mechanisms such as CSMA/CA.
In the CFP, access to the network is scheduled and contention-free. The PAN
coordinator specifies which nodes are allowed to use the CFP time-slots. During the
inactive period, all devices are in the sleep mode for energy-saving purposes.

2.6.1 The IEEE 802.15.4e amendment

The IEEE 802.15.4e, is an amendment to the MAC protocol defined by the IEEE
802.15.4-11 [IEEE-SA, 2012, Watteyne et al., 2013]. The amendment adds additional
support to the MAC layer and frame formats, which enables devices to support
commercial and industrial applications. The main idea is to provide a determin-
istic networking, where there is a priori knowledge of the traffic flows. To enable
distributed capabilities and to increase resilience against interference and multipath
fading, the IEEE 802.15.4e uses the Time-slotted Synchronized Channel Hopping
(TSCH) protocol [Palattella et al., 2013, Tinka et al., 2010b]. The TSCH protocol
is an enhancement of the Time Synchronized Mesh Protocol (TSMP) [Pister and
Doherty, 2008b]. In the TSCH protocol, time is divided into time slots, and all
nodes in the network are synchronized to the slot frame. The network resources can
be represented by a matrix, where each cell corresponds to a unique time-channel
resource. Each cell allows the transmission of a single data packets and the reception
of the associated acknowledgement. The TSCH protocol defines 3 types of cells:
transmission, reception, and shared. A transmission cell is used by a node to send
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Figure 2.8: An example of an ISA-100.11a network(source: ww2.isa.org).

data to a neighbor. A reception cell is used to receive data from a neighbor, while
a shared cell can be used both for receiving or transmitting data. A shared cell is
commonly used to broadcast data to neighbors.

The TSCH protocol communication mechanisms are defined in the IEEE 802.15.4e
amendment. However, the IEEE 802.15.4e amendment itself is incomplete, because
it requires another protocol to define policies how the communication links between
nodes are created and maintained [Dujovne et al., 2014, Thubert et al., 2013].
Essentially, the 6TiSCH protocol is a logical link control (LLC) layer that allocates
resources for a packet originated at an upper layer before its transmission down the
stack.

2.7 Low-power MAC protocols for process automation

Industrial applications in,e.g., automation and process control is a sector that can
benefit a lot from low-power wireless. Their need for robustness to interference, tight
end-to-end delays, reliability, and secure transmissions have led to the development of
multiple standard proposals. We summarize two of these, namely ISA-100.11a [ISA,
2009] and WirelessHART [HART, 2007].
● The ISA-100.11a standard is tailored to process control, personnel, and asset

tracking and identification convergence of networks, and long distance appli-
cations [Costa and Amaral, 2012]. The standard specifies backbone network
architecture with router field devices and multiple subnets. The physical layer is
compliant with the IEEE 802.15.4 standard, and operates in the 2.4GHz ISM
band with a data rate of 250kpbs. The data link layer uses TDMA (Time Division
Multiple Access) with configurable time-slots, while it also allows priority levels.
The network layer is compliant with the IETF RFC 4944, and it is based on IPv6
6LowPan. The standard defines a connectionless transport service based on UDP
(User Datagram Protocol). Figure 2.8 illustrates an example of an ISA-100.11a
network.

● Similarly to ISA-100.11a, WirelessHART is also tailored to process automation.
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Figure 2.9: An example of WirelessHART network (source: ww2.isa.org).

InWirelessHART , field devices can act as routers of other devices’ data, requiring
no need for a direct communication with a gateway. This feature allows to extend
the coverage of the network (see [Costa and Amaral, 2012, HART, 2007] for
more details). The protocol stack is divided into several layers. The physical
layer is compliant with the IEEE 802.15.4. The data link layer uses TDMA and
frequency diversity to fulfill stringent time requirements and to provide robustness
to interference and channel fading. The network layer is based on the (wired)
HART standard specifications, and nodes use 16 and 64-bits addressing mode.
To enhance reliability, WirelessHART uses mesh topologies, channel-hopping and
if necessary channel-blacklisting for channels with poor performance. Figure 2.9
shows an examples of a WirelessHART network.



Chapter 3

Micro-mobility in low-power wireless
networks

An increasing number of sensor network applications share a common pattern:
mobile sensor and actuator nodes move freely in an area that can be covered by
a backbone of stationary nodes. In these applications, sensor nodes are deployed
on mobile objects such as animals, goods, or humans, to track their activities
(see Fig. 2.2). Relevant examples include: tracking and monitoring of humans,
e.g., to allow real-time clinical information from sensors attached to ambulatory
patients [Chipara et al., 2010, Dagtas et al., 2007]; habitat monitoring and tracking
of animals [Dyo et al., 2009, Garcia-Sanchez et al., 2010, Guo et al., 2006]; and
tracking and monitoring of objects [Lee et al., 2007b, Li and Liu, 2009, Wang et al.,
2009].

The common setting of these applications is micro-mobility, i.e., the movement
of nodes is confined to a limited area such as a floor or a building. Due to their
mobility, sensor nodes need to frequently select a new routing parent from the set of
stationary backbone nodes (concurrent arrivals and departures). Current protocols
for data collection and dissemination in sensor networks, such as the Collection Tree
Protocol (CTP) [Gnawali et al., 2009], do not anticipate this degree of mobility and
do not provide the required mechanisms for handling frequent topology changes.

In this chapter we introduce MobiSense, a system architecture for energy efficient
communication in micro-mobility sensing scenarios. MobiSense is a cross-layer
architecture addressing both medium access control and routing to meet the following
practical application requirements:
● Reliable mobile sensing with low-latency communication and handoffs: the target

applications require reliable low-latency data collection from mobile nodes, and
minimal additional latencies should be added when mobiles hand off from one
backbone node to another.

● Energy-efficient communications: nodes should dynamically adjust duty-cycles
in the presence of mobility and traffic variations to achieve very-low energy
consumption.

27



28 Micro-mobility in low-power wireless networks

● High throughput: the system should support high rate data collection in a network
with several mobile nodes.

● Dynamic and distributed management: it should use distributed network forma-
tion and dynamic scheduling to efficiently handle frequent arrivals and departures
of mobile nodes.

● Two-way communications: it should offer reliable communication upstream
(sensor to sink), and downstream (sink to sensor).

3.1 Outline and contributions

Emerging applications in industrial automation as well as tracking and monitoring
applications of humans, objects or animals share common requirements: micro-
mobility, high-throughput, and two-way end-to-end communications. This chapter
presents MobiSense, a joint MAC layer and routing architecture for micro-mobility
environments providing reliable and energy-efficient communication and low-latency
handoffs. MobiSense’s energy-efficiency and reliability comes from a set of carefully
chosen design elements: (i) rapid network information gathering, (ii) rapid network
(re)admission and convergence, and (iii) distributed network formation, and dynamic
scheduling.

3.1.1 Contributions

This chapter makes the following contributions:
● Design, implementation and evaluation of an energy-efficient and high throughout

micro-mobile architecture for low-power wireless networks.
● We introduce an efficient mechanism for rapid network information gathering and
rapid network (re)admission and convergence, both critical for energy-efficient
micro-mobility with low-latency hand-offs. Our mechanisms eliminate excessive
overhearing and reduce network discovery time and (re)admission delay.

● We develop distributed network formation, and dynamic scheduling mechanisms
for handling frequent arrivals and departures from mobile nodes in the network.

● We describe downlink scheduling and two-way end-to-end communications which
enable MobiSense to route data and avoid disseminating data downstream.

3.2 MobiSense overview

In this section we discuss design challenges specific to (micro)-mobility that are
not addressed by established protocols for collection or dissemination in static
deployments [Gnawali et al., 2009]. We focus on a hybrid network architecture with
a field of mobile sensors connected via a backbone of fixed low-power wireless nodes.
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3.2.1 Design challenges and choices
Designing a reliable mobile sensing network brings a set of specific challenges. For
example, mobility causes frequent topology changes, and adapting the full network
is time-consuming and costs a lot of energy and signaling overhead. If we disregard
link dynamics, topology changes mainly affect the mobile nodes, while the backhaul
is intact. The strain on network formation and re-formation is hence in at interface
between cluster-heads and mobiles. Local scheduling allows to minimize overhead
and well-defined beacon and access-slots speed up network (re)admission.

High throughput adds to the challenge. It is well known that single-channel
networks have limited bandwidth and cannot provide scalable throughput. It is thus
natural to use multi-channel communications to enhance network performance [Wu
et al., 2008, Zhou et al., 2006b]. However, multi-channel communications could
increase network discovery time, and reliable multi-channel communication requires
careful management of the channel resource and possibly clustering of the network to
limit the broadcast domain of nodes. Clustering and multi-channel communications
have been found to significantly increase the reliability [Pister and Doherty, 2008a],
timely data delivery [Kim et al., 2008], and throughput [Incel et al., 2011, Wu et al.,
2008, Zhou et al., 2006b] of wireless sensor networks.

The desire for energy efficiency limits the design space further. Since we would like
to support high churn networks, energy-efficiency cannot be achieved by centralized
network formation. In centrally managed systems, a node that intends to join the
network will require the arrival request/reply message to be propagated to/from the
manager, causing additional energy consumption and wasting network bandwidth
from the effective communication. If topology changes are frequent, the impact on
goodput and lifetime can be significant. Thus, a distributed network formation is a
natural choice to address this issue.

3.2.2 Architecture overview
MobiSense is a hybrid architecture combining a fixed infrastructure network and
mobile sensor nodes (see Figure 3.1). The system automatically organizes nodes into a
cluster-tree topology and exploits multi-channel communication to ensure contention-
free clusters. The fixed infrastructure is a reliable, high throughput backhaul network
that supports mobility at walking speeds. MobiSense implements a duty-cycled multi-
channel medium access and network protocol that provides reliable data transfer,
fast handovers and dynamic and distributed on-demand transmission scheduling.
A distributed scheduling mechanism organizes communication super-frames into
admission mini-slots, uplink and downlink data transmission slots, and discovery
(beaconing) slots. The use of discovery slots eliminate passive and active scanning
on unused channels, while the admission mini-slots allow rapid network convergence
and low hand-over latency. Additionally, the use of dedicated uplink and downlink
slots enables two-way communications, i.e., from the mobile nodes to the sink and
vice versa.
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Figure 3.1: Example of personal mobility in a multi-channel and clustered network.
Nodes are organized into clusters, where infrastructure nodes act as cluster-heads.
Mobile nodes move between clusters much like mobiles in a cellular network. Multi-
channel communications allow contention-free clusters, reliability, high throughput
and low-latency handoff.

3.3 An energy-efficient micro-mobility architecture

This section presents the key mechanisms that enable MobiSense to address these
concerns. The first is to use clustering and multi-channel communications to segment
the network and limit the broadcast domain of nodes. By having clusters operate
on individual channels, cluster heads dynamically schedules local communication
to maintain reliable high-throughput matched to the traffic demands of individual
mobile nodes. The second is low-latency handoffs and low-overhearing. The use of a
well-defined beaconing period on a predetermined channel allows mobiles to rapidly
gather network information without needing to overhear on multiple channels to
discover the network, and a well-defined access window allows for rapid (re)admission
when nodes decide to perform handover from one cluster to the next. The third is a
mechanism for dynamically scheduled downlink communication to enable two-way
end-to-end communication.

3.3.1 Minimizing handoff latency and overhearing
To minimize latency and idle listening during handoffs, we introduce network
discovery beacons on a predetermined channel at well-defined times, followed by a
dedicated access period in which mobiles can request to (re-)join the network.

Rapid network information gathering

In MobiSense, we eliminate unnecessary overhearing by introducing network dis-
covery ND slots (see Figure 3.2) in which the sink and the cluster heads advertise
information on a common channel (receiving nodes do not replay to those messages
during the ND slots). The ND message from a cluster-head is sent at a well-defined
power level and contains information about the channel it uses for communication,
the current cluster size and the timing of its access window (see below). Mobiles
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cluster-heads send probes on a common channel

network discovery slots (ND)

mobile nodes wake-up on the same channel to listen to those probes,

which prevents overhearing, while the discovery delay is constant

CH

MN

Figure 3.2: An example of the rapid network information gathering scheme used in
MobiSense. During the network discovery slots, each cluster-heads broadcast small
probe messages on a common channel. Nodes in the DISCOVERY state listen to those
probe messages for a rapid network information gathering.

node wakes up and listen to SY slot
node send join request

node sleeps

scheduled slots
downlink

slots

synch slot randomly selected access mini-slot

CH

Node

Figure 3.3: An example of a cluster-head sub-frame that shows the synchronization
slot, the downlink slots, the scheduled slots, and the access mini-slots. A mobile node
attempts to join that cluster after selecting a random access mini-slot.

that want to join the network, or hand off from one backbone node to another,
listen to these slots to gather network information and build prioritized lists of
access points based on received signal strengths and cluster sizes. This scheme has
many advantages: it eliminates the need to scan all 16 channels to find the network
(hence minimizes overhearing), allows for a constant network discovery delay and it
prevents unsuccessful join attempts to clusters that are already full,

Rapid network (re)admission and convergence

In MobiSense, the scheduled data slots are followed by a dedicated access period
organized into a number of access mini-slots (AmS). The access period allows to
avoid collisions between data transmissions and join requests. Nodes that intend to
join the network do so by selecting a random access mini-slot in which they send
their join request message (see Figure 3.3). Under moderate contention scenarios,
the collision probability under random selection of the access mini-slot is very low,
resulting in a low (re)admission delay and fast network convergence. In MobiSense,
nodes join clusters and are admitted by the cluster head. No join request messages
are propagated to the sink node. This distributed network formation also contributes
to faster network convergence.

To save energy at backbone nodes, MobiSense dynamically adjusts the access
window size (AW ), i.e. the number of mini-slots in the access period. As the cluster
size grows (i.e. the amount of remaining resources decreases) we decrease the access
window to allow the backbone node to enter sleep mode earlier. Specifically, let Cmax
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and C be the maximum and current cluster size, respectively. Then, we allocate

AW = ⌈
Cmax

2
⌉ − ⌈

C

2
⌉ (3.1)

time slots for the access window. Each time-slot in AW is further subdivided into
N mini-slots, creating a total of

AWm = N ⋅AW (3.2)

mini-slots. The implementation of MobiSense evaluated in this paper uses Cmax = 8
and N = 4. Note that join request messages are small (on the order of a few bytes)
so the multiplexing of time-slots into N mini-slots is feasible. Moreover, mobile
nodes can compute AWm based on the predetermined constants N and Cmax and
the information broadcast in the ND messages. While a smaller access window
saves energy at backbone nodes, it could possibly increase collision probability and
hence the re(admission) delay. However, recall that mobile nodes prioritize backbone
routers with small cluster sizes and do not seek access to nodes with C = Cmax, so
there is an inherent regulation of admission requests. Cluster heads initially have
C = 0 which allows for fast network formation in dense networks where multiple
nodes will seek access to the same cluster simultaneously.

In MobiSense mobile nodes themselves decide if and when to hand off, and the
ND messages allows it to gather sufficient information to make an informed han-
dover decision. This technique eliminates signaling overhead between the backbone
nodes involved in the handover. In the implementation of MobiSense evaluated
in Section 3.4, we trigger a handover decision when the RSSI of packets from the
current cluster-head drops below a power threshold of −75dBm. This value is based
on previous studies which found that it can guarantee packet reception ratios above
95% [Srinivasan et al., 2006, Wu et al., 2008]. We then attempt to access the back-
bone of smallest cluster size whose ND packet was received with a RSSI over the
threshold. If no such backbone router exists, we stay in the same cluster. Figure 3.4
depicts the handoff process on a mobile.

3.3.2 Reliable energy-efficient high-throughput communication
MobiSense relies on clustering [Wu et al., 2008] to enable reliable, energy efficient,
high throughput communication. Each sensor node in the stationary backbone
operates as cluster head to which mobile sensor nodes can connect. Clustering
allows us to 1) use multi-channels communications to ensure high throughput, 2)
manage the network and communication schedules locally to limit control traffic,
and 3) schedule traffic on a per-cluster granularity to enable reliable energy-efficient
communication.

Multi-channel communications

MobiSense explores multi-channel communications to increase network throughput
and to simplify network management. It is common knowledge that the throughput
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Figure 3.4: MobiSense handoff scheme: a mobile node constantly monitors the received
power from its cluster-head. If the received power is below the sensitivity threshold, it
first announces its departure from that cluster, and secondly, it listens on a common
channel during a constant number of slots to search for a new cluster. Excessive
overhearing on multiple channels is avoided, while the discovery delay is constant.

scales poorly with the number of nodes in dense multi-hop deployments [Kyasanur
and Vaidya, 2005]. Improving the situation by contention-free medium access proto-
cols is not easy in a mobile scenario: link dynamics and node movements invalidate
simple heuristics such as two-hop slot reuse, and it is hard to maintain a global
conflict-free schedule under network churn. In MobiSense, adjacent cluster-heads
operate on different channels. This reduces interference between clusters and allow
each cluster-head to schedule traffic for its members without global coordination.
In addition, multi-channel communication allows some clusters to multiplex the
backhaul, while the remaining ones transmit to and/or receive data from the mobile
nodes that they serve. These concurrent transmissions increase network through-
put [Wu et al., 2008, Zhou et al., 2006a]. As we will show in the evaluation section,
the MobiSense throughput increases linearly with the data rate up until a saturation
point.

Distributed network formation and dynamic scheduling

In MobiSense, join requests are processed locally by cluster-heads, enabling dis-
tributed network formation. Each cluster-head determines communication schedules
locally, without any signaling with other nodes. Since the scheduling is performed
locally, it can also be done dynamically. Cluster-heads adapt the local schedule
based on the number of mobile children and their data rates with little overhead.

Scheduling for energy-efficient reliable communication

As mentioned above, clustering the network per stationary node efficiently reduces
the collision domain of mobile nodes, and the scheduling can be done locally with a
high reliability. A cluster-head acts as relay and schedules communication for the
mobile nodes that it serves. For relaying, cluster heads maintain separate buffers for
uplink and downlink communication.
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MobiSense organizes communication super-frames into downlink and uplink
data transmission slots, admission mini-slots, and discovery (beaconing) slots. The
downlink and the discovery periods are fixed, while the uplink period (scheduled slots)
is dynamic and depends on the demands of its children. Communication schedules
are based on the concept of coordinated transmissions/receptions [Hoymann et al.,
2008].

In the first half of the superframe, some cluterheads serve their mobile nodes
while the others communicate with the sink. In the second half of the superframe, the
roles are reversed. To balance traffic, the sink attempts to assign an equal number
of clusterheads to backhaul on each half of the superframe. This assignment is done
by the sink when the cluster is granted access. Within each backhaul period, the
sink node allocates communication resources to clusterheads using a proportionally
fair mechanism that allows to share backhaul bandwidth reasonably also during
tempory overload.

Figure 3.5 illustrates an example with a sink node, two cluster-heads (R1, R2)
and three mobile nodes (M1..3). The sink initiates the super-frame by sending a
synchronization packet. This packet carries the schedule for communication between
cluster-heads and the sink. Similarly, cluster-heads send synchronization packets in
each super-frame to inform their mobile nodes about any changes in their uplink
and downlink transmission opportunities.

To understand the scheduling, first observe the sink node. Since it only has
data to transmit downstream to M2 via R2, while cluster-head R1 remains asleep
during the downlink period. After the downlink period, R2 enters into a backhaul
transmission to the sink, while R1 services its mobile nodes. R1 does not have
any data to transmit dowsntream to its children, hence the cluster remains idle
throughout the downlink period and its mobile transmits a data packet in the uplink
period that follows. In the second part of the backhaul scheduling, R1 transmits
upstream to the sink, while R2 services its cluster mobile nodes. Note that the mobile
nodes attached to R1 and R2 have different bandwidth requirements and MobiSense
can deal with this seamlessly. To illustrate the relay capabilities of cluster-heads,
observe that R2 relays a unicast data packet originated from the sink to a mobile
node M2. Now observe that the third mobile node signals its intention to (re)join
the network by sending a join request message to R2 after selecting a random access
mini-slot.

Finally, during the network discovery period, each cluster-head sends a small
beacon message on a common channel.

MobiSenseuses reference broadcast synchronization (RBS) [Elson et al., 2002]
to synchronize nodes. Nodes within a cluster synchronize with their cluster-head
and cluster-heads synchronize with the sink. Since synchronization packets are
transmitted in every super-frame, the network can maintain high-precision global
synchronization of all nodes. However, in its current implementation, MobiSense
does not maintain an absolute network time: synchronization packets of cluster
heads only act as relative time reference for the nodes it serves.
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Figure 3.5: A distributed scheduling mechanism organizes communication super-
frames into (i) admission mini-slots, (ii) uplink and downlink data transmission slots,
and (iii) discovery (beaconing) slots.

Figure 3.6: An example of downlink packet scheduling. A parent notifies the intended
recipients of their receiving schedules, during the the transmission of the synchronization
packet. In this way, MobiSense saves energy at the receives, because it prevents packet
dissemination.

3.3.3 Downlink scheduling and two-way communication

Despite maintaining an adaptive collection tree, in MobiSense we additionally allow
the sink to communicate to each node in the network, i.e., sink-to-any communication.
This provides an efficient scheme to communicate configuration updates to individ-
ual nodes or to enact IPv6 communications over WSNs. Hence, we can avoid to
disseminate data to all nodes in the network. For this, a cluster-heads in MobiSense
schedule downlink transmissions. Cluster-heads inspects the downlink buffer, and
they specify on the schedules, which nodes have data to receive during the downlink
period. A proportional data allocation is applied when the time to transmit packets
in the downlink buffer exceeds the downlink period. Note that broadcast packets
are addressed to all, cluster-heads make all nodes in a cluster aware of incoming
broadcast packets. To enable two-way end-to-end communications, a cluster-head
inspects the network header to route packets. Received packets intended to nodes
inside the cluster are placed into the downlink buffer for downstream transmission.
While the nodes intended to nodes outside the cluster, are placed into the uplink
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buffer for upstream transmission.
In the Figure 3.6, a cluster-head (R2) has 4 packets in its downlink buffer to

be transmitted downstream to recipients M1, and M2 respectively. These packets
include 1 broadcast packets (B), 1 unicast packet (D1) for recipient M1, and 2
unicast packets (D2) to recipient M2. The sender makes the intended recipients
aware of their receive schedules during the transmission of the synchronization
packet. Since the broadcast packet is addressed to both M1 and M2, they remain
both awake to receive it. The receiving offsets, make the recipients to turn their
radio off when there is transmission of unicast data that it is not addressed to them.

3.4 Results

In this section, we evaluate the design of MobiSense in simulations and testbed
deployments. We show that MobiSense achieves a low handoff-latency and high
throughput while maintaining high reliability and energy-efficiency.

3.4.1 Evaluation methodology
MobiSense has been developed using the Contiki-2.5 [Dunkels et al., 2004b] operating
system, and evaluated on a testbed with TelosB [Polastre et al., 2005] platform
motes. We used Cooja (the Contiki Java Simulator)[Osterlind et al., 2006a] for
simulations, and a separate Java application to generate random mobility patterns
in a 90mx90m grid. In our evaluation of MobiSense we used a payload of 94 bytes
including MAC and Radio Duty-Cycle (RDC) headers. We configured MobiSense
with a super-frame duration of 608ms. A larger value was not chosen since it would
increase the packet latencies from any mobile to the sink node. Each time-slot has
the duration of 8ms. We use a maximum of 8 mobile nodes per cluster. The network
discovery period is 4 time-slots long, while the maximum duration of the scheduled
downlink slots is equal to 7 time-slots. We varied the data rate of each mobile nodes
from 2pps up to 14pps.

For deployments we use our local testbed of 27 telosb nodes. We use 20 nodes
as mobile nodes, 6 as cluster heads, and one as sink. We used channel 26 as the
common channel that handles network admission. Channel 25 is operated as the
backhaul channel, i.e, cluster-heads time-multiplex the use of this channel when
transmitting upstream to the sink node. The remaining channels are assigned to
the cluster-heads.

3.4.2 Handoff and network convergence latencies
Handoff latency in MobiSense the handoff latency is divided into two parts:
discovery, and (re)admission latencies. The discovery latency is a constant de-
lay, because nodes use network discovery slots (see Section 3.3.1). However, the
(re)admission delay is not deterministic and depends on two factors: first, cluster
heads synchronize their children on different phases, adding random offsets. Second,



3.4. Results 37

when multiple nodes are requesting admission the same cluster, collisions might
occur, increasing the admission delay.

In this section we evaluate the worst case scenarios, i.e., a number of nodes
move from one cluster to another at the same time and trigger the handoff requests
simultaneously. We vary the cluster size from 1 to 7 and vary the number of mobile
nodes that join that cluster from 1 to 8. Note, that we configured MobiSense for a
maximum of 8 mobile nodes per cluster. Since the cluster size determines the access
window (AW ), the goal is to observe how the variation of the access window and
the size of number of admission mini-slots affects the handoff latency (see Figure
3.7).

Figure 3.7a depicts the case where each time slot in the contention window of
a cluster head provides 2 access mini-slots (N=2 ), while 3.7b depicts the case for
4 access mini-slots. In the worst case scenario, when 8 mobile nodes join a cluster
simultaneously, the handoff latency is decreased by a factor of 7 by doubling the
number of mini-slots per time-slot (compare Figures 3.7a and 3.7b). In the Figure 3.7c
we show the impact of N on the handoff latency. We keep the cluster size constant
(C=4, AW=2 ) while we vary the number of mini-slots per time-slot. The results show
that MobiSense achieves small handoff latencies with a minimal overhearing (due
to discovery slots). We can further decrease the handoff latency by increasing AW.
However, this comes at the expense of extra energy consumption on cluster-heads.
Overall, handoff delays averaging on 1 to 2 seconds can be easily handled by the
buffers on the sensor nodes and are well within the deadline constraints of our
targeted applications.

Convergence latency we place mobile nodes in random starting positions and
vary both the number of mobile nodes and the number of cluster-heads in the
network. Figure 3.7d shows the network convergence latency is below 10 seconds in
a MobiSense network of 27 nodes. These results show the impact of rapid network
information gathering, rapid network (re)admission, distributed network formation
and scheduling.

3.4.3 Throughput

Multi-channel communications and clustering allows to segment the network into
small contention-free and dynamically scheduled clusters. By minimizing the broad-
cast domain of nodes we achieved high throughput, as neighboring clusters do not
need to content for medium access. Figure 3.8a depicts the maximum throughput
of a single cell in absence of neighborhood cells serving the sink node. We observe
that when increasing the cell size and when increasing the data rate per node,
the throughput increases linearly until a saturation point (horizontal lines). This
saturation point is reached when a cluster-head can no longer accept data into its
uplink buffer. Thus, the saturation point is the maximum capacity that a cell can
deliver to the system.
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Figure 3.7: Figures 3.7a and 3.7b show the impact of of the cluster size C and the
number Figure 3.7c shows the impact of N on the handoff latency for C=4. Figure
3.7d shows the variation of the network converge delay with respect to the.

Figure 3.8b depicts the average system throughput. The results in the Figure
were obtained through simulation in Cooja and in the testbed with the following
parameters: 1 sink node, 6 cells, and 20 senders spread in our lab rooms and hallways.
In both simulation and testbed the system throughput increases linearly with the
data rate, until it reaches the saturation point of the system when the capacity of
the backbone reaches its limit. Overall, we believe that these throughput rates are
well within the application requirements and can even handle sudden traffic bursts.
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3.4.4 Reliability vs throughput
In this subsection we evaluate the system reliability with respect to the data rate.
We particularly focus on the relation between the system saturation and reliability.
As explained earlier, the system throughput increases linearly with the data rate (see
Section 3.3.2). However, there is an inflexion after 6 pps when the system approaches
its saturation point.

Figure 3.8c shows that MobiSense reaches a multi-hop reliability of more than
95% when traffic is not saturated. After passing the saturation point of 6 pps
reliability degrades. Although the system can accept more traffic than 6pps (see
Figure 3.8b), we observe that the buffers at the cluster-heads become saturated,
resulting in an increase of discarded packets.

3.4.5 Duty cycle vs throughput
In this subsection we evaluate (1) the duty cycle of MobiSense under low and high
traffic scenarios, and (2) the overhead of control traffic, i.e., time synchronization,
scheduling, etc. Figure 3.8d depicts the duty cycle of our mobile nodes for different
data rates. Cluster heads show a similar duty cycle. However, since cluster heads
are part of a fixed infrastructure, we do not discuss them in detail.

Scheduling and signaling overhead In the first scenario, we operate the system
without data transmission. The goal was to observe how much the synchronization
and control traffic contributes to the overall network duty-cycle. In Figure 3.8d
this corresponds to 1.31% at 0pps. At this point, the only traffic generated is
control traffic such as keep alive messages from children to their parents to maintain
schedules, and synchronization packets from parents to their children.

Low and hight traffic under low traffic scenarios, by doubling the data rate
from 0.1pps/node to 0.2pps/node, mobile nodes experience duty-cycles of 1.31% and
1.35% respectively. The later cost increases only 2% relatively to the first (1.31%),
with 50% increase in the node data rate. This demonstrates that MobiSense is very
energy efficient.

For high data rate scenarios, the duty-cycle increases linearly with the data rate,
and it still below 6% for data rates of 10pps/node. For example by increasing the
data rate 10 times in the range from 1pps/node to 10pps/node, it only results in an
increase of 3.3 times on nodes duty-cycles. This demonstrates our assumption that
by using clustering, multi-channel, and scheduled communications, not only limits
the broadcast domain of nodes, it also improves significantly our energy savings.

3.4.6 Limitations
After evaluating the core aspects of MobiSense, we discuss limitations of the design
and our current implementation. There are two main limitations in MobiSense:
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Figure 3.8: Average throughput in a cluster 3.8a and in the System 3.8b. Average
system reliability 3.8c, and duty-cycle 3.8d.

scalability, and synchronization overhead. Firstly, the current system is designed to
test micro-mobility in WSNs. Hence, our implementation only allows for one level
of cluster heads. In our ongoing work, we are implementing support for hierarchical
cluster heads, i.e., cluster heads to which other cluster heads and mobile nodes can
connect.

Second, changes in traffic demands of mobile nodes inside a cluster or the arrival
or departure of a mobile node trigger changes on the schedule of all nodes in a
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cluster. These changes are propagated to child nodes through the synchronization
packet, allowing a node to react immediately to changes of its transmission schedule.
This requires every node to listen to synchronization packets transmitted by its
cluster-head in each super-frame. However, this causes extra energy consumption
in low traffic scenarios when a node does not have any data to send to its cluster-
head during consecutive super-frames. We are working to offset this limitation, by
introducing event-triggered transmissions for mobile nodes that operate in low-traffic
scenarios.

3.5 Summary

In this chapter we presented MobiSense, a system architecture for reliable and
energy-efficient micro-mobility. Our results demonstrate reliable data transfer and
rapid hand-overs with a low radio duty-cycle and high energy-efficiency. MobiSense
achieves reliability above 95% for data rates upto 6pps/node. We show that our
proposed mechanisms for rapid network information gathering and fast network
(re)admission and convergence allow for low-latency handoffs. As for energy-efficiency,
our results show that MobiSense is energy-efficient even on high data-rate scenarios
with duty-cycles of 4% at 6pps/node.





Chapter 4

Link dynamics assessment in low-power
wireless networks

Earlier research works show that frequency diversity, e.g., by employing channel
hopping, increases the resilience to interference and link dynamics [Watteyne et al.,
2010, 2009, Zhou et al., 2006b], while others argue that adaptive routing provides
sufficient, or even superior, results [Ortiz and Culler, 2010]. This chapter aims
at resolving this contradiction. The results we presented are of good use by the
WSN research community. For example, techniques where consecutive packets
are transmitted on different frequencies require tight time synchronization, which
demand high accuracy oscillators in the WSN hardware and complex software
implementations. This results in higher production and deployment costs for channel
hopping based approaches. On the other hand, channel hopping is adopted by more
and more standards, such as IEEE 802.15.4e [Watteyne et al., 2013], ISA 100.11a
[Committee et al., 2009], and WirelessHART [HART, 2007, Song et al., 2008].
Even if high-end hardware and software implementations for these standards are
becoming commercially available, it is important to understand in which scenarios
frequency-hopping provides benefits, and where adaptive routing is more suited.

4.1 Outline and contributions

Multichannel communication has been proposed as alternative to adaptive (single-
channel) routing protocols for mitigating the impact of interference and link dynamics
in low-power wireless networks. While several studies have advocated features
of both techniques (not without running up against contradicting arguments) a
comprehensive study that aligns these results is still lacking. This chapter aims at
filling this gap. We present an experimental testbed setup used to perform extensive
measurements for both single-channel and multichannel communication. We first
analyze single-channel and multichannel communication over a single-hop in terms
of packet reception ratio, maximum burst loss, temporal correlation of losses, and
loss correlations across channels. Results show that multichannel communication

43
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with channel hopping significantly reduces link burstiness and packet loss correlation.
For multi-hop networks, multi-channel communication and adaptive routing show
similar end-to-end reliability in dense topologies, while multichannel communication
can outperform adaptive routing in sparse networks with bursty links.

4.1.1 Contributions

This chapter makes the following contributions:
● First, we study the impact of multi-channel communication for point-to-point
(single-hop) communication. We evaluate the performance in terms of maxi-
mum delay (burst length), and inter-frequency correlation of packet losses, and
demonstrate that frequency diversity improves all these performance criteria.
Hence, we conclude that frequency diversity is a good measure against link
burstiness, especially for critical systems with tight deadlines and high reliability
requirements.

● Second, we show that significant improvements only occur on intermediate links.
Hence, unless the deployment is very sparse, one can find a sufficiently many
good links on every channel to provide end-to-end connectivity that is on par
with the multi-channel solution, or even better, in terms of end-to-end delay.
These paths would readily be found using standard routing protocols, such as
CTP [Gnawali et al., 2009] or RPL [Winter et al., 2012]. So, while our basic
observations, performance metrics and arguments are complementary to [Ortiz
and Culler, 2010], our general conclusions agree.

● Third, we reconcile the opposing results and show the reason for the apparent
contradiction: In single-hop communication, or on fixed topologies where adap-
tive routing is not an option (such as preplanned WirelessHART deployments)
frequency diversity can yield significant reliability improvements. However, when
routing topologies can be adapted to link dynamics and interference, our results
indicate that adaptive routing without channel hopping provides on par with
reliability.

4.2 Related work

Packet loss bursts are characterized by periods of time where a sender node cannot
successfully transmit information to the intended receiver. Such bursts increase delays
and energy consumption, and decrease network throughput and reliability. This is a
particular challenge in systems with strong reliability and delay requirements, such
as real-time monitoring and closed-loop control of processes with fast dynamics.

Each wireless channel has its own specific fading, i.e., link dynamics, and a
different level and realization of interference. Hence, channel hopping where consec-
utive packets are transmitted on different frequencies can be useful for improving
reliability [Kim et al., 2008, Song et al., 2009, Wu et al., 2008, Zhou et al., 2006b],
resilience to interference [Watteyne et al., 2010], and on-time packet delivery [Pister
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and Doherty, 2008a]. However, the use of multichannel communications does not
come for free. It trades simplicity offered by single channel communications by an
increased implementation complexity and synchronization cost.

In [Ortiz and Culler, 2010] they argue that routing is sufficiently adaptive to deal
with link dynamics and interference. For example, link estimators in today’s protocol
stacks commonly select good, long term stable links that show a very low degree of
dynamics while offering good routing progress [Fonseca et al., 2007]. Furthermore,
maintaining a rich neighbor table, allows the routing protocol to quickly adapt to
sudden interference [Gnawali et al., 2009].

In contrast to early work, we neither introduce a new frequency-hopping based
MAC nor a new routing protocol. Instead, we evaluate both possibilities along side
each other and evaluate their potential for reliable and low-delay communication in
the presence of link dynamics and interference. An important difference with [Ortiz
and Culler, 2010], which discusses multi-channel protocols based on observed single-
channel traces, is that we collect and analyze real channel-hopping measurements.

In a wider context, we have seen the combination of adaptive routing and
slow hopping [Sha et al., 2011]; i.e., changing frequencies on the scale of hours, or
when channel conditions deteriorate. Such approaches can be particularly useful for
adapting to new sources of interference such as new network deployments.

4.2.1 Experimental setup

The experimental testbed is located at at the third floor of a six story building
(KTH Department of Automatic Control). It consisted of 32 TelosB [Polastre et al.,
2005] motes scattered throughout the ceiling of offices, corridors, and a kitchen
area (see Fig. 4.1). Three 802.11 access points as well as other WSN deployments
act as sources for narrow band interference. Additionally, microwave ovens, people
moving throughout the day, and changes in temperature and humidity introduce
wide-band interference and fading. We choose our local testbed over using one of
the large, publicly available testbeds for two reasons: (1) Our evaluation bases on
several days of experimental traces, which are difficult to collect in publicly available
testbeds. (2) We used 32 nodes, leading to 992 links; this fact strikes a good balance
between manageability of the data set and richness of data. Unlike the related work,
e.g. [Ortiz and Culler, 2010], we do not study multi-channel RF characteristics on
data collected on each separate channel, but we have a seven-fold larger set of data
for channel-hooping sequences.

4.2.2 Data collection methodology

The data in our analysis was collected the following way: In round robin, each node
transmits a burst of consecutive packets. Neighboring nodes log which of these
packets they received. The burst length is 10,000 packets with an inter packet
interval (IPI) of 10ms, since this is the time slot length used by standards such as
WirelessHART [Song et al., 2008]. Scheduling nodes to transmit their burst after
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Figure 4.1: Our testbed deployment consisting of 32 nodes. Three WiFi access points
per floor, microwave ovens, and people moving in and in-between offices create different
types of interference.

Table 4.1: Experiment Overview: Our analysis is based on three sets of experiments,
leading to a total of more than 240 hours of experiments and 90 Million transmissions.

Channels Exp. Nodes Repeat TX p.N. Total TX
Single 16 32 2 10,000 10,240,000
Two 120 32 2 10,000 76,800,000
N 5 32 2 10,000 3,200,000

Table 4.2: Multi Channel Experiments: Based on industry standards, we select
hopping sequences with large inter-channel gaps.

# Channel Sequence
2 26,17
4 26, 22, 17, 13
8 26, 19, 12, 20, 24, 22, 17, 13
12 26, 19, 12, 20, 24, 16, 23, 18, 25, 22, 17, 13
16 26, 19, 12, 20, 24, 16, 23, 18, 25, 14, 21, 11, 15, 22, 17, 13

each other ensures that at our traces contain detailed short-term dynamics while at
each point in time only a single node emits packets. We collected traces for three
scenarios: single channel, two-channel, and N-channel (see Table 4.1).
● Single channel: In the single channel scenario, the experiment described above

is conducted for each of the 16 channels in 802.15.4 standard. The goal of
these experiments is to establish a baseline to which we compare the following
multi-channel experiments.

● Two-channel: Each node alternates between two channels, transmitting packet i
on one frequency and packet i + 1 on the other. This set is conducted for each
possible combination of channels, leading to 120 experiments (N × (N − 1)/2
for N = 16). Our goal is explore whether an increased gap between the two
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frequencies helps to decorrelates packet loss.
● N-channel: Based on the ISA 100 standard [Committee et al., 2009], we select

hopping sequences of increasing length, i.e, 2, 4, 8, 12, and 16 channels. The
sequences are selected to achieve a maximum gap between two consecutive
frequencies (see Table 4.2). As such large sequences are widespread in industry
standards, it motivated us to explore where large sequences improve over short
ones.
All experiments were conducted twice to detect and remove outliers. Overall,

our three sets of experiments provide our analysis with a base of more than 240
hours of experiments and more than 90 Million transmissions (see Table 4.1). We
implemented our evaluation applications under the Contiki OS [Dunkels et al.,
2004a].

4.3 RF characteristics for point-to-point communications

This section investigates the RF characteristic for point-to-point communication with
single and multichannel communication. We compare single channel communication
and channel hopping in four settings: (i) packet reception ratio (PRR), (ii) maximum
burst loss, (iii) temporal correlation of losses (link burstiness), and (iv) frequency
correlation of losses.

4.3.1 Packet reception ratio

We begin this section studying how the packet reception ratio (PRR) varies across
the 802.15.4 channels, considering four isolated channels (namely c15, c20, c25 and
c26) and two TSCH sequences S1 = {c15, c20} and S2 = {c15, c20, c25, c26}.

We have selected a node in the testbed to transmit a burst of 10,000 packets
sequentially on the chosen channels and TSCH sequences taken in the following
order: c15, c20, S1, c25, c26, S2. We have run a hundred consecutive trials and the
average PRR for links in the network is reported in Figure 4.2 for each channel
and TSCH sequence. Note that this experiment different from the one described in
Section 4.2.1, however, it combines scenarios of single-channel, two-channel hopping,
and four-channels hopping scenarios. It was designed to compare PRR of TSCH
and single channels by repeating a short experiment for 100 trials.

We obtained the average link PRR with TSCH sequences that reflects the average
PRR of the link across the channels we used. Thus TSCH becomes useful when the
goods channels are not known a priori, but it does not provide any gain when a link
is reliable in all channels (e.g. for links 15-20). More interesting is the observation
that about half of the links exist (or are good) only over some channels (i.e. PRR>0)
but do not exist (or are very poor) over other channels (PRR≈0). From the observed
data, this behavior seems not to depend directly on WiFi interference. For instance,
link 3 exists on channels c15 and c20 (subject to WiFi interference), but not in
channels c25 and c26 (WiFi-free channels).
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Figure 4.2: Average links PRR for links in the network over the channels c15, c20,
c25 and c26, and for the hopping sequences S1 = {c15, c20} and S1 = {c15, c20, c25, c26}.

Our conclusion are aligned with the results in [Ortiz and Culler, 2010, Sexton
et al., 2005] (i.e. the link quality is not homogenous across channels). However, the
sole links PRR analysis, as used in [Ortiz and Culler, 2010, Sexton et al., 2005], is not
sufficient to characterize the statistical behavior of a packet losses of a multi-channel
channel hopping MAC. To close this gap, we next analyze three alternative metrics.

4.3.2 Maximum burst loss

Packet losses are often correlated in time and occur in bursts.Therefore, analyzing
only the (long term average) packet reception ratio is not sufficient, as it hides
important performance indicator such as link burstiness. A simple metric to describe
the link RF characteristics in terms of burstiness is the maximum burst loss, defined
as the maximum number of consecutive packets lost over a communication link.

In what follows we analyze the maximum burst length for single- and multi-
channel point-to-point communication for three scenarios:
● a WiFi-interference-free environment using channels c25 and c26 and the hopping

sequence S1 = {c25, c26};
● a WiFi-interfered environment using channels c13 and c22 and the hopping

sequence S2 = {c13, c22};
● and four longer hopping sequences defined in Table 4.2.
For each case, we have collected data over the entire testbed as described in
Section 4.2, and we analyze the corresponding cumulative distribution function
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Figure 4.3: Cumulative distribution functions (CDFs) of the maximum burst length
for single and multi-channel communication for three relevant scenarios.

(CDF) of the experienced maximum burst length on all links in Figure 4.3.
Figures 4.3a-4.3b show the CDF of the maximum burst loss for Wi-Fi-free and

Wi-Fi-interfered channels, respectively, for links with at least 90% PRR. In both
scenarios, the individual channels are typically affected by longer bursts of losses
compared to when the same channels are used with channel hopping. We further
observe that the Wi-Fi-free channels c25 and c26 have experienced longer bursts
than the Wi-Fi affected channels. It is also interesting to see that the behavior of
the maximum burst loss with channel hopping is rather similar in both figures, i.e.
is not affected by the Wi-Fi interference. This result is confirmed also in Figure 4.3c
that shows that the CDF of the maximum burst loss does not benefit much from
increasing the number of channels in the hopping sequence.
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4.3.3 Link burstiness: temporal correlation

To quantify the correlation of packet losses in time for single-channel communication,
Srinivasan et al. defined a “link burstiness” metric referred to as the β-factor [Srini-
vasan et al., 2008b]. The metric is based on the conditional packet delivery function,
C(n), which describes the conditional probability of successful packet reception
given that the n previous packet were received (for n ≥ 0) or lost (for n < 0). An
“ideal bursty link” has C(n) = 1 for n > 0, C(n) = 0 for n < 0, and C(0) = PRR,
while an independent link has C(n) = PRR for all n. Now, the β-metric is defined as
the Kanatorovich-Wasserstein distance of the empirical link to an ideal bursty link,
compared to the distance of an independent link with the same PRR. Specifically,
the metric β is defined as

β =
KW (I) −KW (E)

KW (I)
, (4.1)

where KW (⋅) is the distance from the ideal bursty link, while E and I are the
conditional packet delivery functions of the empirical and independent link with the
same PRR, respectively. A value of β = 0 identifies a link with independent packet
losses (i.e.following a Bernoulli process), while a value of β = 1 indicates a bimodal
link, i.e. a link that exists either in a good or a bad state. See [Srinivasan et al.,
2008b] for more details.

We use β to quantify the temporal correlation of packet losses for both single-
channel and multi-channel communication. To compute β in the case of channel
hopping, we consider the sequence of packets received between each transmitter-
receiver pair. Thus, in this case β describes the link-burstiness of a given transmitter-
receiver pair across multiple channels and for a given channel hopping sequence.
Both the length of the hopping sequence and the channel used will influence β.

The results are illustrated in Figure 4.4. In particular, Figure 4.4b compares
the CDF of β for a data set collected with a length-4 channel hopping sequence
S = {c26, c22, c17 c13}, against the CDF of β for data sets collected on each
individual channel. The major insight from this result is that time synchronized
channel hopping strongly reduces the packet loss correlation in time, with over 95%
of links having a value of β ≤ 0.2 corresponding to roughly independent packet losses.
Packet losses on each individual channels are more correlated.

Figure 4.4c shows that using TSCH sequences with more channels (two to sixteen)
can further reduce the packet loss correlation in time (since the same channel is
sampled with a longer period). It is relevant to see that only a few channels are
sufficient to obtain a relatively high decorrelation of the packet losses. For instance,
with the length-2 hopping sequence (see Figure 4.4a) fewer than 10% of the links
experienced high packet loss correlation (0.5 ≤ β ≤ 1), while already with a length-4
sequence all links have β < 0.5.
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Figure 4.4: Study of the packet loss characteristics with single-channel and multi-
channel point-to-point communication by the analysis of the β − factor (time correla-
tion).

4.3.4 Correlation of losses: frequency correlation

The same authors proposed another metric, referred to as κ-factor [Srinivasan
et al., 2010], to describe the inter-link reception correlation in case of single-channel
communication. This metric was designed to quantify the spatial correlation of
packet reception at different nodes receiving packets from the same source.

In our case, we revisit this metric to characterize the inter-frequency reception
correlation of a link in case of multi-channel communication. Essentially, we adapt
the theoretical framework of [Srinivasan et al., 2010] to analyze the frequency-
correlation of packet reception in a link. For a given transmitter-receiver pair, let x1
and x2 denote two random variables representing 1 for a successful reception and 0
for a failure on channels c1 and c2, respectively. Following the steps in [Srinivasan
et al., 2010], we define define the correlation between the random variables x1 and
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x2 as

ρx1,x2 =

⎧⎪⎪
⎨
⎪⎪⎩

E[x1⋅x2]−E[x1]⋅E[x2]
σx1 .σx2

, σx1 ⋅ σx2 ≠ 0
0, otherwise

(4.2)

where σx =
√
E[(x −E[X])2] is the standard deviation of the variable x; E[x1 ⋅ x2]

is the empirical mean of the product of x1 and x2, i.e the probability that a
packet simultaneously transmitted on channels c1 and c2 is received correctly on
both channels at the receiver; and E[x1] and E[x2] are the means of the random
variables x1 and x2, i.e the packet reception ratio on channel x1 and x2 respectively.
The inter-frequency reception correlation κ can be defined as the normalized ρ,

κx1,x2 =

⎧⎪⎪⎪⎪
⎨
⎪⎪⎪⎪⎩

ρx1,x2
ρmax , if ρx1,x2 > 0
−ρx1,x2
ρmin , if ρx1,x2 < 0

0, otherwise
(4.3)

where the quantities ρmin and ρmax are the minimum and maximum values of ρ
defined based on the packet reception ratio Px1 and Px2 for the two channels as

ρmin
=

min(Px1 , Px2) − Px1 ⋅ Px2

σx1 ⋅ σx2

(4.4)

and

ρmax
=

⎧⎪⎪⎪⎪⎪
⎨
⎪⎪⎪⎪⎪⎩

−Px1 ⋅Px2
σx1 ⋅σx2

, Px1 + Px2 ≤ 1

Px1+Px2−1−Px1 ⋅Px2
σx1 ⋅σx2

, otherwise
(4.5)

In practice, the hardware limitation of the TelosB platform does not allow to send
and/or receive the same packet simultaneously on two different channels. However,
using channel hopping sequences consisting of two sole channels, and transmitting
packets with IPI of 10ms, we have a fairly good approximation of the ideal behavior.
Reducing the IPI may yield better approximation of the ideal case, but it is more
demanding from a synchronization perspective.

In Figure 4.5 we analyze 2-channel hopping sequences in three settings: Fig-
ure 4.5a shows the CDF of κ of three pairs of 802.15.4 adjacent channels affected
by the interference of different WiFi channels and one pair of WiFi-free channels.
The WiFi-free hopping sequence S = {c25, c25} shows mild positive correlation for
about 50% of the links in the network. The other hopping sequences are affected by
different interference patterns (due to different Wi-Fi channels) which yield different
patterns of correlations: packet losses on channels c13 − c14 are uncorrelated over
the network; less than 30% of the links have experienced channels c19 − c18 weakly
positive correlated packet losses; finally, about 50% of the links on channels c22 − c24
have negative packet loss correlation.
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Figure 4.5: Analysis of inter-frequency correlation through the CDF of the κ-factor
for length-2 TSCH sequences computed over all links in the network. We consider three
cases: (a) adjacent 802.15.4 channels under different 802.11 channels; (b) distant-2
802.15.4 channels under different 802.11 channels; and (c) well separated 802.15.4
channels.

Figure 4.5b shows a similar behavior for channel hopping sequences consisting
of two non-adjacent channels subject to the same WiFi interference. Figure 4.5c
shows that the packet loss correlation can be reduced by using channel hopping
sequences with distant channels subject to different WiFi interference, but also with
WiFi-free distant channels. It is worth noticing that using two well separated WiFi
free channels over 85% of the links have experienced fully independent packet losses.
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4.4 Adaptive routing and channel-hopping in multi-hop
networks

In this section we evaluate the benefit of channel hopping in multi-hop single-path
routing, and present two core findings:
● We show that in dense and medium dense networks, channel hopping achieves

similar end-to-end performance, such as average delay and reliability, as single-
channel when the channels have roughly the same quality. The reason is that
these networks have a sufficient number of long-term stable links with high
PRR, for which the benefits of channel hopping are limited. Widespread routing
metrics such as expected transmission count (ETX) [De Couto et al., 2005a] tend
to find these links. For the same reason, when channels have different quality,
channel hopping offers robustness by averaging out the behavior of the individual
channels used.

● In sparse topologies channel hopping can outperform single-channel communica-
tion.

4.4.1 Routing: channel-hopping in multi-hop networks

To evaluate the benefits of channel hopping for multi-hop routing, we build a routing
tree [Gnawali et al., 2009, Winter et al., 2012] on top of our experimental traces. We
employ ETX [De Couto et al., 2005a] as routing metric, and select node 11 as source
and node 26 as destination. These are the two nodes which are furthest away from
each other in the network, allowing us to create routing paths with more hops (see
Figure 4.1). For every transmitted packet from the sender, we allow each intermediate
node to try to retransmit a packet a maximum of three times before discarding that
packet. This value was chosen since the benefit of further retransmissions under
multichannel communication are limited (cf. Figure 4.3(c)). We explicitly choose to
base the evaluation on our traces (rather than an implementation) to avoid artifacts
from the routing protocol and its implementation such as neighbor discovery or
the link estimator employed. This ensures that our results are generic for the ETX
routing metric and not bound to a specific protocol implementation.

In this setting, we explore the impact of network density on end-to-end reliability
and delay. To create networks with varying density, we eliminate links from the
experimental traces. Starting from the best link in terms of PRR, we remove links
until the network becomes disconnected. We evaluate two key scenarios:
● WiFi interfered channels: We use two worst channels1 in our experiments and

their hopping combination, namely channels c13 and c22. These channels are well
separated in the spectrum and interfered by different 802.11 channels, thus fairly
independent as showed in Figure 4.5c.

1We select the worst and best channels in the network by analyzing the corresponding network-
wide CDF of the links PRR.
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(c) Average end-to-end reliability.
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Figure 4.6: The Figure shows the end-to-end delay and reliability between two
channels and their channel hopping combination. Single channel and multichannel
hopping combination have roughly the same end-to-end delay while achieving lower
delay spikes and increased reliability.

● WiFi-free channels: We use two less interfered channels and their channel hopping
sequence, namely channels c15 and c26. These channels happen to have the best
quality and are well separated in the frequency domain, thus well independent
on a per-link basis.
Figure 4.6 compares the multi-hop end-to-end delay and reliability between the

two strongly interfered channels and their channel hopping combination. Routing
on top of channel hopping yields an average end-to-end delay that is essentially
the average of the delay experience when routing on each individual channel, see
Figure 4.6a. On the other hand, channel hopping helps to reduce the maximum
end-to-end delay and increases reliability, see Fig. 4.6c and Fig. 4.6b respectively,
while the average hop-count is in line with the hop-count obtained with the worst
channel, see Figure 4.6d. Figures 4.7a-4.7d show the same metrics for the WiFi-free
channels pair c15 and c26. In this case channel hopping tends to achieve similar
performance as the best channel.
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(a) Average end-to-end delay.
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(c) Average end-to-end reliability.
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Figure 4.7: This Figure shows that increasing channel robustness does not guarantee
a better network performance compared to single channel solution. As long as there
still exist many good links in the network, routing makes the use of channel hopping
superfluous.

The insight from these results is that when routing topologies can be adapted to
link dynamics and interference, adaptive routing without channel hopping provides
similar reliability as multichannel communication. This can be explained by observing
that adaptive routing protocols rely on link estimators that commonly select good,
long-term stable links. These links show a very low degree of dynamics while offering
good routing progress [Fonseca et al., 2007]. On the other hand, the frequency
diversity offered by multi-channel communication helps reduce the average end-
to-end delay and the maximum delay in the network. To achieve the same with a
adaptive routing on a single channel one would need to know a priori which channel
experiences the good conditions network-wide.
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Figure 4.8: comparison between single-channel and TSCH in a sparse network.
Channel hopping outperforms single-channel in both the average end-to-end delay, and
reliability.

4.4.2 Multi-hop analysis in sparse networks

In sparse network topologies, channel hopping can outperform adaptive routing. To
analyze this scenario we use use channels c13 and c22 and their hopping sequence on
the network topology depicted in Figure 4.8a. This scenario, where routing has less
flexibility and links have intermediate PRR, is a typical representative of standard
protocols such as WirelessHART where routing changes occur at very low rate to
avoid excessive overhead from computing and disseminating link schedules.

Figures 4.8b and 4.8c compare the average end-to-end delay and reliability of
various end-to-end paths using single-channel and channel hopping communication.
Due to the limited path diversity and the intermediate quality of links, multichannel
communication reduces end-to-end delay and increases reliability with gains ranging
from 15% to 90% when compared to single channel communication.
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4.5 Discussion

Our paper is an attempt to align the opposite standpoints on whether multichannel
communication or adaptive routing is the better solution for mitigating the impact
of link dynamics on communication protocols. Section 4.3.1 illustrates that the
link PRR across individual channels is not uniform, while channel hopping tend
to achieve the average PRR on the selected channels. Thus, papers arguing that
multichannel communication can improve reliability on a single link are neither
wrong or right a priori, i.e. it depends on the ability to select the good channel for
communication.

On the other hand, the sole PRR is not sufficient characterize the packet loss
correlation and link burstiness, which represents the main challenge in systems with
strong reliability and delay requirements, such as real-time monitoring and closed-
loop control of processes with fast dynamics. For these applications, we have used
other metrics to show frequency diversity is a good measure against link burstiness
as it decorrelates packet losses both across time and frequency domain, thus reducing
the number of consecutive packet losses compared to the corresponding individual
channels. Therefore, in single-hop communication, or on fixed topologies where
adaptive routing is not an option (such as preplanned WirelessHART deployments)
frequency diversity can yield significant reliability improvements.

However, when routing topologies can be adapted to link dynamics and interfer-
ence, our results indicate that adaptive routing without channel hopping provides
on par with reliability. This can be explained by observing that significant reliability
improvements only occur on intermediate links. These links, however, are rarely
used for routing as link estimators in today’s protocol stacks commonly select good,
long term stable links that show a very low degree of dynamics while offering good
routing progress [Fonseca et al., 2007]. Hence, unless the deployment is very sparse,
one can find a sufficiently many good links on every channel to provide end-to-end
connectivity that is on par with the multi-channel solution, or even better, in terms
of end-to-end delay. These paths would readily be found using standard routing
protocols, such as CTP [Gnawali et al., 2009] or RPL [Winter et al., 2012]. So, while
our basic observations, performance metrics and arguments are complementary
to [Ortiz and Culler, 2010], our general conclusions agree.

4.6 Summary

This chapter addressed the ongoing debate on whether multichannel communication
or adaptive routing is more suitable to mitigate the impact of link dynamics in
wireless sensor network. To align different views on this topic, we conducted an
extensive measurement campaign in our testbed, collecting over 90 Millions of data
packets for both single-channel and multichannel communication.

Based on this data, this chapter analysed single-channel and multi-channel
communication over a single-hop in terms of packet reception ratio, maximum
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burst loss, temporal correlation of losses, and frequency correlation of losses. Our
results show that, on a single-hop, multichannel communication via channel hopping
significantly reduces link burstiness and decorrelates packet losses, both in time
and frequency, to the point that 95% of links show independent packet losses for
hopping sequences with more than two channels.

In multi-hop networks, multi-channel communication and adaptive routing yield
similar end-to-end reliability in dense and medium dense deployments. This can
be explained since routing protocols tend to use good long-term stable links, thus
avoiding the intermediate links where the burstiness behavior is more dominant. In
sparse networks, where adaptive routing looses its flexibility, multichannel yields
better performance in terms of both average end-to-end delay and reliability.





Chapter 5

Randomized information exchange in
proximity-based networks

Ad hoc networks are becoming increasingly important due to the wide variety of
applications that they currently have or they are envisioned to have. Such networks
are usually required to be self-configured, even in conditions at which the network
structure changes (because of environmental changes, mobility, etc.). One aspect of
self-configuration is neighbor discovery, which is critical for maintaining information
about nodes within direct communication range, but also for setting up multi-hop
communication and finding routes/pairs to communicate with. It is desirable that
neighbor discovery is done as quickly as possible, since (i) it allows other operations to
start quickly (e.g., medium access control) and (ii) it decreases energy consumption.

Early work in neighbor discovery can be classified as either randomized or deter-
ministic. In this chapter, we focus on randomized neighbor discovery (e.g., [Borbash
et al., 2007, McGlynn and Borbash, 2001, Vasudevan et al., 2009]), where each node
independently and randomly decides whether to transmit or listen. Performance
guarantees are given in terms of expected time to discover all nodes, or the earliest
time after which one can guarantee that all nodes have been discovered almost
surely.

5.1 Outline and contributions

This chapter considers the problem of distributed neighbor discovery in multi-channel
wireless networks. We propose a protocol in which nodes randomly select a channel
and decide whether to transmit or listen for neighbor discovery beacons. When
nodes transmit, they use epidemic information dissemination to spread knowledge
about all the nodes they have discovered so far. Theoretical guarantees on discovery
times are complemented by extensive simulations and practical implementations.
The evaluations show that multi-channel communication effectively reduces the
number of collisions between nodes in the network (especially in dense networks)
and that epidemic information dissemination yields both significant speed-ups and

61
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increased resilience to packet losses. Finally, we also show that our protocol compares
favorably to previously proposed solutions in the literature. Our work is based on
the following key ideas:
● Multichannel communications: existing low-power wireless standards, such as

Bluetooth, IEEE 802.11 and IEEE 802.15.4, all support multi-channel commu-
nication, and it is becoming increasingly important also in emerging standards
such as IEEE 802.15.4e [Watteyne et al., 2009]. We exploit multichannel com-
munications to reduce the number of collisions [Pister and Doherty, 2008b].
However, as most low-power radio nodes can only listen to one channel at a time,
using multiple channels also reduces the chances that a node will overhear a
transmitted beacon.

● Epidemic dissemination: nodes include a list of already discovered neighbors
in their beacons. This epidemic information dissemination allows for nodes to
discover neighbors indirectly, which speeds up the overall discovery process and
increases the resilience to link losses. Epidemic algorithms have been used in
peer-to-peer systems and database replication in wired networks [Eugster et al.,
2003, 2004], as well as for gossiping in radio networks [Chrobak et al., 2001].
An important contribution of this work is to show how to optimally choose the
number of channels to match the expected network size.

5.1.1 Contributions

This chapter makes the following contributions:
● First, to assess the potential of multichannel epidemic discovery, we analyze a

three-phase protocol, showing that it allows for a discovery-time speed up on
the order of

√
N , in a clique with N nodes.

● Then, we present an epidemic neighbor discovery algorithm for multichannel
networks that reduces the discovery-times considerably compared to the single-
channel protocol proposed in [Vasudevan et al., 2009].

● Next, we investigate the performance of our algorithm in networks with link
failures and we show that our algorithm improves the expected discovery-time;
in the case of a single channel only, as the number of nodes increases, epidemics
recover the performance of a single channel without any link failures. In dense
networks with high loss probabilities, discovery times can be improved by an
order of magnitude.

● Finally, we depart from clique networks and consider general multi-hop networks.
In this case, we restrict the dissemination of information to a limited number of
hops. Simulations show a strong performance of our protocol.

5.2 System model

This section introduces the system model and some preliminary concepts.
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● Network model: we consider a radio network consisting of N nodes. Nodes are
assigned unique identifies in the range {1,2, ..,N}. Initially, we assume a clique
network where each node is in communication range with every other node. Later
we extend the model to general multi-hop networks.

● Radio model: each node is equipped with a half-duplex radio transceiver (i.e.,
nodes either transmit or receive but not both simultaneously). There are k
orthogonal channels, and each node can transmit or receive packets on any of the
k channels. The network is assumed to operate in synchronous mode, where time
is divided into discrete time slots of fixed duration. Each time slot allows for the
transmission or the reception of a single packet (we do not allow multipacket
transmissions per time slot). At any time slot t, each node selects one of the k
available channels, uniformly at random.

● Collision model: we say a collision occurs when more than one node decides
to transmit on the same channel simultaneously. In addition, nodes do not
possess any collision detection mechanism and cannot distinguish between packet
collisions and idle time slots. Therefore, if a node i does not receive a packet
at time slot t, it does not know if no neighbor (idle slot) or multiple neighbors
transmitted.

● Discovery model: a beacon transmission of node i at time t conveys information
about all network nodes known to i at time t. We say that a direct discovery of
node i occurs when a neighbor successfully receives the beacon sent by i. We say
an indirect or epidemic discovery occurs if a node finds out about node i by a
beacon sent by some other node.

● Packet loss model: at any time slot t, reception of a packet from a neighboring
node may fail independently at random. The probability of a link failure from
node i to node j is denoted by γij . Without loss of generality and for simplicity
of exposition, we assume that the link failure probability for all links is the same,
i.e., γij = γ, for all links in the network.

5.3 Assessing the potential of multi-channel epidemic
discovery

In a clique of N nodes, the optimal transmit probability is proven to be 1/N (see
Section 2.4.1), and the classical coupon collector [Feller, 1960, Mitzenmacher and
Upfal, 2005] analysis shows that the expected number of slots required to discover
the full network is E[T ] = eN( lnN +O(1)).

In this section, we consider a multichannel neighbor discovery approach that
is implemented in three phases: (i) multichannel coupon collector, (ii) epidemic
dissemination, (iii) final broadcast.
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5.3.1 A three phase algorithm
Phase 1 - Multichannel coupon collector: let C, be the set of k channels used
for neighbor discovery, and C = {c1, c2, ..., ck}. We first divide the set of nodes equally
to the channels in order to minimize the number of nodes in each channel, and
hence reduce the number of collisions that affect the expected time for neighbor
discovery. We assume that nodes have unique IDs, thus, a modulo operation of the
node ID by k would be enough to accomplish it.

The idea of the first phase is that each of the nodes performs neighbor discovery
of a small set of neighbors on the selected channel. Note that during this phase,
epidemic dissemination is not considered, since this is equivalent to the single-channel
neighbor discovery, where a successful broadcasted packet is received by all nodes in
the channel. Upon completion of neighbor discovery, in all channels the node with,
say, the smallest ID number from each channel joins the second phase (Phase 2).

Using the coupon collector approach [Feller, 1960, Mitzenmacher and Upfal, 2005,
Vasudevan et al., 2009], the expected time E[T1] for the first phase to terminate,
and corresponds to the time of which each node has discovered all the other nodes
in the same channel is given by

E[T1] = e ⌈
N

k
⌉ (ln ⌈

N

k
⌉ +O(1)) , (5.1)

where ⌈⋅⌉ is the minimum integer that is greater than or equal to its argument.
Phase 2 - Epidemic dissemination: in the second phase, all the k selected nodes
(mallest ID) from each channel move to a pre-specified channel in C and perform
neighbor discovery in a single-channel. In this phase, epidemic dissemination of
information plays a key role, since each node conveys information about all the
nodes belonging to the same channel. Hence, any successful transmission by a node
from any of the k channels, leads to the discovery of the nodes of that channel by
the remaining k − 1 nodes in a single transmission (since each transmitted packet
embeds the IDs of its neighbors in the channel they shared in Phase 1.

Again, using the coupon collector approach [Vasudevan et al., 2009], the expected
time E[T2] for the first phase to terminate and each node to have discovered all the
other nodes in the same channel is given by

E[T2] = ke( lnk +O(1)) . (5.2)

Phase 3 - Final broadcast: in the last phase, each of the k nodes returns back
to the initial channel and broadcasts its entries to the rest of the nodes in that
channel. Thus, by the end of Phase 3, all nodes have discovered all the nodes in
their neighborhood. Note that this phase requires only a single step, i.e., E[T3] = 1.
Figure 5.1 illustrates the 3 phase protocol for N = 6 and k = 3.

This algorithm fully exploits the existence of multiple channels and the epidemic
dissemination of information. Note that in the case of one channel this is reduced to
the single channel neighbor discovery. In practical scenarios, however, it is difficult
to understand when the neighbor discovery of the first two phases terminate, and
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Figure 5.1: An example of a network with N = 6 and k = 3 and applying our three
phase algorithm. (i) We first divide the set of nodes equally to the channels to minimize
the number of nodes in each channel, and to reduce the number of collisions. (ii) k
selected nodes (mallest ID) from each channel move to a pre-specified channel in C
and perform neighbor discovery in a single-channel. (iii) each of the k nodes returns
back to the initial channel and broadcasts its entries to the rest of the nodes in that
channel.

subsequently orchestrate the switching between the three phases without centralized
information. Nevertheless, the expected time of this scheme is used as a benchmark
for evaluating the performance of multichannel epidemic discovery.

5.3.2 Epidemic speed-up

To analyze the epidemic speed-up, we sum (5.1) and (5.2), which leads to a total
expected discovery time of

E[Td] = E[T1] +E[T2] +E[T3] (5.3a)

= e ⌈
N

k
⌉ (ln ⌈

N

k
⌉ +O(1)) + ke( lnk +O(1)) + 1 (5.3b)

therefore, E[Td] can be approximated by

E[Td] ≈
N

k
ln(

N

k
) + k lnk. (5.4)

To minimize (5.4) expression, we should pick k such to balance the two terms, i.e.,
let k =

√
N , which gives

E[Td] ≈ 2
√
N ln (

√
N) =

√
N ln(N).

Hence, the protocol achieves a speedup of roughly
√
N compared to the single-

channel protocol studied in [Vasudevan et al., 2009] (see Figure 5.2).
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Figure 5.2: For a network of N nodes using k channels, each node epidemically
discovers all its neighbors in

√
N log(N) time slots. The speedup factor using epidemic

information dissemination is roughly
√
N compared to single channel neighbor discovery.

The speedup factor coincides with the optimal number of channels k∗.

Remark 5.3.1. For a network of N nodes using k channels, each node epidemically
discovers all its neighbors in

√
N log(N) time slots. The speedup factor using epi-

demic information dissemination is roughly
√
N compared to single channel neighbor

discovery. The optimal number of channels k∗, coincides with
√
N .

The discussion above highlights the potential of multi-channel epidemic discovery,
but the proposed protocol is not easy to implement. An approximately equal
distribution of nodes to channels is possible by simply doing hashing based on node
IDs, and the leader election (of which node from each channel participates in the
second protocol phase) could be done by assigning leadership to the node with, e.g.,
smallest/highest ID in each channel. The detection of termination of the neighbor
discovery phases can only be done with probabilistic guarantees [Mitzenmacher and
Upfal, 2005, Motwani and Raghavan, 2010].

5.4 Multichannel epidemic discovery

The main disadvantage of the previous algorithm is that each phase has asymptotic
termination. Realistically, it is very difficult for nodes to know when the next phase
should begin. For this reason, we propose a neighbor discovery protocol that operates
in a single phase, where each node picks a channel uniformly at random at every
time slot.

The protocol still exploits epidemic dissemination. Contrary to single channel
communications, which is a single collision domain, multichannel communications
allows to create smaller collision domains, and also allows multiple discovery events
to occur in parallel [Watteyne et al., 2009, Wu et al., 2008] . Epidemic discovery, on
the other hand, allows for indirect discovery, speeding up the discovery process.
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(a) a clique net-
work.

(b) algorithm operation.

Figure 5.3: An example of a clique network consisting of 6 nodes (see Figure 5.3a),
where every node discovers all its neighbors in the network. In Figure 5.3b illustrates
an example of a 2-channel (k = 2) operation. At each time slot, each channel operates
as a Slotted-Aloha network; multichannel usage allows to reduce the collision domain
and epidemic information dissemination allows to complete the process faster.

5.4.1 Algorithm operation

Let Mi(t) ⊆ {1, . . . ,N} denote the set of nodes known to node i at time t. Initially,
Mi(0) = {i}. The discovery algorithm works as follows. In each consecutive time slot,
nodes draw a channel uniformly at random. Then, they use an Aloha-like protocol
and transmit a discovery beacon with probability p and listen with probability (1−p).
When a node i decides to transmit at a time t, it transmits the complete Mi(t).
A node j that successfully decodes the discovery beacon sent by node i at time t,
augments its data base of the discovered nodes,that is Mj(t + 1) =Mj(t) ∪Mi(t).

The protocol is summarized in Algorithm 5.1 and Figure 5.3 shows an example
of the operation of the algorithm in a network with 6 nodes.
Detailed description: in what follows we describe how our proposed algorithm
works in detail:
(i) At any time slot t = 1,2, . . ., nodes select one of the k orthogonal channels
C = {c1, c2, ..., ck} uniformly at random.
(ii) Nodes compute the optimal transmission probability p⋆ and attempt to broadcast
their data base with probability p⋆ and listen to other messages in the selected
channel with probability (1 − p⋆). To derive the optimal transmission probability,
we assume lossless links and the absence of collision detection mechanisms. Hence,
nodes listening on channel cm at time t will receive a message if and only if there is
one single other node transmitting on cm in slot t. Therefore, the probability of a
successful transmission, i.e., the probability of having only one node transmitting



68 Randomized information exchange in proximity-based networks

Algorithm 5.1 Multichannel epidemic neighbor discovery.
Input: A set of channels C = {c1, c2, ..., ck} and an estimate N of the number of

nodes.
Data: The set of neighbors each node i has in its database Mi. At initialization

Mi = {i}.
Based on N and k each node computes the optimal probability of transmission p∗.
Each node executes the following algorithm:
for each time slot t← 1 to ∞ do

A channel cm is selected randomly from the k available channels; i.e., m ←

random[{1,2, . . . , k}]
Whether the node i is in transmission mode Tx or reception mode Rx on channel
cm, it is determined by a Slotted-Aloha protocol; i.e., mode = SlottedAloha(p∗)
if mode=Tx then

Node i transmits a packet on channel cm with all neighbors discovered so
far, i.e., transmit(cm,Mi)

else
if mode=Rx then

Node i receives a packet from another node j in the same channel cm,
i.e., Mj = receive(cm) Next node i updates its database Mi with the
new nodes discovered; i.e., Mi ←Mi ∪Mj

else
If node i has not received any packet then either a collision occurred, or,
no node transmitted on channel cm.

Result: Every node discovers all other nodes in the network, i.e.,Mi = {1, 2, . . . ,N}

∀i.

and at least one of its neighbor receiving its signal is given by

ps =
p

k
[
N−1
∑
i=1

(
N − 1
i

)(
1 − p
k

)
i

(1 − 1
k
)
N−i−1

] (5.5a)

=
p

k
((1 − p

k
)
N−1

− (1 − 1
k
)
N−1

) . (5.5b)

Equation (5.5b) states that the probability of having at least a node listening to the
transmission on that channel is given by the probability that no other node transmits
on this channel (otherwise, we would have a collision) minus the probability that no
other node is on this channel (at least one should be on the channel).



5.4. Multichannel epidemic discovery 69

By taking the derivative of ps with respect to p, we obtain

∂ps
∂p

=
1
k
[(1 − p

k
)
N−1

− (1 − 1
k
)
N−1

]

+
p

k
[−

(N − 1)
k

(1 − p
k
)
N−2

]

=
1
k
[(1 − pN

k
)(1 − p

k
)
N−2

− (1 − 1
k
)
N−1

] . (5.6)

It can be easily verified that p∗ corresponding to ∂ps/∂p = 0 maximizes ps, i.e.,

p∗ = arg max
p∈[0,1]

ps, (5.7)

where the optimal probability p∗ should be such that

p∗ ≤
k

N
. (5.8)

Note that for k = 1, (5.8) is satisfied with equality and the optimal transmission
probability is identical to the one obtained by the coupon collector analysis, i.e.,
p⋆ = 1/N . For k > 1, p∗ can be computed numerically via (5.7).
(iii) A node i that enters the transmission mode attempts to broadcasts its complete
data base Mi. The transmission is successful if and only if node i is the only node
that attempts a transmission in its selected channel in that time slot.
(iv) A node j in receive mode listens for incoming discovery beacons. If the successful
beaconing was performed by node i, node j updates its data base to also include the
nodes known to node i, i.e., Mj =Mj ∪Mi. Note that the discovery can be either
direct (if node i was not already in Mj) or indirect (when some node k ∈Mi is not
already in Mj).

5.4.2 Adaptive mode for unknown clique size
The algorithm described in the previous section is based on the optimal transmit
probability, which can only be computed if all nodes know the clique size N . However,
in realistic scenarios, the size of the network to discover is not known a priori. In
this case, we can consider a slightly modified algorithm, inspired by [Vasudevan
et al., 2009]:
(i) The algorithm operation is divided into phases. Each phase p = 1, 2, . . . lasts for

2p (ln 2p + c) time slots.
(ii) In each phase p, nodes compute and use the optimal transmission probability

from (5.7) under the assumption that there are N = 2p nodes in the network.
To evaluate the multichannel epidemic discovery protocol, we perform extensive

simulations to quantify the speed-ups over single channel discovery, and to under-
stand how the optimal number of channels depends on the clique size N . We vary
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the number of nodes from 2 to 50, and for each value of N and k, we run 1000
iterations.

Figure 5.4 shows the average time it takes for all nodes in the clique to discover
all other nodes as function of the clique size. The dashed line is the single-channel
case, which agrees well with the N log(N) behavior predicted by the coupon collector
analysis. The remaining lines show the discovery times for a varying number of
channels. We note that single-channel discovery is only optimal for very small clique
sizes, and that the improvement given by our multi-channel discovery protocol
becomes increasingly significant as the clique size increases. For example, when
N = 50, it is optimal to use k = 8 channels and the speedup over the single-channel
protocol is around

√
N . Figure 5.4 also shows the expected discovery time of the

adaptive protocol and the multi-channel epidemic discovery protocol assuming
global knowledge of N . Note that the two protocols follow each other closely and
the slowdown is smaller than 50%.
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(a) Non-adaptive vs. adaptive mode.
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(b) Single channel vs multichannel.
Figure 5.4: Single channel vs multichannel epidemic discovery with k channels;
(Figure 5.4a) expected time to discover all neighbors in non-adaptive and adaptive
modes in multichannel epidemic discovery for k = {2,4, ..,8}. Observe that for N = 50
and k = 8, the speedup factor is ≈

√
N . In Figure 5.4b, given the network size N we

choose k (lower bound on k∗) that minimizes E[T ].

5.5 Performance in lossy links

In this section, we investigate the benefits of epidemic information dissemination in
lossy networks. Our analysis will show that not only does epidemic dissemination
reduce the discovery times, but it also makes the protocol more robust to link losses,
even for the single channel case. In extreme situations with large networks and high
loss probabilities, discovery time can be improved by an order of magnitude.
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Figure 5.5: An example of a network operating a single channel discovery without
epidemics, under lossy links. Since the links fail randomly, a transmitter node might
require more than 1 transmission to successfully deliver its packet to all receivers. This
fact will further increase the expected time for every node to discover all its neighbors.

5.5.1 Coupon collector with losses
The existence of lossy link possibly requires more than one transmission from a node
until its message is received successfully from all neighboring nodes. As a result, the
expected time for neighbor discovery is increased. Figure 5.5 shows an example of
the operation during 3 slots of a lossy network.

Let Y be a random variable that denotes the number of transmission at-
tempts a transmitter makes to deliver a packet to all neighbors. Clearly, Y =

max{X1,X2, . . . ,XN−1}, where Xi is the random variable that denotes the number
of transmission attempts a transmitter requires to deliver a packet to receiver i.We
assume that the loss probability of each link is independent of each other. Hence,

P[Y ≤m] =
N−1
∏
i=1

P[Xi ≤m] = (1 − γm)
N−1. (5.9)

Denote by P[Y =m], the probability that a packet needs exactly m transmissions
to be delivered to all neighbors. Then, P[Y =m] can be computed as

P[Y =m] = P[Y ≤m] − P[Y ≤m − 1]
= (1 − γm)

N−1
− (1 − γm−1

)
N−1.

If all the links were reliable, all neighbors would have received the information in
1 slot [Srinivasan et al., 2008a]. Hence, the expected time εl ≜ E[Y ] can be see as
the slowdown factor for each node due to lossy links, i.e., how many extra slots
are required for a node to disseminate its information to all its neighbors when
epidemics are not available and a link fails with probability γ. Hence,

E[Y ] =
∞

∑
m=1

mP[Y =m]

=
∞

∑
m=1

m ((1 − γm)
N−1

− (1 − γm−1
)
N−1)

(a)
=

N−1
∑
`=1

(−1)`+1
(
N − 1
`

)
1

1 − γ`
, (5.10)
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Figure 5.6: Single channel discovery without epidemics under lossy links for γ =

{0.1, 0.2, 0.4, 0.8}. Simulations considered a 1000 network realizations, for each network
size. A receiving node will require at least one successful reception from each of its
neighbors. Since the links fail randomly, this fact will increase the expected time to
discover all its neighbors.

where (a) is the result after algebraic manipulation. This result can also be found
in the analysis for broadcast delay on erasure channels (see, for example, [Xie and
Weber, 2013]).

The probability of transmission for each node is independent of the probability
of loss on a link. As a result, the event T that all neighbors transmit at least once
(with expected time E[T ]) is independent of the event Y discussed above. Hence,
the expected time of the product of the two events is equal to the product of the
expected times; i.e., by letting Z ≜ TY , we have

E[Z]) = E[T ]E[Y ] = εl(Ne( lnN +O(1))). (5.11)

In Figure 5.6, it is shown that the expected time computed is an upper bound
to the expected time. Simulations considered a 1000 network realizations for each
network size.

5.5.2 Single channel analysis
Here we show the benefit of having epidemic dissemination in lossy links. A failure
to receive a message from a neighbor have no big impact when epidemic information
is used, since the contents of the lost message can always be recovered from other
neighbor. Contrary to the previous case (lossy links without epidemics), a node need
not receive a transmission from each of its neighbors. Indirect discovery allows for
each node to obtain the identity of others neighbors through epidemic means.

Figure 5.7, shows the epidemic speed-up by taking the ratio of the time taken to
discover all the neighbors between epidemic and non-epidemic neighbor discovery in
a single channel.
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Figure 5.7: Under lossy links scenario, the epidemic speed up illustrates that the
magnitude of epidemic discovery is superior to non-epidemic discovery. For large
networks and γ = 0.2, it is shown that we achieve a speed up factor of 4 compared to a
non-epidemic case.

5.5.3 Multichannel analysis via simulations

We have already witnessed the superiority of multichannel neighbor discovery with
epidemic information dissemination in lossless networks. In addition, we have seen
that in a single channel, discovery times can be improved by an order of magnitude.
In dense networks, and using epidemic information dissemination, we achieve the
same performance as in the case for lossless networks.

Now we want to investigate how the performance of our multichannel algorithm
is affected when we have lossy networks.

For small values of γ (e.g., γ = 0.2), not many links fail and the networks observed
are not very sparse. As a result, multichannel communications is helpful. This is
illustrated in Figure 5.8a, where a speed-up is achieved for large networks. A network
of 30 nodes and γ = 0.2, achieves a a speed-up factor of 1.6. Therefore, it is desirable
that many nodes stay on the same channel to avoid the situation of an unconnected
network. This is shown in Figure 5.8a, where even for large networks (e.g., N = 30)
multichannel epidemic neighbor discovery with 8 channels performs worse than the
single-channel operation.

The results suggest that multichannel epidemic neighbor discovery can be ben-
eficial in dense networks, even when the network is lossy. If, however, there exist
multiple channels and the loss probability is high, the performance degrades. This
is the same phenomenon that occurs when we have many channels and only few
nodes.

The analysis of the expected time to discover all the neighbors in such a setup is
of elevated difficulty and remains an open problem.
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(b) Epidemic speedup for k = 8.
Figure 5.8: For larger network sizes and moderate link failures, multichannel epidemic
allows to speed up discovery. For smaller networks and in scenarios of heavy link losses,
a solution with single channel achieves best results.

5.6 Information exchange in multichannel multihop
networks

The analysis and discussion presented so far assume that the network is a single
clique, where each node directly communicates and disseminates information to every
other node in the network. This assumption makes the analysis tractable and allows
us to compare our theoretical result with the single-channel analysis that typically
considers cliques. However, in practice, networks are often more complicated than a
single clique. Executing our algorithm in such a network will, due to the epidemic
information dissemination component, result in a full network discovery (i.e., all
nodes will eventually be aware of all other nodes in the network). In some situations
this is desirable, since network discovery might be the next operation to perform
after neighbor discovery has been completed. In other situations however, we may
only need to perform a neighbor discovery, in which case the full network discovery
results in an inaccurate result with too large neighbor lists.

In this section, we extend our algorithm to other types of networks, such as
multihop networks. Specifically, we consider the case for which a node is only
interested to discover neighboring nodes that are r hops away, with r = {1,2, . . .}.
In addition, even in a single clique scenarios, as the network grows large, it becomes
increasingly costly to exchange large lists of known nodes. The limiting factors
are the packet size, memory, and energy constraints that exists on real hardware
for low-power devices, such as TelosB. In this concept, we wish to restrict the
dissemination of information to a limited number of hops.
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5.6.1 Restricted epidemic information dissemination

We use hop-counting filtering to limit information dissemination, i.e., each node
propagates information only about nodes appearing at most r hops (r ∈ N) away in
the network. For example, upon receiving a packet, a node indirectly discovers a
neighbor, if that neighbor is at most r hops away from the transmitting node (i.e.,
r + 1 hops from itself).

In each entry of a transmitted packet payload, it contains a field with some
information bits about hop counting. Having an upper bound on the number of
hops helps reducing the number of bits required for hop counting. For example,
considering a 2-hop only information dissemination, a node requires only a single
bit to include this information. When considering 5-hop information dissemination,
a node requires a minimum of 3 bits.

The algorithm for neighbor discovery for the multihop scenario, which includes
the clique scenario as a special case, is given in Algorithm 5.2.

Algorithm 5.2 Multichannel epidemic neighbor discovery.
Input: A set of channels C = {c1, c2, ..., ck}, an estimate N of the number of nodes

and a number of hops r required to be discovered.
Data: The set of neighbors each node i has in its databaseMi andM (r)

i (M (r)
i ⊆Mi)

the set of neighbors that are up to r hops away. At initialization Mi =M
(r)
i =

{i}.
Based on N and k each node computes the optimal probability of transmission p∗.
Each node executes the following algorithm:
for each time slot t← 1 to ∞ do

A channel cm is selected randomly from the k channels; i.e., m ←

random[{1,2, . . . , k}]
Whether the node i is in transmission mode Tx or reception mode Rx on channel
cm, it is determined by a Slotted Aloha protocol; i.e., mode = SlottedAloha(p∗)
if mode=Tx then

Node i transmits a packet on channel cm with all neighbors up to r hops
away discovered so far, i.e., transmit(cm,M

(r)
i )

else
if mode=Rx then

Node i receives a packet from node j in the same channel cm, i.e.,
Mj = receive(cm) Node i updates its database Mi and M (r)

i with the
new nodes discovered; i.e., Mi ←Mi ∪Mj , M (r)

i ←M
(r)
i ∪M

(r−1)
j

else
If node i has not received any packet then either a collision occurred, or,
no node transmitted on channel cm.

Result: Every node discovers all other nodes up to r hops away in the network.
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5.7 Implementation and testbed validation

This section describes implementation details and testbed validation in both clique
and multihop networks.

5.7.1 Implementation details

We implemented our proposed protocol on top of the Contiki OS[Dunkels et al.,
2004a], and we used the TelosB [Polastre et al., 2005] platform. The Contiki OS is a
lightweight open source operating system for wireless sensor nodes. Contiki is built
around an event-driven kernel and provides an optional preemptive multithreading
functionality that can be applied to individual processes. We also made extensive
use of the COOJA simulation [Osterlind et al., 2006b] for debugging the C code
used in the experimental evaluation on real hardware.

To allow tight control of synchronization primitives and the radio driver, the
protocol was essentially implemented at the RDC (Radio Duty Cycle) layer, and we
disabled the default features of the Contiki OS.

The TelosB platform has a TI-MSP430 micro-controller clocked at 8MHz and
equipped with 10KB of RAM and 48KB of internal flash memory. The TelosB motes
use the TI CC2420 radio, which is compliant with the IEEE 802.15.4 standard and
operates in the 2.4GHz ISM band. The IEEE 802.15.4 standard splits this frequency
band into 16 channels (11 to 26). Table 5.1 summarizes the implementation details.
Time synchronization and time slot management: we used Contiki’s real-time timer
(rtimer), which offers micro-second resolution, to implement a basic time synchro-
nization protocol (for clique networks only). Nodes are scheduled to wake up at the
slot boundaries, and transmissions are delayed with a small guard time relative to
the time slot boundary to allow for channel switching and (limited) asynchronism.
Transmission probability: in non-adaptive mode, the specific channels (and hence the
number k) available to the discovery protocol and the expected clique size N are
provided at boot time. The protocol code includes a static table with the optimal
transmission probability as a function of N and k, which allows motes to perform
a simple ’ lookup to determine p⋆. For the adaptive mode, only the number k is
provided at boot time, while the estimator computes the number of nodes adaptively.

5.7.2 Testbed evaluation in clique networks

To evaluate clique networks, we used a testbed of 30 TelosB motes in our lab (see
Figure 5.9a). We varied the clique size from 2 to 30 nodes. For each case pair
(N,k), we run 50 rounds to get a statistically relevant value of the average expected
neighbor discovery time.

Figure 5.10a shows the testbed results and simulated discovery times for the
non-adaptive protocol under different clique sizes and for k = 2,4 and 8. We also
evaluated the adaptive mode that runs without knowledge of the network size (see
Figure 5.10b).
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Table 5.1: Testbed, hardware and protocol specifications

Description Value
Testbed Indriya [Doddavenkatappa et al., 2012]
Number of Nodes 100 (Indriya testbed) and 30 (clique testbed)
Number of hops 5 to 9 (Indriya)
Mote Platform TelosB
Max. Trans. Power 0 (dBm)
Radio transceiver TI CC2420, 2.4 GHz (ISM band), 250kbps
MCU TI MSP430, 8MHz, 10KB RAM, 48KB flash
Experimental time 1 hour (testbed constraint)
Number of RF channels used {1,2,4,8} selected from in ∈ [11,12, ..,26]
Discovery msg size 2 bytes
Time slot duration 10 ms

(a) A clique network testbed. (b) Indriya testbed.
Figure 5.9: Experimental evaluation on testbeds: (a) clique network setup (Fig-
ure 5.9a) and multihop network Indriya (Figure 5.9b). In a clique network, each node
can communicate directly with any other node in the network. In a multihop network,
nodes can directly communicate only to nodes that are located r = 1 hops away.

The results show that the protocol offers substantial benefits over single-channel
discovery. The deviations between the experimental and the simulated results are
longer for the non-adaptive case (Figure 5.10).

The slow-down factor (the ratio between the discovery time of the adaptive mode
relative to the discovery time of the non-adaptive mode) is smaller than 1.5 for all
evaluated combinations of N and k. Moreover, the performance of the adaptive
mode is particularly good for large networks with large number of channels (N ≥ 15,
and k = 8), for which the slow-down factor is less than 10%.

5.7.3 Testbed evaluation in multihop networks

For the experimental evaluation in multi-hop networks, we used the large-scale
testbed Indriya [Doddavenkatappa et al., 2012].

Figure 5.11 shows the testbed evaluation in multihop networks for adaptive mode,
where the expected number of slots is improved considerably.

The results suggest that the transmission probability should be adjusted accord-
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(b) Adaptive mode: N unknown.
Figure 5.10: Testbed evaluation in clique networks for non-adaptive mode (top) and
adaptive mode (bottom): comparison between simulation and experimental results in
multichannel epidemic discovery.
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Figure 5.11: Testbed evaluation in multihop networks for adaptive mode.

ingly, due to difficulty in achieving large scale synchronization. This preliminary
investigation demonstrates the benefits of multi-channel coordination in multihop
networks that is achieved via local coordination only, since it involves the degree of
the nodes in the network rather than the size of the network itself. The benefits of
the new approach to the neighbor discovery problem open a new avenue for research
and analysis of multihop networks.
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5.8 Summary

There is an extensive early work to develop efficient neighbor discovery algorithms,
predominantly in single-channel clique networks. We have combined two key ideas
to improve discovery times and resilience to losses: multichannel communication
and epidemic information dissemination.

First, we proposed a theoretical three-phase protocol for a clique network of size
N . This analytical approach serves as a way to assess the benefits of multichannel
epidemic neighbor discovery and as a benchmark for evaluating the performance of
our practical algorithm for epidemic information exchange in multichannel networks.
The simulation and the experimental results of our algorithm outperform the results
of a single channel model proposed in [Vasudevan et al., 2009]. More specifically, we
showed that a discovery-time speeds up on the order of

√
N .

We then investigated the performance of our algorithm in networks with link
failures, showing that it improves the expected discovery-time. For the case of
clique networks with lossy links (single channel case only), simulations results show
that, as the number of nodes increases, epidemics recover the performance of a
single channel without any link failures. Overall, in dense networks with high loss
probabilities, discovery times can be improved by an order of magnitude due to
epidemic information dissemination.

Finally, we departed from clique networks and considered more general networks
than a single clique. In this case, we restricted the dissemination of the information
to a limited number of hops. This restriction is performed by hop-counting filtering
where each node propagates only information about nodes appearing at most r hops
away. We demonstrated via simulations that the performance degradation (in terms
of convergence time) is very small.



Chapter 6

Deterministic information exchange in
proximity-based networks

In the last chapter we analyzed the randomized neighbor discovery protocols,
where nodes probabilistically change state between listening and transmitting. The
protocols are simple to implement, but cannot guarantee any finite latency bound
and the discovery times tend to have probability distributions with long tails (see
Figure 6.1).

This chapter addresses deterministic neighbor discovery protocols. In earlier
deterministic protocols such as [Bakht et al., 2012, Dutta and Culler, 2008, Kandhalu
et al., 2010, Sun et al., 2014], nodes use a scheduled listening and transmission
phases to offer a deterministic guarantee on the worst-case neighbor discovery time.
Early deterministic protocols assumed that nodes were synchronized and used the
same duty cycle. More recent proposals, such as Searchlight [Bakht et al., 2012]
and Hello [Sun et al., 2014], can give deterministic latency guarantees even under
asynchronous operation and asymmetric duty cycles, though duty cycles are limited
to be multiples of the smallest duty cycle.

While worst-case guarantees are useful for ensuring correctness of the overall
system design, it is important for the system performance that the expected discovery
time is short. The main idea is to let each node broadcast information about the
beaconing slot locations of already discovered neighbors, so that other nodes in the
network that are neighbors to these nodes can discover them much earlier. This
simple extension to classical neighbor discovery protocols has two key advantages
which lead to strong performance improvements while still ensuring determinism in
the discovery.

Usually, lower discovery latencies come at the price of higher energy consumption.
However, in our protocol, the signaling is adaptive and increases momentarily under
neighbor discovery and churn, while the long-term average energy consumption is
very close to the baseline solution without our protocol enhancement. The epidemic
neighbor discovery enhancement also has the attractive property that it is the joining
node that spends most of the energy while nodes that are already in the network do
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Figure 6.1: Comparison between randomized and deterministic discovery protocols
operating at duty-cycle of γ = 1%. Randomized protocols are simple to implement,
however, they cannot guarantee any finite latency bound, and the discovery times have
probability distributions with long tails.

very little additional signaling.
One reason that our proposal has not been explored before may be that previous

work in this area focused on theoretical analysis of pairwise discovery or neighbor
discovery in clique networks (where every node in the network is neighbor with all
other nodes). In contrast, our work considers multi-hop scenarios and exploits the
additional information that can be extracted and disseminated in these situations.
We evaluate our neighbor discovery protocol in simulations and real implementations
in the multi-hop testbed Indriya [Doddavenkatappa et al., 2012] and demonstrate
significant (in the order of 5x) reductions in latency compared to the state-of-the-art,
in both cliques and multi-hop networks.

6.1 Outline and contributions

This chapter is organized as follows. In Section 6.2 we present the system model and
preliminary results on deterministic protocols that are useful for the development of
our results. In Section 6.3 we describe in detail how our proposed epidemic probing
mechanism works and provide an illustrative example of its benefits. In Section 6.4,
we evaluate the performance of our protocol in simulations; experimental evaluations
on a large-scale testbed are described in Section 6.5. Section 6.6 describes some of the
practical aspects arising in the implementation phase of our discovery protocol; these
problems have been identified when we implemented both Searchlight [Bakht et al.,
2012] and our proposed protocol on top of the Contiki Operating System [Dunkels
et al., 2004a]. Once the implementation issues have been resolved, the experimental
evaluation was conducted at the Indriya [Doddavenkatappa et al., 2012] testbed
and the results are discussed in Section 6.7. Finally, we conclude this chapter by
summarizing our results in Section 6.8.
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6.1.1 Contributions
This chapter proposes an epidemic information dissemination mechanism to speed
up the discovery times in deterministic neighbor discovery protocols. This extension
to neighbor discovery has two key advantages which lead to strong performance
improvements while still ensuring determinism in the discovery:

• First, it leads to significantly shorter discovery times at the expense of a
temporary increase in the duty cycle; other deterministic discovery protocols,
such as Searchlight, would consume more energy to attain the same discovery
times.

• Second, it works equally well under asymmetric duty cycles and asynchronous
operation; other protocols would yield considerably longer discovery times, or
even fail to give any guarantees.

In extensive analysis and experimentation on a multihop testbed with 100 sensor
nodes we show that our work leads to significantly (on the order of 5x) shorter
discovery latencies than state of the art protocols such as Searchlight. In fact, the
biggest gain over existing state-of-the-art protocols is obtained in the cases for which
the duty cycles of the nodes participating in the neighbor discovery are different.
For these scenarios, other protocols would yield considerably longer discovery times,
or even fail to give any guarantees.

6.1.2 Main results
We evaluate our proposed protocol through simulations and deployment in the
multi-hop wireless sensor network testbed Indriya, providing a deeper insight into
the trade off between energy consumption and latency on a variety of scenarios for
clique and multi-hop networks. More specifically,

(a) in clique networks, the expected termination time of the discovery process
decreases significantly using our protocol, and the speed-up increases with the
clique size;

(b) in dynamic scenarios, when two cliques merge or a single node joins a clique,
our protocol yields fast discovery and low long-term energy consumption by
adaptively increasing the duty cycle during the period of intense discoveries
and then returning to normal operation;

(c) our protocol works well in multi-hop networks under asynchronous operation
with both symmetric and asymmetric duty cycles. In these situations, other
deterministic protocols would either fail or have a huge worst-case latencies.
Moreover, we show that our solution improves the energy-latency trade off
curve of Searchlight, which provides the best latency-energy Pareto curve
among existing neighbor discovery protocols.
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6.2 Related work and preliminaries

Our protocol is an asynchronous cyclic slot-based deterministic discovery protocol
based on the ideas developed by previous protocols of this type (e.g., [Bakht et al.,
2012, Sun et al., 2014]). These protocols operate in cycles defined by two parameters:
(a) the period of p slots and (b) the hyper-period n specifying the number of periods
within a cycle. Slot sizes are fixed and equal for all nodes. To save energy, nodes
are not active throughout, but wake up and communicate occasionally. A discovery
occurs when the active slots of two nodes overlap. Active slots are classified into two
categories: (i) anchor slots, which always occupy the first position within a period,
and (ii) probe slots, whose positions within the cycle vary with time.

Each node is equipped with a half-duplex radio transceiver (i.e., nodes can
either transmit or receive, but not both simultaneously). All nodes use the same
radio channel. The network operates in an asynchronous mode, since each node
can join the network and start discovering neighbors independently, without having
any central entity for synchronizing either the (hyper) periods or the slots. Within
a slot, a node transmits a beacon at the beginning and at the end of that slot.
Between the beacons, the node is in the listening mode for possible incoming beacons
from neighbors. Since time slots are not necessarily aligned, mutual discovery may
occur. When multiple nodes are active and their time slots are perfectly aligned,
the beacons are also aligned and a collision will occur. For this reason, the second
beacon within a slot is sent with a small random offset in order to avoid beacon
collisions when slots are aligned. This will be discussed later in the implementation
phase of our proposed algorithm.

6.2.1 Preliminaries
Searchlight is based on the observation that the temporal distance between the
anchor slots of any two nodes is constant and upper bounded by ⌊

p
2 ⌋. Hence, by

adding an additional probing action that searches slots 1,2, . . . , ⌊p2 ⌋, discovery is
guaranteed. Specifically, Searchlight increments the probe slot position by one every
hyper-period, and resets the position to 1 when it exceeds ⌊p2 ⌋. In this way, Searchlight
uses ⌊

p
2 ⌋ hyper-periods and the total number of slots required for discovery is never

more than T = p ⌊p2 ⌋.
In many cases, nodes have symmetric duty cycles (i.e., same period p). How-

ever, the lack of coordination between the wireless nodes or heterogeneous energy
constraints (which, in turn, lead to different duty cycles) may lead to asymmetric
operation. On top of asymmetric operation, the lack of coordination or of a global
clock leads to asynchrony and misalignment between slots of neighboring nodes.
For asymmetric and asynchronous protocols to work, cyclic schemes are required
to guarantee that active slots of neighboring devices eventually overlap. The afore-
mentioned Searchlight [Bakht et al., 2012] and Hello [Sun et al., 2014] can give
deterministic latency guarantees under asynchronous operation and asymmetric
duty cycles, provided all duty cycles are multiples of the smallest duty cycle.



6.3. Schedule design 85

In deterministic neighbor discovery protocols, the positions of the active slots
(both anchor and probe slots) for each node are pre-determined. This means that
once the period and the position of an anchor are known, one is able to determine
where the future anchor slots will appear. Based on this observation, we propose a
protocol that lets nodes convey information about already discovered neighbors in
their beacons. This allows for nodes that receive a discovery beacon to compute the
anchor location of nodes that it has not yet detected itself, and target its probing
actions to these slots. The use of epidemic information allows to maintain similar
worst-case characteristics to other deterministic neighbor discovery protocols, but
improves the practical pairwise neighbor discovery times and the average neighbor
discovery termination times (when all nodes have discovered all their neighbors).

6.3 Schedule design

We develop epidemic probing, a mechanism for activating extra probe slots to
rapidly discover possible neighbors within a hyper period. We first describe how the
mechanism works and provide an illustrative example. Then we give an algorithmic
description of our protocol and discuss issues related to its duty cycle, worst case
discovery latency and asynchrony.

6.3.1 Epidemic probing mechanism
In our solution, each node i maintains, among others, data about its one-hop
neighbors. We will demonstrate how this data can be spread epidemically and how
nodes can use it to target discovery probes to speed up the neighbor discovery
process.

Assume that there exists a global clock t that the nodes are not aware of, but
which serves as a reference for all events. For simplicity of exposition, we assume
that the slots of all the nodes are synchronized with the global clock; the case when
the slots are not synchronized will be discussed later.

Consider a node i and let ti denote the number of time slots since the node was
booted. Then

t = oi + ti,

where oi is an unknown offset between the global and local notions of time. The
local timer ti can be also expressed in terms of its period pi and its offset δi(ti)
from the anchor slot of the current period (i.e., the period that slot ti belongs to):

ti = κi(t)pi + δi(t), (6.1)

where κi(t) = (t − oi)div pi is the number of periods that have passed since boot
time of node i, and δi(t) = (t − oi)modpi is the number of time slots since the most
recent period start. Although nodes do not have access to the global time t, they
always know the corresponding values of κi(t) and δi(t).
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Let tij be the time (or the slot, since we assume that the slots of all nodes are
aligned) of the global clock at which node i discovers node j. Since we assume mutual
discovery, tij ≡ tji. When node i discovers node j, it shares (i) the number of slots
δi(tij) of the current slot from the anchor slot of the current period and the size of
its period pi. Node j shares the corresponding information with node i. Thus, node
j can deduce that future anchor slots of node i will appear at

tij − δi(tij) + kpi, k = 1,2, . . . , (6.2)

and, similarly, node i can deduce that future anchors of node j will appear at slots

tij − δj(tij) +mpj , m = 1,2, . . . . (6.3)

As a result, given the offset and the period, each of the nodes can determine when
anchor slots of the other node will appear. For example, node j can compute the
offset of the anchor slots of node i relative to its own anchor slots as the difference
between the future anchor slots for both nodes, i.e., by subtracting (7.2) from (7.1)
to find

δji(tij , k,m) = tij − δi(tij) + kpi − (tij − δj(tij) +mpj)

= δj(tij) − δi(tij) −mpj + kpi, (6.4)

where k,m ∈ N (N is the set of natural numbers). This will be the key expression for
computing and updating δij , the offset to the first anchor slot of node j relative to
the start of the most recent period of node i. Note that no reference to global time is
needed to evaluate the expression, all that is required is the quantity δi(tij)− δj(tij)
and the period size of the nodes.

By increasing k and m node j finds the number of slots between the k-th anchor
slot (after the discovery time) of node i and the m-th anchor slot of node j. As
a result, at every time instant t, node j is able to determine δi(t) of every node i
discovered so far.

In our protocol, node j computes the offset δji(t, k,m) at every anchor slot.
Even though it is not necessary, for simplicity of exposition we assume that the
offsets are updated also at the probe slots where there can be a new discovery and a
node has to share information with other nodes. In this case, at a discovery time ti`,
node i can provide the triplet {j, δj(ti`), pj} about already discovered node j to any
newly discovered node `. Then, node ` follows the same procedure for computing
the relative offset δ`j as in equation (7.3).

6.3.2 Targeted probes for direct discovery
When nodes j and ` discover each other, node j provides, apart from its information
(δj(tj`) and pj), the corresponding information for all nodes i discovered by j until
time instant tj`. As a result, node ` can determine the location of the anchor slots of
node j (for passing this information to future discoveries) and those of its discovered
neighbors, for which it will initiate targeted probes for direct discovery.
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Figure 6.2: An example of the proposed schedule design with the epidemic probing
in a clique consisting of 3 nodes. Each node operates on a different period (i.e., pi = 7,
pj = 12 and p` = 8), where the overlaps between anchor/anchor and probe/anchor
occur under Searchlight operation. Nodes i and j discover each other at time instant
tij and subsequently, nodes j and ` discover each other at time instant tj`. Node j
passes information to node ` about the anchor slots of node i, thus allowing node `
to initiate an epidemic probe slot and discover node i at time instant ti`, way earlier
than time slot t̂i` that would occur under mere Searchlight operation.

At discovery of node i by node j, m = 0 and node j computes δji by adjusting
k until it finds the smallest non-negative value of δji(tij , k,0); if we denote the
corresponding k by k0, we have δji(tij , k0,0). At the next period start of node i,
m = 1 so

δji = δji(tij , k,1) = δj(tij) − δi(tij) − pj + kpi =
= δji(tij , k0,0) + (k − k0)pj − pi.

To maintain its data structure up to date, node j now needs to adjust δji(tij , k0, 0)
so that it becomes equal to the smallest non-negative value of δji(tij , k,1). We see
from the expression above that we can do this by subtracting pi from the current
value of δji, and then add multiples of pj until the value becomes non-negative.

In a multi-hop network, neighbors of j are not necessarily direct neighbors of
`. For this reason, node ` only makes a limited number of attempts to discover
nodes which it has become aware of via the discovery probes. If all attempts are
unsuccessful, then the packet reception rates to the targeted node are deemed so
low so that further probing would only be a waste of energy. Note that even though
we stop sending targeted probes for that particular node, discovery can still happen
on ordinary probe slots with the same performance as Searchlight. By maintaining
a list of the two-hop neighbors, a node avoids targeting the same two-hop neighbor
again, thus saving energy and avoiding possible collisions with other active neighbors.
Furthermore, in several applications, the knowledge of two-hop neighbors is desirable
since it facilitates routing and other applications (see, for example, [Diop et al.,
2013, Han et al., 2013, Lo and Kuo, 2008] and references therein).

Figure 7.2 uses a simple example to demonstrate how the epidemic information
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dissemination and the introduction of additional probe slots (called epidemic probe
slots in Figure 7.2), lead to faster neighbor discovery. In this example, we consider
3 nodes in a clique with different periods (i.e., pi = 7, pj = 12 and p` = 8). Node j
first discovers node i and subsequently node `; node j passes information to node `
about the anchor slot of node i, thus allowing node ` to initiate an epidemic probe
slot and discover node i at time instant ti`, way earlier than the time instant t̂i`
that it would be discovered by Searchlight. The procedure is as follows.

1) At time instant tij , node j computes δji(tij , k,m) as follows: δi(tij) = 1 since
the probe of node i is 1 slot away from the anchor of the current period; and
δj(tij) = 0 since it is the anchor of node j that participated in the discovery.
Hence, substituting in (7.3) we have

δji(tij , k,m) = 0 − 1 − 12m + 7k = 7k − 12m − 1. (6.5)

It can be easily deduced from equation (6.5) that the next anchor of node i
(i.e., k = 1) appears 6 slots away from the most recent anchor of node j (i.e.,
m = 0). This can be verified in Figure 7.2. Similarly, node i can compute

δij(tij , k,m) = 1 − 0 − 7m + 12k = 12k − 7m + 1. (6.6)

Note that δij(tij ,0,0) = 1 since the anchor slot of node j appears one slot
ahead of that of node i. Since node i is already at slot 1, the next anchor slot
for node j with respect to the most recent anchor of node i appears when k = 1
for which δij(tij ,1,0) = 13 (see Figure 7.2). Since pi = 7, this anchor does not
fall in the current period of node i (but in the next).

2) At time instant tj`, the same procedure is repeated for nodes j and `. In
addition, node j provides the information required for discovering node i, i.e.,
δi(tj`) = 2 and pi = 7. As a result, node `, in a similar way, can determine
when the anchor slots of node i appear as well, i.e.,

δ`i(tj`, k,m) = 0 − 2 + 7k − 8m = 7k − 8m − 2. (6.7)

Therefore, the next anchor slot of node i appears in δ`i(tj`, 1, 0) = 5 slots away
from the current anchor. Hence, node ` schedules an extra probe slot 5 slots
after the current anchor and it successfully discovers node i at time instant
ti`. Without epidemic probing, the node l would not discover node i until a
much later time (t̂i` in Figure 7.2).

6.3.3 The algorithm

To describe the algorithm in detail, we define the following sets: we let M (1)
i (t)

denote the set of 1-hop nodes j known to node i at time t along with their anchor
slot’s offset δj(t) and period pj , M (2)

i (t) denote the set of nodes that are known to
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be two-hops away from node i at time t and M (u)
i (t) denote the set of nodes j that

are unclassified at time t along with their anchor slot’s offset δj(t), period pj and
a number of attempts nj(t) remaining to specify whether it is a 1-hop neighbor.
Initially, M (1)

i (0) = {(i, δi(t), pi)}, M (2)
i (0) = ∅ and M (u)

i (0) = ∅.
Note that for each node, the sets have different amount of information for a node,

i.e., in M
(1)
i (t) we save the triplet (i, δi(t), pi), in M

(2)
i (t) just i and in M

(u)
i (t)

the quadruplet (i, δi(t), pi, ni(t)). When we consider updates in the set, we assume
that the corresponding information for each set is conveyed.

First, we give a brief description of the proposed discovery protocol and then
we provide the algorithm. At its active slot (either anchor or probe slot) t, node i
performs the following steps:
1) (a) It transmits (Tx) the identity j, offset δj(t) and period pj of all the nodes

j ∈M
(1)
i (t) (which includes its own offset and period);

(b) it receives (Rx) the corresponding information from its newly discovered
neighbors. It checks in M (1)

i (t), M (2)
i (t) and M (u)

i (t) for which of the nodes
it has already obtained the data, in order to avoid duplication and extra
transmissions.

2) It updates its list of the unclassified neighbors with the new entries and those
migrating to M (2)

i (t). For clique networks with reliable communication links one
probe/anchor slot is enough to conclude whether a node is a direct neighbor.
Otherwise, a number of extra probe slots are initiated for assessing whether
a node is an immediate neighbor. If all attempts fail, that node is added to
M

(2)
i (t).

3) For each of the nodes j ∈ M (u)
i (t) it computes the offset δji(t, k,m) of their

anchor slots with respect to its own anchor slots, as discussed in §6.3.1 and the
next epidemic probe slots are planned.

4) It initiates, if not a pre-specified anchor or probe slot is already scheduled, probe
slots at the imminent anchor slots of the nodes in M (u)

i (t) in order to assess
whether they are immediate neighbors or not. As aforementioned, for each node
in M (u)

i (t) only a number of attempts are allowed. This number can be tuned
accordingly, based on the channel conditions of the network.

The protocol is summarized in Algorithm 6.3.
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Algorithm 6.3 Deterministic neighbor discovery with an epidemic probing mecha-
nism.
Data: Each node i has in its lists of neighborsM (1)

i ,M (2)
i andM (u)

i ; at initialization
M

(1)
i (0) = {(i, δi(t), pi)}, M (2)

i (0) = ∅ and M (u)
i (0) = ∅.

Each node i executes the following algorithm: for each active slot tα do
for mode=Tx do

Node i broadcasts a packet with all neighbors discovered so far, i.e.,
transmit(M (1)

i );

for mode=Rx do
Node i receives packets from other nodes in their neighborhood. For the
nodes j that i receives information directly, node i updates as follows:
M

(1)
i ←M

(1)
i ∪ {(j, δj(tα), pj)}

M
(u)
i ←M

(u)
i ∪ (M

(1)
j −M

(1)
j ∩ (M

(1)
i ∪M

(2)
i ))

For the nodes in M
(u)
i that have an anchor at tα and are not dis-

covered:
for j ∈ {M

(u)
i ∶ δj(tα) = 0} do

nj ← nj − 1
if nj = 0 then

M
(2)
i ←M

(2)
i ∪ {j}

M
(u)
i ←M

(u)
i − {j}

Plan for the next epidemic probing slot:
if M (u)

i ≠ ∅ then
Find probe slot tα ← tα+1 at which there exists the imminent anchor slot
of a node j ∈M (u)

i (tα)
else

tα ← tα+1 at the next predetermined active slot of node i

Result: Every node discovers its neighboring nodes.

6.3.4 Duty cycle

When active slots overlap, we want to make sure there is a discovery. To this end,
we use the approach of [Dutta and Culler, 2008] and [Bakht et al., 2012] and let
nodes transmit a beacon at the beginning and at the end of an active slot. The
authors in [Bakht et al., 2012] proposed that active slots overflow by an additional
time ∆, a sufficient amount to receive the first beacon of another node and hence
be able to discover nodes in adjacent slots, thus reducing the number of active slots
required for neighbor discovery. More specifically, probe slots are transmitted every
even slot (called the striped transmission), resulting in using half of the probe slots
(see [Bakht et al., 2012] for details).



6.3. Schedule design 91

In deterministic neighbor discovery for which every period p has an anchor, the
duty cycle γ is given by

γ =
n + ⌊

p
2 ⌋

np
, (6.8)

where n is the number of periods in a hyper-period. Without receiving any epidemic
information, the duty-cycle is the same as the deterministic neighbor discovery
protocol used as the basis of our algorithm; in this case it is Searchlight. If there is
activation of extra probe slots due to epidemic discovery, our protocol uses extra
slots. Therefore, the instantaneous duty-cycle in period k is given by

γk =
n + ⌊

p
2 ⌋ + νk

n⌊p2 ⌋
, (6.9)

where νk is the total number of extra slots activated during period k. When we use
Searchlight and striped transmission, the instantaneous duty-cycle becomes

γk =
2(1 +∆) + νk(1 +∆)

p
. (6.10)

As k increases and almost all neighbors have been discovered, νk goes to zero and
the instantaneous duty-cycle is the same as that of Searchlight. The average duty
cycle over k periods is given by

γ =
1
k

k

∑
j=1

γj =
2(1 +∆)k +∑

k
j=1 νj(1 +∆)

pk
.

The average duty cycle as k goes to infinity is given by

γ = lim
k→∞

2(1 +∆)k +∑
k
j=1 νj(1 +∆)

pk

=
2(1 +∆)

p
+

(1 +∆)

t
lim
k→∞

∑
k
j=1 νj

k
=

2(1 +∆)

p
,

which is the same as that of Searchlight.
As we will see in the performance evaluation, this feature of the epidemic probing

protocol that the duty cycle of a node momentarily increases when it gets to know
about new nodes, but then returns to the baseline duty cycle, is very attractive.

6.3.5 Worst case discovery latency
While the worst-case latency for our protocol remains unchanged, in general the
neighbor discovery is done much earlier than that of Searchlight; the reason is that
after the first couple of neighbor discoveries the whole discovery process is accelerated
due to the additional information that is communicated between the nodes, resulting
in smaller average discovery latency. The improvement in the average discovery
latency is evident in our performance evaluation.
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Figure 6.3: An example of the proposed schedule design with the epidemic probing
in a clique consisting of 3 nodes. Each node operates on a different period (i.e., pi = 7,
pj = 12 and p` = 8), where the overlaps between anchor/anchor and probe/anchor
occur under Searchlight operation. Slots are not aligned. It is necessary to keep track
of the part of the slots for which the discovered took place.

6.3.6 Dealing with asynchrony

When the nodes operate asynchronously, nodes have to keep track on which part
(first or second half) of the slot discovery occurred. Otherwise, nodes may end up
with an offset bigger than a slot (or even bigger than a slot and its overflow ∆).

Figure 6.3 presents the same example as before, with the difference that the slots
are not aligned. As a result the overlap of the slots is smaller and nodes planning
for epidemic probe slots should take the slot misalignment into consideration. There
exist distributed algorithms in the literature that could be used to align (synchronize)
the slots between the nodes in the network, but it is out of the scope of this work.

6.4 Performance evaluation via simulations

In this section, we evaluate the performance of our protocol in simulations; experi-
mental evaluations on a large-scale testbed are described in the next section. For
clarity, we let all nodes have the same period, but offset them by a random number
of slots at the start of the simulation. The behavior for asymmetric periods will be
shown in the testbed experiments.

We study the following key metrics: (i) discovery latency, i.e., the longest time
recorded for any node in the network to discover all its neighbors; (ii) energy
consumption, quantified by the duty cycle during the discovery process; and (iii)
the performance in dynamic scenarios, where two networks merge, or a single node
joins an already converged network.

It has been shown that Searchlight outperforms U-connect [Kandhalu et al., 2010]
and Disco [Dutta and Culler, 2008], and that it performs similarly to Hello [Sun et al.,
2014]. Therefore, we omit comparisons between these alternative discovery protocols
and focus on quantifying the speedups that epidemic probing gives to Searchlight.
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Figure 6.4: Symmetric worst case discover latency for p = 200. Due to epidemics,
increasing the clique size reduces the worst case latency.

6.4.1 Discovery latency

We define the discovery latency for a network to be the time it takes for all nodes
in the network have exchanged discovery messages with all their neighbors. This
time depends on how the periods of different nodes are aligned. For Searchlight, it is
known that the discovery under the assumption of reliable transmissions and no
collisions never takes more than t2/4 slots. This worst-case bound is valid also when
we introduce epidemic probing, but the practical performance of the two protocols
are strikingly different.

Figure 6.4 compares the discovery latency of Searchlight with its epidemic
counterpart for clique networks networks with different number of nodes. The figure
is based on 1000 network realizations (that is, 1000 different realizations of the
period offsets for the nodes), each of which is simulated for t2/4 time slots. We have
used p = 200, which corresponds to a duty cycle of 1% and a worst-case discovery
time for Searchlightof 10000 slots. When there are only two nodes in the network,
Searchlightand our epidemic discovery protocol are equivalent. However, as the
number of nodes increase, the likelihood that two nodes have an unfortunate offset
increases, and many node pairs experience a latency close to the worst-case bound.
With epidemic probing, on the other hand, the performance improves as the network
size increases. This result can be explained from the fact the larger the clique size,
the more information tends to be conveyed by the epidemic probing, and the faster
the discovery process comes to an end.

Another illustration of how the benefits of epidemic probing increase with the
network size is shown in Fig. 6.5. The figure shows the average time it takes for a
node to discover all its neighbors using Searchlight, relative to the corresponding
time for epidemic probing. Again, we note significant performance improvements
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Figure 6.5: Epidemic discover speed-up per clique size N in the symmetric case.

that increase with the size of the network.

6.4.2 Energy consumption

There is an inherent tension between latency and energy consumption. It is not hard
to speed up the neighbor discovery process by simply decreasing the period lengths,
resulting in more frequent probe messages and higher energy consumption. An
attractive feature of the epidemic probing protocol is that it momentarily increases
the duty cycle when it gets to know about new nodes, but then returns to the
baseline duty cycle.

Fig. 6.6 shows the duty cycle for symmetric periods (right) and asymmetric
periods (left). The duty cycle (number of probe slots per period divided by the period
length) increases at the beginning of the discovery, but then returns to the baseline
once all nodes have been discovered. The behavior is similar for asymmetric periods
p = 200 and p = 133, corresponding to duty cycles of 1% and 1.5%, respectively. The
energy consumption initially increases, but returns to the target values when there
are no more nodes to discover.

6.4.3 Performance in dynamic scenarios

The dynamic increase in duty cycles “when needed” is particularly useful in dynamic
scenarios. To make the point, we first consider a scenario where two fully converged
networks merge. On such scenario could be when two buses drop their passengers,
whose devices have discovered each other during the bus ride, simultaneously at a
bus station. The epidemic probing then allows to bootstrap the discovery process at
the bus station and allows a rapid and energy efficient discovery of the complete
network. Figure 6.7 shows the duty cycles recorded during simulations. The initial
network discovery on each bus is similar to previous simulations. However, when
the two nodes merge, the discovery of the full network is both faster and much
more energy efficient. This performance improvement is because when the networks
merge, the nodes convey a lot of epidemic information already from the start.
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Figure 6.6: Average energy consumption over time (top) and instant energy con-
sumption (bottom) for asymmetric (left) and symmetric (right) discovery. There is an
initial increase in the energy consumption, due to the discovery process, but after a
while the average energy returns to its nominal value.

In Figure 6.7 (right), we show the energy consumption when a single node joins
a converged network. This node can discover all its neighbors quickly and a modest
and temporary increase of duty cycle. The impact on the energy consumption of
the other network node is very limited.
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Figure 6.7: Merging two clique networks (left) and a node joins a fully converged
clique network (right). At t = 10300 we merge both cliques, and the results show that
there is a small increase on the average duty-cycle, while the instant duty-cycle grows
slightly. When a node joins a network and due to epidemics, it quickly gathers network
information, and the results indicate that it reflects on its instant energy consumption.

6.5 Deterministic neighbor discovery with epidemics in
multihop networks

So far we have assumed that the nodes form a clique, i.e., that each node is in direct
communication range with every other node, and that communication is loss-less.
However, in practice, the network topology is often more complicated than a single
clique, and packet transmissions are unreliable. This section extends the concepts
developed in the previous sections to neighbor discovery in general networks.

When communication is reliable, Algorithm 5.1 will perform a correct neighbor
discovery even if the network topology is not a clique. However, since a neighbor’s
neighbor is no longer necessarily a neighbor, some nodes may appear in M (2)

i that
can never be verified and included in M (1)

i . This leads to an inefficient behavior,
where energy is wasted by a repeated probing of nodes that are not direct neighbors.
On the other hand, when the network is subject to losses (due to fading or collisions),
we cannot just probe once, but should allow for a few discovery attempts. This leads
us to include a retry limit r on the number of times we attempt to probe a node
after it has become known to us. The selection of r involves a trade-off between
energy expenditure for targeted probing of nodes that are not neighbors and the the
probability of failing to detect direct neighbors. Note that failing to discover a direct
neighbor for which the communication link is very unreliable it is acceptable, since
this link would more likely affect the performance of the application used later. For
example, if we would like to consider all links with success probability above 70% as
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Figure 6.8: An example of a random network topology with N = 50 nodes.

direct neighbors, then letting r = 2 would allow for discovery with a probability of
1− (1− 0.7)r = 91%. As we will see in the next section, having r > 1 is also useful for
resolving probe collisions. In the simulations and testbed evaluations that follow,
we have used r = 2.

We first evaluate the enhanced algorithm in simulations on the multihop network
shown in Fig. 6.8. It consists of 50 nodes, each with a transmission range of 30m. We
assume that communication is reliable and use p = 200 to have nominal duty-cycle
of 1%. As before, we evaluate the latency and energy consumption of our protocol.

Fig. 6.9 shows the running average (top) and instantaneous value (bottom) of
the duty cycles of the nodes over time. While the general behavior (a temporary
increase in the duty cycle during an period of intense discoveries, followed by a return
to the nominal duty cycle of Searchlight) is the same as for the clique, there are
also distinct differences. First, the performance in the network scenario is location
dependent, and different nodes have (sometimes very) different duty cycles. Second,
the maximum duty cycle is substantially increased. Nodes 15 and 26, which have
the largest two-hop neighborhoods, have the highest peak duty cycles, while nodes
3 and 41, which have small two-hop neighborhoods, have low peak duty cycles.

Fig. 6.10 shows the worst case latency in the network. The results are similar
to the clique, but the performance is location-dependent; consider for example the
long latencies for the sparsely connected nodes 3 and 41.
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6.6 Implementation

This section describes some of the practical aspects that arise in the implementation
of our discovery protocol. We implemented both Searchlight [Bakht et al., 2012]
and our proposed protocol on top of the Contiki OS [Dunkels et al., 2004a]. The
Contiki OS is a lightweight open source operating system for wireless sensor nodes.
Contiki is built around an event-driven kernel and provides an optional preemptive
multithreading functionality that can be applied to individual processes. We also
made extensive use of the COOJA simulation [Osterlind et al., 2006b] for debugging
the C code used in the experimental evaluation on real hardware. We implemented
our protocol at the RDC (Radio Duty Cycle) layer, and disabled the default RDC
MAC of the Contiki OS [Dunkels, 2011]. Below, we describe some implementation
decisions in some more detail.

Initialization: our protocol has two parameters: the period length p, and the
retry limit r. We use the expression for Searchlight’s duty cycle under stripe probing
p⌊p/4⌋ to set the period length. Aiming for a duty cycle of 1% and 1.5%, we set
p = 200 and p = 133, respectively. As discussed earlier, we used a retry limit of
r = 2. At the beginning of the operation, each node i starts with a random offset
oi ∈ [0, p − 1]. We use oi as the starting anchor slot. This random offset mimics the
lack of synchronization between nodes in a real deployment.

Time slot scheduling: the operation of the protocol is governed by a Protothread
function and a real-time timer for precise timing. Protothreads [Dunkels et al.,
2006] is a programming abstraction for event-driven sensor network systems that
simplifies implementation of high-level functionality on top of event-driven systems,
without significantly increasing the memory requirements. The Contiki rtimer library
provides scheduling and execution of real-time tasks with predictable execution
times. The rtimer library uses its own clock module for scheduling to allow a higher
clock resolution [Dunkels et al., 2004a]. This feature of the rtimer library allows to
accurately schedule nodes to wake up at each node’s anchor and probe slots. We
have used 10 ms time slots, a standard value in WSN literature [Dutta and Culler,
2008] and on TelosB motes [Tinka et al., 2010a, Watteyne et al., 2009].

Normal and targeted probing: each node dynamically updates the position of
its normal probe slots according to Searchlight’s stripe probing mechanism: at the
beginning of each period, the position of the normal probe slot is incremented by 2
and reset to zero if this value exceeds ⌊

p
2 ⌋ + 1. To activate epidemic probe slots, for

each active slot, node i searches the set M (u)
i for nodes whose anchor offset is equal

to the current time slot and for which the number of discovery attempts has not
been exceeded.

Preventing beacon alignment and collisions: within a time slot, the second beacon
is sent with a small random offset. We used this approach because we observed
that beacon collisions sometimes occurred when slots were aligned. The random
offset is drawn from a uniform distribution on the interval of [2,6] CCA durations
(320-960 µs). The use of random offsets has been shown to reduce the number of



100 Deterministic information exchange in proximity-based networks

Table 6.1: Testbed and hardware specifications

Description Value
Testbed Indriya [Doddavenkatappa et al., 2012]
Number of Nodes 100
Number of hops 5 to 9
Mote Platform TelosB
Max. Trans. Power 0 (dBm)
Radio transceiver TI CC2420, 2.4 GHz (ISM band), 250kbps
MCU TI MSP430, 8MHz, 10KB RAM, 48KB flash
RF Channel used 11
Experimental time 1 hour (testbed constraint)

direct collisions and enhance the power of the capture effect in [Landsiedel et al.,
2013].

Variable packet size: the size of the discovery packets in our protocol depends
on the size of the neigbor table of the transmitting node. Each node is described by
four bytes: one byte for the node-id, one byte for the anchor offset, another byte for
the period, and the remaining byte for the hop count.

6.7 Experimental validation in multi-hop networks

We conducted all our experiments at the Indriya [Doddavenkatappa et al., 2012]
testbed. Indriya is a large-scale and low-power wireless sensor network testbed,
consisting of 100 TelosB [Polastre et al., 2005] motes built on an active-USB
infrastructure at National University of Singapore. The TelosB platform has a
TI-MSP430 micro-controller clocked at 8MHz and equipped with 10KB of RAM and
48KB of internal flash memory. The TelosB motes use the TI CC2420 radio, which
is compliant with the IEEE 802.15.4 standard and operates in the 2.4GHz ISM
band. The IEEE 802.15.4 standard splits this frequency band into 16 channels (11 to
26). In our experiments we used channel number 11 instead of the commonly used
channel 26. We made this choice since channel 26 is free of Wi-Fi interference, while
channel 11 is heavily interfered. This allows to test the protocol in an environment
that coexists with an external source of interference. Table 6.1 summarizes the
experimental parameters that we used.

The results presented next summarize the information in the collected log files.
Each case under study was evaluated for 1 hour (the maximum time quota allocated
to us by the testbed administrator). When booting up, nodes are configured to repeat
the experiment for the maximum number of rounds possible within the allotted time.
During their operation, each node writes the following information to its log file
every time it discovers a new neighbor: (1) its own node ID, (2) the ID of the newly
discovered node, (3) the current time, (4) the total number of neighbors discovered
so far, (5) the number of active slots used so far, and (6) the number of active
slots spent in the current period. Nodes boot up and repeat the discovery process
at random instants of time, which mimics a realistic network environment where



6.7. Experimental validation in multi-hop networks 101

nodes start the discovery process in an unsynchronized manner. In all scenarios,
we evaluated both Searchlight and its epidemic counterpart, focusing on the two
performance metrics: latency and duty cycle. In addition, since communication in
the test-bed is unreliable (due to interference, fading and collisions), we also evaluate
the effect of packet losses on Searchlight and its epidemic counterpart. The lossy
nature of communications causes some new effects not seen in the simulations, and
reveal some additional strengths of epidemic probing.

6.7.1 Node degree

In a real deployment, the concept of neighbors is not as clear cut as in idealized
simulations. Time-varying fading and external interference might cause even close
by nodes to become temporarily unreachable. Conversely, packet reception rates
between two nodes that normally cannot communicate sometimes improves and
allows for discovery of nodes that we would not normally consider as neighbors. For
these reasons, we do not consider worst-case discovery latency as a metric in the
testbed evaluations. Instead, we focus on the number of neighbors discovered over
time.

Figure 6.11 show the number of discoveries that occur directly (dot-star) and
the number of discoveries that happen through extra probing due to epidemics
(dotted) as well as the sum of the two, i.e., the total average number of neighbors
discovered (solid thick lines). Thus, the dotted lines correspond to the performance
of Searchlight, while the full lines show the (significantly improved) performance of
epidemic probing.

In Searchlight, packet losses delays discovery of neighbors in increments of hyper-
periods (a significant time!) In epidemic discovery, on the other hand, the targeted
probes are persistent and attempt to discover a neighbor multiple times. This gives a
more robust approach to neighbor discovery under unreliable communication. Note
that in some cases, the link quality between two nodes are asymmetric, leading to
discoveries in which only one of the two nodes obtain the information.

Figure 6.12 shows the number of neighbors discovered by each node at the
end of the experiment using Searchlightand epidemic probing, respectively. The
results show that on average, epidemic discovery discovers twice as many nodes as
Searchlight. The gap observed for nodeIDs 86 to 114 is simply because these nodes
were not available for use in the testbed.

6.7.2 Energy consumption

Fig. 6.13 shows how the instantaneous duty-cycle increases momentarily, and then
returns to the nominal 1%-duty cycle of Searchlight, much like what we observed
in simulations. The small peaks observed during the stationary period are due
to discovery attempts of nodes not previously known. This is also an artifact of
lossy communication: sometimes, the epidemic dissemination is delayed due to
packet losses. The inner plot highlights the location-dependent performance, where
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nodes with large two-hop neighborhoods have high peak duty cycles, while sparsely
connected nodes have lower energy consumption.

6.7.3 Trade-off between energy and latency

It has been shown (e.g., in [Bakht et al., 2012]) that one can reduce the discovery
latency by increasing the duty cycle. As a result, there is a trade-off between the
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Figure 6.14: Average duty-cycle over time.

energy spent per hyper-period and the latency. Searchlight was observed to (and,
later, proven to [Sun et al., 2014]) to give the best energy-latency Pareto curve.
In other words, for a given duty-cycle, Searchlight would have the lowest latency
among the discovery protocols. In Fig. 6.15 we demonstrate that the introduction
of epidemic probing allows to improve the Pareto curve of Searchlight and achieve
an even better energy-latency trade-off.
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6.8 Summary

We have proposed a simple yet novel protocol for rapid and deterministic neighbor
discovery that employs epidemic probing, a mechanism that dynamically increases
the number of active slots whenever this is likely to be useful. During network
formation or topology changes, the protocol temporarily spends more energy in
speeding up discovery and then returns to a low-energy mode. This results in a
protocol with dramatically decreased discovery times and a long-term average energy
consumption close to the current state-of-the-art Searchlight protocol. Significant
performance benefits were reported in simulations and real-world deployments, in
cliques and multi-hop networks, and under reliable and unreliable communication.



Chapter 7

Multichannel MAC protocol for low-power
wireless networks

This chapter presents the design, implementation, and evaluation of a sender-initiated
and asynchronous medium access control (MAC) protocol for low-power wireless
networks.

The research in MAC protocols for low-power wireless networks has essentially
focused on energy efficiency, reliability, and performance guarantees in critical
applications. Much of the literature on energy-efficient communications exploits
radio duty cycling, a technique that allows a radio to operate most of the time in sleep
state and only wake up for very short instances of time to transmit data or sample
the channel for incoming packets. Duty-cycling can be classified as synchronous,
asynchronous, or hybrid. In synchronous duty-cycling [Van Dam and Langendoen,
2003, Ye et al., 2002], nodes are synchronized so as the wake-up states of nodes
coincide. In asynchronous duty-cycling [Dunkels, 2011, El-Hoiydi and Decotignie,
2004, Polastre et al., 2004], the wake-up schedules of the sender and the receiver are
decoupled. Decoupling the sender and receiver schedules eliminates synchronization
overhead and simplifies implementation. Finally, there are hybrid approaches which
combine both synchronous and asynchronous duty-cycling [Halkes and Langendoen,
2007, Rhee et al., 2008b, Zheng et al., 2005].

Depending which side triggers the communication, MAC protocols can be broadly
classified into sender-initiated, and receiver-initiated. In sender-initiated MAC proto-
cols, e.g. [Dunkels, 2011, El-Hoiydi and Decotignie, 2004, Pister and Doherty, 2008a,
Polastre et al., 2004], the transmitter starts the communication while the receiver
samples (listens) the channel at regular intervals. In receiver-initiated MAC protocols
such as [Dutta et al., 2012, El-Hoiydi et al., 2004, Musăloiu-E et al., 2008, Sun et al.,
2008], the receiver broadcasts a probe signaling that it is available to receive data,
which triggers the sender to start transmitting data. Receiver-initiated protocols
address the hidden terminal problem better than sender-initiated protocols [Dutta
et al., 2012, Sun et al., 2008] and offer a natural collision resolution mechanism
in bottleneck traffic. However, as channel probing consumes more energy than the
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quiet channel sampling used in sender-initiated protocols [Dutta et al., 2012], these
advantages come with an increased energy cost for signalling.

The vast majority of sensor network research has focused on single-channel
communications. Only quite recently, the interest has shifted towards multichannel
communications to improve throughput and reliability by supporting multiple
coexisting data flows in the same collision domain. Examples of multichannel MAC
protocols include [Dutta et al., 2012, Pister and Doherty, 2008a, Tang et al., 2011].
Designing an efficient asynchronous multichannel MAC protocol is challenging. Since
nodes can only hear probes on the channel they listen to, a direct combination of
a standard asynchronous MAC protocols and channel-hopping will be inefficient
due to the long latencies before nodes rendez-vous on the same time-frequency
resource. Using a dedicated channel for negotiating channel assignment on a per-
packet basis will quickly lead to congestion and limited use of the full frequency
resource. Furthermore, the lack of shared time slots in asynchronous protocols makes
it difficult to ensure that all neighbors receive a single broadcast packet.

We focus on sender-initiated and asynchronous MAC protocols, and present
e2mc-MAC - an energy-efficient multichannel MAC protocol for low-power wireless
networks. The protocol combines a novel mechanism for rapid schedule learning that
avoids per-packet channel negotiations with use of burst data transfer to provide
efficient support multiple contending unicast and parallel data flows. The rapid
schedule learning mechanism enables low-latency and energy-efficient multi-channel
communications, reducing sender preambles to a minimum by accurately predicting
wakeup times and channel occupancies of other nodes. By reserving one channel for
and broadcast traffic and control messages, while using all the other channels for
unicast data transfer, e2mc-MAC can offer a full broadcast service and be made
completely interoperable with existing networking stacks.

7.1 Outline and Contributions

The remainder of the chapter is organized as follows. Section 7.2 reviews related
work on MAC protocols and highlights the key differences between e2mc-MAC and
alternatives in the literature. Section 7.3 presents a design overview and motivates
the design choices made in the duty-cycling mechanism of e2mc-MAC. In addition,
the section also describes the rapid schedule learning mechanism and its key features.
Section 7.4 details several implementation aspects of e2mc-MAC, such as packet
scheduling in unicast and broadcast. Section 7.5 presents our evaluations of the
e2mc-MAC protocol on a variety of network scenarios, in simulations and in real
deployments. A discussion about results and limitations is given in Section 7.6.
Finally, in Section 7.7 we summarize our findings and propose some future extensions
to the protocol.

7.1.1 Contributions
This chapter makes the following contributions:
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● We present a complete design, implementation, and evaluation of an energy-
efficient multichannel MAC protocol for low-power wireless networks.

● The protocol integrates the concepts of sender-initiated communication, asyn-
chronous transmissions, duty-cycling, and asymmetric channel sampling into an
energy-efficient low-power multichannel MAC protocol,

● We introduce a novel rapid schedule learning mechanism that enables low-latency
energy-efficient communication, reducing channel sampling to a minimum.

● We conduct extensive evaluation by simulations and experimentally in a large
scale testbed, and demonstrate interoperatbility, and how the proposed MAC
protocol deals effecitvely with multiple parallel and concurrent unicast flows.

7.2 Related work

There is also a growing number of multi-channel MAC protocols, e.g. A-MAC [Dutta
et al., 2012], Y-MAC [Kim et al., 2008], CAM-MAC [Luo et al., 2006], and EM-
MAC [Tang et al., 2011]. In the first three protocols, there is a continuous channel
negotiation between the sender and the receiver prior to any data transmission.
EM-MAC [Tang et al., 2011] uses a pseudo random number channel hopping and a
predictive wake-up scheduling. Both EM-MAC [Tang et al., 2011] and A-MAC [Dutta
et al., 2012] are receiver-initiated protocols and rely on channel probing. In larger
networks, probe transmissions can congest the channel and cause unnecessary back-
offs, resulting in excessive delays in the data transmission. More recently, the authors
in [Duquennoy et al., 2015] proposed Orchestra, a time slotted multichannel MAC for
(that mimics) dynamic networks. However, Orchestra cannot support bursty traffic,
since each node schedule runs on pre-allocated time slots that repeat periodically.
Therefore, it cannot transmit on consecutive time slots to a neighbor.

In contrast, e2mc-MAC is sender-initiated, where nodes listen quietly to the
channel for incoming data packets and do not transmit probes. It also introduces a
novel rapid schedule learning mechanism that makes the protocol much more agile
than, e.g. EM-MAC by effective use of burst transfers and the introduction of a
broadcast functionality, the protocol is fully interoperable with existing low-power
wireless stacks and can be readily deployed on real WSN nodes.

7.3 Design overview

The e2mc-MAC fulfills the following design goals:
● energy-efficient operations using very low duty-cycles,
● asynchronous, sender-initiated medium access,
● reliable low-latency multichannel data transmissions,
● interoperability with existing communication stacks.
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7.3.1 Design choices

Energy-efficiency is one of the key metrics of any low-power wireless MAC protocol.
Previous work [Buettner et al., 2006, Polastre et al., 2004, Ye et al., 2002] have
shown that the bulk of the energy consumption on a sensor node comes from the
radio transceiver, while the energy expenditure of other processing tasks can be
considered negligible. An important step towards low power consumption is therefore
to use radio duty-cycling, i.e. to let the radio only wake up for very short instances
of time to transmit data or sample the channel for incoming packets.

We focus on asynchronous duty-cycling, since it avoids the overhead of tight
synchronization and eliminates the need for global scheduling of transmitters and
receivers. To further decrease the signalling overhead, we focus on sender-initiated
protocols; however, an analogous receiver-initiated protocol can be designed using
similar principles.

A potential drawback with asynchronous MAC protocols is the latency and
energy-inefficiency associated with contention and collisions. To alleviate these prob-
lems, we use multichannel communications to reduce contention between contending
nodes in a single domain. Properly designed, multi-channel MAC protocols can
support multiple contending or parallel data flows in the same collision domain
with minimal or no contention. Although this is not the focus of the current work,
we note that multichannel communications can also be used to increase reliability
and to achieve a higher throughput [Incel et al., 2011, Pister and Doherty, 2008a,
Watteyne et al., 2010, Wu et al., 2008].

7.3.2 An asynchronous, sender-initiated and multi-channel
MAC protocol

Admittedly, asynchronous medium access and sender-initiated communications are
widely implemented mechanisms, and multi-channel communications is receiving
an increased attention in the sensor networking community. A key novelty of e2mc
MAC is to integrate the concepts of a rapid schedule learning and multi-channel
medium access into an unified duty-cycling operation. By also making clever use of
burst transfers, this leads to a protocol for low-latency and energy-efficient multi-
channel communications that eliminates the need for continuous channel negotiation
before data transmissions. Finally, by incorporating the support for broadcast
communications e2mc-MAC offers a complete MAC layer, fully interoperable with
the Contiki protocol stack.

In the e2mc-MAC duty-cycling mechanism, nodes sample their data channel
to detect incoming data packets; see Figure 7.1. The channel sampling occurs
periodically, once every channel sampling interval. Nodes align the beginning of
their channel sampling interval with the beacons that they transmit in the rapid
schedule learning protocol, so as to enable transmitting nodes to accurately predict
the wake-up time of their intended receivers. In e2mc-MAC, nodes can be configured
to use the same or different channel sampling intervals. We refer to the first case
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Figure 7.1: An example of duty-cycling in e2mc-MAC with 3 nodes. Each node
performs channel sampling in both the common control channel (black) and its
dedicated data channel. e2mc-MAC, also integrates a rapid schedule learning to the
duty-cycling protocol (i.e, A, P), whose main purpose is to attain knowledge of other
neighbors operating on different channels. Rapid schedule learning removes the need
for continuous channel negotiation between the sender and the receiver prior the
transmission of each data packet.

as symmetric channel sampling, the later as asymmetric channel sampling. The
use of asymmetric channel sampling intervals can sometimes be useful to adapt
the sampling overhead in case of heterogeneous traffic rates and energy budgets of
nodes.

e2mc-MAC is a sender-initiated MAC layer, where the sender always triggers
data packet transmissions a short time before the intended receiver is expected to
wake up. Upon packet detection, the receiver remains awake to receive the leading
data packet. If the receiver detects that the packet is not addressed to another node,
it quickly returns to sleep; otherwise it acknowledges the packet and stays awake to
receive any additional packets sent using burst mode.

The e2mc-MAC uses multichannel communications to ease contention and reduce
the number of collisions, thereby reducing energy consumption and increasing
reliability. Each node is configured on two channels: (i) a control channel, which is
used by the rapid schedule learning protocol and for broadcast communications and
(ii) a data channel, which the node uses to receive incoming unicast data packets
(unicast transmissions occur on the data channel of the intended receiver). Nodes
acquire knowledge about the operating channels and channel sampling intervals
of neighbors using a rapid schedule learning protocol. This protocol removes the
need for continuous channel negotiation between sender and receiver prior the
transmission of each data packet used in e.g. [Dutta et al., 2012]. Each node beacons
information about itself and about already known neighbors in an epidemic fashion
on the control channel. Upon reception of a beacon, a node also becomes aware
of the data channel and the channel sampling intervals of indirect neighbors. A
node can confirm the existence of its direct neighbors using targeted receptions
(described in detail in the next section). The schedule learning process is governed
by the energy budget that nodes can spend on discovery, and it can be configured
to run on very low duty-cycles. A more aggressive discovery can be used when there
is a need for a rapid information gathering, e.g. at the boot time of nodes.
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Figure 7.1 shows three nodes operating on different data channels (and share a
common control channel). The figure shows that by knowing the channel sampling
interval and beacon offset of a neighbor, nodes can easily compute the wake time of
that neighbor.

7.3.3 MAC and schedule learning

The e2mc-MAC uses sender-initiated communications, where transmitters tune into
the data channel of the intended receiver and start transmission a little before the
time it expects the receiver to wake up. To learn the data channels and wake-up
times of its neighbors, the protocol uses a rapid schedule learning protocol. In this
protocol, nodes beacon information about data channels, channel sampling intervals,
and information beacon intervals of itself and of known neighbors. These beacons
facilitate an epidemic information dissemination where the nodes in the network
learn about other nodes much faster than using alternative learning protocols such as,
e.g., [Tang et al., 2011]. In contrast to many earlier designs [Dutta et al., 2012, Sun
et al., 2008, Tang et al., 2011] we run the schedule learning protocol separately from
the data transmissions. This separation facilitates interoperability and allows to run
the learning on a (sometimes very) different duty cycle than the data transmissions
themselves.

Rapid schedule learning

The rapid schedule learning protocol, is an extension of the concepts presented on
Chapter 6. We extend those concepts to exploit epidemic information dissemination,
which enables dramatic speed-ups in the time required to fully learn the data channel
and channel sampling intervals of neighbors.

In Chapter 6 and Section 6.3, we defined tij to be the time at which node i
discovers node j. Since we assume mutual discovery, tij ≡ tji. When node i discovers
node j, it shares (i) the number of slots δi(tij) of the current slot from the anchor
slot of the current period and the size of its period pi, its channel sampling interval,
and the channel number it operates. Node j shares the corresponding information
with node i. Thus, node j can deduce that future anchor slots of node i will appear
at

tij − δi(tij) + kpi, k = 1,2, . . . , (7.1)

and, similarly, node i can deduce that future anchors of node j will appear at slots

tij − δj(tij) +mpj , m = 1,2, . . . . (7.2)

As a result, given the offset and the period, each of the nodes can determine when
anchor slots of the other node will appear. For example, node j can compute the
offset of the anchor slots of node i relative to its own anchor slots as the difference
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between the future anchor slots for both nodes, i.e., by subtracting (7.2) from (7.1)
to find

δji(tij , k,m) = tij − δi(tij) + kpi − (tij − δj(tij) +mpj)

= δj(tij) − δi(tij) −mpj + kpi, (7.3)

where k,m ∈ N (N is the set of natural numbers). This will be the key expression for
computing and updating δij , the offset to the first anchor slot of node j relative to
the start of the most recent period of node i. Note that no reference to global time is
needed to evaluate the expression, all that is required is the quantity δi(tij)− δj(tij)
and the period size of the nodes.

By increasing k and m node j finds the number of slots between the k-th anchor
slot (after the discovery time) of node i and the m-th anchor slot of node j. As
a result, at every time instant t, node j is able to determine δi(t) of every node i
discovered so far.

Remark 7.3.1. When node i discovers node j, it shares (i) the number of slots
δi(tij) of the current slot from the anchor slot of the current period and the size
of its period pi, its channel sampling interval, and the channel number it operates.
Node j shares the corresponding information with node i.

Discovering the schedule of 1-hop neighbors

When nodes j and ` discover each other, node j provides, apart from its information
(δj(tj`) and pj), the corresponding information for all nodes i discovered by j until
time instant tj`. As a result, node ` can determine the location of the anchor slots of
node j (for passing this information to future discoveries) and those of its discovered
neighbors, for which it will initiate targeted probes for direct discovery.

At discovery of node i by node j, m = 0 and node j computes δji by adjusting
k until it finds the smallest non-negative value of δji(tij , k,0); if we denote the
corresponding k by k0, we have δji(tij , k0,0). At the next period start of node i,
m = 1 so

δji = δji(tij , k,1) = δj(tij) − δi(tij) − pj + kpi =
= δji(tij , k0,0) + (k − k0)pj − pi.

To maintain its data structure up to date, node j now needs to adjust δji(tij , k0, 0)
so that it becomes equal to the smallest non-negative value of δji(tij , k,1). We see
from the expression above that we can do this by subtracting pi from the current
value of δji, and then add multiples of pj until the value becomes non-negative.

In a multi-hop network, neighbors of j are not necessarily direct neighbors of
`. For this reason, node ` only makes a limited number of attempts to discover
nodes which it has become aware of via the discovery probes. If all attempts are
unsuccessful, then the packet reception rates to the targeted node are deemed so
low so that further probing would only be a waste of energy. In several applications,
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(a) Example of
a simple multihop
network.

(b) An example of deterministic neighbor discovery with
epidemics. Red-blue overlapping is normal Searchlight oper-
ation, while blue-green overlapping is based on the received
epidemic information.

Figure 7.2: Rapid schedule learning works based on on information received through
epidemics. Extra probe slots are activated to probe for possible neighbors, while
maintaining the same low-power characteristics as Searchlight. Consider the network
in Figure 7.2a and assume that we have an initial sequence of discoveries (2⇆3) and
(2⇆4). Using the received epidemic information node 4 is able to discover node 3 earlier.
Likewise, node 1 will attempt to discover nodes 3 and 4 after it receiver a beacon from
node 2. After a number of attempts, node 1 will give up trying to discover node 4,
because, is not its neighbor.

the knowledge of two-hop neighbors is desirable since it facilitates routing and other
applications (see, for example, [Diop et al., 2013, Han et al., 2013, Lo and Kuo,
2008] and references therein).

Remark 7.3.2. In a multi-hop network, neighbors of j are not necessarily direct
neighbors of `. For this reason, node ` only makes a limited number of attempts to
discover nodes which it has become aware of via the discovery probes. By maintaining
a list of the two-hop neighbors, a node avoids targeting the same two-hop neighbor
again, thus saving energy and avoiding possible collisions with other active neighbors.

As an illustrative example, consider the network in Fig. 7.2a and its timeline
operation (Fig. 7.2b). Here we assume a symmetric neighbor discovery (under the
same period pi = pj = p). Initially, there is a normal sequence of discoveries (anchor-
probe overlap) between (2⇆3), and (2⇆4). There can also be probe-probe overlaps,
e.g., when the last discovery makes node 4 aware of node 3 at a distance of 2 hops
away. Using this information, node 4 computes its offset to the anchor slot of node
3 and activates an extra probe slot (first blue-green overlap). Next, node 2 discovers
node 1, which becomes aware of nodes 3, and 4. Using this 2-hop information, node
1 is able to discover node 3 earlier. If the communication is reliable one attempt to
discover if another node is a neighbor is enough. Otherwise, a number of attempts
should be made before a node realizes that another node is not in its neighborhood.

Beacon packet contents

The payload of beacon packets contain information about the node itself and its
one-hop neighbors. For each node, the following information is transmitted: the
node Id, the node offset (δj(tj`)), the beaconing period (pj), the channel sampling
interval, the data channel and the hop count. Note that the hop count allows the
receiving node to ignore node entries whose hop count value is larger that a certain
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Table 7.1: Hardware and software specifications
Description Value
Operating system Contiki OS v2.7 [Dunkels et al., 2004b]
Simulation environment Cooja [Osterlind et al., 2006b]
Testbed Indriya [Doddavenkatappa et al., 2012] 100 nodes
Mote platform TelosB [Polastre et al., 2005]
Max. trans. power 0 (dBm)
Radio transceiver TI CC2420, 2.4 GHz (ISM band), 250kbps
MCU TI MSP430, 8MHz, 10KB RAM, 48KB flash
RF channels 16

threshold. By design, nodes can only accept packets whose hop count is equal to 1
(i.e, only advertisements from direct neighbors).

We encode the parameters of each beacon packet entry, except the first two
parameters, since it shortens the length in bytes of each entry in the beacon packet.
For example, since the IEEE 802.15.4 splits the ISM band into 16 orthogonal
channels, 4 bits is enough to encode all channels.

7.4 Implementation details

This section describes our implementation of the e2mc-MAC protocol in some more
detail.

7.4.1 Hardware and software support
We implemented e2mc-MAC at the radio duty cycle (RDC) layer of the Contiki
OS [Dunkels et al., 2004a]. Contiki is a lightweight open source operating system
for wireless sensor nodes. It is built around an event-driven kernel and provides an
optional preemptive multi-threading functionality that can be applied to individual
processes. In our development process, we made extensive use of COOJA [Osterlind
et al., 2006b] for simulation and for debugging the C code used in the experimental
evaluation on real hardware. Experiments were carried out on TelosB wireless
sensor nodes. The TelosB platform has a Texas Instruments (TI) TI-MSP430 micro-
controller clocked at 8MHz and equipped with 10KB of RAM and 48KB of internal
flash memory. TelosB motes use the TI CC2420 [TI, 2006] radio, which is compliant
with the IEEE 802.15.4 family of standards. The radio operates in the 2.4 GHz
ISM band and offers a data rate of 250kbps. The IEEE 802.15.4 standard splits
ISM frequency band into 16 channels (11 to 26). The development environment is
summarized in Table 7.1.

7.4.2 Wake-up schedule management
The wake-up schedule in the e2mc-MAC protocol is governed by a Protothread
function and a real-time timer for precise timing. Protothreads [Dunkels et al.,
2006] is a programming abstraction for event-driven sensor network systems that
simplifies implementation of high-level functionality on top of event-driven systems,



114 Multichannel MAC protocol for low-power wireless networks

without significantly increasing the memory requirements. The Contiki rtimer library
provides scheduling and execution of real-time tasks with predictable execution
times. The rtimer library uses its own clock module for scheduling to allow a higher
clock resolution [Dunkels et al., 2004a].

The rapid schedule learning is then implemented as a Contiki process invoked
within the wake-up schedule mechanism at specific instances of time. The main
process schedules the transmission of anchor beacons, while another process handles
the transmission of probe beacons. The reason is that anchor beacons must have
a precise timing to facilitate discovery by other nodes. Nodes encode the beacon
information carefully to reduce the size of the beaconing packets. The receiving
nodes use a proper function to recover the contents of each encoded field. To prevent
unwarranted preemptions, we use a mutex variable to arbitrate which process is
allowed to execute at any given time, since Contiki allows real-time timers to preempt
any Contiki process.

Other tasks performed by the main process include scheduling packet transmis-
sions and performing channel sampling for detecting incoming packets. When a
packet is detected and addressed to the node itself, a flag is set to keep the radio on
and to wait for the next packet. If no packet is received after a deadline, the radio
is switched off.

7.4.3 Unicast communications

Unicast data packet transmissions follow the traditional mechanism of sender-
initiated MAC protocols: the receiver samples the channel at regular intervals to
detect incoming packets, while the sender begins data packet transmission just prior
to when the receiver is expected to be awake. In the e2mc-MAC protocol, the sender
also has to tune its transceiver to transmit in the data channel of the intended
receiver. This process adds an additional channel switching delay that must be
carefully taken into consideration.

To prevent collisions, the sender performs a CCA before commencing packet
transmission. When the medium is found busy, nodes back-off and retransmit their
packets later. We use a random number of CCAs in the interval between two and
six before data transmissions. The randomness is used to prevent simultaneous
transmissions of two or more nodes with a common receiver.

Packet transmissions occur when the medium is detected to be clear. Since the
receiver wake-up schedule is known to the sender, the sending node terminates
packet transmissions when either the receiver has acknowledged the packet, or the
packet transmission time is exceeded. There are several reasons for why a packet
might not be acknowledged: the receiver clock might have drifted away, it may
be transmitting data to another node (typically on another channel), or there
may be packet collisions at the receiver due to hidden terminal problems. In our
implementation, we have used a time-out of 24 ms, after which the sender terminates
its transmission attempts.
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7.4.4 Earliest awake packet scheduling

To coordinate the transmissions to multiple receivers with the wake-up schedule,
e2mc-MAC uses per-flow packet queues and copies packets into the transmission
queue based on an earliest awake first principle. The basic building blocks of the
packet scheduler are illustrated in Figure 7.3.

When the upper layers request a packet transmission, the packet classification
module places the outgoing packet to its per-flow queue in the packet queue module.
In our implementation, the flow ID is simply equal to the destination data link
address. It is the responsibility of the main process (arrow into the packet scheduler)
to initiate the actual radio transmissions. To this end, the packet scheduler queries
the schedule learning module about the data channel, channel sampling offset and
beacon offset of each flow ID. This informations allows the packet scheduler to
compute the wake-up time of the receiver. The packet scheduler copies the packet
to the transmission queue according to earliest awake first. A timer is set to expire
right before the wake-up time of the receiver, and to invoke the radio transceiver to
switch to the appropriate channel and begin transmission.

Remark 7.4.1. No packet is actually copied to the transmission queue. The packet
scheduler simply posts a callback function with a pointer to the head each queue.
When the timer expires, this callback function transmits the packet.

Remark 7.4.2. When two or more receivers have the same wake-up time, only one
receiver is scheduled and the remaining ones are scheduled later.

When there are more than one packet in the transmission queue for a scheduled
flowID, we use burst data transmissions to flush the queue and make efficient use of
the medium. For each outgoing packet, the sender sets the packet pending bit to 1.
This bit informs the receiver not to turn the radio off, because, there are packets
pending for immediate transmission at the sender.

7.4.5 Enabling broadcast communications

It is absolutely essential for any general-purpose MAC to support broadcast commu-
nications. Many upper layer services rely on broadcast to exchange information with
all nodes in a neighborhood. For example, the collection tree protocol, CTP [Gnawali
et al., 2009], the ETX routing metric computations [De Couto et al., 2005b], and a
variety of service and neighbor discovery protocols [Dunkels et al., 2011b, Gonga
et al., 2013] all require that the MAC layer provides a broadcast service. It is not
easy to design an efficient broadcast mechanism for asynchronous multi-channel
MAC protocols. The absence of a global transmission schedule makes it difficult to
support a dedicated time/channel resource for broadcast messages. One approach,
used by ADB [Sun et al., 2009] to extend RI-MAC to provide a broadcast service, is
to schedule the broadcast packet individually (i.e. as separate unicast transmissions)
to each neighbor. This technique is feasible for small networks when the node degree
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Figure 7.3: Earliest awake first (EAF) packet scheduling. (i) the receiver’s link address
of the outgoing packet, defines its flow-Ids, i.e, its queue identifier. (ii) the packet
scheduler queries the schedule learning module for information per each flow-Id. (iii)
with the information, the packet scheduler can schedule the packets of each flow to
the intended receiver.

is fairly small. For dense networks, such as the Indriya [Doddavenkatappa et al.,
2012] testbed, many nodes have over 25 neighbors and the energy efficiency is
degraded severely if the same packet has to be sent to all neighbors individually.

For this reason, in e2mc-MAC we make the design choice to let nodes use the
control channel for broadcast communications. The drawback with this approach,
apart from potential congestion of the control channel, is that nodes need to perform
packet detection in both the data and the control channels (see Figure 7.4). The
channel sampling in the control channel is scheduled just before the sampling of
the data channel, and with the same channel sampling interval as for the unicast
transmissions. This order reduces channel switching and gives a preference to
broadcast traffic over unicast. This priority also enhances the reliability of the
broadcast service, since many modern brodcast protocols do not retransmit broadcast
packets. Since our broadcast is essentially single-channel, we can adopt the broadcast
mechanism from BoX-MAC [Moss and Levis, 2008], A-MAC [Dutta et al., 2012],
and ContikiMAC [Dunkels, 2011]. Here, nodes send a sequence of broadcast packets
for a full channel sampling interval (in the case of asymmetric channel sampling, we
use the maximum allowed channel sampling interval). This allows all neighbors in
the vicinity to detect and receive the broadcast packet. This approach trades energy
for a reliably broadcast communication.

7.4.6 Interoperability

One of the main disadvantages of several recent MAC protocols in the literature is
the lack of interoperability with existing protocol stacks and coexistence with other
MAC protocols. e2mc-MAC is fully compatible with the Contiki OS networking
stack, including the ContikiMAC [Dunkels, 2011]-the default RDC layer in Contiki
OS. A node running e2mc-MAC is able to communicate with another node running
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Figure 7.4: Scheduling broadcast packets. (i) nodes use the control channel for
broadcast communications, (ii) each node also performs packet detection in the control
channel.

ContikiMAC: the protocols use the same link-layer packet formats, sender-initiated
data transmissions, and similar channel sampling mechanisms. However, interop-
erability requires that nodes running ContikiMAC are configured to communicate
on the control channel used by the e2mc-MAC nodes. Furthermore, all networking
protocols that can run on top of ContikiMAC can also run on top of e2mc-MAC
without any modifications.

7.5 Results

This section presents evaluations of e2mc-MAC in simulations and testbed deploy-
ments.

7.5.1 Evaluation methodology

We evaluated packet delivery ratio and energy consumption (duty-cycle) in several
scenarios using both simulations using COOJA [Osterlind et al., 2006b], and via
deployments on the Indriya [Doddavenkatappa et al., 2012] testbed. To measure the
energy efficiency, we used Powertrace [Dunkels et al., 2011a] - a network-level power
profiling tool for low-power wireless networks. We considered both clique networks
and multi-hop networks.

The single-hop clique topology is used to evaluate the effects of multiple coexisting
unicast data flows in a single collision domain. All nodes run Contiki OS, and we
compare the e2mc-MAC with ContikiMAC. We measured the packet delivery ratio
under moderate and burst data traffic.

We use the multihop network topology to demonstrate the performance impact
of the MAC protocol on applications with multiple parallel data flows. In particular,
we perform data collection over Contiki Collect [Dunkels et al., 2007] - an address-
free collection protocol similar to the Collection Tree Protocol (CTP) [Gnawali
et al., 2009]. Similarly to the single hop case, all nodes run Contiki OS, and we
compare the e2mc-MAC and ContikiMAC. To demonstrate interoperability, we
also evaluated the performance of our MAC protocol on the IPv6 stack of Contiki
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running RPL-Collect [Winter et al., 2012]. In all our simulations, we do not consider
fading and path loss, but packets are only lost due to collisions.

In addition to simulations, we also performed experimental evaluations of e2mc-
MAC in the Indriya [Doddavenkatappa et al., 2012] testbed. Indriya is a large-scale
low-power wireless sensor network testbed, consisting of 100 TelosB [Polastre et al.,
2005] motes built on an active-USB infrastructure at National University of Singapore.
The testbed allows to test the protocol in an environment that coexists with many
external sources of interference. As in the simulations, we used the Contiki Collect
implementation of the collection tree protocol, with the same traffic generators as
in the simulations. Each node transmits packets to the sink, where the contents’ of
the packet include a sequence number, their duty-cycle, and their hop distance. The
logs of these parameters at the root node allows for computing the CDFs of the
PDR, the duty-cycle, and the hop count. To add a deeper insight into the results,
we conducted experiments with 2 distinct sink (root) nodes at time.

7.5.2 Coexisting unicasts flows in a single collision domain

This section evaluates two common scenarios for wireless sensor network applications:
bottlenecks that appear when data is aggregated at a single point; and multiple
unicast flows coexisting in the same collision domain. The bottleneck effect is present
in most tree-based routing protocol, such as CTP, where many routing paths merge
at a single sink node. Any general-purpose MAC protocol must perform well in this
scenario.

The second case is also very common and occurs when multiple distinct single-
hop applications are run in the same physical location. The situation also tends to
happen in uncoordinated deployments of multi-hop applications. For example, in
office buildings there are often obstacles that restrict the routing paths to cross at
certain locations.

Both these scenarios are situations where multi-channel communications should
be able to excel, essentially eliminating co-existence problems.

Data aggregation at single point

Scenario: We consider a simple network with a single receiver (the bottleneck) and
multiple transmitters, all in the same collision domain. After transmitting a packet,
nodes sleep for a random time drawn uniformly in the interval [0.5,1.5] seconds
before transmitting the next packet. We evaluate both ContikiMAC [Dunkels, 2011]
and e2mc-MAC, with and without CSMA.When the default CSMA layer in Contiki
is disabled, e2mc-MAC uses the retransmission mechanism built-into the packet
scheduler. The built-in retransmission mechanism uses an aggressive forward policy,
which consists in attempting to forward the packet for every wake-up instance of
the receiver. Recall from Section 7.4.3 how CCA and unicast communications work.
For example in this scenario, a node wins the medium if it generates the smallest



7.5. Results 119

2 3 4 5 6 7 8

Number of data flows

0.6

0.7

0.8

0.9

1.0

A
vg

.
P

D
R

in
(%

)

ContikiMac
e2m-Mac (w/o CSMA)
e2m-Mac (w/ CSMA)

(a) Bottleneck data flows.
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(b) Parallel burst data flows.
Figure 7.5: (a) contending unicast data flows, and (b) parallel unicast data flows in
a single collision domain. (a) e2mc-MAC with an aggressive forwarding policy achieves
a better delivery ratios compared with the default CSMA. (b) in e2mc-MAC the effect
of increasing node density is negligible for networks up to 8 contenting nodes, while it
severely affects a single channel MAC protocol.

random number, which translates into the node starting transmission earlier than
its neighbors.

We consider networks with between two and eight nodes.
Results: Figure 7.5a shows that ContikiMAC [Dunkels, 2011] and e2mc-MAC

with CSMA have almost the same performance for up until four contending data
flows. Earlier results in A-MAC [Dutta et al., 2012] report similar observations.
When we increased the number of contending data flows, e2mc-MAC outperforms
ContikiMAC. We believe that this discrepancy is mainly due to a sensitivity of
CSMA to network density.

Parallel coexisting data flows

Scenario: In this scenario, there is no common receiver, but each data flow is sent
between a distinct transmitter-receiver pair. All nodes are still placed in the same
collision domain. We increased the number of parallel data flows from 2 to 8 (in
intervals of 2). Each sender node generates 25 packets every second, and attempts
to send this with burst mode enabled in both ContikiMAC and e2mc-MAC.

Results: The results in Figure 7.5b demonstrate that the single channel MAC
protocol has poor performance in networks with multiple parallel data flows. During
evaluations of ContikiMAC, we observed that transmitting bursts of data leads to
an unfair channel access since many nodes remain in back off for long periods of
time. Occasionally, the back off led to queue overflow and associated packet losses.
This explains why ContikiMAC has such poor performance when considering many
parallel data flows.
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Figure 7.6: Network topology of 50 nodes used for simulations.

7.5.3 Contending and parallel data flows in multihop networks
Scenario: In the multi-hop evaluations, we use the (randomly generated) network
topology shown in Figure 7.6. Nodes sleep a random time drawn uniformly from the
interval [1, 60] seconds between generating packets and transmit these using Contiki
Collect [Dunkels et al., 2007] to the sink node (nodeID 40 in the topology). For each
MAC protocol, we ran the experiment for 1 hour, and we repeated the experiments
five times. Results: Figure 7.7a shows the CDF of packet delivery ratio (PDR)
of all nodes in the network. For e2mc-MAC, the results indicate that over 95% of
nodes in the network exhibit a PDR close to 1. While for ContikiMAC, only less
than 5% of nodes achieve the same performance.

Figure 7.7b shows the CDF of the duty-cycles of nodes. For e2mc-MAC, roughly
80% of nodes exhibit a duty-cycle less than 2%, while the remaining fraction of 20%
of nodes experience a duty-cycle between 2% and 3.2% respectively. The duty cycle
of ContikiMAC is considerably higher.

The rapid schedule learning can be tunned to run adaptively at a specific
duty-cycle. In Figure 7.7b shows such a feature when configured to run at 1%
duty-cycle (e2mc-MAC-v2). The overall energy increase due to the schedule learning
is approximately 1%.

7.5.4 RPL-Collect over e2mc-MAC
This evaluation aims to demonstrate the interoperability of e2mc-MAC, by using a
RPL collect application. When nodes run e2mc-MAC, all other networking protocols
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(a) CDF of packet delivery ratio (PDR).
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Figure 7.7: e2mc-MAC over multihop networks. (a) the results indicate that over
95% of nodes in the network exhibit a PDR close to 1, and (b) over 100% of nodes
exhibit a duty-cycle less than 3.5%. The rapid schedule learning can be tunned to
run adaptively at a specific duty-cycle. In Figure 7.7b shows such a feature when
configured to run at 1% duty-cycle (e2mc-MAC-v2). The overall energy increase due
to the schedule learning is approximately 1%.

in the Contiki OS which run on top of the MAC layer can do so without any
modifications.

Scenario: we evaluated both e2mc-MAC and ContikiMac in RPL [Winter et al.,
2012]. We used the same network as in Figure 7.6. The results in Figure 7.8 show



122 Multichannel MAC protocol for low-power wireless networks

0.0 0.2 0.4 0.6 0.8 1.0

CDF

0.88

0.90

0.92

0.94

0.96

0.98

1.00

P
D

R

sinkId=1, e2mc-MAC
sinkId=40, e2mc-MAC
sinkId=1, ContikiMac
sinkId=40, ContikiMac

Figure 7.8: RPL-Collect over e2mc-MAC and ContikiMAC. Roughly 50% of all nodes
in the network have a PDR above 95%, while the other half achieves a PDR equal to 1.

RPL on top of both e2mc-MAC and ContikiMac have an outstanding performance.
For both MAC protocols, roughly 50% of all nodes in the network have a PDR
above 95%, while the other half have a PDR equal to 1.

7.5.5 Validation in the INDRIYA testbed

We have also evaluated the performance of e2mc-MAC in a large-scale deployment
on the INDRIYA testbed. Just as in the simulations, we use ContikiCollect and the
same random packet generation pattern where nodes generate a new data and then
sleep a random time between 1 and 60 seconds before generating the next. Each
experiment lasted for 1 hour. We repeated the experiment for 2 different sink nodes
(nodeIDs 1 and 155); nodeID 1 has a modest node degree while nodeID 155 has a
high degree (see [Doddavenkatappa et al., 2012] for details).

Figure 7.9a shows the measured packet delivery ratios. For both sink configu-
rations, the results show that 40% and 60% of nodes running e2mc-MAC exhibit
a PDR of 1, while for ContikiMAC the same percentage is only 20% and 30%
respectively.

Figure 7.9b shows the measured duty-cycles. 90% of the nodes in the e2mc-MAC
deployment have smaller duty-cycles than those obtained with ContikiMAC, and
roughly 60% of nodes in e2mc-MAC have duty-cycles below 3%. This fact highlights
how energy efficient e2mc-MAC is.

There is, however, a region where 10% of nodes have duty-cycles larger than
those obtained with ContikiMAC. Inspection reveals that these are nodes close to
the sink. To understand this behavior better, we investigated the hop distance of
nodes to the sink in the two deployments. The measured hop-counts in Figure 7.9c
reveal that e2mc-MAC results in a routing topology with fewer hops than that
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Table 7.2: Indriya testbed: average values for duty-cycle, PDR and hop count.
e2mc-MAC ContikiMAC

SinkId 1 155 1 155
Average duty-cycle 3.25% 3.62% 4.88% 4.76%

Average PDR 75.5% 82.75% 73.3% 70.45%
Avg. & max hop count 5–9 4–7 8–15 5.5–10

of ContikiMAC. Although fewer hops reduces end-to-end latency, it enhances the
bottleneck effect, since many data flows converge to very few set of nodes. We believe
that this is the explanation of why 10% of nodes experience increased duty-cycles.

Table 7.2 shows the average values of the PDR, duty-cycle, and hop-count. In all
these metrics, e2mc-MAC performs better than the single channel MAC protocol.
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(a) Cumulative packet delivery ratio.
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(b) Cumulative duty-cycle (%).

0.0 0.2 0.4 0.6 0.8 1.0
CDF

0

2

4

6

8

10

12

14

16

H
op

co
un

t

sinkId=1, e2mc-MAC (Indriya)
sinkId=155, e2mc-MAC (Indriya)
sinkId=1, ContikiMAC (Indriya)
sinkId=155, ContikiMAC (Indriya)

(c) Cumulative hop count.
Figure 7.9: Experimental validation of CTP performance over e2mc-MAC and Con-
tikiMAC at Indriya [Doddavenkatappa et al., 2012] testbed. e2mc-MAC achieves a
higher PDR on multihop networks, and over 40% of nodes achieve a PDR of 1. While
60% of nodes achieve duty-cycles of ≤3%.
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7.6 Limitations

Our protocol aims to bring out the best of multi-channel communications and sender-
initiated and asynchronous MAC protocols. Nevertheless, e2mc-MAC has two main
limitations: (i) the additional energy consumption of continuous schedule learning,
and (ii) extra channel sampling on the control channel to provide a broadcast service.
The schedule learning is needed since there is no other means that a node can
efficiently discover neighbors operating on different channels. One way to reduce the
energy cost of schedule learning is adjust the duty cycle of the schedule learning
process adaptively so as to essentially turn it off when the network has converged.
Figure 7.7b (e2mc-MAC-v2) shows an experimental version of the adaptive duty
cycling, where the schedule learning is initially configured to run at 1% duty-cycle
but then reduced significantly by the adaption.

The second limitation is a design impediment. Since the protocol is asynchronous
there is support for shared time slots that can be used for broadcast transmissions.
Instead, we made a design compromise and let nodes also sample the control channel
to listen form incoming broadcast packets. As a result, we are able to support
network protocols such as CTP [Gnawali et al., 2009], traditional routing protocols
and network announcement protocols that rely on broadcast transmissions to run
on top of the MAC layer. Although the extra channel sampling adds to the energy-
budget, it is still more energy efficient than the broadcast solution proposed in
receiver-initiated MAC protocols such as EM-MAC [Tang et al., 2011], RI-MAC [Sun
et al., 2008] and A-AMC [Dutta et al., 2012].

7.7 Summary

This chapter has presented e2mc-MAC, an asynchronous, sender-initiated multi-
channel MAC protocol for low-power wireless networks. The protocol combines a
novel mechanism for rapid schedule learning with burst data transfer to offer an
efficient support of multiple contending unicast and parallel data flows. The rapid
schedule learning mechanism enables low-latency and energy-efficient multi-channel
communications, reducing sender preambles to a minimum by accurately predicting
wakeup times and channel occupancies of other nodes. By reserving one channel for
control messages and the other for data transfer, e2mc-MAC can offer an efficient
broadcast service and be made fully operable with existing network protocols.

We have performed extensive evaluations in scenarios that include single hop
and multihop networks, using the state of the art collection routing protocols with
and without IPv6. Our results show that our protocol achieves very low duty-cycles,
packet delivery ratios close to 1, and hop-count values similar to the state of the art
protocols.

As imminent future work, we intend to extending our protocol to include a slow
channel-hopping mechanism.





Chapter 8

Conclusions and future work

In this thesis we addressed several topics to enhance protocols in low-power wireless
networks. We proposed systems, protocol enhancements and we designed a MAC layer
protocol. To enable machine-to-machine communications, there needs to be more
experimental design and evaluations of protocols. Throughout this thesis, theoretical,
simulation, and experimental results were compared to gain a deeper insight into the
performance of the proposed protocols. The results of testbed deployments allowed
to evaluate the protocol models, and improve their performance. This chapter
summarizes the thesis and highlights the main topics addressed, the contributions
and future work.

8.1 Conclusions

This thesis made the following contributions:
● In Chapter 3, we proposed, designed and evaluated MobiSense, a micro-mobility

architecture for low-power wireless systems. The system is tailored for applications
where the movement of nodes is confined to a limited area such as a floor or
a building. MobiSense’s energy-efficiency and reliability comes from a set of
carefully chosen design elements: (i) rapid network information gathering, (ii)
rapid network (re)admission and convergence, and (iii) distributed network
formation, and dynamic scheduling. Simulation and experimental results show
that the system provides high throughput, reliability and low-latency handoffs.

● In Chapter 4, we study the impact of multi-channel communication for point-
to-point (single-hop) communication. We evaluate the performance in terms of
maximum delay (burst length), and inter-frequency correlation of packet losses,
and demonstrate that frequency diversity improves all these performance criteria.
Hence, we conclude that frequency diversity is a good measure against link
burstiness, especially for critical systems with tight deadlines and high reliability
requirements. Our results show that, on a single-hop, multichannel communication
via channel hopping significantly reduces link burstiness and decorrelates packet
losses, both in time and frequency, to the point that 95% of links show independent
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packet losses for hopping sequences with more than two channels. In multi-hop
networks, multi-channel communication and adaptive routing yield similar end-to-
end reliability in dense and medium dense deployments. In sparse networks, where
adaptive routing looses its flexibility, multichannel yields better performance in
terms of both average end-to-end delay and reliability.

● In Chapter 5, we assessed the potential of multichannel epidemic discovery, and
analyzed a three-phase protocol, showing that it allows for a discovery-time
speed up on the order of

√
N , in a clique with N nodes. We presented an

epidemic neighbor discovery algorithm for multichannel networks that reduces
the discovery-times considerably compared to the single-channel protocol. We
then investigated the performance of our algorithm in networks with link failures
and showed that our algorithm improves the expected discovery-time. Overall,
in dense networks with high loss probabilities, discovery times can be improved
by an order of magnitude due to epidemic information dissemination. Finally, we
departed from clique networks and considered more general networks, since in
practice, the network is often more complicated than a single clique. In this case,
we restricted the dissemination of information to a limited number of hops. This
restriction is performed by hop-counting filtering where each node propagates
only information about nodes appearing at most r hops away.

● In Chapter 6, we proposed an epidemic information dissemination mechanism to
speed up the discovery times in deterministic neighbor discovery protocols. The
extension to neighbor discovery has two key advantages which lead to strong
performance improvements while still ensuring determinism in the discovery.
During network formation or topology changes, the protocol temporarily spends
more energy in speeding up discovery and then returns to a low-energy mode.
We reported significant performance benefits in simulations and real-world
deployments, in cliques and multi-hop networks, and under reliable and unreliable
communication.

● In Chapter 7, we present a complete design, implementation, and evaluation of
an energy-efficient multichannel MAC protocol for low-power wireless networks.
We introduce a novel rapid schedule learning mechanism that enables low-latency
energy-efficient communication, reducing channel sampling to a minimum. Our
results show that our protocol achieves very low duty-cycles, packet delivery
ratios close to 1, and hop-count values similar to the state-of-the-art protocols.

8.2 Future work

As imminent future work, we intend to:
● In Chapter 3, the first extension is to lower the duty-cycle due to signaling

overhead, which still consume significant valuable energy resources. Second,
explore the possibility to use the protocol as an experimental testbed for mobile
sensing applications, and finally integrate the newly standardized IETF protocols
into the communication protocol.
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● In Chapter 4, as imminent future work, we intend to use our results, and evaluate
them on a compliant IEEE 802.15.4e MAC protocol. First in small testbed, and
subsequently into large scale testbeds. We also plan to explore the possibility of
cooperation with researchers in networked control systems in modeling controllers
for process automation. We believe our results are of good use in networked
control systems.

● In Chapter 5, integrate our protocol into a real systems, where for example, many
home appliances use machine-to-machine communications to communicate to
each other. We believe extending our model to more realistic multihop networks
is the big challenge, since there are many sources of interference. The adaptive
mode for unknown number of neighbors, which is the case in multihop operation,
is still sub-optimal. Future work, includes extending the adaptive mode to reduce
the slow-down factor compared to the non-adaptive mode.

● In Chapter 6, the first extension was applied into designing the rapid schedule
learning in the MAC protocol. However, the protocol still have room for im-
provements. For example, probing discovered neighbors via epidemic still energy
expensive, since in many occasions, many of the nodes are 2 hops away. As
imminent future work, we intend to designing a more efficient way to confirm
neighbors that are 1 hop away.

● In Chapter 7, as imminent future work, we intend to extending the MAC protocol
to include a slow channel-hopping mechanism. This extension will add resilience
against interference and channel fading.
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Appendix of Chapter 5

Single channel discovery with losses from 5.5.1

We consider a clique network and we first estimate the expected time needed for a
node to convey its information to the rest of the nodes. Towards this direction, we
formulate the problem as a Markov Chain, as shown on Figure A.1.

The nodes that have the information to be spread are called informed nodes,
whereas the rest are called non-informed.
The probability of at least one node of the non-informed ones receiving the informa-
tion from an informed node is given by p(1)

r = 1 − γN−1. Staying at state 1 requires
that there was no successful transmission, or, there was a successful transmission
but no other node could successfully receive the information. Hence, the probability
of staying at state 1, denoted by p̄1, is given by

p̄1 = 1 − ps
´¹¹¹¸¹¹¹¶
collision

+ ps(1 − p(1)
r )

´¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¸¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¹¶
no collision but

all messages lost

= 1 − p(1 − p)N−1
(1 − γN−1

) .
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Figure A.1: Markov Chain depicting the evolution of the nodes that find out about
a single neighbor.
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The transition probability p12 is the probability that the message is transmitted
successfully by the only informed node and is received by a single node only.

p1,2 = ps(
N − 1

1
)(1 − γ)γN−2.

Likewise, for p1k we have

p1,k = ps(
N − 1
k − 1

)(1 − γ)k−1γN−k.

From any state ` to any other state k, where k, ` ∈ N and k > `, we have

p`,k = (
`

1
)ps(

N − `

k − `
)(1 − γ)k−`γN−k.

The probability of staying at state ` is the probability that transmission from any
of the ` informed nodes fails, or, it succeeds but none of the non-informed nodes
receives the message, i.e.,

p̄` = 1 − (
`

1
)ps + (

`

1
)ps(1 − p(`)r ), (A.1)

where p(`)r is the probability that none of the non-informed nodes receives the
message; it is given by p(`)r = 1 − γN−`. Hence, equation (A.1) is given by

p̄` = 1 − (
`

1
)p(1 − p)N−1 (1 − γN−`) . (A.2)

The transition matrixM of the Markov Chain is column stochastic (note that p̄N = 1)
and lower triangular. and its eigenvalues, are its diagonal entries p̄i, i = 1,2, . . . ,N .
The transition matrix can be arranged in the following canonical form

M =

⎛
⎜
⎜
⎜
⎜
⎜
⎜
⎜
⎜
⎝

p̄1 0 0 . . . 0
p1,2 p̄2 0 . . . 0
p1,3 p2,3 p̄3 ⋮

⋮ ⋮ . . . ⋱ 0
p1,N p2,N p3,N . . . p̄N

⎞
⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎟
⎠

. (A.3)

Let Q denote the upper left lower triangular square matrix. Since this is an ab-
sorbing Markov Chain, the probability that the process will be absorbed is 1, i.e.,
limm→∞Qm = 0. The expected time to go from each of the states of the Markov
Chain to the absorbing state is given by 1T (I −Q)−1. Matrix Q is lower triangular
and hence, R ≜ (I −Q)−1 is also lower triangular. Let Tj denote the time it takes to
reach the absorbing state from state j. The expected time T1 to reach the absorbing
state from state 1 (i.e., if initially one node is informed only) is therefore given by
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E[T1] ≜ 1TR(●,1), where R(●,1) ∈ RN−1 is the first column of matrix R. In what
follows, we find upper and lower bounds on the expected time needed for node
discovery.
Lower bound. The expected time E[T1] can be alternatively written as

E[T1] =
1

1 − p̄1
+
N−1
∑
j=2

(p1,jE[T2]) .

In the case of only 2 nodes, then the expected time E[T1] is given exactly by
(1 − p̄1)

−1, but for more than 2 nodes, (1 − p̄1)
−1 is a lower bound to E[T1], i.e.,

E[T1] ≥
1

1 − p̄1
=

1
(1 − γN−1)

1
p(1 − p)N−1 (A.4)

This lower bound on E[T1] can be approximated by a Bernoulli process with success
probability

qs = αp(1 − p)N−1, (A.5)

where α ≜ 1 − γN−1. By taking derivatives of qs with respect to p, the optimal
transmission probability remains p∗ = 1/N . Hence, following the coupon collector
paradigm, a lower bound to the expected time, denoted by E[T`], can be modeled
as a geometric distribution and can be easily shown to be approximately

E[T`] =
1
α
Ne (HN +Θ(1)) . (A.6)

Upper bound. The expected time E[T1] can be written as

E[T1] = 1TR(●,1)
(a)
≤

N−1
∑
j=1

R(j, j) =
N−1
∑
j=1

1
1 − p̄j

(b)
≤

N − 1
1 − p̄`†

,

where `† ≜ arg max`∈1,2,...,N−1 (
`

1
)(1 − pN−`

L ), (a) stems from the fact that there is
a higher probability of staying on a node longer if you start from that node than
the expected time to be on that state if you start from another state, (b) stems by
the definition of `†. In both (a) and (b), equality holds if N = 2. Hence,

E[T1] ≤
N − 1
1 − p̄`†

=
N − 1

`† (1 − γN−`†
)p(1 − p)N−1

=
N − 1

`† (1 − γN−`†
)

1
p(1 − p)N−1 . (A.7)
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Figure A.2: Single channel epidemic and non-epidemic discovery under lossy links.
The probability of a link failure, γ is chosen to be 0.2 for these simulations. Simulations
considered a 1000 network examples for each network size.

Let β ≜
`†

(1−γN−`
†
)

N−1 , then E[T1] ≤
1
β

1
p(1−p)N−1 . Note that 0 < β ≤ 1. The upper bound

on E[T1] can be approximated by a Bernoulli process with success probability

qs = βp(1 − p)N−1. (A.8)

Again, by following the coupon collector paradigm, an upper bound to the expected
time, denoted by E[Tu], can be modeled as a geometric distribution and hence, it
can be easily shown to be approximately

E[Tu] =
1
β
Ne (HN +Θ(1)) . (A.9)

In case `† = N − 1 (when γ is small), then β = 1 − γ.
When γ = 0, then α = β = 1 and hence E[Tu] = E[T`]; as a result, the expected

time of the coupon collector problem is recovered. Figure A.2 compares the perfor-
mance of neighbor discovery with and without epidemics and justifies the validity
of the the theoretical results. We observe that as the number of nodes increases,
the expected time of the epidemic node discovery recovers that of the lossless case,
whereas in the case of no epidemics there is a deterioration in the performance due
to losses.
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AmS Access mini-slots
AP Access point
AW Access window
BAN Body area network
CCA Clear channel assessment
CSMA Carrier sense multiple access
CTP Collection tree protocol
ETX Expected transmission count
IETF Internet engineering task force
IPI Inter packet interval
ISA International society of automation
ISM Industrial, scientific, and medical
MAC Media access control
ND Neighbor discovery
PRR Packet reception ratio
RBS Reference broadcast synchronization
RSSI Received signal strength indicator
RDC Radio duty-cycling
RPL Routing protocol for and low-power and lossy networks
SINR Signal-to-interference noise ratio
TDMA Time division multiple access
TI Texas instruments
TSCH Time synchronized channel hopping
TinyOS Tiny operating system
WSN Wireless sensor network
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