
http://www.diva-portal.org

Postprint

This is the accepted version of a paper presented at IEEE Research and Technologies for Society and
Industry.

Citation for the original published paper:

Shokri-Ghadikolaei, H., Xu, Y., Gkatzikis, L., Fischione, C. (2015)

User association and the alignment-throughput tradeoff in millimeter wave networks.

In:  IEEE Communications Society

http://dx.doi.org/10.1109/RTSI.2015.7325078

N.B. When citing this work, cite the original published paper.

Permanent link to this version:
http://urn.kb.se/resolve?urn=urn:nbn:se:kth:diva-178796



User Association and the Alignment-throughput
Tradeoff in Millimeter Wave Networks

Hossein Shokri-Ghadikolaei†, Yuzhe Xu†, Lazaros Gkatzikis‡, and Carlo Fischione†
†Electrical Engineering, KTH Royal Institute of Technology, 100 44, Stockholm, Sweden

‡Mathematical and Algorithmic Sciences Lab, France Research Center, Huawei Technologies Co. Ltd., Paris, France
emails: {hshokri, yuzhe, carlofi}@kth.se, lazaros.gkatzikis@huawei.com

Abstract—Millimeter wave (mmWave) communication is a
promising candidate for future extremely high data rate, wireless
networks. The main challenges of mmWave communications are
deafness (misalignment between the beams of the transmitter
and receiver) and blockage (severe attenuation due to obstacles).
Due to deafness, prior to link establishment between a client
and its access point, a time consuming alignment/beam training
procedure is necessary, whose complexity depends on the operat-
ing beamwidth. Addressing blockage may require a reassociation
to non-blocked access points, which in turn imposes additional
alignment overhead. This paper introduces a unifying framework
to maximize network throughput considering both deafness and
blockage. A distributed auction-based solution is proposed, where
the clients and access points act asynchronously to achieve
optimal association along with the optimal operating beamwidth.
It is shown that the proposed algorithm provably converges to
a solution that maximizes the aggregate network utility within
a desired bound. Convergence time and performance bounds
are derived in closed-forms. Numerical results confirm superior
throughput performance of the proposed solution compared to
existing approaches, and highlight the existence of a tradeoff
between alignment overhead and achievable throughput that
affects the optimal association.

I. INTRODUCTION

Millimeter wave (mmWave) communication technology
is a promising candidate to enable new applications with
extremely high data rate requirements such as virtual real-
ity, wireless backup connections in data centers, and mobile
backhauling. The main characteristics of mmWave systems are
small wavelength, severe path-loss, vulnerability to obstacles,
and large number of antenna elements both at the transmitter
and at the receiver [1]–[4].

Beamforming using a large number of antenna elements is
the key technique to completely compensate the huge path-
loss of mmWave communications and to establish a link
with sufficiently large signal-to-noise ratio (SNR). In gen-
eral, there are three main beamforming architectures: digital,
analog, and hybrid [5]. Digital beamforming considers one
RF chain per antenna element, which imposes unaffordable
complexity and cost to mmWave networks that generally
accommodated large number of antenna elements in each
transceiver. Analog beamforming uses an array of phase
shifters, connected to only one RF chain to achieve enough
directivity gain and compensate severe path-loss. Due to its
simplicity, current mmWave standards, namely IEEE 802.15.3c
and IEEE 802.11ad, adopt this beamforming architecture [6],
[7]. The main disadvantage of analog beamforming is the
lack of multiplexing gain, which substantially reduces the

achievable throughput in mmWave networks. Hybrid analog-
digital beamforming is a promising architecture for mmWave
networks, allowing the use of a very large number of antenna
elements with a limited number of RF chains. The analog
beamformer provides the required directivity gain, and the
digital beamformer provides multiplexing gain [5]. The key
point is that the digital beamformer is applied for the effective
channel, consisting of the analog beamforming weights and
the actual channel matrix, which has much smaller dimension
than the actual channel, significantly reducing complexity and
cost of the digital beamformer. From the available proposals
in the study group of IEEE 802.11ay, which deals with the
development of next generation 60 GHz mmWave networks,
analog beamforming of the legacy mmWave standards will be
replaced by hybrid beamforming.1

At the medium access control (MAC) layer, directional
communication entails the deafness problem [3], which results
from the misalignment between the beams of the transmitter
and the intended receiver. IEEE 802.15.3c and IEEE 802.11ad
address deafness through a two-stage beam training proce-
dure [2]. Initially, a coarse grained sector-level sweep is
performed, followed by a beam-level alignment phase. An
exhaustive search over all possible transmission and reception
directions is applied in each level. The beam training alleviates
the complexity of traditional digital beamforming [3], but
introduces a new alignment overhead, i.e., the time required
to identify the best beams. This overhead depends on the
number of directions that have to be searched, which in turn
depend on the selected transmission and reception beamwidths
(operating beamwidths). On the other hand, pencil beams
promise significant spatial gains [8], [9], and therefore affect
the optimal resource allocation decision.

Besides beam training, efficient association is particularly
important in mmWave networks due to the smaller size of cells,
denser access points (AP) deployments, and frequent han-
dovers [3]. Given that association directly affects the long-term
resource allocation [10], it has attracted the research interest in
general [10]–[12] and in millimeter wave networks [13]–[15]
in particular. The current mmWave standards use minimum-
distance association, translated to association based on the
maximum received signal strength indicator (RSSI) [6], [7].
Poor performance of RSSI-based association in the presence
of non-uniform spatial distribution of clients, and heterogenous
APs with different number of antenna elements and different

1Detailed information can be found in http://www.ieee802.org/11/Reports/
ng60 update.htm. IEEE 802.11ay was approved in May 2015, and the study
group has not released any stable document so far.



transmission powers is shown in [10]–[15]. Unfortunately,
alternative association procedures proposed in the aforemen-
tioned literature do not consider the special characteristics
of mmWave networks, namely blockage and directionality.
Random blockage increases the frequency of reassociation, and
hence introduces the need for fast and low-complexity associa-
tion approaches. The optimal directionality level (beamwidth)
is another important missing aspect of the existing association
proposals. Notice that the operating beamwidth determines
the complexity of mmWave link establishment and also the
achievable transmission rate for each mmWave link. More-
over, current association solutions of mmWave networks are
developed only for analog beamforming, further limiting their
applicability to future mmWave networks based on hybrid
beamforming.

In this paper, the problem of jointly optimizing operating
beamwidth and association of the clients to APs in a hybrid
beamforming architecture, is investigated. We first capture the
interplay between beam training and achievable throughput
of a mmWave link between a client and an AP. Then, we
formulate a network throughput maximization problem by
adopting the optimal association and operating beamwidth for
all clients and APs. The resulting optimization problem is com-
binatorial and non-convex. Thus, we transform it to a multi-
assignment problem, for which we develop a low-complexity
distributed auction algorithm. In the proposed algorithm, the
clients and APs act asynchronously to reach the optimal
association and to find the optimal operating beamwidth. We
show the convergence of the proposed algorithm to the optimal
solution that maximizes network throughput within a desired
bound. We also analyze the convergence time of the proposed
auction algorithm. We conclude that mmWave networks can
achieve significant throughput enhancements compared to the
standard approaches that do not consider blockage, direction-
ality, or optimization over the operating beamwidth (and its
consequences such as alignment-throughput tradeoff).

The rest of the paper is organized as follows: In Sec-
tion II, we introduce the system model and formulate the joint
beamwidth selection and association optimization problem.
In Section III, we present the proposed solution approach.
Numerical results are reported in Section IV, followed by
concluding remarks in Section V.

II. SYSTEM MODEL AND PROBLEM FORMULATION

Consider a mmWave network consisting of a set of APs
and clients, all operating at the mmWave frequency bands.
We consider a hybrid beamforming architecture for each AP
i with ni RF chain (analog beams) to support both directivity
and multiplexing gains [3]. To mathematically model the
association problem with hybrid beamforming, we replace each
AP i with ni virtual APs, located at the same position, each
having one RF chain. For sake of simplicity, we use “AP” to
denote a virtual AP (i.e., an RF chain of an AP) for the rest
of the paper. We denote by C the set of clients, by A the set
of all APs, by p the transmission power of an AP, by σ the
power of white Gaussian noise, and by gcij the channel gain
between AP i and client j, capturing long-term components
of channel attenuation such as distance-dependent path loss.
Here, similarly to [11], we neglect the impact of fast fading
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on the received signal and consequently on the signal-to-
interference-plus-noise ratio (SINR), as the association will be
executed on a large time scale compared to the instantaneous
channel fluctuations, and therefore fast fading components can
be averaged out. This channel model is common in the design
of long-term resource allocation procedures [10], [11]. We
also assume that multiuser interference is negligible, which
is a valid assumption for small- to modest-sized mmWave
networks [8], [9].

We define a virtual time slot, shown in Fig. 1, as the
time difference between two consecutive executions of the
association optimization problem. In each virtual time slot,
a new association is computed and announced to the clients.
Then, each client will establish a link towards its intended AP,
which imposes an alignment (beam training) overhead [16].
In this paper, we assume that the APs (clients) are aware at
which sector their associated clients (APs) are located, prior
to alignment phase. This assumption is valid for use cases
with low-mobility clients (e.g., in pedestrian scenarios). During
the alignment phase, AP i and client j have to decide on
the optimal refined beams within their sectors, by searching
over all possible combinations, through a sequence of pilot
transmissions. Let Tp denote the time required for a pilot
transmission, which has to be performed for every combination
of beam vectors of the client and AP, and ψai , ϕai , ψuj , and
ϕuj be sector-level and beam-level beamwidths at the AP i
and client/user j and receiver sides of link i, respectively.
For clarity, we will use superscript a to denote the parameters
related to an AP and u for users/clients. Under the exhaustive
search approach adopted by existing mmWave standards [6],
[7], the total duration of the alignment phase between AP i
and client j, denoted by τij , can be approximated by [16]

τij
(
ϕai , ϕ

u
j

)
= Tp

ψai ψ
u
j

ϕai ϕ
u
j

. (1)

Upon completion of the beam training phase, the commu-
nication link is established, and the data transmission phase
starts. Here, we have assumed that there is no outage after the
alignment phase. Alignment time τij should not exceed total
virtual time slot duration T , so

ϕai ϕ
u
j ≥

Tp
T
ψai ψ

u
j . (2)

Besides, since alignment takes place within the sector-level
beamwidths, we have ϕai,min ≤ ϕai ≤ ψai for all i ∈ A
and ϕuj,min ≤ ϕuj ≤ ψuj for all j ∈ C, where ϕai,min and
ϕuj,min are the minimum possible operating beamwidth of AP
i and client j, respectively. The minimum possible operating
beamwidth depends on the number of antenna elements and
antenna configurations [17].

Let gaij be the directivity gain that AP i contributes to the
link between AP i and client j (transmission gain), and guij be
the directivity gain that client j contributes to the link between
AP i and client j (reception gain). At the MAC layer, we can



approximate the actual antenna pattern by a sector antenna
model with negligible sidelobe emission, where the directivity
gain is a constant for all angles in the main lobe and zero
otherwise, thus gaij = 2π/ϕai and guij = 2π/ϕuj . Then, the
power received by client j from AP i is pgaijg

c
ijg

u
ij . Assuming

negligible multiuser interference, the SNR at client j due to
the transmission of AP i is

SNRij =
pgaijg

c
ijg

u
ij

σ
, (3)

which depends on the transmission power p, operating
beamwidths ϕai and ϕuj , and network topology. Link between
AP i and client j can support a maximum transmission rate of
log2 (1 + SNRij) for the remaining T−τij seconds. Therefore,
achievable throughput of client j from AP i per virtual time
slot, denoted by cij , is

cij =
(

1− τij
T

)
log2 (1 + SNRij) , (4)

where τij and SNRij are given in (1) and (3), respectively. Nar-
rower transmission and reception beamwidths lead to higher
SNR and hence higher data rate. This gain is obtained at the
cost of higher alignment time that leaves less time for the data
transmission phase. This reveals a tradeoff between the time
devoted to the alignment phase and the effective data rate,
captured in (4).

Let xij be a binary association variable, equal to 1 if
and only if client j is associated to AP i. Given that the
network topology is known a priori (that is, gcij are known
for every AP i and client j), the optimal association attempts
to find the optimal values for ϕai , ϕuj , xij to maximize some
network utility. In this paper, we consider network throughput
maximization. Although fairness and other network utilities
can also be considered [11], we use network throughput max-
imization to provide a benchmark for the network throughput
performance under user association and beamwidth selection
in mmWave networks. We collect all control variables xij in
matrix X , and collect all variables ϕai and ϕuj in vectors φa,
φu. The optimal association problem can be formally stated
as

max
φa,φu,X

∑
j∈C

∑
i∈A

cijxij (5a)

s.t.
∑
j∈C

xij ≤ 1, ∀i ∈ A , (5b)∑
i∈A

xij ≤ 1, ∀j ∈ C , (5c)

ψai ψ
u
j TP /T ≤ ϕai ϕuj , ∀i ∈ A, j ∈ C , (5d)

ϕai,min ≤ ϕai ≤ ψai , ∀i ∈ A , (5e)
ϕuj,min ≤ ϕuj ≤ ψuj , ∀j ∈ C , (5f)
xij ∈ {0, 1} , ∀i ∈ A, j ∈ C . (5g)

Observe that, for notational simplicity, function arguments
have been discarded. Constraint (5b) guarantees that AP serves
at most one user, since each AP has only one RF chain,
while constraint (5b) guarantees association to only one AP,
mitigating joint scheduling requirements among APs. The
solution of optimization problem (5) provides a long-term
association policy and the optimal operating beamwidth for
mmWave networks. This solution is valid as long as the inputs

of the optimization problem, i.e., network topology, remain
unchanged. Upon observing any change in the input (e.g., due
to appearance of an obstacle), optimization problem (5) needs
to be re-executed, and new associations will be announced
to the clients. In the following section, we develop efficient
solution method based on auction algorithms to solve this
optimization problem.

III. DISTRIBUTED SOLUTION APPROACH

To solve optimization problem (5), we decompose it into
two subproblems: (1) optimizing over operating beamwidth
φb and φu for all pairs of clients/APs to find the optimal c∗ij ,
and (2) substituting c∗ij into a simplified optimization problem,
formulated in the following, to find the optimal association.
Since we consider negligible multiuser interference, joint op-
timization over operating beamwidths of all links is reduced
to individual optimization over single pair of client-AP, which
is solvable by a simple gradient descent algorithm [16]. In
the following, we develop a solution method for the second
subproblem. Given c∗ij for all i ∈ A and j ∈ C, optimization
problem (5) is reduced to

max
X

∑
j∈C

∑
i∈A

c∗ijxij (6a)

s.t.
∑
j∈C

xij ≤ 1, ∀i ∈ A , (6b)∑
i∈A

xij ≤ 1, ∀j ∈ C , (6c)

0 ≤ xij , ∀i ∈ A, j ∈ C . (6d)

Note that optimization problem (6) is an asymmetric as-
signment problem in which relaxing constraint (5g) to con-
straint (6d) will not affect the optimality of the final solu-
tion [18].

To develop a distributed solution approach for asymmetric
assignment problem (6), we convert it into a typical minimum
cost flow problem following the methodology proposed in [18].
We replace max with min, reversing in parallel the sign of
c∗ij , and we introduce a virtual supersource client s that is
connected to each AP i through a zero cost artificial arc (s, i)
with feasible flow range [0,∞) for each AP i. The supersource
client s generates traffic equal to M − N units while the
supply for each remaining client is of one unit, where M
and N are the numbers of APs and clients, respectively. As
a consequence, one unit of traffic is the output of each AP i.
We refer the reader to [18, Section 7.2.2] for more details. The
resulting problem is

min
X

∑
i∈A

∑
j∈C
−c∗ijxij (7a)

s.t.
∑
i∈A

xij = 1 , ∀j ∈ A , (7b)∑
j∈C

xij + xis = 1 , ∀i ∈ A , (7c)∑
i∈A

xis = M −N , (7d)

0 ≤ xij , xis , ∀i ∈ A, j ∈ C , (7e)



where the decision variables xij are extended to include also
s. By using the terminology of network optimization, xij has
the meaning of amount of flow between i and j. The first two
constraints ensure that the flow supply of each client j is one
unit, and a flow of one unit will reach every AP i respectively.
The third constraint declares that s is the supersource client
and the flow that generates is of M − N units. The last two
constraints declare that the flow of each arc may be infinite,
where an arc between i and j denotes the connection (i, j). A
solution to the minimum cost flow problem (7) is the same to
the initial problem (6) [18, Section 7].

By using the duality theory for the minimum cost flow
problems [18, Section 4.2], we formulate the dual problem

min
pi,πj ,λ

∑
j∈C

πj +
∑
i∈A

pi − (M −N)λ (8a)

s.t. πj + pi ≥ c∗ij , ∀i ∈ A, j ∈ C , (8b)
λ ≤ pi , ∀i ∈ A . (8c)

where −πj is the Lagrangian multiplier introduced to represent
the price (or benefit due to the negative sign) of each client j,
pi represents the price for AP i and λ the price for s. The
optimal solution to problem (8) allows us to derive the optimal
solution to (6) [18, Sections 4.2, 5]. In order to solve (8) we
need some technical intermediate results. We start by giving
the definition of ε-Complementary Slackness (ε-CS)

Definition ε-CS: Let ε be a positive scalar. An assignment S
and a pair (π, p) are said to satisfy ε-CS if

πj + pi ≥ c∗ij − ε , ∀i ∈ A, j ∈ C ,
πj + pi = c∗ij , ∀(i, j) ∈ S ,
pk ≤ min

i∈A(S)
pi , ∀k /∈ A(S) ,

where the set A(S) = {i|(i, j) ∈ S,∀i} contains all the APs
assigned under assignment S.

Proposition 3.1: Consider problems (6) and (8). Let S be
a feasible solution for problem (6) and consider a dual variable
pair (π, p). If ε-CS conditions are satisfied by S and (π, p),
then S is within Nε of the optimal solution of optimization
problem (6).

Proof: The proof is similar to the proof [18, Proposi-
tion 7.7].

Based on Proposition 3.1, we are now in the position
to present the solution method to problem (8) in the form
of a fully distributed auction mechanism. The distributed
solution method is based on the application of Algorithm 1a
by the clients, and Algorithm 1b by the APs. In the solution
algorithms, the vector Pj ∈ RM denotes the prices vector
for the APs (stored in client j), pi denotes the price of AP i
(stored in AP i). In what follows we present the basic steps to
establish the distributed algorithms.

Initially the prices of all APs are set to zero in both
algorithms. On the clients side (Algorithm 1a), every client
j fulfilling condition in Line 7 finds the best AP ij using
the local knowledge of the prices. In Lines 8∼11, client j
calculates the largest bid for AP ij . Then, it sends the request
to AP ij . On the APs side (Algorithm 1b), when AP ij receives
the request from clients with different bids, it chooses the best

Algorithm 1a Distributed Auction Algorithm for Client j
1: Initialize ij = ∅, Pj = 0
2: while true do
3: if receive no and new price pij from ij then
4: Disconnect from AP ij . Released Connection
5: [Pj ]ij ← pij , and ij ← ∅
6: end if

7: if ij = ∅ then . Distributed Auction for client
8: i′j ← argmaxi∈A

{
c∗ij − [Pj ]i

}
,

9: uj ← maxi∈A

{
c∗ij − [Pj ]i

}
,

10: ωj ← maxi∈A\{i′
j
}

{
c∗ij − [Pj ]i

}
,

11: bijj ← pij + uj − ωj + ε

12: Send request with bijj to AP i′j , and wait response

13: Receive respond, (yes or no) and pi′
j

. After receiving response

14: if respond contains yes then
15: Connect to AP i′j , and ij ← i′j
16: end if
17: [Pj ]ij ← pi′

j

18: end if
19: end while

Algorithm 1b Distributed Auction Algorithm for AP i
1: Initialize the client ji = ∅, and price pi = 0
2: if receive request from client j and bj then
3: if bj − pi ≥ ε then . Respond to Connection Request
4: Send yes and pi, to client j
5: Send no and pi, to client ji
6: Connect to client i, and ij ← i, pi → bj
7: else
8: Send no and pi, to client j
9: end if

10: end if

client ji that provides highest bid and higher price compared
to the old price pij . AP ij updates its price and feedbacks the
latest price to the clients as described in Lines 4∼6 and Line
8. The auction algorithm terminates when there are no client
requests.

Proposition 3.2: Consider M APs, N clients. The dis-
tributed auction algorithms given in Algorithm 1 terminate
within a finite number of iterations bounded by NM2d∆/εe,
where ∆ = max c∗ij −min c∗ij .

Proof: A proof is given in the extended version [19] and
omitted from this paper to save space.

Proposition 3.3: Let ε be a desired positive constant. The
final assignment obtained by Algorithm 1 is within Nε of
the optimal assignment benefit of problem (6). The final
assignment is optimal if all c∗ij is integer, and ε < 1/N .

Proof: A proof is given in the extended version [19] and
omitted from this paper to save space.

IV. NUMERICAL RESULTS

In this section, we evaluate the performance of the pro-
posed association solution. To this end, we simulate a mmWave
network, with a set of APs and clients uniformly distributed at
random in a 100x100 m2 area. All APs and clients operate at
60 GHz and the operating bandwidth is 1.2 GHz. We assume
90◦ sector-level beams both at APs and clients. Transmission
power is 0 dBm, ambient noise power is -83 dBm, and path
loss exponent is 3. To measure the average performance of the
algorithms, we simulate 1000 different topologies, each for
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Fig. 2. Alignment-throughput tradeoff in mmWave networks.

500 consecutive virtual time slots, and evaluate the average
performance. We use typical values for ε (ε = 0.1) wherever
it is not stated in the description. Obstacles may block the
LOS link between clients and APs with probability 0.1 and
for a duration of 1 second. We compare the performance of
the developed association solution to the following approaches:

• RAND: Random association, where each client is ran-
domly with uniform distribution associated to an available
AP;

• (RSSI): RSSI-based association, where each client is
associated to AP that can provide the highest RSSI; and

• (OPTIM): Optimal association, where the associations are
the solution of optimization problem (5) using exhaustive
search.

Fig. 2 demonstrates the alignment-throughput tradeoff for
a single AP-client pair. For narrow beamwidths, beam training
overhead is dominating, whereas as the operating beamwidths
increase, directivity gain becomes more important. Moreover,
reduced pilot transmission overhead Tp/T enables the AP
and client to execute more beam training iterations using the
same time budget. As a result, performance is improved, and
narrower beams are more beneficial. The optimal operating
beamwidth can be derived using a simple gradient descent
algorithm [16], and will be used to transform optimization
problem (5) to (6), so as to apply the proposed auction-based
association approach.

Fig. 3 shows the average objective value (logarithmic scale
of the network throughput averaged over all experiments)
of optimization problem (5), obtained by the Algorithms 1
(AUCTION) after termination, in comparison to RAND, RSSI,
and OPTM. Notice that the clients are uniformly distributed
at random in the area covered by the existing APs. Results
indicate that the distributed auction algorithm performs very
close to the optimal policy, which is consistent with Proposi-
tion 3.3, and outperforms both RSSI and RAND approaches.
In particular, the proposed method leads to 12% and 32%
throughput enhancement compared to RSSI and RAND ap-
proaches, respectively.

Fig. 4 shows the average convergence time of the proposed
distributed auction algorithms for different values of ε, used
in the iterations of the proposed distributed algorithm. From
this figure, it is evident that there is a noticeable effect of
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ε on the number of iterations till convergence. As stated
by Proposition 3.2, the auction algorithms are faster for
larger ε values. To elaborate, we depict deviation from the
optimal solution (maximum network throughput) in Fig. 5.
Increasing ε leads to faster convergence to a less accurate
suboptimal solution of optimization problem (5), as studied in
Proposition 3.3. The distance between the network throughput
corresponds to the suboptimal association solution and that
of the optimal association, denoted by ∆max, increases with
ε. Furthermore, ∆max is bounded by Nε, which is consistent
with Proposition 3.3.

V. CONCLUSION

In this paper, the problem of jointly optimizing operating
beamwidth and user association to access points was investi-
gated. The objective was to maximize the network throughput.
The resulting optimization problem is combinatorial and non-
convex. By transforming it to a multi-assignment problem,
a distributed algorithm auction algorithm was developed to
solve the problem. The convergence time and optimality of
the proposed algorithm were derived. It was shown that the
proposed association algorithm results in significant through-
put enhancements compared to the standard approaches that
do not consider optimization over operating beamwidth or its
consequences such as alignment-throughput tradeoff.
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