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Abstract
The increasing energy consumption is one of the greatest envi-
ronmental challenges of our time. Residential buildings account
for a considerable part of the total electricity consumption and
is further a sector that is shown to have large savings potential.
Non Intrusive Load Monitoring (NILM), i.e. the deduction of
the electricity consumption of individual home appliances from
the total electricity consumption of a household, is a compelling
approach to deliver appliance specific consumption feedback to
consumers. This enables informed choices and can promote sus-
tainable and cost saving actions. To achieve this, accurate and
reliable appliance load disaggregation algorithms must be devel-
oped.

This Master’s thesis proposes a novel approach to tackle
the disaggregation problem inspired by state of the art algo-
rithms in the field of speech recognition. Previous approaches,
for sampling frequencies Æ1 Hz, have primarily focused on dif-
ferent types of hidden Markov models (HMMs) and occasionally
the use of artificial neural networks (ANNs). HMMs are a nat-
ural representation of electric appliances, however with a purely
generative approach to disaggregation, basically all appliances
have to be modelled simultaneously. Due to the large number
of possible appliances and variations between households, this
is a major challenge. It imposes strong restrictions on the com-
plexity, and thus the expressiveness, of the respective appliance
model to make inference algorithms feasible.

In this thesis, disaggregation is treated as a factorisation
problem where the respective appliance signal has to be ex-
tracted from its background. A hybrid model is proposed, where
a convolutional neural network (CNN) extracts features that cor-
relate with the state of a single appliance and the features are
used as observations for a hidden semi Markov model (HSMM)
of the appliance. Since this allows for modelling of a single ap-
pliance, it becomes computationally feasible to use a more ex-
pressive Markov model.

As proof of concept, the hybrid model is evaluated on 238
days of 1 Hz power data, collected from six households, to predict
the power usage of the households’ washing machine. The hy-
brid model is shown to perform considerably better than a CNN
alone and it is further demonstrated how a significant increase
in performance is achieved by including transitional features in
the HSMM.



Referat
Hybridmodell för disaggregering av

hemelektronik
Detaljerad modellering av elapparater genom att kombinera

neurala nätverk och Markovmodeller.

Den ökande energikonsumtionen är en stor utmaning för en håll-
bar utveckling. Bostäder står för en stor del av vår totala elför-
brukning och är en sektor där det påvisats stor potential för
besparingar. Non Intrusive Load Monitoring (NILM), dvs. här-
ledning av hushållsapparaters individuella elförbrukning utifrån
ett hushålls totala elförbrukning, är en tilltalande metod för att
fortlöpande ge detaljerad information om elförbrukningen till
hushåll. Detta utgör ett underlag för medvetna beslut och kan bi-
draga med incitament för hushåll att minska sin miljöpåverakan
och sina elkostnader. För att åstadkomma detta måste precisa
och tillförlitliga algoritmer för el-disaggregering utvecklas.

Denna masteruppsats föreslår ett nytt angreppssätt till el-
disaggregeringsproblemet, inspirerat av ledande metoder inom
taligenkänning. Tidigare angreppsätt inom NILM (i frekvens-
området Æ1 Hz) har huvudsakligen fokuserat på olika typer av
Markovmodeller (HMM) och enstaka förekomster av artificiella
neurala nätverk. En HMM är en naturlig representation av en
elapparat, men med uteslutande generativ modellering måste al-
la apparater modelleras samtidigt. Det stora antalet möjliga ap-
parater och den stora variationen i sammansättningen av dessa
mellan olika hushåll utgör en stor utmaning för sådana metoder.
Det medför en stark begränsning av komplexiteten och detaljni-
vån i modellen av respektive apparat, för att de algoritmer som
används vid prediktion ska vara beräkningsmässigt möjliga.

I denna uppsats behandlas el-disaggregering som ett fakto-
riseringsproblem, där respektive apparat ska separeras från bak-
grunden av andra apparater. För att göra detta föreslås en hy-
bridmodell där ett neuralt nätverk extraherar information som
korrelerar med sannolikheten för att den avsedda apparaten är
i olika tillstånd. Denna information används som obervationsse-
kvens för en semi-Markovmodell (HSMM). Då detta utförs för en
enskild apparat blir det beräkningsmässigt möjligt att använda
en mer detaljerad modell av apparaten.

Den föreslagna Hybridmodellen utvärderas för uppgiften att
avgöra när tvättmaskinen används för totalt 238 dagar av el-
förbrukningsmätningar från sex olika hushåll. Hybridmodellen
presterar betydligt bättre än enbart ett neuralt nätverk, vidare
påvisas att prestandan förbättras ytterligare genom att introdu-
cera tillstånds-övergång-observationer i HSMM:en.
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Chapter 1

Introduction

There is inevitably a great need for reducing energy consumption. In a report from
2006 the Commission of the European Communities reached the conclusion that Europe
waste at least 20% of its energy due to ine�ciency, and that “[...] the largest cost-
e�ective savings potential lies in the residential (households) and commercial buildings
sector (tertiary sector), where the full potential is now estimated to be around 27% and
30% of energy use, respectively” [9]. An important step towards realising the potential
savings is to make consumers aware of their electricity consumption and “make feedback
convenient, engaging and beneficial for consumers” [11]. About 50 studies have been
made on the e�ects of providing feedback to consumers on their electricity consumption
[2]. Reviews of these conclude that the greatest savings can be realised by appliance-
specific feedback [11,29], i.e. that the consumption of individual appliances is presented
to the consumer. By making detailed electricity consumption data accessible and easy
to understand, consumers get a foundation for making rational decisions regarding usage
and purchasing of electrical appliances.

Non Intrusive Load Monitoring (NILM)1 is a compelling approach to find out how
much energy is used by di�erent appliances in our homes, since the required hardware
is cheap and takes minimum e�ort to install. With NILM only the total electricity
consumptions for a whole household or building is measured and algorithms are used
to infer the portion of the total consumption coming from the individual appliances
(see Figure 1.1 for a visualisation of this process). This is referred to as the (energy)
disaggregation problem. The main challenge, and the raison d’être, of NILM is thus
the development of algorithms that can accurately and reliably solve the disaggregation
problem.

Disaggregation, also known as source separation, is a general signal processing prob-
lem. The most famous example is probably the cocktail party problem, first analysed by
C. Cherry [8] in the early 1950s, where a person (or software) tries to follow the voice of
a specific person in a room full of conversations. In recent years, the growing need for
reducing electricity consumption, along with computers accelerating performance and

1Sometimes referred to as Non Intrusive Load Appliance Monitoring (NILAM) for the specific case
of electrical appliances.
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CHAPTER 1. INTRODUCTION

the progress in machine learning in general, has resulted in much research on NILM
using machine learning approaches. Despite the major leaps forward in the field, the
electricity disaggregation problem is by no means solved; no convincing results have been
presented for a precise and reliable method that is general enough to be deploy in any
household.

There is a clear division of the research field, regarding used methods, depending on
the resolution of the input signal used. This thesis focuses on the frequency region
Æ1 Hz, since power data with this resolution can be obtained completely non-intrusively
from existing smart meters in many, and a growing number of, households. Some ap-
proaches are base on total consumption measurements at a sample rate of 1 kHz or more.
Without doubt, higher sampling rates increases the number of possible approaches and
the theoretical limit of the achievable performance. However, to measure and handle
this type of data is costly and less scalable. To make a di�erence, appliance specific
consumption data must be available to the millions which makes it desirable to find a
su�cient solution in the lower frequency range that can be obtained from existing smart
meters.

In this frequency range, promising results have been shown using mainly generative
models, often di�erent types of hidden Markov models (HMMs) [16, 17, 26]. The use of
discriminative models is less common, however in [33] a convolutional neural network
is used to disaggregate electricity data with ultra low, 1/900 Hz, resolution. HMMs
o�er a natural representation of electric appliances, however, with a purely generative
approach to disaggregation, basically all appliances have to be modelled simultaneously.
An hypothesis regarding the state or power consumption of each appliance is needed to
explain how the total signal was generated at every instance in time. Due to the large
and varying number of possible appliances and the great variance in their composition
between households, this is a major challenge. It imposes strong restrictions on the
complexity, and thus the expressiveness, of the appliance model used, since complexity of
the full system grows exponentially with the number of appliances modelled. Sparse [26]
and factorial [16,17,19,37] approaches are used to tackle this problem to make inference
feasible. This has also been used in combination with robust mixture components [19]
to tackle the problem of unknown appliances.

In this work, another approach is suggested to handle the overall problem. Disag-
gregation is viewed as a factorisation problem, where the respective appliance signal has
to be extracted from its background (the other appliances). The general idea is to use a
discriminative model, a convolutional neural network (CNN), to extract features which
are fed as observations to a generative model, a hidden semi-Markov Model. To our
knowledge, no previous studies has evaluated this type of hybrid approach to NILM. 2

The approach is heavily influenced by state of the art algorithms in speech recognition,
such as the model used in the recent work by A. Hannum et al. in [12]. They use a

2For high frequency NILM approaches, the use of discriminative models are in general more common
and a hybrid approach combining a Support Vector Machine with a Gaussian Mixture Model is for
example proposed by L. Ying-Xun et al. [21]
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1.1. OBJECTIVE AND CONTRIBUTIONS

recurrent neural network (RNN) to predict sequences of probabilities of the letters in
the alphabet. This is then post processed by a language model where the most likely
word sequence is retrieved, given the RNN output and the language model. Similarly
in NILM, a CNN can be trained to predict the probabilities of di�erent states of the
objective appliance and in a second stage one can infer the most likely state sequence
given the CNN output (observations) and a HMM of the appliance. This is the idea
explored in this work.

anders@watty.se

X

y1

y2

...
yN

Figure 1.1: An illustration of Non Intrusive Load Monitoring (NILM). The total power con-
sumption (X) is read at a single measurement point. The goal is to retrieve the individual
appliance signals (yi) from the total signal.

1.1 Objective and Contributions
The main objective of this thesis is to demonstrate the combined use of a discriminative
and a generative model, a hybrid model, for the task of appliance load disaggregation.
The main contributions are the following:

i A general architecture of a hybrid disaggregation model is proposed.

3



CHAPTER 1. INTRODUCTION

ii It is demonstrated that the problem of having to model all appliances in a purely
generative model can be avoided by exploiting a discriminative model for factorising
out parts of the total power signal correlated to a single appliance. This allows for a
more expressive generative appliance model to be used, since the complexity during
inference is independent of the number of appliances that the total power signal is
composed of.

iii A hidden semi Markov model (HSMM) based method for modelling the sequential
properties of appliances and incorporating output from a discriminative model, is
proposed. The standard HSMM is extended to model observations conditioned on
the transition between states, referred to as transitional features. The concept of
a sequence graph, for encoding state transition probabilities for appliances that are
mostly o� but goes through a sequence of states when on, is further presented.

iv As proof of concept, a model incorporating contribution i to iii for detecting the
usage of the washing machine is evaluated on 238 days of 1 Hz power data, collected
from six di�erence households. In the experimental setup the hybrid model per-
forms consistently better than just the discriminative model, used as a base line, and
it is demonstrated that performance is further improved by including transitional
features.

1.2 Premiss of the Study
The focus of this thesis is disaggregation of power data sampled at a frequency Æ1 Hz,
since this is the resolution of data obtainable from existing smart meters. This goes
both for the model developed and review of previous work.

The work was carried out at the energy disaggregation and management company
Watty, September to December 2014, and with excellent support from the Watty Ma-
chine Learning Team. Power data, with 1 Hz resolution, for total as well as detailed
appliance consumption for six families was also provided by the company for training
and evaluation of algorithms. This data is a sample from Watty’s ongoing data collection
projects. Details regarding the data used is presented in section 5.1.

1.3 Outline
The thesis is structured as follows: The Background chapter motivates why NILM
should be studied and anchors assumptions on the requirements on a NILM system
in previous research. Basic notation and a general formulation of the disaggregation
problem is defined. Initial observations regarding available information in the aggregated
input signal and challenges in disaggregation modelling are presented, followed by a
section on methods for evaluating disaggregation algorithms. The last part of the chapter
introduces the fundamental concepts of generative and discriminative modelling and
ends with description of artificial neural networks and the hidden semi Markov model
(HSMM). These are the two base models that are later combined in the hybrid model.

4
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The subsequent chapter, Previous Work, gives a brief overview of the NILM re-
search field followed by an in-depth review of two recent PhD Theses on the topic. The
chapter ends with a summary of the drawbacks of current generative approaches to
NILM and the argumentation leads to a motivation of the hybrid method proposed.

The Method chapter describes the proposed general architecture of a hybrid disag-
gregation model, followed by the specific model choices and details of the hybrid model
that was implemented. This includes the additions of transitional features and a sequence
encoding state graph to the HSMM.

Experiments, results and the associated analysis is gather in the Evaluation and
Results chapter. The overall performance of the proposed algorithm is evaluated, fol-
lowed by experiments examining the properties of the sequence encoding state graph.
The last chapter summarises the main Conclusions.
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Chapter 2

Background

This chapter aims to give the necessary background for understanding NILM and the
disaggregation problem and forms a basis for the following chapters. Initially an ar-
gumentation for why the field should be studied is laid out leading to a conclusion on
the requirements on a NILM system. General notation is introduced followed by initial
reflections on the main challenges in disaggregation. A categorisation of the available
information in the input signal is proposed which is used in the analysis of what is mod-
elled in di�erent approaches. Metrics for evaluating the algorithm proposed in this work
is defined followed by a discussion on why it is currently extremely di�cult to perform
relevant benchmarking of disaggregation algorithms. The last section gives an introduc-
tion to the core concepts of the thesis; generative, discriminative and hybrid modelling,
followed by a description of the base models artificial neural networks and the hidden
semi Markov model (HSMM) which are later combined in the hybrid model.

2.1 Requirements on a Non Intrusive Load Monitoring System
The introduction lays out a sequence of arguments that forms the motivation of study-
ing NILM at all: 1) there is a need to reduce our energy consumption; 2) there is a
substantial savings potential in households electricity consumption; 3) savings can be
realised by more detailed feedback to consumers, especially by breaking down consump-
tion on appliance level. A thorough review of these arguments are out of the scope of
this thesis but it is relevant to include an overview since especially the last step in the
argumentation forms the requirements on what a NILM system should be able to deliver.

Regarding the first argument, there is a strong consensus that reducing our energy
consumption is an important step towards reducing our overall environmental footprint.
The second argument is backed up by several reports; studies on energy e�ciency im-
provements in the EU over the past decades shows that avoided energy consumption
through savings (often referred to as “negajoules”) has become the single most impor-
tant energy resource [9]. In the US commercial and residential buildings accounted
for 28% of US energy consumption [10] and in reviews of studies made it is estimated
that about 20% of the consumption in this sector can be avoided with e�ciency im-

7



CHAPTER 2. BACKGROUND

provements, with little or even negative cost [2, 22]. This is backed up by the report
from the European Commission, cited in the introduction, which claims that the largest
cost-e�ective savings potential is in the buildings sector [9].

Figure 2.1: Electricity Savings Potential by feedback type as presented by Ehrhart-Martinez
et al. [11].

The third argument is the most interesting in terms of requirements on NILM system,
and also the most demanding to find conclusive evidence for. The majority of studies
show that feedback on electricity consumption has a clear positive e�ect on reducing it.
The most comprehensive and commonly cited review of residential feedback studies was
made by K. Ehrhardt-Martinez et al. in 2010 [11]. In the study, 57 primary studies over
36 years and nine countries (incl. Australia, Japan, U.S as well as European countries)
are systematically compared and analysed. A summary of the savings potential based
on di�erent types of feedback was also produced, of which an overview is presented in
Figure 2.1. There is an obvious general trend that the more personalised, direct and
detailed the feedback is, the higher the potential savings are. Optimally the feedback
should be real time and down to appliance level. There are several reasons for this, this
level of detail enables fault detection and elucidates behavioural patterns, which form a
basis for energy saving actions. These include purchasing of more e�cient appliances
or changing usage pattern, such as simply reducing usage of certain appliances or defer-
ring usage to times of the day where electricity demand is lower (resulting in less need
for expensive and carbon dioxide heavy generating methods and cheaper electricity for
the consumer). Studies on technical aspects of NILM often focus on the value of the
enhanced detailed information for the consumer, however studies show that the benefits
from disaggregation are manifold and that synergies can be achieved between actors
on the energy market. In [2] Armel et al. lists a range of benefits specifically for the
categories: Consumer, Research and Development and Utility and Policy. To realise the
full potential of energy savings, and to achieve the estimations that the studies suggest,

8



2.2. THE DISAGGREGATION PROBLEM

all these aspects need to be considered.
Moreover, Armel et al. concludes that “the most important reason why appliance

information facilitates greater energy reductions is that it enables automated person-
alised recommendations” [2] and they add a sixth column to the graphical summary by
K. Ehrhardt-Martinez et al. (Figure 2.1) labeled “Appliance Feedback Augmented” and
suggests that this is necessary for savings above the 12% suggested in the “Real-Time
Plus Feedback” column. This emphasises the role of the actor supplying the NILM ser-
vices and its relation to the consumer. It is not enough to merely deliver disaggregated
appliance level data but it should also be augmented with sophisticated recommendations
in a motivating context to optimally reduce the barrier for energy e�cient decisions.

It should be noted that potential savings presented in terms of numbers are estima-
tions based on studies with limited sample size and duration, and it is di�cult to define
more precisely what is required to achieve the respective level. K. Ehrhardt-Martinez et
al. [11] studied the correlation between the duration of the study made and the savings
potential estimated and found that average energy savings tend to be slightly higher
for shorter studies. They raise the need for studies of longer durations, of 24 month or
more, to among other things cover seasonal variations. They also call for studies of the
importance of details in the feedback process.

An aspect that is often overlooked, but highly relevant specifically for NILM systems,
is how the reliability of the feedback system a�ects its potential. If a NILM system gives
feedback that in part is experienced as clearly wrong by the user, it is likely to nega-
tively a�ect the consumers trust in the recommendations given. How willing the user is
to accept the inevitable mistakes from the NILM feedback system and how insecurities
best should be handled by the system are still open questions.

In summary, previous research show that a NILM system should, to the extent pos-
sible, be able to disaggregate to appliance level and present the result in near real time
in an intuitive and easy accessible manner. Feedback should be augmented with auto-
mated recommendations and presented in a context that is meaningful to the consumer.
Furthermore, it can be assumed that the robustness and reliability of the system is of
high importance for its creditability, but there is a lack of research investigating what
level of accuracy is acceptable from the user experience point of view.

2.2 The Disaggregation Problem

The previous section outlined the objectives with NILM based on the savings potential
in feedback with varying level of detail. With this as a basis, this section introduces nec-
essary notation for a general formulation of the disaggregation problem and comments
on prerequisites for solving it.
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Figure 2.2: 24 hours of measurements of the total power usage (X) of a household and examples
of the true power consumption of individual appliances (y1 . . . yN ). The objective in appliance
load disaggregation is, ultimately, to retrieve the appliance signals given the total consumption.
(Note: a varying scale of the y-axis is used, to more clearly display the respective appliance
signal)

2.2.1 General Formulation

The fundamental assumption in appliance load disaggregation is that the total power
used at each instance in time is equal to the sum of the power used by all appliances.
There is in general no upper limit of the number of actual appliances, thus it is necessary
to restrict the disaggregation e�orts to a subset of the appliances. Let Xt denote the
total power usage and yt

i

the power usage of appliance i at time t, see Figure 2.2. The
fundamental assumption can then be formulated,

Xt =
Nÿ

i=1

yt

i

+ ”(t) , (2.1)

where ” represents both any contribution from appliances not accounted for as well as
measurement noise. Further, let X1:T = X1, . . . , XT represent a sequence of total power
readings, referred to a as the total power signal or input signal, and let y1:T

i

= y1

i

, . . . , yT

i

represent a sequence of power usage for appliance i, an appliance signal. The sequence
of power usage for all modelled appliances is denoted y1:T = (y1:T

1

, ..., y1:T

N

). The result
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of individual metering of an appliance is referred to as a sub-metered signal, which can
be used for training of disaggregation algorithms and is necessary for evaluation.

Based on this notation, solving the disaggregation problem can then be seen as
finding the mapping,

y1:T = f(X1:T )
f : RT æ RN◊T .

(2.2)

In the previous section it was shown that it is also valuable to give feedback on the total
consumption on e.g. weekly basis, i.e. finding the mapping,

ȳ1æT = g(X1:T )
g : RT æ RN ,

(2.3)

where ȳ1æT =
q

T

t=1

yt, i.e. the total power usage of the appliances over the given time
period. At first sight this appears to be a great simplification of the problem, but it
is hard to imagine an algorithm that achieves reliable and precise predictions for ȳ1æT

without somehow modelling y1:T .1 However, better accuracy can normally be achieved
when predicting total rather than instant consumption, since over and under estimates
are averaged out. For the case of on-line or real time prediction the problem can also
be seen as finding yt≠· given X1:t, that is, prediction is made on current usage, with a
time lag · , based on the measured total consumption up to time t.

2.2.2 Appliance States
Most approaches to perform appliance load disaggregation use at some stage in the pro-
cess the concept of states. Since many appliances follow somehow regular patterns, it is
natural to consider an appliance to go through di�erent states, such as from ON to OFF.
For algorithms based on hidden Markov models (HMMs) this interpretation is natural
and necessary (see section 2.5.1). Let s1:T

i

denote the state sequence of appliance i where
s

i

œ {1, ..., K
i

}, K
i

being the number of possible states for appliance i, and let further
s1:T = (s1:T

1

, ..., s1:T

N

) denote the state sequence of all modelled appliances. From this
follows that a sub task in disaggregation can be to predict the state sequence of the
appliances given X1:T . Usually, it is an estimate of y that is the objective in disaggre-
gation, but predicting an appliance’s state sequence is often an important step towards
the goal. For this reason, it is common that metrics based on the state predictions,
rather than the predicted power, are used when evaluating disaggregation algorithms
(see further section 2.3.2).

2.2.3 Preliminary Observations on Disaggregation Modelling

Section 2.2 describes the disaggregation problem as that of finding a mapping X1:T æ
y1:T. Since the fundamental assumption Eq. (2.1) gives that the instant total power is a

1No studies know to the author has been made of finding the mapping from X to for example weekly
consumption without explicitly modelling the usage at higher frequency.
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simple function, the sum, of the appliances’ instant power usage, it is tempting to think
of the problem as finding the inverse of this mapping. However, since it in general is a
many-to-one mapping there is not much hope in finding the inverse for a single instance
in time.2 There is more hope in finding, for example, the mapping f : Xt≠w:t+w æ yt.
By looking at a region t ≠ w : t + w surrounding t one somehow compensates for the
fact that yt has higher dimension than Xt. At this point it can be relevant to reflect
on why this improves the situation; without any further restrictions on y1:T there is
still an infinite number of di�erent sub-signals that maps to the same aggregated signal.
However, by having enough prior information that poses restrictions on the sub-signals,
it is, in an idealised case, possible that only one solution remains. Figure 2.3 shows
such an idealised aggregation of three signals. If it is known that the aggregated signal
is composed of exactly one sine, one box and one linear function3 then there is only
one combination of such signals giving the aggregated signal. The prior information is
only possible to incorporate by looking at a region, or several points, of the aggregated
signal4.

Figure 2.3: Example of aggregation of three signals.

Appliance load disaggregation di�ers in several ways from the idealised case in Fig-
ure 2.3: there is measurement noise, it is in general not possible to formulate explicit
restrictions on y such that only one solution exists - normally these restrictions are
formulated probabilistically - and it is generally not possible to model every single ap-
pliance in a household. However, the essence of the previous example still holds, that
disaggregation is a non-local problem. To determine the power usage of the di�erent

2Unless the appliances can only take one a strictly limited set of values such that there is unique
total power for each combination of states.

3With appropriate parametrisation of the respective function.
4For the idealised case of parametrised mathematical functions points from the aggregated signal

needs to be collected until the system of equations for the parameters is fully determined.
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appliances at a certain instance in time, information from other parts of the signal must
be used.

In the remainder of the thesis, time indices will be dropped, writing X and y instead
of X1:T and y1:T , wherever there is no need to explicitly state the time range.

2.2.4 Available Information in Aggregated Appliance Signals
In machine learning tasks such as speech recognition it is easy for a human to carry
out the task but the challenge is to encode the understanding algorithmically. This
is not fully the case in disaggregation. With training it is, in some cases, possible to
visually identify when an appliance is on or o�. However, in many cases this is not
easily identified but there can still be information usable by an algorithm to do the
task. It is reasonable to ask what exactly it is in the total power signal X that can be
used in a disaggregation algorithm. A categorisation of the di�erent types of features or
information that is found in X, or externally, is also useful when analysing the capabilities
and limitations of di�erent algorithms. In this section such a categorisation is suggested.
First of all, there are two main categories: information from the structure in X, and
purely prior/external information. For each of these there are several sub-categories
described in tables 2.1 and 2.2 respectively.

Table 2.1: Categories of structural information in the input signal X.

Category Description

X-SUM The main assumption, i.e. the sum of the appliance loads (and possibly addi-
tional noise) should be equal to the total, i.e. that Xt =

q
i yt

i + ”(t).
X-TRANS Patterns in X correlated to the state change of an appliance. For low resolution

data, the most obvious feature in this category would be to use the di�erence
between two consecutive values in X to predict where a certain appliance change
state. However, the higher resolution the more sophisticated methods could be
used to identify such transient behaviour.

X-LOC Local features such as dynamics or “noise” present during specific states of
some appliances. In high frequency disaggregation (>1 kHz), such appliance
specific dynamics and transient features are the most commonly used. They
are however present also in 1 Hz resolution.

X-DUR The duration of certain states, which is often strongly correlated to the appli-
ance type.

X-SEQ Certain appliances go through a longer sequence of states. For example, the
compressor of a fridge mostly follows a periodic pattern, and a washing machine
usually goes through the states heating, washing and spinning in a given order,
etc.

It can be assumed that the more of these features that can be accurately modelled,
the more powerful will the model be in detecting and di�erentiating between di�erent
appliances. It should be noted that many of the suggested features are dependent of
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each other. For example, to be able to make use of state duration statistics (X-DUR)
one must be able to detect when a state starts and ends, by e.g. using stepwise changes
in the input signal (X-TRANS) and both of these might be needed to make use of a
model of the sequential behaviour (X-SEQ). The proposed categories are not complete
or the only possible way of categorising the information that can be used in appliance
disaggregation. These are however suggested as a tool for analysing what is taken into
account in a disaggregation algorithm, from an abstract and general point of view, and
will be used to analyse previous work as well as the developed algorithm in this thesis.

Table 2.2: Categories of prior or external information

Category Description

P-TIME The absolute time of day, in week, month, year etc. can be used as addi-
tional information. Models that uses this features are some times referred to
as conditional models [17].

P-COR Correlation between the use of di�erent appliances.
P-EXT This refers to correlation between the use of an appliance and other external

factors such as meta data about the specific household (the number of rooms,
area etc.) or e.g. outdoor temperature.

P-VAR Represents that the variance in signatures is greater between di�erent physical
appliances of the same type than within one physical appliance. A model that
incorporates this can be tuned to better represent the specific appliance in an
household rather than an average over all appliances in a given category.

2.3 Evaluating Disaggregation Algorithms
Relevant standards for evaluating disaggregation algorithms are essential for moving the
research field forward and to get a fair estimation of the expected performance of a given
algorithm in a real application. If a NILM system makes promises that cannot be hold
there is an obvious risk that the users trust will be damaged and potential environmental
savings prohibited. This could be the result of trusting evaluation done in a controlled
environment too much, and not taking into account the challenge of variations in real
world data that might not be represented in the data set available for training and testing.
As was highlighted in the beginning of this chapter, there is no research on how accurate
the system must be to be relevant. The following section describes assumptions made
about the deployment of a NILM system, followed by definitions of the evaluation metrics
used in this report and ends with a discussion on the di�culties with benchmarking in
the research field.

2.3.1 Assumptions on NILM System Deployment
It is important that the development, as well as evaluation, of disaggregation algorithms
is based on what will be known about the individual household in which the NILM sys-
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tem will be deployed. Most important is to state whether one assumes that there will be
sub-metered appliance level data, for the specific household, available. If this is the case
then the algorithm only needs to model the specific appliances in that household (no
need for generalisation of an appliance type) which allow for a range of simple algorithms
to be successful. This is however an unlikely and uninteresting scenario from the point
of view that NILM Systems must be available at low cost for everyone to achieve a sig-
nificant reduction in energy consumption. Since metering individual appliances requires
additional hardware and is costly and time consuming it is not a relevant alternative to
require such an initial appliance metering period. Thus, if an algorithm involves tuning
of a model’s parameters to a specific household, this tuning must be made unsupervised
from the total signal X only. Consequently, when evaluating disaggregation algorithms,
appliance level data from the household for which an algorithm is evaluated should never
have been used in training.

2.3.2 Metrics
A number of metrics for evaluating disaggregation algorithms have been proposed in
previous studies. In this study the focus is on predicting the correct state of an appliance.
A commonly used metric is accuracy which is the ratio of the time with correctly assigned
state to the total time. This metric is not descriptive of the performance of algorithms for
appliances that are mainly o�. For an appliance such as a washing machine, that might
be on 3% of the time, an algorithm that predict that the washing machine is always o�
will have 97% accuracy without any ability to predict its usage. This is of course also
pointed out by many, and the more informative metrics Precision (Pr), Recall (Re) and
F-score (F ) are also often used [4, 17, 25]. These metrics, from the field of information
retrieval, are based on the concept of true positives (TP); instances that are correctly
predicted as part of the concept, false positives (FP); instances that are predicted to be
part of the concept but are not, true negatives (TN); instances correctly predicted not
to be part of the concept, and false negatives (FN); instances that are predicted not to
be part of the concept but are. Precision, Recall and F-score metrics are then defined
as follows,

Pr = N
T P

N
T P

+ N
F P

, (2.4)

Re = N
T P

N
T P

+ N
F N

, (2.5)

F = 2 · Pr · Re

Pr + Re
, (2.6)

with N
(·) representing the number of instances in the respective category. In the binary

classification task to predict if an appliance is ON or OFF it makes sense to compute
the metrics for the, usually less frequent, ON state.5 The same metrics can be used,

5For an appliance that is ON most of the time, a problem similar to that of accuracy occurs; if it
is predicted that the appliance is always ON high scores will be achieved without detecting when its
turned o�.
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without modification, for multi-state tasks by reporting the respective score for each of
the states (all other states are then considered not to be part of the concept). Thus for
the predicted state sequence s̃1:T and the true state sequence s1:T the Precision, Recall
and F-score for state k is computed according,

Pr(k, s̃1:T , s1:T ) =
q

T

t=1

I(s̃t = k)I(st = k)
q

T

t=1

I(s̃t = k)
, (2.7)

Re(k, s̃1:T , s1:T ) =
q

T

t=1

I(s̃t = k)I(st = k)
q

T

t=1

I(s = k)
, (2.8)

F (k, s̃1:T , s1:T ) = 2 · Pr(k, s̃1:T , s1:T ) · Re(k, s̃1:T , s1:T )
Pr(k, s̃1:T , s1:T ) + Re(k, s̃1:T , s1:T ) , (2.9)

where the indicator function I(s = k) = 1 if s = k and I(s = k) = 0 if s ”= k.

State metrics does not measure how well the actual consumption of appliances is disag-
gregated. The focus in this thesis is mainly to predict the state of an appliance but to
describe the accuracy of predicted consumption the metric weekly consumption accuracy
(WCA) will also be used in the evaluation in chapter 5. It is defined as,

WCA
w

= 1 ≠ |Ẽ
w

≠ E
w

|
max(Ẽ

w

, E
w

)
, (2.10)

WCA =
q

wœW

|w| · WCA
wq

wœW

|w| , (2.11)

where Ẽ
w

is the predicted used energy and E
w

the true used energy of the appliance in
the calendar week w (Monday to Sunday). Subsequently WCA is the mean of WCA

w

over all available weeks. Observe that the mean is taken with respect to the amount of
data available in the respective week, represented |w|6. WCA is e�ectively measuring
the ratio between the smaller and larger of the predicted and true energy consumption.
As an example, if the true consumption in a week is 100 Wh and the predicted is 50 Wh
or 200 Wh the WCA

w

= 0.5 for this week. It is not a measurement of the absolute but
rather the max-relative error. WCA

w

= 1 means exactly the right amount of energy
was assigned to the appliance that week. For a week where the appliance was never used
but predicted to be used at least once WCA

w

= 0 and the same goes for weeks where
the appliance was used but never predicted to be used. The metric is not well defined
for weeks when the appliance was never used and never predicted to be used, therefore
such weeks (where the prediction in fact was correct) were removed before computing
the average WCA in the results presented in chapter 5.

WCA alone is not a good metric for in depth analysis of the performance of an
algorithm since the correct amount of energy can be assigned but in the wrong place.

6In the end and beginning of a measurement period there is usually not a complete calendar week
of data, W CAw (that is strictly computed over the calendar week) is thus weighted relative the amount
of data in week w.
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It is used here to give an understanding of the accuracy of a weekly total consumption
breakdown which could typically be of interest to the user of a NILM system. For quan-
titative analysis in this thesis, Precision, Recall and F-score is used and there will also
be plots presented for comparing the algorithm’s predictions with ground truth for a
qualitative analysis of the performance.

To avoid confusion it should be noted here that other meanings of Precision, Recall
and F-score appear in NILM papers. In [33] the only definition of these metrics (which
are also the only metrics used in the paper) is the following:

“The precision is the fraction of disaggregated consumption that is correctly
classified, recall is the fraction of true device level consumption that is suc-
cessfully separated, and F-measure is 2·precision·recall

precision+recall

.” [33]

The authors also refer to [19] regarding the use of these metrics, in [19] the only definition
of the metrics is the following:

“we report precision and recall metrics at the circuit level: recall measures
what portion of a given circuit’s energy is correctly classified, while precision
measures, of the energy assigned to a circuit, how much truly belonged to
that circuit. Because there are some portions of the energy that are correctly
left unassigned (because we have no model of that device), we would not
expect to achieve 100% recall, and we place higher emphasis on the precision
metric.” [19]

These descriptions are ambiguous, a more precise definition is required for the results to
be interpretable and preferably other terms than Precision and Recall should be used.
A “fraction” or “portion” of energy cannot in it self be correctly classified. One can
compute a ratio (or other similarity measures) between the predicted absolute energy
consumption and the true absolute energy consumption, or the predicted consumption
of an appliance relative the total, compared to the true consumption of an appliance
relative the total. Such a comparison should further be related to a specified time
period to be relevant. In this thesis, Precision, Recall and F-score will be computed for
state assignments of an appliance according Eqs. (2.7) to (2.9).

2.3.3 Benchmarking
A major problem in the field of NILM research is the lack of e�cient benchmarking.
This is has been highlighted lately especially by Batra [4]. Very to the point, it is stated
that “empirically comparing disaggregation algorithms is currently virtually impossible”.
This is due to the di�ering data sets used, the lack of reference implementations of these
algorithms and the variety of accuracy metrics employed [4]. Unfortunately this has led
to that the comparisons that are made, despite the obvious problems in doing so, are
sometimes misleading and favours the work presented. The later is troublesome if bias
in the benchmarking is not thoroughly discussed and emphasised by the author. The
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problems with benchmarking, that Batra describes, will be further exemplified in the
next chapter on previous work.

There are a number of datasets with household electricity consumption available, of
which a few can be used for the evaluation of disaggregation algorithms, a comprehensive
overview can be found in Parson [30]. The Reference Energy Disaggregation Data set
(REDD) is probably the most frequently used dataset in NILM papers for evaluation
and benchmarking. It was collected by a research group at MIT from 6 households in
the Greater Massachusetts area, USA [20].

The data set used in this thesis is a non-public data set collected by the energy
management and disaggregation company Watty. There are several reasons for this
choice: primarily, there were considerably more, and more reliable, data in the dataset
supplied by Watty (see section 5.1 for details). The evaluation of the sequence graph in
section 5.4 would not have been possible at all using for example REDD. The evaluation
in this thesis is presented as a proof of concept where di�erent versions of the presented
algorithm is compared, with a simpler algorithm as baseline, thus the use of an open
dataset was not necessary. After an extensive use of REDD and other open data sets,
Watty draw the conclusion that this was by no means su�cient for its research and
development, and therefore initiated a large scale data collection project on its own.
The dataset used for evaluation in this thesis is a smaller part of this. It was well
structured and integrated in the company’s systems for evaluation and benchmarking
towards Watty’s existing algorithms. Full insight in the data collection process was also
given.

2.4 Fundamental Modelling Approaches
Having laid out the basics of the disaggregation problem this section moves the focus
towards the two core modelling concepts of the thesis; discriminative and generative
modelling, and their combined use in hybrid modelling.

Discriminative

X yi

Hybrid

X f yi

Generative

X y

Figure 2.4: Conceptual illustration of a discriminative, generative and the proposed hybrid
modelling approach. In the discriminative case the probability of the objective given the input
is modelled directly - such a model can be trained to predict the state or power of a single
appliance. In the generative case, the probability of the input given the objective variable is
modelled, and in prediction some inference algorithm is used to retrieve the objective variable.
A purely generative approach basically requires all appliances to be modelled simultaneously.
In the proposed hybrid model approach a discriminative model is used to extract features from
the input signal correlated to a single appliance and the correlation between these are modelled
generatively.
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2.4.1 Generative Models
A generative model typically models the probability of the input variable X given the
objective variable Y .

P (X | Y, ◊) , (2.12)

where X and Y in this case represent general input and objective variables and ◊ the
model parameters. In prediction an inference algorithm is used to retrieve the objective
variable according the following formula for the general case,

Ỹ = argmax
Y

P (Y | X, ◊) = argmax
Y

P (X | Y, ◊)P (Y | ◊) , (2.13)

where Ỹ is the prediction and the second equality follows from Bayes’ theorem. From
Eq. (2.13) it is clear that prediction involves a search in the output space. In the
case of disaggregation it is straight forward to model the distribution P (X | y) since
the general assumption is that X is the sum of the components of y, but this re-
quires that all appliances are modelled (or at least most of them if the residual is also
somehow modelled). A di�culty arises when analysing the expression for prediction,
ỹ = argmax

y

P (X | y)P (y); how should P (y) be modelled in general and how should
the output space be searched? To get an idea of the complexity of the output space, let
us assume that 10 appliances with binary state (ON/OFF) should be modelled for 24
hours of data with 1 minute resolution (1/60 Hz), this gives 210·24·60 di�erent possible
state sequence combinations.

2.4.2 Discriminative models
A discriminative model on the other hand aims to model the probability distribution
over the objective variable given the input variable i.e. p(Y |X) directly. This can
be done with for example an artificial neural network (ANN), which is used in this
thesis. When an ANN is trained to predict the most likely output variable directly
Ỹ = f(X) ¥ argmax

Y

P (Y | X), there is no search involved in prediction. With this
approach the model can be trained to predict consumption and/or state of a single
appliance and it is not required that all appliances are explicitly modelled.

2.4.3 Generative vs. Discriminative and Hybrid Models
The brief overview above is not a complete description of these fundamental modelling
concepts. One can in fact construct probabilistic models that intrinsically allows for a
mix of the two and the generative/discriminative traits can perhaps better be defined
by the way model parameters are fit in training. In a purely discriminative classifier one
aims to maximise the conditional log likelihood

q
N

i=1

log P (y
i

| x
i

, ◊), with {x
i

, y
i

} being
the training dataset, where as in a generative classifier one usually aims to maximise the
joint log likelihood

q
N

i=1

log P (y
i

, x
i

| ◊). This can clearly result in di�erent optima for
the model parameters and thus di�erent characteristics of the model. [28]
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In [7] M. Bishop and J. Lassere gives an excellent example on how one can vary
the generative and discriminative traits of a single model and how this is related to the
model’s ability make use of non-labeled data in training. This is however not the type
of hybrid modelling specifically investigated in this thesis, here a hybrid model refers to
the combined usage of discriminative and generative models in general.

Hybrid combinations of models have been used in several applications such as speech
recognition, mention in the introduction. In 1992 Y. Bengio et al. [5] published a ANN
- HMM hybrid algorithm for speech recognition where they also proposed a method for
global optimisation, i.e. training of the full combined model’s parameters, instead of
optimising the parts separately. This model has inspired the work in this thesis. Despite
many di�erences in the overall problem, the type of data and algorithmic details, the
concept of using an ANN for automatic feature learning in combination with a HMM
for sequential modelling is common for [5] and the hybrid approach in this thesis.

2.5 Base Models
The overall idea of the hybrid disaggregation model proposed in this thesis is to extract
a sequence of features from the input signal X that are correlated to a single appliance,
using a convolutional neural network (CNN), and use this sequence as observations for
a hidden semi Markov model (HSMM), constructed and trained to model the specific
appliance. Here follows an overview of the two base models.

2.5.1 Hidden Markov Models
Appliance modelling with hidden Markov models (HMMs) is the most commonly used
approach in appliance disaggregation. With a HMM, the process of interest, in this case
the power consumption of an electric appliance, is modelled as a sequence of hidden states
that generates observations. This has a natural interpretation for an appliance that can
be assumed to go through a sequence of states, with the observations being the power
usage at each instance in time, which depends on the current state of the appliance.
In the basic HMM, which is illustrated in Figure 2.5, the probability of which state to
transition to is only conditioned on the present state, this is referred to as the Markov
property. The probability of a given observation is also conditioned on the present state
only.

s1i s2i s3i s4i s5i s6i . . .

y1i y2i y3i y4i y5i y6i . . .

Figure 2.5: A hidden Markov model of an electric appliance i. Dashed white nodes represent
the hidden state of the appliance and grey nodes the power usage at the respective instance in
time.
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Since the power consumption of a single appliance is not directly observable in appli-
ance disaggregation, a factorial (additive) hidden Markov model (FHMM) is usually used
to model the total observed power, based on the state sequences of all appliances. Fig-
ure 2.6 illustrates a FHMM applied to the disaggregation problem. When all appliances
are modelled simultaneously the complexity of the output-space grows exponentially
with the number of appliances modelled and thus Markov Chain Monte Carlo tech-
niques such as Gibbs Sampling are often used [16,17,20], or other approximate inference
algorithms, e.g. [19], that limit the search of the output-space. Despite such methods,
the complexity of inference in generative models that require that all appliances are
modelled simultaneously has led to that basic HMMs with few states have been used for
the respective appliance type. Typically two to four states are used to model one appli-
ance [16,17,20,30]. While a basic HMM with few states might be a good representation
of some appliances with a few steady power levels, it is not so for other appliances with
more complex signatures.

s1N s2N s3N s4N s5N s6N
. . .

y1N y2N y3N y4N y5N y6N
. . .

s11 s21 s31 s41 s51 s61 . . .

y11 y21 y31 y41 y51 y61 . . .

...

X1 X2 X3 X4 X5 X6

. . .

Figure 2.6: A factorial (additive) hidden Markov model of the appliance disaggregation prob-
lem. Dashed white nodes represent the hidden state of the respective appliance and grey dashed
nodes their power usage, which are also hidden. The upper row of nodes represent the observed
total power consumption at each instance in time.

Hidden Semi Markov Model

The hidden semi Markov model (HSMM) is an extension of the basic HMM that allows
for detailed modelling of the duration of states, sometimes called sojourn time [34]. In
a HMM the state durations are (implicitly) modelled by geometrical distributions. This
follows from the Markov property and that every state transition is only conditioned on
the previous state. In a HSMM any distribution can be used to model durations and in
its most general formulation we can also allow transition and observation probabilities to
be conditioned on the duration of a state. The general HSMM formulation follows bel-
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low. The notation and definitions are based on Shun-Zheng Yu widely cited article [34],
however, to be consistent with previous notation in this paper, superscript indexing will
be used to indicate time (instead of subscript).

Assume a discrete-time Markov Chain with the set of hidden states S = {1, ..., M}.
The discrete state sequence is denoted S1:T = S1, ..., ST where St œ S. Here, St denotes
the random variable; a realisation of St is denoted st and consequently a realised state
sequence s1:T . Definitions 2.5.1.1 to 2.5.1.4 introduces necessary notation for referring
to parts of the hidden state sequence of a HSMM.

i1 i2 i3 . . .
d1 d2

s1 s2 s3 s4 s5 s6 . . .

o1 o2 o3 o4 o5 o6 . . .

Figure 2.7: Illustration of the hidden semi Markov model.

Definition 2.5.1.1. St1:t2 = i … St = i ’ t
1

Æ t Æ t
2

, i.e denotes that the system stays
in state i during the period from t

1

to t
2

. Note that the previous state St1≠1 and the next
state St2+1 may or may not be i.

Definition 2.5.1.2. S[t1:t2 = i … St1:t2 = i · St1≠1 ”= i, i.e there was a state change
between time t

1

≠ 1 and t
1

.

Definition 2.5.1.3. St1:t2] = i … St1:t2 = i · St2+1 ”= i, i.e there was a state change
between time t

2

and t
2

+ 1.

Definition 2.5.1.4. S[t1:t2] = i … S[t1:t2 = i · St1:t2] = i, i.e the system was in state i
precisely between time t

2

and t
2

.

Let O1:T = O
1

, ..., O
T

denote the observation sequence, where Ot œ K = {k
1

, ..., k
K

}.
A realisation of the random variable Ot is denoted ot. For the observation sequence o1:T ,
the corresponding hidden state sequence,

S1:d1] = i
1

, S[d1+1:d1+d2] = i
2

, . . . , S[d1+...+1:dn≠1:d1+...+dn = i
n

, (2.14)

can also be denoted as a sequence of state-duration pairs,

(i
1

, d
1

), ..., (i
n

, d
n

) ,
nÿ

m=1

d
m

= T, i œ S, d
m

œ D .
(2.15)

One should note that the first state i
1

does not necessarily start at time 1, and that the
last state i

n

does not necessarily end at time T . This is often referred to as the censoring
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issue, which will be commented further in section 4.2.3, (for a detailed discussion see
also [34]). With this notation the parametrisation of the general HSMM is expressed as
follows,

a
(i,d

Õ
)(j,d)

© P (S[t+1:t+d] = j | S[t≠d

Õ
+1:t] = i) , (2.16)

b
j,d

(ot+1:t+d) © P (ot+1:t+d | S[t≠d

Õ
+1:t] = j) , (2.17)

fi
j,d

© P (S[t≠d

Õ
+1:t] = j), t Æ 0, d œ D , (2.18)

where a
(i,d

Õ
)(j,d)

represents the transition probabilities, b
j,d

the observation probabilities
and fi

j,d

represents the probability of the initial state and its duration before the first
observation is obtained.

In the general HSMM described above, the transition, duration and observation
probabilities are conditioned on the duration of a state. However in this paper, a version
of the HSMM called the explicit duration Markov model will be used. It is commonly used
due to its reduced complexity compared to the general HSMM. In the explicit duration
Markov model one assumes that the state transitions are independent of the duration
of the previous state and that there are no self-transitions, i.e. a

(i,d)(j,d

Õ
)

= a
i(j,d

Õ
)

and
a

i(i,d)

= 0. Consequently, one can break out the duration probability and get,

a
(i,d

Õ
)(j,d)

= a
ij

p
j

(d) , (2.19)
a

ij

© P (S[t = j | St≠1] = i) , (2.20)
p

j

(d) © P (St+1:t+d] = j | S[t+1 = j) . (2.21)

In the explicit duration Markov model one usually also assumes that the observations
are conditionally independent of each other and duration given the state, i.e

b
j,d

(ot+1:t+d) =
t+dŸ

·=t+1

b
j

(o
·

) , (2.22)

b
j

(k) © P (ot = k | St = j) . (2.23)

The set of all parameters for the explicit duration Markov model is denoted,

⁄ = {a
i,j

, p
j

(d), b
j

(k), fi
j,d

}. (2.24)

Given the model parameters of a HSMM the objective is usually to infer the hidden
state sequence corresponding a given observation sequence. The interpretation of this is
natural for the disaggregation problem where the aim is to infer the state sequence of
the appliances with the total signal X being the observation (or in the hybrid algorithm
developed in this thesis features extracted from X). There are two conceptually di�erent
ways of defining which state sequence is the most likely. Either the maximum a posteriori
estimate (MAP) of St at each instance in time is inferred,

s̃t = argmax
iœS

P (St = i | o1:T , ⁄) , (2.25)
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or the maximum likelihood estimate (MLE) state sequence as a whole,

s̃1:T

MLE = max
s1:T

P (S1:T = s1:T | o1:T , ⁄) . (2.26)

Which of these estimates is the more relevant depends on the purpose of the prediction.
The first approach aims to maximise the number of instance at which the correct state
is guessed, it can however result in a sequence of estimates that is not possible (i.e. has
zero probability) according the model. For predicting the state sequence of an appli-
ance the second approach is used in this thesis, it forces the prediction to be the most
likely, complete, sequence of states and the MLE can e�ciently be computed using the
Viterbi algorithm. The Viterbi algorithm is a widely used dynamic programming algo-
rithm for obtaining the MLE state sequence of a HMM and it is easily extended to the
HSMM. Here follows what is essentially a transcription of the algorithm as it is presented
in [34]. This forms the basis of the extended Viterbi algorithm presented in section 4.2.3.

Define the forward variable for the general HSMM Viterbi algorithm by,

”
t

(j, d) © max
s

1:t≠d
P (s1:t≠d, S[t≠d+1:t] = j, o1:t | ⁄) =

= max
iœS≠j ,d

ÕœD

Ë
”t≠d(i, dÕ)a

(i,d

Õ
)(j,d)

b
j,d

(ot≠d+1:t)
È

.
(2.27)

Record the previous state that ”
t

(j, d) selects by,

�(t, j, d) © (t ≠ d, iú, dú)

(iú, dú) = argmax
iœS≠j ,dœD

Ë
”

t≠d

(i, dÕ)a
(i,d

Õ
)(j,d)

b
j,d

(ot≠d+1:t)
È

,
(2.28)

where iú is the previous state and dú its duration. The MLE state sequence can now
be determined by finding the last state and duration combination that maximises the
likelihood and backtrack the history of states according,

(t
1

, jú
1

, dú
1

) = argmax
tØT, dØt≠T +1,

dœD, iœS

”
t

(i, d) , (2.29)

(t
m

, jú
m

, dú
m

) = �(t
m≠1

, jú
m≠1

, dú
m≠1

) . (2.30)

This is done until the first state is determined, S
1

= j
n

and (jú
n

, dú
n

), ..., (jú
1

, dú
1

).7 This
formulation of the Viterbi algorithm is valid for the general HSMM. For the explicit
duration hidden Markov Model, which is a special case of the general HSMM, the com-
plexity of the algorithm can be reduced considerably. Section 4.2.3 describes the details
of a modified Viterbi algorithm that handles the additions made to the explicit duration
hidden Markov model (described in section 4.2.3) and also makes use of sparsity in state

7The notation is slightly unclear in the original source regarding (2.29) since it involves taking argmax
over t Ø T for ”t(j, d). However according Eq. (2.27) ”t(j, d) is not well defined, since o

t is not known,
for t Ø T . Thus for t Ø T one must be able to express P (s1:t≠d

, S

[t≠d+1:t] = j, o

1:T | ⁄).

24



2.5. BASE MODELS

transitions. In the remainder of this thesis the acronym HSMM will refer to the explicit
duration Markov model and general HSMM will be used when referring to the general
formulation.

2.5.2 Artificial Neural Networks
An artificial neural network (ANN) is a general function approximator inspired by bi-
ological computation such as the workings of the neurons in a brain. A multilayer
feedforward ANN consists of a layer of input nodes, one or several layers of hidden nodes
and a layer of output nodes. The input nodes connect each scalar value x

i

of the input
vector x = (x

1

, . . . , x
n

) to each of the artificial neurons or processing units in the first
hidden layer. Each neuron has a vector of weights w = (w

1

, . . . , w
n

) for the respective
input value and an additional bias weight w

0

. The total input to the neuron, the activa-
tion a, is the dot product between the neurons weight vector and the input vector plus
the bias weight,

a = w
0

+
nÿ

i=1

w
i

x
i

. (2.31)

For simplicity, an additional input value x
0

= 1 can be added so that the activation can
be expressed as a single dot product between its input and weight vector,

a =
nÿ

i=0

w
i

x
i

= w · x . (2.32)

The output z of the neuron is given by its activation function g of the input,

z = g(a) . (2.33)

For the network to be able to represent a non linear mapping, relating the input to
the output, the activation function must be a nonlinear function. According the same
principle, there are connections between the outputs of one hidden layer to the inputs
of the next hidden layer. The output of the last hidden layer is the input to the output
layer which output in turn represents the objective variable y = (y

1

, . . . , y
m

). From this
follows that, given the network structure and the type of activation functions, the output
can be written as a function of the input variable and the network’s weights,

y = f(x, W) , (2.34)

where W represents all the weights in the network. The objective is to train the ANN,
i.e. tune its weights, to represent the mapping x ‘æ y. This is done in a supervised
manner, by using a set of training examples (x, t) œ D, where t denotes the true output,
corresponding to the input x, and D the training set. An error function describing the
error between the predicted and true output is defined, e.g,

E =
ÿ

(x,t)œD
|x ≠ t|2 . (2.35)
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The goal of the training is to find a set of weights that minimises the error function
over the training data. For this a method called back-propagation is used. As long as
the network is a directed acyclic graph with di�erentiable transformations and the cost
function is di�erentiable, then the overall error for a given set of training examples can
be expressed as a di�erentiable function of the weights. After an random initialisation
of all the weights, minimisation of the error is carried by iteratively preforming gradient
descent over the training data, or usually subsets (batches) of the training data, with
respect to the weights. In general, the error is far from a convex function of the weights
and there is no guarantee that a global minima will be reached. There exists a wide
range of algorithms for optimising the training of neural networks in terms of avoiding
getting stuck in local minima, avoiding overfitting and speeding up training etc. An
extensive overview of such methods can be found in for example [24].

The type of neural network used in this thesis is a convolutional neural network
(CNN). A CNN is a feedforward neural network and, as the name suggest, its structure
represents convolutions of kernels over the input data and between the layers. Instead of
using predefined kernels, the kernels are also learned during training - each of the kernels
will e�ectively be trained to represent some, hopefully relevant, feature. The first layers
will represent low-level features while consecutive layers will represent combinations of
these into higher-level features. The convolutional trait is achieved by forced weight
sharing between subsets of the neurons in a layer such that the their input from the
shared weight connections correspond to a kernel convolved over the natural dimension
of the input data, usually sequences (1D) or images (2D). Usually in CNNs, pooling
of the convolutional features are used. With pooling, the maximum or average value
for a feature over a region in the input dimension is passed on to the next layer. This
achieves a certain degree of translational invariance of the features (how much depends
on the size of the pooling regions). This is an important feature for e.g. object detection
tasks. How a CNN was applied for feature extraction in the hybrid model is described
in section 4.2.4.

There are many other structures, or topologies, of neural networks. A feedforward
neural network is defined by the fact that its structure can be represented by an directed
acyclic graph. Its counterpart, recurrent neural networks (RNNs), are often depicted to
have connections between the neurons that form directed cycles. What this means is
that when a RNN is applied to a sequences of features it takes as input, at each time
step, the current feature as well as its own output from the previous time step. Since the
RNN’s transformations are applied in sequence, the unfolded graph, describing the full
transformation from input to output sequence, still forms a directed acyclic graph which
makes it possible to apply gradient descent to train the networks weights. From this point
of view, a RNN can be considered feedforward net with variable size of its input/output
space and with a specific kind of weight sharing (the same transformation is applied
at each time step). RNNs are powerful for representing mappings between domains
with a sequential structure and is thus used for tasks such as speech and handwriting
recognition. When training RNNs, gradients with respect to the network’s weights can
be computed using back-propagation through time in the unfolded graph. It has been
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shown, however, that standard gradient descent fails to properly train basic RNNs when
the structure in the input signal and its correlated output is separated more than a
few time steps [6]. Various approaches to handle the problem have been developed and
recent progress in RNNs with non-multiplicative transformations, such as Long short-
term memory (LSTM) networks, and the use of e.g. hessian-free optimisation training
methods seems to have e�ectively solved the problem [27] and today RNNs are part
of the state of the art in for example speech recognition [12]8. Due to RNNs’ intrinsic
ability to represent sequential structures it would be highly relevant apply a RNN-based
solution to the disaggregation problem. A RNN was however not used in this thesis
since training still requires more computational resources for longer sequences and there
are less “ready to use” implementations available, compared to feedforward ANNs.

2.5.3 Hybrid Modelling for Appliance Disaggregation
In the context of the disaggregation problem it is particularly interesting to investigate
the use of hybrid modelling. First of all the discriminative approach is scarcely investi-
gated for the sampling frequency of 1 Hz. Algorithms such as ANN have shown excellent
performance in many other machine learning task and o�ers much more expressive power
in terms of modelling subtle nuances in appliances’ signatures than e.g. a FHMM. With
enough relevant training data these nuances can be captured by the automatic feature
detection o�ered by ANNs. This is a form of implicit modelling where the structure and
training procedure has to be defined but the network takes care of the actual modelling
itself. On the other hand, it is di�cult to explicitly build in knowledge in an ANN in
the intuitive way that can be done in probabilistic graphical models. Moreover it is
demanding to e�ciently represent sequential data in an ANN9 which is exactly what a
HMM is built to do. ANNs do not o�er a natural framework for using unlabelled data
in training, which corresponds to tuning the algorithm to predict data. A generative
model is generally needed to do this [7]. On top of this, a key argument for investigating
the approach is that if a discriminative model is used to factorise out features from the
signal correlated to a single appliance then it will be feasible to use a considerably more
detailed and complex HMM of the appliance.

2.6 Summary
In this chapter the motivation for studying NILM as well as the demands on a NILM
system have been discussed. General notation was introduced and a general formulation
of the disaggregation problem was presented. The fact that all possible appliances cannot
be modelled and the presence of measurement noise in a real application was highlighted.
It was further discussed how the problem of finding a mapping from a lower to a higher

8Although in [12] hessian-free optimisation was not used but instead Nesterov’s Accelerated gradient
method, see [32].

9Recent extensive research on recurrent neural networks (RNNs) and improved computational re-
sources have essentially solved this. And it would be highly relevant to apply RNNs to disaggregation.
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dimension in disaggregation requires that the structure of the signal in larger regions is
used, in combination with relevant restrictions posed on the possible signatures of each
appliance type. The fundamental concepts of generative and discriminative modelling
were described followed by an overview of artificial neural networks, hidden Markov
models and a more in depth description of the theory of the hidden semi Markov Model,
which forms the basis for the extended Transitional Feature HSMM in section 4.2.3. The
last section of the chapter emphasised why it is interesting to apply a hybrid model to
the disaggregation problem.
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Chapter 3

Previous Work

In the previous chapter the background and basis of NILM was laid out, this chapter
goes through previous research in the field. A general overview is followed by a more
in-depth review of two recent PhD. theses, with focus on the limitations of previous
approaches and the challenges of benchmarking in the research field that were outlined
in section 2.3.3. The chapter ends with an illustration of the shortcomings of hidden
Markov models with few states to model electric appliances (which is mostly the case in
previous approaches) which further motivates the hybrid approach that allows for more
expressive sequential models to be used.

3.1 Research Overview
The interest in studying NILM has accelerated over the past decade, likely due to an
increased awareness of the need to reduce energy consumption along with the accelerat-
ing development within the area of machine learning. NILM is an interesting problem
from a machine learning perspective since there is a wide range of machine learning
algorithms that are applicable. As previously mentioned, there is research on appliance
disaggregation with high frequency input data (∫1 Hz) this allows for approaches that
di�ers significantly from approaches applicable for Æ1 Hz and such work will be omit-
ted here. For an overview and comparison between approaches and their potential in
di�erent frequency ranges see [2].

The first published work on NILM was done by G. Hart in 1985 [13]1. His first
algorithm was restricted to two-state (on/o�) appliances with power usage over 100 W.
Essentially the algorithm identified discontinuities in the total power signal, as the re-
sult of an appliance being turned on or o�, and matched these together to infer the
duration that an appliance was on. Along with other pioneers such as Abbott et al. [1]
and Sultanem [31] they formed the foundation of the NILM field. The most commonly
cited paper is probably [14] where G. Hart sets the framework for most aspects of NILM

1In many papers (e.g. [17, 19, 20, 25]) G. Hart’s paper from 1992 [14] are often the old-
est paper quoted but [13] from 1985 was recently made available by O. Parson on his website:
http://blog.oliverparson.co.uk/2014/06/hart-gw-prototype-nonintrusive.html
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including goals, applications, load models, appliance signatures and algorithms as well
as summarising the early research on the field and discussing the potential of NILM.

For a long period there was little focus and occasional progress in the field but in the
last five to ten years it has gained a lot of attention. This upswing has been explained
by decreasing hardware costs, expanding connectivity infrastructure an national rollouts
of smart electricity meters [30], and that today the growing community of researcher
as established a field on its own. Thus, in recent years a number of papers have been
published.

In [20] J. Kolter and M. Johnsson introduced the Reference Energy Disaggregation
Dataset (REDD). Despite the limited amount of data, this open data set has been a
great contribution to the field. They also showed how a factorial hidden Markov model
(FHMM) can be applied to appliance disaggregation.

In [16] M. Johnson and A. Willsky demonstrates the use of hierarchical Bayesian non-
parametric hidden semi Markov models, also in a factorial structure. The hierarchical
Bayesian approach is compelling since it can naturally represent the fact that there
is greater variance in the signature of an appliance type between households (di�erent
physical appliances) than within a household, i.e. making use of the information category
P-VAR (according the categorisation of information proposed in section 2.2.4). The fully
Bayesian approach also allows for the number of states to be inferred and tuned to the
unlabelled data in prediction which was important to model for example lighting where
combinations of di�erent lights cause a varying number of modes. The HSMM based
algorithm is showed to perform consistently better than its HMM counterpart, however
the result is only reported in accuracy for all appliances combined which makes it hard
to analyse what kind of errors were made.

Using a HSMM instead of the basic HMM allows for making better use of the in-
formation category X-DUR. Improved performance by using a HSMM instead of the
basic HMM is also showed by H. Kim et al. in [17], however they showed that the
performance gain was small compared to what they referred to a conditional FHMM
(CFHMM). In the CFHMM the prior probabilities for when appliances are typically
used are incorporated in the probabilistic model, i.e. usage of P-EXT .

J. Kolter and T. Jaakkola demonstrated in [19] that the performance of a FHMM can
be improved by modelling the di�erence between two consecutive observation (X

t

≠X
t≠1

)
on state changes. This is called a di�erential HMM (DHMM) and based on the same
idea as the transitional features added to the HSMM in this thesis (see section 4.2.3).
This is a way of making use of the information category X-TRANS .

All the factorial approaches have in common that the most prominent feature used
is that the sum of the individual appliances should equal the total, i.e. X-SUM , but
as seen in this brief overview other information categories (P-VAR, X-DUR, X-TRANS
and P-EXT ) can be incorporated in a FHMM. What can be noted is that non of these
approaches have the ability to model dynamics during the state of an appliance (X-LOC )
since the power consumption of an appliance have been modelled as conditionally inde-
pendent at each instance in time given the present state. Figure 3.1 shows the power
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consumption of a fridge. There is an obvious characteristics in the signal during the ON
state; a first power peek is followed by what looks like exponentially decaying power,
until there is a rapid switch o�. This behaviour is not modelled in a HMM or HSMM
where the power consumption is modelled conditionally independent at each instance in
time given the state. Furthermore, non of the approaches described above have focused
on modelling the sequential behaviour of certain appliances, X-SEQ. This will be further
discussed in the last section of this chapter.

P
ow

er
[W

]

t

Figure 3.1: An example of 24 hours of power data for a fridge.

Approaches based on HMMs have dominated the NILM research filed for low frequency
input data (Æ1 Hz) but worth mentioning is also methods based on discriminative sparse
coding such as the algorithm proposed in [18]. With this method, appliances are repre-
sented with a set of basis functions and disaggregation is carried out by finding a set of
sparse activations of these that best explain the total signal. This approach could poten-
tially represent more detailed dynamics of di�erent appliance types (X-LOC ), however
the algorithm is applied to 1/60 Hz energy readings where not much detailed dynamics
are present. With this resolution the achievable accuracy is clearly limited, and the
algorithm is reported to perform only slightly better than when, trivially, predicting the
average consumption of the respective appliance type.

To the best of our knowledge, no previous published work have applied convolutional
neural networks (CNNs) on ≥ 1 Hz try to represent local dynamics of appliances, as is
done in this thesis. In [33] what is referred to as step variant convolutional neural
network is applied to appliance disaggregation. The examined network only has a single
convolutional layer followed by a max pooling layer and the output layer. As input
1/900 Hz Power readings were used (i.e. the power averaged over every 1,5 hours). The
limited network and low resolution makes it impossible to actually represent signatures
of individual appliances and the performance is naturally considerably lower than what
can be achieved using higher resolution data.

3.2 Review of Recent Contributions
In this section focus will be directed towards two recent PhD Theses by O. Parson [30]
and S. Makonin [26], which are both related to the work in this thesis. In [30] O. Parson
investigates how one can build a model that can generalise the behaviour of an appliance
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type from a just few instances of the appliance used in training, and how such a model
can be tuned to a specific household only using the input signal signal X. This is two
core problems within NILM. The main idea in [30] is to build a hierarchical model of
an appliance type, as was done in [16]. The aim is to not just fit model parameters
but rather distributions over model parameters. The key of this approach is that this
allows for tighter distributions for a given instance of an appliance, i.e. making use of
P-VAR. For a simple two state appliance such as most fridges, there can for example
be a considerable variance in the power consumption in the ON state between di�erent
physical fridges but for a given physical fridge the variation is usually small. In the
hierarchical model this is represented by a distribution with larger variance over the mean
parameter for the ON state but a narrow distribution over the expected variance. This
is a typical hierarchical Bayesian approach to the problem of constructing generalisable
models where the prior distributions over the model parameters basically defines an
appliance type. Prior distribution are fit on labelled training data while parameters of
a given model instance are tuned unsupervised to the input signal during prediction.

The base model, that Parson uses, is a standard hidden Markov model (HMM) and
the full hierarchical Bayesian model has distributions for the parameters of the HMM.
To infer the distributions over model parameters, Variational Message Passing along
with sub-metered data is used (manually set priors for the priors are used to assure that
a given state corresponds between appliance instances). To tune a model to a specific
household a simple heuristic approach is used. It is based on finding windows in the
input signal where only the appliance of interest changes state. The value corresponding
to the lowest measured value in the window is subtracted from the whole signal and then
the signal is treated as if it was coming from a single appliance. If the probability that
a given appliance model had generated the data is above a given threshold the window
is accepted and parameters are tuned just as they would be to a sub-metered appliance
signal.

The proposed approach is highly relevant but has some weaknesses and there is
an important aspect not covered in the evaluation of the algorithm. To evaluate the
performance of the model, the probability of the observed signal given the appliance
model’s parameters is used, p(y1:T

i

| �
i

), called the model likelihood. This is a relevant
measure of how good the fit of the parameters is, but it does not give much insight
in how well the model discriminates between a signal produced by the appliance it is
intended to model and a signal produced by another appliance that it could possibly be
confused with, or “noise” produced by combinations of other appliances. The model is
intended to be used in disaggregation therefore it is its ability to discriminate between
di�erent appliances’ signatures that is most important.

Parson draws the conclusion that only a few appliances are needed to build the model
so that it still generalises to new unseen instances. This is based on that the model
likelihood for new appliances, not used in training, levels o� already after training on
a few appliance instances. The result is presented in the range from 1 to 7 appliance
instances used for training. Two things should be noted here; with the limited dataset
(between 8 and 11 appliance instances of each investigated type) the result could partly
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reflect that the appliance instances were quite similar from the beginning - the full
variation within an appliance type is likely not captured by this small sample.

Moreover, the model is limited with few parameters (the most basic type of a HMM
with 2 to 3 states). It follows from the bias/variance trade-o�, a fundamental concept
in statistical learning theory [15], that a less expressive model, with few parameters, will
have high bias but low variance and is expected to come closer to its full performance
with fewer training examples. However, its maximum performance might be far less
than that of more expressive model. A more complex model might be necessary to
discriminate between similar appliance types, for example by modelling state durations,
longer sequential properties or local nuances in the signal. Such a model will have more
parameters and can therefore be assumed to need more instances in training. Parson
concludes that “in some cases the general appliance models can perform comparably to
models learned from sub-metered data from the test appliance instance”. As argued here,
this depends on the level of detail modelled. The trade-o� between the expressiveness
of a model and its ability to generalise (together with computational feasibility) is a key
challenge in disaggregation modelling as in most machine learning tasks.

One of Parson’s main contributions is the idea that the generalising hierarchical
model can be fit to the test household using only aggregate data. As described above
the approach requires that periods of a certain length are found where no other appliance
changes state. For the fridge this is easy since it is often the only appliance running at
night, but for other appliances it is generally di�cult. The window size used for tuning
the dishwasher is for example 120 minutes but in the plots shown it is clear that the
fridge goes through one ON and OFF state about one time per hour, which gives about
four state switches per 120 minutes (this is a typical behaviour of a fridge). Parson does
not state how many possible training windows were found for tuning the dishwasher,
but clearly, most of these would contain state switches for the fridge. In the data used
for evaluation in this thesis, there are some households for which one would never find
clean cycles for most appliances due to constant interference from e.g. electrical heating
(see e.g. Figure 5.4). For these cases one cannot rely on an approach dependent on clean
windows for tuning.

Makonin presents another HMM based algorithm in [26]. He proposes an automated
approach for constructing a full HMM. In a full HMM every combination of the mod-
elled appliances states are represented as one super state. Thus all algorithms and theory
known for a single HMM can be applied directly to this full HMM. An algorithm based
on the Viterbi algorithm is used for inference of the maximum likelihood state sequence.
This approach has the advantage that correlations between usage of di�erent appliances
are automatically represent and that exact inference can be carried out instead of rely-
ing on approximative methods. The obvious downside of this representation is that the
number of superstates grow exponentially with the number of appliances; a full HMM
with 10 two-state appliances would thus lead to 210 = 1024 super states. The most in-
teresting aspect of the work is the discussion on the sparsity of The full HMM. Makonin
argues that by making e�cient use of the sparsity of the transition and observation ma-
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trix the exponential number of superstates are e�ectively not a problem when running
the Viterbi algorithm. This approach was previously applied to NILM by Zeifman [35]
and it was shown that the computational complexity could be limited to grow only lin-
early with the number of appliances. However, Zeifman’s algorithm only considers two
state-appliances.

In the evaluation of Makonin’s algorithm there are two aspects that calls for close
attention. First of all, for the results presented, the Viterbi algorithm is never run for
more than two consecutive time steps. With the algorithm applied this way, argmax
over superstates is taken once after combining prior state probabilities, probabilities for
the two observations and one transition. This means that the approach never considers
any structure in the signal that is not observable in two consecutive time steps. To a
limited extent the algorithm can make use of information from the X-TRANS category,
however this can only be used in the immediate surrounding of a state change, as soon
as the state is to be predicted for the next instance in time, any information from a
previous state change is lost. Each prediction is done independently of previous or later
predictions. State changes are relatively rare events (as Makonin himself points out)
and thus for a large portion of the time, two consecutive power readings are about the
same and essentially what the proposed method can represent is a mapping from the
total power to the superstate of all appliances for a single instance in time. Makonin
motivates the reason for “resetting” the algorithm for each time step as follows: “Note
that we conducted additional experiments using P

t

rather than the P
0

[...] for subsequent
time periods, but there was a degradation in accuracy results. We had hoped that using
P

t

would result in better accuracy, but it turned out the initial values of P
0

were more
reliable.”2

There is no in-depth analysis of why this is the case or any results presented for
when the Viterbi algorithm is run over a longer sequence. Part of the answer is prob-
ably to be found in the way that the evaluation was performed. Makonin uses 10-fold
cross-validation over the data set used. It is not specified exactly how the splitting of
data was carried out, but there is nothing mentioned about separating households with
respect to training and test data. This means that the parameters of the model can
be tuned to the test household using sub-metered appliance data from that household.
As long as there are mostly appliances with stable consumption levels, which do not
overlap considerably, and not too many households used in training, there could be
close to a ’one-to-one’ mapping between many total power readings and their respective
super-state. This interpretation of what Makoin’s approach models is further motivated
by the fact that sometimes the algorithm cannot make any prediction; the probability
of the two consecutive observations is zero according the model. This is the result of
that there is no pair of super-states, with an allowable transition, for which the power
usage of the corresponding combination of appliance states, observed in training, adds
up to the observed total power in the two consecutive time steps. Table 3.1 shows the
rate of such “unseen” values for the two more realistic tests of Makonin’s model, Dis-

2Using Pt here refers to actually running the Viterbi algorithm over a longer consecutive observation
sequence.
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crete Noisy3 (DN ) and Discrete Model (DM ) for the six houses in the REDD Dataset.
N

unseen

denotes the number of unseen values out of the T total number of time steps.

Table 3.1: Summary of the “unseen” values from S. Makonin’s algorithm in [26] for the respec-
tive house in the REDD dataset.

Nunseen Nunseen/T

House T DN DM DN DM

1 40674 1620 1911 0,04 0,05
2 31684 147 210 0,00 0,01
3 37615 1168 1235 0,03 0,03
4 42807 6681 6706 0,16 0,16
5 7745 4066 4142 0,52 0,53
6 19219 999 1076 0,05 0,06

Total 179744 14681 15280 0,08 0,09

The power readings where Makonin’s model could not make any prediction are ignored
in the quantitative evaluation, i.e. the presented performance metrics are not a�ected
negatively by that the state of the appliances cannot be predicted for many instances in
time. On average, 8 to 9% of the time the total consumption could not be disaggregated
because the total consumption was “unseen” during training. Makonin reports an aver-
age accuracy of 94.9% and 98.9% for these models that could not make any prediction
at all for over 8% of the test data. For house 5 over 50% of the power reading could not
be evaluated and at the same time Makonin presents a Recall for the two test cases of
70.9% and 84.9% respectively.

The evaluation and way of presenting the results in Makonin’s thesis is illustrative
of why it is so di�cult to perform and interpret benchmarking in the NILM field. The
accuracy of Makonin’s model is compared, side by side, with results on the same dataset
from [20] and [16] showing a considerable improvement. To begin with, Makonin used
data from the prediction house in training, which was not done in the results used for
comparison. Moreover, in Makonin’s results the unseen values are simply ignored when
computing the accuracy metric (there were no such thing as unseen values in the other
approaches used for comparison). On top of this, all data was preprocessed in a way
described as follows: “There was the additional problem where the timestamps in some
of the readings were out of sync because two di�erent metering systems were used (one
for aggregate and one for loads). To correct mismatches we had our conversion pro-
gram scan the aggregate data records forward and backward until the aggregate reading
matched the sum of all the load readings.” It is di�cult to asses how much this a�ected
the result, but of course, running an algorithm that is supposed to correct the data so

3Noisy does not refer to added noise but rather that the true measured input signal was used instead
of predicting on an artificially created sum of the consumption of the modelled appliances
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that the “the aggregate reading matched the sum of all the load readings” is expected to
improve the result, especially for an algorithm that only makes use of X-SUM . All these
aspects lead to a biased result and make the relevance of the comparison questionable.

There are similar uncertainties in how evaluation was carried out in Parson’s thesis [30].
In its third part, the proposed model is evaluated for predicting the consumption of
“cold appliances” i.e. fridge and/or freezer. The dataset used for evaluation did not
have sub-metered data and thus “it was necessary to manually label the power demand
of the cold appliances in this data set”. It is not stated how this labelling was performed,
Parson writes: “In many cases, the fridge and freezer loads can be trivially identified by
manual inspection. However, in other households it was not possible due to measure-
ment noise or interference from other appliances. Of the 117 households, we identified
38 households as having a combined fridge freezer, 32 households as having a separate
fridge and freezer, and 47 households for which it was not possible to manually identify a
fridge or freezer load”. These 47 households were kept out from the evaluation. That is,
40% of the available households were removed from the evaluation basically because that
data was too di�cult. The same reasons that made the data di�cult to label manually,
measurement noise and inference from other appliances, is exactly what is expected to
severely degrade the performance of the algorithm evaluated. The result is still relevant
but it must be understood that it is representative for houses where there is not a lot
interference from other appliances.

3.3 Drawbacks of Generative Models with Low Complexity
Both algorithms from the previous section use a HMM with two to four states to model
each appliance. A HSMM is a more expressive than HMM since it can model other
than geometrical duration distributions [34]. The use of a factorial HSMMs has also
been showed to significantly improve performance compared to factorial HMMs [16,17].
However a HSMM with a few states is still clearly limited in how well it can model a
more complicated signal. To illustrate this an experiment was carried out from which
the results are presented in Figure 3.2. For each of the four rows a HSMM was trained
on the signal shown to the left, and then a sequence of observations was generated from
an random initialisation of the model. The generated signal is shown on the right.

In the first row it can be seen that the generated signal looks very similar to the
training signal. This is because the meta parameters (number of states and type of
distributions) of the model trained to the signal was identical to those of the model that
generated the signal; in this case two states and normal distributions for the observations
for the respective state (observations are conditionally independent given the state). The
same goes for the second row, with the di�erence that there were three states used both
when the signal was generated and for the model trained to the signal. It can be seen
that all transitions between states are deterministic in the training signal (i.e. state 1
always transitions to state 2, state 2 to 3 and state 3 back to one) and this is preserved
in the trained model since only these transitions are observed.

36



3.3. DRAWBACKS OF GENERATIVE MODELS WITH LOW COMPLEXITY

Figure 3.2: Visualisation of the limitations of a HSMM with few states. For the respective
row, the signal in the right columns was generated from a HSMM that was trained on the signal
in the left column. The last two rows shows when the chosen model fails to capture essential
structure in the training data. The coloured fields represent the hidden state of the model.

In the third row the signal was generated by a HSMM with four states and also
deterministic state transitions (it goes through a predefined cycle of states). The trained
model however had only three states which resulted in one state that represented the low
level observation, one state the middle level and one state the high level. Subsequently, a
transition from the mid level state to the low state is a as likely as to the high state. The
generated signal shows clearly that important sequential information is lost. The key
issue here is that the signal to the right is just as likely as the original signal according
the limited model. This means that if the two signals appeared in the total signal
(likely with interference of other appliances) the trained HSMM would not be able to
di�erentiate the true signature in the left from the one to the right. In the last row a
HSMM with a su�cient number of states have been trained on a true power signal of
a fridge. Durations and state changes are properly modelled however the observations
at each time step are modelled as conditionally independent of each other and the time
spent in a state (as normally distributed). Again, the two signals are as likely according
the model, which cannot learn to di�erentiate between these even though there are
obvious features that could be used for this. These examples illustrate why the model
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likelihood used by Parson in [30] is not necessary a relevant measure to determine how
many instances of an appliance is needed in training for the model to generalise to unseen
appliances in general. It is expected that the more detail of an appliance signature that
is modelled, the more data is needed in training, for the model to reach its full capacity,
according the variance/bias trade-o�.

3.4 Summary
In this chapter an overview of the research field was presented. Two recent PhD the-
ses were reviewed and di�culties in performing relevant benchmarking and the need to
be critical when interpreting NILM results were highlighted with respect to these. In
previous research, most generative approaches have in common that a HMM or HSMM
with few states are used to model each appliance, and that these are usually combined
using a factorial structure. In the last section, the shortcomings of a model with not
enough expressive power was visualised. It can be concluded that non of the covered
previous approaches, in the low frequency region, have made use of the local nuances or
dynamics of an appliance (X-LOC ) that can be observed in Æ1 Hz data. In a sense this
can be seen as a discontinuity between the research in low frequency and high frequency
NILM. While detailed, often discriminative, modelling of appliance signatures dominates
high frequency NILM, appliances are mainly treated as steady state in low frequency
approaches, which is easy and intuitive to represent with Markov models. Moreover,
non of the previous approaches have focused on representing sequential structure in ap-
pliance signatures X-SEQ. All this leads back to the arguments for the hybrid approach
proposed in this thesis; A convolutional neural network can automatically learn appli-
ance signature features and can thus make use of nuances that are di�cult to model
with and H(S)MM. Since the hybrid approach also allows for modelling one appliance at
a time, a considerably more complex temporal model can be used, in combination with
the CNN, with exact inference still being computationally feasible.
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Chapter 4

Method

The main contribution of the thesis is to investigate a hybrid model approach to the
appliance disaggregation problem. Contrary to most previous approaches, the hybrid
disaggregation model proposed in this chapter disaggregates appliances one at a time
from the total power signal. The idea is to train the model to factor out the usage of
a single appliance from its background of other appliances and noise. A convolutional
neural network (CNN) is used to detect local details in the appliance signature (X-LOC )
in combination with a hidden semi Markov model (HSMM) with a state encoding se-
quence graph to model state durations (X-DUR) and sequences of states (X-SEQ). This
approach o�ers possible solutions to the limitations of existing approaches outlined in
the previous chapter. This chapter describes the proposed hybrid model and its com-
ponents. Initially, a general architecture for a hybrid disaggregation model is proposed,
which also gives an overview of how the hybrid model was implemented. The second
major section covers specific modelling details and algorithmic contributions, primarily
the sequence encoding state graph and the addition of transitional features to the HSMM.

4.1 General Architecture of the Hybrid Disaggregation Model

This section describes the architecture of the proposed hybrid disaggregation model.
The aim is to give an overview and describe the architecture in a general and modular
way. The respective components are described according their responsibility, input and
output, rather than how their task is performed. Figures 4.1 and 4.2 gives an overview
of the proposed hybrid model, its top level components and the data flow during training
and prediction respectively. The two figures serve as a reference through out the section.
It is in the Feature Extractor that a CNN is used, and a HSMM is used as Feature to
State Model. Details on these components will be covered in the last section of this
chapter.

Initially the concept of a time-index will be defined, followed by a description of the
respective component of the hybrid disaggregation model.
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Figure 4.1: Overview of the Hybrid Disaggregation Model in training.

4.1.1 Time Index

When working with time series it is convenient to the define the time index of the series.
The time index assigns a time stamp, which is an absolute measurement of time, to each
value of the sequence. Definitions 4.1.1.1 to 4.1.1.2 introduces the necessary notation.

Definition 4.1.1.1. The time index t of a time series u = u1, . . . , uT , t = t(u), is de-
fined as a sequence of timestamps t, t = t

1

, . . . t
T

, where t
i

is the absolute time associated
with ui.

Definition 4.1.1.2. A regular time index is a time index for which t
i+1

≠ t
i

= k ’ i œ
{1, . . . , T ≠ 1}, i.e. it has a constant sampling rate.

The data passed between the di�erent components (according Figures 4.1 and 4.2)
of the hybrid disaggregation model is time series and the introduced notation will be
used for expressing requirements on input and output.

4.1.2 Preprocessor

The Preprocessor creates di�erent versions of the raw input time series. Its task is
to prepare the data for the other modules, which includes for example resampling to
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Figure 4.2: Overview of the Hybrid Disaggregation Model in prediction.

di�erent frequencies and applying filters. The preprocessor defines the mapping,

PP : (X, y) ‘æ (X Õ, yÕ) =
1
{X Õ

1

, ..., X Õ
NXÕ }, {yÕ

1

, ..., yÕ
NyÕ }

2
(4.1)

where one can think of the output as a dictionary of the di�erent versions of X and
y. In prediction, when only the input signal X is given the preprocessor naturally
only produces X Õ. The rate at which predictions will be made is also defined by the
preprocessor (which may di�er from the sampling rate of the input signals). The time
index defining at which timestamps predictions should be made is denoted t̃. This should
be a regular time index. Let further, without loss of generality, X Õ

1

and yÕ
1

define this
by setting t̃ © t(X Õ

1

) = t(yÕ
1

). This represents the time index for which the Feature
Extractor produces features (in training and prediction) and for which the Feature to
State Model delivers state predictions (in prediction).

4.1.3 State Estimator
The State Estimator has to be trained before it can carry out its transformation. It
is done so in an unsupervised manner to yÕ. Once trained it transforms yÕ to a state
sequence s, i.e. the State Estimator represents the mapping,

SE : yÕ ‘æ s ,

t(s) = t̃ .
(4.2)
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The State Estimator also defines a hierarchical grouping of states into di�erent state
spaces. One state space could for example be the binary ON/OFF. A second state
space, lower in hierarchy, could represent power level such as ZERO, LOW, MID and
HIGH. In this example power level ZERO would be the only sub state to the binary
OFF state and power levels LOW, MID, HIGH would be sub states of the ON state.
From this hierarchical grouping it follows that any state label in a state space lower in
the hierarchy is uniquely mapped to a state label in a state space higher in hierarchy,
thus only the state space with highest detail (lowest in hierarchy) needs to be stored
in the output sequence along with defined mappings from this state space to the other
state spaces. The workings of the State Estimator and reason for defining hierarchical
grouping of states is explained further in section 4.2.2.

4.1.4 Feature Extractor
The Feature Extractor also has to be trained before it can carry out its transformation.
In training it receives X Õ, yÕ, and s. The purpose of the Feature Extractor is to transform
one or several of the preprocessed versions of X to a Feature Sequence. Once trained, it
defines the mapping,

FE : X Õ ‘æ f = (f
1

, ..., f
Nf ) ,

t(f
i

) = t̃ ’ i œ {1, ..., N
f

} .
(4.3)

It is in the Feature Extractor that a CNN is used to extract features from the input
signal, this is explained further in section 4.2.4. It should be noted that it is required
that the Feature Extractor produces features with the frequency defined by t̃, which is
the frequency at which the Feature to State model operates, however the input to the
Feature Extractor can be of another, usually higher, frequency.

4.1.5 Feature to State Model
The purpose of the Feature to State Model is, as the name suggest, to predict the state
sequence of the appliance modelled given the features. The model is fit supervised to the
state sequence s and feature sequence f from the State Estimator and Feature Extractor
respectively. Once fit, the Feature to State Model represents the mapping

FSM : f ‘æ s̃ ,
t(s̃) = t(f) = t̃ ,

(4.4)

where s̃ represents the predicted state sequence. When the Feature to State Model
is a generative probabilistic model, such as a HMM, it can also pass on an additional
sequence l describing the likelihood of its predictions. In the case of using a HSMM and
Viterbi for inferring the MLE state sequence (described in section 4.2.3), lt represent
the log-likelihood of the MLE state sequence up to time t.

4.1.6 Power Model
The purpose of the Power Model is to predict the power ỹ given a state sequence s̃ and
feature sequence f . It is trained supervised to s, f and yÕ and once trained represents
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the mapping,
PM : f , s̃ ‘æ ỹ . (4.5)

This completes the overview of the components that are combined in the hybrid
disaggregation model.

4.2 Specific Model Choices and Implementation
Having covered the purpose of the respective component of the hybrid disaggregation
model from a general perspective, the following section will describe the specific mod-
elling choices made in each of the them. The specific settings of meta parameters used
in the evaluation of the model is presented in chapter 5.

4.2.1 Preprocessor

The preprocessor was set to create two versions of the input signal X: X Õ
2

with 1 Hz
frequency (which was the original frequency in the data set, see section 5.1) and X Õ

1

by median re-sampling of X Õ
2

to 1/60 Hz. X Õ
1

defines t̃ and thus t̃
i

≠ t̃
i≠1

= 1 minute.
In training the sub-metered signal y was re-sampled from 1 Hz to 1/60 Hz using mean
re-sampling.

4.2.2 State Estimator

The purpose of the State Estimator is to map the power series yÕ to a state sequence s
and define hierarchical groupings of the low level states.

The State Estimator was developed with the objective to make the states represent
the sequential behaviour of appliances that are mostly o� but goes through a sequence
of states when on, according a limited set of programs, such as a dishwasher or a washing
machine. The idea was to define states in such a way that the transition probabilities
between states when the appliance is on are conditioned on all previous states since the
program started.

This is achieved according three steps described below (and visualised in Figure 4.3).
First the sub-metered signal y is split up in segments. This can be done using for example
an edge detection algorithm or by thresholding yÕ. In the next step each segment is
given a segment type label, by extracting features from the respective segment, such
as its duration and average power, and applying some clustering algorithm over those
features. Further, reset segment types are identified, representing segments where the
appliance is o�. It is natural to set all segments where the power is below a given
threshold for a longer duration to be reset segments. The input signal yÕ can at this
stage be expressed as sequence of segment types, denoted y||, and further split up into
sub sequences q

1

, ..., q
NQ by splitting at, and removing, the reset segments. This set of

sub sequences Q
y

= {q
1

, ..., q
NQ} are passed on to the sequence graph module.
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ŷ||ss

Figure 4.3: Components of the State Estimator.

Sequence Graph Module

As mentioned in the beginning of this chapter, states are defined in such a way that the
transition probabilities are dependent on all previous states since the last reset/OFF
state. This is achieved by proper encoding of the sub sequences obtained from the pre-
vious steps. The easiest way of doing this would be to simply create a transition graph
by placing each unique sequence of segment types in parallel between the reset states
and define each vertex as a state. An example for the set of segment type sequences
Q

y

= {(1, 2, 3), (1, 3, 2), (1, 3, 3)} is given in figure 4.4-a. With this approach one ends up
with nine states (plus the reset state), however the same sequences can be encoded with
much fewer vertices in the graph; The state graph can be pruned by starting from the
source vertex and merge every vertex with the same label and the same parent graph.
By doing this the graph in figure 4.4-b is obtained, reducing the number of vertices to
six (plus reset state vertices). The same thing can be done by pruning the graph from
the sink vertex, merging any two vertices with the same label and same child graph to
get the graph in figure 4.4-c. The reason to minimise the number of vertices is that
each vertex will correspond to a state of the HSMM of the appliance. By decreasing the
number of states the computational complexity of the Viterbi algorithm for inference is
decreased and this can be done without losing any sequential information.
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3

1

3

2

1

3

3
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3 2 3

c)

1
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3 2

Figure 4.4: The Sequence Graph represented as an directed acyclic graph.
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To formalise the objective of the sequence graph, the following notation and definitions
based on graph theory are introduced.

Definition 4.2.2.1. A directed acyclic graph (DAG), G = (V, E), with the set of
vertices V and the set of directed edges E, is a graph with no directed cycles. That is,
there is no path along the directed edges from one vertex back to the same vertex.

Definition 4.2.2.2. For the DAG G = (V, E), the Ancestors of a vertex v œ V, denoted
An(v) are all vertices from which there is a path, along the directed edges e œ E, to v.

Definition 4.2.2.3. For the DAG G = (V, E), the Descendants of a vertex v œ V,
denoted De(v) are all vertices to which there is a path, along the directed edges e œ E,
from v.

Definition 4.2.2.4. A sequence graph, G = (V, E), is a DAG for which there exists
exactly one vertex v

src

such that v
src

œ An(v) ’ v œ V≠vsrc and exactly one vertex v
sink

such that v
sink

œ De(v) ’ v œ V≠vsink (where V≠v

= V ≠ {v} denotes the set of vertices
excluding v).

Definition 4.2.2.5. For the sequence graph G = (V, E), let each vertex v œ V≠{vsrc,vsink}
have a label l œ L assigned to it. A label sequence q œ Q(G) represents the sequence of
labels of the nodes passed when following the directed edges of G from v

src

to v
sink

. Q(G)
represent the set of all such possible sequences in G.

Definition 4.2.2.6. The out-neighbours of a vertex v œ V, denoted N+(v) µ V is the
set of vertices to which there is an directed edge from v. The out-degree of a vertex
v œ V, denoted deg+(v) = |N+(v)|.
Definition 4.2.2.7. The in-neighbours of a vertex v œ V, denoted N≠(v) µ V is the
set of vertices from which there is an directed edge to v. The in-degree of a vertex
v œ V, denoted deg≠(v) = |N≠(v)|.
Now, the problem of encoding the set of label sequences as compact as possible can be
formulated as follows:

For G = (V, E)
minimize : |V|
subject to : 1) Q(G) = Q

y

2) ’ v œ V :
deg≠(v

A

) Æ 1 ‚ deg+(v
D

) Æ 1
’ v

A

œ An(v), ’ v
D

œ De(v) ,

(4.6)

where, for repetition, Q
y

is the set of label sequences that the graph should encode.
Informally, condition 2) of Eq. (4.6) can be described as every vertex in the sequence
graph must have either a deterministic future or a deterministic past. When letting
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the vertices in such a sequence graph represent states of the appliance, with transition
probabilities assigned to the edges between the vertices, the transition probability of any
state transition is determined by all previous states since the reset state.

Sequence graph constructing algorithm

It is not trivial to construct an e�cient algorithm that solves the previous optimisation
problem in the general case. Algorithms 2 to 4 constructs a graph that fulfils the given
conditions 1) and 2) for the sequence graph without necessarily minimising |V|, it however
drastically reduces the number of vertices compared to the naive approach of parallel
sequences. That it does not find the optimal solution in the general case is illustrated in
Figure 4.5. Here the two graphs in 4.5-a and 4.5-d have been constructed by feeding the
same set of sequences to algorithm 2 but in di�erent order. Clearly the order in which
sequences are added a�ects the structure of the obtained sequence graph. In the first
and second column the two versions of the graphs have di�erent structure but the same
number of vertices. When a fifth sequence is added, however, only one vertex is added
in the upper version 4.5-c whereas two vertices must be added in the lower version 4.5-c
resulting in a graph with a larger number of vertices, and thus a larger number of states,
to represent the same set of sequences. The graphs in the upper row are constructed
from the same sequences as those in the lower, the only di�erence being that the second
and third sequence has changed place; |G

(a.3)

| < |G
(b.3)

| while Q(G
(a.3

)) = Q(G
(b.3)

)
Once the sequence graph is constructed, all vertices apart from v

src

and v
sink

are enu-
merated with the sequential state label 1 to |V| ≠ 2, source and sink vertices corresponds
to the reset segment types. If there are several segment types within the reset segments
(clusters among the reset segments based on e.g. their duration) these are mapped to
di�erent OFF -states, labelled |V| ≠ 1 and upwards. Given the sequence graph, each
segment type label sequence q œ Q

y

can be mapped to a state sequence by following the
corresponding label path in the sequence graph.

4.2.3 Transitional Feature Hidden Semi Markov Model
The objective of the Feature to State Model in the hybrid disaggregation model is to
infer the state sequence of the appliance given the feature sequence f . For doing this
a modified version of the explicit duration HMM called a transitional feature HSMM
(TF-HSMM) is here proposed. The TF-HSMM, defined by the notation introduced in
this section, has the following prominent functionality:

• It allows for a high dimensional feature sequence to be used as observations and
specifies which partitions of the feature vector that should be modelled as condi-
tionally dependent and independent variables.

• It introduces transitional features meaning that probabilities for partitions of the
observation features are conditioned on the transition between states instead of on
the states themselves.
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Figure 4.5: The order of sequences matters when the sequence graph is constructed according
seqDAG, algorithm 2 in appendix chapter A. Q̄ denotes a sequence of label sequences, Q̄a ”= Q̄b

but they represent the same set of label sequences Qa = Qb.

• It allows for observation and duration probabilities to be conditioned on di�erent
hierarchical groupings of the states (state spaces).

In the last part of this section, the Viterbi algorithm is adopted to the TF-HSMM, to
handle the transitional features and makes use of sparsity in state transitions for reduced
computational complexity. The TF-HSMM is illustrated in Figure 4.6 and this section
will describe the above mentioned functionality.

The TF-HSMM is based on the explicit duration HMM and must therefore model
the probability mass distributions a

ij

, p
j

(d) and b
j

(k) according Eqs. (2.19) to (2.23)
where, for repetition,

a
ij

© P (S[t = j | St≠1] = i) ,

p
j

(d) © P (St+1:t+d] = j | S[t+1 = j) ,

b
j

(k) © P (Ot = k | St = j) .

(4.7)

To emphasise that the observations are of higher dimension in the TF-HSMM the fol-
lowing notation is used,

b
j

(kB) © P (Ft

B = kB | St = j) . (4.8)

47



CHAPTER 4. METHOD
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Figure 4.6: Graphical model of the transitional feature hidden semi Markov Model.

Where the random variable FB is referred to as the observation feature. The reason for
the subscript B is the second extension of the base model; the concept of transitional
features. Besides the observation features conditioned on the underlying state we assume
that the hidden state sequence also generates transitional features conditioned on the
transition from one state to another. Let,

c
ij

(kC) © P (Ft

C = kC | St≠1 = i, St = j) . (4.9)

Observe that the feature at the transition is defined as the feature value aligned with the
state to which the transition is made. The motivation for introducing the transitional
features is the hypothesis that features can be extracted from X which are to a greater
extent correlated to an appliance’s transition between two states than to the appliance
being in a state. This is similar to a Di�erential HMM (DHMM) where the probability
of the di�erence between two consecutive values are conditioned on the state transition.
The di�erence (discrete-time derivative) of X is a natural choice for one transitional
feature. The di�erence of X usually correlates to state transitions of an appliance to
a greater extent than the instant power Xt correlates to the state of the same appli-
ance, since it is less likely that several appliances change state at the same time than
several appliances being on at the same time [19, 30]. On the other hand it is more
sensitive to noise and the method used for (re-)sampling the input signal. In the hy-
brid disaggregation model the responsibility of extracting relevant transitional features
are transferred to the Feature Extractor which means that other transformations than
simply taking the di�erence or derivative can be used, this is commented further in the
following section 4.2.4.

For most appliances, most of the time, st = st≠1 and Eq. (4.9) is basically reduced
to Eq. (4.8). The motivation for introducing the transitional features were that features
could be extracted that were related to an actual state change and features related to
being in a state are already modelled according Eq. (4.8) (of course the same feature
could be used both as an observation feature and as a transitional feature), therefore
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the following restriction is made,

c
ij

(kC) =
I

1 if i = j

cÕ
ij

(kC) if i ”= j

cÕ
ij

(kC) © P (Ft

C = kC | St≠1 = i, St = j) .

(4.10)

This means that the transitional features are only taken into account at actual state
changes, i.e. where the label of two consecutive states changes. This is indicated with
continuous line arrows to the transitional features in Figure 4.6 at actual state changes
as opposed to the dashed lines from two consecutive states with the same label.

Modelling Feature Probabilities

When modelling the distribution of a random variable of dimension greater than one
P (F = k | C) = P (F

1

= k
1

, . . . , F
N

= k
N

| C) one has the choice of modelling the
features as conditionally dependent or independent given the (here general) condition
C. Depending on the features chosen it can be relevant to model subsets of the scalar
valued features as dependent and these subsets conditionally independent of each other.
Let F = F(F) denote the set of scalar valued features and F

i

, . . . , F
NF ™ F denote

subsets of features where F
i

fl F
j

= ÿ ’ i ”= j and F
i

fi · · · fi F
NF = F , NF being

the number of partitions. Let further F
i

and k
i

denote the random variable and an
assignment of a partition of the feature vector corresponding to the feature group F

i

, so
that F = (F

1

, . . . , F
NF ), k = (k

1

, . . . , k
NF ). The following expressions then gives the

observation and transitional feature probabilities,

b
j

(kB) =
NFBŸ

l=1

b
j,l

(kB
l

) , (4.11)

cÕ
ij

(kC) =
NFCŸ

l=1

cÕ
ij,l

(kC
l

) , (4.12)

where b
j,l

(kB
l

) and cÕ
ij,l

(kC
l

) denotes the joint probability distributions of the respec-
tive partition l of features. To simplify notation, when there is no need to di�eren-
tiate between the two types of features they are jointly denoted F, i.e. P (F = k) =
P (FB = kB, FC = kC).

Hierarchical States for Distribution Grouping

Due to the way that the sequence graph (see section 4.2.2) was constructed and used
for defining states the number of states grows quite large. This is because each state,
defined by the sequence graph, also encodes all previous states since the last reset state
(up to the point where there is only one path to the next reset state). However, it is
mostly not relevant to fit probability distributions for the transition and observation
features conditioned on all these states separately. It might be that one of the states
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only occurred once or very few times in the training data - it would then cause overfit
to fit a distribution to this data only. This is the reason for allowing hierarchical state
groupings in the TF-HSMM.

OFF MID HIGH

... ... ...

... ... ... ... ...

power level

segment type

sequential state

Figure 4.7: Hierarchical state spaces of the transitional feature hidden semi Markov model.

For the evaluation done in the following chapter, three state groupings, referred to as
state spaces were used: sequential state, which is the low-level state defined by the
vertices in the sequence graph, segment type which corresponds to the segment label
of each vertex in the sequence graph (defined by the Clustering module in the State
Estimator) and power level which is a grouping of the segment types according their
average power level. Figure 4.7 visualises this hierarchical structure. Note that there is
only one state for each segment type grouped to the OFF power level. This is because all
segments where the appliance is o� are considered reset segments and can only appear
once in the sequence graph. For each group of features it is specified according which
state space the distributions should be conditioned. Let Z

k

= Z(F
k

) denote the state
space assigned to F

k

and Z
k

(i) denote the label in this state space corresponding to the
sequential state i, then,

b
j,k

(kB
k

) = b̂
Zk(j),k

(kB
k

) ©
© P (FB

t

k

= kB
k

| Z
k

(St) = Z
k

(j)) , (4.13)

cÕ
ij,k

(kC
k

) = ĉÕ
Zk(i) Zk(j),k

(kC
k

) ©
© P (FC

t

k

= kC
k

| Z
k

(St≠1) = Z
k

(i), Z
k

(St) = Z
k

(j)) . (4.14)

The same goes for the duration probabilities,

p
j

(d) = p̂
Z(j)

(d) = P (Z(S)t+1:t+d] = Z(j) | Z(S)[t+1 = Z(j)) , (4.15)

however, it only really makes sense to condition the duration probability distributions
on segment type since the segments are clustered based on their duration. The sequence
graph encode sequences of segment types, this combined with duration distributions
for the segments completes the TF-HSMM’s temporal model of the underlying process.
The transition probabilities a

ij

are necessarily related to the sequential state defined
by the sequence graph. a

ij

is usually referred to as the transition matrix. With binary
transition encoding (a

ij

= 1 meaning there is a transition from i to j and a
ij

= 0 there is
no transition from i to j) the transition matrix represents the structure of the sequence
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graph, however by setting a
ij

proportional to the number of transitions from i to j
observed in training data with the normalisation

q
i

a
ij

= 1 a relevant transition matrix
is obtained. This corresponds to assigning weights to the edges of the sequence graph.
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Figure 4.8: The transitional feature hidden semi Markov model when trained.

Sparse Viterbi for the transitional feature HSMM

The addition of transitional features requires a slight modification of the Viterbi algo-
rithm. Moreover the way in which states are defined, according the sequence graph,
results in a relatively large number of states but with sparse transitions (see section 5.4)
which can be exploited to speed up inference. The complexity of the Viterbi algorithm in
its general formulation is O(N2), N being the number of states, i.e. the computational
time grows quadratically with the number of states, but this can be reduced by making
use of the simplification according Eq. (2.22), to consider observations to be condition-
ally independent (in each time step) given the state, the sparsity in state transitions and
the compact support of duration distributions.

For the general HSMM the Viterbi forward variable was defined as

”
t

(j, d) © max
s

1:t≠d
P (s1:t≠d, S[t≠d+1:t] = j, o1:t | ⁄) , (4.16)

according Eq. (2.27). Note that in the general case one must store the probability that
the process was in state j exactly in the interval t ≠ d + 1 : t, i.e. that it ended at
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Figure 4.9: The transitional feature hidden semi Markov model in prediction.

time t. This is because in the general case one cannot model the observation probability
until leaving the state since it was given by b

j,d

(ot+1:t+d) © P (ot+1:t+d | S[t≠d

Õ
+1:t] = j)

according Eq. (2.18). However, due to the simplifying assumption of conditional inde-
pendence between observations given the state, for the explicit duration HMM according
Eq. (2.22), i.e. that b

j,d

(ot+1:t+d) =
r

t+d

·=t+1

b
j

(o
·

), the observation probabilities can be
computed dynamically since its always valid that P (o1:t | s1:t) = P (o1:t≠1 | s1:t≠1)P (ot | st).
Let ”̂

t

(j, d) denote the modified forward variable for the Viterbi algorithm for the TF-
HSMM, according

”̂
t

(j, d) © max
s

1:t≠d
P (s1:t≠d, S[t≠d+1:t = j, f1:t | ⁄) . (4.17)

Note that this is identical to Eq. (4.16) only that o is replaced by f and that the right
closed bracket is now removed for the state sequence. This means the duration proba-
bility for leaving the state is not yet included, only that there was a state change to j at
t ≠ d + 1. For clarity we can break out the part independent of the maximisation over
s1:t≠d and get

”̂
t

(j, d) = P (f t≠d+1:t

B | St≠d+1:t = j, ⁄) max
s

1:t≠d
P (s1:t≠d, S[t≠d+1:t = j, f1:t≠d

B , f1:t≠d+1

C | ⁄) .

(4.18)
Now an e�cient recursive formula for ”̂

t

(j, d) can be formed as follows,

”̂
t

(j, d) = ”̂
t≠1

(j, d ≠ 1)b
j

(f t

B) ’ 1 < d Æ max(supp(p
j

)) , (4.19)
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÷
t

(j) © max
dœsupp(pj)

”̂
t≠1

(j, d)p
j

(d) ’ 1 Æ t Æ T , (4.20)

”̂
t

(j, 1) = b
j

(f t

B) max
iœN

≠
(j)

÷
t

(j)a
ij

cÕ
ij,k

(fC
t

k

) , (4.21)

where supp(p
j

) denotes the support of the probability mass function p
j

(d) and max(
supp(p

j

)) = max
dœsupp(pj)

(d). As always one needs to deal with the censoring issue
(as was described in section 2.5.1) in initialisation and for setting the ending condition.
For the general case let ”̂

0

(j, d) = fi
j

’ 1 Æ d Æ max(supp(p
j

)), where fi
j

denotes
the probability of finding the process in state j at any random instance in time. This
allows the first state j (i.e. S1 = j) to start at ≠ max(supp(p

j

)) + 1 Æ t Æ 1, with
P (s[≠d+1:1 = j | ⁄) = fi

j

’ d > 1 and P (s[1 = j | ⁄) = max
i

fi
i

a
ij

.1
To retrieve the maximum likelihood state sequence, the previously chosen state at

each time step must be tracked. For 1 Æ t Æ T let,

iú
t

© argmax
iœN

≠
(j)

÷
t

(j)a
ij

cÕ
ij,k

(fC
t

k

)

dú
t

© argmax
dœsupp(piú )

”̂
t≠1

(iú, d)p
i

ú(d) .
(4.22)

Further, for the general ending condition, let

÷
T +1

(j) © max
dœsupp(pj)

dÆd

ÕÆmax(supp(pj))

”̂
T

(j, d)p
j

(dÕ) , (4.23)

iú
T +1

© argmax
j

÷
T +1

(j) (4.24)

(dú
T +1

, dÕ) © argmax
d

ú
T +1œsupp(pj)

dÆd

ÕÆmax(supp(pj))

”̂
T

(j, dú
T +1

)p
j

(dÕ) . (4.25)

Now s1:T is given by backtracking according algorithm 1.

Algorithm 1 Modified Viterbi Backtrack Procedure
t̂ = T
while t̂ > 0 do

tstart = max(1, t̂ + 1 ≠ dú
t̂+1) Û Where the state iú

t̂+1 started, or 1 if before first obs.
ststart:t̂ Ω iú

t̂+1
t̂ Ω t̂ ≠ dú

t̂+1
return s1:T

As was mentioned in the start of this section, the complexity of the Viterbi algorithm is
greatly reduced by making use of compact support for duration distributions, sparsity in
state transitions and independent observation probabilities. One should also note that

1To force the first state to start at t = 1 let ”̂1(j, 1) = fijb(f 1
B) and ”̂1(j, d) = 0 ’ 1 < d Æ

max(supp(pj)).
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the computational complexity is not increased by introducing transitional features. For
the general HSMM Viterbi algorithm, according Eqs. (2.27) to (2.30), the complexity
is O(N2T 2), N denoting the number of states, T the number of time steps. For the
modified case described above complexity becomes,

O(T (aY N + bZN + af
b

N)) = O(NT (Y + Z + f
b

)) , (4.26)

where a is the time it takes to carry out the argmax operation per element, b is the
time it takes to carry out a multiplication with the latest observation probability, Y =
1

N

q
N

j=1

|supp(p
j

)|, i.e. the average size of the duration support, Z = 1

N

q
N

j=1

max(
supp(p

j

)), i.e. the average maximum support 2, and f
b

is the average branching factor
according f

b

= 1

N

q
N

j=1

deg≠(v
j

). Both Y and Z depend only on averages over the
support of the duration distributions and do not grow with an increasing number of
states. This means that if the duration distributions are compact and if the branching
factor can be kept constant, the complexity of inference grows only linearly both in N
and T . The branching factor will be examined further in section 5.4.

4.2.4 Feature Extractor
In principle, any transformation of X, which is expected to correlate with the state of
the modelled appliance, could be used as a feature in the Feature Extractor. A key idea
of the hybrid disaggregation model is to use a convolutional neural network (CNN) to
extract such features. In the evaluation of the hybrid model in the following chapter two
types of features were used: Di�erence in X (�X) was used as a transitional feature
and CNN State Probabilities (P) were used as observation features, which is described
further in the following section.

The �X feature was defined as �Xt = Xt ≠ Xt≠1, this leaves �X1 undefined and
it was set to 0. With this choice of transitional feature, the state transition dependent
part of the transitional feature HSMM (TF-HSMM) becomes equivalent to a di�erential
HSMM (similar to the DHMM used in [19]). The reason for having a general formulation
of the use of transitional features is that other features than the di�erence could be used
and also combinations of several features. A CNN could for example be trained to predict
if an appliance changes from one state to another and capture more complex transient
signatures than just the di�erence between two consecutive power readings.

CNN State Probabilities

The CNN that was used, was trained supervised to predict in which of the states OFF,
MID and HIGH the modelled appliance was. As input Xt≠ w

2 :t+

w
2 , was fed to the network,

i.e. a window of size w + 1 time steps, and the true label represented which of the three
power levels, defined by the State Estimator, that the appliance were in at time t, (in
the middle of the window) i.e. the true label was one of (1,0,0), (0,1,0), (0,0,1), encoding

2Note that |supp(pj)| ”= max(supp(pj)), where the former refers to the size of the set of all discrete
durations for which the distribution has support and the later the largest such duration.

54



4.2. SPECIFIC MODEL CHOICES AND IMPLEMENTATION

OFF, MID and HIGH respectively. Let P = (P
1

, P
2

, P
3

) denote the output of the
CNN. The last layer of the network was a soft-max layer that assures that

q
3

i=1

P
i

= 1.
Given this, the output (P

1

, P
2

, P
3

) can loosely be interpreted as the probability of the
respective state given the input. Since any of the three probabilities are determined
from the remaining two, only P

2

and P
3

, corresponding to the MID and HIGH power
level state, were used and modelled as conditionally dependent observations in the TF-
HSMMM. To obtain the full feature sequence, the input window was slided over X
with a time step corresponding to that of the prediction time index, t̃ (as defined in
section 4.1.2) and to obtain predictions all the way out to the edges of X, the input
signal was padded with w zeros in the beginning and end. The TF-HSMM, with the
chosen features, is illustrated in Figure 4.10.

i1 i2 i3 . . .
d1 d2

s1 s2 s3 s4 s5 s6 . . .

P1 P2 P3 P4 P5 P6 . . .

�X1 �X2 �X3 �X4 �X5 �X6 . . .

Figure 4.10: The transitional feature hidden semi Markov model (TF-HSMM) with CNN power
level probabilities as observation features and di�erence in X as transitional features.

It is easy to motivate that the feature representation in a CNN can be useful for
recognising appliance signatures in X. Convolutional layers are motivated by the stan-
dard argument that a feature that is relevant in one part of the window is also relevant
in another part. However, when the objective is to predict whether the appliance is on
in the middle of the window, it is important not to use too much pooling. The pooling
helps to provide stable high-level features but at the same time reduces translational
resolution. In object recognition or pattern detection tasks translational invariance is
something desirable but when a CNN is applied as described above the amount of pooling
should not be excessive.

A deeper analysis or evaluation of the network structure or training methods used are
out of the scope of this thesis. When training the network, great support was obtained
from the Watty Machine Learning Team, and ready to use software based on Theano3

was used. How to optimise neural networks for the disaggregation task is not the focus
or a contribution of this thesis, rather how the output of a neural network can be used
and refined in the hybrid approach. The performance of the network is also presented
separately, as a base line, for the hybrid approach. Only the data set presented in
the following chapter, was used in training of the network. Its topology is inspired by
the CNNs used in state of the art image recognition and classification systems. Since

3A Python based library for neural networks (http://deeplearning.net/software/theano/).
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their introduction by LeCun et al. [23] in 1989, CNNs have demonstrated excellent
performance at tasks such as hand-written digit classification and face detection. [36].
For in depth analysis of CNNs for di�erent applications see [3].

4.2.5 Modelling Probability Mass Distributions
In the evaluation presented in the following chapter, nonparametric binned empirical
distributions were used to represent all probability mass functions. This means that the
normalised histogram of the respective quantity was used to represent the probability
mass functions, however, Gaussian smoothing was applied to the histogram data to
improve generalisation.

4.3 Summary
In this chapter an overview of the general architecture of the hybrid disaggregation
model was presented. This was followed by a detailed description of the modelling
choices made within its components. The sequence graph and the transitional feature
HSMM was introduced. The following chapter demonstrates a proof of concept of the
overall algorithm.
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Chapter 5

Evaluation and Results

The proposed hybrid disaggregation model was evaluated for predicting the power usage
of the washing machine in six households. The sequence graph was specifically developed
to model appliances that are mainly o� but go through a sequence of states when started,
such as a washing machine or a dishwasher. This specialisation of the algorithm is
strictly related to the developed State Estimator, which is based on the sequence graph,
however the general hybrid approach is not dependent of the sequence graph and not
limited to model this type of appliances. The washing machine was chosen instead of
the dishwasher for the proof of concept presented here because it showed less variation
in its sequential behaviour between the available households. It was assumed that more
appliance instances would be needed to capture the greater sequential variation for the
dishwasher, when using the sequence graph approach.

This chapter describes the evaluation that was carried out. First the data set used
is described, followed by a summary of the meta parameters used in the hybrid model.
Thereafter, the performance of the hybrid model is evaluated and compared to the
performance of just the discriminative part of the hybrid model, the CNN. The Last
part of the chapter consists of an in-depth analysis of the sequence graph.

5.1 Dataset
There were 8 households in the dataset supplied by Watty for experimentation, these
will be referred to as the families. Two of the families had much less data than the
other families, less than a week of measurements and only one and two occurrences of
the washing machine respectively (compared to five weeks and 6 - 42 occurrences for the
other six families). Thus, it was assessed that there was too little data for a meaningful
evaluation of the algorithm’s performance on these families and for this reason they were
excluded from the evaluation. An overview of the data for the remaining six families
is given in table 5.1. The data was collected in the Greater Stockholm area. The total
power signal X was recoded using Watty’s own developed hardware NILS, which reads
the blinking diode of the type of smart meter that already exists in most households in
Sweden. Total power readings were thus collected completely non-intrusively and with

57



CHAPTER 5. EVALUATION AND RESULTS

minimum installation required. The blinking diode of existing smart meters is intended
too be used as an interface for external power reading equipment. The rate of blinks
is proportional to the total power consumption in the household and in the supplied
data set this signal had been converted to 1 Hz power readings. For sub-metering of
appliances, Plugwise standard equipment were used. Sub-meter data for the washing
machine was used in training of the algorithm (as described in chapter 4) and as ground
truth for evaluation. Family 1 to 4 were flats, while 5 and 6 were houses. Both of
the houses had electrical heating devices that accounted for approximately 50% of the
total electricity consumption over the specific time period. Thus the washing machine
accounted for a smaller part of the total energy in these families, than for the flats, except
for family 2 where the washing machine was used less frequently. There is a considerable
variety in both how frequent the washing machine is used and how large portion of the
total energy it accounts for. Such variation is important for being able to evaluate how
sensitive the algorithm is to di�erent scenarios. In the presented results there will be
plots of the total consumption data that clearly show this variation. However, the data
set used is too small to be certain that the performance of the algorithm will generalise
to all houses and flats.

Table 5.1: Data Overview

Family: 1 2 3 4 5 6

Days of data 58.6 37.6 30.3 56.0 31.3 24.2
Over number of calendar weeks 9 6 6 9 5 5
Number of washing machine occurrences 42 9 23 15 6 25
Washing machine fraction of total consumption (%) 3.9 1.3 6.0 4.7 1.0 1.5

Table 5.2: Days of data per calendar week (Monday-Sunday) during the measurement period.

Week/Family: 1 2 3 4 5 6

33 5.0 - 2.9 0.3 - -
34 6.5 - 2.7 7.0 - -
35 6.4 - 7.0 7.0 - -
36 7.0 3.1 7.0 7.0 - -
37 6.7 6.8 7.0 7.0 4.1 3.5
38 6.6 7.0 3.7 7.0 6.9 5.0
39 6.9 7.0 - 7.0 6.8 3.7
40 6.9 7.0 - 7.0 6.6 6.0
41 6.7 6.8 - 6.8 6.9 6.0

5.2 Model Settings

The following is a description of the meta parameter settings of the hybrid disaggregation
model. Where nothing else is stated these were the settings used in the evaluation.
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State Estimator : A threshold based segmentiser was used so that the appliance signal
was split into segments when passing the thresholds 10 W and 1000 W, which also defined
the three power levels OFF, MID and HIGH. All segments with power below 10 W and
a duration of 6 minutes or more were classified as reset segments, corresponding to a
single OFF state of the washing machine. The logarithm of a segment’s duration and
the logarithm of the median power during a segment was used as features for clustering
of the segments to define segment types. K-Means clustering with 9 cluster was used to
group the ON (non-reset) segments, which gives a total of 10 segment types, including
the reset segment type.

Transitional feature HSMM : Observation probabilities for the CNN features (P
2

, P
3

),
P

i

œ [0, 1] were modelled using a two-dimensional binned empirical probability mass dis-
tribution with bin width of 0.05 (i.e. 20 x 20 bins), Gaussian smoothing was applied with
a standard deviation of 1.5 bins and the observation probabilities where conditioned on
the segment type state space (i.e. all states corresponding to the same segment type
shared the same observation distribution). The probability of the transitional feature
�X was modelled using a binned empirical probability mass distribution with a bin
width 100 W. Gaussian smoothing of empirical counts were applied with a standard de-
viation of 1.5 bins (150 W). Probabilities were conditioned on transitions in the segment
type state space (i.e. all transitions between the same segment types shared the same
distributions). Duration probabilities where modelled using a binned empirical proba-
bility mass distribution with a bin width of 1 minute. Gaussian smoothing was applied
with a standard deviation of 1 min. Duration probabilities where also conditioned on
the segment type state space. The transitional feature (�X) was given a coe�cient
w

T F

= 5, which means that the probability mass of all transitional feature observations
where raised to the power of this coe�cient. The reason for this was that the state
changes are rare events compared to the number of non-transitional features during a
state. It was thus reasonable to assume that this feature needed additional boosting
not to be outweighed by the non-transitional features. This was also the only meta
parameter for which the e�ect of tuning was analysed.

Power model: A basic power model was used that in training only registered the
average power consumption for each segment type. In prediction the state sequence was
transformed into a power sequence by assigning the power value corresponding to the
segment type of the respective predicted state.

5.3 Performance of the Hybrid Disaggregation Model
As described in section 2.3.3 it is di�cult to benchmark disaggregation algorithms in a
meaningful way. Benchmarking towards previously presented algorithms was further not
possible given that the data set used was, at the time of writing1, non-public. Therefore,
the evaluation of the algorithm is intended as a proof of concept where the performance
of the full hybrid model is compared to that of just the CNN used.

1Watty is planning to open up a smaller part of their collected data for research, such as the data
set used in this thesis. It is however not yet decided when this will be done.
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5.3.1 Experimental Setup
The main evaluation was carried out by leave one family out (LOFO) cross-validation,
which means that when disaggregating the total consumption for one family the model
was trained on data from the other five families only. Since there were six families
this is essentially six-fold cross-validation but it was made sure that the algorithm was
never trained on data from the same family as it was evaluated for. The method also
di�ers from traditional cross-validation since the ratio between training and test data (in
terms of number of days) varies with the amount of data for the families. Of course, the
strict leave one family out approach goes for all components of the hybrid disaggregation
model, i.e. no component had access to sub-metered data for the family on which the
algorithm predicted.

Precision, Recall and F-score for the MID and HIGH state were computed for the
respective family and model. The same metrics are also presented for the general ON -
state (where MID and HIGH are grouped to the ON state). In summarising plots of
the results the average F-score for the MID and HIGH state will also be presented. This
is a relevant performance measure for the washing machine since the MID and HIGH
states account for about the same portion of the washing machine’s consumption. As
ground truth for states, the same power levels as in the State Estimator were used (OFF
< 10 W Æ MID < 1000 W Æ HIGH ). The thresholding was based on the average power
during each minute of the sub-metered power readings. Besides the state metrics, Weekly
Consumption Accuracy (WCA) was computed for the respective family. According the
above described procedure the following two experiments were carried out.

Experiment: Model Versions

The performance of the following three model versions were evaluated:

1. (CNN Only) Argmax of the CNN state probability features was used (OFF, MID,
HIGH ) without the HSMM. In this setting, the Power Model used the mean power
of the respective power level state (segment types are not defined).

2. (HM): In this version the hybrid model (HM) was used except for the transitional
features, i.e. the CNN state probabilities where the only features used by the
HSMM.

3. (HM+TF): This was the full version of the hybrid model, including the use of the
di�erence in X, �X, as a transitional feature for the HSMM.

From this experiment, plots for qualitative comparison of predicted power and ground
truth will also be presented.

Experiment: Transitional Feature Coe�cient

The influence of the transitional feature �X was examined in further detail by compar-
ing the overall result of the hybrid model when varying the transitional feature coe�-
cient. The performance was evaluated according the general procedure for the values
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w
T F

œ {0, 1, 2.5, 5, 7.5, 10.0}. It should be noted that in this experiment w
T F

= 0
corresponds to (HM) and w

T F

= 5 corresponds to (HM+TF) in the first experiment.

5.3.2 Results

Result: Model Versions

Figure 5.1 and 5.2 show box-plots for the respective metric and model over the families.
The rectangular box extends from the lower to the upper quartile values of the data,
the line through the box indicates the median (in this case the mean of the two middle
families) and the ends of the dashed lines indicates minimum and maximum of the data.
Values that are further away from the box than 1.5 times the width of the box are
indicated as outliers (marked ’+’). In table 5.3 all computed metrics are presented for
the respective family, metric and model version.
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Figure 5.1: Left: average of F-score for MID and HIGH state, for all families. Right: F-score
for ON state (both MID and HIGH considered as ON ).
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Figure 5.2: Weekly Consumption Accuracy for the respective model.
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Figure 5.3: Qualitative example of the performance of the hybrid disaggregation model
(HM+TF) for family 1. The performance for this family was just below the median perfor-
mance with F (ON) = 0.80 and WCA = 0.86. The lower plot is a zoom in on 18 hours from the
upper plot.
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Figure 5.4: Qualitative example of the performance of the hybrid disaggregation model
(HM+TF) for family 6. The performance for this family was the worst of all families with
F (ON) = 0.55 and WCA = 0.44. The lower plot is a zoom in on 18 hours from the upper plot
where the algorithm performs slightly better than average for the family.
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Figure 5.5: Qualitative example of the performance of the hybrid disaggregation model
(HM+TF) for family 5. The performance for this family was the best of all families with
F (ON) = 0.95 and WCA = 0.94. The lower plots is a zoom in on 4 hours covering each of
the six occurrences of the washing machine available for this family. The last two corresponds
to the occurrences in the upper overview.
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Table 5.3: Detailed results from performance evaluation.

Fa
m

ily

St
at

e CNN Only HM HM + TF

F Pr Re WCA F Pr Re WCA F Pr Re WCA

1

MID 0.43 0.30 0.71 0.74 0.75 0.73 0.77 0.85 0.71
HIGH 0.84 0.80 0.88 0.87 0.88 0.86 0.92 0.95 0.89

ON 0.47 0.34 0.76 0.77 0.78 0.76 0.80 0.87 0.74
0.63 0.86 0.86

2

MID 0.23 0.13 0.97 0.32 0.19 0.91 0.74 0.69 0.79
HIGH 0.39 0.56 0.30 0.26 0.38 0.20 0.50 0.84 0.35

ON 0.28 0.16 0.98 0.38 0.24 0.93 0.83 0.83 0.84
0.48 0.48 0.48

3

MID 0.38 0.24 0.85 0.55 0.39 0.89 0.80 0.70 0.93
HIGH 0.59 0.45 0.82 0.73 0.66 0.81 0.85 0.83 0.86

ON 0.45 0.30 0.96 0.61 0.45 0.94 0.82 0.73 0.94
0.50 0.81 0.91

4

MID 0.36 0.23 0.85 0.47 0.33 0.81 0.61 0.53 0.74
HIGH 0.71 0.61 0.84 0.70 0.67 0.73 0.79 0.80 0.77

ON 0.43 0.28 0.93 0.53 0.38 0.86 0.67 0.59 0.78
0.53 0.76 0.86

5

MID 0.21 0.13 0.54 0.89 0.84 0.94 0.91 0.87 0.96
HIGH 0.50 0.34 0.89 0.88 0.84 0.93 0.92 0.92 0.91

ON 0.40 0.26 0.97 0.94 0.89 0.99 0.95 0.91 0.99
0.30 0.91 0.94

6

MID 0.26 0.17 0.62 0.36 0.24 0.73 0.46 0.33 0.78
HIGH 0.14 0.08 0.45 0.28 0.18 0.64 0.34 0.23 0.66

ON 0.38 0.24 0.94 0.46 0.31 0.97 0.55 0.39 0.94
0.22 0.33 0.44

Table 5.3 shows detailed results for the respective family. The state metrics F-score (F), Precision
(Pr) and Recall (Re) for the state MID, HIGH and ON are presented along with the Weekly
Consumption Accuracy (WCA) which is independent of state. For explanation of the metrics
see section 2.3.2.

Result: Transitional Feature Coe�cient

The average F-score for MID and HIGH, for a varying transitional feature coe�cient,
w

T F

, is presented in Figure 5.6. Detailed results of F-score, Precision and Recall for the
respective state are shown in Figure 5.7.

65



CHAPTER 5. EVALUATION AND RESULTS

0 1 2.5 5 7.5 10
0

0.2

0.4

0.6

0.8

1

wTF

F
(M

I
D

)+
F
(H

I
G
H

)
2

[1
]

Figure 5.6: Average of F-score for MID and HIGH states for an increasing transitional feature
koe�cient, wT F . (Note: nonlinear scaling of the x-axis.)
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Figure 5.7: Detailed view of the influence of the transitional feature koe�cient, wT F . One
state per column and one metric per row, according labels.

5.3.3 Analysis
A general trend in the results is clear; the hybrid disaggregation model (HM) performs
considerably better than just the CNN (CNN Only) according all metrics, and the perfor-
mance is further considerably increased by introducing transitional features (HM+TF).
It can also be seen that the variance in F-score is reduced by introducing transitional fea-
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tures. In the run with the HM+TF the transitional feature coe�cient, w
T F

= 5, which
means that when a transitional feature is taken into account in the Viterbi algorithm its
probability mass is raised to the power of 5 (equivalent to that its log probability mass
is multiplied by 5). The need for this coe�cient is due to that transitions are relatively
rare events and that there are many observation features taken into account for each
transition. Thus, when the probability of di�erent placements of a state transition is
compared in the Viterbi algorithm, the observation feature probabilities overwhelms the
transitional feature probability.

It can be seen that the result improves to reach a maximum for the median at w
T F

=
7.5, however at this value the variance is significantly increased. By examining the more
detailed plots in Figure 5.7 it can be seen that this is because Recall is considerably
lowered for one of the families. This was because a full occurrence of the washing
machine, for family 2 that only had 9 cycles, is missed for w

T F

= 7.5. This a�ects the
overall result for that family considerably. However, this only a�ects a single occurrence
of the washing machine for one family and it can be considered a coincidence since the
same occurrence is captured when using w

T F

= 5 and w
T F

= 10.
A general tendency is clear, in the detailed plots, that the Precision is increased with

an increasing transitional feature coe�cient, essentially without a reduction in Recall.
This is explained by that the state change between the MID and the HIGH power level
is more often placed correctly. It is in this transition that the transitional feature has
greatest impact due to the clear and relatively stable di�erence in X in such a transition.

Detailed results for all metrics, families and models are presented in table 5.3. From
these it can be seen that for the CNN Only model, the Recall is relatively high while
Precision is low. Since this is consistently the case it indicates that some improvement
can be achieved by tuning the argmax threshold for the CNN output. For the CNN
Only model version, argmax of the CNN power level probabilities where used for state
prediction. That the CNN has high Recall but low Precision is expected since in training
the data set was balanced so that a considerably larger portion of the training data
consisted of ON states for the washing machine compared to the expected rate in the
original data. Balancing must be performed to some extent when the classes are highly
unbalanced in the original data, otherwise there is a risk that the network just learns
to always predict that the appliance is OFF. From this it can be concluded that the
di�erence in the result between the CNN Only approach and the HM could probably be
reduced by applying some post processing technique to the CNN output. In the HM the
tuning of such thresholds is done automatically when the observation distributions are
inferred in training.

5.4 Complexity of the Sequence Graph
Besides evaluating the hybrid disaggregation model’s performance and the impact of
the transitional features, it was investigated how the complexity of the sequence graph
varied with an increasing amount of training data. The purpose of this was to examine
the variance in training data, if it was su�ciently captured by the sequence graph, and
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examine if the branching factor and the number of states defined by the sequence graph
show a converging behaviour when the amount of training data is increased.

5.4.1 Experimental Setup
The analysis was carried out by first splitting the sub-metered signal y for the respective
family into a set of windows containing one occurrence of the washing machine each.
From the set of windows, training data was sampled according three di�erent experi-
ments, which will be described in this section, and the sequence graph was fit to the
sampled data (according the procedure described in section 4.2.2). For the obtained
sequence graph, the size of the set of segment type sequences |Q

y

|, the number of se-
quential states N (i.e. the size of the sequence graph |G|), and the branching factor f

b

was plotted with an increasing amount of training data.
The first experiment examined how the specified quantities varied with an increasing

number of families and washing machine occurrences in the training data. For each
possible family combination, for an increasing number of families, ten cycles per family
(or the number of cycles available if less) were sampled. This was carried out 50 times
per family combination and each time the sequence graph was fitted and the quantities
recorded. The mean and variance of the respective quantity over all samples, for each
number of families, were plotted. As an example, for the case of three families there are

6!

(6≠3)!3!

= 20 ways to select a set of three families, from the total of six. From each of
these sets, ten cycles per family (or the number of cycles available if less) was sampled
50 times, which makes a total of 20 ú 50 = 1000 sampled datasets. Due to the fact that
two families had less than 10 occurrences, the number of samples within one training set
varied slightly for a fixed number of families, however since all families were represented
in the data equally often the average number of occurrences grows linearly with the
number of families (with 10+10+10+10+9+6

6

= 9.17 cycles per family) but the families
with less data available has slightly less impact on the result. The result is presented in
Figure 5.8.

It is expected that the size of the sequence graph will grow with an increasing amount
of training data. To examine only the e�ect of an increasing number of families the total
number of occurrences were fixed in the second experiment. For each possible family
combination, for an increasing number of families, a number of occurrences corresponding
to the family with least occurrences (in the combined set) was sampled from each family.
There after, 18 sequences was sampled from this set. The two sampling steps were
repeated 50 times for each family combination. For the sets of one and two families, 18
occurrences were not always available at the second sampling stage, for these the full set
was used instead. This means that for the family sets of size one and two, the average
number of occurrences per family was less than 18, which imposes a bias on the result.
However for three to six families the total number of cycles in the training data was kept
constant 2. The result is presented in Figure 5.9.

218 cycles was chosen so that the number of cycles could be kept constant for 3 families and more
since it corresponds to the smallest size of the dataset obtained in the first sampling step.
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In the third experiment training data was sampled, and results presented, for each
family separately. This complements the previous experiments by analysing the variation
within a family. Moreover, in the previous experiments, only a low number of cycles
(adjusted to the families with less data) could be sampled from each family to avoid
that the families with more data had more impact. In the third experiment, training
data could be sampled from the full number of occurrences available for the respective
family. Within each family, a set of an increasing number of occurrences was sampled
100 times. The result is presented in Figure 5.10 and Figure 5.11.

Each of these experiments was carried out with a single threshold segmentation at
1000 W, i.e. y was split into a new segment each time passing 1000 W, (reset segments
had already been removed when extracting the windows of washing machine occur-
rences). Results are presented for 5 and 8 segment types, i.e. this was the number of
clusters used in the segment clustering module.

5.4.2 Results

Figure 5.8 and Figure 5.9 show the results from the first two experiments.
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Figure 5.8: The complexity of the sequence graph by an increasing number of families and wash-
ing machine occurrences in training data, according first experiment in section 5.4.1. Columns
from left: number of sequences |Q|, number of sequential states N and the branching factor fb.
The upper row shows the result for 5 segment types and the lower row for 8 segment types. The
continuous line in the middle indicates the mean value of the respective quantity for all samples,
the dashed lines indicate ± one standard deviation.
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Figure 5.9: The complexity of the sequence graph by growing number of families in training
data. For one and two families the numbers of washing machine occurrences varied (shaded
grey) whereas the total number of occurrences are kept constant in the range from three to six
families. Columns from left: number of sequences |Q|, number of sequential states N and the
branching factor fb. The upper row shows the result for 5 segment types and the lower row for
8 segment types. The full line in the middle indicates the mean value of the respective quantity
of all samples for each number of families, the dashed lines indicate ± one standard deviation.
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Figure 5.10: The complexity of the sequence graph, with 5 segment types, by an increasing
number of washing machine occurrences in training data. Columns from left: number of se-
quences |Q|, number of sequential states N and the branching factor fb. Within the respective
family, a set of the respective number of washing machine occurrences was sampled 100 times.
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Figure 5.11: The complexity of the sequence graph, with 8 segment types, by an increasing
number of washing machine occurrences in training data. Columns from left: number of se-
quences |Q|, number of sequential states N and the branching factor fb. Within the respective
family, a set of the respective number of washing machine occurrences was sampled 100 times.
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5.4.3 Analysis

The overall result from the two first experiments show that the size of the sequence
graph has not fully converged and will continue to grow with more training data. This
is not optimal since when predicting for a family not used in training (as was always the
case in the performance evaluation), the relevant state sequences for that family are not
necessarily represented in the sequence graph. However the plots clearly indicate a con-
verging behaviour, which means that with more training data a su�cient representation
of the variance can be achieved. When there are few appliance instances available, other
alternatives with better generalising properties are worth investigating.

It is clear that the branching factor is far less than the number of states, i.e. that the
transition matrix of the TF-HSMM is sparse, and it is further the quantity that shows
strongest convergence. If the branching factor truly converges the complexity of the
sparse Viterbi implementation for the TF-HSMM only grows linearly with the number
of states. It is however most important that f

b

π N for the sparse implementation to
be beneficial.

5.5 Discussion

The most prominent contribution of the hybrid model is that it can make e�cient use
of local dynamics in the appliance signature (the information category X-LOC ) for 1 Hz
data, which is not done in previous approaches to low resolution appliance disaggrega-
tion (as was pointed out in the summary of chapter 3) due to too low resolution being
used and/or modelling approaches that cannot represent such local dynamics. A key in
succeeding to do this is the use of discriminative model with automatic feature learn-
ing such as the CNN. Qualitative analysis of the results shows that the CNN can learn
relevant features that are robust to interference from other appliances. For the noisy
data in Figure 5.4, where the algorithm performed worst, about half of the predicted
occurrences are still true positives. It was showed that using the di�erence in X, �X,
as a transitional feature improves the performance, which confirms conclusions in previ-
ous research. The CNN is not trained explicitly to predict state changes and thus �X
contributes with an additional relevant feature that can be exploited by the transitional
feature hidden semi Markov model (TF-HSMM). However, the proposed general struc-
ture of the hybrid disaggregation model and the TF-HSMM allows for other transitional
features as well. An additional CNN could be trained discriminatively to predict state
changes of an appliance and its output used as a transitional feature.

The sequence graph encoding of states achieves its main purpose, to force the pre-
dicted output to emulate the characteristics of a washing machine. It compensates for
the lack of sequential modelling ability in the CNN. When the input window of the
CNN is slided over the input signal each prediction is made independently. This can for
example result in rapid switching between ON and OFF predictions. The TF-HSMM
post-processes the CNN output and predicts the sequence of states that best explains the
observations. If no plausible sequence of ON states explains the sequence of features,

73



CHAPTER 5. EVALUATION AND RESULTS

then the appliance is predicted to be OFF.
The importance of modelling durations (X-DUR) and sequential information (X-SEQ)

is demonstrated in the analysis of the e�ect of the transitional feature coe�cient. The
transitional feature �X is mainly relevant for detecting when there is a transition from
MID to HIGH, and vice versa, since the variation in the observed di�erences is large for
other transitions. Thus the feature helps to adjust the location of state changes between
the two power levels during the period that the appliance is ON. Given this, it is ex-
pected that Precision for both the MID and HIGH state should increase when increasing
the transitional feature coe�cient, which also is the e�ect observed in the plots in row
two, columns one and two, in Figure 5.7. However, in row two, column three, in the
same figure, it can be seen that the transitional feature also have a significant e�ect on
Precision for the ON state. This is best explained by that when the HIGH power state
is correctly positioned there is a “chain e�ect” correcting predictions through out the
period for which the appliance is ON.

The most obvious drawback of the implemented hybrid disaggregation model is that
only one state was used to model when the appliance was OFF . This means that on
average the there is a low probability for high values of the CNN output P

2

and P
3

in
the OFF state. There are other appliances that cause false high values of P

2

and P
3

from the CNN. Even if P
2

and P
3

in false cases are lower and less stable than when
there really is a washing machine in the signal, on average higher values are unlikely in
the OFF state, and thus the MLE state sequence might be to squeeze in a false washing
machine state sequence in this region, even if it is a bad fit compared to the true regions.
This explains partly the bad result for family 2 and 6. The CNN has in these cases failed
to properly factorise out features for the washing machine. One way to make up for this
is to allow several states of the HSMM to model the di�erent modes of the OFF states.
This could be done by fitting a smaller portion of the HSMM:s states, unsupervised,
to the extracted features during the OFF periods of the appliance. However, with
more training data it can be expected that the performance of the CNN improves. It
is important to point out that not only the variance of the modelled appliance must
be captured in the training data, but also the variance in the background, for good
performance of the CNN. This is because implicitly the CNN also models “every thing
else” when extracting features correlated to a specific appliance. There were only two
families in the data set with electric heating (which especially for family 6 dominates
the total signal) and the characteristics of the total signal varies considerably between
the two. This means that the CNN was not exposed to data during training that was
similar to the data in prediction for family 6. Thus the overall performance is expected
to increase with more training data.

The general hybrid approach is assessed to generalise also to other appliances, for
which there are characteristics in the resolution used that can be represented by a CNN.
However, the generative model needs modifications to represent the respective appliance.
One drawback of the implemented model is that it does not make use of that there is
lower variance within the signature for one physical appliance than between appliances
of the same type (the information category P-VAR). All probability distributions were
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fit with a non hierarchical, pure frequentistic approach and no unsupervised tuning
was done during prediction. In future research it would be relevant to investigate how
unsupervised tuning best can be performed within a hybrid framework. Moreover, in
the proposed hybrid model the discriminative part (the CNN) and the generative part
(the TF-HSMM), as well as the other components, are fit separately one after the other.
Better performance could possibly be achieved if the components are trained as one unit.
Such a “global optimisation approach” for a neural network-hidden Markov model-hybrid
approach, applied to speech recognition, is for example described in [5] and it would be
relevant to investigate if the approach could be adapted to appliance disaggregation.

A final remark is that when disaggregating one appliance at a time, the fundamental
assumption in disaggregation, that the sum of the appliances should equal the total con-
sumption (X-SUM ), is not exploited well by the model. It is reasonable that the output
from separate appliance models should be combined in the end, at least to ensure that
the sum of their predictions does not exceed the total power consumption. There are
several possible ways of doing this; hybrid models could for example be used for infer-
ring generative model parameters, for the respective appliance, and their independent
predictions could be used to initialise the states of all appliances when performing Gibbs
sampling in a factorial hidden Markov model (FHMM). CNN output, correlated to the
state of di�erent appliances, could of course also be used as observations directly in
a FHMM to better guide the search for the maximum likelihood state sequence of all
modelled appliances.
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Chapter 6

Conclusions

This thesis demonstrates that the power consumption of an electric appliance can be
disaggregated from the total power consumption of a household using a hybrid model.
A general architecture for such a hybrid model is proposed, in which a generative and a
discriminative model can be combined.

It is shown that the hybrid approach o�ers an alternative solution to the disaggrega-
tion problem by allowing modelling of one appliance at a time, instead of all appliances
simultaneously. In the hybrid approach the automatic feature learning in a convolutional
neural network can be combined with the sequential modelling ability of a Markov model.

The evaluation of the implemented hybrid disaggregation model, based on a convolu-
tional neural network and a hidden semi Markov model, shows that the hybrid approach
performs consistently better than just the convolutional neural network. The evaluation
also shows that the proposed addition of transitional features to the HSMM further
improves the overall performance.

Analysis of the sequence graph indicates that it is not an optimal way of modelling
state transitions when only a small amount of data is available. It succeeds however
with its primary task; to encode sequential information and to match features extracted
from the input signal with a whole sequence of states of the appliance. A limitation
of the current implementation of the hybrid model is that it is non-hierarchical, i.e.
that distributions are averaged over all appliance instances, and that no adaptation of
parameters based on the unlabelled input data takes place during prediction.

Overall, the advantages o�ered by a hybrid approach to the disaggregation problem
make probable that such models will play an important role in future NILM solutions.
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Appendix A

Sequence Graph Constructing Algorithm

Algorithms 2 to 5 defines in pseudo code how the sequence graph described in sec-
tion 4.2.2 is constructed.

Algorithm 2 Sequence DAG Procedure
procedure seqDAG(sequences)

g Ω Graph()
source Ω g.addV ertex(label = 0)
sink Ω g.addV ertex(label = 0)
for sequence in sequences do

addSequence(g, source, sink, sequence)
return g

Algorithm 3 Add Sequence Procedure
procedure addSequence(g, source, sink, sequence)

for vertex in g.vertices do Û mark all vertices not visited
vertex.visited Ω False

fromV ertex Ω source
fromIndex Ω 1
while fromIndex Æ length(sequence) do

label Ω sequence[fromIndex]
previousFromV ertex Ω fromV ertex
fromV ertex Ω stepForward(fromV ertex, toLabel)
if previousFormV ertex = fromV ertex then Û No allowed transition found

break while
else

fromIndex = fromIndex + 1
Û End of while, procedure continues on following page.
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Algorithm 3 Add Sequence Procedure (continued)
toV ertex Ω sink
toIndex Ω length(sequence)
while toIndex > fromIndex do

fromLabel Ω sequence[toIndex]
previousToV ertex Ω toV ertex
toV ertex Ω stepBackward(fromLabel, toV ertex)
if previousToV ertex = toV ertex then Û No allowed transition found

break while
else

toIndex = toIndex ≠ 1

if (toIndex ≠ fromIndex) Æ 1 then
if toV ertex in fromV ertex.outNeighbours then

pass Û The full sequence is already in the graph
else

g.addEdge(from = fromV ertex, to = toV ertex)
else

fromIndex Ω fromIndex + 1
while fromIndex < toIndex do

v Ω g.addV ertex(label = sequence[fromIndex])
g.addEdge(from = fromV ertex, to = v)
fromV ertex Ω v
fromIndex Ω fromIndex + 1

g.addEdge(from = fromV ertex, to = toV ertex)

Algorithm 4 Step Forward Procedure
procedure stepForward(fromV ertex, toLabel)

toV ertex Ω fromV ertex
for v œ N≠(fromV ertex) do

if v.label = toLabel and deg≠(v) = 1 and v.visited = False then
v.visited Ω True
toV ertex Ω v
break for

return toV ertex

Algorithm 5 Step Backward Procedure
procedure stepBackward(fromLabel, toV ertex)

fromV ertex Ω toV ertex
for v in In-Neighbours of toV ertex do

if v.label = fromLabel and v.outDegree = 1 and v.visited = False then
v.visited = True
fromV ertex = v
break for

return fromV ertex
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