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Abstract

The purpose of this thesis is to provide a new scheduling model of a large constellation of
imaging satellites that does not use a heuristic solving method. The objective is to create a
mixed-integer linear model that would be competitive in speed and in its closeness to reality
against a current model using simulated annealing, while trying to improve both models. Each
satellite has the choice between a number of possible events, each event having a utility and a
cost, and the chosen schedule must take into account numerous time-related constraints. The
main difficulties appeared in modeling realistically a battery level and in handling infeasible
configurations due to inaccurate parameters. The obtained linear model has enabled a better
understanding of the performance of the simulated annealing solver, and could also be adapted
to different real-world scheduling problems.

Keywords: Scheduling of a Constellation of Satellites, Mixed-Integer Linear Optimiza-
tion, Simulated Annealing, Linear Battery Propagation model

1 Introduction to the Scheduling of a Constellation of Satel-
lites

The scheduling of a constellation of satellites is a problem that affects an important number of
satellite operators. It consists in determining which actions should be undertaken by each satellite
at a given time. The schedule is usually determined over a period of a few hours to a few days.
Even with a single satellite, finding an optimal (or close-to-optimal) schedule over a period of a
day can already be too large a problem for a human operator to handle.

In the particular case of Earth-imaging satellites, scheduling consists in determining which
area of the globe the satellite must take a picture of, and at what moment it can download the
acquired data via a ground station. A ground station is an antenna which can communicate with
the satellites. Determining the area to image is almost equivalent to determining the start and
end time of the imaging action with the help of the satellite’s ground trajectory. The optimization
of the schedule of a small number of satellites (1-5 satellites) has been studied previously using
different approaches. A thorough review of the available literature and presentation of the different
types of scheduling considered can be found in [1]. It also gives a heuristic method for solving a
certain type of scheduling problem with 4 satellites.

The scheduling process is usually divided into two parts: selecting the operational events and
timetabling them, i.e. communicating the resulting timetable to the satellite. Selecting the areas
to image and the moments when a satellite should download its onboard data has to take into
account a number of constraints that can vary depending on the satellite’s operator policy and on
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the satellite’s capacity. The schedule obtained is then supposed to be optimal with respect to the
satellites’ owners and/or users.

In this paper we will focus on a special case of scheduling. The operational events will include
the communication events used for communicating the timetable to the satellites, in such a way
that scheduling consists only in selecting an optimal set of events among a predefined set of events.
In section 2, we will present the scheduling problem as seen by Planet Labs, a satellite imaging
company, before presenting the way scheduling is currently handled in section 3. We will then
present our new mixed-integer linear model of the problem in section 4 and section 5. We will
conclude this paper by different comparative studies of the current model in section 6 and a
discussion of possible improvements in section 7.

2 Planet Labs Scheduling Problem
Planet Labs1 is an aerospace company based in San Francisco and specialized in imaging satellites.
It builds its own small satellites, named Doves. This name comes from the mission Planet Labs
decided to undertake with its flock of satellites: Making the world a better place by enabling
everyone to see how the Earth’s surface evolves. Considering that one cannot solve a problem
if one does not know of its existence, Planet Labs wants to be able to update the global image
of the Earth every day. This implies being able to take enough pictures of different parts of the
Earth and download them in order to build a mosaic of pictures that covers the Earth’s surface
every day. At the time of this study, this goal is not yet achieved, and Planet Labs gives different
priorities to different parts of the Earth surface. It is therefore necessary to allocate the limited
resources (satellites, contact with ground stations, energy) in such a way that the imaging capacity
is optimized.

2.1 The Dove constellation

Planet Labs operates its constellation of satellites with the help of several ground stations. In
order to be able to update the global image of the Earth every day, the schedule of these satellites
and ground stations has to be optimized. Scheduling, here, consists in choosing, within a set of
possible events, which events should effectively be achieved: The events are then said to be taken.
The set of possible events is determined by the company given a certain number of parameters
and the way it is done is not in the scope of this paper. Each event has a given time frame and
associates one action to one satellite. If no event is taken at a time t, the satellite is said to be
idle. The different actions possible for an event are:

• Take a picture: the event is then an imaging event
1www.planet.com
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• Communicate with a given antenna: the event is then a communication event

Imaging events have different levels of importance, depending on which area is covered. The
importance of the area is called heat. The higher the heat, the more the related picture is wanted.
For example, an area usually cloudy that is forecast to have a clear sky at some given time, when
a satellite flies over it, would have a high heat. Areas with more demand from customers or with
a higher changing rate would also have higher heats.

Communication events can be separated in different categories, given the nature of the com-
munication:

• a Low Speed Transfer (LST) event is a communication event used for uploading a schedule
to a satellite and to get an overview of the status of the satellite

• a High Speed Downlink (HSD) event is a communication event used for downlinking data
(i.e. pictures) from the satellite to the ground station

Depending on the satellite or antenna considered, some communication types are not possible. For
example, some antennas can only perform LSTs while others can perform HSD and LST. However,
an antenna cannot perform two different kinds of communication at the same time.

The aim of the company is thus to acquire data during imaging events and downlink that data
during HSD events. Credit is also given to any kind of communication events, since they are often
used to make sure that everything is going well onboard and to make some tests.

2.2 Scheduling requirements

In order to be realizable, the chosen timetable has to be scheduled in the satellite’s processor.
This onboard scheduling can only be done during LST events. One major difference between LST
events and HSD events is that there is no need to schedule an LST event onboard. It is however
necessary to schedule this communication at the ground station level. An LST event is limited by
time and the quality of the communication, therefore each LST event can only upload a limited
number of future events. It is said that an LST event has a number of entitlements available for
scheduling events. An event normally needs a single entitlement to be scheduled onboard.

Scheduling must also take into account a number of other real-world constraints in order to
make sure that the events chosen will actually be realized:

• Exclusion constraints:

– Each satellite can only undertake one action at a time, there should be no overlapping
events left in the taken set. A satellite cannot take a picture while communicating with
an antenna for instance.
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– Each antenna can only communicate with one satellite at a time, there should be no
interfering events left in the taken set.

• Battery constraints:

– Each satellite is powered by onboard batteries that are charged by solar panels. The
battery level of each satellite is limited by its physical properties. A schedule should
not use more energy than available.

• Setup constraints:

– Some actions require a setup phase (e.g. pointing in good direction) which consumes
time and energy. These setups have to be taken into account when calculating the costs
and utility of each action.

• Data constraints:

– A satellite can only downlink as much data as it has onboard. A schedule should not
give data credit to HSD events when no data is acquired by the ground station.

To those natural constraints can be added a human constraint: For various reasons, the com-
pany can decide to lock events, i.e. impose that an event should be taken or skipped. For example,
if a ground station were to have a problem, the company could decide to rerun the scheduling
process imposing that all related events are skipped. All the events planned to be scheduled with
those events would have to be re-scheduled by some other communication events.

Those constraints were the one considered at the time this study has been conducted. New con-
straints may have been discovered or considered over time, but those ones form the core constraints
of the real-world model.

2.3 A Data focused Schedule

Now that the constraints surrounding the scheduling process have been exposed, it is time to
present the objective of this scheduling process. The primary need of the company is to have
enough data of relevant areas of the Earth in order to be able to build a global mosaic. That data
must be acquired by a satellite, but also downlinked to a ground station. A satellite may not have
the time nor the opportunity to downlink previously acquired data since the scheduling window is
limited in time. The data is however not lost and can be downlinked during a future scheduling
window. It is thus necessary to give utility to both imaging events and HSD events.

The importance to give to imaging events is directly related to the heat of the area covered
and the size of the image taken. Since it is still unclear which data is downlinked at which HSD
event, the importance of HSD events is only related to the size of the downlinked data. Depending
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on some configurations and circumstances, there might be a higher interest in acquiring data than
downlinking it (or vice-versa) for the considered scheduling window. This difference is currently
decided by the company and would take into account the cloudiness or state of the ground stations
(for example).

As a founder of the concept of agile aerospace, Planet Labs has been sending satellites at a high
frequency in order to be able to test its satellites in space and its data-related capacities. Therefore
some satellites are in orbit for the sole sake of testing and cannot take pictures. Communication
events have then a fixed engineering utility depending on the nature of the communication.

3 Micromanager: a Simulated Annealing algorithm
A close, but simplified, scheduling problem is also presented in [2], as a presentation of the current
scheduling strategy of Digital Globe2. The main difference of the present study with what has
previously been done (c.f. [1]), is the size of the constellation considered and the fact that Planet
Labs is currently separating the creation of possible events and the optimization of the schedule,
i.e. the selection of the events. This study focuses on the selection of the events and not on their
creation.

In order to optimize this schedule, Planet Labs has currently implemented a software, called
micromanager, which processes the available data (list of events and characteristics) and then uses
a simulated annealing algorithm to find out a good schedule.

3.1 An Introduction to Simulated Annealing

Simulated Annealing (SA) is a probabilistic algorithm first proposed by Kirkpatrick, Gelatt and
Vecchi [3] in 1983. It reproduces the physical process of slowly cooling a material in order to make
its structure reach its optimal energy state. It is used to find a global minima of a cost function
or the global maximum of a utility function. A description and an analysis of the convergence of
simulated annealing can be found in [4]. In the present paper we will focus on the algorithm for
finding a global maximum.

What is needed in order to achieve a simulated annealing algorithm are the following items:

• A finite set X of possible states

• A real-valued utility function U defined on X

• For each x ∈ X, a set X(x) ⊂ X \ {x} of neighbors of x

• For each x ∈ X, positive coefficients px,y, y ∈ X(x), such that
∑

y∈X(x) px,y = 1

2www.digitalglobe.com
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• A decreasing function T : N→ (0;∞) called the cooling schedule

• An initial state x(0) ∈ X

Here is a description of a step in the simulated annealing algorithm. Let’s consider having the
state x(k) at the step k. The following state x(k + 1) is determined as follows:

Step 1: A state y ∈ X(x(k)) is chosen at random with a probability px(k),y

Step 2: If U(y) > U(x(k)) then x(k + 1) = y otherwise go to step 3

Step 3: If U(y) ≤ U(x(k)) then

• x(k + 1) = y with probability exp(−(U(x(k))− U(y))/T (k))

• x(k + 1) = x(k) otherwise

As shown in [4] and [5], the SA algorithm converges in probability towards the global maximum
for a cooling schedule T (k) = c

log(k)
for some c. There is no other theoretical result of convergence

yet, but heuristically, and in some cases, SA has been shown to give good approximations at a
faster speed than more conventional solving processes.

3.2 Micromanager’s characteristics

Micromanager uses simulated annealing with the following characteristics:

• X = {0; 1}N : are all the possible schedules, where N is the number of possible events. For
x ∈ X, xi = 1 if event i is taken, 0 if skipped.

• X(x) = {y ∈ X | ∃!i, xi 6= yi} : y is a neighbor of x if and only if y can be obtained by
flipping the value of one, and only one, index of x

• At step k, there is a uniform probability of picking any y ∈ X(x(k))

• The SA algorithm terminates after K number of steps. This parameter is determined heuris-
tically by previous tests.

• The cooling schedule is linear: T (k) = Tstart · (1− k
K

)

• The initial state is the schedule where every locked-take event and every already scheduled
onboard event is taken (xi = 1), all the others event are set as skipped (xi = 0)
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At each step, micromanager simulates the performance of the current schedule, i.e. calculates
the battery level of each satellite, the amount of data acquired and downlinked and the number of
possible conflicts (overlapping or interfering events). Since the constraints presented in section 2
are not enforced by the definition of the neighborhood of each possible schedule, it is necessary
to enforce them in another fashion. Micromanager uses a penalized utility function in order to
minimize constraints’ violations:

∀x ∈ X, U1(x) = f(x)− λ · SoC(x)− µ · C(x) (1)

where

• f(x) is the imaging and engineering utility (defined later in section 4.6) also referred as "Real
Utility" in the results graphs

• SoC(x) ≥ 0 is the amount of state of charge violations

• C(x) ≥ 0 is the number of conflicts

• λ, µ ≥ 0 are fixed penalty parameters determined heuristically

Since the algorithm terminates after a fixed number of steps, micromanager keeps in memory
the latest best schedule in order to come back to it at the end of the algorithm. This early
termination does not ensure the convergence of the algorithm, however it gives fast results good
enough if the parameters are well-tuned. One aim of this paper is to discuss possible improvements
to this algorithm and/or these parameters by comparing it to a slightly different mixed-integer
linear model of the real-world problem.

4 The Creation of a Mixed-Integer Linear Model
Since scheduling consists here in choosing whether an event will be taken or not, it appeared that
binary variables would be most suited for modeling the scheduling problem. In order to make
the solving phase efficient with respect to the increasing number of satellites, and thus to the
increasing number of events to consider, and in order to be able to accurately measure optimality,
the decision of modeling the scheduling in a mixed-integer linear problem has been made.

In this section we describe our translation of the real-world constraints into linear constraints
(using binary variables), and how the input data should be preprocessed in order to compute those
constraints. This mixed-integer linear model will also be referred as a "linear model" for simplicity.
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4.1 Preprocessing Phase

The real-world situation is supposed to have been preprocessed into the following sets and param-
eters:

• General sets and parameters:

– s : satellite number

– e : event number (sorted in chronological order of the start of the event)

– τ(s, e) : time lapse between the beginnings of event e− 1 and event e for satellite s

– T (s, e) : time length of event e for satellite s

– P : set of imaging events (or picture events)

– LST : set of LST-only events

– C : set of HSD-possible events

• Scheduling related sets and parameters:

– Cap : set of events which are locked

– CapV al(Cap) : 1 if the event is a locked take event, 0 if it is a locked skipped event

– SchV al(s, e) : 1 if event already scheduled on board, 0 otherwise

– Perf(LST ) : number of entitlements that an LST pass can upload with a good proba-
bility

– Prob : a parameter used to increase the minimum entitlements number desired to have
a better scheduling-success probability

– Pair = {(s, e1, e2)| events (s, e1) and (s, e2) are paired }

• Exclusion related sets:

– J = {(s, e1, e2)| events (s, e1)&(s, e2) overlap}
– I = {(s1, e1, s2, e2)| events (s1, e1)&(s2, e2) interfere}

• Power related sets and parameters:

– EAct(s, e) : energy gained minus energy required if event (s, e) is taken (with the setup
energy)

– ES(s, e) : setup energy required by event (s, e) if necessary

– ET (s, e) : energy received during event (s, e)
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– Eτ (s, e) : energy received between beginning of event (s, e− 1) and beginning of event
(s, e)

– Max(s) : maximum (physical) capacity of the battery of satellite s

– Min(s) : minimum (theoretical) capacity of the battery of satellite s ( < 0)

– InitE(s) : initial energy level of the satellite at the beginning of the schedule

• Imagery related sets and parameters:

– NoPic = {s|s cannot take any pictures}
– InitMB(s) : initial data already acquired by the satellite at the beginning of the schedule

– Heat(P ) : importance of a picture event

– DL(C) : downlink capacity (in MB) of an HSD event (0 if HSD not possible)

– ACQ(s) : imaging rate (in MB/s) of satellite s

– α : ratio of acquired vs downlinked data desired (chosen by user) used in the utility
function

4.2 Presentation of the variables

We will consider the following variables:

• Decision variables:

– X(s, e) : global decision variable (take event e for satellite s or not)

– XC(s, e) : binary variable indicating if an event has a change to be scheduled

– XP (s, e) : binary variable indicating if an event is the continuation of a previous event

– Y (s, e) ≤ X(s, e) : ratio of time used for downlinking (only HSD events)

• Power variables:

– W (s, e) ≥ 0 : positive battery level of satellite s at beginning of the event e

– SW1(s, e) ≥ 0 : negative battery level of satellite s at beginning of the event e

– SW2(s, e) ≥ 0 : negative battery level of satellite s at end of the event e

– BO(s, e) ≥ 0 : burnout level of satellite s at beginning of the event e

– W (s, e)− SW1(s, e) : actual battery level of satellite s at beginning of the event e
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– W (s, e) − SW1(s, e) + BO(s, e) : considered battery level of satellite s at beginning of
the event e

– B1(s, e): binary variable indicating if a battery is in burnout mode or not

– B2(s, e): binary variable to limit the burnout level

The variables are defined for every event (s, e), even if this event is locked. In that case, the
value of X(s, e) is fixed to the value of CapV al(s, e) before the optimizing process. It is still
necessary to keep considering those events since they influence the whole scheduling process.

4.3 Scheduling constraints

Imaging events and HSD events have to be scheduled on board of the satellite during a previous
LST event. Those events can also be de-scheduled the same way. However, an LST event can only
schedule (or de-schedule) a certain number of future events due to time and quality constraints.

An event (s, e) has to be changed on board if the value of X(s, e) is different from the value
initially scheduled SchV al(s, e):

|X(s, e)− SchV al(s, e)| ≤ XC(s, e)⇔
{
X(s, e)− SchV al(s, e) ≤ XC(s, e)
SchV al(s, e)−X(s, e) ≤ XC(s, e)

(2)

Equation (2) forces the binary variable XC to be equal to 1 if there is a need for scheduling the
associated event.

Having two identical events close in time can have some impact on the performance of the
satellite. For example, if two imaging events for a same satellite are close in time, it could be decided
to merge those two events into one: the satellite would only need to consume the activation energy
once and would have extra data. However, in order to be scheduled onboard with the previous
event, both events should not already be scheduled onboard. This constraint is enforced when
creating the set Pair. If an event is the continuation of at least another event, its variable XP

should be equal to 1.

∀(s, e), XP (s, e) ≤
∑

(s,e,e1)∈Pair

X(s, e1) (3)

∀(s, e), XP (s, e) ≤ X(s, e) (4)

These two equations forces XP to be 0 if the event is not taken (equation (4)) or if this event this
event does not continue any previous event (equation (3)).

It is only possible to schedule changes if there are enough LST events taken before. However,
if the event is the continuation of a previous event, it will already have been scheduled by that
previous event. The interesting variable is XC − XP in this case, since by construction of Pair
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and with (3)-(4), this variable is 1 if a change of schedule has to be uploaded and 0 if there is no
change or if the change is merged into a previous event.

∀(s, e) /∈ LST,
e1≤e∑

(s,e1)/∈LST

(XC(s, e1)−XP (s, e1)) · (1 +Prob) ≤
e1<e∑

(s,e1)∈LST

Perf(s, e1) ·X(s, e1) (5)

An HSD event for an imaging satellite should only be scheduled if there is enough data on
board to downlink, i.e. there must have been enough picture events beforehand:
∀(s, e) ∈ C,

Y (s, e)·DL(s, e) ≤ InitMB(s)+

e1<e∑
(s,e1)∈Pic

X(s, e1)·ACQ(s)·T (s, e1)−
e1<e∑

(s,e1)∈C

Y (s, e1)·DL(s, e1) (6)

However, since locked events can make scheduling infeasible, and for practicability the company
would prefer a schedule good enough rather than no schedule, it is necessary to introduce some
slackness in the scheduling variables. Let’s introduce SC a positive variable indicating whether an
event will have a problem being scheduled or de-scheduled:

• SC(s, e) > 0 : the event (s, e) will be considered as successfully scheduled on board by the
optimizer, but might actually not be scheduled on board.

• SC(s, e) = 0 : the event (s, e) should technically have no problem to be scheduled on board
or does not need to be scheduled.

The value of SC will be determined by changing slightly equation (2):

|X(s, e)− SchV al(s, e)| ≤ XC(s, e) + SC(s, e)⇔
{
X(s, e)− SchV al(s, e) ≤ XC(s, e) + SC(s, e)
SchV al(s, e)−X(s, e) ≤ XC(s, e) + SC(s, e)

(7)
SC enables XC to be 0 even if it is necessary to schedule the change and therefore not be taken
into account in the constraint (5). The first step of the optimization process will therefore be to
minimize this slack variable.

4.4 Exclusion constraints

Each satellite can only do one action at a time, so it is necessary that overlapping events exclude
each other:

∀(s, e, e1) ∈ J, X(s, e) +X(s, e1) ≤ 1 (8)
Each antenna can only communicate with one satellite at a time, so it is necessary that interfering
events exclude each other:

∀(s1, e1, s2, e2) ∈ I, X(s1, e1) +X(s2, e2) ≤ 1 (9)
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4.5 Linear Power Model

The variables are such that the battery level of satellite s at the beginning of event e is W (s, e)−
SW (s, e) if the battery did not have any bottom constraint, and W (s, e) − SW (s, e) + BO(s, e) if
it cannot go lower than Min(s). Since SW ≥ 0, putting an upper limit to W is enough to impose
an upper limit to W − SW .

∀(s, e), W (s, e) ≤Max(s) (10)
∀(s, e), W (s, e)− SW1(s, e) +BO(s, e) ≥Min(s) (11)

The burnout variable should only be positive if SW1 is higher than −Min, so we introduce the
binary control variable B1:

∀(s, e), B1(s, e) · |Min(s)| ≤ SW1(s, e) (12)
∀(s, e), BO(s, e) ≤ B1(s, e) · |Min(s)| (13)

In this last equation, |Min(s)| is used for convenience but could be replaced by any more accurate
ceiling to BO. In case the battery is in a burnout phase, that means we will consider that the
battery level stays at Min(s) during that phase. We have to introduce a second binary control
variable B2 in order to make sure that −SW1 +BO stays equal to Min in that case:

∀(s, e), B2(s, e) ≥ B1(s, e) (14)
∀(s, e), −SW1(s, e) +BO(s, e) ≤ B2(s, e) ·Min(s) (15)

To propagate the battery level linearly, it is necessary to consider two cases: whether the end
of the previous event is before or after the beginning of the current event.

In the case where events (s, e) and (s, e+ 1) do not overlap, the battery level at the beginning
of event (s, e+ 1) must be lower than the battery level at the beginning of the previous event plus
the difference between the energy received and the energy consumed during the time between the
two events:

W (s, e+ 1)− SW1(s, e+ 1) ≤ W (s, e)− SW (s, e) +BO(s, e) + ∆E1(s, e)−XP (s, e) · ES(s, e)
(16)

∆E1(s, e) = X(s, e) · (EAct(s, e) + Eτ (s, e+ 1)− ET (s, e)︸ ︷︷ ︸
between events (strictly)

) + (1−X(s, e)) · Eτ (s, e+ 1) (17)

In the case where events (s, e) and (s, e + 1) overlap, since only one of these events can be
chosen, it is necessary to make sure that the energy needed or received while being idle is not
counted several times. This case is illustrated in Figure 1 at page 13: The battery level at T5
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Figure 1: Example of a sequence of events with two overlapping events

should be lower than or equal to the battery level at T1 minus the energy needed to perform the
potentially-taken event (#1 or #2) plus the energy received during the idle time between T1 and
T5. For simplicity of notations, we will consider only ω(T ) the actual battery level, ETi,Tj the
energy received while doing nothing between Ti and Tj, and Ei the energy received (including
used) for doing event i. These energies can be negative.

Three cases are possible here:

1. Neither events #1 nor #2 are taken:

ω(T2) ≤ ω(T1) + ET1,T2 = ω(T1) + ET1,T3 − ET2,T3
ω(T5) ≤ ω(T2) + ET2,T5

2. Event #2 is taken and not #1:

ω(T2) ≤ ω(T1) + ET1,T2 = ω(T1) + ET1,T3 − ET2,T3
ω(T5) ≤ ω(T2) + E2 + ET4,T5

3. Event #1 is taken and not #2:

We expect: ω(T5) ≤ ω(T1) + E1 + ET3,T5
ω(T2) ≤ ω(T1) + E1 − ET2,T3
ω(T5) ≤ ω(T2) + ET2,T5

13



Since ETi,Tj +ETj ,Tl = ETi,Tl for Ti ≤ Tj ≤ Tl, the last two equations give the expected result.

This can be generalized into the following equations:

W (s, e+ 1)− SW1(s, e+ 1) ≤ W (s, e)− SW (s, e) +BO(s, e) + ∆E2(s, e)−XP (s, e) · ES(s, e)
(18)

∆E2(s, e) = X(s, e) · EAct(s, e) + (1−X(s, e)) · ET (s, e)− (ET (s, e)− Eτ (s, e+ 1))︸ ︷︷ ︸
during the time in common

(19)

In order to keep track of the state of charge violations (i.e. when the battery level is negative)
so that they can be minimized, the following constraint is added:

−SW2(s, e) ≤ W (s, e)−SW1(s, e)+BO(s, e)+X(s, e)·EAct(s, e)−XP (s, e)·ES(s, e)+(1−X(s, e))·ET (s, e)
(20)

This constraints keeps track of the energy level at the end of the event if there is a state of charge
violation. Only the case when the energy level is strictly negative (SWi

> 0) is useful here, so there
is no need to keep track of the positive level of battery at the end of an event.

It is also necessary to initialize the battery level of each satellite. This is done simply by:

∀s ∈ S, W (s, 1)− SW (s, 1) = InitE(s) (21)

4.6 The optimization process

In order to ensure a more realistic battery model, it is necessary to limit the burnout phases, since
they damage the batteries. In order to have a longer lifetime, state of charge violations must be
minimized. However, locked events have precedence over battery constraints. The first step is then
to minimize the scheduling slackness due to those events. The next two steps of the optimization
process is to ensure that the satellites are following the best energy pattern possible. The last step
is then to maximize the utility of the schedule.

Step 1: min
∑

(s,e) SC(s, e)
Minimize the number of events that would need to be (de-)scheduled, in order to make the
problem feasible. The variables SC are then fixed to their optimal values.

Step 2: min
∑

(s,e)BO(s, e) +B1(s, e) +B2(s, e)
Minimize the number of burnout phases and the burnout level. The variables B1 and B2

are then fixed to their optimal values and that sum is bounded to the optimal value (new
constraint).

Step 3: min
∑

(s,e) SW1(s, e) + SW2(s, e)
Minimize the state of charge violations. The sum is then bounded to the optimal value (new
constraint).
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Step 4: Now that the system is limited to the patterns where the battery levels stay positive as
long as possible, it is time to maximize the utility of the schedule. As explained earlier,
utility is gained by taking pictures and downlinking them, but not only. There is also utility
for communicating with antennas, since it helps monitoring the state of the satellite and it
helps making tests if needed, even if the satellite is not able to take pictures. This utility is
measured by the telemetry values TVU , TVX , TVL defined by the user.

max
(s,e)

∑
s∈NoPic

UNoImg(s) +
∑

s/∈NoPic

UImg(s) (22)

UNoImg(s) =
∑

(s,e)∈LST

TVU ·X(s, e) +
∑

(s,e)∈C

TVX ·X(s, e)︸ ︷︷ ︸
engineering utility for non imaging satellites

(23)

UImg(s) =
∑

(s,e)∈LST

TVL ·X(s, e)︸ ︷︷ ︸
engineering utility

+uAcq(s) · cos(
π

2
α) + uDL(s) · sin(

π

2
α)︸ ︷︷ ︸

imaging utility

(24)

uAcq(s) =
∑

(s,e)∈Pic

X(s, e) ·Heat(s, e) · T (s, e) · ACQ(s) (25)

uDL(s) =
∑

(s,e)∈C

Y (s, e) ·DL(s, e) (26)

5 Improving the performance of the Mixed-Integer Linear
Model

The model previously presented has been written using the GAMS3 language and solved using the
commercial solver Gurobi4 available via the NEOS online server5. The first results, even though
useful as explained further in section 6.1.1, could not compete in speed with micromanager, and
the solving time was made even longer by the server’s policy. The number of events considered in
each data set used in the following studies are between 104 and 2 · 104. We therefore conducted a
study of our model to try and improve its performance.

3www.gams.com
4www.gurobi.com
5www.neos-server.org/neos/solvers/milp:Gurobi/GAMS.html
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5.1 Reducing the model

The mixed-integer linear model presented in section 4 is the basic model that covers all the con-
straints currently considered by Planet Labs, however, some of them are redundant and could be
removed for a faster solving time.

5.1.1 Clearing redundant scheduling and downlinking constraints

The scheduling constraint enforcing that every change of schedule must have enough entitlements
available to succeed has a misleading general form:

∀(s, e) /∈ LST,
e1≤e∑

(s,e1)/∈LST

(XC(s, e1)−XP (s, e1)) · (1+Prob) ≤
e1<e∑

(s,e1)∈LST

Perf(s, e1) ·X(s, e1) (27)

It seems like these equations are different for every event (s, e), however, the right side does
not change if there has been no new LST events between two non-LST events. In this case the
constraint concerning the latest non-LST event implies the constraints of all the previous events
(if no LST events in between). It is then sufficient to consider only this last constraint.

Introducing LST = {first LST event in a series} = {(s, e) ∈ LST |(s, e − 1) /∈ LST}, equa-
tion (27) can be replaced by:

∀(s, e) ∈ LST ,
e1≤e∑

(s,e1)/∈LST

(XC(s, e1)−XP (s, e1)) · (1 + Prob) ≤
e1<e∑

(s,e1)∈LST

Perf(s, e1) ·X(s, e1)

(28)∑
(s,e)/∈LST

(XC(s, e)−XP (s, e)) · (1 + Prob) ≤
∑

(s,e)∈LST

Perf(s, e) ·X(s, e) (29)

Equation (28) ensures that at every new series of LST event, all the previous events have been
properly scheduled. Equation (29) handles the scheduling of all the events happening after the
last LST event. This replacement removes a lot of redundant constraints and should help limit
the time spent by the solver pre-solving the model.

A similar replacement can be implemented for the downlinking constraint:

∀(s, e) ∈ C,
e1≤e∑

(s,e1)∈C

Y (s, e1) ·DL(s, e1) ≤ InitMB(s) +

e1<e∑
(s,e1)∈Pic

X(s, e1) · ACQ(s) · T (s, e1) (30)

The right-hand side of this inequality can change only if there is a new imaging event between
two communication events. It is then sufficient to consider only the tightest constraints.
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Introducing Pic = {first imaging event in a serie} = {(s, e) ∈ Pic|(s, e−1) /∈ Pic}, equation (30)
can be replaced by:

∀(s, e) ∈ Pic,
e1≤e∑

(s,e1)∈C

Y (s, e1) ·DL(s, e1) ≤ InitMB(s) +

e1<e∑
(s,e1)∈Pic

X(s, e1) · ACQ(s) · T (s, e1)

(31)∑
(s,e)∈C

Y (s, e) ·DL(s, e) ≤ InitMB(s) +
∑

(s,e)∈Pic

X(s, e) · ACQ(s) · T (s, e) (32)

Equation (31) ensures that at every new series of imaging event, all the previous commu-
nication events consider only the data previously acquired. Equation (32) handles the case of
communication events happening after the last imaging event.

5.1.2 Restraining battery-weak satellites

Some satellites might have battery problems, i.e. they are not able to charge or they do not
have a good power model, and since they are in space, it is not possible to repair them quickly.
The current policy is to limit their actions to LST events, since LST events are modeled as not
consuming more energy than being idle. They are also useful to update the satellite’s status and
thus check if there are still battery problems. It is then not necessary to impose power constraints
to those satellites. This simple consideration implies that it is possible to remove all the related
binary variables B1 and B2 of those satellites along with the slack variables BO, SW1 and SW2 and
all the power related constraints (equations (10)-(21)). The model becomes smaller and therefore
the maximum number of nodes visited during a branch-and-bound algorithm is reduced, reducing
the expected solving time.

Looking more thoroughly into the linear model of the battery propagation, it is possible to
remove the constraint defined by equation (11), i.e. the minimum level of the battery:

∀(s, e), W (s, e)− SW1(s, e) +BO(s, e) ≥Min(s)

Since W = 0 when SW1 > 0, and W ≥ 0 otherwise, W can be removed from the constraint
(because Min < 0). Equations (12) through (15) have an implicit consequence on the behavior of
−SW1 +BO:

B1 · |Min| ≤ SW1

BO ≤ B1 · |Min|
B2 ≥ B1

−SW1 +BO ≤ B2 ·Min

⇒
{
−SW1 ≥Min⇒ B1 = BO = 0⇒ −SW1 +BO ≥Min
−SW1 < Min⇒ −SW1 +BO ≤Min
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In the second case, since it is always better for the system to have a high BO in the battery
level propagation (it gives more available energy), the solver should automatically ensure that
−SW1 + BO = Min. Removing equation (11) is then an equivalent model, which presents less
nodes possibilities.

5.1.3 Modifying the absolute value equivalent

Equation (7) shows the usual trick to linearize an absolute value. It is a generalized way of replacing
one constraint with an absolute value operator by two linear constraints. This method gives an
accurate equivalent linear model but has the inconvenient of doubling the number of constraints.
Using the specificities of the problem, it is however possible to linearize the absolute value operator
by replacing it by only one linear constraint.

This is possible using the fact that equation (7) measures the change in the current schedule.
There are only two possible options:

1. The event (s,e) has not been previously scheduled, so SchV al(s, e) = 0.
(7) is then only X(s, e) ≤ XC(s, e) + SC(s, e)

2. The event is already scheduled to happen, so SchV al(s, e) = 1.
(7) is then only 1−X(s, e) ≤ XC(s, e) + SC(s, e)

Equation (7) can thus be replaced by the following set of constraints:{
∀(s, e) | SchV al(s, e) = 0, X(s, e) ≤ XC(s, e) + SC(s, e)
∀(s, e) | SchV al(s, e) = 1, 1−X(s, e) ≤ XC(s, e) + SC(s, e)

(33)

5.1.4 Results

Data set Initial constraints Cleared constraints
#1 Resource interrupt 274,542 (8951)
#2 151,253 (-) 135,944 (15470)

Table 1: Performance comparison of clearing the constraints set: Iterations counts (Node visited)
Data set Initial constraints Cleared constraints

#1 > 5 min 2 min 57 s
#2 > 5 min 1 min 09 s

Table 2: Performance comparison of clearing the constraints set: Overall time spent in solver
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The impact of clearing the initial set of constraints was studied on two different sets of data
with a tolerance to optimality of 0.1%. The solver Gurobi has been used through the NEOS
servers. The results are displayed in Tables 1 & 2. Table 1 shows the number of iterations made in
the fourth step of the optimization process (i.e. maximizing the utility after having minimized the
model’s slackness) and Table 2 shows the total time spent by the solver on the whole optimization
process.

The results relative to the initial constraints are not fully accurate since it took more than 5
minutes for the solver to go through the whole process, and therefore the NEOS server does not
return any log files in this case. However, there is still enough output to be able to reach important
conclusions. While it always takes more than five minutes to try and solve the problem with the
initial sets of constraints, using the cleared set of constraints enables the solve to complete much
faster. Looking at the log files, it results that the time gain comes essentially from a shorter pre-
solving phase, showing that the cleared version of the constraints is a more efficient representation
of the problem.

5.2 Increasing the tolerance margin

In the previous analysis, the solver returned a resource interrupt message during the optimization
process. However, it did find an integer solution that was less than 0.2% away from the best possible
solution. With other data sets, a resource interrupt message does not always come with an integer
solution, so the whole process would have failed. This would advocate in favor of increasing the
tolerance margin of that phase, accordingly with the aim of the company: A decision has to be
made regardless of the status of the solver and it is necessary to be able to deal with a bigger
number of satellites (and thus a bigger number of variables) in a reasonable amount of time.
Therefore it is not necessary to search for the optimal solution at every run, and a good enough
solution would be sufficient.

The impact of increasing the tolerance margin has been studied on one data set with tolerances
of 0.1%, 5% and 10%. From this one data set it is possible to come up with interesting observations
from the results shown in Tables 3 & 4. Table 3 shows the number of iterations made in the fourth
step of the optimization process (i.e. maximizing the utility after having minimized the model’s
slackness) and Table 4 shows the total time spent by the solver on the whole optimization process.

An obvious and expected observation is that the number of iterations made during the maxi-
mizing phase is considerably lower when the tolerance is at 5% or higher than at 0.1%. The overall
time spent solving is also considerably faster.

A more remarkable result is that the number of iterations does not seem to depend on the
tolerance margin, if this tolerance margin is high enough, but that the overall time spent solving
is not the same. This illustrates the fact that the pre-solving process ends up giving the same
reduced model on both runs, and since the Gurobi solver is a deterministic solver, it follows the
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Tolerance Initial constraints Cleared constraints
0.1% 151,253 (-) 135,944 (15470)
5% 7,874 (0) 8,453 (0)
10% 7,874 (0) 8,453 (0)

Table 3: Performance study of increasing tolerance: Iterations counts (Node visited)
Tolerance Initial constraints Cleared constraints

0.1% > 5 min 1 min 09 s
5% 1 min 39 16 s
10% 1 min 58 10 s

Table 4: Performance study of increasing tolerance: Overall time spent in solver

same path in the branch-and-bound algorithm. It ends up with the same solution because this
path did not encounter solutions between 5 and 10%. The difference in time illustrates the fact
that, unlike the branch-and-bound algorithm, the pre-solving phase is not deterministic and can
take much longer from one run to another, even with exactly the same data. This advocates for a
model where the pre-solving phase would be minimized.

From these observations, the model with a cleared set of constraints and with a 5% tolerance
margin seems to be the best compromise between exactness and efficiency and has been chosen for
the following studies.

5.3 Using clique inequalities

5.3.1 Clique inequalities

Previously only redundant constraints have been removed. It is however still possible to tighten the
problem by regrouping some constraints together. In particular, the exclusions constraints could
be grouped using a clique cut generation method. More information on cut generation can be
found in the work of Wosley and Van Roy[6]. Since the decision variables are binary, the following
results apply: 

x1 + x2 ≤ 1
x1 + x3 ≤ 1
x2 + x3 ≤ 1

⇐⇒ x1 + x2 + x3 ≤ 1 (34)

Doing this transformation in the constraints would conserve all of the integer feasible points and
eliminate some non-integer feasible points. For example x1 = x2 = x3 = 1

2
would not be a feasible

point any more. Since most of the state-of-the-art solvers have those planes already implemented,
it would be redundant to add them as cutting planes, however, it should speed up the algorithm
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Figure 2: Example of clique decomposition

if they are implemented as constraints replacing the old ones. The solver would save time in the
pre-solving phase and when implementing cuts.

Using the special structure of this scheduling problem, it is possible to generate the sets J1, J2
and J3 that would replace the set J defined earlier:

∀(s, e1, e2) ∈ J,X(s, e1) +X(s, e2) ≤ 1⇔


∀(s, e1, e2) ∈ J1,

∑
e1≤e≤e2 X(s, e) ≤ 1

∀(s, e1, e2, e3) ∈ J2, X(s, e1) +
∑

e2≤e≤e3 X(s, e) ≤ 1
∀(s, e1, e2) ∈ J3, X(s, e1) +X(s, e2) ≤ 1

(35)
Since the events are sorted by start time, group of overlapping events are most often constituted
of events that follow each other. This case is handled by the creation of J1. However, in some
cases, one event could overlap a lot of other events, but not all of these events overlap each other.
It is therefore not possible to group them all into one clique. Set J2 is a fast way of generating
some clique inequalities in this case. The set J3 is just the remaining of set J that has not been
included in J1 or J2.

5.3.2 Generation method

Let us consider the example illustrated in Figure 2. In this example, event 1 is overlapping events
2 to 5, but events 3 and 4 are not overlapping each other. The set J can easily be represented by
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a symmetric matrix with 0s where events do not overlap and 1s when they overlap:

J =


1 1 1 1 1 0

1 1 1 1 1
1 0 0 0

1 1 0
1 1

1

 (36)

Creating the set J1 amounts to finding for each line the biggest diagonal submatrix starting
at that line containing only 1s. In this example, we can build the following cliques using this
method: {1,2,3}, {4,5} and {5,6}. The last two cliques do not give any improvement to the initial
constraints, but is necessary for the creation of set J2.

Creating set J2 amounts to finding, for each discovered clique, if a previous event could be
added to it or to a sub-clique. A sub-clique is defined here as a clique of two events or more
included in the first clique. For each clique, the algorithm looks for a line in J where the columns
occupied by a sub-clique would be full of 1s. It would look for the biggest sub-clique possible. For
example, clique {4,5} can be associated with event 1 and with event 2.

These two methods do not find all the possible cliques but they are easy to implement and
enable speed improvements as shown in the next section. These methods can also be used to create
cliques for the interfering events by sorting communication events by ground station and by time
beforehand.

5.3.3 Results

The influence of these cliques inequalities have been studied on three different data sets using a
tolerance margin of 5%. The solver Gurobi has been used through the NEOS servers. In order to
be able to compare effectively this influence, the pre-solver has been disabled. Each data set has
been run 4 times using the following constraints:

1. No clique inequalities: The basic model defined in section 4 with the improvements made in
section 5.1 is used.

2. Overlapping cliques: The exclusion constraints regarding overlapping events (for a same
satellite) have been replaced by the clique inequalities defined previously.

3. Interfering cliques: The exclusion constraints regarding interfering events (for a same an-
tenna) have been replaced by the clique inequalities defined previously.

4. Both cliques: Both the interfering and overlapping cliques have been implemented.
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Data set No clique inequalities Overlapping cliques Interfering cliques Both cliques
#1 54,932 (0) 57,438 (64) 40,202 (0) 25,975 (0)
#2 49,232 (0) 54,942 (177) 38,641 (0) 23,206 (0)
#3 47,594 (0) 35,244 (0) 37,190 (0) 27,507 (0)

Table 5: Performance of the MIP solver for maximizing utility: Iterations Number (Node number)

The results are shown in Table 5 where the number of iteration made during step 4 of the
optimizing process (i.e. maximizing utility after having minimized the model’s slackness) are
shown along with the number of nodes visited during the branch-and-bound algorithm.

The following conclusions can be made from these results:

• In most cases, there is no need to visit more than the initial node, showing that the model
is efficient.

• Overlapping cliques do not always have a positive impact if used alone

• Interfering cliques reduces the number of steps significantly for each of these tests

• Combining both cliques gives drastic speed improvements compared to runs with at most
one set of cliques.

In the following studies, both cliques will be implemented since it yields better results. A
summary of the whole improved mixed-integer linear model can be found in the Appendix A.

6 Performance analysis of micromanager’s Simulated An-
nealing algorithm

In this section we will focus on improving the performance of micromanager using different axis
of studies. In a first study (section 6.1), micromanager is compared to the mixed-integer linear
model in order to see how much it can or should be improved. In a second study (section 6.2), the
influence of some parameters is analyzed through a series of runs. In a last study (section 6.3),
the use of a more conventional cooling schedule (i.e. a logarithmic cooling schedule) is compared
to the current linear cooling schedule.
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6.1 Comparison with the mixed-integer linear model

6.1.1 First confrontation

Once a first working version of the linear model was successfully solved using Gurobi with the NEOS
servers, it was clear that the SA algorithm was not converging towards a good local maxima: On
a reduced version of the real-world model (i.e. less satellites), schedules with an increase in utility
of more than 20% could be found using parts of the optimal solution of the linear model. It was
not always possible to use the full solution since the model was still simpler than the one used
in micromanager, therefore some solutions were not feasible for micromanager. This first result
triggered a fix in the simulated annealing algorithm6, which now yields better results, and it is this
version that is under study in the following.

The mixed-integer linear model presented in sections 4 and 5 and the model used by micro-
manager differ with respect to the battery constraints:

• In order to reduce the size of the problem, the linear model does not try to create a battery
profile for satellites that have a bad power model. These satellites are only allowed to take
LST events, which are modeled to take as much energy as being idle. Therefore no battery
slack variables are needed for those satellites, i.e. state of charge violations are not counted.

• Micromanager creates a battery profile for these satellites and takes into account their state
of charge violations. The solution obtained is supposed to take only LST events for them.

In order to make the comparison more relevant, only satellites with a good power model will
be considered. The mixed-integer linear model is currently closer to reality than the model used
by micromanager concerning paired events. Micromanager limits paired events to adjacent events,
while the linear model does not. For example, if events (s, 3) and (s, 4) can be continuations of
event (s, 2), then micromanager will only consider the event (s, 3) as a potential continuation,
while the linear model will consider both. This means that the solution given by the linear model
ought to be better than the solution given by micromanager. A first study will compare the results
between those two solvers using the current models, and a second study will compare the results
between the solvers using equivalent models for the paired events (micromanager’s model). In both
cases, the linear solver has a relative tolerance of 5% to optimality.

6.1.2 Comparison using a closer-to-reality linear model

In this study, the imaging and engineering utility (utility) of each model will be compared, along
with the state of charge violations (SoC violations) and the number of conflicts (conflicts). The

6The number of steps were not counted correctly: locked events were counted as variables, while they are actually
parameters and the SA does not affect them. It has no big influence if there is only a small fraction of locked events,
but can trigger important jumps in the cooling profile and thus block the state into a bad local maximum.
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results using 3 different data sets are presented in the Tables 6-8. The linear model will be referred
as "Linear" and micromanager as "µm". In order to understand better the differences between
these two models, micromanager will be used three times:

1. Micromanager will read the output of the linear model and compute the utility and con-
straints violations: referred in the tables as "µm read optimal"

2. Micromanager will read the base input used by the linear model and compute the utility and
constraints violations: referred in the tables as "Base"

3. From this input, micromanager will try to optimize the schedule: referred in the tables as
"µm max base"

utility SoC violations conflicts
Base 263,714 4,092 4
Linear 369,625 0 0
µm read optimal 322,665 1.95567e+6 1
µm read max 349,770 0 0

Table 6: Comparison using a closer-to-reality linear model, data set #1

As expected, the linear model solution is better than micromanager’s solution. The differences
in the models are playing an important role here and can be seen in Table 6:

• Having more possibilities of pairing events enables the linear model to consume less energy,
which is shown by the huge difference between the state of charge violations between Linear
and µm read optimal.

• It also enables to schedule more events with fewer LST events. With this data set it is
illustrated by:

– Micromanager reads a conflict in the linear output because it considered that an event
de-scheduled by the linear model did not have enough entitlements to be de-scheduled.

– The utility count when reading the output of the linear model is different since no utility
is given to events that are taken but considered impossible to schedule.

• Assuming that micromanager finds the optimal solution with a 5% tolerance, the closer-to-
reality solution given by the linear model still is 5% better.

The observations made for the results shown in Table 6 can also be observed in Tables 7 & 8.
The difference between the optimal solutions of both models are even more important in these
examples, and advocates for a change to micromanager’s model.
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utility SoC violations conflicts
Base 250,279 33,4321 11
Linear 331,921 7,114 0
µm read optimal 261,224 733,353 0
µm max base 301,280 9,095 0

Table 7: Comparison using a closer-to-reality linear model, data set #2

utility SoC violations conflicts
Base 299,043 386,245 4
Linear 464,104 8,076 0
µm read optimal 327,020 4.46654e+6 4
µm max base 423,186 9,265 0

Table 8: Comparison using a closer-to-reality linear model, data set #3

6.1.3 Comparison using equivalent models

In this study, the same results are compared, but since it is now the performance of the solvers and
not the models that are compared, the time needed for the solvers to find the solution is added to
the tables when relevant. The results of this study are shown in the Tables 9-11.

utility SoC violations conflicts time (s)
Base 263,714 4,092 4 -
Linear 360,091 0 0 9.5
µm read optimal 360,034 0 0 -
µm max base 354,703 225 0 34.8

Table 9: Comparison using equivalent models, data set #1

This time the results between the linear model and micromanager reading the output of the
linear model are almost identical, the only difference coming from calculation precisions. The
important observations are:

• Micromanager does not take out all the state of charge violations when optimizing from the
base input.
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• The utility obtained is slightly lower for micromanager than for the linear model, but com-
parable.

• The linear model is much faster than micromanager (close to 4x faster).

utility SoC violations conflicts time (s)
Base 250,279 334,321 11 -
Linear 320,195 7,114 0 9.9
µm read optimal 320,123 7,114 0 -
µm max base 301,280 9,095 0 45.9

Table 10: Comparison using equivalent models, data set #2

utility SoC violations conflicts time (s)
Base 299,043 386,245 4 -
Linear 440,756 8076 0 11.3
µm read optimal 440,711 8,076 0 -
µm max base 420,905 9,505 0 42.6

Table 11: Comparison using equivalent models, data set #3

Those observations can also be made from the Tables 10 & 11. The difference between utilities
is more important in those examples. The state of charge violations are not fully eliminated by
neither of the solvers, but micromanagers leaves more state of charge violations than the linear
model. Since the solution given by the linear model is feasible for micromanager and better than
when it optimizes from scratch, micromanager is not reaching the global optimum.

Given that the SA algorithm is not running for an infinite time, it should however not be
expected to reach the global optimal. Micromanager’s results are less than 5% lower than the
result given by the linear model in these cases, which are less than 5% away from the optimal
solution. This performance can be considered as good enough by the company, and these results
could be improved by adjusting micromanager’s SA parameters. An important improvement to
achieve is the speed of micromanager, since it is currently outrun by the linear model. However,
micromanager’s algorithm scales better with increasing number of satellites than the linear model
since the number of steps is proportionate to the number of events. A study of the influence of
the SA parameters is conducted in the following sections.
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6.2 Analysis of the influence of Tstart and K

The following analysis were made using only one set of data, but the results apply to most of the
data sets. Other data sets plots are shown in appendix B.

6.2.1 Influence of Tstart

Figure 3: Plot of f(x(k)) for different values of Tstart

Figure 3 shows the evolution of the imaging and engineering utility f(x(k)) with the number
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of steps k and for different starting temperatures Tstart. The runs were made with K = 5 · 106 and
the same input data.

These runs illustrate the main characteristics of micromanager’s SA cooling schedule:

• The higher the starting temperature Tstart,

– the longer it takes for the algorithm to get close to the final state. The system stays at
a high temperature longer, thus its behavior is closer to a random walk (no selection of
the next step depending on its value) and has no incentive to find better states during
that time.

– the higher the convergence slope is in the last 106 steps. The linear decrease is propor-
tional to the initial temperature, so a higher Tstart implies a higher relative decrease the
closer the temperature gets to 0.

• Different Tstart implies different final values. The temperature reaches 0 in a finite number of
steps, therefore the algorithm does not necessarily converge. However those differences are
small (less than 2%), which would indicate that all Tstart lead close enough to the same good
local maxima.

6.2.2 Influence of K

Figure 4 shows different plots from runs with different total number of steps K. Each plot shows
the evolution of the imaging and engineering utility f(x(k)) with the number of steps k and for
different starting temperatures Tstart. All these runs were made with the same input data as
previously.

A first observation is that the general behavior described in the previous subsection holds for
every K considered. A second observation is that the final value seems quite independent of K:
All the final states, for all K and Tstart considered, are within a 4% margin.

6.3 Comparison between a linear cooling schedule and a logarithmic
cooling schedule

The following analysis were made using only one set of data, but the results apply to most of the
data sets. Other data sets plots are shown in appendix C.

6.3.1 The logarithmic cooling schedule

Figures 5 and 6 show the evolution of the imaging and engineering utility f(x(k)) with the number
of steps k using a logarithmic cooling schedule T (k) = Tstart/ log(k) for different Tstart. Since the
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(a) Plot of f(x(k)) for K = 3 · 106 (b) Plot of f(x(k)) for K = 4 · 106

(c) Plot of f(x(k)) for K = 6 · 106

Figure 4: Plots of f(x(k)) for different termination steps K

cooling profile does not depend on K any more, it was fixed to 7 · 106 in Figure 5 and to 8 · 106 in
Figure 6. Figure 5 uses the same values of Tstart as for the linear cooling schedule.

The main observations are:

• Higher Tstart (> 200) converge to a lower value than the lower Tstart. There is a 8% difference
between the final values, indicating that the result is more sensitive to changes in Tstart. It is
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Figure 5: Plot of f(x(k)) for different values of Tstart with a logarithmic cooling schedule

then more time consuming to determine which Tstart should be chosen for an optimal result
on most data sets.

• Figure 6 shows the evolution of f(x(k)) with values of Tstart between 100 and 200 and
K = 8 · 106. In this interval, the final value is less sensitive to Tstart, with a 2.5% relative
difference between them.

• In both cases, convergence happens before 3 · 106 steps, so it is possible to reduce the com-

31



Figure 6: Plot of f(x(k)) for different values of Tstart with a logarithmic cooling schedule

putation time in a significant way.

6.3.2 Comparison between linear cooling and logarithmic cooling

Figure 7 shows a comparison between the evolution of f(x(k)) for a linear cooling schedule and a
logarithmic cooling schedule with K = 3 · 106. The following conclusions can be taken from those
plots:
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(a) Plot of f(x(k)) with a linear cooling schedule (b) Plot of f(x(k)) with a logarithmic cooling schedule

Figure 7: Plots of f(x(k)) for different cooling schedules and K = 3 · 106

• The path taken is less sensitive to Tstart with the logarithmic cooling schedule compared to
the linear cooling schedule.

• Within the range of good Tstart previously observed, both cooling schedule have final values
within a 2.5% margin, indicating the robustness of the convergence within that range. The
range of good Tstart for the linear cooling schedule is [50;600], and [100;200] for the logarithmic
cooling schedule.

• The logarithmic cooling schedule best final value is 2.7% lower than the best final value for
the linear cooling schedule.

• The convergence of the logarithmic cooling schedule is faster than the linear cooling schedule:
For all considered Tstart, the logarithmic cooling schedule is at less than 2.5% of its final value
after 106 steps, whereas the linear cooling schedule gets within that closeness at 2 · 106 steps
for the fastest (Tstart = 50) and at 2.91 · 106 steps for the slowest (Tstart = 600). Since
the linear cooling schedule depends on K, this does not imply that the logarithmic cooling
schedule is better if we use a lower K.

Figure 7 shows a comparison between the evolution of f(x(k)) for a linear cooling schedule
and a logarithmic cooling schedule with K = 2 · 106. The differences with the previous analysis at
K = 3 · 106 are the following:
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(a) Plot of f(x(k)) with a linear cooling schedule (b) Plot of f(x(k)) with a logarithmic cooling schedule

Figure 8: Plots of f(x(k)) for different cooling schedules and K = 2 · 106

• The final values of the linear cooling schedule are more dispersed than previously (within a
3.2% margin) whereas the logarithmic cooling schedule final values are still within a 2.5%
margin.

• The logarithmic cooling schedule best final value is 3.1% lower than the best final value for
the linear cooling schedule.

• The linear cooling schedule gets within the range of 2.5% of its final value after 1.6 ·106 steps
for the fastest convergence (Tstart = 50) and after 1.96 · 106 steps for the slowest convergence
(Tstart = 600).

From these observations, it would be advised to keep the linear cooling schedule in this case
since the final results are always better than for the logarithmic cooling schedule.

7 Discussion and Further Improvements
In this section are discussed the limits of the studies presented in this paper, as well as possible
improvements possibilities for both models.
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7.1 Discussion

The results shown in section 6.1 advocate in favor of our mixed-integer linear model for the Dove
constellation. However, one should keep in mind that the input used were only considering the
current satellites and that Planet Labs expects to increase this number to achieve its mission.
Since the branch-and-bound algorithm used for mixed-integer linear programming does not scale
linearly with the number of integer variables, it is not certain that the model will be as time-
efficient relative to micromanager in the long run. The number of steps taken by micromanager
being currently linearly proportionate to the number of considered events, micromanager will still
be able to yield results in a reasonable amount of time. It will however be necessary to conduct
convergence studies as in section 6.2 in order to make sure that the optimality of the results does
not degrade too much with the number of events.

Furthermore, the real-world model is being defined more and more precisely over time: As an
agile aerospace company, Planet Labs uses its previous satellites to continually test and improve
the overall performance of the company, therefore the model will evolve. Having already a settled
team working on the current micromanager, it is easier to do slight changes to micromanager rather
than undergoing an important change without the person at the initiative of the new model.

Decreasing the number of binary variables per satellite would help improve the expected con-
vergence speed in the case of a larger constellation of satellites. Since the decision variables cannot
be removed, a speed improvement could be achieved by removing the binary variables relative to
the burnout possibilities. This would however be possible only if it were certain that the batteries
could not be depleted as previously. An enhancement of the batteries and/or the solar panels
could make this happen. This enhancement is limited however to the available technology and
its cost. Removing the physical problem of the battery capacity would remove two steps in the
optimization process presented in section 4.6 and reduce greatly the number of variables in the
maximization phase (step 4).

7.2 Further Improvements

The performed study has focused on only the two parameters of the cooling schedule of the sim-
ulated annealing process, but could be pushed further on with a study on the influence of the
penalty parameters. Since the current penalty parameters were determined heuristically with
fewer satellites, undergoing another heuristic to adjust them could be beneficial. Another possi-
bility would be to consider a compressed annealing algorithm to replace the simulated annealing
one. Compressed annealing is similar to a simulated annealing process with a penalized utility
but the penalty parameters are updated accordingly to the constraints violations. A description
and study of its convergence can be found in Jeff Ohlmann et al. [7]. Compressed annealing has
been used for solving large constrained problems and has shown some interesting results in [8]. It
has the advantage to be easily implemented on top of the simulated annealing algorithm, unlike
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recreating a new mixed-integer linear model.
The branch-and-bound algorithm is not expected to scale well with the number of events

considered, however it would be interesting to study the actual influence of the number of satellites
in the solving of the mixed-integer linear model. It could be possible that, due to the formulation
of the problem and because a tolerance margin is accepted, the model would still be solved in a
reasonable amount of time. The current study was based on real data, but being able to simulate
realistic data with a higher number of satellite could help in verifying the robustness of both models
(micromanager and the linear one).

The special structure of the scheduling problem has enabled to find some clique inequalities at
a low cost. The method used does not uncover all the possible clique inequalities, and trying to
find efficient ways to determine others could bring a significant improvement. Since the optimizer
will eventually be run more than daily on problems having the same structure, more studies on
how the constraints could be tightened would be beneficial in the long run. Some possibilities
include finding more clique inequalities but also finding specific cuts to be added to branch-and-
cut algorithms (as used by Gurobi) could help reduce the number of nodes visited at each run of
the optimizer.

Another interesting approach would be to look into the creation of the set of possible events,
either by adding filters during their creation in order to limit the number of non-optimal events or
by incorporating the creation of events in the optimization process.

7.3 Conclusion

This report has focused on solving a scheduling problem for a constellation of satellites, keeping
in mind that scheduling here means selecting an optimal subset within a set of possible events
previously created. The results in section 6.1 show that it is possible to model this scheduling
problem for a constellation of up to 20 satellites as a mixed-integer linear model, and that this
model could be improved to the point of being more time-efficient than a simulated annealing
process.

Even though this model might not be applicable for the larger number of satellites expected
by Planet Labs, its creation and its results have been valuable to improve the performance of the
current software used. The methods used to reduce and tighten the model are adjustable to most
solvers since they affect essentially how the data is processed before going to the solving phase.

This study has also comforted the use of a linear cooling schedule versus a logarithmic one in
this simulated annealing process since it yields better results and is less influenced by the choice
of the cooling schedule parameters.
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A Complete Mixed-Integer Linear Model
The improved mixed-integer linear model described in sections 4 & 5 can be summed up in the
following set of constraints:

∀(s, e) ∈ LST ,
e1≤e∑

(s,e1)/∈LST

(XC(s, e1)−XP (s, e1)) · (1 + Prob) ≤
e1<e∑

(s,e1)∈LST

Perf(s, e1) ·X(s, e1)

(37)∑
(s,e)/∈LST

(XC(s, e)−XP (s, e)) · (1 + Prob) ≤
∑

(s,e)∈LST

Perf(s, e) ·X(s, e) (38)

∀(s, e) | SchV al(s, e) = 0, X(s, e) ≤ XC(s, e) + SC(s, e) (39)
∀(s, e) | SchV al(s, e) = 1, 1−X(s, e) ≤ XC(s, e) + SC(s, e) (40)

∀(s, e) ∈ Pic,
e1≤e∑

(s,e1)∈C

Y (s, e1) ·DL(s, e1) ≤ InitMB(s) +

e1<e∑
(s,e1)∈Pic

X(s, e1) · ACQ(s) · T (s, e1) (41)

∑
(s,e)∈C

Y (s, e) ·DL(s, e) ≤ InitMB(s) +
∑

(s,e)∈Pic

X(s, e) · ACQ(s) · T (s, e) (42)

∀s ∈ S, W (s, 1)− SW (s, 1) = InitE(s) (43)
∀(s, e), W (s, e) ≤Max(s) (44)

∀(s, e), B1(s, e) · |Min(s)| ≤ SW1(s, e) (45)
∀(s, e), BO(s, e) ≤ B1(s, e) · |Min(s)| (46)

∀(s, e), B2(s, e) ≥ B1(s, e) (47)
∀(s, e), −SW1(s, e) +BO(s, e) ≤ B2(s, e) ·Min(s) (48)

∀(s, e), W (s, e+ 1)− SW1(s, e+ 1) ≤ W (s, e)− SW (s, e) +BO(s, e) + ∆E(s, e)−XP (s, e) · ES(s, e)
(49)

−SW2(s, e) ≤ W (s, e)− SW1(s, e) +BO(s, e) +X(s, e) · EAct(s, e)−XP (s, e) · ES(s, e) + δE(s, e)
(50)

∀(s, e1, e2) ∈ J1,
∑

e1≤e≤e2

X(s, e) ≤ 1 (51)

∀(s, e1, e2, e3) ∈ J2, X(s, e1) +
∑

e2≤e≤e3

X(s, e) ≤ 1 (52)

∀(s, e1, e2) ∈ J3, X(s, e1) +X(s, e2) ≤ 1 (53)
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where:

∆E(s, e) =

{
∆E1(s, e) if T (s, e) > τ(s, e+ 1)
∆E2(s, e) if T (s, e) ≤ τ(s, e+ 1)

(54)

∆E1(s, e) = X(s, e) · (EAct(s, e) + Eτ (s, e+ 1)− ET (s, e)︸ ︷︷ ︸
between events (strictly)

) + (1−X(s, e)) · Eτ (s, e+ 1) (55)

∆E2(s, e) = X(s, e) · EAct(s, e) + (1−X(s, e)) · ET (s, e)− (ET (s, e)− Eτ (s, e+ 1))︸ ︷︷ ︸
during the time in common

(56)

δE(s, e) = (1−X(s, e)) · ET (s, e) (57)

The optimization process happens in 4 steps described in section 4.6:

min
∑
(s,e)

SC(s, e) (58)

min
∑
(s,e)

BO(s, e) +B1(s, e) +B2(s, e) (59)

min
∑
(s,e)

SW1(s, e) + SW2(s, e) (60)

max
(s,e)

∑
s∈NoPic

UNoImg(s) +
∑

s/∈NoPic

UImg(s) (61)

where:

UNoImg(s) =
∑

(s,e)∈LST

TVU ·X(s, e) +
∑

(s,e)∈C

TVX ·X(s, e)︸ ︷︷ ︸
engineering utility for non imaging satellites

(62)

UImg(s) =
∑

(s,e)∈LST

TVL ·X(s, e)︸ ︷︷ ︸
engineering utility

+uAcq(s) · cos(
π

2
α) + uDL(s) · sin(

π

2
α)︸ ︷︷ ︸

imaging utility

(63)

uAcq(s) =
∑

(s,e)∈Pic

X(s, e) ·Heat(s, e) · T (s, e) · ACQ(s) (64)

uDL(s) =
∑

(s,e)∈C

Y (s, e) ·DL(s, e) (65)
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B Convergence plots for different data sets
This appendix shows plots similar to section 6.2, where we can see that the general observations
made can still be observed with different input data.

B.1 Data set #2

(a) Plot of f(x(k)) for K = 3 · 106 (b) Plot of f(x(k)) for K = 4 · 106

(c) Plot of f(x(k)) for K = 5 · 106 (d) Plot of f(x(k)) for K = 6 · 106

Figure 9: Plots of f(x(k)) for different termination steps K
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B.2 Data set #3

(a) Plot of f(x(k)) for K = 3 · 106 (b) Plot of f(x(k)) for K = 4 · 106

(c) Plot of f(x(k)) for K = 5 · 106 (d) Plot of f(x(k)) for K = 6 · 106

Figure 10: Plots of f(x(k)) for different termination steps K
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C Logarithmic cooling schedule convergence for different data
sets

This appendix shows plots similar to section 6.3, where we can see that most of the general
observations made can still be observed with different input data. Comparing with results of
Appendix B comforts the decision of choosing the linear cooling schedule over the logarithmic one.

(a) Plot of f(x(k)) for data set #2 (b) Plot of f(x(k)) for data set #3

Figure 11: Plots of f(x(k)) for different data sets
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