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Abstract

The combination of high-performance parallel programming and multi-
core processors is the dominant approach to meet the ever increasing demand
for computing performance today. The thesis is centered around OpenMP,
a popular parallel programming API standard that enables programmers to
quickly get started with writing parallel programs. However, in contrast
to the quickness of getting started, writing high-performance OpenMP pro-
grams requires high effort and saps productivity.

Part of the reason for impeded productivity is OpenMP’s lack of ab-
stractions and guidance to exploit the strong architectural locality exhibited
in NUMA systems and manycore processors. The thesis contributes with
data distribution abstractions that enable programmers to distribute data
portably in NUMA systems and manycore processors without being aware
of low-level system topology details. Data distribution abstractions are sup-
ported by the runtime system and leveraged by the second contribution
of the thesis – an architecture-specific locality-aware scheduling policy that
reduces data access latencies incurred by tasks, allowing programmers to
obtain with minimal effort upto 69% improved performance for scientific
programs compared to state-of-the-art work-stealing scheduling.

Another reason for reduced programmer productivity is the poor support
extended by OpenMP performance analysis tools to visualize, understand,
and resolve problems at the level of grains – task and parallel for-loop chunk
instances. The thesis contributes with a cost-effective and automatic method
to extensively profile and visualize grains. Grain properties and hardware
performance are profiled at event notifications from the runtime system with
less than 2.5% overheads and visualized using a new method called the Grain
Graph. The grain graph shows the program structure that unfolded during
execution and highlights problems such as low parallelism, work inflation,
and poor parallelization benefit directly at the grain level with precise links
to problem areas in source code. The thesis demonstrates that grain graphs
can quickly reveal performance problems that are difficult to detect and
characterize in fine detail using existing tools in standard programs from
SPEC OMP 2012, Parsec 3.0 and Barcelona OpenMP Tasks Suite (BOTS).
Grain profiles are also applied to study the input sensitivity and similarity
of BOTS programs.

All thesis contributions are assembled together to create an iterative
performance analysis and optimization work-flow that enables programmers
to achieve desired performance systematically and more quickly than what is
possible using existing tools. This reduces pressure on experts and removes
the need for tedious trial-and-error tuning, simplifying OpenMP performance
analysis.



Sammanfattning

Kombinationen av parallellprogrammering och flerkärneprocessorer är
dagens svar på den ständigt ökande efterfrågan av beräkningsprestanda.
Avhandlingen är centrerad kring OpenMP – en populär standardiserad pro-
grammeringsmodell som förenklar utveckling av parallella program. Att
utveckla parallella program med hjälp av OpenMP går tämligen snabbt
och utmaningen ligger istället i att erhålla hög prestanda vilket kräver stor
ansträngning och mycket eftertanke.

En av orsakerna som försvårar produktiv användning av OpenMP är
avsaknaden av mekanismer och vägledning för att effektivt utnyttja dat-
alokalitet hos NUMA- och flerkärniga-system. Ett av avhandlingens bidrag
är en mekanism som tillåter programmeraren att portabelt placera data
på NUMA- och flerkärniga-system utan att vara tvungen att känna till
lågnivådetaljer om systemets underliggande topologi. Mekanismen imple-
menteras med hjälp av ett runtime-system och används av avhandlingens
andra bidrag: en schemaläggare som reducerar minneslatenser och ger upp
till 69% bättre prestanda för tekniska beräkningar jämfört med dagens bästa
schemaläggare.

En annan källa till problem med OpenMP är att det saknas stöd hos
profileringsverktyg för att visualisera, förstå, och lösa problem på grain-nivå
– tasks och parallella for-loopskroppar. Avhandlingen bidrar med en kost-
nadseffektiv och automatisk metod för att profilera och visualisera grains.
Grain-egenskaper och hårdvaruprestanda profileras vid signalerande av hän-
delser från runtime-systemet med overhead mindre än 2.5% och visualiseras
med en ny metod kallad Graingraf. Graingrafen visar programets dynamiska
struktur från körningen och påvisar problem, exempelvis avsaknad av par-
allellism, arbetsinflation och låg parallel-nytta på grain-nivå med direkta
referenser till programmets källkod. Avhandlingen visar att graingrafer kan
användas för att snabbt hitta prestanda-problem som är svåra att upptäcka
med befintliga verktyg med hjälp av program från SPEC OMP 2012, Par-
sec 3.0 och Barcelona OpenMP Task Suite (BOTS). Grainprofiler används
också för att studera känslighet för ändringar av indata och likheter mellan
BOTS-program.

Bidragen kombineras för att skapa ett verktyg som kan användas i ett it-
erativt arbetsflöde för prestandaanalys och kodoptimering som möjliggör för
programmerare att uppnå önskad prestanda systematiskt och snabbare än
med existerande verktyg. Arbetsflödet minskar belastningen på experter och
tar bort behovet av trial-and-error-metoder för prestandaförbättring vilket
förenklar prestandaanalys av OpenMP-program.
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Chapter 1

Introduction

Computing is central to the world today and the demand for higher comput-
ing performance continues unabated. To sustain performance, the dominant
approach is the combination of multicore processors and high-performance
parallel programming. This approach requires a strong commitment from
chip manufacturers and software vendors to work – as chip manufacturers
produce multicore processors with more cores every generation, software
vendors have to produce more efficient parallel software every generation.
Chip manufacturers have stood true to their commitment by throwing multi-
core processors into every class of computer – server, general purpose, ware-
house scale, embedded, and mobile. However, software vendors have not
been able to live up their end of bargain, simply because high-performance
parallel programming remains a tremendously difficult thing to do for the
human mind. Current parallel programming interfaces are low-level and
compose poorly, getting high performance requires architecture-specific op-
timizations made by experts, there is general lack of parallel programming
education, tools provide limited support to understand problems, sequen-
tial algorithms abound while parallel algorithms are few. Unless parallel
programming is simplified, it is unlikely that the software vendors will be
able to produce high-performance parallel software at the same rate chip
manufacturers produce larger multicore processors.

OpenMP [35] is a standard language that aims to simplify parallel pro-
gramming. Available since 1998, OpenMP enables programmers to write
parallel programs in several different styles using well-matched, constantly
maturing, portable abstractions. While writing parallel programs is quick
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in OpenMP, getting the programs to perform well still requires high effort
from programmers. Part of the reason for impeded programmer produc-
tivity is that OpenMP lacks abstractions to manage data locality in large
multicore systems and performance analysis tools provide limited support
to solve problems. The thesis tackles these problems and contributes with
data locality optimizations for large multicore systems, and high-resolution
performance analysis methods to resolve problems faster.

The chapter is arranged to provide both quick and sufficiently detailed
overview of the thesis work. The background of the thesis is briefly laid out
first in Section 1.1. Problems tackled by the thesis are motivated next in
Section 1.2. Contributions are summarized and expanded in Section 1.3, an
overview of research methods is presented in Section 1.5, delimitations of
the scope of the thesis work are drawn in Section 1.4, and associated papers
are listed in Section 1.6. An outline of the remaining chapters is written in
the end in Section 1.7.

1.1 Background
The background of the thesis involves computers built using multicore pro-
cessors, the difficulty of programming multicore computers using low-level
interfaces, and OpenMP, a programming language that provides useful ab-
stractions such as parallel for-loops and tasks to program multicore comput-
ers quickly. If you understand these concepts, skip this section and jump to
Section 1.2 where OpenMP problems tackled by the thesis are discussed.

1.1.1 A multicore world
The computing community witnessed a landmark event in the year 2005
when chip manufacturers announced the end of single-core processor scaling
and turned to multicore processors to sustain performance [61].

Single-core processor scaling was characterized by higher operating fre-
quency, more powerful microarchitecture (capable of speculative and out-
of-order execution), and larger on-chip caches. Since single-core processors
improved transparently and maintained the same instruction set architecture
(ISA), programs could run faster without modification every processor gen-
eration. This incredibly beneficial contract for programs however came at
the cost of high power dissipation and diminishing performance returns that
hit intolerable limits in 2005 [170], forcing chip manufacturers to abandon
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single-core processor scaling and devote on-chip silicon wholly for multicore
processor designs constrained by a fixed energy budget [14].

Multicore processors expose hardware parallelism in the form of repli-
cated cores and rely on thread-level parallelism (TLP) to sustain perfor-
mance [12, 87, 68]. The multiple cores operate at a lower frequency with
weaker microarchitecture and much larger caches compared to their single-
core ancestors, allowing higher overall parallel performance and better power
efficiency. The most crucial change is that multicore processors revoke the
unmodified performance improvement contract that programs enjoyed in
single-core processor era (Herb Sutter famously called this “the end of the
free lunch” [170]). Programs without parallelism – sequential programs –
can expect no performance increase from multicore processors and have to
be modified to execute on multiple cores in parallel for performance. Even
legacy programs are not spared the parallelism requirement due to decreas-
ing single-threaded performance of multicore processors [14].

At the time of writing, the hardware parallelism in multicore proces-
sors has evolved to a mix of tens of homogeneous general-purpose cores
(called manycore processors [179, 31, 39, 164, 92]) and few heterogeneous
accelerator cores [16, 83]. The homogeneous cores offer either strong or
weak [92] single-thread performance under a single general-purpose ISA,
whereas the heterogeneous accelerator cores contain ISAs specialized for
applications such as graphics [16] and streaming media [152]. This paral-
lelism mix is further expanded hierarchically within cores by hardware multi-
threading and vector units, and across sockets by multi-socket systems that
connect multiple multicore processors together and provide a cache-coherent,
shared address space. Multi-socket systems have non-uniform memory ac-
cess (NUMA) latencies due to socket-local memory modules and are called
NUMA systems [68, 129]. Near-future parallelism features include hun-
dreds of homogeneous cores [152], dynamically specialized cores (on-chip
field-programmable gate arrays or FPGAs in the Intel Xeon E5 [15] and
the Intel-Altera HARP system [24]) and sparsely available cores (Dark Sili-
con [171]). This evolutionary progress has made the multicore processor an
ubiquitous and increasingly parallel primary data transformation unit that
mandates programs to exhibit matching parallelism for performance.
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1.1.2 Programming multicore computers

Explicit parallel programming [153] is the best means available today to
write parallel programs that match with multicore computers for perfor-
mance. The alternatives – auto-parallelization and auto-vectorization tech-
nology – remain unattainable and until now have been meagerly successful in
parallelizing sequential programs, mainly due to predominance of irregular
computation, use of serial algorithms, and unnecessarily ordered language
constructs [112, 114, 98].

When performed using the lowest interface – threads – explicit parallel
programming places an immense burden on programmers [154]. Thread-
centric programming requires programmers to perform two chores: first,
identify regions of code that can execute in parallel and next, manually
schedule the regions on threads in a synchronized manner that produces
the correct result [98, 153, 64]. Correctness is difficult for programmers
to get right since race conditions (simultaneous modifications to memory)
occur frequently, inadvertently, and are difficult to detect using debugging
tools [69]. For performance, programmers face additional, more tough chal-
lenges. They must balance load on threads evenly, utilize the on-chip mem-
ory hierarchy efficiently, keep scheduling and synchronization overheads low,
and avoid over/under-subscription of thread resources. These challenges are
rarely one-time efforts and often reoccur with change in architecture and
in the worst case, with change in program input. The extreme difficulty of
thread-based parallel programming has plunged software development into
a productivity crisis since the advent of multicore processors [15].

Over the years, several explicit parallel programming methods [38] have
risen and endeavored to raise the abstraction level above threads. These ab-
stracted methods include compiler directive based parallelization abstrac-
tions (OpenMP [35]), addition of parallelization constructs to serial lan-
guages (Cilk Plus [157], C++11 [115]), and libraries that offer parallelized
routines (Intel MKL [78]), concurrent data structures (Intel TBB [178]) and
abstractions for expressing parallelism (Wool [54]). A feature common to
all these abstracted methods is that they are partially implicit – part of
the burden of parallelization is implicitly borne by the implementation [38].
For example, while the programmer identifies parallel regions in code, the
responsibility of scheduling the parallel regions on threads in a balanced
manner is handled implicitly by the implementation. Such help is useful
indeed, however explicit parallel programming still remains a productivity
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challenge due to abstractions not being high enough and poor tool support
to detect and solve performance problems [15].

1.1.3 OpenMP simplifies multicore programming
OpenMP [35, 26] is a popular parallel programming language designed for
shared memory architectures such as SMP and multicore computers, includ-
ing systems with accelerators (host and accelerator memory interaction is
managed in software). Programmers parallelize code in OpenMP by insert-
ing compiler directives. The compiler transforms the directives and hands
over associated code blocks to an architecture specific runtime system for
parallel execution. OpenMP is supported by many compilers [139] and is
typically available in every machine.

OpenMP attracts programmers with a host of parallelization features [26,
136]. Abstractions in OpenMP are available in C, C++ and Fortran lan-
guage variants. They support a wide variety of parallel programming pat-
terns that include low-level thread-team programming, for-loop paralleliza-
tion, task-based programming, vectorization, and executing code seamlessly
on accelerators. The abstractions additionally provide varying degrees of
control over the parallelization process. Programmers can insert OpenMP
directives incrementally and reach required performance in measured steps.
The directives preserve serial semantics in the absence of an OpenMP com-
pliant compiler, promoting maintainability.

Task-based programming and for-loop parallelization in OpenMP are of
particular interest to the thesis.

Task-based programming in OpenMP enables programmers to expose
parallelism flexibly using abstractions called tasks [7]. A task is a programmer-
defined piece of code with associated data. When a thread encounter a task
definition, it creates an instance of the task to be executed by thread team
that includes the encountering thread. The burden of scheduling task in-
stances on threads in a balanced manner is fully delegated to the runtime
system, unlike for-loop and thread-team abstractions where programmers
have to work together with the runtime system to achieve high-performance
schedules.
Tasks with explicit synchronization were first introduced in version 3.0 of
the OpenMP standard (released in year 2008) to enable parallelization of
irregular programs where work was generated dynamically [7]. In version
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4.0 [136], OpenMP added support for implicit synchronization of tasks
based on data dependencies – a feature essential for data-flow program-
ming. The latest version OpenMP 4.5 adds support for task-generating
for-loops [137].
Task parallelization is not unique to OpenMP and is also provided by other
parallel programming frameworks such as Cilk Plus [157], OmpSs [46] and
Intel TBB [178].
A key benefit of task-based programming is composability – programmers
can use and mix tasks anywhere in the program without being concerned
about how parallelism is exposed elsewhere, enabling nested parallelism
without over-subscription problems [112, 154].
Task-based programming provides a powerful premise: when programmers
expose an abundant number of tasks with sufficiently fine-granularity and
good memory hierarchy utilization, the program can scale not only on
current but also on future generations of multicore processors with higher
core counts and larger caches [184]. In a pragmatic sense, this premise
restores the contract of unmodified performance improvement provided by
the single-core processor era.

For-loop parallelization abstractions of OpenMP enable programmers to
execute iterations of for-loops in parallel on different threads. The abstrac-
tions work by dispatching iterations in chunks to idle threads. A chunk
therefore is a set of iterations and the size of a chunk is its number of it-
erations. Programmers are required to tune the size of chunks and control
how chunks are dispatched to threads for performance.
For-loop parallelization abstractions have been a part of OpenMP right
from standard 1.0 released in year 1998 [140]. The abstractions have ma-
tured over the years to support reductions (accumulating results computed
in different iterations), collapsing of loop nests and execution on accelera-
tors.
For-loop parallelization is not unique to OpenMP and is also provided
by other parallel programming frameworks such as Cilk Plus [157] and
OmpSs [46].
OpenMP’s for-loop parallelization abstractions are used widely in scien-
tific computing where for-loops are workhorses [26, 25]. The abstractions
however are rigid (require loop parameters to be known before-hand) and
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lack the flexibility of task-based programming. Composing for-loops is not
enabled by default in OpenMP to avoid over-subscription problems [136].

1.2 Problems Tackled
Although OpenMP makes writing parallel programs easy, getting OpenMP
programs to perform well requires high effort from programmers [188, 163,
26]. OpenMP has traditionally stemmed from an SMP [68] world and has for
a long time maintained a hardware agnostic viewpoint with limited notion
of data locality [50, 175, 160]. It is only recently that OpenMP has spec-
ified abstractions for binding threads (version 3.1 [140]), SIMD (Single In-
struction Multiple Data) vectorization (version 4.0 [136]) and heterogeneous
processing on accelerators (version 4.0 [136]). However, OpenMP still lacks
abstractions and guidance for data distribution and locality-aware schedul-
ing required to efficiently utilize the increasingly complex memory hierarchy
in modern multicore computers. As a result, programmers are forced to
bear with the lack of abstractions, use third-party mechanisms [21, 183, 90]
for performance and in the worst case, regress back to the painful world
of thread-based programming where execution is fully under programmer
control.

OpenMP programmers face a problem more dire than lack of abstrac-
tions – poor tool support to diagnose performance problems [163]. Existing
tools only report aggregated performance metrics and show problems at
levels too low for programmers to comprehend. There is limited support
to correlate problems with program structure even in expensive, constantly
maturing tools such as Intel VTune Amplifier [147]. Programmers cope
by using trial-and-error tuning methods for performance or hand-over the
problem to experts.

The thesis focuses on improving the productivity of OpenMP by tackling
the concrete problems listed below both succinctly in bulleted (Pb-*) para-
graphs and elaborately in follow-up sections called More about the problem.
Solving the concrete problems is the aim of the thesis.

Pb-1 Lack of data distribution abstractions: Disparity between local
and remote memory node access latencies is becoming increasingly
large and non-uniform in NUMA systems (multi-socket multicore sys-
tems) [118, 120, 109]. A similar disparity is also visible on-chip in
manycore processors (multicore processors with tens of cores) with
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distributed last-level cache banks [179]. Careful distribution of data
across memory nodes and cache banks is essential to reduce the per-
formance impact of non-uniform memory access latencies. However,
OpenMP lacks data distribution abstractions, forcing programmers to
rely on fragile methods and low-level third-party tools for distributing
data.

More about the problem: Data distribution refers to spread-
ing data required by a parallel program to different memory lo-
cations of NUMA systems and manycore processors in order to
exploit architectural locality.
NUMA system and manycore processors exhibit architectural lo-
cality in terms of non-uniform memory access latencies. NUMA
systems are multi-socket systems with socket-local memory mod-
ules called NUMA nodes [30]. Cores can access NUMA nodes in
their own socket much faster than NUMA nodes part of remote
sockets. Non-uniform memory access latencies of read operations
on the 48-core NUMA system used in thesis experiments are in
the range: 40 cycles for local L3 hit, 138 (240) cycles to read from
the NUMA node attached to same (other) die, and 250-334 cycles
to read from NUMA nodes attached to remote sockets [120]. Sim-
ilarly, in manycore processors such as the TILEPro64, each core
is attached to a bank of the shared last-level cache. A core can
access its own bank much faster than remote banks. The 64-core
TILEPro64 processor used in thesis experiments has non-uniform
read operation latencies in the range: 8 cycles for local L2 cache
bank hit, 36-60 cycles for reading from remote L2 cache banks
and 80 cycles to read from the main memory module [179].
When unmatched with scheduling, data distribution across physi-
cal memory locations increases the probability that cores can read
data locally and reduce interconnect congestion. However, even
simple page-wise data distribution to different nodes can signif-
icantly improve (demonstrated in Paper A) the performance of
programs from the Barcelona OpenMP Tasks Suite [45] (BOTS).
Data distribution on NUMA systems has been studied exten-
sively [128, 127, 20, 155, 72, 108, 107]. It is generally accepted
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that data distribution should match the access pattern of the pro-
gram for performance and that uniform data distribution works
well for programs with random memory access behavior – a con-
dition that is true for task-based programs since scheduling is ran-
dom and tasks are fine-grained. Data distribution abstractions to
suit several access patterns have been proposed for OpenMP [72,
108]. Instead of data distribution manually in the program, mi-
grating data on demand transparently within the runtime system
has also been studied [128, 127]. Migration is however still too
expensive and unlikely to replace data distribution [108].
As NUMA system and manycore processor expand in size, the
disparity between local and remote memory access latencies be-
comes larger and more non-uniform [113, 109]. This disparity has
hit such an extent that even compute-intensive programs such as
Fibonacci (calculates Fibonacci series) from BOTS have begun
to suffer from work inflation, a memory-related problem [130].
Data distribution is crucial for performance irrespective of mem-
ory footprint on NUMA systems and manycore processors.
OpenMP neither specifies abstractions nor guidance for data dis-
tribution even in the latest 4.5 version of the standard. OpenMP
has traditionally assumed a SMP machine organization and main-
tained limited notion of data locality for several years. It is only
recently that abstractions for thread binding (versions 3.1) and
heterogeneous processors (version 4, devices) have been intro-
duced. Data distribution abstractions however remain wishful
and is absent in the immediate OpenMP road map [19].
Current data distribution practices adopted by OpenMP pro-
grammers are high effort. Programmers distribute data on NUMA
systems by re-purposing the for-loop parallelization abstraction
(parallel for with static schedule [174, 113]) and through
third party tools (hwloc [21], likwid [183]) and APIs (libnuma [90]
API on Linux, VirtualAllocExNUMA [3] on MSWindows). Clever
use of parallel for requires the programmer to know about
low-level machine topology (number of NUMA nodes and their
affinity to cores), relies on the first-touch [30] page management
policy, breaks under nested loop parallelization [161] and in mul-
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tiphase loops with inconsistent access pattern across phases [108].
Third-party tools demand competence and might not be avail-
able on all machines. Data distribution using libnuma on Linux
is particularly low-level – programmers apply topology knowl-
edge and deal with quirks such as page bind requests treated as
hints and pages losing affinity when swapped out and pre-fetched
back into main memory later [82]. Compared to NUMA systems,
data distribution effort is higher on manycore processors due to
lack of third party tools. For example, programmers directly
use system API to distribute data on shared cache banks on the
TILEPro64 [179]. Programmers additionally have to match data
distribution choice with numerous configurations available for the
cache hierarchy for performance.
Abstractions that can simplify data distribution across different
architectures – both current and future, and enable matching
scheduling within the runtime system are required in OpenMP.

Pb-2 Task scheduling with limited locality-awareness: State-of-the-
art task scheduling policies such as work-stealing [57, 159, 187, 54]
focus more on balancing task load across cores than on exploiting
data locality exhibited during task execution. This disregards the de-
sign principles of increasingly complex multicore memory sub-systems
that require scheduling to exploit data locality at every possible op-
portunity so that cores run uninterrupted and provide peak perfor-
mance [189, 192]. Exploiting data locality is also essential to limit
unnecessary data movement and conserve energy [14, 114]. Program-
mers have no control over scheduling tasks in OpenMP, so poor per-
formance due to lack of better scheduling is accepted as is. Those
adamant on performance are forced to regress back to thread-based
programming where scheduling is fully under programmer control.

More about the problem: NUMA systems and manycore pro-
cessors contain scores of cores supported by a complex memory
hierarchy with non-uniform memory access latencies [30, 118, 120,
109]. Efficient use of the memory hierarchy is crucial for perfor-
mance and energy. For performance, scheduling has to cast com-
putation such that cores access data from local memory struc-
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tures and run uninterrupted [189, 192]. Reducing unnecessary
data movement through the memory hierarchy is vital to con-
serve energy [14, 114].
OpenMP does not specify how tasks should be scheduled and
relies on the runtime system implementation to provide high-
performance task schedules. State-of-the-art runtime systems use
work-stealing [57, 159, 187] to schedule tasks. In work-stealing,
task are added to queues local to the parent thread. Idle threads
steal tasks from randomly selected task queues when they can-
not find work in their own queue. Work-stealing balances load
efficiently and is fast enough to enable fine-grained tasks. How-
ever, its queuing and stealing decisions ignore the locality of data
accessed by tasks. This neglect shuttles data all over the mem-
ory hierarchy causing cores to stall and under-perform on NUMA
systems and manycore processors.
Programmers have no control over scheduling tasks in OpenMP,
so poor performance due to lack of better scheduling is accepted
as is. Those adamant about performance are forced to regress
back to painful thread-based programming where scheduling is
fully under programmer control. Poor scheduling performance
damages OpenMP’s reputation as a user-friendly parallel pro-
gramming language with good portable performance.
Locality-aware task scheduling is required to use the memory hi-
erarchy of NUMA systems and manycore processors efficiently [192].
Tasks are scheduled to access data as locally as possible at the
cost of scheduling time in locality-aware scheduling. Solely fo-
cusing on locality-aware scheduling however upsets load balance
and is prohibitive in the presence of fine-grained tasks. Task
scheduling should therefore strike a good compromise between
locality-awareness and load balancing features for performance.

Pb-3 Poor tool support for high-resolution performance profil-
ing: Programmers need measurements of parallelism, granularity and
memory hierarchy utilization at the level of tasks and parallel for-
loop chunks to solve performance problems. However, existing per-
formance analysis tools report performance aggregated at the level of
threads with poor connection to task and for-loop parallelization ab-
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stractions [163, 135, 1, 62]. This forces programmers to rely on man-
ual, low-level methods performed by experts to infer per-task/per-
chunk performance [2, 53, 135]. The manual inference methods typ-
ically repeat for each modification in code or schedule and become
infeasible in the presence of thousands of tasks and chunks typically
instantiated by OpenMP programs. In the absence of experts, tedious
trial-and-error tuning is the sole resort available for performance.

More about the problem: Programmers struggle to under-
stand performance of OpenMP programs since profiling tools only
report performance metrics aggregated at thread and runtime
system levels [163, 135, 1, 62]. Performance tuning also requires
performance measurements at a higher resolution – at the level
of task and parallel for-loop chunk instances – which tools fail to
provide. For example, understanding the granularity of tasks and
the amount of task parallelism exposed is crucial to solve task-
based performance problems, however tools do not report these
metrics. Even basic metrics such as the number of tasks and
chunks instantiated are hard to obtain through tools, with the
sole exception of the Scalasca tool that provides visit counts [62,
2]. Lack of tool support forces programmers to rely on experts for
high-resolution performance measurements or employ trial-and-
error tuning methods for performance.
Experts use clever manual instrumentation, apply deep algorith-
mic knowledge, and probe compiler and runtime system internals
to attribute performance to task and chunk instances. While
the method works well for small programs, it becomes infeasible
and error-prone to attribute performance to thousands of tasks
and chunks typically instantiated in OpenMP programs. Experts
cope by averaging the performance of task and chunk instances
which is strictly better than thread level aggregated performance
but still an imprecise estimation [2]. Moreover, expert effort is
repeatedly required since performance tuning is iterative. Code
and scheduling modifications alter task and chunk composition,
forcing experts to re-understand performance at each iteration.
In the absence of experts, trial-and-error tuning is the sole resort
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available to programmers. Trial-and-error tuning refers to blind
alteration of tuning variables exposed by the program. Examples
of tuning variables include task creation cutoffs and parallel for-
loop chunk sizes. Since OpenMP programs typically expose sev-
eral tuning variables with complex interplay, the tuning process
is fragile and its space infeasibly large to explore exhaustively [75,
44]. To manage the unwieldy tuning process, clever programmers
painstakingly inspect both program code and underlying system
to understand tuning variables and their relationships, mimicking
some of the steps expert take for performance.
Tool support for directly understanding task and chunk perfor-
mance eliminates the step of manual inference in debugging per-
formance problems. Effects of code modifications are immedi-
ately understood and desired performance can be quickly con-
verged upon. Beginners can approach and understand perfor-
mance issues and experts can identify and resolve issues faster.
Designing the tool support however requires a careful balance
between profiling overheads and the quality of the information
collected.

Pb-4 The disconnect between program structure and performance
problems in visualizations shown by tools Existing performance
visualizations show that task execution is interleaved with other tasks
in an unpredictable manner [2, 163]. This view is true from the run-
time system’s perspective but of little use to programmers who expect
to see task execution from the program perspective. Visualization
of parallel for-loop execution is similarly disconnected from the pro-
gram perspective. Programmers expect to see chunks but none are
shown; instead a thread-based view with aggregated performance is
presented [71, 147]. The runtime-system/threads oriented visualiza-
tion provides poor support for understanding problems such as low
parallelism, mismatched granularity, and work inflation, forcing pro-
grammers to use tedious trial-and error tuning or rely on experts for
performance.

More about the problem: This problem deals with the discon-
nection between performance problems and program structure in
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visualizations of existing tools. A related problem is Pb-3 that
deals with lack of high-resolution performance information in ex-
isting tools.
Programmers struggle to solve performance problems using visu-
alizations on existing OpenMP performance analysis tools. Ex-
isting tools visualize performance from a runtime system/thread-
centric viewpoint that is disconnected with the fork-join program
structure that programmers have in their minds. Most often,
the only use programmers can extract from existing performance
visualizations is to infer load balance on different cores.
Tools predominantly visualize task execution on thread time-lines
and function call graphs. Thread time-lines are bound by time
and show that tasks execute in an unpredictable, runtime opti-
mized order. Lack of order makes it extremely difficult to infer
parallelism trends and to compare parent and child task perfor-
mance. Similarly, call-graphs treat grain execution as ordinary
function calls to confuse programmers and provide limited sense
of parallelism and program structure. Since OpenMP tasks are
typically recursive and abundant in number, more time is spent
hunting for tasks on thread time-lines and function call graphs
than on understanding the root cause of performance problems.
Task performance analysis is further complicated since important
debugging-friendly properties such as the critical path, schedule
independent task identifiers and inlining notifiers are missing in
existing visualizations.
Parallel for-loop performance is shown aggregated at the source
definition or at the level of threads without distinction between
chunks. While the aggregated view is useful to infer load balance
and synchronization overheads, lack of chunk-level performance
complicates isolation of culprit iterations and choice of scheduling
policy.
Poor visualization forces experts to use a combination of clever
manual instrumentation, deep algorithmic knowledge, as well as
knowledge about the internals of the compiler and the runtime
system to identify and pin-point performance problems. Average
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programmers instead struggle to understand problems in granu-
larity, parallelism, and memory hierarchy utilization and resort
to trial-and-error tuning methods to overcome performance prob-
lems in the absence of experts.
Performance analysis would be simplified for experts and non-
experts alike if tools provided visualizations that connect program
structure, execution and problems together.

1.3 Contributions
The thesis solves OpenMP productivity problems described in Section 1.2
with the contributions listed below. Contributions are listed similar to the
problem description – a succinct summary in a bulleted (C-*) paragraph
followed by an expansion section called More about the contribution.

C-1 Data distribution abstractions for NUMA systems and manycore pro-
cessors that enable OpenMP programmers to distribute data portably
without being aware of low-level system topology details. The contri-
bution addresses problem Pb-1.

More about the contribution: Proposed data distribution ab-
stractions are based on a memory allocation interface governed
by a programmer-chosen data distribution policy. The memory
allocation interface has a similar signature as the LIBC memory
allocation interface malloc.
Data distribution policies are built using abstractions called loca-
tions and units. Locations refer to physical memory locations such
as NUMA nodes and last-level cache banks. Units refer to the
granularity of memory that is distributed at one-shot to a loca-
tion.
Execution of the data distribution policy is delegated to the run-
time system for portability. Data distribution information can be
leveraged by other components within the runtime system for per-
formance.
Programmers are not required to know low-level topology details to
use the proposed data distribution abstractions. Distribution poli-
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cies demonstrated are easy to predict and understand, and their
choice is guided by simple heuristics. Programmers can incremen-
tally distribute data by targeting specific memory allocation sites
in code, which is in the spirit of incremental parallelization dear
to OpenMP. Experts can tune the data distribution policy per
memory allocation call for performance.

C-2 Locality-aware task scheduling policies for NUMA systems and many-
core processors that reduce data access latencies of OpenMP tasks by
leveraging data distribution information and programmer-annotated
task data footprints, improving performance by upto 69% for scientific
programs compared to work-stealing. Since locality-aware scheduling
happens automatically in the runtime system, programmers obtain per-
formance by spending minimal effort – the best form of productivity.
The contribution addresses problem Pb-2.

More about the contribution: The locality-aware task schedul-
ing policy is designed to reduce data access latency experienced by
tasks by while maintaining good load balance on cores of NUMA
systems and manycore processors. The scheduling policy leverages
runtime knowledge of data distribution and task data footprint
to reduce data access latency. Data distribution information is
provided by a dedicated component in the runtime system (con-
tribution C-1). Data footprint of each task is obtained from the
programmer through the depend clause (OpenMP 4.0 [136]). Each
task is scheduled on the core that has the least access latency to
the data footprint of the task. Good load balance is maintained
by relying on even data distribution and employing topology-aware
work stealing.
The scheduling policy adopts an architecture specific organiza-
tion and is demonstrated on specific machines: a 48-core (AMD
Opteron 6172) NUMA system with 8 NUMA nodes and the 64-core
TILEPro64 manycore processor.
Locality-aware scheduling improves or maintains performance com-
pared to the work-stealing scheduler for all programs on both
NUMA system and the TILEPro64. Performance improves by upto
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69% for scientific benchmarks compared to work-stealing.
The locality-aware scheduler is a good candidate to replace the
work-stealing scheduler as the default. Using the locality-aware
scheduler is beneficial for programs that exhibit strong locality
with data distribution. The locality-aware scheduler falls back to
load-balancing similar to the work-stealing scheduler for programs
which do not improve locality with data distribution.

C-3 A cost-effective method to extensively profile grains – instances of tasks
and parallel for-loop chunks – in OpenMP programs. The profiling
method enables programmers and experts alike to directly understand
task and chunk performance without going through tedious inference
steps. Less than 2.5% overheads are incurred by the profiling method
to determine program structure and detailed hardware performance
counts. The contribution addresses problem Pb-3.

More about the contribution: A grain refers to a task or par-
allel for-loop chunk instance and is defined for clarity, embodying
the idea that tasks and chunks are conceptually similar from a
runtime system viewpoint.
The profiling method combines static and runtime information
from several layers participating in program execution to produce
an extensive profile of grains. Events generated by the runtime sys-
tem are crucial to the profiling method. Events are used to track
grains using a stack-based approach. For example, when a grain
is created (an event), the profiling method creates a context for
the grain. When the grain begins execution (another event), the
grain’s context is activated and the previous context is saved on
the stack. The previous context is restored when the grain finishes
execution (also an event).
Events additionally serve as cues to take performance measure-
ments, record properties and attribute them to the right contexts.
Performance measurements taken during events include binary in-
strumentation metrics (instruction count, memory footprint, read-
/write access counts and instruction mix) and hardware perfor-
mance counts (cycle counts, cache misses and data stall cycles). Bi-
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nary instrumentation and hardware performance counts are mea-
sured in mutually exclusive steps to minimize performance skew-
ing. Properties recorded during events include parent-child rela-
tionships, inlining, outline function name, and scheduling (thread
and core identifiers). Information profiled at runtime is analyzed
in a post-processing step to derive useful properties and perfor-
mance metrics such as source code links, schedule-independent
unique identifiers, memory hierarchy statistics, critical path, ex-
posed parallelism, parallel benefit, load balance, work deviation,
instantaneous parallelism, and scatter.
The profiling method is fully automatic (no programmer interven-
tion is required) and provides extensive information at manageable
overheads. A prototype of the profiling method built for evalua-
tion purpose has the following overheads for BOTS (Barcelona
OpenMP Tasks Suite [45]) programs: Properties are recorded in
parallel using thread-local data structures with less than 1% over-
head; Reading hardware performance counts is also done in paral-
lel and incurs an average 2.5% overhead; Binary instrumentation
metrics are collected sequentially (to simplify Pin tool implemen-
tation), slowing execution down by 36X; The relatively high cost
for obtaining binary instrumentation metrics is a one-time cost
since the metrics remain constant for a given program-input pair.

C-4 An architecture-independent, task-centric characterization of programs
in the Barcelona OpenMP Tasks Suite [45] (BOTS), a benchmark suite
used widely in task-based OpenMP systems research. The character-
ization throws light on input sensitivity and similarity of BOTS pro-
grams for the first time improving awareness in the OpenMP commu-
nity. The contribution follows from C-3.

More about the contribution: The characterization defines ar-
chitecture independent properties as micro- and memory-architecture
independent properties that can describe the task-based composi-
tion of deterministic programs in a comprehensive yet architecture
independent manner. The architecture-independent properties are
divided into program properties: task count, critical path, exposed
task parallelism, and per-task properties: instruction count, stack
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reads/writes, main memory reads/writes, memory footprint, com-
putational intensity, and join degree.
BOTS program inputs control task parallelism and granularity and
require careful setting for performance. Guidance to select inputs is
limited in the BOTS debut paper [45] and later related work [145,
130, 104, 5, 131]. The characterization therefore focuses on ex-
plaining the sensitivity and similarity of BOTS benchmarks across
different inputs.
The characterization measures sensitivity of architecture-independent
properties to inputs that execute for 1, 5 and 10 seconds on a 24-
core NUMA machine. Input sensitivity measurements are used
to develop a visual model to understand the influence of inputs
and make scalability estimates. Scalability estimates match per-
formance reported for BOTS benchmarks on real machines.
Similarity analysis is conducted using Principal Component Anal-
ysis [52](PCA) and Hierarchical Clustering [52], following the foot-
steps of related workload characterization studies [70, 9, 85]. The
analysis points out BOTS programs that have similar behavior
across inputs and each other. Researchers can use the result to
select BOTS benchmarks and inputs prudently. PCA results indi-
cate that BOTS benchmarks are predominantly fine-grained and
only a few are memory-intensive. This provides a good direction
for future versions of the benchmark suite to expand.

C-5 A method called Grain Graphs to visualize problems at the level of
grains – task and parallel for-loop chunk instances – in OpenMP pro-
grams, enabling programmers and experts alike to quickly identify
problems and target optimizations to precise problem areas in source
code. The contribution addresses problem Pb-4.

More about the contribution: A grain refers to a task or par-
allel for-loop chunk instance and is defined for clarity, embodying
the idea that tasks and chunks are conceptually similar from a
runtime system viewpoint.
Grain graphs visualize grains in a manner consistent with program
structure. Structurally, the grain graph is directed acyclic graph
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(DAG) whose nodes denote grains and edges capture creation and
synchronization relationships between grains. Parent and child
grains are placed in close proximity without timing as a placement
constraint. Grains are annotated with properties and performance
measured in a previous profiling step. Grain graphs are unlike
traditional data-flow graphs [167] since they deal with OpenMP
peculiarities such as tens of thousands of grains, recursive task
creation, all-at-once child synchronization, and parallel for-loop
chunk assignment.
Grain graphs immediately convey parallelism trends. Parent and
child grains are easily compared, and the critical path is clear as
a bell. For a deterministic task-based program with a fixed input,
the grain graph is independent from machine size and scheduling
choices during program execution. This enables visual comparison
of individual grains in graphs corresponding to different runs. For
for-loop based programs, the shape of the grain graph is dependent
on the number of threads used during profiling. However, individ-
ual grains can still be compared using schedule independent unique
identifiers (contribution C-3).
Grain graphs guide programmers to precise problem areas by high-
lighting grains whose performance metrics have crossed thresholds
and are likely to be problematic. Problem thresholds have sensible
defaults that can be refined by programmers.
Grain graphs are constructed using profiling information (contri-
bution C-3) in a prototype tool and viewed on off-the-shelf, large
scale graph viewers such as yED [193] and Cytoscape [168]. Re-
ductions are applied during construction to reduce the size of large
grain graphs and speedup rendering. Reductions preserve program
structure.
Grain graph work-flow is iterative. In each step, programmers view
the grain graph, shift through highlighted problems, implement
solutions for one or more problems in the program, and re-run the
profiler (contribution C-3) to construct a new grain graph.

C-6 A grain-level, source-linked characterization of new and known prob-
lems in OpenMP programs from standard benchmark suites: SPEC
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OMP 2012 [125], Parsec 3.0 [176, 10], and BOTS [45]. The charac-
terization leads to permanent solutions to several severe problems and
promising solution directions for the rest of the problems. Permanent
solutions to severe problems improve scalability by upto 55% on a 48-
core NUMA system with 8 NUMA nodes. The contribution follows
from C-5.

More about the contribution: The contribution is an account
of successful optimization efforts that were catalyzed by grain
graph based visual performance analysis. The analysis reveals new
problems and crystallizes known problems in standard OpenMP
programs at the level of grains. All problems are pin-pointed to
the source level through code links available as grain annotations
on the grain graph.
Examples of severe problems found during grain graph analysis of
standard OpenMP programs include disabled cutoffs in 376.kdtree
(SPEC-OMP) and Strassen (BOTS) due to programmer oversight,
large per-grain work inflation in 359.botsspar (SPEC-OMP), low
parallelism and poor memory hierarchy utilization in Sort (BOTS),
poor parallel benefit in the FFT (BOTS) and highly imbalanced
load in Freqmine (Parsec).
Optimizations performed to remove problems highlighted on the
grain graph include enabling inadvertently disabled cutoffs (SPEC-
OMP 376.kdtree and BOTS Strassen), loop interchange (SPEC-
OMP 359.botsspar), identifying low parallelism as incurable (BOTS
Sort), data distribution (BOTS Sort), implementing new cutoffs
(BOTS FFT), and calculating sufficient number of threads through
constraint programming (Parsec Freqmine). Source line numbers
of problems and optimized code patches are indicated to help the
community.
Use of grain graphs to improve OpenMP education (BOTS Fi-
bonacci) and to identify non-deterministic programs (BOTS Floor-
plan) is also demonstrated.

Link between contributions and problems is summarized in Table 1.1.

21



Table 1.1: Problems and the contributions that tackle them. Arrow points
to contributions that follow.

Problem
Contribution Pb-1 Pb-2 Pb-3 Pb-4
C-1

√

C-2
√

C-3 → C-4
√

C-5 → C-6
√

All thesis contributions are assembled together to create a unified, itera-
tive performance analysis and optimization work-flow, aimed at simplifying
OpenMP performance analysis.

1.4 Boundaries
Boundaries in the context of the thesis refers to delimitations of the scope
of the thesis.

The thesis improves the productivity of OpenMP through data-locality
optimizations (contributions C-1 and C-2) and high-resolution performance
analysis techniques (contributions C-3, C-4, C-5, and C-6). Improving pro-
ductivity of other parallel programming frameworks such as Cilk Plus [157]
and Intel TBB [178] is out of scope of the thesis.

Boundaries grouped by contributions follow:

• Data-locality optimizations (contributions C-1 and C-2) specifi-
cally target lack of data distribution abstractions in the OpenMP spec-
ification and limited locality-awareness in state-of-the-art work-stealing
scheduling that lead to poor performance and impede productivity on
NUMA systems and manycore processors. Opportunities for introducing
data locality optimizations for other architectures, such as accelerators,
and for other problems, such as poor cache line or vector lane utilization,
are beyond scope.

The thesis contributes with data distribution abstractions (contribution
C-1) and locality-aware scheduling policies (contribution C-2) demon-
strated on two specific machines: a 48-core (AMD Opteron 7172) NUMA
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system with 8 NUMA nodes, and the 64-core TILEPro64 manycore pro-
cessor. Data distribution is not automatic – programmers need to use the
right data distribution abstraction guided by heuristics for performance.
Locality-aware scheduling is restricted to OpenMP 3.0 tasks (C interface)
and decisions taken at runtime within the runtime system. Use of static
analysis and profile-guided information to further improve data distribu-
tion and locality-aware scheduling are promising future directions.

Data-locality optimizations are evaluated empirically using standard prac-
tices of the community. A rigorous theoretical evaluation, similar to the
analysis of Cilk scheduling algorithms [57], is out of scope.

Performance benefits of data locality optimizations are quantified for pro-
grams executed in isolation. Applying and quantifying data locality op-
timizations for multi-programmed workloads is out of scope.

Data-locality optimizations are implemented in a custom runtime sys-
tem called MIR that performs competitively with state-of-the-art run-
time systems on the Linux Operating System (OS). Implementing the
optimizations within other runtime systems, such as the recently open-
sourced Intel OpenMP runtime [77] or on non-Linux machines, is future
work.

• High-resolution performance analysis (contributions C-3, C-4,
C-5, and C-6) attempt to close the large semantic gap between pro-
gram structure and performance characterized by existing performance
analysis tools post program execution. Closing other semantic gaps, such
as the gap between program structure and algorithm or the gap between
program structure and non-runtime-system events, are not of concern
to the thesis. Performance analysis during program execution, such as
runtime debugging [17, 116], or without program execution, such as mod-
eling [189] and static analysis [167], are out of scope.

The thesis contributes with techniques to profile (contribution C-3) and
visualize problems (contribution C-5) with OpenMP 3.0 tasks and paral-
lel for-loop chunks instantiated during program execution. Programs
are restricted to those written using the C programming interface of
OpenMP. Profiling and visualizing problems with other OpenMP con-
structs such as parallel regions, data-flow tasks (new in OpenMP 4.0)
and taskgroup (new in OpenMP 4.0) is future work.
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The profiling technique uses runtime system events as cues to collect
binary instrumentation information and hardware performance counts.
Other forms of profiling, such as sampling at regular clock intervals or
trace-driven simulation, are not considered. Formal specification of run-
time system events required by the profiler similar to the OMPT interface
specification [49, 51] is future work.

Profiled information is processed post program execution to derive useful
metrics and presented to the programmer in a new visualization called
the Grain Graph. The grain graph visually connects performance to the
program structure and guides the programmer to problem areas. Pro-
grammers are required to view the grain graph, pick a problem and im-
plement an optimization strategy for the program on their own. Neither
profiler nor the grain graph have the intelligence to rank problems, iden-
tify root causes and suggest optimization strategies, although these are
excellent challenges to rise to in the future. Automatic tuning of pro-
gram performance using profiler and grain graph without programmer
intervention is out of scope.

Performance benefits of data locality optimizations are quantified for pro-
grams executed in isolation. Multi-programmed workload profiling is out
of scope.

Profiler is implemented on top of a custom runtime system called MIR
that performs competitively with state-of-the-art runtime systems on the
Linux OS. Implementation on top of other runtime systems such as the
recently open-sourced Intel OpenMP runtime [77] or on non-Linux ma-
chines or within existing tools such as Scalasca [62] is future work.

Profiling and grain graph visualization methods are implemented as pro-
totype tools whose main purpose is to evaluate feasibility. Maturing the
prototypes to production quality is future work.

Productivity benefits of thesis contributions are argued as potential im-
pact and backed up using before-and-after demonstrations. Controlled ex-
periments [173] and programmer surveys to measure productivity are part
of future work.
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1.5 Methods Overview
The thesis in general used experimental computer science methods that
are combinations of feasibility demonstrations and comparison experiments.
Feasibility demonstrations develop new techniques and tools to show that
a task is feasible (feasibility of the task is previously unknown), according
to a recent survey of experimental computer science methods by Tedre and
Moisseinen [173]. The same survey also classifies comparison experiments as
those that compare systems based on select criteria and identify a winner.
Comparison experiments require careful settings to avoid experimenters bias
– a precaution that the thesis adhered to in all its experiments.

An overview of experiment methods of the thesis grouped by contribution
is listed below.

• Contributions C-1 and C-2 are architecture-specific data-locality opti-
mizations that are implemented in a custom runtime system (built during
the thesis work period) whose performance is competitive with state-of-
art runtime systems. The optimizations were tested on actual target
hardware using micro-benchmarks with known behavior and standard
benchmarks used by the community. The benchmarks were compiled us-
ing suite-specific compilation options. For standard benchmarks, those
inputs used by the community on comparable machines were selected. If
such knowledge was absent or could not be found, large inputs were used.
Benchmarks were executed in isolation and disturbances were reduced us-
ing community-wide practices [68, 47, 97, 126, 81]. For example, CPU
(Central Processing Unit) frequency scaling was turned off; whole cores
were preferred and hardware threads were avoided; threads were bound to
cores; hardware performance counter registers were not multiplexed; large
benchmark inputs were used; Performance of relevant regions of interest
in the benchmarks was measured using wall-clock time (the number of
processor cycles elapsed). Hardware performance counters were also read
during runtime system events to explain performance. Median measure-
ment of 10+ experiment trials was retained while ensuring that the num-
ber of outliers were low [47, 94, 126]. Performance of optimizations were
compared with that of state-of-the-art techniques implemented within
the same system. Thread-time lines superimposed with hardware perfor-
mance counter measurements are examined to explain performance. Data
locality optimizations were deemed effective when they outperformed or
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maintained on-par performance against state-of-the-art techniques while
ensuring that hardware performance counter measurements validated the
improved performance.

• Contribution C-3 is a high-resolution performance profiling technique im-
plemented as a prototype tool. The prototype tool was built using state-
of-the-art, off-the-shelf components and the custom runtime system used
to implement contributions C-1 and C-2. The prototype was designed to
use runtime system events as cues to take several types of measurements
such as instruction profile (through binary instrumentation), hardware
performance counts, parent-child relationships, schedule, and event tim-
ing. Sensitive measurements were taken separately to avoid performance
skewing and merged in a post-processing step. For example, binary in-
strumentation information and hardware performance counts were col-
lected in mutually exclusive steps. Overheads of obtaining various mea-
surements were quantified for standard benchmarks. Measurements taken
by the prototype were validated using micro- and standard benchmarks
with known behavior. The prototype was deemed effective when profiling
overhead was low and manageable.

• Contribution C-4 provides an architecture-independent characterization
of standard benchmarks using high-resolution measurements from the
prototype tool that implements C-3. The characterization focuses on
input sensitivity and similarity of the benchmarks. Three classes of in-
puts based on execution time were chosen to study input sensitivity.
Suite-specific parameters were used to compile the benchmarks. Bench-
marks were executed in isolation and disturbances were reduced using
community-wide practices [68, 47, 97, 126, 81], similar to the precautions
taken for contributions C-1 and C-2. Median measurement of 10+ exper-
iment trials was retained while ensuring that the number of outliers were
low [47, 94, 126]. Similarity was analyzed using Principal Component
Analysis (PCA) [52] and Hierarchical Clustering [52] techniques, follow-
ing the footsteps of related work on workload characterization [70, 9,
85]. Principal Components (PC) that could explain over 85% variations
are retained during PCA. PCA results were validated using leave-one-out
cross-validation [18]. The meaning of the PCs and dendograms were used
to explain the similarity of benchmarks.

• Contribution C-5 is a new method to visualize program structure and
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highlight performance problems directly on the structure. The method
was built as a prototype tool using state-of-the-art, off-the-shelf compo-
nents on top of the tool that implements contribution C-3. Visualizations
produced by the prototype tool were deemed effective after validation us-
ing micro-benchmarks and standard benchmarks with known behavior.

• Contribution C-6 characterizes problems in standard benchmarks at a
high-resolution and provides permanent solutions to severe problems.
Benchmarks were analyzed with standard input sets when available, large
inputs were chosen otherwise. Suite-specific compilation options were
used to compile the benchmarks. Benchmarks were executed in isolation
and disturbances were reduced using community-wide practices [68, 47,
97, 126, 81], similar to the precautions taken for contributions C-1 and
C-2. Median measurement of 10+ experiment trials was retained while
ensuring that the number of outliers were low [47, 94, 126]. Problems
highlighted by the visualization were solved by introducing optimiza-
tions in source code or during execution of the programs. Optimization
improvements were quantified using speedup [68] over single-core exe-
cution while keeping data size constant (also called strong scaling [86]).
Performance of optimized benchmarks across different standard runtime
systems were compared to judge transferability of the optimizations and
to confirm presence of highlighted problems.

Productivity benefits of thesis contributions were argued as potential
impact and substantiated using before-and-after demonstrations.

1.6 Papers
The thesis is based on these papers:

Paper A A. Muddukrishna, P. A. Jonsson, and M. Brorsson. Locality-
aware task scheduling and data distribution for OpenMP pro-
grams on NUMA systems and manycore processors. Scientific
Programming, (981759), 2015.
The paper compiles contributions C-1 and C-2.
Author contributions: AM designed the study, developed the
methodology, collected the data, performed the analysis and
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wrote the manuscript. PAJ contributed to developing the method-
ology. PAJ and MB supervised the study and reviewed the
manuscript.

Paper B A. Muddukrishna, P. A. Jonsson, and M. Brorsson. Character-
izing task-based OpenMP programs. PLOS One, 10(4), 2015.
The paper compiles contributions C-3 (task-based OpenMP) and
C-4.
Author contributions: AM designed the study, developed the
methodology, collected the data, performed the analysis and
wrote the manuscript. PAJ contributed to developing the method-
ology and analyzing the data. PAJ and MB supervised the study
and reviewed the manuscript.

Paper C A. Muddukrishna, P. A. Jonsson, A. Podobas, and M. Brors-
son. Grain graphs: OpenMP performance analysis made easy.
21st ACM SIGPLAN Symposium on Principles and Practice of
Parallel Programming (PPOPP 2016).
The paper compiles contributions C-3 (loop-based OpenMP, grain
definition, additional performance metrics), C-5, and C-6.
Author contributions: AM designed the study, developed the
methodology, collected the data, performed the analysis and
wrote the manuscript. PAJ and AP contributed to develop-
ing the methodology and analyzing the data. PAJ edited the
manuscript. PAJ and MB supervised the study and reviewed
the manuscript.

Link between papers and contributions is summarized in Table 1.2.

Table 1.2: Contributions and the papers that contain them.

Contribution
Paper C-1 C-2 C-3 C-4 C-5 C-6
A

√ √

B
√ √

C
√ √ √

Material covered by the thesis is also presented in the following papers.
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1. A. Muddukrishna, A. Podobas, M. Brorsson, and V. Vlassov. Task
scheduling on manycore processors with home caches. In Euro-Par 2012:
Parallel Processing Workshops, pages 357–367. Springer, 2013.
Paper is the basis of Paper A.
Author contributions: AM designed the study, collected the data, per-
formed the analysis and wrote the manuscript. AM and AP developed
the methodology. MB supervised the study and reviewed the manuscript.
VV reviewed the manuscript and provided early design guidance.
Note: Paper won the best paper award.

2. A. Muddukrishna, P. A. Jonsson, V. Vlassov, and M. Brorsson. Locality-
aware task scheduling and data distribution on NUMA systems. In
OpenMP in the Era of Low Power Devices and Accelerators, pages 156–
170. Springer Berlin Heidelberg, 2013.
Paper is the basis of Paper A.
Author contributions: AM designed the study, developed the methodol-
ogy, collected the data, performed the analysis and wrote the manuscript.
PAJ contributed to developing the methodology. PAJ edited the manuscript.
PAJ and MB supervised the study and reviewed the manuscript. VV re-
viewed the manuscript and provided early design guidance.
Note: Paper was considered impactful by the OpenMP committee and
authors were invited to become members of the Language Committee
focusing on data locality and affinity issues.

1.7 Outline
The thesis is based on published papers A, B and C. The papers are cast as
chapters sandwiched between introduction, background, and summary chap-
ters. Papers in chapters are reformatted to obtain a consistent structure.
Reformatting of papers is permitted by the publisher.

There is no separate related work chapter. Related work is discussed in
detail locally within the paper chapters.

The thesis organization chapter-wise is as follows:

Chapter 1 (this chapter) reviewed the subject area and presented prob-
lems tackled, contributions, and boundaries. Basis papers and an overview
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of research methods were also presented. Problems and contributions were
summarized both succinctly and comprehensively to provide the reader
with a good grip on the thesis work.

Chapter 2 reviews background concepts required to understand thesis con-
tributions. It is written for readers outside the community and builds on
top of the background laid out in Section 1.1. Background reviewed in-
cludes multicore hardware and these OpenMP concepts: for-loop paral-
lelization, task programming, transformation of directives, scheduling, and
performance considerations.

Chapter 3 is based on Paper A. The paper is reformatted for consistency
and includes a detailed comparison with related work.

Chapter 4 is based on Paper B. The paper is reformatted for consistency
and includes a detailed comparison with related work.

Chapter 5 is based on Paper C. The paper is reformatted for consistency
and includes supplementary material plus a detailed comparison with re-
lated work.

Chapter 6 examines the contributions of Papers A, B and C together un-
der the lens of OpenMP productivity. The chapter compares the com-
plementary nature of the contributions and assembles them together to
synthesize a unified performance analysis and optimization work-flow as a
new contribution.

Chapter 7 concludes the thesis with a discussion of potential impact of
contributions and future directions.
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Chapter 2

Background

The chapter covers background material necessary to understand thesis con-
tributions. It is written for readers outside the community and builds on
top of the background laid out in Section 1.1. Multicore processors with
focus on NUMA systems and manycore processors are first reviewed in Sec-
tion 2.1. Next, essential OpenMP concepts including task and parallel for-
loop programming styles, directive transformation and scheduling internals,
and performance considerations are discussed in Section 2.2.

2.1 Multicore Hardware
A multicore processor contains two or more independent processing units
called cores within the same unit (die or package). Cores have dedicated
processing and memory resources to simultaneously execute different in-
struction streams on different data. This conforms to the MIMD (Multiple
Instruction Multiple Data) architecture as per Flynn Taxonomy [56].

2.1.1 Driving factors
The main driving factors for multicore processors are thread-level parallelism
in programs, fixed energy budgets and unsustainable single-core scaling.

Thread-level parallelism

Multicore processors are designed to execute programs with thread-level
parallelism (TLP) faster. Server, graphics, web browser and multimedia
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processing programs naturally contain TLP. Threads can execute on differ-
ent cores at the same time to achieve higher throughput than single-core
processors. Prior to multicore processors, SMP (Symmetric Multiprocess-
ing) and multithreading (temporal or SMT (Simultaneous Multithreading))
were hardware technologies designed to speedup TLP.

Since Operating systems recognize cores as separate logical processors
despite being plugging into a single processor socket, multicore processors
also enhance multi-tasking environments where multiple programs are run
at the same time on different cores.

Fixed energy

Fixed energy is a first-class constraint placed by battery-operated devices
(such as mobile phones) and ware-house scale computers that use multicore
processors and are energy conscious. Designing for energy limits several
multicore design factors – frequency scaling, the number cores that can be
added, power-hungry microarchitecture enhancements, and data movement
across the memory hierarchy. A fixed energy budget also leads to Dark
Silicon [171], an extreme and necessary energy optimization where only a
small but specialized part of the processor is active at any time to save
energy [14].

Unsustainable single-core scaling

Technology trends that shaped 40 years of microprocessor design are shown
in Figure 2.1.

Single-core processor design was characterized by frequency scaling and
microarchitecture enhancements every generation. This became unsustain-
able around the year 2005 when chip designers hit power, microarchitecture
and memory limits. An elaboration on the limits follows.

Traditionally, transistor sizes shrank every technology generation and
made available to chip designers more transistors that switched at a higher
frequency and operated a lower voltage for the same area [14]. Designers
used the increased transistor budget to build powerful but power-hungry mi-
croarchitecture features such as out-of-order and speculative execution units
that exploited instruction-level parallelism (ILP) for performance. However,
the available ILP in programs leveled off and could no longer keep proces-
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Figure 2.1: 40 years of microprocessor trend data. Source: Data and graph
released by Karl Rupp [158] under Creative Commons Attribution 4.0 Inter-
national Public License. Data for years 2010 - 2015 collected by Karl Rupp.
Data prior to year 2010 collected by M. Horowitz, F. Labonte, O. Shacham,
K. Olukotun, L. Hammond, and C. Batten.

sor pipelines fully occupied, reducing the gains designers could expect from
enhancing the microarchitecture further.

Power dissipated is proportional to the operating frequency, square of
supply voltage and leakage current. High frequency operations in small
feature sizes led to noisy data and large power dissipation as heat. Shekhar
Borkar from Intel [151, p. 18] famously warned that increasing the frequency
further would make the processor as hot as a rocket nozzle! In order to
maintain data integrity, supply voltage had to be increased, exacerbating
power dissipation further. Threshold voltage could no longer be reduced as
sharply as before due to exponential increase in leakage current.

Transistors that could be exclusively devoted to processing logic circuitry
before were desperately needed to build larger caches to reduce off-chip
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access to slow memory. Memory speed was climbing at a much a slower rate
than processor speeds, fact known since the 1980s [68, Figure 2.2].

Hitting the limits was famously summarized as Power Wall + Memory
Wall + ILP Wall = Brick Wall [6]. It was a check-mate scenario – transistor
scaling was only possible without corresponding frequency and voltage scal-
ing, and designers could no longer enhance the microarchitecture features
to keep power dissipation in check. The only option to sustain performance
while keeping frequency and power dissipation low was to design predomi-
nantly for TLP and usher in the multicore era.

2.1.2 For and against
The main advantage of multicore processors is that they allow for higher
peak performance at lower energy. Programs with abundant TLP can con-
tinue to benefit from the increased number of cores every technology gener-
ation. Other advantages include lower core-to-core communication latency
(signals travel on-chip), lower manufacturing risk due to reuse of proven core
design, and smaller printed circuit boards.

The main disadvantage of multicore processors is the burden placed on
programmers to expose TLP in their programs through explicit parallel pro-
gramming for performance. Explicit parallel programming for performance
requires high effort mainly due to low-level programming interfaces and poor
tool support to solve problems. Other disadvantages include the limit placed
by Amdahl’s law on performance (programs cannot run faster than their se-
quential parts), need for OS modifications (to recognize cores and enable
symmetric multiprocessing (SMP)) and low yield for large designs.

2.1.3 Architectural diversity
There is a huge architectural diversity in multicore processor designs. Blake,
Dreslinski, and Mudge [12] neatly classify multicore design diversity into five
classes: application phases, design for power or performance, processing ele-
ments, memory system, and available integrated accelerators or peripherals.
The thesis elaborates on notes about processing elements, caches, and inter-
connection networks by Blake, Dreslinski, and Mudge [12].

Processing elements
Processing elements are the units that execute instructions inside cores.
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The ISA (Instruction Set Architecture) of processing elements typically
extends the legacy single-core ISA with instructions for atomic read-modify-
write operations and synchronization. Special instruction sets are added
to speedup common and domain-specific operations using vector units and
specialized functional units [60].

Processing element choices balance power/performance requirements im-
posed by the application domain. Choices include simple in-order super-
scalar pipelines, out-of-order execution, SIMD vectorization, VLIW (Very
Long Instruction Word), and SMT.

In-order superscalar pipelines issue instructions in program order. Per-
formance of the in-order superscalar designs can be improved by adding
more pipelines (at the cost of complex and fatter issue logic) and by making
pipelines deeper (at the cost of longer flush time if branch prediction fails).
In-order superscalar pipelines are attractive since they consume low power,
have small area and can be easily ganged together to exploit abundant TLP
with low branching. However, their performance suffers if instructions stall
frequently in the issue stage due to unsatisfied dependences [68].

Out-of-order execution improves in-order superscalar pipelines by exe-
cuting instructions out of program order and progressing even if instructions
are stalled. Out-of-order cores perform complex instruction tracking and
branch prediction through fat, power-hungry circuits. They provide good
performance in branch intensive sequential code but can only be accommo-
dated in few numbers to keep within area and power margins.

SIMD vectorization uses vector units for performance. Vector units can
operate on a whole vector of data arranged in special vector registers with
a single vector instruction, eliminating the need for complex issue logic.
However they need a high-bandwidth memory system that can supply whole
vectors with low latency. SIMD cores contain special vector ISA and are
excellent for data-parallel programs but perform badly for general-purpose
code with branches.

VLIW (Very Long Instruction Word) is a cost-effective option to main-
tain superscalar execution without expensive issue logic circuitry. The com-
piler is made for responsible scheduling, forwarding and hazard detection
operations and the freed-up silicon is used to widen pipelines. However
code generated is processor specific (not portable) and relies heavily on the
compiler to find enough parallelism to keep the wide pipelines occupied.

SMT (Symmetric multithreading) is an orthogonal design choice to im-
prove microarchitecture performance. SMT can execute instructions from
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different streams in the same cycle as long as the instructions use differ-
ent functional units. However, the technique can increase performance only
marginally since resources are shared between the hardware threads. In
fact, performance can also degrade if a low priority resource-hogging thread
is scheduled in conjunction with a high-priority thread. SMT performance
is therefore application specific and requires programmers to enable/disable
the feature based on their needs.

Cache organization

Caches exploit locality of reference in programs and are essential to avoid
going off-chip to access slow memory. A typical multi-level multicore cache
organization is shown in Figure 2.2.
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Figure 2.2: Typical multicore memory system. Caches exploit locality of
reference to create an illusion of fast memory for cores. There are one or
more levels of caches private to cores and a large shared cache at the last
level. Going down the levels increases memory access time and capacity.
Caches are essential to minimize the adverse impact of accessing data from
slow off-chip main memory. Figure inspired from textbook by Hennessy and
Patterson [68].

Designing good caches for multicores requires careful performance and
energy tradeoffs. The thesis reiterates optimizations compiled by Hennessy
and Patterson [68].

Caches are optimized to reduce the average memory access time by re-
ducing three key metrics: hit time, miss rate, and miss penalty [68]. Larger
caches reduce capacity misses and provide good performance only upto a cer-
tain point. In addition, they increase static and dynamic power dissipation.
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Higher associativity minimizes conflict misses, but also increases power, hit
time and provides diminishing returns after a certain point. Larger block
size also reduces miss rate but can cause conflict and capacity misses.

The number of cache levels is proportional to the memory access latency.
Longer the latency, more the levels. Levels create an illusion of fast memory
to processing elements. First level caches are small, very fast, private to
cores and split for instruction and data. Caches in subsequent levels caches
are larger, combined, slower than the previous level and potentially shared
among cores. Sharing is not rationed and programs with a large memory
footprint can evict data required by other programs in the shared caches.

Several advanced optimizations are possible to further improve cache
performance. Pipelined, multibanked and non-blocking caches reduce hit
time, miss rate, and miss penalty. To reduce the hit time, small L1 caches
with carefully chosen associativity and way prediction are used. Miss penalty
and miss rate are reduced by compiler and hardware prefetching. Critical
word first and merging write buffers are techniques used to reduce the miss
penalty. Compiler optimizations such as loop interchange and tiling also
play a major role in reducing the miss penalty. Applications can also fine-
tune performance. Cache bypass access modes are provided for data that is
not reused. Cache lines holding data that is reused intensely can be locked
to prevent eviction. The optimizations have to carefully traded off with
increased hardware complexity, sophisticated compilation technology, and
increase power consumption.

Caches can be tagged and managed automatically in hardware, or they
can be managed explicitly in software. Hardware managed tagged caches
create the illusion of a single global memory to the instruction stream but
require additional area/logic to store/manage tags, and are unpredictable.
Software managed caches are predictable and occupy more area (no tags)
at the cost of cumbersome management in software. Predictable behavior
is essential for hard real-time applications but rarely needed elsewhere.

In addition to data and instruction caches, translation look-aside buffers
(TLB) are also part of the cache hierarchy. A TLB is a cache implemented
as a content-addressable memory (CAM) that stores physical address values
corresponding to virtual address keys. Placement of TLBs depends upon
whether data and instruction caches are tagged. Modern TLBs are also
tagged, associatively mapped and multi-level, similar to data and instruction
caches.
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Cache coherence

Cache coherence ensures that memory values cached in private caches are
consistent with the most recent update. Cache coherence is essential to
provide the shared memory abstraction and greatly influences the program-
ming model of multicore processors. For example, consider a memory block
B that is cached in the private L1 data caches of cores C1 and C2. If C2
writes the block B, then C1’s copy of B is stale. Cache coherence ensures
that when C1 eventually reads block B, it obtains the last write to B, in
this case the write by C2, and that writes to the block B are seen in order
i.e., serialized.

Cache coherence and memory consistency are closely related. Memory
consistency can be considered as an abstract model, whereas cache coherence
is the implementation of it. Another perspective is: cache coherence decides
when updates to a memory location are seen by processing elements, whereas
memory consistency decides in what order.

Cache coherence follows a coherence protocol that uses state bits in the
tag of each cache block to enforce an invariant succinctly penned by Micheal
Marty in his PhD thesis [111]: At any point in logical time, the permissions
for a cache block can allow either a single writer or multiple readers. The
invariant is maintained through communicating state machines in cache con-
trollers.

Two popular cache coherence mechanisms are snooping and directory-
based cache coherence.

Snooping based cache coherence: In snooping, all cache and memory
controllers listen to (snoop) a common bus for access requests and react
accordingly on data copies in their own caches. Snooping based coherence
is illustrated in Figure 2.3. Requests placed on the bus are broadcast to
all connected controllers, and only one request can be placed on the bus
at a time in a simple implementation. When a cache controller places a
write request for a block on the bus, all cache controllers that maintain a
copy of the block set its state to invalid and send an acknowledgment to
the requester. Similarly, when a cache controller places a read permission
for a block, the memory controller starts to fetch the data corresponding
to the block. At the same time, the cache controller that has a modified
copy of the block responds with the modified value to requesting controller,
sets the state of the block to shared and sends a fetch abort message to
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the memory controller. Snooping is fast and simple to implement for small
multicore processors with a few cores. However, the bandwidth required
for broadcasting and responding to requests becomes prohibitive in large
systems.
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Figure 2.3: Snooping based cache coherence. All cache and memory con-
trollers listen to (snoop) access requests on the bus and react accordingly
on data copies in their own caches. Here, the left-most cache controller
places a write request to a block, all controllers snoop on to the request and
two cache controllers invalidate copies of the block. Large bus bandwidth is
required to support snooping since requests are broadcast to all controllers
attached to the bus.

Directory based cache coherence: Directory-based cache coherence is
more scalable than snooping since it reduces the number of messages and
allows for simultaneous disjoint requests by introducing a level of indi-
rection [111]. Directory based coherence is illustrated in Figure 2.4. A
directory is an in-memory structure that tracks the location and state of
blocks in all caches of the system. Each block is assigned a dedicated di-
rectory called the home directory based on its address. Consider a read
miss scenario. When a cache controller encounters a read miss for a block,
it requests the home directory. The home directory looks up the locations
and states for the block. If the home directory finds that the block is not
located in any cache, it fetches the block from memory, forwards it to the
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requester and adds the requester to the set of locations for the block entry
in the directory. In another scenario for the read miss, if the home direc-
tory finds that the block is located in a remote cache in modified state, it
sends the remote cache controller a forwarding request, adds the requester
to the list of locations and marks the entry as shared. The remote cache
controller responds with data directly to the requester and marks the block
as shared. On a write miss, the directory sends invalidation requests to the
controller of the remote caches that contain the block, adds the requester
to the list of locations and sets the state of the block entry to modified.
The requester waits for invalidation acknowledgments from remote cache
controllers before proceeding with the write. Home directories buffer re-
quests to the same block and multiple home directories can be active at
the same time. A cross-chip interconnection network such as Quick Path
Interconnect [119] (QPI) or HyperTransport [73] (HT) ferries requests and
responses across processors.
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Figure 2.4: Directory based cache coherence introduces a level of indirection
to reduce the number of broadcast messages. A directory is data structure
in memory that tracks the location of blocks in caches. Each block has
a dedicated directory called the home directory. Cache controllers send
requests to home directories which then forwards the requests to only those
caches that contain copies. A cross-chip interconnection network is used to
ferry requests and responses across chips.

Cache coherence increases contention between coherence traffic and data
access traffic in a multi-level cache configurations. This problem can be
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solved by enforcing the inclusion property across cache levels. Inclusion
makes a cache a subset of the cache below it in the hierarchy. For example,
on the Intel Core i7 processor, the L1 and L2 caches maintain the inclusion
property. L1 contents are subsets of L2 contents with identical state. This
allows the L2 to send snoop responses without interrupting the L1. To
maintain inclusion correctly, blocks invalidated from the L2 cache in response
to snooping must also be evicted from the L1. Similarly, a write hit in the
L1 cache must be propagated to the L2. Inclusion reduces effective cache
capacity and is difficult to implement when block sizes and capacities vary
between a given pair of caches [68]. Caches in the AMD Opteron 6172
processor used in thesis experiments are exclusive i.e., they do not enforce
the inclusion property [32]. The inclusive property between the L1 cache
and local L2 cache bank can be turned on or off in the TILEPro64 manycore
processor used in the thesis.

Cache coherence is implemented hierarchically in a multi-chip (multi-
socket multi-core) configuration. Chip-level coherence protocols are ex-
tended to work on multiple chips through communication over the inter-
connection network. Two separate cache controllers are typically used, one
to manage private caches in each chip and the other to enable cross-chip co-
herence. The controllers that enable cross-chip coherence sees the chip as a
single cache unit. Although the controllers are separate, they communicate
with each other as per a protocol that minimizes interruptions between the
controllers and provides global cache coherence.

Since cache coherent hardware is complicated to design and verify, some
architectures fully avoid it. The IBM Cell [29] and Adapteva Epiphany [185]
are examples of multicore processors that avoid cache coherence in hard-
ware. Instead, these architectures use local memories called scratchpads to
exploit locality of reference. Scratchpads rely on software-controlled DMA
(Direct Memory Access) units to move data to and from main memory.
Lack of hardware cache coherence demands explicit and careful memory
management in software, placing a burden on programmers and ruling out
legacy software execution. Exponents of scratchpad memories argue for its
predictable, software-controlled nature. Some caches such as those on the
TILEPro64 [179] manycore processor can be configured by software to act as
scratchpads using techniques such as cache line locking and cache bypassed
accesses, providing the best of both worlds.
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Interconnection networks

Interconnection networks enable communication between multicore proces-
sor components using dynamically configured links. They are found at
several levels in a multicore processor. For example, they connect func-
tional units and register files inside processing elements, connect caches and
memory controllers to enable on-chip and cross-chip cache coherence, and
connect host processors with I/O (Input/Output) devices and accelerators.
Interconnection networks are carefully designed since they impact the peak
performance of an architecture by limiting the communication bandwidth
and latency between its components. An interconnection network is also
called fabric or in short as interconnect.

An interconnection network is constructed using channels between switches.
Channels, also called links, consist of wires and a buffer. A switch connects
input channels to output channels. Messages are routed from source to
destination along a route consisting of a series of switches and channels.
Typically, the shortest route is chosen for a message. The switches control
whether a message travels entirely on one route to the destination or if parts
of the message arrive at the destination using different routes. Switches also
implement flow control mechanisms that arbitrate access to a channel when
two or more messages request access to it at the same time. Topology, rout-
ing algorithm, switching strategy and flow control are major factors that
decide interconnection network performance.

Interconnection networks are best understood using properties. The
topology of the network is its physical layout. The diameter of the network
is the longest shortest path between any source and destination components.
The degree of a switch is the number of input and output channels. Diame-
ter and degree determine the area cost of a network. The number of switches
traversed by a message on its way from source to destination is the routing
distance which can be larger than the shortest path. The average routing
distance is called the average distance. Distance properties influence the
latency incurred when transporting messages. A network is node symmetric
if channel properties are the same at any switch. Communication can be
a bottleneck at switches that are asymmetric. The bisection width is the
minimum number of channels that have to be cut to split the network into
two identical groups. The bisection width quantifies the communication
bottleneck of the network under uniform random traffic.

Commonly used interconnection networks (topologies) are buses, cross-

42



bars, rings, and meshes.
The bus is the simplest, cheapest and most widely used interconnection

network [36]. A bus is symmetric, has a diameter and bisection width of
1, and its cost scales with the number of the communicating components.
In multicore processors, buses are used to connect cache and memory con-
trollers to enable snooping cache coherence (Figure 2.3), and to connect
I/O devices, for example, the early generations of the PCI (Peripheral Com-
ponent Interconnect) bus. A bus is implemented as a single channel that
connect all source and destination modules. It provide a cheap way to broad-
cast information since a message sent on the bus is seen by all components,
incurring the same cost as sending a point-to-point message. Access to the
bus is arbitrated by a protocol implemented in a bus controller that allows
only one component to communicate at a time. This property is known as
serialization and is exploited in snooping based cache coherence protocols
to order writes to a memory location. Buses however offer limited perfor-
mance because of low speed of operation (multidropping leads to impedance
discontinuity) and inherently serial nature.

A crossbar is a fully connected, symmetric interconnection network with
a diameter of 1 like the bus. However, the crossbar has a higher bisection
width since it permits simultaneous communication between two different
source and destination components. A crossbar is typically implemented
with NxN switches that connect N sources and N destination components
laid out orthogonally as shown in Figure 2.5.

(a) Crossbar (b) Ring
(c) Mesh

Figure 2.5: Topology of commonly used interconnection networks.

Crossbars are area-expensive due to the large number of switches re-
quired. They are typically used as building blocks for multi-stage networks
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(Clos networks) that are more area efficient while connecting a large set of
communicating components compared to full-blown crossbar implementa-
tion. A full crossbar can be seen between the memory, cache and network
controllers in the AMD Opteron processors [89, 32]. The Sun UltraSPARC
T2 processor [166] also has a full crossbar.

A ring is a simple, inexpensive, symmetric network that connects com-
municating components using point-to-point links as shown in Figure 2.5. If
the number of communicating components is N and the links unidirectional,
then the ring’s diameter is N-1, average distance N/2 (N/3 if links are bidi-
rectional) and the bisection width is 1 (2 if links are bidirectional). Routing
is simple since there is only one route (two routes if links are bidirectional)
between a given source and destination components. A ring network con-
nects the cache and memory controllers in the Intel Xeon Phi manycore
processor architecture [84].

The mesh network is a scalable network topology where communicating
components are arranged in 2D grid as shown in Figure 2.5. Each component
is connected to a dedicated switch that connects to switches in north-east-
south-west directions using point-to-point links. The mesh is asymmetric
since switches at the corners and edges have fewer connections than those in
the interior of the network. Communication latencies are non-uniform sim-
ilar to the ring – communicating with a neighbor is fast, whereas communi-
cating between components at opposite corners requires traversing switches
and links across the whole network. A mesh with NxN communicating com-
ponents has a diameter of 2N-2 and a bisection width of N. A real-world
example of the mesh interconnect can be seen inside manycore processors
such as the Tilera TILEpro64 [179] and the Adapteva Epiphany [185]. To
remove the asymmetry in the mesh and improve latency slightly, switches at
opposite edges are connected to create a dough-nut shaped topology called
the torus. Three-dimensional torus interconnects are used in supercomput-
ers such as the IBM Blue Gene/L [180].

2.1.4 NUMA Systems

NUMA (Non-uniform Memory Access) is an effect observed in a computer
system where memory at different locations in the address space have dif-
ferent access latencies. Systems with distributed memory modules typically
exhibit NUMA effects since there is a difference in wire lengths to memory
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modules mapped within the address space. Systems exhibiting the NUMA
effect are called NUMA systems.

The NUMA effect is not the symptom of a problem, rather the effect
occurs by design. As the gap between processor speed and memory speed
widened [68, Figure 2.2]., system designers had no choice but to move mem-
ory modules closer to processors and provide a global, cache-coherent ad-
dress space.

The NUMA effect was first noticed in large-scale, shared memory mul-
tiprocessor systems such as the SGI Altix where memory modules were at-
tached to different motherboards linked via proprietary interconnects [30].
These systems were then called ccNUMA systems (cache coherent NUMA
systems), and vendors made special modifications to the OS and offered user-
space locality optimization tools in order to minimize performance penalties
due to the NUMA effect. Today, the NUMA effect is seen in high-end
server systems with multiple multi-core processor and memory modules are
attached to individual processor sockets. Examples include multi-socket In-
tel Xeon and AMD Opteron servers [120].

The NUMA effect continues to become more pronounced in modern sys-
tems. Processors today have multiple memory controllers and distributed
cache banks [179] and their access latencies depend on the relative location of
cores on-chip. Future features such as 3D memory stacking and hierarchical
interconnects are set to exacerbate the NUMA effect even more [15].

A generic NUMA system with four multicore processors is shown in
Figure 2.6. Memory modules are local to each processor socket and mapped
to a global address space accessible to all processors. Processors access
local memory modules through the memory controller and remote memory
modules through the interconnect. Although not essential for correctness,
local memory accesses are crucial for performance since they are faster than
remote memory accesses and minimize interconnect congestion.

Operating Systems (OS) contain NUMA-specific optimizations and pro-
vide memory allocation and system subsetting methods for user-space pro-
grams to fine-tune performance. The thesis discusses few important NUMA
specific optimizations and methods particular to the Linux OS.

Linux classifies the memory space in a NUMA system into NUMA nodes.
Each NUMA node has an affinity to a specific memory module and cores
within in socket. Due to the affinity, all memory part of a NUMA node have
similar access latencies and properties.

Memory allocation policies in Linux decide placement of memory in
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Figure 2.6: A generic NUMA system with four multicore processors attached
to local memory modules. A global, cache-coherent address space is provided
through the interconnect. Local memory modules are accessed faster than
remote memory modules.

NUMA nodes. The policies perform memory allocation at increasing granu-
larities – memory pages in the address space of a process, the entire process
address space, and the whole system address space. The memory policy for
memory pages in a process address space over-rides the policy for the rest of
the process address space. Likewise the memory policy of process overrides
the system policy. Unless specifically requested, a process inherits memory
policy from the parent.

Important memory allocation policies are the node-local and interleave
policies [30]. The node-local policy allocates memory to the local NUMA
node. The policy is set as default in a running system to benefit small
processes that run within a NUMA node. The interleave policy allocates
pages in a round-robin manner across all NUMA nodes enabled in the pro-
cess taskset. Threaded processes can potentially improve access latencies by
allocating large data structures using the interleave policy. The interleave
policy is initially used as the default during the boot-up phase to distribute
kernel data structures evenly. After boot, the default policy is set to node-
local.

Closely related to the node-local policy is the first-touch memory allo-
cation. First-touch refers to the first access (page fault) to a memory page.
The page is allocated as per the memory allocation policy in effect during
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first-touch. Since node-local is the default memory allocation policy, first-
touch is used as an alias for node-local allocation. However, first-touch can
also allocate the page using the interleave allocation policy if it is in effect.

The Linux scheduler schedules a preempted process back on the core
that the process last executed on in order to exploit state saved in caches. If
that is not possible, then the scheduler picks a processor in the same socket.
If cores in the socket are occupied, the scheduler migrates the process to a
remote socket. Pages allocated previously by the process are typically not
migrated and incur potentially adverse remote access latencies. Memory
allocation policies that migrate pages on next touch have been proposed [175,
63, 93, 102].

System calls, library API (libnuma [90]), and command line tools such
as numactl and taskset allow programs to set the memory allocation policy,
migrate pages, and set affinity to NUMA nodes at the process and page
level. NUMA node statistics and topology information are also available in
system files (Example: SLIT (System Locality Information Table), memory
map files) and through command line tools such as numastat.

AMD Opteron 6172 based NUMA system

Most of the experiments in the thesis were conducted on a NUMA system
with 8 NUMA nodes built using the AMD Opteron 6172 processor. Features
of the Opteron 6172 and the experimental NUMA system are described
next. Technical details about the Opteron 6172 are obtained largely from
the report by Conway et al. [32].

The Opteron 6172 is a 12-core processor from AMD targeted at the
blade server market [32]. The Opteron 6172 provides higher performance
while operating within the same energy budget as the previous Opteron
generation. The crucial performance enabling factor is a cache coherence
enhancement called the probe filter.

The Opteron 6172 is a multi-chip module with two identical dies on
the same package built using 45 nm silicon technology. The die has six
out-of-order, three-way superscalar, x86-64 cores, each with 64 KB, 2-way
associative split instruction and data L1 caches, and a 512 KB, 16-way asso-
ciative L2 cache. The six cores share a 6 MB, 4-banked, 16-way associative
L3 cache. All caches have a line size of 64 bytes. Four HyperTransport
version 3 (HT3) ports and two DDR3 memory controllers are also part of
the die.
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The L2 cache acts a victim cache for the L1 cache. Blocks evicted from
L1 are placed in the L2 cache. Misses supplied from main memory (DRAM
or Dynamic Random-Access Memory) are installed directly in the L1. In
addition, L1 and L2 caches are exclusive, following AMD tradition. Blocks
that hit in the L2 are invalidated upon transfer to L1.

The L3 cache acts as a typical shared victim cache that stores cache
blocks evicted from an L2 cache. Several optimizations to reduce latency
and improve bandwidth are in place in the L3 cache. Banks of the L3 cache
can be accessed in parallel and the associated tag RAMs are placed in the
vicinity to reduce latency. Speculative reads are supported using predictors
that assume tag hits/misses issue prefetch requests to the local memory con-
troller. The predictors use recently accessed pages and L3 hit/miss ratio to
decide on prefetching. The L3 cache implements a special replacement algo-
rithm in which large but infrequently accessed data cannot evict intensely
accessed data.

The four HT3 ports on a die can both be used as a single link with width
equal to 16 (x16 HT3) or as two links of width 8 (x8 HT3). One x16 link is
reserved for I/O, one x16 and one x8 to connect to the other die in the same
package and the remaining three x8 links are used to connect upto three
other dies in remote packages.

Two processors can be connected together to form a 2P blade server, or
four processors can be connected to form a 4P blade server. The NUMA
system used in thesis experiments uses the 4P configuration known as Max
I/O in AMD Opteron 6172 parlance and is shown in Figure 2.7.

Non-uniform memory access latencies of read operations on the 48-core
NUMA system used in thesis experiments are in the range: 40 cycles for
local L3 hit, 138 (240) cycles to read from the NUMA node attached to
same (other) die, and 250-334 cycles to read from NUMA nodes attached to
remote sockets [120].

The memory controller is also optimized to reduce latency through ex-
tensive use of prefetching at several levels, burst mode writing, predictive
page closing and aggressive re-ordering of command and data schedules.

Traditionally, the Opteron processor architecture line used a coherence
protocol that was a hybrid snooping and directory based cache coherence
protocols. The protocol placed an ordering point in the memory controller
similar to directory based protocols. Misses in the last level cache were
queued as requests at the home ordering point. Once a request became
active, the ordering point sent broadcast message to all processors over the
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Figure 2.7: Topology of the AMD Opteron 6172 based NUMA system used
in thesis experiments. The system is configured as a four-socket blade server.
One x16 and one x8 HT3 link are used to connect to the other die in the
same socket. Dies in other sockets are connected using x8 HT3 links.

interconnect and also initiated a DRAM access in parallel, similar to the
snooping protocol. Broadcast and DRAM responses were sent directly to
the requester, which decided on the valid response and notified that the
request was complete to the home ordering point allowing it to activate the
next request queued for the same cache block.

The Opteron 6172 adds a probe filter to optimize the traditional hybrid
coherence protocol. The probe filter tracks where blocks are located and in
what state in the entire system, similar to a traditional directory. However,
unlike placing the directory in main memory as is typical in implementations,
the probe filter is implemented in the L3 cache to reduce directory access
latency. By default, the probe filter occupies 1 MB of the 6 MB L3 cache
and contains 256,000 entries. The cache coherence flow starts in the same
manner as the traditional protocol. Misses in the L3 cache are queued in
the home ordering point and eventually become active. At this point, a
DRAM access is started and the request is sent to the probe filter instead
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of broadcasting it to all processors. The probe filter looks up the location of
the block in the system and sends a probe if required directly to the owner
node, guaranteeing data. The probe filter therefore reduces the number
of broadcasts and acknowledgments to improve latency. AMD notes that
the probe filter is crucial for performance and is most effective in the 4P
configuration [32]. The probe filter is also known by its marketing name –
HyperTransport Assist.

2.1.5 Manycore Processors
A manycore processor has a large number of cores, typically several tens of
cores. Highly scalable components and a departure from traditional multi-
core design are needed to build an efficient manycore processor. For exam-
ple, the bus and crossbar interconnects are sufficient for multicore processors
with a few cores but fail to scale efficiently for tens of cores. Instead a mesh
interconnect that is efficient both in terms of area and latency is needed
in manycore processors. Similarly, a single memory controller per socket
does not suffice to supply the many cores in a manycore processor. Several
memory controllers that can bring in data on-chip in parallel are typically
added.

TILEPro64 manycore processor

The thesis uses the TILEPro64 manycore processor as a example architec-
ture to demonstrate contributions C-1 and C-2. Features of the TILEPro64
processor are described next. Technical details about the TILEPro64 are
obtained from the TILEPro64 Architecture Manual [179].

The TILEPro64 contains 64 in-order, 32-bit, 3-way VLIW cores. Each
core has a private direct-mapped, 16 KB L1I cache, a private two-way asso-
ciative, 8 KB L1D cache and a 64 KB bank of the shared, unified, four-way
associative L2 cache. Aggregated L2 capacity from 64 cores is 4 MB. There
is a single-level, fully associative, split TLB with 16 entries. Core, private
caches, TLB, and shared cache bank are bundled into a regular structure
called the tile. The 64 tiles are connected using a 8X8 mesh on-chip in-
terconnect. Each tile has a network controller that connects to the mesh
interconnect and enables communication with other tiles and I/O periph-
erals including four DDR2 on-chip memory controllers. Topology of the
TILEPro64 is shown in Figure 3.4.
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The TILEPro64 has a complex, software configurable cache subsystem
that supports out-of-order instruction retirement. Instructions can update
the register file without waiting for preceding load or store misses to com-
plete. data. The L2 cache supports upto eight outstanding load misses to
external memory as well as four outstanding L2 writebacks.

The TILEPro64 processor maintains cache coherence using a directory-
based protocol. Cache blocks within a memory page are first allocated
on-chip on a specific L2 cache bank called the home cache. The home cache
acts as a directory that tracks the location of the cache blocks assigned to
it. Upon a load miss in the local L2 cache bank of a tile, the home cache is
requested to provide the missing block as shown in Figure 2.8. The home
cache forwards the request to the tile that owns the block. The owner tile
send the block directly to the requesting tile. Depending upon how the
coherence protocol is configured, the block delivered is allocated selectively
in the L1 cache and local L2 cache bank of the requesting tile. Stores in a
tile are always write-through to the home cache, with a store update if the
block is found in the L1. In case of a write miss to a cache block, the home
cache sends invalidation commands to all tiles that share the block. Sharing
tiles acknowledge invalidation to the home tile which in turn acknowledges
the requesting tile to proceed with the write.

Cache coherence also snoops on DMA operations from I/O peripherals.
Cached data copies are invalidated on I/O memory write. Similarly, updated
data is forwarded from caches on a I/O read.

The TILEPro64 exhibits non-uniform memory access latencies on-chip
due to distributed cache banks. Figure 3.5 quantifies the non-uniform access
latencies to L2 cache banks. Load-to-use latencies for the entire memory
hierarchy are as follows: 2 cycles for a L1 data cache hit, 8 cycles for hitting
in the local L2 cache bank, 30-60 cycles for hitting in a remote L2 cache and
80 cycles to fetch data from memory on a L2 miss.

The TILEPro64 provides several options to configure the behavior of
memory subsystems. Cache coherence can be completely turned off. Mem-
ory can be striped across all four memory controllers at an 8 KB granularity.

Memory regions can be marked in software as non-cacheable. During
allocation, memory at cache block granularity can be prevented from getting
cached in the L1 data cache, can be pinned in the L2 cache bank to prevent
eviction, and prevented from getting cached in the local L2 bank when
delivered from remote home caches. The home cache of a cache block is set
during memory allocation. The hash-for-home memory allocation scheme
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Figure 2.8: Directory-based cache coherence on the TILEPro64 manycore
processor. Each cache block in a memory page has a dedicated directory
called the home cache. The home cache is an ordering point for requests
to the cache blocks assigned to it. (a) The home cache forwards read miss
requests to the owner tile which sends the block directly to the requesting
tile. (b) The home cache sends out invalidation requests and waits for ac-
knowledgments before allowing the requesting tile to proceed with the write.

allocates cache blocks in a main memory page uniformly on a system-wide
set of home caches. This is similar to the interleave allocation policy on
Linux-based NUMA systems. All cache blocks within a main memory page
can also be allocated on a single home cache, a scheme similar to the node-
policy in Linux-based NUMA systems. It is also possible to change the home
cache of a given cache block at a high migration cost.

The L2 cache can be partitioned to act as scratchpad memory operated
by software-controlled DMA circuitry.

The on-chip mesh interconnect connects tiles with five bi-directional,
32-bit wide channels. The links are used for dedicated communication pro-
tocols that support memory accesses, DMA operations, interrupts, inter-
process communication and user messages. The interconnect implements
pipelined packet switching, X-Y dimension order routing and credit-based
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buffer management.

2.2 OpenMP Programming
The section covers OpenMP history, a high-level overview of directives, basic
programming features, for-loop programming, and task-based programming.
Performance considerations for programmers, directive transformation and
scheduling are also reviewed.

2.2.1 History and development
OpenMP was assembled into a parallel programming standard in 1997 by
companies SGI and KAI, and adopted by many software vendors and hard-
ware manufacturers including Compaq, Intel, Digital, HP, Sun Microsys-
tems, and IBM [26, 25]. OpenMP was intended to serve as a portable
method to write code for different shared-memory parallel computers –
mainly SMP workstations – used by scientists and engineers. Although
SMP workstations are now obsolete, OpenMP has risen in importance since
it meets the urgent demand for productive parallel programming methods
imposed by ubiquitous multicore processors and heterogeneous accelerators.

OpenMP development is driven by the OpenMP Architectural Review
Board (ARB), a committee setup around the same time OpenMP was re-
leased. The OpenMP ARB reviews and deliberates on proposals for exten-
sions and new language features put forth by OpenMP users. Proposals
accepted by the ARB are queued to appear in future generations [19] of the
OpenMP specification [140]. The latest OpenMP specification at the time
of writing the thesis is version 4.5 [137].

2.2.2 Overview
OpenMP provides parallel programming abstractions mainly in the form
of compiler directives. Programmers can parallelize an existing sequential
program written in C, C++ and Fortran by inserting OpenMP directives at
source locations amenable for parallelization. The compiler transforms the
program as per the directives into code blocks that are executed in parallel
by an architecture specific runtime system. OpenMP also provides runtime
system functions and environment variables for programmers to control and
track the parallelization process.
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OpenMP is supported by many compilers [139] and is typically available
in every machine. Its directives enable quick realization of a wide variety
of parallel programming patterns including low-level thread-based program-
ming, for-loop parallelization, task-based programming, vectorization, and
executing code seamlessly on accelerators. Programmers can insert OpenMP
directives incrementally and reach required performance in measured steps.
The directives preserve serial semantics in the absence of an OpenMP com-
pliant compiler, promoting maintainability.

OpenMP abstractions strike a good balance between parallel program-
ming productivity and control. The directives are concise and require pro-
grammers to control only those aspects of the parallelization process that
are undecidable by the compiler and runtime system such as identifying
which program parts can be executed in parallel and in what order. Boiler
plate parallelization code generation, packaging code blocks for parallel ex-
ecution, thread management, and scheduling are handled transparently by
the compiler and runtime system. Those coming from the world of MPI and
thread-based programming (Example: Pthreads) will appreciate the relative
ease and simplicity of OpenMP programming.

2.2.3 Directives
OpenMP directives can be broadly classified into three types of constructs –
parallelism control constructs, data scoping constructs and synchronization
constructs [25].

Parallelism constructs enable programmers to create a team of threads
and divide work between them. OpenMP provides the parallel construct
to create a team of threads and orchestrate fork-join type of parallel control
flow. Constructs that divide work among a team of threads include the for
and task constructs which respectively enable for-loop parallelization and
task-based programming.

Data scoping constructs allow threads to share or create private copies of
program variables. A variable marked as shared has a single storage location
accessible by all threads in the team. Private variables are copied and stored
in private, per-thread stacks. Variable scoping is implicitly inferred through
complex scoping rules when not explicitly specified.

Synchronization constructs allow thread teams to co-ordinate access to
shared variables and signal events. The critical and atomic constructs
are commonly used for mutually exclusive access to shared variables. Syn-
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chronization based on events typically involves waiting for all threads to
reach a point in the program (barrier construct), forbidding threads from
executing code blocks (master and single constructs), and erecting mem-
ory fences (flush construct). Barriers are placed implicitly at the end of
several parallelism constructs to ensure correctness (serial semantics).

2.2.4 Basic program
A basic C program parallelized using OpenMP is shown Figure 2.9a. The
program squares the elements of an array in parallel using four threads.
The parallel construct creates a team of four threads that includes the
master thread executing the main function. All four threads execute the
block of code enclosed by the parallel construct. Each thread is directed
using its thread identifier to a specific array element. The thread identifier
is obtained using the runtime system function omp_get_thread_num. There
is an implicit barrier at the end of the parallel block where the thread
team synchronizes before disbanding. This style of parallel programming
where threads execute the same piece of code to process different data is
called Single Program Multiple Data [25] (SPMD).

Transformation of the parallel construct by the GCC compiler (ver-
sion 4.9.1) is shown in Figure 2.9b. The compiler transforms the code
block enclosed by the parallel construct into a separate function called
main._omp_fn.0. This process is called outlining [26] and main._omp_fn.0
is called an outlined function. The outlined function is passed as a parameter
to the runtime system function __builtin_GOMP_parallel. Inside the call,
the runtime system creates a team of threads and makes each thread execute
the outlined function. When all threads are done, control is returned back
to the main function.

Performance considerations

The basic SPMD program in Figure 2.9 demonstrates the relative ease of
writing parallel programs using OpenMP abstractions. However, the simpli-
fied writing does not translate to high performance just as quickly. Program-
mers are required to spend relatively large amounts of time implementing
scalable data structures and tuning OpenMP directives for performance.

Although OpenMP parallelization looks deceptively simple in the fore-
ground, programmers have to keep in mind that it incurs costs in the back-
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ground that factor into the critical path of the program. Typical paralleliza-
tion costs include time spent creating thread teams, scoping variables, call-
ing outline and runtime system functions, synchronizing with other threads
through mutual exclusion and event signaling. Programmer must therefore
ensure that there is sufficient work to do in the program to overcome par-
allelization overheads. In the basic SPMD program, work done inside the
parallel block is meager – squaring an element of an array involves a load,
multiply and store instructions. Such a small three-instruction workload is
insufficient to overcome the many instructions processed to create the team
of threads, scope variables, and perform barrier synchronization.

Another potential problem is the time spent by threads waiting for each
other at the barrier if work in the parallel block is uneven. Waiting with-
out doing useful, progressive work leads to a load imbalance problem. Work
inside the parallel block of the basic SPMD program is indeed uneven.
Since the squares array can easily fit on a cache line, updates to specific
elements of the array made by different threads results in false sharing, a
condition where a cache line shuttles through the memory hierarchy despite
updates to different memory addresses. False sharing causes cores to stall
and makes work inside the parallel block appear uneven. Programmers
must ensure that threads do useful work while waiting at the barrier. A
straight-forward way to achieve that is to make the parallel block exe-
cute evenly on all threads by reducing core stalling conditions such as false
sharing.

The good news is that state-of-the-art tools provide excellent support to
detect load imbalance, poor parallelization benefit and false sharing prob-
lems in parallel blocks. This is because parallel blocks are proxies for
threads and tools provide mature support to detect and resolve performance
problems at the thread level.

2.2.5 Parallelizing for-loops
OpenMP provides the for construct to parallelize for-loops which are work-
horses in scientific programs [26, 25]. Thanks to incremental parallelization
support in OpenMP, programmers can parallelize for-loops in scientific pro-
grams steadily, targeting the most compute intensive loop first and working
their way down the list of intensive loops.

An example C for-loop based program parallelized using OpenMP is
shown in Figure 2.10a. The program updates an array of structures in par-

57



allel. The structures hold data of 196 countries in the world. The combined
parallel for construct creates a team of threads and assigns iterations
of the enclosed for-loop to the threads for parallel execution. There is an
implicit barrier at the end of the loop where threads wait for each other
after completing execution of assigned iterations.

The for construct accepts a number of clauses to configure its behavior.
The number and order of iterations assigned to each thread is decided by
the schedule clause. In this example, the schedule is marked as dynamic,
4 which is explained later. The size of the team is decided by the run-
time system since it explicitly indicated using the num_threads clause. The
shared(countries) clause in the directive marks the array of structures
countries as shared. The loop iteration variable i is implicitly scoped
as private to each thread. The thesis refers readers interested about other
clauses of the for construct to the excellent OpenMP specification summary
card [140].

The compiler (GCC 4.9.1) translates the combined parallel for con-
struct by outlining the loop body into the function main._omp_fn.0 as
shown in Figure 2.10b. The outlined function includes both iteration assign-
ment logic and the body of the loop, and is handed over to the runtime sys-
tem for parallel execution via __builtin_GOMP_parallel_loop_dynamic, a
runtime system function. Inside the call, the runtime system creates a team
of threads and makes each thread execute the outlined function, similar to
the execution of the parallel construct in the basic program is Figure 2.9.
Iterations are assigned to each thread in chunks when it executes the out-
lined function. The runtime system ensures threads wait for each other
to finish all assigned iterations before control is returned back to the main
function.

Performance considerations

As long as the for-loop has a canonical shape, does not have statements that
transfer control abruptly outside the loop body, and is free of cross-iteration
dependences, the OpenMP compiler promises parallel execution with correct
results.

Programmers must ensure parallel for-loops are free of cross-iteration
dependences to produce correct results. Inadvertently executing loop iter-
ations that depend on each other in parallel leads to race conditions and
junk data. Programmers must carefully inspect the loop body and deem it
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free of cross-iteration dependences. The GCD test [68] and executing par-
allel for-loops in reverse [188] are quick ways to rule out the existence of
cross-iteration dependences.

Parallelizing for-loops is simplified by the concise and incremental na-
ture of the for construct. However, executing parallel for-loops in a scalable
manner requires programmers to tune iteration assignment and ensure suf-
ficient work.

The schedule clause controls the assignment of iterations to threads.
Programmers must tune the schedule clause to overcome for-loop par-
allelization overheads and balance iteration load on threads evenly. The
schedule clause accepts two parameters – schedule type (string) and
chunk size (integer). Iterations are assigned to threads in contiguous
chunks whose size is decided by the chunk size parameter. The schedule
type parameter can be one of static, dynamic, guided, auto and runtime.
These are explained next.

The static schedule assigns iterations to threads in a fixed manner that
depends only on the thread identifier, iteration number and the number of
threads. The schedule is fast to compute since it does not require synchro-
nizing with other threads and is typically hard-coded by the compiler into
the outline function of the loop body. However, a load imbalance is created
if iterations are uneven in size. In the example program in Figure 2.10, up-
dating structures pertaining to smaller countries like Iceland takes shorter
time than updating those pertaining to larger countries like Brazil. Threads
assigned short iterations finish early and wait for threads assigned long it-
erations to finish, without being able to help out with long iterations.

Iterations are assigned to threads flexibly and dynamically by dynamic
and guided schedules. Threads are assigned iterations on demand by the
runtime system. Figure 2.10b shows calls made repeatedly by threads to
the runtime system function __builtin_GOMP_loop_dynamic_next to ask
for iterations. Dynamic iteration assignment serializes threads to ensure
unique iterations are assigned. Programmers can minimize the serialization
cost by increasing the size of chunks assigned, thereby reducing the frequency
in which threads demand iterations. Chunk size remains constant (except for
the last chunk) for the dynamic schedule. The guided schedule exponentially
decreases the size of chunks assigned to threads.

Semantics of the auto schedule is decided by the implementation. The
runtime schedule parses the OMP_SCHEDULE environment variable for schedule
type and chunk size parameters.
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Programmers are required to try out different schedules and tune the
chunk size for each parallel for-loop to achieve efficient execution. State-
of-the-art OpenMP tools indicate for-loop parallelization overheads at the
thread level to help programmers set chunk size and schedule type pa-
rameters. However, programmers have to figure out the execution time and
schedule of individual iterations on their own or through expert help since
state-of-the-art OpenMP tools do not provide chunk level metrics. Typi-
cally, programmers combine thread level metrics with trial and error tuning
of the schedule clause for performance.

It is crucial to ensure that a for-loop executes long enough to overcome
parallelization overheads – the cost of creating a team of threads, assigning
iterations to threads and waiting for threads complete factor into the crit-
ical path of the program. For example, the execution time of a for-loop is
typically proportional to its data size. It is not beneficial to parallelize a
for-loop if the data size is too small to overcome parallelization overheads.
Programmers must therefore enable conditional parallelization of for-loops
based on data size. In another example, nested for-loops typically vary in
execution time depending on the nesting depth. It is not beneficial to par-
allelize an inner for-loop if it runs shorter than its parallelization time. In
this case, programmers have to parallelize the outermost for-loop in a loop
nest and try out loop interchange optimizations to ensure parallelized loop
levels are large. Parallelizing more than one level of a for-loop nest is not
enabled by default in OpenMP to avoid over-subscription problems [136].

2.2.6 Task-based programming
Programmers expose parallelism flexibly using abstractions called tasks [7]
in task-based programming. The burden of scheduling tasks on threads in
a balanced manner is fully delegated to the runtime system.

Task-based programming is relatively new in OpenMP. Explicitly syn-
chronized tasks were first introduced in version 3.0 of the standard (released
in year 2008) to enable parallelization of irregular programs that were in-
creasingly appearing in the application landscape of OpenMP [7]. Irregu-
lar programs contain dynamic structures such as while loops and recursive
function calls which are ill-suited for parallelization using regular and rigid
parallelism constructs such as for and sections.

OpenMP version 4.0 added support for implicit synchronization of tasks
based on data dependencies. This enables composition of data-flow pro-
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grams where a manager executes computation as soon as its data depen-
dences are met. Data-flow programming is ill-suited to be expressed with
explicitly synchronized tasks due to poor productivity and lost performance
due to lack of targeted task synchronization constructs. The latest version
4.5 [137] of the OpenMP standard adds support for task-generating for-loops
to enable scalable parallel for-loop performance.

An example program written using OpenMP tasks is shown in Fig-
ure 2.11. The program calculates the 42nd Fibonacci number using a style
called recursive fork-join task parallelism and is based on BOTS [45]. The
style is well-suited for divide-and-conquer algorithms that create work re-
cursively. A team of threads is created by the parallel construct but only
one of them is allowed to proceed with executing the parallel code block
due to the single construct. Therefore, only one thread makes the call to
the fib function from main. The task construct is used to create a task
in OpenMP. Task creation can only occur inside the context of a parallel
block. Two tasks are created conditionally in the function fib. Created
tasks are deferred for later execution by any thread in the team or executed
immediately by the current thread [7]. The taskwait construct waits for
the two tasks created by the current task to complete execution. The thesis
refers readers interested to know more about options for defining tasks to
the latest OpenMP specification version 4.5 [137] and the debut paper for
OpenMP tasks [7].

The GCC compiler (version 4.9.1) transforms the task and parallel
constructs by the usual method of outlining the code block following the
construct. The outlined task function is handed over to the runtime sys-
tem through a call to __builtin_GOMP_task. Inside the call, the runtime
system assigns the task outline function to a thread in the current team for
execution, or executes it immediately by the current thread if the condi-
tion specified by the if clause in true. The taskwait construct is stand-
alone and is transformed directly to a call to the runtime system function
__builtin_GOMP_taskwait. Inside the call, the runtime system makes the
current thread wait for children tasks created by the current task to com-
plete. While waiting, the current thread is allowed to execute other tasks
including the ones it is waiting for.
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2.2.7 Performance considerations

Task scheduling in OpenMP is handled transparently by the runtime system.
Programmers can neither determine nor control the order in which tasks are
executed between points of creation (task construct) and synchronization
(taskwait construct).

Having tasks with large execution times exposes only a few tasks and
upsets load balance by causing cores to idle. Very short execution times
for tasks improves the load balance by exposing many tasks but these can-
not overcome parallelization overheads or reuse data brought into caches.
Programmers therefore need to adjust the execution time of tasks and their
memory hierarchy utilization to maximize parallelism while overcoming par-
allelization overheads.

Existing OpenMP performance analysis tools hardly provide parallelism
metrics and contain limited support to precisely measure the execution time
and memory hierarchy utilization of individual task instances [163, 2, 53,
135]. Programmers have to use average measurements [62, 2], expert guid-
ance and trial-and-error methods to tune execution time and memory hier-
archy utilization of tasks.

Task execution time can be adjusted by adding code to cutoff task cre-
ation in the program or within the runtime system. Tasks not created are
executed immediately by the current thread, coarsening the execution time
of the task that attempted creation. Cutoff action at the program level is
controlled by cutoff inputs. Since tools provide limited support to precisely
measure the execution time of individual task instances [163, 2, 53, 135],
programmers predominantly set cutoff inputs by trial and error.

Cutoff action within the runtime system is also called inlining. Runtime
systems of the Intel C Compiler [77] (ICC) and GCC [145] implement inlin-
ing. Both static [42] and adaptive [44] inlining strategies for OpenMP tasks
have studied. Adaptive strategies perform supremely while there is no clear
winner among the static inlining methods.

OpenMP tasks complete execution on the thread that first picked them
up by default. This is known as tied behavior and the tasks are called tied
tasks. A task can be suspended at a switching point in its code block. Sus-
pended and tied tasks cannot be resumed by idle threads causing a load
imbalance. Programmers can use the untied clause while defining tasks
to improve load balance. Untied tasks can start execution on one thread
and resume execution on other threads at switching points. Implement-
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ing untied task support however is complicated and requires per-task stack
management. The GCC [138] runtime system does not support untied tasks
whereas the ICC [77] runtime system supports the feature.

The runtime system maintains a pool into which created tasks are added.
Idle threads can retrieve tasks from the pool and execute them as shown in
Figure 2.12. Scalability of the task pool is crucial for performance. Korch
et al. [91] evaluate the scalability of several task pool organizations includ-
ing central, distributed and hybrid (combined central and distributed) task
pools with optional dynamic task stealing. They recommend tailoring the
task pool to the application for the best performance, and provide valuable
tips for implementing efficient task pools.

Task pool organization and task addition and retrieval actions are de-
cided by the scheduling policy. The central-queue scheduling policy uses
a single double-ended task queue as shown in Figure 2.13. Threads place
newly created tasks into the queue at one end. Idle threads retrieve a task
at the same end (LIFO order) or from the other end (FIFO order) based on
the implementation. Retrieving tasks in LIFO order promotes better cache
utilization. The policy is simple to implement but loses performance when
many threads contend for access to the single task queue. Contention can
be minimized by increasing task execution time to make queue access infre-
quent or by making threads back-off after unsuccessful retrieval attempts.
The central-queue scheduler is also known as the breadth-first scheduler [42].

Work-stealing is a state-of-the-act scheduling policy used by many run-
time systems [187, 145] including those behind Cilk Plus [57], TBB [159]
and Wool [55]. Task are added to double-ended queues local to the parent
thread as shown in Figure 2.14. Idle threads steal tasks from randomly
selected task queues called victims when they cannot find work in their
own queue. Work-stealing balances load efficiently and is fast enough to
enable fine-grained tasks. Theoretical and practical efficiency of random
work-stealing is reported to a constant factor of optimal for a special class
of programs (fully strict) [13]. Nevertheless, queuing and stealing decisions
of work-stealing ignore the actual locality of data accessed by tasks. This
neglect shuttles data all over the memory hierarchy causing cores to stall
and under-perform on NUMA systems and manycore processors.

Optimizations of work-stealing exist. The Wool [55] library implements
transitive leap-frogging which improves over random victim selection of work-
stealing. Topology-aware work-stealing is employed commonly to avoid
locality disruption due to random victim selection [65, 132, 186]. Work-
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threads contend for access to queues when tasks are fine-grained.

stealing strategies parameterized by task types has been proposed to over-
come performance problems introduced by global scheduling decisions [190].

Olivier et al. [133, 131], Podobas, Brorsson, and Faxén [145] andWheeler,
Stark, and Murphy [187] make an in-depth analysis of task scheduler imple-
mentations on large multicore systems. Duran et al. [42] explore OpenMP
task scheduling techniques based on work-first/breadth-first techniques and
cutoff strategies. The work-first technique immediately executes the child
task and adds the suspended parent to the task pool, and was first imple-
mented in the Cilk scheduler [57]. Duran et al. [42] report that the work-first
scheduler provides better performance for untied tasks in comparison to the
breadth-first scheduler, but can be overkill if tasks are tied. They recom-
mend tuning the cutoff strategy to the program for performance.
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Provided steals are rare, work-stealing balances load efficiently even when
tasks are fine-grained. Performance is potentially lost on NUMA systems
and manycore processors since the actual locality of task data is ignored
while queuing and stealing tasks.
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Chapter 3

Data Distribution and
Locality-aware Scheduling

The chapter is based on Paper A:

A. Muddukrishna, P. A. Jonsson, and M. Brorsson. Locality-aware
task scheduling and data distribution for OpenMP programs on NUMA
systems and manycore processors. Scientific Programming, (981759),
2015.

The paper is added verbatim except for the following changes. Sections
are renamed for consistency across other paper chapters (Chapters 4 and 5).
References are merged with a thesis-wide list at the end. Unrestricted refor-
matting of the paper is permitted by the publisher license (Open Access).

3.1 Abstract
Performance degradation due to non-uniform data access latencies has wors-
ened on NUMA systems and can now be felt on-chip in manycore proces-
sors. Distributing data across NUMA nodes and manycore processor caches
is necessary to reduce the impact of non-uniform latencies. However, tech-
niques for distributing data are error-prone, fragile and require low-level
architectural knowledge. Existing task scheduling policies are favor quick
load-balancing at the expense of locality and ignore NUMA node/manycore
cache access latencies while scheduling. Locality-aware scheduling, in con-
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junction with or as a replacement for existing scheduling, is necessary to
minimize NUMA effects and sustain performance. We present a data dis-
tribution and locality-aware scheduling technique for task-based OpenMP
programs executing on NUMA systems and manycore processors. Our tech-
nique relieves the programmer from thinking of NUMA system/manycore
processor architecture details by delegating data distribution to the runtime
system and uses task data dependence information to guide the scheduling
of OpenMP tasks to reduce data stall times. We demonstrate our technique
on a four socket AMD Opteron machine with eight NUMA nodes and on the
TILEPro64 processor, and identify that data distribution and locality-aware
task scheduling improve performance up to 69% for scientific benchmarks
compared to default policies and yet provide an architecture-oblivious ap-
proach for programmers.

3.2 Introduction
NUMA systems consist of several multicore processors attached to local
memory modules. Local memory can be accessed both faster and with higher
bandwidth than remote memory by cores within a processor. Disparity
between local and remote node access costs increases both in magnitude
and non-uniformity as NUMA systems grow. Modern NUMA systems have
reached such size and complexity that even simple memory-oblivious parallel
executions such as the task-based Fibonacci program with work-stealing
scheduling have begun to suffer from NUMA effects [130]. Careful data
distribution is crucial for performance irrespective of memory footprint on
modern NUMA systems.

Data distribution is also required on manycore processors which exhibit
on-chip NUMA effects due to banked shared caches. Cores can access their
local cache bank faster than remote banks. The latency of accessing far-off
remote cache banks approaches off-chip memory access latencies. Another
performance consideration is that cache coherence of manycore processors is
software-configurable [194]. Scheduling should adapt to remote cache bank
access latencies that can change based on the configuration.

Scheduling decisions of the runtime system are key to task-based pro-
gram performance. Scheduling decisions are made according to scheduling
policies which until now have focused mainly on load-balancing — distribut-
ing computation evenly across threads. Load-balancing is a simple decision
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requiring little information from task abstractions used by the programmer
and has been effective for several generations of multicore processors.

However, scheduling policies need to minimize memory access costs in
addition to load-balancing for performance on NUMA systems and many-
core processors. Strict load-balancing policies lose performance since they
neglect data locality exposed by tasks. Neglecting data locality violates
design principles of the complex memory subsystems that support NUMA
systems and manycore processors. The subsystems require scheduling to
keep cores running uninterrupted and provide peak performance by exploit-
ing data locality.

Despite rising importance of data distribution and scheduling, OpenMP
— a popular and widely-available task-based programming paradigm —
neither specifies data distribution mechanisms for programmers nor provides
scheduling guidelines for NUMA systems and manycore processors even in
the latest version 4.0.

Current data distribution practices on NUMA systems are to either use
third-party tools and APIs [21, 156, 90] or re-purpose the OpenMP for
work-sharing construct to allocate and distribute data to different NUMA
nodes. The third-party tools are fragile and might not be available on all ma-
chines and the clever use of the parallel for work sharing construct [174]
relies on a particular OS page management policy and requires the program-
mer to know about the NUMA node topology on the target machine.

Similar data distribution effort is required on manycore processors. For
example, programmers directly use system API to distribute data on shared
cache banks on the TILEPro64. There are no third party tools to sim-
plify data distribution effort. Programmers additionally have to match data
distribution choice with numerous configurations available for the cache hi-
erarchy for performance.

Expert programmers can still work around existing data distribution
difficulties, but even for experts the process can be described as fragile and
error prone. Average programmers who do not manage to cope with all the
complexity at once pay a performance penalty when running their programs,
a penalty that might be partially mitigated from clever caching by the hard-
ware. The current situation will get increasingly worse for everybody since
NUMA effects are exacerbated by growing network diameters and increased
cache coherence complexity [113] that inevitably follow from increasing sizes
of NUMA systems and manycore processors.

We present a runtime system assisted data distribution scheme that al-
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lows programmers to control data distribution in a portable fashion with-
out forcing them to understand low-level system details of NUMA systems
and manycore processors. The scheme relies on the programmer to pro-
vide high-level hints on the granularity of the data distribution in calls to
malloc. Programs without hints will work and have the same performance
as before, which allows gradual addition of hints to programs to get partial
performance benefits. Our runtime system assisted distribution scheme re-
quires nearly the same programmer effort as regular calls to malloc and yet
doubles the performance for some scientific workloads on NUMA systems.

We also present a locality-aware scheduling algorithm for OpenMP tasks
which reduces memory access times by leveraging locality information gained
from data distribution and task data footprint information from the pro-
grammer. Our scheduling algorithm improves performance over existing
schedulers by up to 50% on our test NUMA system and 88% on our test
manycore processor in programs where NUMA effects degrade program per-
formance and remains competitive for other programs. Performance of sci-
entific programs — blocked matrix multiplication and vector cross product
improve by 14% and 69% respectively when the locality-aware scheduler is
used.

The article is an extension of our previous work on NUMA systems [123]
and manycore processors [124]. We provide common data distribution mech-
anisms (Section 3.4.1; Tables 3.1 and 3.2) and unify the presentation of
locality-aware scheduling mechanisms (Section 3.4.2; Algorithms 1, 2 and
3) for both NUMA systems and manycore processors. The new experimen-
tal setup for manycore processors enables L1 caching (Section 3.5.1) for a
more realistic scenario. We disabled L1 caching in previous work to iso-
late locality-aware scheduling effects. We provide new measurements for
manycore processors with a work-stealing scheduler as the common baseline
(Section 3.5.2; Figures 3.9 and 3.10). Previous work used a central queue-
based scheduler as the baseline for manycore processors. We demonstrate
the impact of vicinity sizes while stealing tasks (Section 3.5.2; Figure 3.11),
which is not done in previous work.

3.3 Problem Motivation
We quantify the performance improvement from data distribution by means
of an experiment conducted on an eight NUMA node system with four AMD
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Opteron 6172 processors. The topology of the system is shown in Figure 3.1.
The maximum NUMA distance of the system according to the OS is 22,
which is an approximation of the maximum latency between two nodes.
NUMA interconnects of the system are configured for maximum performance
with an average NUMA factor of 1.19 [32]. Latencies to access 4 MB of
memory from different NUMA nodes measured using the BenchIT tool are
shown in Figure 3.2. Detailed memory latencies of a similar system are
reported by Molka et al. [120].
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Figure 3.1: Topology of eight NUMA node, 48-core system with four AMD
Opteron 6172 processors. Each processor has a 64KB DL1 cache, a 512KB
L2 cache and a 5MB L3 cache.

We execute task-based OpenMP programs using Intel’s OpenMP imple-
mentation with two different memory allocation strategies: the first strategy
uses malloc with the first-touch policy and the second distributes memory
pages evenly across NUMA nodes using the numactl tool [90]. We use first-
touch as a short hand for malloc with first-touch policy in the rest of the
paper. We measure execution time of the parallel section of each program
and quantify the amount of time spent waiting for memory by counting
dispatch stall cycles which includes Load/Store Unit stall cycles [4].

Several programs show a reduction in execution time when data is dis-

73



0 1 2 3 4 5 6 7

node

0

100

200

300

400

la
te

nc
y 

[c
yc

le
s]

Figure 3.2: Latencies measured while accessing 4MB of data allocated on
different NUMA nodes from node 0 of the eight node Opteron system. Re-
mote node accesses are expensive.

tributed across NUMA nodes as shown in Figure 3.3. The reduction in
dispatch stall cycles contributes to the reduction in execution time. Per-
formance is maintained with data distribution for all remaining programs
except Strassen.

We can explain why benchmarks maintain or lose performance with data
distribution. Alignment scales linearly which implies low communication.
Data distribution does not relieve the memory sub-system for FFT, Health,
SparseLU and Strassen benchmarks. Execution time of Health surprisingly
improves despite increased dispatch stall cycles implying bandwidth im-
provements with data distribution. Strassen is a counter-example whose
performance degrades from data distribution. Strassen allocates memory
inside tasks. Distributing the memory incurs higher access latencies than
first-touch.

We demonstrate how locality-aware task scheduling used in conjunction
with data distribution can further improve performance by means of an ex-
periment on the TILEPro64 manycore processor. We explain the experiment
after introducing key locality features of the TILEPro64 architecture.

The TILEPro64 is a 64-core tiled architecture processor with a config-
urable directory-based cache coherence protocol and topology as shown in
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Figure 3.3: Performance impact of data distribution compared to first-
touch in programs taken or derived from the Barcelona OpenMP Task Suite
(BOTS) [45] and executed on the eight node Opteron system. Execution
time corresponds to the critical path of parallel section. Dispatch stall cycles
are aggregated over all program tasks. Most programs improve or maintain
performance when data is distributed across NUMA nodes.

Figure 3.4. Load and store misses from cores are handled by a specific L2
bank called the home cache. A cache line supplied by the home cache can
be allocated selectively in the local L2 bank (inclusive) and the L1 cache de-
pending on software configuration. Stores in a tile are always write-through
to the home cache with a store update if the line is found in the L1 cache.
Load latency of a cache line depends on home cache location and is non-
uniform as shown in Figure 3.5. Remote home caches take four to six times
longer to access than local home caches.

TILEPro64 system software also provides data distribution mechanisms.
Cache lines in a main memory page can be distributed uniformly to all home
caches or to a single home cache. The home cache of an allocated line can
additionally be changed at a high cost through migration [179]. The perfor-
mance impact of data distribution on the TILEPro64 is similar to NUMA
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Figure 3.4: TILEPro64 topology. Tiles are connected by an 8X8 mesh on-
chip network. Each tile contains a 32-bit VLIW integer core, a private 16KB
IL1 cache, a private 8KB DL1 cache, a 64KB bank of the shared 4MB L2
cache and a network controller.

systems. Memory allocations through malloc are uniformly distributed to
all home caches.

We now explain our experiment to demonstrate locality-aware scheduling
effectiveness. Consider map [112] — a common parallelization pattern as
shown in Listing 3.1. Tasks operate on separate chunks of data in the map
pattern. We execute the map program using two different strategies. Data
is uniformly distributed to all home caches and work-stealing scheduling is
used to assign tasks to idle cores in the first strategy. Data is distributed
per-allocation to separate home caches and locality-aware scheduling is used
to assign tasks to cores such that data is supplied by the local home cache
in the second strategy.

The top and bottom graphs in the first column of Figure 3.10 show
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Listing 3.1: Parallel map implemented using OpenMP tasks
/* A l l o ca t e and i n i t i a l i z e data */
f o r ( i n t i =0; i<N; i++) {

l i s t [ i ] = mal loc ( s i z e o f ( i n t ) * SZ ) ;
i n i t i a l i z e ( i , l i s t [ i ] , SZ ) ;

}

/* Work in p a r a l l e l */
f o r ( i n t i =0; i<N; i++) {
#pragma omp task input ( l i s t [ i ] [ 0 : SZ−1])

map( l i s t [ i ] , SZ ) ;
}
#pragma omp taskwai t

performance of the map program under the two strategies respectively. The
second strategy outperforms the first. Tasks execute faster under locality-
aware scheduling since data is supplied by the local home cache. Selectively
assigning home caches to cache lines rather than uniformly distributing them
is beneficial for locality-aware scheduling. Task performance suffers from
non-uniform home cache access latencies due to uniform data distribution
and work-stealing scheduling.

We conclude that overheads from memory access latencies are signifi-
cant in OpenMP programs. Proper choice of data distribution and schedul-
ing is crucial for performance. Our goal is to provide simple and portable
abstractions that minimize memory access overheads by performing data
distribution and enabling scheduling that can exploit locality arising from
data distribution.

3.4 Method

3.4.1 Runtime System Assisted Data Distribution
Runtime system assisted data distribution is one mechanism for increasing
performance portability. Handling specific OS and hardware details can be
delegated to an architecture-specific runtime system which has a global view
of program execution.

78



We propose a memory allocation and distribution mechanism controlled
by a simple data distribution policy that is chosen by the programmer. The
distribution policy choice is deliberately kept simple with only a few choices
in order to provide predictable behavior and be easy to understand for the
programmer, just like process binding hints in OpenMP are defined. There
are two different policies available to the programmer as shown in Table 3.1.
Unit and location abstractions used in policy descriptions are explained in
Table 3.2.

Table 3.1: Simple data distribution policies for the programmer.

Policy Behavior
Standard Delegate data distribution to the OS.
Fine Distribute data, unit-wise round-robin, across all locations.
Coarse Distribute data units, per-allocation round-robin, across all

locations.

Table 3.2: Data distribution policy abstractions.

System Unit Location
NUMA System Page NUMA Node
TILEPro64 Cache Line Home Cache

We demonstrate how the data distribution policies work and propose
preliminary interfaces for policy selection using an example program in List-
ing 3.2. The program makes memory allocation requests A-E which span
eight units of memory. Requests A and B use a proposed interface called
omp_malloc whose signature is similar to malloc. The user selects the data
distribution policy for requests A and B by setting a proposed environ-
ment variable called OMP_DATA_DISTRIBUTION to one of standard, fine
or coarse prior to the program invocation. The standard data distribu-
tion policy choice refers to the machine default — first-touch for NUMA
systems and uniform distribution for TILEPro64. Memory requested using
omp_malloc is distributed to different locations based on the global data
distribution policy selected. Requests C-E use omp_malloc_specific —
an extension of omp_malloc — to override the global policy and distribute
specifically instead. Machine level results of policy actions are shown in
Figure 3.6.
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Listing 3.2: Program using the proposed interface for selecting data distri-
bution policies.
i n t main ( . . . ) {

. . .
/* A l l o ca t e data */
s i z e_t sz = 8 * UNIT_SIZE ;
/* NUMA system : UNIT_SIZE = PAGE_SIZE */
/* TILEPro64 : UNIT_SIZE = PAGE_SIZE/CACHE_LINE_SIZE */
void * A = omp_malloc ( sz ) ;
void * B = omp_malloc ( sz ) ;
void * C = omp_malloc_speci f ic ( sz , OMP_MALLOC_COARSE) ;
void * D = omp_malloc_speci f ic ( sz , OMP_MALLOC_COARSE) ;
void * E = omp_malloc_speci f ic ( sz , OMP_MALLOC_FINE) ;

/* I n i t i a l i z e data */
i n i t (A, B, C, D, E, sz , . . . ) ;

/* Work in p a r a l l e l */
#pragma omp p a r a l l e l
{

. . .
}
. . .

}

$ export OMP_DATA_DISTRIBUTION=<standard | f i n e | coarse>
$ <invoke program>

We provide heuristics in Table 3.3 to assist in the choice of data distri-
bution policy. The heuristics are based on the number of data allocations
through malloc in the original program and the number of tasks operating
on those allocations. Programs with many tasks and a single malloc call
will benefit from using the fine policy since cores can issue multiple out-
standing requests to different nodes/home caches. Programs with a single
task and many malloc calls can use the coarse policy to improve bandwidth
since memory is likely to be fetched from different network links. Programs
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Figure 3.6: Data distribution results on an example four-node/four-tile ma-
chine. We simplify illustration by using eight cache lines per page. In reality,
over 64 cache lines typically make up a page.

with many malloc calls and many tasks that operate on allocated data are
likely to improve performance with the coarse policy due to reduced network
contention assuming tasks work on allocations in isolation.

Table 3.3: Heuristics to select data distribution scheme.

Number of tasks operating on data
One Many

Number of malloc calls One Regular malloc Fine
Many Coarse Coarse

We have built the runtime system assisted distribution scheme using
readily available support — libnuma on NUMA systems and special alloca-
tion interfaces on the TILEPro64. The overhead of the distribution scheme
is low since our implementation wraps the system API with a few additional
book-keeping instructions. The book-keeping instructions track the round-
robin node selection counter for the coarse distribution policy and cache
location affinity of data when requested by the locality-aware scheduling
policy described in Section 3.4.2.
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Programmers do not need to be concerned about NUMA node/home
cache identifiers and topology in order to use our data distribution scheme.
The distribution policy choice is kept simple with only those choices that
are easy to predict and understand for the programmer. Programmers can
also incrementally distribute data by targeting specific memory allocation
sites. We also provide precise control for expert programmers in our imple-
mentation allowing them to override the global data distribution policy and
request fine or coarse data distribution for a specific allocation. We have
implemented two simple distribution policies to demonstrate the potential
of our data distribution scheme. Runtime system developers can use the
extensibility of our scheme to provide more advanced distribution policies
as plug-ins. Programmers can be educated about distribution policies in
a manner similar to existing education about for loop scheduling policies
within the OpenMP specification.

3.4.2 Locality-aware Task Scheduling

Our implementation of locality-aware scheduling aims to further leverage
the performance benefits of data distribution. The main idea behind our
locality-aware scheduler is to schedule tasks to minimize memory access
latencies. The locality-aware scheduler uses an architecture-specific task
queue organization and takes locality-aware decisions both during work-
dealing and work-stealing. Work-dealing refers to actions taken at the point
of task creation and work-stealing are actions taken when threads are idle.

Knowing the data footprint of tasks is crucial for the scheduler. We ex-
pect data footprint information to come from the programmer through task
definition clauses which do not yet exist in the OpenMP specification. We
currently estimate the data footprint of each task through the information
provided by the depend clause in the OpenMP 4.0 specification. The esti-
mate is fragile when programmers specify an incomplete depend clause that
is sufficient for scheduling decisions but underestimate the data footprint.
The limitation can be overcome if programmers use low-effort expressive
constructs such as array-sections to express a large fraction of the data foot-
print in the depend clause in return for improved performance.

The locality-aware scheduler binds task queues to architectural locations
to which data can be distributed. There is a task queue per NUMA node on
NUMA systems and per home cache on the TILEPro64. Tasks are added at
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the front and removed from the back of task queues. The scheduler binds
one thread to each core.

NUMA Systems

We describe the work-dealing algorithm of the locality-aware scheduler in
Algorithm 1. The scheduler deals a task at the point of task creation to the
node queue having the least total memory access latency for pages not in
the last-level cache (LLC). The individual access latencies are computed by
weighting NUMA node distances with the node-wise distribution D of the
data footprint of the task.

NUMA node distances are obtained from OS tables which are cached
by the scheduler for performance reasons. The distribution D is calculated
using page locality information cached by the data distribution mechanism.
The complexity of the access cost computation is O(N2) where N is the
number of NUMA nodes in the system, typically a small number.

1 Procedure deal-work(task T, queues Q1, . . . , QN , current node n,
cores per node C)

2 Populate D[1:N] with bytes in T.depend_list;
3 if sum(D) > sizeof(LLC)/C and Standard_Deviation(D) > 0

then
4 find Ql with least NUMA distance-weighted cost to D;
5 enqueue(Ql, T);
6 else
7 enqueue(Qn, T);
8 end
9 end

Algorithm 1: Work-dealing algorithm for NUMA systems.

Tasks are immediately added to the local queue when scheduling costs
outweigh the performance benefits decided by two thresholds. The first
threshold — Sum(D) > sizeof(LLC)/C — ensures that tasks have a work-
ing set size exceeding the LLC size per core. The second threshold — Stan-
dard_Deviation(D) > 0 — ensures that scheduling effort will not be wasted
on tasks with a perfect data distribution.

Distributed task queues may lead to load-imbalance and in our experi-
ence the performance benefits from load-balancing often trumps those from
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locality. We have therefore implemented a work-stealing algorithm to bal-
ance the load. Stealing is still preferred over idle threads although cycles
spent dealing tasks are wasted.

We show the stealing algorithm of the scheduler in Algorithm 2. Threads
attempt to steal when there is no work in the local queue. Candidate queues
for steals are ranked based on NUMA node distances. The algorithm in-
cludes a threshold which prevents tasks from being stolen from nearly empty
task queues which would incur further steals for threads in the victim node.
There is an exponential back-off for steal attempts when work cannot be
found.

1 Procedure find-work(queues Q1, . . . , QN , current node n, cores per
node C)

2 if empty Qn then
3 for Qi in (Sort Q1 . . . QN by NUMA distance from n) do
4 if sizeof(Qi) > distance(i, n)*C then
5 Run dequeue(Qi);
6 break;
7 end
8 end
9 else

10 Run dequeue(Qn);
11 end
12 end

Algorithm 2: Work-finding algorithm for NUMA systems.

Manycore Processors

We describe the work-dealing algorithm of the locality-aware scheduler in
Algorithm 3. The scheduler deals a task to the home cache queue having the
least total memory access latency for cache lines not in the private L1 cache.
The individual access latencies are computed by weighting home cache ac-
cess latencies with the home-cache distribution D of the data footprint of
the task. Home cache access latencies are calculated by benchmarking the
interconnect during runtime system initialization. The scheduler avoids re-
calculation by saving latencies across runs. The distribution D is calculated
using home cache locality information cached by the data distribution mech-
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anism. The complexity of the access cost computation is O(N2) where N is
the number of home caches in the system.

1 Procedure deal-work(task T, queues Q1, . . . , QN , current home
cache n, current data distribution policy p, access-intensive
dependence index a)

2 if p == coarse then
3 if exists a then
4 find Qa containing T.depend_list[a];
5 enqueue(Qa, T);
6 else
7 Populate D[1:N] with bytes in T.depend_list;
8 if sum(D) > sizeof(L1) then
9 find Ql with least home cache latency cost to D;

10 enqueue(Ql, T);
11 else
12 enqueue(Qn, T);
13 end
14 end
15 else
16 enqueue(Qn, T);
17 end
18 end

Algorithm 3: Work-dealing algorithm for TILEPro64.

Tasks are immediately added to the local queue if scheduling costs out-
weigh the performance benefits. The algorithm ignores distribution policies
which potentially distribute data finely to all home caches (condition p ==
coarse). Only tasks with a working set exceeding the L1 data cache are
analyzed (condition sum(D) > sizeof(L1)).

Another condition — exists a — minimizes scheduling effort by using
programmer information about the access intensity to data dependences in
the list T.depend_list. The index a denotes the most intensely accessed data
dependence in the list. The scheduler queues tasks with intensity informa-
tion in the queue associated with the home cache containing the intensively
accessed dependence. Note that we rely on a custom clause to indicate in-
tensity since existing task definition clauses in OpenMP do not support the
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notion.
We have implemented a work-stealing algorithm to balance load on task

queues. Queues are grouped into fixed size vicinities and idle threads are
allowed to steal tasks from queues in the same vicinity. Cross-vicinity steals
are forbidden. Threads additionally back-off when work cannot be found.
The size of the vicinity is selected by the programmer prior to execution.
We allow vicinity sizes of 1, 4, 8, 16 and 63 tiles in our implementation as
shown by tile groups in Figure 3.4. A vicinity size of 1 only includes the
task queue of the member thread, vicinity size of 63 includes task queues of
all threads.

3.5 Experimental Evaluation

3.5.1 Setup

We evaluated data distribution assistance and locality-aware scheduling us-
ing benchmarks described in Table 3.4. The benchmarks were executed
using MIR, a task-based runtime system library which we have developed.
MIR supports the OpenMP tied tasks model and provides hooks to add cus-
tom scheduling and data distribution policies which allows us to compare
different policies within the same system. We programmed the evaluation
benchmarks using the runtime system interface directly since MIR does not
currently have a source-to-source translation front-end.

We ran each benchmark in isolation 20 times for all valid combinations of
scheduling and data distribution policies. We recorded the execution time
of the critical path of the parallel section and collected execution traces
and performance counter readings on an additional set of runs for detailed
analysis.

We used a work-stealing scheduler as the baseline for comparing the
locality-aware scheduler. The work-stealing scheduler binds one thread to
each core and uses one task queue per core. The task queue is the lock-
free dequeue by Chase and Lev [27]. The implementation is an adaption of
the queue from the Glasgow Haskell Compiler version 7.8.3 runtime system.
Each thread adds newly-created tasks to its own task queue. Threads look
for work in their own task queue first. Threads with empty task queues
select victims for stealing in a round-robin fashion. Both queuing and steal-
ing decisions of the work-stealing scheduler are fast but can result in high
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Table 3.4: Pattern-based [112] and real-world benchmarks

Benchmark Behavior

Data
Distribution

Heuristic
Guidance

Map (pattern-
based) 1D vector scaling Coarse

Reduction
(pattern-
based)

Iterative implementation of merge
phase of BOTS Sort Fine

Vecmul Vector cross product Coarse

Matmul
Blocked matrix multiplication
with BLAS operations in task
computation

Coarse

Jacobi Blocked 2D heat equation solver Fine

SparseLU LU factorization of sparse matrix.
Derived from BOTS SparseLU. Coarse

memory latencies during task execution since the scheduling is oblivious to
data locality and NUMA node/remote cache access latencies.

NUMA System

We used the Opteron 6172 processor based eight NUMA node system de-
scribed in Section 3.3 for evaluation. Both runtime system and benchmarks
were compiled using the Intel C compiler v13.1.1 with -O3 optimization. We
used per-core cycle counters and dispatch stall cycle counters to respectively
measure execution time and memory access latency of tasks.

Manycore Processor

Both runtime system and benchmarks were compiled using the Tilera GNU
compiler with -O3 optimization. We used integer versions of evaluation
benchmarks to rule out effects of slow software-emulated floating-point op-
erations. Benchmark inputs were selected to minimize off-chip memory ac-
cesses. We also minimized the adverse effect of evicting local home cache en-
tries to memory by disabling local L2 (inclusive) caching. We used per-core
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cycle counters and data cache stall cycle counters to respectively measure
execution time and memory access latency of tasks.

The locality-aware scheduler avoids long home cache access latencies.
The L1 cache also mitigates the impact of long home cache access latencies.
We separated effects of locality-aware scheduling by disabling L1 caching in
previous work [124] but enabled L1 caching in the current setup for a more
realistic scenario.

3.5.2 Results
We show performance of evaluation benchmarks for combinations of data
distribution and scheduling policy for the eight node Opteron system in Fig-
ure 3.7. The fine distribution is a feasible replacement for numactl since ex-
ecution times with the work-stealing scheduler are comparable to page-wise
interleaving using numactl. Performance degrades when distribution poli-
cies violates the guidelines in Table 3.3 for both work-stealing and locality-
aware schedulers. For example, performance of Matmul degrades when the
fine distribution policy is used. The locality-aware scheduler coupled with
proper data distribution improves or maintains performance compared to
the work-stealing scheduler for each benchmark.

We use thread timelines for Map and Matmul in Figure 3.8 to explain
that reduced memory page access time is the main reason behind the differ-
ence in task execution times of the work-stealing and locality-aware sched-
uler.

The thread timeline indicates time spent by threads in different states
and state transition events. Threads are shown on the Y-axis, time on the
X-axis and memory access latencies on the Z-axis. The Z-axis is represented
using a linear green to blue gradient which encodes memory access latencies
measured at state transition boundaries. Green represents lower memory
access latencies and blue higher. We filter out all thread states except task
execution. Timelines of a benchmark are time aligned (same X-axis span)
and gradient aligned (same Z-axis span). Timelines are additionally zoomed-
in to focus on task execution and omit runtime system initialization activity.

Understanding benchmark structure is also necessary to explain the per-
formance difference. Each task in the Map benchmark scales a separate
vector in a list. Coarse distribution places all memory pages of a given vec-
tor in a single node whereas fine distribution spreads the pages uniformly
across all nodes.
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Figure 3.7: Performance of data distribution combined with work-stealing
and locality-aware scheduling on eight node Opteron system. Execution time
is normalized to performance of work-stealing with memory page interleav-
ing using numactl for each benchmark. Inputs to Map: 48 floating-point
vectors, 1MB each; Jacobi: 16384X16384 floating-point matrix, block size =
512; Matmul: 4096X4096 floating-point matrix, block size = 128; SparseLU:
8192X8192 floating-point matrix, block size = 256; Reduction: 256MB
floating-point array, depth = 10. Combination of numactl page-wise in-
terleaving and locality-aware scheduling is excluded since the locality-aware
scheduler does not currently support querying numactl for page locality in-
formation. Locality-aware scheduling in combination with heuristic-guided
data distribution, improves or maintains performance compared to work-
stealing.

The locality-aware scheduler combined with coarse distribution mini-
mizes node access latency by ensuring that each task accesses its separate
vector from the local node. The behavior can be confirmed by low memory
access latencies seen in Figure 3.8 (light green). The work-stealing scheduler
with coarse distribution loses performance due to increased remote memory
accesses latencies as indicated by the relatively higher memory access laten-
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Figure 3.8: Thread timelines showing task execution on the eight node
Opteron system. Threads are shown on the Y-axis and time on the X-
axis. Memory access latencies are encoded using a green-blue gradient.
Tasks stall for fewer cycles under locality-aware scheduling combined with
heuristic-guided data distribution.
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cies (dark green and blue).
We can also explain performance of cases that violate the guidelines by

using timelines. The locality-aware scheduler with fine distribution detects
that pages are uniformly distributed across nodes and places all tasks in
the same local queue. The imbalance can not be completely recovered from
since steals are restricted. The work-stealing scheduler with fine distribution
balances load more effectively in comparison.

Each task in the Matmul benchmark updates a block in the output ma-
trix using a chain of blocks from two input matrices. Coarse distribution
places all memory pages of a given block in a single node whereas fine dis-
tribution spreads the pages uniformly across all nodes. The memory pages
touched by a task are located on different nodes for both coarse and fine
distribution. The locality-aware scheduler with fine distribution detects that
data is evenly distributed and falls back to work-stealing by queuing tasks
in local queues. Tasks execute for a longer time with both schedulers as
indicated by similar memory access latency (similar intensity of green and
blue). However, the locality-aware scheduler with coarse distribution ex-
ploits locality arising from distributing blocks in round-robin as indicated
by the relatively lower memory access latency (lighter intensity of green and
blue) in comparison to the work-stealing scheduler.

We show the performance of evaluation benchmarks for combinations
of data distribution and scheduling policy for the TILEPro64 processor in
Figure 3.9. Results are similar to those on the eight node Opteron sys-
tem. Performance degrades when distribution policies are chosen against
heuristic guidelines in Table 3.3 for both work-stealing and locality-aware
schedulers. The locality-aware scheduler coupled with proper data distri-
bution improves or maintains performance compared to the work-stealing
scheduler for each benchmark. Locality-aware scheduler performance is also
sensitive to vicinity sizes.

SparseLU is a counter-example whose performance degrades with heuristic-
guided coarse distribution and work-stealing scheduling. Performance is
also maintained with both coarse and fine distribution on NUMA systems.
SparseLU tasks have complex data access patterns which require a data
distribution scheme more advanced than fine and coarse.

Reduction allocates memory using a single malloc call. Coarse distribu-
tion is a bad choice since all cache lines are allocated in a single home cache.
Locality-aware scheduling serializes execution by scheduling tasks on the
core associated with the single home cache. Stealing from larger vicinities
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Figure 3.9: Performance of data distribution combined with work-stealing
and locality-aware scheduling on TILEPro64. Execution time is normalized
to performance of work-stealing scheduling with fine distribution for each
benchmark. Inputs to Map: 63 integer vectors, 32KB each; Reduction:
700KB integer array, depth = 6; Vecmul: 128 integer vectors, 28KB each;
SparseLU: 1152X1152 integer matrix, block size = 36, intensity heuristic
enabled for tasks executing the bmod function. Locality-aware scheduling, in
combination, with heuristic-guided data distribution, improves or maintains
performance compared to work-stealing.

balances load to win back performance.
Thread timelines for Map and Vecmul in Figure 3.10 confirm that re-

duced cache line access time is the main reason behind the reduction in task
execution times. The work-stealing scheduler loses performance by being
oblivious to locality despite balancing the load evenly.

We can explain vicinity sensitivity using timelines for Map and Vecmul
benchmarks in Figure 3.11. Increasing vicinity sizes for Map increases the
risk of tasks being stolen by threads far from the home cache. Stolen tasks
experience large and non-uniform cache line access latencies as shown by
long blue bars. Threads fast enough to pick tasks from their own queue
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Figure 3.10: Thread timelines showing task execution on the TILEPro64.
Threads are shown on the Y-axis and time on the X-axis. Memory access
latencies are encoded using a green-blue gradient. Tasks access memory
faster under locality-aware scheduling combined with heuristic-guided data
distribution.

finish execution faster. Larger vicinity sizes promote better load-balancing
and improve performance in Vecmul.

The locality-aware scheduler can safely be used as the default sched-
uler for all workloads without performance degradation. There is a per-
formance benefit in using the locality-aware scheduler for workloads which
provide strong locality with data distribution. The locality-aware scheduler
falls back to load-balancing similar to work-stealing scheduler for workloads
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94



which do not improve locality with data distribution.

3.6 Related Work
Numerous ways of how to distribute data programmatically on NUMA sys-
tems have been proposed in the literature. We discuss the proposals that
are closest to our approach.

Huang et al. [72] propose extensions to OpenMP to distribute data over
an abstract notion of locations. The primary distribution scheme is a block-
wise distribution which is similar to our coarse distribution scheme. The
scheme allows precise control of data distribution but relies on compiler
support and additionally requires changes to the OpenMP specification. Lo-
cations provide fine-grained control over data distribution at the expense of
programming effort.

The Minas framework [156] incorporates a sophisticated data distribu-
tion API which gives precise control on where memory pages end up. The
API is intended to be used by an automatic code transformation in Minas
that uses profiling information for finding the best distribution for a given
program. The precise control is powerful but requires expert programmers
who are capable of writing code that will decide on the distribution required.

Majo and Gross [108] use fine grained data distribution API to distribute
memory pages. Execution profiling is used to get data access patterns of
loops and used for both guiding code transformation as well as data dis-
tribution. Data distribution is performed in between loop iterations which
guarantee that each loop iteration accesses memory pages locally.

Runtime tracing techniques that provide automatic page migration based
on hardware monitoring through performance counters have the same end
goal as we do: to provide good performance with low programming effort.
Nikolopoulos et al. [128] pioneered the idea of page migration with user-
level framework. Page accesses are traced in the background and hot pages
are migrated closer to the accessing node. Terboven et al. [175] presented
a next-touch dynamic page migration implementation on Linux. An alter-
native approach to page migration, which is expensive, is to move threads
instead, an idea exploited by Broquedis et al. [20] in a framework where de-
cisions to migrate threads and data are based on information about thread
idleness, available node memory, and hardware performance counters. Car-
refour is a modification of the Linux kernel that targets traffic congestion for
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NUMA systems through traffic management by page replication and page
migration [37]. One advantage of the approach is that performance will
improve without having to modify applications.

Dynamic page migration requires zero effort from the programmer, which
is a double edged sword. The benefit of getting good performance without
any effort is obvious, but when the programmer experiences bad perfor-
mance it is difficult to analyze the root cause of the problem. Performance
can also be affected by input changes. Attempts at reducing the cost of
page migration by providing native kernel support give promising results
for matrix multiplication on large matrices [63].

Locality-aware scheduling for OpenMP has been studied extensively. We
focus on other task-based approaches since our approach is based on tasks.

Locality domains where programmers manually place tasks in abstract
bins have been proposed [130, 191]. Tasks are scheduled within their locality
domain to reduce remote memory accesses. MTS [131] is a scheduling policy
structured on the socket hierarchy of the machine. MTS uses one task queue
per socket which is similar to our task queue per NUMA node. Only one idle
core per socket is allowed to steal bulk work from other sockets. Charm++
uses NUMA topology information and task communication information to
reduce communication costs between tasks [142]. Chen et al. [28] reduce per-
formance degradation from cache pollution and stealing tasks across sockets
in multi-socket systems by memory access aware task-graph partitioning.

Memphis uses hardware monitoring techniques and provide methods to
fix NUMA problems on general class of OpenMP computations [113]. Mon-
itoring cross-bar (QPI) related and LLC cache miss related performance
counters are used to measure network activity. Memphis provides diagnos-
tics to the programmer for when to pin threads, distribute memory and keep
computation in a consistent shape throughout the execution. Their recom-
mendations have inspired the design of our locality-aware scheduler and our
evaluation methodology.

Liu et al. [100] add detailed NUMA performance measurement and data
distribution guidance capability to HPCToolkit. They report several case
studies where coarse (block-wise) distribution improves performance over
default policies. Their multi-architecture tool is a good starting-point for
implementing advanced data distribution policies.

Schmidl et al. [160] propose the keywords scatter and compact for guiding
thread placement using SLIT-like distance matrices. Our names for data
distribution, fine and coarse, are directly inspired by their work.
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Task and data affinity mechanisms discussed in our work are greatly
inspired by the large body of research on NUMA optimizations for OpenMP
runtime systems. The implicit memory allocation and architectural locality
based scheduling mechanisms we implemented in the runtime system are
inspired by a similar work on NUMA systems by Broquedis et al. [22].

Few works have tackled data distribution and locality-aware scheduling
on manycore processors.

Yoo et al. [192] provide an in-depth quantitative analysis of locality-
aware scheduling for data-parallel programs on manycore processors. They
conclude that work-stealing scheduling cannot capture locality present in
data-parallel programs which we also demonstrate through scheduling re-
sults for the map program. They propose a sophisticated locality-aware
scheduling and stealing technique that maximizes the probability of finding
the combined memory footprint of a task group in the lowest level cache
that can accommodate the footprint. The technique however requires task
grouping and ordering information obtained by profiling read-write sets of
tasks and off-line graph analysis.

Vikranth et al. [186] propose to restrict stealing to groups of cores based
on processor topology similar to our vicinity-based stealing approach.

Tousimojarad et al. [181] cleverly reduce access latencies to uniformly
distributed data by using copies whose home cache is local to the access
thread on the TILEPro64 processor. Zhou et al. [194] build a NUMA-
aware adaptive garbage collector that migrate objects to improve locality
on manycore processors. We target standard OpenMP programs written in
C which makes it difficult to migrate objects.

Techniques to minimize cache access latency by capturing access patterns
and laying out data both at compile-time and runtime have been proposed
for manycore processors. Lu et al. [105] rearrange affine for-loops during
compilation to minimize access latency to data distributed uniformly on
banked shared caches of manycore processors. Marongiu et al. [110] extend
OpenMP with interfaces to partition arrays which are then distributed by
their compiler backend based on profiled access patterns. The motivation
for their work is enabling data distribution on MPSoCs without hardware
support for memory management. Li et al. [96, 95] use compilation-time
information to guide the runtime system in data placement. R-NUCA au-
tomatically migrates shared memory pages to shared cache memory using
OS support reducing hardware costs for cache coherence [66].
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3.7 Conclusion
We have presented a data distribution and memory page/cache line locality-
aware scheduling technique that gives good performance in our tests on
NUMA systems and manycore processors. The major benefit is usage sim-
plicity which allows ordinary programmers to reduce their suffering from
NUMA effects which hurt performance. Our technique is easy to adopt
since it is built using standard components provided by the OS. The locality-
aware scheduler can be used as the default scheduler since it will fall back to
behaving like a work-stealing scheduler when locality is missing, something
also indicated from our measurements.
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Chapter 4

High-resolution Task
Profiling

The chapter is based on Paper B:

A. Muddukrishna, P. A. Jonsson, and M. Brorsson. Characterizing
task-based OpenMP programs. PLOS One, 10(4), 2015.

The paper is added verbatim except for the following changes. Sections
are renamed for consistency across other paper chapters (Chapters 3 and 5).
References are merged with a thesis-wide list at the end. Unrestricted refor-
matting of the paper is permitted by the publisher license (Open Access).

4.1 Abstract
Programmers struggle to understand performance of task-based OpenMP
programs since profiling tools only report thread-based performance. Per-
formance tuning also requires task-based performance in order to balance
per-task memory hierarchy utilization against exposed task parallelism. We
provide a cost-effective method to extract detailed task-based performance
information from OpenMP programs. We demonstrate the utility of our
method by quickly diagnosing performance problems and characterizing ex-
posed task parallelism and per-task instruction profiles of benchmarks in the
widely-used Barcelona OpenMP Tasks Suite. Programmers can tune per-
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formance faster and understand performance tradeoffs more effectively than
existing tools by using our method to characterize task-based performance.

4.2 Introduction
OpenMP is a popular parallel programming API where programmers express
logical units of parallelism which are scheduled on threads by a runtime
system. Standardization, wide-spread compiler support and quick, incre-
mental parallelization features are among the reasons behind the popularity
of OpenMP. OpenMP 3.0 introduced tasks as an explicit notion of logi-
cal parallelism to simplify expressing irregular and nested parallelism in a
composable manner [7].

However, the relative ease of expressing irregular and nested parallelism
using tasks does not simplify solving performance problems in OpenMP.
Exposing enough task parallelism to maximize memory hierarchy utilization
while simultaneously minimizing parallelization overheads is crucial for per-
formance. Memory hierarchy utilization and parallelization overheads can
be inferred using thread state performance provided by current state-of-the-
art OpenMP tools [147, 76, 163, 101, 79, 62]. Understanding task-based
performance such as exposed task parallelism and execution of per-task in-
stances is a struggle since tools provide limited support for tasks, report
primarily thread-centric performance and do not close the semantic gap be-
tween tasks and threads [163]. Only expert programmers are able to cope by
probing the application to reveal tasks and wading through the paralleliza-
tion mechanics of the compiler and the runtime system in order to manually
infer task-based performance.

Moreover, improving program performance by balancing task parallelism
with memory hierarchy utilization is an iterative process. Code and schedul-
ing modifications alter task-based composition. The newly exposed task
parallelism has to be re-understood tediously for each iteration. The num-
ber of iterations spent in the performance tuning process varies depending
on programmer experience, but multiple iterations are typically necessary
even for experienced programmers.

Even simple task-based programs are surprisingly difficult to debug.
Consider the task-based Fibonacci program which spans a few lines of code
and whose sequential execution is well understood. Parallel performance re-
mains poor despite solving thread-based performance problems such as load
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imbalance and contention pointed out by tools. The root of the problem
is ill-suited task granularity which tools do not point out. Programmers
resort to expert help or understand task granularity by tedious code and
system inspection. Lack of task-based performance information compounds
debugging difficulty for complex programs and those without source code.

Tool support for directly understanding task-based performance elim-
inates the step of manual inference in debugging performance problems.
The iterative balancing process can be short-circuited allowing program-
mers to test changes to their programs and immediately understand the
effects of the changes. Better tools help programmers regardless of their
experience—inexperienced programmers can begin to approach and under-
stand performance issues and experienced programmers will identify and
resolve performance issues faster.

Designing the necessary tool support is challenging since there is an
inherent conflict between performance of the tools and the quality of the
information collected. We contribute with a tool design that provides rich
task-based performance information at manageable costs. To obtain detailed
task-performance, our tool combines binary instrumentation and hardware
performance counter readings captured during task events. We demon-
strate utility by using our tool to characterize architecture-independent
task-based performance of benchmarks in the Barcelona OpenMP Tasks
Suite (BOTS) [45] in extensive detail. Our characterization provides in-
put sensitivity and similarity of BOTS benchmarks for the first time to
aid benchmark development and task scheduling research in the OpenMP
community. Furthermore, we demonstrate how task-based metrics can be
used to diagnose performance problems in OpenMP programs quickly and
more effectively than what is possible using thread-based metrics provided
by existing tools.

Our contributions are:

• We describe a simple automated method to extract task-based perfor-
mance in OpenMP programs.

• We apply the method to produce an extensive, architecture-independent
characterization of task-based performance of BOTS [45].

• We demonstrate how task-based performance can be used to diagnose
performance problems quickly and understand performance tradeoffs in
OpenMP programs.

101



4.3 Problem Motivation
We demonstrate the usefulness of task-based performance analysis by pro-
viding a more detailed explanation of the Fibonacci problem mentioned
in the Introduction section. The Fibonacci program we consider is part
of BOTS. Despite its simplicity, BOTS Fibonacci requires an input called
depth cutoff for performance. The depth cutoff controls the granularity of
tasks and is commonly provided as the -x argument during program invo-
cation. Since thread-based performance measurements such as speedup and
thread state durations do not show per-task granularities, programmers are
forced to find the best performing depth cutoff by manual tuning.

Consider a manual tuning session where BOTS Fibonacci is executed
with inputs n = 48 and depth cutoffs = {8, 10, 12, 14, 16} on a 48-core ma-
chine with four AMD Opteron 6172 processors. Speedup measured during
the tuning session is shown in Fig. 4.1a. We refer to the depth cutoff simply
as cutoff through the remainder of the section. A cutoff of 12 gives the best
performance. Choosing a proper cutoff is crucial for Fibonacci performance.

Let us investigate the sensitivity of Fibonacci performance to the cutoff
value. Speedup measurements indicate the impact of cutoff on performance
but cannot explain why. Thread state durations cannot adequately explain
the cutoff performance either. We show trends in the average time spent
in different threads states in Fig. 4.1b. Performance is worst at cutoff 16
since threads spend more time in parallelization than in execution. However,
lower cutoffs also perform poorly despite good parallelization to execution
time ratios. In addition, we cannot explain why overall parallelization time is
high. We use idle state time as a proxy indicator of load-balance to conclude
that cutoff 12 provides the highest core utilization. However, we cannot
determine the reason behind the uneven load. Also, the slight increase in
execution time with cutoff is puzzling since work is constant (input n = 48)
during tuning.

Speedup and thread state durations are thread-based metrics that are
useful when programmers use threads to compose programs. However, while
composing task-based programs, programmers think about tasks without
concern for threads and scheduling. Thread-based metrics explain task-
based program performance poorly since they fail to probe execution at the
level of tasks understood by programmers. Yet thread-based metrics are the
only support available from state-of-the-art performance analysis tools.

Lack of in-depth performance diagnosis support from existing tools en-
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Figure 4.1: Thread-based performance of BOTS Fibonacci. Input: n = 48,
depth cutoff = {8,10,12,14,16}. Executed on 48 cores of a machine with
four 12-core AMD Opteron 6172 processors running at highest frequency
with frequency scaling turned off. The task scheduler used balances load
using thread-private task queues and random work-stealing. (a) Speedup
(b) Average number of processor cycles spent in thread states. Threads
create and synchronize tasks in the parallelization state, execute tasks in
the computation state and enter the idle state when work cannot be found.
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courages a culture of ignorance among programmers. Only expert program-
mers are able to probe deeper than tools and explain performance at the
cost of manual probing time. When expert understanding is absent, manual
tuning is the sole resort. Manual tuning suffers from combinatorial explo-
sion for task-based programs that have more than one tuning parameter.
A majority of BOTS benchmarks have multiple (up to four) cutoffs which
expand tuning space to a huge and unmanageable extent.

Task-based metrics can explain Fibonacci performance conclusively. Fig. 4.2a
shows exposed task parallelism for different cutoffs. Exposed task paral-
lelism is a first-class task-based performance metric obtained from the shape
of the task graph. We divide the total number of execution cycles of all tasks
by the number of execution cycles on the critical path of the task graph to
infer exposed task parallelism, as per the method established by Cilk the-
ory [67]. A cutoff value of 8 performs poorly since exposed task parallelism
is less than the available hardware parallelism. We can conclude that higher
cutoffs lead to more parallelism.

Per-task time, yet another first-class task-based performance metric,
sheds further light on Fibonacci cutoff performance. Per-task time is ob-
tained by measuring thread state time at the granularity of tasks and is
shown in Fig. 4.2b. Increasing cutoff decreases both per-task execution and
idle state time. Higher cutoffs lead to more fine-grained tasks in turn in-
creasing parallelization costs. A cutoff of 16 creates many fine-grained tasks
which take longer to parallelize than execute. Large-grained tasks limit par-
allelism at lower cutoffs despite low parallelization costs. The increasing
execution state time in Fig. 4.1b can now be blamed on a stressed runtime
system and poor memory hierarchy utilization—a phenomenon called work
time inflation [130].

Per-task time in Fig. 4.2b guides the choice of good cutoffs for Fibonacci.
The performance sweet-spot is the intersection between the per-task idle
trend line and the parallelization trend line. Parallelization cost is balanced
with load-balancing at the sweet-spot. The intersection between the per-
task parallelization trend line and the execution trend line indicates where
the runtime system has turned into a bottleneck.

Using task-based performance metrics, we have successfully reverse en-
gineered the influence of cutoff on Fibonacci performance. Such insight
was impossible using thread-based metrics alone. Thread-based metrics can
show how well a program performs under different core counts and point
out load balance problems so they are excellent indicators of scalability.
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Figure 4.2: Task-based performance of BOTS Fibonacci. Input: n = 48,
depth cutoff = {8,10,12,14,16}. Executed on 48 cores of a machine with
four 12-core AMD Opteron 6172 processors running at highest frequency
with frequency scaling turned off. The task scheduler used balances load
using thread-private task queues and random work-stealing. (a) Task paral-
lelism exposed during execution. We calculate task parallelism by dividing
total task computation by the length of the critical path of the task graph.
The horizontal line indicates the available 48-core hardware parallelism. (b)
Average processor cycles per task spent in thread states. Threads create and
synchronize tasks in the parallelization state, execute tasks in the computa-
tion state and enter the idle state when work cannot be found
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However, they fail to show problems in exposed task parallelism and per-
task execution solving which is crucial for task-based program performance.
Therefore tools should provide task-based metrics in addition to those based
on threads for meaningful and quick performance analysis of task-based pro-
grams.

4.4 Method
We describe an automated method to extract detailed task-based perfor-
mance information from OpenMP programs at manageable costs in this
section. We first classify task-based performance and provide background
information on source translation and runtime system execution of OpenMP
tasks. Next, we explain the details of our performance extraction method.

4.4.1 Terminology
We consider independent (not derivable from one another) task-based per-
formance metrics and classify them into one of:

Task graph properties describe the task-based composition of the pro-
gram and are shown in Table 4.1. Task graph properties are typically
architecture independent but can become architecture dependent in non-
deterministic programs.

Per-task properties describe individual tasks of the program and are
shown in Table 4.2. Per-task properties allow the study of tasks in isolation.

We focus on architecture independent task properties since our goal is
to characterize task-based performance inherent in the program. However,
our method also provides architecture dependent task properties such as
per-task execution time and memory hierarchy statistics which are useful
for performance analysis.

Note that we refer to code dependent, micro- and memory-architecture
independent properties as architecture independent per-task properties in
the paper. We classify instruction count and instruction mix as architecture
independent per-task properties in Table 4.2 in a general sense although
they are not independent of ISA.

Tasks in OpenMP are defined by surrounding code regions using the task
statement. OpenMP source translators typically handle task definitions by
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Table 4.1: Task graph properties.

Property Description
Number of tasks Number of tasks created by the program.
Inlined execution Tasks inlined dynamically by the runtime sys-

tem [43].
Fork-join structure The task graph indicating parent and child task

relationships.
Critical path The length and tasks part of the longest path in

the task graph.
Exposed task parallelism Total execution time of all tasks divided by to-

tal execution time of tasks on the critical path.
The metric is also a loose upper bound estimate
on the number of parallel resources needed for
program execution [67].

Table 4.2: Architecture independent per-task properties.

Property Description
Instruction count Number of dynamic instructions executed.
Instruction mix Categorical number of dynamic instructions ex-

ecuted.
Stack reads Number of read accesses to stack memory.
Stack writes Number of write accesses to stack memory.
Memory reads Number of read accesses to main memory (excl.

stack).
Memory writes Number of write accesses to main memory (excl.

stack).
Memory footprint Number of addresses accessed from main mem-

ory (excl. stack).
Computational intensity Instruction count per memory operation (both

read and write, excl. stack).
Source location Location in original and translated source code.
Data environment Data values inherited.
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moving the surrounded code region into a named function and inserting an
asynchronous call in its place. The named function is called the outline
function. The asynchronous function call is made using the task creation
interface provided by the runtime system.

The runtime system assigns an unique identifier to each newly created
task. The creating task is called the parent and the created task the child.
The point at which the child task is created is called a fork point in the
execution of the parent task.

OpenMP tasks synchronize using the taskwait statement. The parent
task waits for all child tasks to finish execution during task synchronization.
The point at which child tasks are synchronized is called a join point in
the execution of the parent task. Source translators handle synchronization
using the task synchronization interface provided by the runtime system.

4.4.2 Extraction
The extraction method combines information from source translation, native
compilation, runtime system task management, OS memory management,
dynamic binary instrumentation, hardware performance counters and archi-
tectural topology to derive task-based performance information as shown in
Fig. 4.3.

OPENMP
APPLICATION

RUNTIME SYSTEM

OS

MULTICORE
HARDWARE

TASK-BASED
PERFORMANCE
EXTRACTION

Source code,
compilation symbols

Task execution,
thread scheduling

Memory map

Binary instrumentation, 
performance counts, 

architecture

Figure 4.3: Extraction of task-based performance from OpenMP programs.

We extract task graph properties using task creation and synchronization
information from the runtime system. Task identifiers, data environment
and scheduling point timestamps are recorded during extraction.
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We extract per-task properties by uniquely identifying task instances
and recording instructions and hardware performance counters during task
execution.

Tracking task instances We use a contextual stack-based approach to
track task execution. A new context is created when a task begins execution.
The previous context is pushed on the stack and the newly created context is
set as current. All profiling costs are attributed to the current context. The
context on the stack is restored when the current task finishes execution.

Our approach to track task execution is simple to implement and requires
two things. Inlining calls to the task outline function during compilation
must be disabled to correctly distinguish task contexts. Disabling inlining
preserves the profiled task properties. Second, costs of dynamically inlined
tasks [43] must be transferred to the parent context in a post-profiling step
since inlined tasks appear as real tasks to the profiler.

Obtaining per-task properties We obtain per-task instructions using
dynamic binary instrumentation. We obtain per-task execution and memory
hierarchy performance by capturing hardware performance counter values at
task execution boundaries. Code executed within outline functions including
nested user-level function calls are included while counting performance.
Runtime system function calls made from the task context are excluded to
avoid misattribution of parallelization activity to task execution. We link
executing tasks to source code using compilation information (Example:
AST using GCC option -fdump-tree-optimized).

Note that we minimize performance skewing by collect binary instru-
mentation and hardware performance counter information during mutually-
exclusive profiling steps. Binary instrumentation runs once since architec-
ture independent performance remains constant for a given program-input
pair. Hardware performance collection repeats several times to filter noise
and minimize multiplexing costs incurred while reading multiple counters
simultaneously.

Post-processing We process the extracted task graph properties to con-
struct the fork-join task graph and associate per-task properties with graph
elements. We also plot the task graph to visualize how program tasks were
created at runtime.
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Tasks on the critical path of the task graph are good optimization can-
didates [167]. We obtain the critical path of the task graph using individual
task instruction count as a proxy for architecture independent execution
time.

We additionally derive the amount of exposed task parallelism using
the critical path and total instruction count of all tasks. Our derivation is
based on the notion of logical parallelism in the Cilkview tool [67]. Exposed
task parallelism can quickly explain under-utilization of available hardware
parallelism (cores) as demonstrated in the Fibonacci example in the previous
section. Exposed task parallelism also provides a loose upper bound on the
amount of hardware parallelism required for program execution [67].

We estimate the computational intensity of tasks by measuring the num-
ber of instructions executed per memory read or write operation. Com-
putational intensity is a useful metric for guiding the choice of perfor-
mance optimizations—a concept elegantly demonstrated by the Roofline
model [189].

4.5 Experimental Evaluation
4.5.1 Prototype Implementation
We built a prototype tool that implements the extraction method using
Intel’s Pin-2.12 [106] for binary instrumentation, PAPI [121] for accessing
hardware performance counters, R [150] for data-parallel post-processing
and igraph [34] for task graph plotting.

We tested the tool on task-based OpenMP programs compiled using
GCC-4.8.0 with optimization O2, linked with a custom runtime system
called MIR [123] and executed on Linux-kernel-2.6.32. Implementing tool
functionality in other runtime systems require two simple extensions—a
mechanism for unique identification of task instances and a mechanism for
attributing hardware and instruction-level performance to each task.

We disabled inlining of functions in program code to enable our method
to distinguish task contexts as explained before. Disabling inlining degraded
performance by less then 8% for BOTS benchmarks.

We cannot distinguish and exclude runtime system data structure oper-
ations while instrumenting tasks due to profiling infrastructure limitations.
We compensate by subtracting runtime system data structure operations—
typically constant—from profiled information in the post-processing step.
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We additionally cannot instrument dynamically linked user-level function
calls and system calls made in the context of outlined functions due to
profiling infrastructure and OS protection limitations. We account for sys-
tem calls in the post-processing step and statically link user-level functions
whenever possible.

Our tool minimizes required compiler and runtime system support by
ignoring implicit tasks, untied tasks and tasks which live beyond their par-
ent. Implicit tasks can be tracked by defining tasks explicitly in the parallel
region. Untied tasks can be tracked with additional implementation com-
plexity and is being considered for future versions of the tool. Tasks which
live beyond the parent, also called rogue tasks, are uncommon, problematic
to profile, and will likely be removed in future OpenMP specifications to
improve composability. Our tool also minimizes instrumentation overheads
by disregarding program performance outside the scope of tasks.

We have built our tool such that performance depends on desired pro-
filing information richness. The task graph structure is profiled in parallel
with less than 1% overhead. Reading cycle and cache stall counters to obtain
architecture dependent per-task properties, also done in parallel, incurs an
average 2.5% overhead for BOTS benchmarks. Profiling architecture inde-
pendent per-task properties—task instructions, memory footprint and mem-
ory accesses—slows execution by 36X for BOTS benchmarks. The slowdown
is mainly due to sequential profiling and unavoidable binary instrumenta-
tion technology overheads. We use sequential profiling to simplify our Pin
tool implementation which uses a single task-tracking stack and avoids com-
plicated book-keeping or locking. However, the relatively high cost to ob-
tain architecture independent per-task properties is paid only once since the
properties remain constant for a given program-input pair. Once profiled,
architecture independent per-task properties can be carried across runs with
different core allotments (available hardware parallelism). Furthermore, low
overhead profiling of the task graph and architecture dependent per-task
properties permits analysis of long-running programs.

4.5.2 BOTS Characterization

The Barcelona OpenMP Tasks Suite [45] (BOTS) is a set of task-based
OpenMP benchmarks used to evaluate task-based OpenMP implementa-
tions. BOTS is composed of the following benchmarks: Alignment, FFT,
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Fibonacci, Floorplan, Health, NQueens, Sort, SparseLU and UTS. Align-
ment and SparseLU are iterative while the rest are recursive.

We contribute with a detailed architecture independent task-based char-
acterization of BOTS benchmarks to complement existing predominantly
thread-based characterizations. We first describe the relationship between
benchmark inputs and exposed task parallelism. Next, we analyze bench-
mark input sensitivity to architecture independent task performance. We
describe the similarity between benchmarks by comparing task graph and
per-task properties across inputs in the end.

Inputs

Understanding the influence of inputs is necessary to properly evaluate
BOTS benchmarks because the inputs control both data size and task par-
allelism. We characterize the influence of inputs on exposed task parallelism
by first classifying the inputs into DATA SIZE, GRAIN SIZE and DEPTH.
Fig. 4.4 shows the relationship between the inputs using the iceberg-shaped
task graph (plotted by our tool) of BOTS Fibonacci—a typical example of
recursive fork-join programs.

The task graph shows tasks using gray colored circles. The size of the
task circles encodes instruction counts—large-grained tasks appear as large
circles. Fork-join points are indicated using plain circles. The longest path
of the graph—critical path —in terms of instruction count is marked by
circles with a red border.

The task graph begins execution at the top with a single root task which
divides the Fibonacci problem and branches off to solve the parts in parallel.
Each branch divides the problem further exposing more parallelism and
widens the task graph. The extent of division in a branch is proportional to
the problem specified by the DATA SIZE input.

The task graph becomes widest when most branches cannot divide the
problem further. The highest amount of task parallelism—the potential
parallelism of the program—is exposed at the widest part. Performance
is limited when potential parallelism is reached since instruction count of
tasks—grain size—is small and comparable with parallelization overheads.
The problem is solved by limiting branch growth to a depth where task grain
sizes are practical for performance. The task graph with limited branch
growth now contains the exposed parallelism of the program at the widest
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nodes (gray) indicates instruction count. Critical path is marked by nodes
with a red border.
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point. The growth-limited task graph of Fibonacci is shown in the inset in
Fig. 4.4.

Both GRAIN SIZE and DEPTH inputs shown in Table 4.3 are used
to limit branch growth. GRAIN SIZE specifies the size of the problem at
which branches should stop division. DEPTH specifies the maximum depth
to which a branch can grow. GRAIN SIZE and DEPTH are commonly
called cutoff parameters in BOTS. Tasks at the cutoff point (end of branch)
are called leaf tasks which typically execute the brunt of the work.

Table 4.3: Inputs to limit task graph size in BOTS benchmarks.

Input Benchmarks
GRAIN SIZE Alignment, FFT, Sort, SparseLU, Strassen
DEPTH Fibonacci, Floorplan, Health, NQueens, Strassen, UTS

Potential and exposed parallelism can also be seen in iterative fork-join
programs such as Alignment and SparseLU in BOTS. The task graph of
iterative fork-join programs contains a distinct spine which represents the
iterations made to solve the problem. The length of the spine is propor-
tional to the problem specified by the DATA SIZE input. Tasks created
within an iteration spread out horizontally from the spine with grain sizes
proportional to the width of the spread. The widest spread of tasks indi-
cates the potential parallelism of the program. Tasks on the widest spread
have instruction counts lower than parallelization overheads which limits
performance. The problem is solved by curbing the spread which reduces
potential parallelism to exposed parallelism. The GRAIN SIZE input curbs
spreading by specifying the finest possible task grain size. The DEPTH in-
put is not applicable since the notion of depth does not exist in the task
graph of iterative fork-join programs.

Input Sensitivity

We measure BOTS input sensitivity by quantifying changes in task graph
and architecture independent per-task properties with increasing data sizes.
We use input sensitivity results to validate input behavior explained in the
previous section and estimate scalability of benchmarks.

We found it difficult to choose standard and meaningful input values
while designing our input sensitivity experiment. BOTS contains incon-
sistent and outdated input values recognizing which widely varying input
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values have been used in existing studies. In addition, cutoff values chosen
for experiments are rarely indicated. We solved the problem by choosing
input values to match the most common experiment machine size.

Our experimental setup to measure input sensitivity was as follows. We
chose three increasing data sizes and a constant cutoff such that each bench-
mark executed for 1, 5 and 10 seconds on all cores of a 24-core AMD Opteron
6172 machine with frequency scaling turned off. We chose 24 cores to re-
flect the most accessible machine size for researchers. The three data sizes
and constant cutoffs chosen for each benchmark are respectively shown in
Tables 4.4 and 4.5. We profiled each benchmark using our prototype tool
and extracted task graph and per-task properties for the three data sizes.

Table 4.4: Data sizes to study BOTS input sensitivity.

Benchmark Input 1s 5s 10s
Alignment Number of sequences 100 200 400
FFT Number of samples 221 223 224

Fibonacci Number 48 50 52
Floorplan Number of shapes 10 15 20
Health Cities 22 28 34
NQueens Number of queens 13 14 15
Sort Array size 224 226 227

SparseLU Number of blocks 64 96 128
Strassen Matrix size 2048 4096 8192
UTS∗ Root branching factor 10000 30000 50000

* UTS is a synthetic stress benchmark whose default inputs produce an
extraordinary amount of tasks—approx. 1.5-4 billion—which cannot be
profiled using our system. We have chosen input sets for UTS which
produce approx. 100-300 thousand tasks and maintain stress.

We show a subset of data collected by the input sensitivity experiment
in Fig. 4.5. We use median values to account for the most common change
observable in extracted properties excluding outliers.

We validate input behavior as described in the previous section using the
input sensitivity data in Fig. 4.5. A summary of the validation is available in
Table 4.6. Alignment, FFT, Sort, SparseLU, Strassen and UTS support the
explanation by showing an increase in tasks and exposed parallelism with
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Figure 4.5: Task graph properties and per-task properties of BOTS bench-
marks. 1s, 5s and 10s indicate execution time in seconds on 24-core AMD
Opteron 6172 machine.
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Table 4.5: Inputs held constant while studying BOTS input sensitivity.

Benchmark Input Value
Alignment None NA
FFT None NA
Fibonacci Depth cutoff 14
Floorplan Depth cutoff 7
Health Levels, Population ratio, Time, As-

sess time, Convalescence time, Seed,
Get sick probability, Convalescence
probability, Reallocation probabil-
ity, Depth cutoff

4, 10, 30, 2, 12,
23, 0.002, 0.1,
0.15, 2

NQueens Depth cutoff 3
Sort Quicksort cutoff, Insertion sort cut-

off, Sequential merge cutoff
4096, 128, 4096

SparseLU Block size 64
Strassen Multiply by divide and conquer cut-

off, Depth cutoff
128, ∞

UTS Probability of non-leaf node, Num-
ber of children for non-leaf node,
Root seed, Compute granularity

0.45, 2, 42, 50

increasing data and constant GRAIN SIZE input. Fibonacci, Floorplan,
Health and NQueens support the explanation by showing an increase in
task grain size and holding exposed parallelism constant with increasing
data and constant DEPTH. The number of tasks in Health and NQueens
surprisingly increases with data size despite constant DEPTH input. The
increase in tasks is explained by the increase in join node degree indicating
a non-linear widening of the task graph.

We can make first-order estimates of the scalability of BOTS benchmarks
using extracted task graph and per-task properties. A summary of the scala-
bility estimates is available in Table 4.6. Fibonacci, Alignment and NQueens
expose a large number of tasks with relatively high computational intensity
and instruction count. The composition is favorable for performance since
memory hierarchy utilization is likely to be high and parallelization over-
heads low. The benchmarks scale linearly on many architectures [146, 45]
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which validates our estimation. The benchmarks additionally expose a high
and growing amount of exposed parallelism favoring scaling on larger ma-
chines.

FFT, Health, Sort and UTS create the largest number of tasks but with
relatively low computational intensity and instruction count. The compo-
sition is ill-suited for performance since both memory hierarchy and the
runtime system are likely to be stressed. Several studies have reported that
the benchmarks scale poorly [45, 130, 134]. FFT, Health and UTS expose a
high and growing amount of exposed parallelism which promises good scal-
ability provided memory hierarchy utilization problems are solved. Sort is a
pathological benchmark whose scaling will remain poor on larger machines
due to a low amount of exposed parallelism. We show later that Sort’s low
amount of parallelism is by construction.

SparseLU and Strassen expose high exposed parallelism using a large
number of tasks with high instruction counts. However, low computational
intensity of tasks is likely to stress the memory hierarchy. Poor scaling
of the benchmarks when memory hierarchy effects are ignored have been
reported [130, 123].

The decrease in exposed parallelism of the Floorplan benchmark with
increasing data reflects its non-deterministic nature. Constant number of
tasks yet a slow growth of instruction count are additional odd behaviors
of the benchmark. The performance implications of Floorplan can only be
understood by detailed experimentation.

Similarity Analysis

We identify BOTS benchmarks with similar task graph properties and per-
task properties using Principal Component Analysis (PCA) and Hierarchical
Clustering—techniques commonly used to identify similarity of computer
architecture workloads [70, 9, 85]. Our similarity analysis provides new
directions to extend BOTS and pin-points redundant benchmark-input pairs
which when avoided expedites timing-intensive studies such as computer
architecture simulation.

Our experimental setup to measure similarity across BOTS benchmarks
is inspired by the work of Eeckhout et al. [48] who meticulously describe their
experimental setup to measure similarity between SPECint95 benchmarks.

We chose the following 10 task graph properties and per-task properties
to measure similarity: number of tasks, memory footprint, memory reads,
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memory writes, stack reads, stack writes, instruction count, join degree, crit-
ical path and sequential work. The properties represent program execution
in an independent manner—they cannot be directly derived from each other.
Note that we avoided thread-based properties since they indistinguishably
mix architecture and runtime system scheduler properties with program ex-
ecution. Our intention is to measure similarity inherent in the task-based
structure of BOTS benchmarks.

We profiled all 30 benchmark-input pairs in Table 4.4 and collected me-
dian values of the 10 properties into a 10x10x3 dataset called BOTS-INP-
ALL. We autoscaled (scaling data to produce unit variance, zero-centered
mean) BOTS-INP-ALL to assign equal weights to properties with different
units. We performed PCA on BOTS-INP-ALL using the princomp function
in the R statistical programming language and retained Principal Compo-
nents (PCs) that accounted for 85% of variations in the data set. We an-
alyzed the meaning of the retained PCs and projection of BOTS-INP-ALL
in the retained PC space.

We autoscaled retained PC scores and applied agglomerate hierarchical
clustering using the hclust function in R with Euclidean distance as the
linkage metric and Ward’s minimum variance method for clustering data.
We visualized the result of hierarchical clustering in a dendogram and cut
groups into it to infer similarity.

We can account for more than 85% of variations in BOTS-INP-ALL
using the first four PCs as shown in Fig. 4.6a.

Component loadings of the four retained PCs are shown in Fig. 4.6b.
PC1 is an indicator of fine-grained benchmarks since it is positively influ-
enced by the number of tasks and negatively influenced by instruction count.
PC2 indicates benchmarks with stack memory intensive tasks, PC3 those
with limited parallelism and fine-grained tasks and PC4 those benchmarks
with limited parallelism, large-grained tasks implemented using iterative
fork-join parallelism.

Planes PC1-PC2 and PC3-PC4 defined by projecting benchmark-input
pairs into the four-dimensional retained PC space are shown in Fig. 4.7.
Alignment, NQueens and Fibonacci show widely dissimilar behavior with
increasing data sizes since they are spread out in both planes. Strassen
and SparseLU show slightly dissimilar behavior. The rest—Health, Sort,
UTS, Floorplan and FFT form close clusters indicating similar behavior
irrespective of data size. Experiments using Health, Sort, UTS, Floorplan
and FFT can save evaluation time by using the smallest data size. The
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Figure 4.6: Principal Component Analysis. (a) Variation explained by Prin-
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explain more than 85% variation. (b) Loadings of retained Principal Com-
ponents.
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empty spaces in the PC1-PC2 plane indicate an abundance of fine-grained
but few memory intensive benchmarks in BOTS.

Results of hierarchical clustering of BOTS-INP-ALL are summarized
in Fig. 4.8. The large cluster on the left shows that several benchmarks
behave similarly not only across data inputs but also across each other. The
remaining clusters indicate benchmarks with similar properties across data
inputs. We can conclude that benchmark-input pairs in BOTS-INP-ALL
have a strong resemblance in terms of the task-based properties chosen in
our experiment. The similarity allows researchers concerned mainly with
our chosen set of task-based properties to pick a single benchmark from
each cluster and save evaluation time in timing-intensive experiments.

We reduced the likelihood of over-fitting by taking several measures. We
have ensured that the BOTS-INP-ALL is complete without any missing val-
ues. We have reduced the number of variables describing data in two steps.
First, we chose 10 independent task graph properties and per-task properties
while composing the BOTS-INP-ALL dataset. Next, we scored BOTS-INP-
ALL using 4 PCs that described more than 85% of variations. Further-
more, we avoided bias by autoscaling both initial and scored datasets. As a
last step to avoid over-fitting, we performed leave-one-out cross-validation
on BOT-INP-ALL which estimated that 4 PCs can describe the changing
datasets with minimal error. We performed leave-one-out cross-validation
using the R function estim_ncpPCA part of the missMDA package.

4.5.3 Diagnosing Performance Problems
We demonstrate how task-based performance can be used to diagnose per-
formance problems quickly and understand performance tradeoffs using two
troublesome programs—BOTS Sort and Strassen—as examples.

Sort

The benchmark sorts a given array of numbers by breaking it recursively
into progressively smaller chunks and applying different sorting algorithms
on individual chunks. Sorted chunks are recursively merged. The choice of
sorting algorithm and merge recursion depth is guided by multiple indepen-
dent chunk sizes provided as inputs called cutoffs.

Sort performs badly under default cutoffs as shown in Fig. 4.9a. However,
performance improves significantly when good cutoffs are provided.
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Figure 4.7: Projection in retained Principal Component space.
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Figure 4.9: Diagnosing performance problems using thread-based perfor-
mance metrics in BOTS Sort and Strassen. Sort input: array size = 64M
elements, quicksort cutoff = {4096 (default), 262144}, sequential merge sort
cutoff same as quicksort cutoff, insertion sort cutoff = 128. Strassen input:
dimension = 4096, cutoff = 128 (default). Blocked matrix multiplication
(blk-matmul) input: dimension = 4096, block size = 128. Executed on all
cores of 48-core AMD Opteron 6172 machine running at highest frequency
with frequency scaling turned off. (a) Speedup (b) Visualization of state
traces from 6/48 threads executing Sort with default cutoffs. White bars
indicate task creation, black bars, task execution and gray bars, task syn-
chronization. The six threads are bound to cores on different dies.
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Thread-based performance cannot explain performance adequately. Thread
state durations show more time spent in parallelization than in execution
of tasks under default cutoffs, hinting without quantification that tasks are
fine-grained. We cannot ensure if overall parallelization time is a robust
measure i.e., if parallelization time surpasses execution time of most tasks
or just a few. Inspecting thread time-lines shown in Fig. 4.9b shows that
tasks are created more frequently than executed but cannot explain why.
Moreover, the inspection process requires careful navigation through dense
time-lines—a difficult process when dealing with a large number of threads.
Manual-tuning for multiple independent cutoffs is the only option available
given thread-based performance.

Task-based performance shown in Fig. 4.10a can diagnose performance
conclusively. We can confirm that per-task execution time is undoubtedly
lower than parallelization time under default cutoffs. Large per-task idle
time indicates load imbalance on threads. Exposed parallelism cannot com-
pensate exceeding parallelization costs despite being higher than the avail-
able hardware parallelism. Low computational intensity indicates an algo-
rithmic problem in the computation assigned to tasks.

Inspecting the task-graph produced by our tool further reveals perfor-
mance bottlenecks. Exposed parallelism is non-uniform under default cutoffs
as shown in Fig. 4.11. Parallelism grows gradually from the top and becomes
highest in the middle of the task-graph as is typical for recursive fork-join
task-based programs. However, unlike the typical case, Sort continues to
work exposing non-uniform parallelism while winding down which creates
the load imbalance seen in thread-based measurements. The task graph also
points to aggressive branching as the reason behind frequent task creation
phases seen on thread time-lines.

Task-based performance can also improve program understanding and
expedite tuning. Let us try to reduce the high task creation frequency un-
der default cutoff conditions. Code-links associated with fork edges of our
task graph reveal that the cutoffs themselves are responsible for task cre-
ation. The implication of cutoffs becomes clear when we link fork points to
responsible cutoffs using the captured data environment. We can immedi-
ately get good performance by selecting cutoffs in the low-branching sections
of the task graph. Note that the same cutoffs emerge from manual-tuning.

Task-based performance under good cutoffs is shown in Fig. 4.10a. Task
execution time exceeds parallelization time and is higher than the default
cutoffs counterpart. Idle time remains high due to non-uniform parallelism
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Figure 4.10: Diagnosing performance problems using task-based perfor-
mance metrics in BOTS Sort and Strassen. Sort input: array size = 64M
elements, quicksort cutoff = {4096 (default), 262144}, sequential merge cut-
off same as quicksort cutoff, insertion sort cutoff = 128. Strassen input:
dimension = 4096, cutoff = 128 (default). Blocked matrix multiplication
(blk-matmul) input: dimension = 4096, block size = 128. Executed on all
cores of 48-core AMD Opteron 6172 machine running at highest frequency
with frequency scaling turned off. Time spent in parallelization, computa-
tion and idle states is expressed in cycles. (a) Sort cutoff performance. (b)
Strassen and Blocked matrix multiplication (blk-matmul) performance.
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Figure 4.11: Task graph of BOTS Sort. Input: array size = 4096 elements,
quicksort cutoff = sequential merge cutoff = 32. Input sizes are reduced to
obtain graphs which satisfy space restrictions and preserve clarity. (a) Task
graph with rectangle marking area of interest. (b) Task graph zoomed into
area of interest.
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and large-grained tasks. Parallelism reduces slightly compared to the default
cutoffs counterpart but is large enough to match the available hardware
parallelism. Low computational intensity points to a continued algorithmic
problem in task computation.

Strassen

The benchmark multiplies matrices by recursively splitting them into pro-
gressively smaller blocks. The smallest blocks are multiplied using the
Strassen multiplication method. Tasks are used to split blocks until they
reach a cutoff size provided as input. Blocks are split using sequential exe-
cution after the task cutoff point.

Strassen scales modestly in our test case shown in Fig. 4.9a. Task-based
metrics can help boost performance further. Per-task execution time in
Fig. 4.10b exceeds parallelization time suggesting that performance prob-
lems lie elsewhere. Low computational intensity, frequent stack accesses
and a large amount of time spent in dynamic memory allocation during
task execution point to an algorithmic problem. The task graph in Fig. 4.12
reveals work concentration at leaf tasks confirming the algorithmic problem.

Figure 4.12: Task graph of BOTS Strassen. Input: dimension = 512, divide
and conquer multiplication cutoff = 128, depth cutoff = ∞. Input sizes
are reduced to obtain graphs which satisfy space restrictions and preserve
clarity.

We solved the algorithmic problem by re-implementing the leaf task com-
putation as a BLAS-enabled blocked matrix multiplication. Our strategy
improves performance significantly as shown in Fig. 4.9a at the one-time
cost of finding a cache-friendly block size.
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4.6 Related Work

4.6.1 Performance Analysis Tools

Popular OpenMP profiling tools Intel VTune Amplifier [147, 76], Sun Studio
Performance Analyzer [79], Scalasca [62], Vampir [23] and HPCToolKit [101]
capture detailed thread state and event performance but do not attribute
captured performance to tasks [163].

Few profiling tools support capturing and presenting OpenMP task per-
formance to the user. A common advantage of our tool is richer task per-
formance information obtained at lower costs.

Qian et al. [149] combine the thread line and the function call graph
to construct a hybrid graph called the Profiled Timeline Graph (PTG)
which shows time spent by threads executing tasks and scheduling points of
OpenMP programs. While the PTG is useful to infer runtime system over-
heads and task granularity, it cannot measure exposed task parallelism—a
crucial metric to diagnose performance problems. Our method characterizes
exposed task parallelism, per-task hardware and instruction-level perfor-
mance in addition to metrics indicated by the PTG at lower profiling costs.
Our implementation lowers profiling costs by tightly coupling with the run-
time system and using parallel post-processing whenever possible. The PTG
implementation suffers high overheads since it uses source instrumentation,
is decoupled from the runtime system and uses sequential post-processing.

Ding et al. [40] retrieve parent-child relationship and execution time of
tasks from OpenMP programs. The authors use the information to construct
a visual fork-join task graph similar to our approach. Their fork-join task
graph connects fork and join edges from children to the same parent node,
forming cycles which makes calculation of exposed task parallelism difficult
and complicates graph layouting. Our fork-join task graph separates fork
and join nodes from task nodes and joins them to form a DAG which sim-
plifies both parallelism calculation and graph layouting. The authors also
suggest super-imposing fork-join information with thread time-line visualiza-
tion which reduces clarity for large thread counts. Their tool is implemented
as an external library that perform task monitoring by intercepts calls to the
libgomp runtime system. Compared to our method which is implemented
in the runtime system itself, an external library allows decoupling from the
runtime system implementation which potentially reduces implementation
complexity. However, the external library approach is restricted to capture
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information at interception points or events which makes it hard to capture
non-events such as task completion and task switching. Task completion
and task switching events are necessary to attribute per-task properties to
each task instance. Another drawback of external monitoring is fragility
to runtime system changes. Their tool profiles parent-child relationships
and task execution time at an average 15% overhead for BOTS benchmarks
whereas our implementation extracts the same metrics incurring an average
2.5% overhead.

The OmpP tool [59] uses source instrumentation to record entry into,
execution time within and exit from OpenMP task regions but without not
per-task information which is necessary to study performance of tasks in
isolation. Our methods provide richer performance information than OmpP.

Lin and Mazurov [99] extend OpenMP performance sampling API [80]
with support for querying the runtime system for task execution informa-
tion such as task instance identification and parent-child relationships. Use
of such information in performance analysis is not demonstrated in their
paper. Qawasmeh et al. [148] implement OpenMP performance sampling
API for task-based profiling. They capture creation, execution and syn-
chronization time of individual task instances with low-overheads similar
to our approach, but do not demonstrate how captured information can
be used to solve performance problems. Our methods additionally capture
exposed task parallelism and per-task hardware and instruction-level perfor-
mance, and demonstrate their usefulness in improving real-world OpenMP
programs.

OMPT [49, 51] is a performance analysis API recently proposed by
the OpenMP Tools Working Group. OMPT allows external tools to asyn-
chronously sample execution states of and register for event notification with
the runtime system. Our approach to uniquely identify task instances and
track their creation, execution and synchronization can also be performed
using task-centric data structures and notification mechanisms specified by
OMPT. While OMPT covers all aspects all aspects of OpenMP execution
such as parallel regions, work-sharing for-loops and tasks, our approach fo-
cuses on task-based execution. OMPT is well thought-out but is presented
surprisingly without an accompanying implementation, complicating over-
head comparison. Demonstration of how OMPT supplied information can
be used to solve performance problems in OpenMP programs is also miss-
ing in OMPT literature. OMPT is incapable of characterizing exposed task
parallelism and per-task hardware and instruction-based performance.
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The debugger IDB [74] in Intel Composer XE 2013 provides task creation
and synchronization information but not task execution time for OpenMP
programs. Task execution time is crucial for performance tuning in which
tasks are composed to be larger than runtime system overheads but not too
large to cause load imbalance. Intel also provides an autotuner called the
Intel Software Autotuning Tool [75] which can graphically quantify relation-
ships between task granularities and inputs of TBB programs.

The Score-P profiling system [104] uses source instrumentation [103] to
track and attribute execution time to OpenMP task instances. Score-P visu-
ally depicts a call-graph structure that indicates time spent executing tasks
and scheduling points. The authors demonstrate utility of Score-P by us-
ing task creation overhead measurements to pick good cutoff values for the
BOTS NQueens benchmark. We similarly demonstrate usefulness of task-
based performance analysis by picking good cutoff values for the BOTS Sort
benchmark. Schmidl et al. [162] embed profiling information from Score-P
into thread time-line visualization to simplify detection of improper task
granularities and high task creation overheads. In our experience, view-
ing Score-P metrics using the CUBE tool from Scalasca [62] to count the
number of tasks created and executed by threads is the most advanced and
user-friendly task-based analysis support available in state-of-the-art tools.
However, support for exposed task parallelism calculation and profiling per-
task hardware and instruction-level performance is absent in Score-P and
its derivatives [163].

The Cilkview tool [67] monitors logical parallelism and analyses the scala-
bility of Cilk Plus programs. Logical parallelism is an intrinsic, construction-
based property of Cilk Plus programs which we adopt to derive the notion
of exposed task parallelism in task-based OpenMP programs. Cilkview ex-
tracts critical path of the task graph using instruction count as a proxy for
execution time similar to our approach.

Aftermath [41] is a graphical tool to analyze performance problems in
programs written using OpenStream, a streaming/data-flow task-based pro-
gramming language. Aftermath applies a combination of task-based and
topology-based filters on thread time-line visualization to aggregate task ex-
ecution times, per-task memory performance and per-task communication
patterns. It is unclear whether Aftermath supports filtering and aggrega-
tion of recursive tasks which are the most common type of tasks composed
in OpenMP programs. Aftermath cannot quantify exposed task parallelism
and per-task instruction-level performance.

132



4.6.2 BOTS Characterization
While thread-based performance of BOTS benchmarks has been extensively
characterized on several multicore architectures and under different sched-
uler implementations [146, 131, 130, 133, 45, 144], only few task-based char-
acterizations of BOTS benchmarks exist.

BOTS creators guide runtime system design using average values of per-
task instruction count and memory accesses profiled for the medium input
set [45]. Lorenz et al. [104] use Score-P to profile and report mean task
execution time for BOTS benchmarks for the medium input set. Ding et
al. [40] provide task creation and synchronization counts of BOTS bench-
marks for a custom input set. Qian et al. [149] provide task count, average
task execution time and creation time (GCC 4.7.2) of BOTS benchmarks
for a custom input set. Input sensitivity studies of BOTS benchmarks us-
ing task-based performance measurements are absent. Similarity analysis
of BOTS benchmarks using both thread-based and task-based performance
measurements are also absent.

We focus on techniques that guide proper choice of cutoff inputs to in-
crease performance of task-based programs in the paper. Cutoffs inhibit
task creation for performance and are currently inferred using manual tun-
ing and expert judgment. Automatic choice of good cutoffs in the runtime
system has been studied by Duran et al. [44]. They use dynamically profiled
execution time of past tasks to adaptively inhibit or allow task creation and
obtain good performance for task-based OpenMP programs that predate
BOTS. Although wise cutoff support in the runtime system is desirable,
widely-used compilers GCC (version 4.9) and Intel ICC (libomp_oss ver-
sion 20131209) implement simple heuristic-based cutoffs. GCC cuts off task
creation when the number of tasks in the system exceeds a magic number
(number of threads∗64). ICC cuts off task creation when tasks queues are
full. Both mechanisms did not work well with BOTS benchmarks in our
tests allowing us to conclude that proper cutoff choice continues to be a
programmer responsibility.

4.7 Conclusion
We have provided a simple, automated method to extract detailed task-
based performance from OpenMP programs at manageable costs. Using our
method, we contribute with an extensive, architecture independent charac-
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terization of task parallelism in BOTS using a prototype implementation
of our method. Our characterization complements existing thread-based
BOTS characterizations with a task-based explanation of inputs and archi-
tecture independent performance implications. We have shown that several
BOTS benchmarks exhibit similar architecture independent behavior which
guides researchers when selecting BOTS inputs and saves evaluation time.
We have demonstrated how task-based performance can be used to diagnose
performance problems quickly and understand performance tradeoffs while
analyzing OpenMP programs.
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Chapter 5

Grain Graphs

The chapter is based on Paper C:

A. Muddukrishna, P. A. Jonsson, A. Podobas, and M. Brorsson. Grain
graphs: OpenMP performance analysis made easy. 21st ACM SIG-
PLAN Symposium on Principles and Practice of Parallel Programming
(PPOPP 2016).

The paper is added verbatim except for the following changes. Sections
are renamed for consistency across other paper chapters (Chapters 3 and 4).
References are merged with a thesis-wide list at the end. Reformatting of
the paper is permitted by the publisher.

5.1 Abstract
Average programmers struggle to solve performance problems in OpenMP
programs with tasks and parallel for-loops. Existing performance analy-
sis tools visualize OpenMP task performance from the runtime system’s
perspective where task execution is interleaved with other tasks in an un-
predictable order. Problems with OpenMP parallel for-loops are similarly
difficult to resolve since tools only visualize aggregate thread-level statistics
such as load imbalance without zooming into a per-chunk granularity. The
runtime system/threads oriented visualization provides poor support for un-
derstanding problems with task and chunk execution time, parallelism, and
memory hierarchy utilization, forcing average programmers to rely on ex-
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perts or use tedious trial-and-error tuning methods for performance. We
present grain graphs, a new OpenMP performance analysis method that
visualizes grains – computation performed by a task or a parallel for-loop
chunk instance – and highlights problems such as low parallelism, work in-
flation and poor parallelization benefit at the grain level. We demonstrate
that grain graphs can quickly reveal performance problems that are diffi-
cult to detect and characterize in fine detail using existing visualizations
in standard OpenMP programs, simplifying OpenMP performance analysis.
This enables average programmers to make portable optimizations for poor
performing OpenMP programs, reducing pressure on experts and removing
the need for tedious trial-and-error tuning.

5.2 Introduction
When programmers express parallelism using tasks or parallel for-loops with
suitably fine granularity and good memory hierarchy utilization, OpenMP
stands out as a productive and performance portable technique to write
composable parallel programs. Parallel for-loops have been in OpenMP
since version 1.0 and tasks were introduced in 2008 as fork-join programming
constructs in OpenMP 3.0. Tasks were extended with support for data-flow
task programming in OpenMP 4.0 and support for task-generating for-loops
has recently been announced in the latest version 4.5 [137].

Although increased importance is being placed on tasks by the OpenMP
committee, the quality of information provided by visualizations in OpenMP
tools is insufficient for analyzing task-based problems [163]. Tools visualize
program execution from the low-level perspective of the runtime system and
show that tasks execute interleaved with other tasks in a runtime-optimized
order without immediate connection to the program structure.

There is a similar problem with parallel for-loops where iterations are
distributed to different threads in chunks. Tools once again only visual-
ize aggregate thread-level statistics such as load imbalance without clear
distinction between the different chunks.

The lack of convenient visualization forces experts to use a combination
of clever manual instrumentation, deep algorithmic knowledge, as well as
knowledge about the internals of the compiler and the runtime system to
identify and pin-point performance problems. Average programmers instead
struggle to understand problems in granularity, parallelism, and memory
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hierarchy utilization. Most often, the only practical use of existing visual-
izations is to infer load balance on different cores without any immediate
connection to the root cause of the problem. Average programmers therefore
abandon hope of actionable feedback from existing visualizations and hand
over the problem to experts or resort to trial-and-error tuning methods to
overcome performance problems.

Performance analysis would be simplified for experts and non-experts
alike if tools provided visualizations of the execution which were immediately
connected to the program structure.

We present grain graphs, a method that visualizes grains– computa-
tion performed by a task or a parallel for-loop chunk instance – from a
predictable program perspective while retaining essential runtime system
execution aspects such as scheduling and memory hierarchy performance
profiled at OMPT-like [49] events. Performance crippling conditions such
as low parallelism, work-inflation [130], and poor parallelization benefit are
derived at the grain level and depicted directly on the grain graph with
precise links that connect problem areas to source code. By immediately re-
vealing and pin-pointing problems that are difficult to detect using existing
visualizations, our method enables average programmers to quickly make
optimizations for poor performing OpenMP programs without resorting to
trial-and-error tuning. Experts can start fixing problems right away without
spending valuable time on tracking down and isolating the problem first.

Grain graphs have helped us discover new problems and peer deeper into
known problems in standard OpenMP programs from SPEC OMP 2012 [125]
(SPEC-OMP), Barcelona OpenMP Task Suite 1.1.2 [45] (BOTS), and Parsec
3.0 [11] (Parsec). We found that cutoffs in 376.kdtree from SPEC-OMP and
Strassen from BOTS were disabled due to programmer mistakes. The cutoff
in 376.kdtree has a recursive call where the depth is not incremented and
Strassen has a hard-coded cutoff that overrides user input. We also pinpoint
work-inflation at the grain level in 359.botsspar from SPEC-OMP, demon-
strate low parallelism as an incurable condition in the Sort from BOTS and
quickly add cutoffs to improve parallelization benefit in tasks of the troubled
FFT program from BOTS.

5.2.1 Contributions
Contributions are the design of grain graphs and associated derived metrics.
We introduce grain graphs with derived metrics and show how to use them
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to visualize performance problems in OpenMP programs (Sections 5.3 and
5.4). We tested our method on the C/C++ programs in three common
benchmark suites - SPEC-OMP, Parsec, and BOTS and pin-pointed perfor-
mance problems in all of them (Section 5.5). We improved the scalability
of the programs based on grain graph visualization up to 54.9 times the
original scalability on a 48-core NUMA machine. Our visualization method
can guide average programmers to understand and make optimizations for
poor performing standard programs.

Note: Colors are crucial to appreciate grain graphs. We request readers
to print the paper in color.

5.3 Problem Motivation
376.kdtree is a fork-join task-based program from SPEC OMP 2012 that
searches a k-d tree for neighboring points within a radius. Tasks are used to
sweep the tree for points and to find neighbors for each point. The program
takes a cutoff parameter that prevents creation of tasks after a threshold
recursion depth is reached. The documentation states that low task counts
are crucial for performance.

Figure 5.1 shows that 376.kdtree performs poorly on GCC and MIR
runtime systems with SPEC reference input (tree size 400,000, radius 10,
and cutoff 2). Visualizations in existing tools show that load is balanced and
provide no further information to understand and improve performance.

Grain graphs place parent and child grains in close proximity using cre-
ation edges, without timing as a placement constraint.

The grain graph for 376.kdtree immediately reveals that program creates
many tasks by recursing to a large depth during the sweep phase as shown
in Figure 5.2. This is surprising since the cutoff should have limited the
number of tasks created.

Inspecting kdnode::sweeptree(), the function that sweeps the tree,
shows that the depth is not incremented for recursive calls which explains
the large number (1488595) of tasks created for the SPEC reference input.
Incrementing the depth for recursive calls and separating the sweep cutoff
from the original cutoff improves performance. We increase the value of
the original cutoff from 2 to 8 and use 10 as the sweep cutoff for GCC and
MIR. We use 100 as the sweep cutoff value for ICC. With the new cutoffs,
scalability of 376.kdtree increases on GCC and MIR runtime systems as
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Figure 5.1: Performance improves after optimization on all runtime systems.

shown in Figure 5.1. The ICC runtime system overcomes the faulty cutoff
in the original program and performs well by using an internal cutoff [77] to
limit the number of the tasks.

The missing depth increment escaped both the programmer and SPEC
quality control for over three years. Our method immediately reveals struc-
tural anomalies that can cripple performance.

5.4 Method
We describe the structure, the metrics and how performance problems are
highlighted on grain graphs in this section.

5.4.1 Structure
Constructing grain graphs requires dealing with OpenMP peculiarities such
as recursive task creation, all-at-once child synchronization, and parallel for-
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Figure 5.2: Grain graph of 376.kdtree for small input (tree size 200, radius
10, cutoff 2) containing 740 grains. Performance is lost due to many grains
created by recursing to a large depth despite providing 2 as cutoff. The
cutoff has no effect. The inset is a zoombox that zooms into a region of
interest on the graph for clarity.
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loop chunk assignment that deviate from traditional data-flow graphs [167].
We contribute a concrete mechanizable structure that faithfully captures
execution with aforementioned peculiarities.

The grain graph is a directed acyclic graph (DAG) that captures the or-
der of creation and synchronization between grains as shown in Figure 5.3.
For a deterministic task-based program with a fixed input, the graph is
independent from machine size and scheduling choices during program exe-
cution. For for-loop based programs the shape of the graph is dependent on
the number of threads used during profiling.

Caption of Figure 5.3: (a) Task-based OpenMP program. Task foo
creates tasks bar and baz, performs computation in-between and syn-
chronizes with the children tasks. (b) OpenMP program with parallel
for-loop. Iteration space is divided into 5 chunks of size 4 and dis-
tributed evenly on two threads. (c) Grain graph captures task creation
and synchronization during program execution. Performance of indi-
vidual task instances are visually encoded so execution time is encoded
as the length of fragments. Fragments of foo are sequentially aligned
and child fragments are drawn local to the parent context to preserve
the program perspective. (d-e) Reductions group nodes to reduce the
size of the graph for quick rendering. Fragment reduction combines task
fragments (d) and fork reduction combines fork nodes before every join
node (e). Grouped nodes retain and aggregate performance weights of
individual member nodes. After reductions, nodes are laid out symmet-
rically for space-efficiency. (f) Problematic grains are highlighted with
a color that reflects severity and remaining elements are dimmed. (g)
Execution of for-loop on two threads. Turquoise nodes represent book-
keeping for delivering chunks to threads. Green rectangles show chunk
execution labeled with the iteration range. The orange circle represents
joining when all chunks are done. (h) Reductions group book-keeping
nodes per-thread.

The grain graph consists of five types of nodes – fragment, fork, join,
book-keeping nodes, and chunk nodes. (Figure 5.3c, g). Fragment nodes
denote the execution of a task between its creation and synchronization.
They are also essential to depict parent context execution after returning
from runtime system calls. Fragment nodes are uniquely identified and are
ordered sequentially within the context of the task instance. Green fork
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nodes denote task creation and orange join nodes denotes task synchroniza-
tion. Book-keeping nodes represent computation performed by threads to
divide the iteration space and assign iterations to themselves. Both frag-
ment nodes, book-keeping nodes, and chunk nodes are weighted with metrics
measured during execution.

The grain graph has three types of control-flow edges – creation, syn-
chronization and continuation. Green creation edges connect a fork node to
the first fragment node of a child. Orange join edges connect the last frag-
ment of children synchronizing with the parent. Black continuation edges
connect fragments to fork or join nodes and denote continuation of execution
after spawning children or synchronizing with children. There are connec-
tion constraints: a fork node can connect to a single child fragment; atleast
one fragment connects to a join node; continuation edges can only connect
fragments to fork and join nodes within the same context. Book-keeping
nodes are followed by a chunk node when iterations remain and continue
to a join node to synchronize with other threads otherwise. Chunk nodes
always continue to a book-keeping node. Edges never cross to ensure child
fragments appear local to the parent and fragments of a task are aligned in
sequence – essential features to convey recursive task creation.

We apply reductions to the graph structure by grouping nodes to speedup
rendering times (Figure 5.3d-e, h). Grouped nodes retain weights of indi-
vidual member nodes and also aggregate them. We group all book-keeping
nodes per thread. Additionally, chunks are depicted as siblings since they
are executable in parallel by definition.

Performance metrics are encoded as visual properties (size, color, shape
etc.,) of graph elements. Grains are drawn as rectangles with length linearly
scaled to execution time and fill color reflecting severity of the problem.
Both edges and node borders are colored red if they are on the critical path
of the grain graph.

Unique identification of grains is necessary for comparing graphs. Grains
corresponding to tasks are identified using path enumeration which relies on
the static nature of the graph for task-based programs. However, the path
cannot identify grains from parallel for-loops since the shape depends on the
number of threads and chunk assignment order. We identify chunks through
the thread that started the loop, a sequence counter, and the iteration range.
Starting thread is constant in programs without nested parallelism.
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5.4.2 Metrics
We automatically derive metrics from the graph structure to detect prob-
lems. We annotate the graph with standard metrics that include the critical
path of the graph and various memory system behavior such as cache miss
ratios and memory hierarchy utilization – a ratio of processor cycles spent
performing computation to stalled cycles waiting for data. The derived met-
rics are:

Parallel benefit: is a grain’s execution time divided by the parallelization
costs borne by the grain’s parent. The metric aids inlining and cutoff deci-
sions by quantifying whether parallelization is beneficial so grains with low
parallel benefit should be executed serially to reduce overhead. Paralleliza-
tion cost of a grain is the sum of its creation time and average time spent
by the grain’s parent in synchronizing with all siblings. Parallelization cost
for chunks uses book-keeping cost instead of child creation time.

Load balance: is the ratio between the length of the longest grain and the
median length of all chains of consecutive grains in the unreduced graph.
Load balance in Figure 5.3g is the ratio of the length of longest grain 9-12
to the median length of the two chains. Load balance much greater than
one indicates presence of atleast one grain whose work time approaches the
makespan of the parallel section. When approximately equal to one, the
metric indicates that the load on cores is balanced. Load balance helps
understand when chunk size is too large and parallel benefit when it is
too small.

Work deviation: is the change in execution time between single core and
multicore grain execution. Work deviation is beneficial when it is less than
one and problematic when it is greater than one. Work deviation below
one typically happens when the working set fits in the private cache under
multi-core execution. Olivier et al. [130] coined the name work inflation
to refer to increased computation time when going from single-threaded to
multi-threaded execution for the whole program. We compute work devi-
ation per grain and refer to problematic work deviation as work inflation.

Instantaneous parallelism: is parallelism exposed by the program at dif-
ferent times during execution. Low instantaneous parallelism means cores
idle because no work is available. An abundance of instantaneous paral-
lelism with good parallel benefit is desirable for performance. The metric
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is calculated by counting the number of grains whose execution overlaps
with intervals of program execution time. Interval size is a balance be-
tween accuracy and post-processing time. We provide the minimum grain
length, the smallest difference between when a grain starts and another
grain ends, and the median grain length as default choices. The metric
comes in two flavors – optimistic includes all grains with any overlap of
the interval, and conservative only includes grains with full overlap. In-
stantaneous parallelism of a grain is the smallest instantaneous parallelism
among all its overlapping time intervals as shown in Figure 5.4.

Figure 5.4: Instantaneous parallelism is calculated by counting the number
of grains whose execution overlaps overlaps with intervals of program exe-
cution time. For the task-based program in Figure 5.3a, the instantaneous
parallelism of interval 4 is 2 and that of grain baz is 1, the least instanta-
neous parallelism among all its overlapping time intervals.

Scatter: is the median pair-wise distance in the system topology between
cores executing sibling grains. Distances are obtained from the NUMA
distance table or by subtracting core identifiers in some topologies. High
scatter between grains that share data can lead to poor memory hierarchy
utilization.
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5.4.3 Highlighting Problems
Derived metric values that are likely to be problematic are highlighted (Fig-
ure 5.3f) and also made available in a summary form. We highlight memory
hierarchy utilization less than two, parallel benefit below one, load balance
greater than one, work deviation greater than two, instantaneous parallelism
less than the number of cores used to execute the program, and scatter far-
ther than the number of cores in a CPU socket as likely problems.

5.5 Experimental Evaluation
We demonstrate how the grain graph enables programmers to quickly di-
agnose performance problems and find portable solutions to improve per-
formance in OpenMP programs. We first indicate programs and evaluation
methods used to test the effectiveness of grain graphs before diving into the
performance analysis.

5.5.1 Programs
We profiled all C/C++ OpenMP programs except one in three standard
benchmark suites – SPEC OMP 2012 [125] (SPEC-OMP), Barcelona OpenMP
Task Suite [45] version 1.1.2 (BOTS), and Parsec [11] version 3.0 (Parsec).
Our aim is to use grain graphs to explain and improve poor performance so
we characterize and pin-point performance problems at the level of grains
and link them back to source code which has not been done before. We give
a detailed analysis of 359.botsspar and 376.kdtree from SPEC-OMP, Fre-
qmine from Parsec, and Sort, Strassen, and FFT from BOTS. We conclude
the section with a brief discussion of the metrics and performance of the
remaining programs to demonstrate that performance analysis with grain
graphs works for programs with good performance as well. We omit analy-
sis of 352.nab in SPEC-OMP because the profiler does not support nested
parallelism.

5.5.2 Evaluation Details
We used the MIR profiler [122] to obtain raw per-grain performance and
properties required to construct the grain graph and derive metrics listed in
Section 5.4.2.
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The MIR profiler collects raw performance information with low over-
head from hardware performance counters during grain events notified by
the MIR runtime system [123]. The MIR runtime system supports OpenMP
3.0 tasks and parallel for-loops and notifies grain events based on a super-
set of the OMPT interface [49] that includes parallel for-loop chunk events
and affinity information. The MIR runtime system uses a state-of-the-art
work-stealing scheduler with lock-free task queues [27] by default and is im-
plemented as a drop-in replacement for libgomp, the GCC OpenMP runtime
system. Hardware performance counters are accessed through PAPI [121]
to measure grain execution time and memory behavior statistics such as L1
cache misses and memory stall cycles. Less than 2.5% overhead is incurred
by the MIR profiler to determine grain properties and hardware performance
counts. Although we have used the MIR profiler, the grain graph visual-
ization works irrespective of the profiling method and quality of profiled
data.

Raw information from the MIR profiler was used in a post-profiling step
to construct grain graphs and derive metrics. We used the igraph [34] pack-
age to construct the grain graph and annotated it with performance informa-
tion. The grain graph is stored as a GRAPHML file that is viewable on off-
the-shelf, large-scale graph viewers such as yED [193] and Cytoscape [168].
Grain graphs in the paper were viewed on yEd.

We extracted the programs from their benchmark suite eco-systems into
standalone versions while retaining compiler and runtime options. We con-
verted parallel for-loops with implied or explicit schedule static clauses to
schedule runtime clauses and set the environment variable OMP_SCHEDULE
to static to profile chunks from within the runtime system. For-loops with
static schedules without this modification make the compiler insert chunk
assignment code directly into the program. Our conversion affected perfor-
mance by at most 3% on ICC.

Programs were compiled with GCC v4.9.2 and ICC v15.0.1 using op-
timization flags O3 except for BOTS which used O2 for ICC. Cutoffs were
chosen for best performance on a 48-core test machine with 64GB mem-
ory and four 2.1GHz AMD Opteron 6172 processors with frequency scaling
disabled. We used the manual cutoff version of BOTS programs.

We demonstrate that problems pin-pointed by our method are general
problems by comparing program performance before and after optimization
on other runtime systems. We used the median execution time of ten trials
of the timed sections for comparison on ICC v15.0.1, GCC v4.9.2, and GCC
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v4.9.2 linked with MIR.
Grain graph based visual performance analysis work-flow is as follows.

The grain graph has multiple views with colors encoding a single problem or
property per view. Problematic grains i.e., those that have crossed thresh-
olds, are highlighted and other elements are dimmed in views where grain
colors encode problems. Programmers shift views to understand problem
areas to tackle. Clicking on a grain displays its timing, source location, and
other properties in a separate window. Problem thresholds have sensible
defaults listed in Section 5.4.3 and can be refined by programmers.

5.5.3 Analysis and Optimization
We demonstrate performance analysis using grain graphs on poor performing
OpenMP programs that we optimize in the section.

Sort

Sort is a recursive fork-join task-based program from BOTS that sorts an
array using divide-and-conquer in three phases. The first phase uses parallel
merge-sort, the second phase uses sequential quick sort, and the third uses
sequential insertion sort. Phase shifts occur when the size of the divided
array reaches thresholds specified by cutoffs which are crucial for perfor-
mance [122, 144, 44].

Sort scales poorly for an input array with 16M elements on all runtime
systems for the best cutoff values (Figure 5.1). Visualizations in existing
tools point to load imbalance (Figure 5.5) as the reason for the poor perfor-
mance and offer no further insight.

The reason behind Sort’s load imbalance becomes clear from Figure 5.6
which shows the non-uniform parallelism exposed. A lot of parallelism is
available when the program starts executing but the amount of parallelism
gradually decreases in a waxing and waning pattern. The crux is that in-
stantaneous parallelism is less than the number of cores available (48) at
several points during execution.

Caption of Figure 5.6: (a) Low instantaneous parallelism causes load
imbalance. Phases with decreasing and non-uniform parallelism can be
seen on the graph. Problematic grains are highlighted and others are
dimmed. The highlighted grains have lower instantaneous parallelism
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Figure 5.5: Existing tools indicate load imbalance and offer no actionable
information about Sort performance. Intel VTune Amplifier shows cores
performing uneven work and spending a large fraction of time inside the
runtime system during execution of the parallel region. Nothing links the
load imbalance to the culprit tasks. Visualizations in other tools suffer from
the same problem.

than the 48 available cores on our machine. The highlight indicates
the amount of instantaneous parallelism exposed using a red-to-yellow
heatmap. The grain graph contains 815 grains. (b) Increasing instanta-
neous parallelism by lowering cutoffs reduces parallel benefit and does
not improve performance. Low parallel benefit is highlighted in a red-
to-yellow (red is low) linear color gradient. Grains without the problem
are dimmed. Only lower half of graph shown for space reasons. Entire
graph contains 18373 grains, 48% with low parallel benefit.

We reduced the depth cutoff to increase instantaneous parallelism but
grains became too small and performance decreased due to low parallel
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benefit (Figure 5.6b). We can conclude that sorting 16M elements with the
best cutoffs will always have load imbalance irrespective of scheduling.

Sort has additional problems that can be seen on the grain graph in a
mutually exclusive manner. We summarize the problems and optimization
results in a table for space reasons:

Affected grains (%)
Problem Before After
Work Inflation 68.54 37.08
Poor Memory Hierarchy
Utilization

56.05 30.11

We reduced both problems with round-robin memory page distribution
to different NUMA nodes. Performance improved on all runtime systems
as shown in Figure 5.1. Further improvements can come from algorithmic
changes, access-pattern-aware data distribution and locality-aware schedul-
ing.

359.botsspar

359.botsspar is an iterative task-based program from SPEC-OMP to com-
pute the L-U factorization of a sparse matrix. The program scales poorly
with an input matrix with 60X60 blocks of size 250X250 shown in Figure 5.1.
The input is half of SPEC specified test input and is chosen for space reasons
in the paper.

Caption of Figure 5.7: (a) 359.botsspar has two distinct, interleaved
computation phases that expose gradually decreasing parallelism. The
graph is for a small input (5,5). (b) Grain graph with evaluation in-
put contains 19811 grains. Grains that suffer from work inflation are
highlighted in a red-to-yellow (red is high) linear color gradient. Non-
problematic grains are dimmed. (c) Performance is lost due to wide-
spread work inflation (threshold set to 1.2). (d) Optimizations reduce
work inflation. No work inflation is seen on grains in the larger paral-
lelism phase. Work-inflated grains are isolated to the lesser parallelism
phase.

Figure 5.7a shows 359.botsspar exposing non-uniform and gradually de-
creasing parallelism in two distinct interleaved phases. The first phase con-
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sists of grains instantiated from sparselu.c:229(fwd) in light-green and
sparselu.c:235(bdiv) in orange and exposes less parallelism than the sec-
ond phase. The second phase exposes large amounts of parallelism from
sparselu.c:246(bmod) (magenta grains in Figure 5.7a). Both gradually
reduce the amount of parallelism and therefore fail to take advantage of all
48 cores on our machine.

359.botsspar has a more severe bottleneck than gradually reducing par-
allelism – work inflation. This is known since Olivier et al. [130] reported
work inflation at program-level granularity for BOTS SparseLU, the an-
cestor of 359.botsspar. We gradually lower the work deviation problem
threshold from 2 to 1.2 and see that many tasks suffer from work inflation
(Figure 5.7c). Visualizations in existing tools do not flag any problems since
load is balanced and tasks are sufficiently large. Olivier et al. found that
enabling inter-procedural optimizations with ICC minimize work inflation
and improve performance upto 60% during parallel and upto 3X for sequen-
tial execution. The drawbacks are being tied to ICC for these improvements
and that culprit tasks cannot be discerned.

By sorting task definitions by creation count and work inflation, the
graph pin-pointed sparselu.c:246(bmod) as the culprit. These grains were
most frequent since they contribute work solely to the phase that exposes
the largest amount of parallelism (magenta colored tasks in Figure 5.7a).
Since sparselu.c:246(bmod) had similar work inflation to other tasks (Fig-
ure 5.7c), programmers could focus on optimizing that first.

We decided to improve the cache behavior since the graph also high-
lighted poor memory hierarchy utilization for the same task. Cache misses
and coherence latency are the main sources of work inflation [130]. The body
of sparselu.c:246(bmod) called bmod which had a triple-nested loop with a
cache-unfriendly access pattern. We performed manual loop interchange to
get a more cache-friendly access pattern which reduced work inflation (Fig-
ure 5.7d) and improved performance for all runtime systems (Figure 5.1).
Performance also increased by approximately 2.7X on single core execution
on all runtime systems (Table 5.1), echoing the sequential improvement re-
ported by Olivier et al. [130].

FFT

FFT is a recursive fork-join task-based program from BOTS that calculates
the 1-D DFT of a set of complex-valued samples. The program uses divide-

153



Table 5.1: Loop interchange optimization improves single core execution
time of 359.botsspar. RTS is short for runtime system.

Single-core exec. time
RTS Before After
ICC 595.32s 220.26s
GCC 589.63s 218.08s
MIR 593.06s 218.94s

and-conquer to divide the samples into smaller sets before calculating the
DFT. Many tasks are created even for small inputs since several tasks are
created for each divide.

FFT scales badly on all except ICC for an input of 16M samples (Fig-
ure 5.1). Visualizations in existing tools show that load is balanced and
provide no further information to understand and improve performance.

The grain graph reveals the main problem with FFT – most grains are
too small to provide parallel benefit. Figure 5.8 contains a summary of
parallel benefit since 600 thousand grains can be displayed on a monitor
but does not fit in this paper. Increasing parallel benefit is key to improve
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Figure 5.8: FFT performance grouped by definition in source files. Sev-
eral grains have low parallel benefit in the original program. Grains show
good parallel benefit after optimizations. Not all grains are created in the
optimized program due to cutoffs.

performance.
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We began to optimize FFT to increase the parallel benefit. The graph
singled out the first optimization candidate – fft.c:4680. Those grains
have a high prevalence of poor parallel benefit and contribute most heavily
to to total program work (Figure 5.8). We decided to increase the parallel
benefit by adding cutoffs to prevent creation of too small grains. Inspecting
fft_aux called solely in the body of fft.c:4680 revealed an opportunity
to add a cutoff based on recursion depth. Systematically inspecting other
optimization candidates on the grain graph revealed similar opportunities
to introduce cutoffs. The same cutoff could be used in several places which
allowed us to reduce the number of cutoffs to two. Good values for the
cutoffs were quickly obtained using performance and structural feedback
from the graph.

FFT performance improves after optimizations as shown in Figure 5.1.
All runtime systems benefit since tasks are big enough to provide good
parallel benefit (Figure 5.8).

ICC performed well without optimizations which led us to suppose that
the ICC runtime system uses internal cutoffs to improve parallel benefit. We
inspected the sources for version 15.0.1 [77] and found a queue-size based
internal cutoff. GCC fares poorly despite limiting task creation at 64 times
the number of threads [145].

Despite improving the parallel benefit, FFT fails to scale to a high degree.
Figure 5.9 shows the graph for the optimized program which points out the
next bottleneck. A majority of grains have poor memory hierarchy utiliza-
tion. Since the problem is observed despite using a work-stealing scheduler,
we can conclude that algorithmic changes and locality-aware scheduling (or
any schedule better than work-stealing) are necessary to further improve
FFT performance. Optimization focused on the critical path alone will not
suffice since poor memory hierarchy utilization is wide-spread.

Freqmine

Freqmine is a parallel for-loop based program from Parsec that mines trans-
actions for association rules using an array-based implementation of the
FP-growth algorithm. The program takes a database and a minimum sup-
port and finds all frequent item-sets with support equal to or greater than
the minimum support.

Freqmine performs poorly on all runtime systems under what Parsec
calls simlarge inputs, kosarac_990k.dat as transaction database and 11000
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as minimum support as shown in Table 5.2. Visualizations in existing tools

Table 5.2: Freqmine performs poorly on all runtime systems due to the
imbalanced FPGF loop. 7 cores are sufficient to maintain performance for
the evaluation input. RTS is short for runtime system.

RTS Speedup 48-core exec.
time

7-core exec.
time

ICC 6.58 1.71s 1.72s
GCC 6.68 1.68s 1.69s
MIR 7.2 1.65s 1.68s

show load is imbalanced while executing a dynamically scheduled parallel
for-loop in function FP_tree::FP_growth_first(). We refer to the loop
as FPGF. The loop is instantiated thrice and the second instance takes up
70% of the program execution time.

We first focused on improving the load balance of FPGF. Traditional
wisdom advocates creating more chunks by reducing the chunk size but
that is already set to the smallest value, one.

Existing tools also show that FPGF has high synchronization cost for
most cores. Traditional wisdom advocates making synchronizations more
infrequent by increasing the chunk size. This seemed reasonable consid-
ering the load imbalance was already bad. However, increasing the chunk
size even by a small amount increases the load imbalance. At this stage,
we looked for opportunities to speedup FPGF’s body. Unfortunately the
README notes that functions called from the body are inherently sequen-
tial and algorithmic optimizations are unlikely to be revealed by tools.

Our method reveals the root cause of the problem which is that grains
of FPGF have uneven size as shown in Figure 5.11. Most grains are small
and provide poor parallel benefit but a few grains are large. Inspection
reveals that the large grains execute single loop iterations that are spaced
irregularly across the iteration range and not isolated to a particular portion
of the iteration range causing some cores get more work than others due to
the greedy nature of the dynamic schedule. The many small chunks cause
the high synchronization overhead indicated by existing tools. We increased
the chunk size to improve parallel benefit but that made the load balance
even worse.
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Caption of Figure 5.10: (a) The large magenta grains from for-
loop in FP_tree::FP_growth_first() give bad load balance of 35.5.
Grain colors encode for-loop definition in source code. (b) Most grains
are too small and provide poor parallel benefit highlighted in a red-to-
yellow (red is low) linear color gradient. Grains without the problem
are dimmed. Poor parallel benefit also seen in other loops.
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Figure 5.11: Load balance of second instance of loop FPGF which contains
1292 chunks of disproportionate size. Load balance is 35.5 on 48 cores and
improves to 1.06 on 7 cores.

That FPGF is bound to have load imbalance presented us with an op-
portunity to optimize resource usage instead. We used a straight-forward
bin-packer implemented in Gecode [172] to compute the minimum number of
cores necessary to retain the same makespan – 7 cores. We set num_threads
to 7 for the instance in the source code and show the resulting load balance
with similar execution time in Figure 5.11 and Table 5.2.

Strassen

Strassen is a recursive fork-join task-based program from BOTS to multi-
ply matrices using the Strassen algorithm. The matrices are decomposed
recursively into smaller submatrices and multiplication is performed at the
leaves of the recursion on the smallest submatrices. The amount of recursive
decomposition is controlled by a cutoff for the smallest submatrix size. We
refer to the submatrix size cutoff as SC for the remainder of the section.
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Caption of Figure 5.12: (a) Strassen contains a hard-coded cut-
off that limits performance since depth is shallow irrespective of pro-
gram input causing insufficient parallelism to be exposed for our 48-
core machine. The graph is limited to 58 grains. Grain colors encode
task definition in source code. (b) Many more tasks are seen at recur-
sion leaves, exposing increased parallelism and improving performance
when the hard-coded cutoff is disabled. The graph contains 2801 grains.
Only the right half of the graph is shown for space reasons. The prob-
lem of poor memory hierarchy utilization comes to fore. Grains with
poor memory hierarchy utilization are highlighted using a red-to-yellow
(red is low) linear color gradient that encodes the relative intensity of
memory hierarchy utilization. Non-problematic grains are dimmed. (c)
Scheduler choice is crucial for performance. Few grains are scattered
with a work-stealing scheduler. Problematic scatter is highlighted using
a violet-to-red (rainbow) color gradient that encodes the executing core.
Non-problematic grains are dimmed. (d) Many tasks are scattered when
a central queue-based scheduler is used.

Strassen scales poorly on all runtime systems (Figure 5.1, input: 8192 X
8192 matrix, SC = 128). Visualizations in existing tools show that the load
is imbalanced, and remains imbalanced despite lowering SC. The behav-
ior contradicts the intuition that balance should improve when more tasks
are created. Increasing SC does not worsen the balance either, which is
surprising since tasks become larger.

The reason for the load imbalance becomes clear when we compare grain
graphs for different SC values. All graphs are shallow and look the same
(Figure 5.12a) indicating the cutoff has no effect.

Strassen suffers from a similar problem as 376.kdtree. We found a hard-
coded cutoff that overrides SC and limits the exposed parallelism in the
functions for matrix decomposition. Performance improves without cutoff
on all runtime systems (Figure 5.1) since that provides sufficient parallelism
for our machine (Figure 5.12a).

However, a new problem surfaces – poor memory hierarchy utilization
(Figure 5.12b). Olivier et al. [130], who identify the same problem at a
program-level granularity, catalog fixes that include using standard blocked
matrix multiplication algorithm for multiplying submatrices at recursion
leaves and placing data hierarchically using Morton ordering [177].

161



Strassen also performs poorly (48-core speedup of 10) with a central
queue-based task scheduler. Sibling tasks are scattered under central queue
scheduling (Figure 5.12d). Recall that scatter is highlighted when tasks are
executed far away from each other (farther than 12 cores i.e., off-socket on
our machine) since communication and data fetching off-core takes more
time. A work-stealing scheduler reduces scatter by adding children to the
front of a local queue and other workers steal from the back of that queue.
Scatter under work-stealing scheduling is shown in Figure 5.12c.

Other benchmarks

We summarize the performance analysis with grain graphs on the remaining
programs. We group programs based on speedup with MIR over single core
execution with ICC on the 48-core machine.

Speedup over 30: Over 65% of chunks of the sole parallel for-loop in
Blackscholes (input 4 million points) have poor memory hierarchy utiliza-
tion. Around 33% of the chunks also have low parallel benefit. Other
metrics indicate good behavior. The other possible problems are serial
sections.

367.imagick contains several for-loops with poor parallel benefit including
magick_shear.c:1474, magick_shear.c:1694, magick_decorate.c:406,
magick_enhance.c:3554, and magick_transform.c:650. These loops miss
conditional for-loop throttling macros called omp_throttle present else-
where. Our method points out these inconsistencies. The input we tested
for 367.imagick is the chain -shear 31 -resize 1280x960 -negate -edge
14 -implode 1.2 -flop -convolve 1,2,1,4,3,4,1,2,1 -edge 100 which
is poor performing according to documentation by SPEC.

372.smithwa (input 34) has parallel blocks mergeAlignment.c:160 and
verifyData.c:46 that suffer from load imbalance, low memory hierar-
chy utilization and poor parallel benefit. The load imbalance in parallel
block verifyData.c:46 is not visible in timings since the region of inter-
est excludes this blocks. Our method shows the problem since the graph
represents the whole program.

NQueens (input 14) and 358.botsalgn (input prot.200.aa) scale linearly
and all metrics indicate good behavior.
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Fibonacci is a common example for illustrating task-based OpenMP pro-
gramming and metrics for input 48 with cutoff 12 indicate problems in
work deviation and parallel benefit. The grain graph of Fibonacci shown
in Figure 5.13 immediately demonstrates how depth cutoffs control recur-
sion depth and amount of computation performed by leaf grains which
commonly do brunt of the work in task-parallel programs.

Speedup less than 20: UTS (test.input) suffers from poor parallel benefit
for most of the 4 million grains. Despite the sheer size the graph still
captures the imbalance after zooming. UTS can benefit from inlining within
the runtime system or depth-based cutoffs.
In Bodytrack, chunks in all functions except ParticleFilterOMP::CalcWeights()
suffer from poor parallel benefit and low memory hierarchy utilization.
Loop fusion might improve the scaling and the metrics point out good
candidates such as loops in FlexFilterRowVOMP() and FlexFliterColum-
nVOMP(). Serial sections are also bottlenecks.
Floorplan is a branch-and-bound optimal solution search that has non-
deterministic behavior built-in due to pruning of the search space [45].
This behavior is reflected by the grain graph since the shape of the graph
changes for different thread counts as shown in Figure 5.14.

5.6 Related Work
Numerous performance visualization techniques and performance analysis
tools [117, 58] have been developed since 1997 when OpenMP version 1.0
was released. We focus on techniques and tools that visualize OpenMP
execution.

Tools predominantly visualize OpenMP execution using thread time-
line and function call graph structures. Task execution is depicted on the
structures from the perspective of the runtime system where tasks execute
interleaved with other tasks in a runtime-optimized manner. The unfamiliar
nature of the interleaving makes connecting performance back to program
structure impractical for programmers. Parallel for-loop performance is sim-
ilarly difficult to analyze since it is aggregated at the thread-level without
distinction between chunks. The disconnect between performance visualiza-
tion and program structure is a long-standing problem that was echoed more
than a decade ago by the creators of DMPL [33] and continues to persist
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Figure 5.13: Grain graph of Fibonacci for small input (42). Higher cutoff
input values increase graph depth and reduce work done at leaves. (a) Cutoff
input is 4. (b) Cutoff input is 5. (c) Cutoff input is 6. (d) Cutoff input is 7.
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in recent tools [163]. We follow with a detailed discussion on problems with
visualizing tasks and chunks on thread time-lines and function call graphs
and compare with our method.

Thread Time-line Visualization: The thread time-line shows state tran-
sitions of individual threads as they happen as shown in Figure 5.15. Sev-

Figure 5.15: Task performance depicted on thread time-line visualizations
is difficult to reason about even for simple OpenMP programs. Time-line
shows thread X executes the instance of task foo in the program in Fig-
ure 5.3a. Other threads Y and Z execute other tasks. Fragments of the
foo task instance are spread out and interleaved with other tasks including
non-children tasks (qux) subject to scheduling by the runtime system. Task
instance identifiers are typically unavailable (but shown here in labels for
clarity) and shown as plain task execution states (white) making it difficult
to count tasks and aggregate performance of individual task instances. It is
difficult to track down the task baz since links to parent instances are typi-
cally absent. Parallelism trends cannot be inferred since the visualization is
bound to the number of threads.

eral tools including Intel VTune Amplifier, Vampir [23], Paraver [143], hpc-
traceviewer of HPCToolKit [1], Aftermath [41] and GOMP Profiler [5] vi-
sualize time-lines. Most tools contain profiling infrastructure builtin but
Vampir uses traces from Score-P [104] or Scalasca [62] and Paraver uses
traces from OmpSs-Extrae [46]. The tools differentiate tasks and for-loop
execution on the thread time-line as states separate from other thread
states with the exception of VTune Amplifier. Time and hardware events
spent in individual states can be aggregated, as seen in the histogram fea-
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ture in Paraver. Task and for-loop load balance can be determined per
thread by aggregating time spent in their particular execution states. It
can be globally understood that tasks or chunks are too fine grained by
checking if aggregated parallelization time exceeds aggregated execution
time. Identifying large grained chunks is not possible using visualizations
in existing tools.

Parallelism trends such as instantaneous parallelism are not captured by
the time-line visualization since it restricts itself to number of the threads
and manual inference is prevented since parent-child task connections are
typically not shown. Ding et al. [40] show parent-child relationship on the
time-line by super-imposing edges between parent and child tasks. Their
visualization does not however distinguish task fragments and connects
parent and child tasks using cyclic and redundant edges, producing con-
voluted graph layouts. Servat et al. [165] connect tasks to parent on the
time-line without capturing proximity in code.

Task identifiers help in understanding scheduling action and to compare
parent and children to infer parallel benefit, but are not shown on the time-
line. Exceptions are the GOMP profiler and a research prototype [162] of
Vampir that show unique identifiers for tasks. Parents cannot be identified
from task identifiers in the Vampir research prototype. The GOMP profiler
captures both task and parent identifiers in a table associated with the
time-line. No tools provide schedule independent task identifiers which are
essential to calculate work deviation per task.

Computing execution time per task from the time-line is impractical be-
cause tasks are spread out and interleaved on different time-lines since
threads are free to schedule and run other tasks. Fragments have to be
individually tracked and aggregated to infer per-instance time – an error-
prone and tedious step in the presence of thousands of tasks typically cre-
ated by task-based OpenMP programs. The time-line aggregation function
does not work at a per-task instance level. Aggregating other per-task in-
stance metrics such as hardware performance counter events is similarly
impractical for typical programs with thousands of tasks.

None of the time-lines we have seen highlight the critical path through
tasks or for-loops. The critical path is an important filter for selecting
first-optimization candidates. Sampling-based tools such as VTune and
hpctraceviewer show frequently sampled regions of code, hotspots, on the
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time-line but there is no guarantee that hotspots appear on the critical
path. Scalasca [62] identifies and visualizes the critical path for MPI pro-
grams.

Function Call Graph Visualization: The function call graph is a tree-
like visualization that shows how functions call each other. Fewer tools
provide call graph visualization in comparison to the widely available time-
line visualization. The call graph is useful to understand how functions
performed under sequential execution but ill-suited to depict task/parallel
for-loop execution since the instantiation and execution of these constructs
are decoupled and subject to runtime-optimizations unlike function calls
which execute immediately when called.
Call graphs typically show that tasks execute within the context of task
synchronization calls to the runtime system as shown in Figure 5.16. Tasks
are typically not differentiated from other functions and tasks executing
within the synchronization context are not necessarily children of the caller.
Parent-child relationships cannot be inferred from the call graph so a time-
line graph is required.
Task execution within synchronization contexts on call graphs are diffi-
cult to follow since they embody runtime-optimizations. For example, the
VTune call graph requires runtime system knowledge to infer that tasks
are inlined and executed immediately or deferred for later execution based
on internal cutoffs. In addition, the synchronization context turns into a
deeply-nested task tree which is difficult to navigate since OpenMP tasks
can create children of their own typically in a recursive manner. Inferring
parallelism trends from the call graph is not possible.
Task visualization on call graphs is not uniform across tools. The CUBE
call graph provided by Scalasca [62] aggregates task computation time to
the definition in the program. Individual task instances are not differenti-
ated and average task duration has to be estimated through visit counts.
OmpP [59] has a textual call graph with execution time of task definitions
but not per instance. The call graph in the Oracle Solaris Studio perfor-
mance analyzer does not explicitly label tasks, instead functions called by
tasks are shown. This complicates calculating exclusive task execution time
since tasks and ordinary functions are not differentiated. The VTune call
graph does not constantly distinguish tasks from functions due to runtime
system inlining optimizations. The call graph visualized by Vampir [23]

168



Figure 5.16: Function call graph visualizations retrofit tasks as function calls
to complicate performance analysis. Depicted here is a call graph for the
foo task instance created by program in Figure 5.3a. Task instances are
typically not differentiated from other functions. The length of each func-
tion bar denotes execution time computed by aggregating time spent within
the function excluding called functions. Exclusive accounting complicates
inferring task execution time including time spent in non-task functions such
as memcpy. Inclusive accounting includes all called functions and is of little
use. It is neither possible to link parent task instances with their children,
nor infer parallelism trends. Instance of child task baz is executed in an
unknown foreign task context and has to be manually tracked down (not
shown). Since parent task instances are not identified, it is unclear if the
bar instance is a true child or where the qux instance originated from.
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provides the highest information by aggregating execution time and call
counts of task definitions by depth, but does not differentiate individual
task instances.
Parallel for-loops are retro-fitted as special functions on the call graph
similar to tasks. Computation time, scheduling overhead, and iteration
counts of all loop instances are aggregated to the definition in the program
with the exception of the latest 2016 version of VTune which separates
loop instances. No call graph visualization in existing tools distinguishes
chunks or functions called within loops.

Task Graph Visualization: DAGs are useful to visualize dynamic pro-
gram behavior. Few performance analysis tools visualize tasks in DAGs.
Temanejo visualizes data-flow execution of OmpSs and OpenMP 4.0 tasks
in a task dependence graph and uses it as a graphical debugging aid [17].
Tasks on the dependence graph do not have problems highlighted but they
can be selected for execution in a step-by-step manner. It is unclear if the
dependence graph shows execution time and other performance properties
of tasks.
Tareador is an OmpSs tool that visualizes data-flow style execution of
OmpSs/OpenMP 4.0 tasks in a static task dependence graph [8, 169].
Task execution time and other performance information are not available
as annotations and problems are not highlighted. The Flow Graph De-
signer [182] visualizes compile-time data dependencies between Intel TBB
tasks in a graph. Performance of per-task instances created during execu-
tion are not available on the Flow Graph Designer.
Paradyn [116] uses dynamic instrumentation and automatically tests hy-
potheses to narrow down performance problems in long-running programs
displayed in multiple DAGs grouped by resources. Paradyn’s notion of
tasks is different from tasks in OpenMP [7].
The recent OMPT interface [49] is a good step towards enabling per-task
performance visualization tools for OpenMP. No tool to the best of our
knowledge uses OMPT events to visualize task graphs.

Our method complements thread time-lines, function call graphs and
existing task graph visualizations by zooming into execution at the grain
level. We visualize problems in a single graph that shows performance of
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all grains. Trends in parallelism can be immediately inferred and grain per-
formance is readily available on the graph along with problem highlights.
Programmers can connect execution to program structure since children are
depicted close to the parent. The graph structure is robust under runtime
system optimizations such as task inlining. We generalize load balance to
include tasks and display work deviation per-grain. Parallel benefit, instan-
taneous parallelism, and scatter are absent in other tools.

The elegant graph notation used by McCool et al. [112] to explain par-
allelization patterns is the starting point for our work.

5.7 Conclusion
We have presented grain graphs, a method to visualize program execution
from a predictable program perspective while retaining essential runtime
system execution aspects such as scheduling and memory hierarchy perfor-
mance. We demonstrated how our method guides programmers to under-
stand and optimize poorly performing, inadequately understood standard
programs.

Grain graphs are independent of profiling method and can be adopted to
depict any control-flow that creates and synchronizes asynchronously with
explicit, implicit or conceptual tasks.

We do not yet visualize OpenMP 4.0 data-flow tasks due to lack of data-
dependence resolution support in the MIR profiler. There are no conceptual
problems in extending our method to task dependence graphs when the
profiler supports data-flow tasks. Similarly there are no conceptual problems
to visualize the recently announced task-generating for-loops (version 4.5)
once they are supported by the profiler. Large graphs have long rendering
times which is a scalability issue since programmer work flow is iterative. We
have encouraging results from early experiments with collapsing collections
of nodes and replacing them with a single summary node in the graph as
shown in Figure 5.17.
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Chapter 6

Putting It All Together

In previous chapters, contributions have been presented and discussed indi-
vidually as solutions to specific problems (Sections 1.2 and 1.3) and under
paper topics (Chapters 3, 4 and 5). In this chapter, thesis contributions
are examined together under the lens of OpenMP productivity. The idea
is to see how the contributions complement each other, whether they have
overlapping features and depend on each other, and how programmers can
benefit can benefit from them as a whole.

Section 6.1 recapitulates thesis contributions and examines dependences
and overlaps between them. In Section 6.2, the contributions are com-
bined into a unified work-flow that improves programmer productivity. Sec-
tion 6.3 summarizes application of a thesis contribution in an external re-
search project.

6.1 Dependences
First, a recapitulation of contributions. The thesis contributes with data
locality optimizations and high-resolution performance analysis methods to
improve the productivity of OpenMP programming. The contributions are:

C-1 Data distribution abstractions for NUMA systems and manycore pro-
cessors.

C-2 Locality-aware task scheduling policies for NUMA systems and many-
core processors.
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C-3 A cost-effective method to extensively profile grains – instances of tasks
and parallel for-loop chunks.

C-4 An architecture-independent, task-centric characterization of programs
in the Barcelona OpenMP Tasks Suite [45] (BOTS).

C-5 A method called Grain Graphs to visualize problems at the level of
grains.

C-6 A grain-level, source-linked characterization of new and known prob-
lems in OpenMP programs from standard benchmark suites: SPEC
OMP 2012 [125], Parsec 3.0 [176, 10], and BOTS [45].

Contributions C-1 and C-2 are data locality optimizations whereas C-3,
C-4, C-5, and C-6 relate to high-resolution performance analysis methods.

Dependences between contributions in shown in Figure 6.1. Contribu-
tions C-1 and C-3 are independent. Contribution C-2 relies on uniform data
distribution to balance load evenly while dealing tasks to cores. If data dis-
tribution is non-uniform, then stealing decisions that migrate data across
the memory hierarchy kick in, potentially degrading performance. In addi-
tion, C-2 requires data distribution information cached by implementation
of C-1 within the runtime system. Expensive OS queries (system calls) are
needed if cached data distribution information is absent. Contribution C-
5 needs profiling information collected by the prototype implementation of
C-3 to construct the grain graph and highlight problems. The prototype
is vital since existing performance tools do not provide equivalent profiling
information.

Contributions C-1 through C-6 are ordered based on the problems they
tackle. Contribution C-1 tackles problem Pb-1, contribution C-2 tackles
problem Pb-2, and so on. The problems in turn are ordered based on the
software techniques developed to tackle them – runtime system (problems
Pb-1 and Pb-2; contributions C-1 and C-2), profiler (problem Pb-3; contri-
bution C-3) and visualization (problem Pb-4; contribution C-5).

The contributions C-1, C-2, C-3, and C-5 tackle distinct problems (see
Section 1.2). Therefore, by design these contributions do not have overlap-
ping features and co-exist without interfering with each other. Contribu-
tions C-4 and C-6 characterize standard OpenMP programs. C-4 provides
an architecture independent characterization of BOTS programs. The char-
acterization includes scalability estimates. C-6 also characterizes scalability
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Figure 6.1: Dependences between contributions.

problems in BOTS programs but on a specific NUMA architecture. There-
fore there is an overlap of analysis subject – scalability of BOTS programs
– between C-4 and C-6. Since the findings of C-4 and C-6 agree, C-6 is
an architecture specific validation of architecture independent observations
made by C-4. Note that C-6 analyzes, in addition to BOTS, programs from
SPEC OMP 2012 and Parsec 3.0.

6.2 Unified Work-flow
The section examines the complementary nature of contributions and demon-
strates their combined productivity benefits by means of unified performance
analysis and optimization work-flow for programmers shown in Figure 6.2.
The work-flow is formed by unifying all thesis contributions and is explained
phase-wise below.

Apply optimization: In this phase, programmers apply an optimization
to the program and runtime system to solve a problem. Applying the opti-
mization involves making source code changes and setting runtime system
configuration variables. The optimization pin-points which source code
parts and runtime system configuration variables have to be modified and
how. The program is re-compiled if source code is modified after applying
the optimization.
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Figure 6.2: A unified performance analysis and optimization work-flow for
programmers formed by assembling all thesis contributions. The human
icon indicates manual phases.
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Contributions C-1 and C-2 are involved here depending on the nature of
the optimization to be applied. The optimization can direct programmers
to enable and fine-tune data distribution in source code using abstractions
contributed by C-1. In addition, the optimization may guide program-
mers to configure the runtime system to use locality-aware scheduling con-
tributed by C-2. Here, the work-flow assumes that the runtime system
provides options to select and tune the scheduling policy. If not, locality-
aware scheduling (C-2) is assumed as the default. The optimization can
also direct programmers to increase or decrease the stealing vicinity size
used by locality-aware scheduling (C-2) on the TILEPro64 processor.

Profile grains: In this phase, the optimized program is executed by the
optimized runtime system and grains are profiled extensively. The phase
is automatic. Programmer intervention is only required to refine the de-
fault set of grain properties and performance metrics to be profiled. For
example, programmers might want to enable binary instrumentation of
grains. Binary instrumentation is slow and disabled by default. In another
example, programmers might wish to enable special performance counters
not included in the default set.

Contributions C-3 and C-4 are involved here. Grains are profiled using a
prototype of the profiling method contributed by C-3. The grain profile
can be tapped out for external analysis such as the similarity and input
sensitivity study of BOTS programs demonstrated by C-4.

Construct grain graph: In this phase, the grain graph is constructed us-
ing grain properties and performance information. Metric values that cross
problematic thresholds are highlighted on the grain graph. The phase is
automatic. Programmer intervention is only required if problematic metric
thresholds need refinement over the sensible defaults. For example, pro-
grammers might wish to lower the default work inflation limit of 2 for a
stricter performance requirement.

Contribution C-5 is involved here. The grain graph with problem highlights
is constructed as per the method contributed by C-5.

View the grain graph and pick problem: Programmers shift through
multiple views of the grain graph and pick an urgent problem to tackle
in this phase. The grain graph visualization treats all views equally and
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quantifies problem severity per view. For example, the work inflation prob-
lem view can quantify that over 80% of grains are problematic and the low
instantaneous parallelism problem view can quantify by how much 40% of
grains are problematic.
It is the programmer’s responsibility to rank problem severity across views
and pick the most urgent problem. Typically, programmers rank as most
urgent the problem that appears correlated in several views. For example,
problematic grain execution can be correlated across work inflation, high
scatter and poor memory hierarchy utilization views. Programmers can
also study the structure of the grain graph and click on individual grains
to inspect their properties and performance metrics in a separate tabular
window to decide on urgent problems. Problems that plague the critical
path are good first optimization candidates. Unavoidable problems can be
ignored by programmers.
Problematic metric thresholds can also be changed to stricter or more per-
missive values by programmers. This requires a reconstruction of the grain
graph to highlight problems based on new problematic metric thresholds.
Programmers also ensure that the applied optimization has reduced the
severity of the target problem. If the target problem persists, then stronger
optimization is required, or the target problem is a symptom of another
problem not covered by the optimization applied.
Contributions C-5 and C-6 are involved here. Shifting through multiple
views of the grain graph to pick urgent problems and refining problem
thresholds are methods contributed by C-5. Programmers can learn from
the systematic selection of problems demonstrated in C-6 for SPEC OMP
2012, Parsec 3.0 and BOTS programs.

Select optimization: In this phase, programmers plan an optimization
strategy for the problem picked in the previous phase. The optimization
strategy can involve the whole program or target specific grains through
their definitions in source code. General optimization strategies for prob-
lems are shown in Table 6.1. Expanding the general optimizations and
showing them as problem-specific tips on the grain graph visualization is
part of future work. Programmers can also choose to make domain-specific,
algorithmic and compiler based optimizations on top of general optimiza-
tions. Implementing the selected optimization is the responsibility of the
programmer.
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Contributions C-1, C-2 and C-6 are involved here. Methods contributed
by C-1 and C-2 are part of general optimizations. Programmers can learn
from the selection and implementation of optimizations demonstrated in
C-6 for problems in SPEC OMP 2012, Parsec 3.0 and BOTS programs.

The work-flow is iterated until the program achieves desired performance
and only unavoidable problems persist. Clever programmers and experts can
short-circuit the iterative process by applying several optimizations at once
and by anticipating problems that can show up in future iterations. The
work-flow enables average programmers and experts alike to understand
problems quickly and target optimization precisely and systematically. The
work-flow can also be performed in parallel with other performance anal-
ysis and optimization methods such as thread time-line analysis (great for
spotting idle periods), race condition checking (vital for correctness) and
roofline [189] based performance modeling.

Utility of the work-flow is demonstrated throughout the thesis. For ex-
ample, performance analysis and optimization of SPEC OMP 2012, Parsec
and BOTS programs demonstrated in Paper C (Chapter 5) follows the work-
flow to the book. Performance analysis and optimization of BOTS Sort and
Strassen programs using an early form of the grain graph demonstrated in
Paper B ((Chapter 5) also follows the work-flow. A powerful demonstration
of the work-flow can be seen in the case of the SparseLU program from BOTS
and the closely related 359.botsspar program from SPEC OMP 2012. Per-
formance analysis in Paper A (Chapter 3) found that tasks of the SparseLU
program suffer from lengthy memory stalls. At that time, the problem was
tackled by enabling data distribution and locality-aware task scheduling.
This however did not result in performance improvement and the problem
remained. In Paper C (Chapter 5), the grain graph of the 359.botsspar
program showed work inflation as an urgent problem in addition to lengthy
memory stalls. By then, Olivier et al. [130] had also reported work inflation
for BOTS SparseLU and solved it by enabling inter-procedural optimiza-
tions in the Intel C compiler. This gave a strong impetus to inspect task
definitions in source code carefully to confirm poor cache utilization. In-
terchanging loop order in task definitions improved cache utilization and
scalability of 359.botsspar/SparseLU permanently.
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6.3 Early Design Performance Estimation
Thesis contribution C-3 has been applied in an external research project
called the PaPP project [141].

One of the objectives of the PaPP project is to provide performance
estimations of task-based OpenMP programs to aid decisions during early
phases of parallel embedded system design. Early detection of insufficient
performance is crucial to avoid time-to-market delays and expensive late re-
design costs. Early performance estimation also prevents over-provisioning
of system resources.

The PaPP project has successfully used the prototype implementation of
contribution C-3 in its performance estimation tool-chain. High-resolution
profiling measurements provided by the C-3 prototype are used as a model
of the program by a simulator component in the tool-chain. The simulator
executes the program model on different target architecture models to esti-
mate program execution time and provide execution guidance to the runtime
system.

A conference publication about the tool-chain including application of
the C-3 prototype is planned.
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Chapter 7

Conclusion

The thesis has contributed solutions to nagging productivity problems in
OpenMP. Problems tackled include the lack of data distribution abstrac-
tions, limited locality-awareness in task scheduling, poor tool support for
profiling task and chunk instances, and disconnection between problem and
program structure in performance visualizations shown by existing tools.

Contributions
The first contribution is a set of data distribution abstractions for NUMA
systems and manycore processors (TILEPro64) that enable OpenMP pro-
grammers to distribute data portably without being aware of low-level sys-
tem topology details. Implementation of data distribution is delegated to
the runtime system to achieve portability. The abstractions have a famil-
iar interface, are accompanied by usage heuristics, behave predictably and
provide precise control over data distribution.

The second contribution is an architecture-specific locality-aware schedul-
ing policy for NUMA systems and manycore processors (TILEPro64) that
reduces data access latencies of OpenMP tasks, enabling programmers to ob-
tain high performance without resorting to manual scheduling. The locality-
aware scheduling policy leverages programmer-annotated task data foot-
prints and relies on uniform data distribution to improve or maintain per-
formance compared to work-stealing. Performance improves by upto 69% for
scientific programs compared to work-stealing. The locality-aware schedul-
ing policy is a good candidate to replace work-stealing scheduling as the
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default.
The third contribution is cost-effective method to extensively profile

grains – instances of tasks and parallel for-loop chunks – in OpenMP pro-
grams, enabling programmers to directly understand grain performance with-
out spending tedious effort to infer the same. The profiling method uses
grain event notifications from the runtime system to record grain relation-
ships, measure hardware performance of grains and instrument grains at the
binary level. Less than 2.5% overheads are incurred by the profiling method
to determine program structure and detailed hardware performance counts.
Binary instrumentation of grains is performed sequentially in a simple im-
plementation of the profiling method.

The final contribution is a method called Grain Graphs to visualize prob-
lems at the level of grains. Grain graphs enable average programmers and
experts alike to quickly identify problems and target optimizations to precise
problem areas in source code, simplifying OpenMP performance analysis.

All contributions are assembled together to create a unified performance
analysis and optimization work-flow. The work-flow is iterative and en-
ables programmers to achieve desired performance systematically and more
quickly than what is possible using existing tools. Utility of the work-
flow is demonstrated throughout the thesis. The work-flow complements
other commonly used performance analysis and optimization methods such
as thread time-line analysis and roofline [189] based performance modeling.

An integrated, stand-alone tool
As part of future work, the thesis has planned to extend the implementa-
tion of the unified performance analysis and optimization work-flow into an
integrated, stand-alone tool with a graphical user interface to interact with
grain graphs, a text editor to modify source code, and back-end connections
to the compiler, runtime system, and profiler.

Additional features are planned for the integrated tool to simplify pro-
grammer effort. Problems highlighted on multiple views of the grain graph
will be automatically ranked using correlation techniques and by studying
history of tackling similar problems and grain graphs. General optimization
suggestions will be provided as tips similar to Intel VTune Amplifier [76] and
Rogue Wave’s Thread Spotter [88]. The visualization will support graph
aggregation where uninteresting sections of large grain graphs are automat-
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ically collapsed. The integrated tool will also support capturing all stages
of the work-flow in detailed reports.

The MIR profiler and runtime system are the main back-end connections
of the integrated tool. Profiler and runtime system will be extended for bet-
ter OpenMP compliance through support for parallel regions, data-flow
tasks and the taskgroup construct. Additionally, the profiler will contain
support to connect with runtime systems that implement the OMPT [49,
51] interface. More derived metrics will be added as the profiler matures.
Improving binary instrumentation speed of the profiler through parallel pro-
filing is planned.

Automated optimization
Programmers will be overwhelmed by the number of optimization choices
and tuning variables as as more advanced data distribution policies and
scheduling policies are enabled in the runtime system and the available het-
erogeneity in multicore hardware increases. The thesis work in the future
will therefore look at automating the optimization stages of the unified work-
flow with the aim to further reduce programmer effort required to develop
high-performance OpenMP programs. Automated optimization will focus
on trying out different data distribution patterns, scheduling policies, and
tuning control variables exposed by the program and runtime system for
performance. Example automated optimization scenarios include system-
atically tuning cutoff inputs to ensure good task granularity and ample
parallelism, or selecting locality-aware scheduling if tasks suffer from poor
memory hierarchy utilization. The main challenge of automated optimiza-
tion is to explore the exhaustive optimization space wisely by making only
those optimization choices that lead to better performance and productivity.
The thesis work plans to address this challenge using constraint program-
ming (Gecode [172]) to prune the optimization space by setting architecture
and program specific constraints. Other challenges of automated optimiza-
tion include making robust choices that improve performance independent
of input and multiprogramming, and communicating optimization choices
to the program and runtime system with low overhead.
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