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Abstract

This report reviews selected papers from the ones presented in the
seminar on Network and Cloud Analytics since April 2015 till November
2015 (realm.sics.se). During this time period, the seminar discussed
43 papers that span different research disciplines, such as analytics for
network management, network anomaly detection, large-scale machine
learning, and learning under concept drift. From those papers, we select
13 papers that provide compelling contributions and possible extensions
for future work. Additionally, we grouped the selected papers based on
their problem area.

For each selected paper, we identify the problem that the authors try
to solve, major challenges that make the problem difficult, a proposed
approach to solve the problem, and key contributions of the paper. Fur-
ther, we show the limitations of the proposed method and suggest ideas
for applying the paper to our research projects.

List of Papers

• Quality of service prediction

– Magneto Approach to QoS Monitoring [1]

– Q-score: Proactive Service Quality Assessment in a Large IPTV Sys-
tem [2]

• Large-scale machine learning

– Planet: Massively Parallel Learning of Tree Ensembles with Mapre-
duce [3]

– The Distributed Boosting Algorithm [4]

– Scaling Distributed Machine Learning with the Parameter Server [5]

– Gossip Learning with Linear Models on Fully Distributed Data [6]

• Theoretical bounds for online learning

– Pegasos: Primal Estimated sub-GrAdient SOlver for SVM [7]

– Slow Learners are Fast [8]
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• Online feature selection

– Online Feature Selection for Mining Big Data [9]

• Learning under Concept Drift

– Massively Distributed Concept Drift Handling in Large Networks [10]

– Robust Ensemble Learning for Mining Noisy Data Streams [11]

• Network Anomaly Detection

– Histogram-based Traffic Anomaly Detection [12]

– UBL: Unsupervised Behavior Learning for Predicting Performance
Anomalies in Virtualized Cloud Systems [13]

1 Quality of service prediction

1.1 Magneto Approach to QoS Monitoring [1]

1.1.1 What is the problem the authors want to solve?

This paper addresses the problem of monitoring the quality of service metrics
(QoS) for Internet Protocol Television (IPTV) that the end users perceive in
large, heterogeneous, and complex networks. In particular, the metrics are the
rate of missing video frames, the rate of frame freezes, and audio and video
synchronization.

1.1.2 What makes the problem difficult?

This problem is hard, because of (1) a large number of subscribers and services,
(2) the fact that not all end-user terminals can provide QoS metrics, and (3)
the heterogeneity of services and end-user equipment.

1.1.3 What is the approach the authors are taking?

They assume that there are predefined set of terminals (known as smart ter-
minals) within the network that can collect QoS metrics. The authors apply
Support Vector Regression (SVR) on the collected data to predict QoS metrics
for other end-user terminals in the network. SVR models the relationship be-
tween the network key performance metrics and the QoS metric that the end
users experience. The particular network metrics that they consider are packet
loss, network delay, and jitter.

1.1.4 What are the key contributions of the paper?

The paper shows that there exists a correlation between the network perfor-
mance metrics and QoS metrics. Additionally, the results indicate that the
correlation is accurate as long as the packet loss ratio is low (at most 4%).
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1.1.5 How could the paper be improved? What would be interesting
follow-up work for the authors?

The paper focuses on the evaluation of a variety of packet loss values (0-4%), but
does not show results on different values of network delay and jitter. Interesting
extensions would be to evaluate in changing the last two metrics as well.

1.1.6 What can we learn from this paper for our research project?

We learn that adding the network metrics in this paper, i.e., network delay,
jitter, and packet loss, to the feature set to the REALM project is an interesting
extension. This is because, we will cover the degradation in service quality
caused by the network conditions. In addition, we learn about NetEm, a public
domain software for emulating various network conditions.

1.2 Q-score: Proactive Service Quality Assessment in a
Large IPTV System [2]

1.2.1 What is the problem the authors want to solve?

The authors solve the problem of predicting the end-user feedbacks on Internet
Protocol Television (IPTV) from the network key performance indicators (KPIs)
and user activities. They capture the prediction in terms of a single metric,
called Q-Score, that indicates the Quality of Experience (QoE) in terms of user
feedbacks.

1.2.2 What makes the problem difficult?

This problem is difficult because it has different temporal and spatial aspects.
For temporal aspects, the end-user feedbacks can be significantly delayed from
the time that QoE degrades, whereas the network KPIs might be overlapped
with other time periods. For spatial aspects, there are hierarchical dependencies
among network sensors that affect the QoE for users in different regions.

1.2.3 What is the approach the authors are taking?

The authors approach is based on preprocessing of network KPIs, user activities,
and user feedbacks in two folded. First, the authors perform spatial aggregation
for different geographical locations. For instance, users are grouped by regions
and central offices. Second, the authors perform temporal aggregation for dif-
ferent time intervals. For example, data are binned to a fixed time window.
Afterwards, the authors apply Ridge Regression to model the relationship be-
tween the spatio and temporal aggregated data and user feedbacks. So as, the
model can be used to predict the future QoE.

1.2.4 What are the key contributions of the paper?

The paper contributes the aggregation technique that merges the spatio-temporal
features of KPIs, user activities, and user feedbacks. This technique allows for
predicting the future IPTV QoE.
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1.2.5 How could the paper be improved? What would be interesting
follow-up work for the authors?

We see two future directions. First, the paper performs offline learning. It
would be quite interesting to develop an online approach that is able to adapt
to the underlying changes in network KPIs and user behaviours. Second, the
idea in the paper is limited to network measurements without considering server
metrics, e.g., CPU and memory utilization of the server cluster providing the
IPTV service. The interesting extension would be integrating the measurements
from servers as part of their learning model.

1.2.6 What can we learn from this paper for our research project?

Feature engineering is very important. The significant enabler for this work is
their derivation of features from raw data, e.g., spatial and temporal aggrega-
tion. If our REALM project would be in the multi-data-center environment, we
can perform this spatial aggregation by combining features based on geograph-
ical locations, before building the learning model.

2 Large-scale machine learning

2.1 Planet: massively parallel learning of tree ensembles
with mapreduce [3]

2.1.1 What is the problem the authors want to solve?

The authors aim to solve the problem of tree-based learning on large-scale
datasets based on MapReduce. The motivation for this problem is that the
existing distributed algorithms do not scale well or they are not compatible
with the general-purpose machines at Google.

2.1.2 What makes the problem difficult?

This problem is hard, since tree-based learning is a complex process, while
MapReduce is a very restricted processing framework. In particular, tree-
based learning requires a recursive partitioning of the feature space, while the
MapReduce framework allows only data processing according to key-based map-
ping. Furthermore, MapReduce does not natively support iterative algorithms,
whereas the algorithms are required by tree-based learning.

2.1.3 What is the approach the authors are taking?

The key idea is to recursively partition the datasets, until the dataset size is
small enough to compute a tree locally on a single machine. To achieve that,
the authors perform the following. First, they maintain a shared state of tree
construction process outside the MapReduce framework (since it is not natively
supported by the framework). Second, in the map phase, they apply a compact
data structure for estimating the quality of a tree split to find the best split.
Lastly, they aggregate the intermediate models through a reduce operation.
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2.1.4 What are the key contributions of the paper?

The key contribution is the design and evaluation of tree learning algorithm on
MapReduce that allows large-scale tree construction on general purpose com-
puters.

2.1.5 How could the paper be improved? What would be interesting
follow-up work for the authors?

The method has a limitation in that it does not allow to run a tree ensemble that
uses only a random samples from the training set (random tree ensemble). An
example of such a tree ensemble is the random forest method. The interesting
follow up is to explore how to extend the method for implementing the random
tree ensembles with the MapReduce framework.

2.1.6 What can we learn from this paper for our research project?

The paper presents a method for building a tree model using a large-scale
dataset. In our REALM project, we already use tree-based methods for building
learning models (but we use a single machine). If our datasets grow larger such
that they can not fit in the memory of a single machine, e.g., significantly more
samples or features are included, we can apply the method to build the model.

2.2 The Distributed Boosting Algorithm [4]

2.2.1 What is the problem the authors want to solve?

The authors aim to solve the problem of executing the boosting algorithm in a
distributed fashion on top of a large network of nodes. In such a setting, the
data is fully distributed and cannot be merged at a single node due to memory
and bandwidth limitations.

2.2.2 What makes the problem difficult?

There are two key challenges of distributed boosting. The first one is achieving
the same prediction accuracy of the centralized boosting. The second challenge
is minimizing the communication cost required during the learning phase.

2.2.3 What is the approach the authors are taking?

The authors propose an iterative algorithm that runs on all nodes. Every node
trains a classifier locally and generates weights from its own dataset. In order
to synchronize the global weight distribution, each node broadcasts its sum of
local weight values instead of its own dataset. Therefore, the communication
cost is minimized.

2.2.4 What are the key contributions of the paper?

The main contribution of the paper is the distributed boosting algorithm that
minimizes the communication overhead.
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2.2.5 How could the paper be improved? What would be interesting
follow-up work for the authors?

We see two interesting extensions of this work. First, the authors assume that
each node has a similar number of training samples due to the synchronization
delay. However, this assumption might not hold in practise. An interesting
follow up is to extend the algorithm to support the case of imbalanced number
of samples. Second, it would be interesting to study theoretical bounds for the
convergence of the algorithm proposed in this work.

2.2.6 What can we learn from this paper for our research project?

In our iSocial project, we also have the similar distributed learning setting,
where nodes train their classifiers locally and then exchange the local classifiers
to reach the global model. Hence, we can apply the algorithm to speed up the
overall learning process.

2.3 Scaling Distributed Machine Learning with the Pa-
rameter Server [5]

2.3.1 What is the problem the authors want to solve?

The authors aim to solve the problem of developing a machine learning frame-
work for running on a large-scale cluster of commodity nodes. In such a case,
the data and the computation of learning model can not fit into memory of a
single machine.

2.3.2 What makes the problem difficult?

There are two key challenges. First, the framework must minimize the network
overhead and latency. Second, since the framework is deployed on top of com-
modity nodes, they are expected to be failed. Hence, the framework should be
able to recover from node failures without restarting the model computation.

2.3.3 What is the approach the authors are taking?

The authors’ approach is based on partitioning the model vector among multi-
ple nodes in the cluster. In particular, each node maintains a subset of model
parameters and requires partial knowledge of the model to execute its compu-
tations.

Each node iteratively and independently uses its own training data to deter-
mine the updates to be performed on the model vector. Next, the framework
aggregates and applies the updates to the model vector before proceeding to
the next iteration. Also, some nodes replicate computed weights of the vector
model in order to have provide fault tolerance.

2.3.4 What are the key contributions of the paper?

The key contribution of the paper is a distributed learning framework that
accommodates the growing size of the model and training dataset.
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2.3.5 How could the paper be improved? What would be interesting
follow-up work for the authors?

We see two interesting follow-up work. First, the approach in this work is
evaluated only for a homogeneous cluster (i.e., a cluster of machines with similar
hardware). Such a cluster is not always applicable in practise. An interesting
extension is to evaluate the approach when the cluster is heterogeneous. Second,
the approach requires a centralized server to aggregate all model parameters.
This server is a potential bottleneck. An interesting follow up is to remove or
partially distribute this server.

2.3.6 What can we learn from this paper for our research project?

In our REALM project, we learn the model from data samples aggregated from
multiple machines distributed over a cluster. Hence, we have a similar case
where the model parameters are distributed over the cluster. If we would have
a very large-scale cluster (e.g., one million machines), our model parameter will
not be possible to fit into a single machine. Therefore, in that scenario the
approach discussed in this paper will be very applicable to our project.

2.4 Gossip Learning with Linear Models on Fully Dis-
tributed Data [6]

2.4.1 What is the problem the authors want to solve?

The authors propose a framework for distributed learning on Peer-to-Peer (P2P)
networks, where the data is fully distributed. In particular, each node has
exactly one data record that can not be moved. The motivations for not moving
the data are (1) the data privacy (e.g., medical or financial records), and (2)
limited communication resources (e.g., sensor networks).

2.4.2 What makes the problem difficult?

There are three key challenges. First, the framework should accommodate sud-
den node failures. Second, the framework should minimize the communication
cost. Third, it is not possible to train a local learning model, since each node
has only one record.

2.4.3 What is the approach the authors are taking?

The authors’ approach is based on aggregating several variants of base classifiers
that are learned locally at every node. The aggregation is performed through a
gossip protocol that runs on every node. In such a protocol, each node executes
an iterative algorithm over consecutive rounds. The algorithm runs for adequate
number of rounds such that in each round, every node selects a pair at random
to start gossiping.

Consequently, every node will have global models. Such global models are
similar to the models that perform a random walk on the P2P network, and are
updated each time the models visit a node, using the local record of that node.
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2.4.4 What are the key contributions of the paper?

The key contribution of the paper is the procedure of gossip learning that is
applicable for linear models where the data is fully distributed and can not be
moved.

2.4.5 How could the paper be improved? What would be interesting
follow-up work for the authors?

The approach proposed in this paper is limited to linear models. However, the
linear models are insufficient for certain applications. It would be interesting
how to extend the approach for non-linear models like random forests or neural
networks.

Moreover, the approach is limited to a simple voting mechanism when the
models are combined. It will be interesting to investigate if the weighted voting
methods can achieve faster convergence rate especially with concept drift.

2.4.6 What can we learn from this paper for our research project?

For the iSocial project, we develop a set of distributed applications where the
users participate with their own devices. Therefore, moving users’ data vio-
lates the confidential requirements. Thus, gossip learning can provide a privacy
preserving approach, as models are generated locally.

3 Theoretical bounds for online learning

3.1 Pegasos: Primal Estimated sub-GrAdient SOlver for
SVM [7]

3.1.1 What is the problem the authors want to solve?

The authors aim to provide an iterative algorithm for solving the optimization
problem adopted in Support Vector Machines (SVM). Such an algorithm targets
to improve theoretical bounds in terms of the convergence rate compared to
earlier related works.

3.1.2 What makes the problem difficult?

This problem is difficult, since the theoretical bounds of the algorithm require
valid assumptions that are justified to hold in practice, and the bounds have to
cover all possible inputs under those assumptions.

3.1.3 What is the approach the authors are taking?

The authors assume that the solution to the optimization problem is a strongly
convex function. (A strongly convex function is a function whose second deriva-
tives are greater than a specific parameter m, whereby m is greater than zero.)
Then, the authors propose an iterative algorithm that combines the stochastic
gradient descent and subgradient descent methods using a configurable param-
eter k. The parameter k indicates a sub-sample size for training in a single
iteration.
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3.1.4 What are the key contributions of the paper?

This work contributes an iterative algorithm that solves the optimization prob-
lem of accuracy ε that converges within Õ(1/ε), compared to the previous works
that have the rate of Ω(1/ε2).

3.1.5 How could the paper be improved? What would be interesting
follow-up work for the authors?

The work itself relies on the primal representation of the SVM optimization
problem, which make it generally applicable to only linear kernels. However,
real-world dataset generally have non-linear relationships. An interesting follow-
up work is to extend the algorithm to support non-linear kernels and study
what theoretical bounds can be provided under that case. The authors actually
outline briefly about how their approach can be applied for non-linear models.
However, they do not clearly justify why their assumptions should hold for such
cases.

3.1.6 What can we learn from this paper for our research project?

Our REALM project also aims to solve the online learning problem in order to
predict service-level metrics from system-generated data. It would be useful to
have a theoretical guarantee on the convergence rate of the learning algorithm.
Hence, we can apply the approach presented in this paper. However, we would
need to extend and evaluate the non-linear cases, since they are required for the
project.

3.2 Slow learners are fast [8]

3.2.1 What is the problem the authors want to solve?

The authors aim to provide theoretical bounds for parallel online learning using
stochastic gradient descent. This parallel online learning is required to exploit
the multi-core architecture. In particular, they investigate the bounds for the
convergence rate in two possible cases. In the first case, the data samples are
distributed among different cores, whereas in the second case the features are
distributed among different cores.

3.2.2 What makes the problem difficult?

This problem is difficult, since the theoretical bounds of the algorithm require
valid assumptions that are justified to hold in practice, and the bounds have to
cover all possible inputs under those assumptions.

3.2.3 What is the approach the authors are taking?

The authors consider an architecture that only one processing core can update
a shared learning parameter at a time. Based on the architecture, the authors
design the delayed gradient descent, which is a variant of a gradient descent
that, after accessing the data, updates the parameter with a fixed delay τ .
(This delay represents a multi-core processing where τ is the number of cores).
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The authors also assume that the learning problem is convex, the norm
of the feature vector is bounded by some values, and choose specific learning
parameters. With those assumptions, the proposed algorithm is guaranteed to
converge within a certain number of rounds (defined in terms of τ).

3.2.4 What are the key contributions of the paper?

It provides two key contributions. First, on an extreme case, the result is
that the multi-core learning algorithm has the same convergence rate as the
sequential algorithm. Second, on a typical case, it shows that parallel learning
does not help in the first several rounds due to the delayed update. However,
later on, the effects of delayed update will be less significant and there is a gain
for using the multi-core architecture.

3.2.5 How could the paper be improved? What would be interesting
follow-up work for the authors?

We strongly feel that presentation of the paper is far too advanced to be self-
contained. It will be very helpful, if the paper would provide references to
background concepts.

3.2.6 What can we learn from this paper for our research project?

We can apply the approach in the REALM project for parallel online learning.
Since the paper shows that there are benefits for the typical cases, we can
accelerate the convergence times by using the multi-core architecture.

4 Online feature selection

4.1 Online Feature Selection for Mining Big Data [9]

4.1.1 What is the problem the authors want to solve?

The authors aim to solve the problem of executing the dimensionality reduction
in an online fashion. In particular, the samples arrive in a sequential fashion.

4.1.2 What makes the problem difficult?

The key challenge is that we can not assume prior knowledge of features from
the training samples, since they arrive as streams.

4.1.3 What is the approach the authors are taking?

The authors’ approach is based on integrating the feature selection process into
the training process. The authors provide two online algorithms that at ev-
ery time interval, the learner computes the most accurate linear classifier with a
predefined number of features k. The first algorithm uses a modified Perceptron
algorithm that picks the top k features that have the largest weights. However,
this algorithm may suffer from classification mistakes due to the fact that nu-
merical weights of the discarded features might not be significantly small. To
overcome this problem, the second algorithm applies online gradient descent to
decide which features to be selected.
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4.1.4 What are the key contributions of the paper?

The paper has two key contributions. First, the authors propose an algorithm
that performs the dimensionality reduction in an online learning fashion. Sec-
ond, the feature selection is integrated with the learning process, so their ap-
proach is computationally less expensive than when the feature selection is sep-
arate from the learning process.

4.1.5 How could the paper be improved? What would be interesting
follow-up work for the authors?

The approach proposed in this paper is limited to linear models. However, the
linear models are insufficient for certain applications. It would be interesting
how to extend the approach for non-linear models like random forests or neural
networks.

4.1.6 What can we learn from this paper for our research project?

In the REALM project, we have a large feature set (more than 4000 features),
and dimensionality reduction has been proved to be very beneficial. This is
because it reduces the model training time and improves the prediction accu-
racy. However, we have been using the offline approach called Forward Stepwise
Feature Selection. It would be interesting to evaluate whether the approach ex-
plained in this paper will be effective for our project.

5 Learning under Concept Drift

5.1 Massively Distributed Concept Drift Handling in Large
Networks [10]

5.1.1 What is the problem the authors want to solve?

The authors aims to solve the problem of online learning under concept drift in
a fully distributed setting, e.g., large-scale Peer-to-Peer (P2P) networks. In the
setting, each node has exactly one data record (or sample), and the data can
not leave the node.

5.1.2 What makes the problem difficult?

There are two key challenges. First, you can not build local models based on
statistical analysis of local data, since there is only one record. Second, there is
no centralized entity that all nodes are aware of to collaborate on learning the
global information.

5.1.3 What is the approach the authors are taking?

The authors extend their existing Gossip Learning Framework (GoLF) to de-
velop and evaluate two key algorithms for handling concept drift. The first
algorithm, called AdaGolf, maintains age distribution of models in the system
and is not aware when a concept drift occurs. The second algorithm, called
CDDGolf, explicitly detects a concept drift, throw away existing models, and
starts learning from the new data.
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5.1.4 What are the key contributions of the paper?

The key contributions of this paper are the two online learning algorithms that
adapt to concept drift in a fully distributed setting.

5.1.5 How could the paper be improved? What would be interesting
follow-up work for the authors?

This work focuses on the case of instance partitioning, i.e., samples are dis-
tributed over nodes, but the features are the same. An interesting followed up
is learning in the case of feature partitioning, i.e., features are distributed among
nodes.

5.1.6 What can we learn from this paper for our research project?

For the iSocial project, we have the same setting where the data is fully dis-
tributed, and the data can not be moved. Also, for some applications like a
recommendation system, we need to continuously update the models according
to people interests that can change over time. Hence, it would be very beneficial
to apply the proposed approach for learning in our project.

5.2 Robust Ensemble Learning for Mining Noisy Data
Streams [11]

5.2.1 What is the problem the authors want to solve?

The authors aim to solve the problem of learning under concept drift and noisy
data (i.e., some data points are mislabelled).

5.2.2 What makes the problem difficult?

The key challenge is to differentiate between noises and changing concepts with-
out depending on data preprocessing mechanisms that are hard to apply in a
streaming environment.

5.2.3 What is the approach the authors are taking?

The proposed approach starts by splitting the data stream into consecutive
chunks. For each chunk, they apply different learning algorithms to reduce the
impact of noisy data points. Then, the final prediction comes from the aggre-
gation of several models across the chunks using a model voting mechanism.

5.2.4 What are the key contributions of the paper?

The main contribution of the paper is the ability to handle concept drifting data
as well as tolerating noise data points without using preprocessing techniques.

5.2.5 How could the paper be improved? What would be interesting
follow-up work for the authors?

In this paper, authors use multiple machine learning algorithms, therefore it
might be interesting to study the computational complexity of the proposed
approach with different learning tasks.
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5.2.6 What can we learn from this paper for our research project?

In the REALM project, we take as input sensor data that sometimes contain
mislabelled data points. Further, we also observe that our data exhibits concept
drift. Hence, we can apply the approach discussed in this work for learning
accurate models.

6 Network Anomaly Detection

6.1 Histogram-based Traffic Anomaly Detection [12]

6.1.1 What is the problem the authors want to solve?

This paper aims to solve the problem of network-traffic-anomaly detection with
the focus on security, e.g., port scanning and denial-of-service attacks, when
there are no anomalous signatures available.

6.1.2 What makes the problem difficult?

The key challenge is how to identify or model normal behaviours from raw
network traffic. In particular, the network traffic contains variety of features,
and there are many different combinations of those features.

6.1.3 What is the approach the authors are taking?

Given anomalous-free traces and selected network-traffic metrics, the authors
construct histograms from those metrics and use binned values of the histograms
as learning features. Then, they apply Principal Component Analysis (PCA)
to reduce dimensionality of the features. Afterwards, they use clustering al-
gorithms with variety of distance metrics to model normal behaviours of the
network. For detection, they flag a sample as anomalous, if the sample’s feature
vector is more than three standard deviations from the closest cluster.

6.1.4 What are the key contributions of the paper?

This paper contributes an approach to detect network traffic anomaly, when
there are no anomalous signatures available.

6.1.5 How could the paper be improved? What would be interesting
follow-up work for the authors?

As the authors also discuss in the paper, the false positive rate of the method
is very high. An interesting follow-up work might be to investigate different
methods to automatically set appropriate thresholds for raising alarms, such
that the false positive rate is reduced.

6.1.6 What can we learn from this paper for our research project?

The approach used in the paper can be applied to the REALM project, where
we study system-generated data from Linux kernel. In particular, we can model
metrics from the kernel (together with the network traffics) and capture the
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histograms. With this approach, it would be possible to detect anomaly events
for the servers and network states.

6.2 UBL: Unsupervised Behavior Learning for Predicting
Performance Anomalies in Virtualized Cloud Systems
[13]

6.2.1 What is the problem the authors want to solve?

This paper aims to solve the problems of (1) predicting a network-traffic anomaly
without the labelled training data and (2) identifying metrics that might be the
root cause of the anomaly.

6.2.2 What makes the problem difficult?

The problems are difficult due to the nature of the cloud environment itself.
First, the applications running in the cloud appear as a black box to a service
provider. Hence, anomaly prediction methods have no access to the running
applications. Second, with the large number of running applications, anomaly
prediction must be scalable and lightweight.

6.2.3 What is the approach the authors are taking?

The authors develop their anomaly prediction using Self Organizing Map (SOM).
They use system measurements as an input to model system behaviour. In par-
ticular, SOM creates some initial system states. Then, the learning is performed
according to the new input measurements, such that SOM activates the update
function within the states having the minimum Euclidean distance with the
new input measurement. After the learning, states that represent the same sys-
tem behaviour are going to have similar weight, hence they can be clustered to
represent the system behaviour.

6.2.4 What are the key contributions of the paper?

The paper main contribution is providing an online and unsupervised approach
for anomaly prediction in network traffic.

6.2.5 How could the paper be improved? What would be interesting
follow-up work for the authors?

As the authors discussed on their evaluation section, the noises affect the perfor-
mance of SOM. In particular, the noises increase the false positive rate. Hence,
it might be interesting to investigate ways to overcome the noise effects.

6.2.6 What can we learn from this paper for our research project?

For the REALM project, we model sensor data from a cluster of machines
operating a service. We can apply the approach described in this paper to
predict when the cluster or the service will have an anomaly. An example of
such an anomaly is a service or cluster failure.
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[6] R. Ormándi, I. Hegedűs, and M. Jelasity, “Gossip learning with linear
models on fully distributed data,” Concurrency and Computation: Practice
and Experience, vol. 25, no. 4, pp. 556–571, 2013.

[7] S. Shalev-Shwartz, Y. Singer, N. Srebro, and A. Cotter, “Pegasos: Primal
estimated sub-gradient solver for svm,” Mathematical programming, vol.
127, no. 1, pp. 3–30, 2011.

[8] M. Zinkevich, J. Langford, and A. J. Smola, “Slow learners are fast,” in
Advances in Neural Information Processing Systems, 2009, pp. 2331–2339.

[9] S. C. Hoi, J. Wang, P. Zhao, and R. Jin, “Online feature selection for min-
ing big data,” in Proceedings of the 1st international workshop on big data,
streams and heterogeneous source mining: Algorithms, systems, program-
ming models and applications. ACM, 2012, pp. 93–100.
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