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“Do not let your difficulties fill you with anxiety, after all it is only in the
darkest nights that stars shine more brightly.”
— Hazrat Ali Ibn Abu-Talib A.S. (7th century A.D.)

— Dr. Muhammad Iqbal in Bal-e-Jibril (Gabriel’s Wing) 1935

Beyond the stars, other galaxies also exist.
As of now, other tests of love also exist.
You are an eagle, flight is your vocation:
Further skies stretching out before you also exist.

To my parents
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Abstract
Life is extremely complex and amazingly diverse; it has taken billions of years
of evolution to attain the level of complexity we observe in nature now and
ranges from single-celled prokaryotes to multi-cellular human beings. With
availability of molecular sequence data, algorithms inferring homology and
gene families have emerged and similarity in gene content between two genes
has been the major signal utilized for homology inference. Recently there
has been a significant rise in number of species with fully sequenced genome,
which provides an opportunity to investigate and infer homologs with greater
accuracy and in a more informed way. Phylogeny analysis explains the relationship between member genes of a gene family in a simple, graphical and
plausible way using a tree representation. Bayesian phylogenetic inference is
a probabilistic method used to infer gene phylogenies and posteriors of other
evolutionary parameters. Markov chain Monte Carlo (MCMC) algorithm, in
particular using Metropolis-Hastings sampling scheme, is the most commonly
employed algorithm to determine evolutionary history of genes. There are
many softwares available that process results from each MCMC run, and explore the parameter posterior but there is a need for interactive software that
can analyse both discrete and real-valued parameters, and which has convergence assessment and burnin estimation diagnostics specifically designed for
Bayesian phylogenetic inference.
In this thesis, a synteny-aware approach for gene homology inference, called
GenFamClust (GFC), is proposed that uses gene content and gene order conservation to infer homology. The feature which distinguishes GFC from earlier homology inference methods is that local synteny has been combined with
gene similarity to infer homologs, without inferring homologous regions. GFC
was validated for accuracy on a simulated dataset. Gene families were computed by applying clustering algorithms on homologs inferred from GFC, and
compared for accuracy, dependence and similarity with gene families inferred
from other popular gene family inference methods on a eukaryotic dataset.
Gene families in fungi obtained from GFC were evaluated against pillars from
Yeast Gene Order Browser. Genome-wide gene families for some eukaryotic
species are computed using this approach.
Another topic focused in this thesis is the processing of MCMC traces for
Bayesian phylogenetics inference. We introduce a new software VMCMC
which simplifies post-processing of MCMC traces. VMCMC can be used
both as a GUI-based application and as a convenient command-line tool.
VMCMC supports interactive exploration, is suitable for automated pipelines
and can handle both real-valued and discrete parameters observed in a MCMC
trace. We propose and implement joint burnin estimators that are specifically
applicable to Bayesian phylogenetics inference. These methods have been
compared for similarity with some other popular convergence diagnostics. We
show that Bayesian phylogenetic inference and VMCMC can be applied to
infer valuable evolutionary information for a biological case – the evolutionary
history of FERM domain.
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Sammanfattning

Livet är extremt komplext och otroligt varierande; det har tagit evolutionen
miljarder år att uppnå den nivå av komplexitet som vi ser i naturen idag och
varierar från encelliga prokaryoter till flercelliga människor. Med tillgången
till molekylär sekvensdata, har utvecklingen av algoritmer för att bestämma
homologi och genfamiljer gått snabbt och likheten mellan två gener har varit
den främsta signalen som använts för att bestämma homologi. Nyligen har det
skett en betydande ökning av antalet arter med fullt sekvense genomet, vilket
ger en möjlighet att undersöka och bestämma homologi med större noggrannhet och på ett mer informerat sätt. Fylogenetisk analys beskriver sambandet
mellan gener i en genfamilj på ett enkelt, grafiskt och rimligt sätt med ett
träd. Bayesiansk fylogenetisk inferens är en sannolikhetsteoretisk metod som
används för att bestämma genfylogenier och posteriorfördelningen för evolutionära parametrar genom applicering av metoden Markov Chain Monte Carlo
(MCMC), särskilt genom Metropolis-Hastings sampling som är den mest använda algoritmen för att bestämma den evolutionära historien för en mängd
gener. Det finns många program tillgängliga för att bearbeta resultaten ifrån
en MCMC-körning och utforska posteriorfördelningen för parametrarna men
det finns ett behov av en interaktiv programvara som kan analysera både träd
och kontinuerliga parametrar samt erbjuder konvergensbedömning och skattningsdiagnostik för burnin och är särskilt utformad för Bayesiansk inferens
av fylogenier.
I denna avhandling introduceras en synteni-medveten ansats för att bestämma gen-homologier, som kallas GenFamClust (GFC). Denna ansats använder
geninnehåll och genordning för att bestämma homologi. Det utmärkande för
GFC jämfört med tidigare homologi-inferensmetoder är att lokal synteni har
kombinerats med genlikhet för att bestämma homologer utan att bestämma
homologa regioner. GFC validerades för noggrannhet på simulerad data. Genfamiljer skattades genom att tillämpa klusteralgoritmer på homologer som
bestämts av GFC och jämfördes med avseende på noggrannhet, beroende och
likhet med genfamiljer som bestämts av andra populära genfamilj slutledningsmetoder på data ifrån eukaryoter. Genfamiljer i svampar som bestämts
av GFC jämfördes mot det liknande begreppet “pelare” i Yeast Gene Order Browser. Hela genfamiljer för eukaryota arter med fullständigt framtagen
arvsmassa beräknas med hjälp av denna metod och visar därmed på vikten
av att ta hänsyn till konservering av geneordning i homologi-inferens.
Ett annat ämne som denna avhandling behandlar är bearbetningen av MCMC
spår för Bayesiansk inferens av fylogenier. Vi introducerar en ny programvara VMCMC som förenklar bearbetningen av MCMC-spår. VMCMC kan
användas både som en GUI-baserad applikation och som ett bekvämt kommandoradsverktyg. VMCMC stödjer interaktiv utforskning, är lämplig för
automatiserade pipelines och kan hantera både kontinuerliga och diskreta parametrar från ett MCMC-spår. Vi föreslår och implementerar gemensamma

vi
burnin-skattningar som är skräddarsydda för Bayesiansk inferens av fylogenier. Dessa metoder har jämförts med andra populära metoder för konvergensdiagnostik. Vi visar att Bayesiansk inferens av fylogenier och VMCMC
kan användas för att upptäcka värdefull evolutionär information i en biologisk
tillämpning: den evolutionära historien för FERM-domänen.
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Chapter 1

Introduction
Officially, this thesis is presented in School of Computer Science (CSC) but the
reader will note that content is a fusion of biology and computer science, in short
computational biology. The work has been carried out at SciLifeLab, Solna campus
and at the Department of Computational Biology in CSC. One can view this work as
a pipeline, where the input is a set of annotated genomes from different species and
is followed by identifying homologous gene pairs and inferring gene families using
clustering algorithms. Then these gene families are analysed using probabilistic
Bayesian inference of phylogeny which is known to be more accurate and informative
than traditional methods of phylogeny inference. Finally, Markov chain Monte
Carlo runs obtained from Bayesian phylogenetic inference are post-processed and
analysed to extract interesting results about evolutionary parameters underlying the
gene data. The focus and emphasis of research in this thesis is on two subtopics;
Homology inference and post-processing of Bayesian inference of phylogeny.

1.1

Thesis overview

The thesis has been organized according to topics in the project pipeline. Chapter
2 deals with the input of the pipeline and explains the origin and definition of
different biological concepts and terminologies utilized in later chapters. In Chapter
3, homology inference and gene family inference have been discussed in detail and
existing gene family inference algorithms have been briefly presented. In Chapter
4, a brief overview of advances in phylogenetic inference is given with focus on
methods that employ Bayesian phylogenetics inference. Chapter 5 discusses some
characteristics of MCMC runs resulting from Bayesian phylogenetics analysis, sheds
light on existing softwares that explore these characteristics and presents a case
study, where Bayesian phylogenetic analysis and post-processing have been applied
on inferring the phylogenetic tree for FERM domain. Chapter 6 provides a brief
summary of papers presented in this thesis and Chapter 7 provides conclusions,
pros and cons and future outlook of this work.
5

Chapter 2

Genomes: Biology and background
to project
There are countless fine introductions to molecular biology and genomics (see, e.g.,
“Learn.Genetics” from The University of Utah [148], “DNA from the Beginning”
from Cold Spring Harbor Laboratory [109] and standard reference textbooks for
molecular biology like [2] and [119]). However, this section touches only those
concepts in molecular biology that are essential minimum knowledge for the next
chapters.
This chapter starts with a primer on Genomics and continues with discussion
of important components of genomes. Further, composition and appearance of
genomes and of genes, the building blocks of the genome, are discussed. Because
the focus of this work is mainly on algorithms that infer evolution, knowledge of
different biological concepts related to gene and protein evolution is essential for
understanding the contents of this thesis. We conclude this chapter by a discussion
about effects of these evolutionary events on gene order and gene content similarity.

2.1

Genes, proteins and genomes

Genomes and their composition
A cell is the smallest structural, functional and biological unit in an organism and
each cell has a genome, a collection of chemical molecules that contain the complete
set of instructions for all cellular activities. Thus, genomes are essential components
of life and the primary genetic material in living beings. Each species has a characteristic genome, different from the characteristic genome of other species, which
explains differences in morphology, behaviour and other characteristics of different
species. Genomic traits (see, e.g., chromosome number, and genome size, etc.) are
usually unique to a species [173, 16]. Additionally, the genome as a whole of a
particular individual is also unique; genomes of other organisms of the same species
7
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are not exactly the same as this genome. There are small yet subtle differences
between these genomes that confer individual characteristics to this individual,
e.g., eye color, skin color, height, obesity and other variable morphological features
within species [10, 71].
A typical eukaryotic genome can be
seen as a group of twisted thread-like
structures called chromosomes, which
are strands of chemical molecules called
nucleotide bases and are composed of
Deoxyribonucleic acid (DNA). DNA
consists of a sequence of four different
chemical nucleotide bases (adenine (A),
thymine (T), cytosine (C) and guanine
(G)). Friedrich Miescher in 1869 isolated and identified DNA as a major
chemical in the nucleus [34]. Subsequent experiments performed by Oswald Avery [122] and later replicated
by Hershey et al. [90] revealed that
genomes are composed of DNA and
that DNA is the chemical responsible for genetic inheritance.
Later,
James Watson and Francis Crick discovered the three-dimensional structure of DNA (shown in Figure 2.1),
which we now know is a twisted-ladder, Figure 2.1: The structure of DNA double hedouble stranded helix [206].
They lix [206].
showed that the chromosome is chemically composed of two long chains or
strands of nucleotide bases (now known as Watson strand and Crick strand) such
that for each base on one strand, the opposite strand contains a corresponding
paired base, where each species, generally, has the same karyotype and all genetic
material is stored in these strands of DNA. Most high-level eukaryotes have a multiploid genome, i.e., two or more copies of each chromosome can be found in the
genome, which plays an essential role in inheriting genomic content during cell division. Other eukaryotes and prokaryotes have haploid genomes, i.e., they contain
one copy of each chromosome. For eukaryotes, all chromosomes are located in the
cell nucleus but in prokaryotes, chromosomes are found in the cell cytoplasm.

Genes – the building blocks of life
While the phenomenon of inheritance from parents to offspring was long known,
Gregor Mendel, in mid 19th century, was one of the first scientists to streamline this
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concept and to introduce the principles
of heredity [129, 130]. He introduced
factors (known to us now as genes) for
hereditary unit and also gave a law of
independent assortment, which states
that the gene for each trait is inherited
by the offspring irrespective of genes for
other trait(s). These genes are responsible for various cell functions and are
the building block of life. Thomas Morgan won the Noble prize in 1933 for
discovering that genes are physically lo- Figure 2.2: Representation of chromosome as
cated on chromosomes [140].
genes and intergenic regions [208].
In retrospect, a chromosome (shown
in Figure 2.2) is an ordered collection of
genes separated from each other by intergenic regions, a subset of noncoding DNA.

From gene to protein – a central dogma of molecular biology
Genes are not the only chemical molecule behind cellular activities. Ribonucleic
acid (RNA) and proteins are also functionally important molecules in the cell and
are necessary for almost all cellular functions.
Jöns Jacob Berzelius, a Swedish chemist, coined the term protein during his work
with Gerardus Johannes Mulder in his elemental analyses of organic compounds in
1838 [201]. Urease was the first known enzyme, and probably the first protein with
a known function [193]. The first protein known by sequence was Insulin, which
was sequenced using Sangar sequencing in 1953 [178, 179, 177, 176].
Friedrich Miescher in 1868 discovered nucleic acids [35] but it was at end of
the nineteenth century that experiments on RNA and DNA for sensitivity towards
alkaline highlighted chemical differences between them and subsequently RNA were
identified as separate chemical molecules from DNA in the cell. The importance
and contribution of RNA in synthesizing protein was discovered in 1939 [20].
The relationship between gene, RNA and protein (which is now termed as central dogma of molecular biology) became clear only in the last seventy years. In
1959, Severo Ochoa discovered the process of RNA synthesis from DNA (called
transcription) and was awarded Nobel Prize in Medicine for the discovery [147].
Nirenberg and Matteaei figured out in 1961 that an amino acid in protein is constituted by three nucleotides in DNA and that proteins are formed from RNA by a
process called translation [144]. Francis Crick is regarded as the pioneer in formulating the central dogma of molecular biology in 1956 [31] but the term was formally
coined in 1970 in a Nature publication [32]. The summary of Crick’s work is that
genetic information is stored in DNA, is transferred to the cytoplasm in form of
Ribonucleic acid (RNA) and is finally translated into proteins, the workhorse of the
cell. The cellular machinery transcribes instructions encoded in a gene sequence to
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produce RNA of various types [111, 220], out of which messenger RNAs (mRNA)
are further translated into proteins (Figure 2.3). Details of both transcription and
translation processes can be studied in many textbooks, e.g., in Chapter 4 and 5
of [2].

Transcription

Translation

Figure 2.3: The central dogma of molecular biology – From DNA to RNA to Protein.

Eukaryotic genes can be divided into exons and introns [72]. Exons are DNA
sequences that can be found in at least one mature RNA product of the gene.
Introns, on the other hand, are DNA sequence not present on final RNA product
but which control the presence or absence of a particular exon and which decide
order of exons on RNA during RNA splicing [27]. RNA splicing is a cellular process,
in which a copy of a gene is made to produce primary RNA, introns are removed
from the primary RNA and the remaining sequences are stitched together in the
order necessary to produce mature RNA. Hence, one gene can be translated into
many diverse protein products (termed gene isoforms) with the presence/absence
of certain exons and with shuffling of exons due to RNA splicing.

2.2. EVOLUTION AND EVOLUTIONARY EVENTS
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Evolution and evolutionary events

Gene level evolution
Genes are not a static entity; they evolve over time and across generations. This
evolution is responsible for creating variance in the gene pool and even developing
new gene functions (see [120]). Sequence mutation [26] and indel events (sequence
insertions and deletions) are important evolutionary events that change molecular
sequence, are known to disturb similarity among genes and play a vital role in
sequence divergence among species [143]. Copying errors during DNA duplication,
unrepaired DNA damage and indel events of DNA by mobile genetic elements are
known to cause permanent sequence mutations visible in the next generation [26].
Since molecular sequence reflects protein structure and function [53], these events
play a defining role in functional and structural evolution at the gene level.
Gene duplication and gene loss are significant gene level evolutionary events
that are nature’s way of developing new cellular functions, when combined with
sequence mutation and indel events. Fisher is credited for introducing the concept
of duplications in genes in 1928 [60] and Ohno developed a coherent concept in his
work in 1970 [150]. Phenomena like neofunctionalization [150] and subfunctionalization [191, 66] can take place via gene duplication followed by sequence mutation in
one or both genes. Neofunctionalization is a process in which one of two duplicated
genes mutates to gain a novel function not attributed with the parent gene [164].
The sialic acid synthase (SAS) gene duplicated and one of the duplicated genes
evolved to become the extant antifreeze protein gene in Antarctic zoarcid fish. The
functional evolution of antifreeze protein gene is hypothesized to be a result of neofunctionalization after gene duplication of sialic acid synthase (SAS) gene; the
ancestral/extant SAS gene has sialic acid synthase and rudimentary ice-binding
functionalities, but the antifreeze protein gene specializes in noncolligative freezing
point depression [43]. On the other hand, subfunctionalization is an evolutionary
process in which each duplicate of original ancestral gene retains a subset of its
original function [191, 66]. Hemoglobin protein in Homo sapiens is an example of
subfunctionalization, where a duplicate copy of hemoglobin β-chain evolved to form
the gene for hemoglobin α-chain but neither of the two chains can function without
the other to form a monomeric hemoglobin molecule [28].
Spontaneous formation of genes from DNA (or de novo origination of genes) is
another method for new genes to form and has received increasing importance in recent times [44, 196]. Though such events are uncommon, yet there is compelling evidence for de novo origination of genes in viruses, prokaryotes and eukaryotes, (see,
e.g., in Homo sapiens [106], in mammals [132], in Drosophila melanogaster [223], in
yeast [19, 52], in Plasmodium vivax [214], in Escherichia coli [41] and in viruses [172]).
The function and evolution of de novo originated genes has been discussed in detail
by Wu and Zhang [211].
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Chromosome level evolution
Evolution occurs at both gene level and at chromosome level on a group of genes.
In recent times, the term synteny is defined as conservation of order between two
groups of genes/genomic content present in two chromosomes/contigs/genomic regions that are being analysed and reflects the gene order conservation between two
chromosomal regions from the same or different species. When applied on chromosomes from two different species, this concept is referred to as shared synteny, e.g.,
many
Homo
sapiens
genes
are syntenic with those of other
mammals. Figure 2.4 shows
an example of shared syntenic
regions between Homo sapiens and Mus musculus [24].
Stronger shared synteny between regions than that expected between species can depict shared regulatory mechanisms as well as support
for functional relationships between syntenic genes [138].
Synteny can be used to make a
rough estimation of evolutionary divergence between two
chromosomal segments [76] because in general, relatively
recently diverged organisms
share similar blocks of genes in
genome and divergence times
have been found inversely proportional to synteny conservation [36, 209].
Gene translocation and chromosome translocations are imFigure 2.4: Mapping of syntenic regions of chromoportant evolutionary events
somes of Homo sapiens on chromosomes of Mus musthat rearrange the genome by culus where figure shows chromosomes of Mus musseparating two loci apart or culus, each chromosome of Homo sapiens is given a
join two previously separate unique color defined in the legend and the chromosopieces of a chromosome to- mal regions of Mus musculus sharing high similarity
gether, thereby changing syn- with chromosomal regions of Homo sapiens are filled
tenic conservation between re- with colour assigned to chromosome of Homo sapigions [159]. Events like whole ens. [24]
genome duplication (WGD)
followed by massive gene loss

2.3. BIOLOGICALLY INTERESTING PROTEINS – FERM DOMAIN
CONTAINING PROTEINS
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on one or both chromosomal regions is a special event that has been of great interest and is a hot topic in recent times, e.g., in fungi [49], fishes [95], flowering
plants [33] and vertebrates [40].
A common molecular mechanism for translocation is by use of mobile genetic
elements, commonly known as transposons, which are stretches of DNA capable of
changing their position within the genome either through a cut and paste (termed
DNA-only transposons) or though a copy and paste (termed retrotransposons)
mechanism [152]. Retrotransposons are common in eukaryotic cells in particular
in plant cells and are responsible for substantial parts of vertebrate genomes, e.g.,
long interspersed nuclear elements (LINEs) form up to 17% of the human genome
and short interspersed nuclear elements (SINEs) make up to 11% of the human
genome [30]. Retrotransposons usually use a RNA intermediate that is copied back
into genome. Since intronic and UTR regions present in the original gene are not
transcribed during transcription, these regions present in original gene are missing
in copy gene and play an important role in syntenic and sequence divergence of a
eukaryotic genome [152].
In short, evolution occurs at both gene level and at genome level and understanding of basic biological events such as sequence mutation, sequence indels, gene
loss, gene duplication and gene translocation together may explain the differences
in content similarity and order similarity between two or more genes on two or more
chromosomes.

2.3

Biologically interesting proteins – FERM domain
containing proteins

FERM domain containing proteins (FDCPs) are a specific class of proteins, which
contain a FERM domain near the N-terminus of the protein. The name FERM has
been derived from presence of this domain in band 4.1 (F), ezrin (E), radixin (R) and
moesin (M) proteins [25]. FDCPs are characterized as signalling molecules that are
used for in-out and out-in signalling between the plasma membrane and cytoskeletal
structures. FDCPs can be observed in a diverse group of organisms; in vertebrates,
invertebrates and even in plants. Interactions between two proteins or between a
protein and a lipid are regulated through FERM domain, which in turn regulate
many important protein functions (see, e.g., the activity, sub-cellular localizations
and recruitment of proteins and/or lipids into macromolecular complexes). FDCP
members with known function are kindlin, myosin, band 4.1, ezrin, radixin, moesin,
kinase-like calmodulin-binding protein, talin, Krev interaction trapped (KRIT),
Focal adhesion kinase (FAK), Janus kinase (JAK) and Guanine nucleotide exchange
factors (GEFs). FDCPs are known to be involved in many diseases (see, e.g., kindlin
homologs in Kindler syndrome [102, 85], leukocyte adhesion deficiency III (LADIII) [194, 203] and abnormal expression in different types of cancers [110, 221, 67]).
Embryonic knockout of Kindlin-2 in Mus musculus is lethal for embryo [137]. FERM
domain can be divided into three subdomains; F1, F2 and F3, which are observed
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in a clover-like shape [84]. FERM domain is known to interact and bind with
many molecules, e.g., Integrin, Ca+2 ions, Actin, IP3, PIP2 and PIP3 [82, 50, 195].
FDCPs are therefore an important biological protein family and evolution of the
FERM domain in FDCPs is an interesting subject.

Chapter 3

Homology and gene family
inference
This chapter contains an overview of gene homology and gene families, and the
computational methods to infer homologs and gene families. The chapter starts
with a primer on the fundamental concepts and historical background of homology
and gene family inference. The chapter concludes with a discussion on current
computational methods and important heuristics, in particular sequence similarity
and synteny, for inferring homology and gene families.

3.1

Fundamentals

Homology
Homology is a widely applied concept in many fields of biology, e.g., in comparative
evolutionary biology, phylogeny reconstruction [59], and developmental biology [15].
The term homology was introduced in 1843 by Owen [153] and was later adapted
in an evolutionary framework [94] after Darwin’s famous concept of evolution by
decent under natural selection [37]. In short, it was loosely defined as “two parts
having a common evolutionary origin”.
At present, under the most commonly accepted definition, homologous genes
are a group of genes that share a last common ancestor (LCA) either through
speciation or through gene duplication [61]. It is important to note that using this
definition, homology is a binary concept – two genes are either homologous or not
and can not be expressed, for example as percentage homologous [166, 62, 207].
Zuckerkandl and Pauling pioneered in the field of molecular evolution [139, 225].
They highlighted the subtle difference between homologs resulting from speciation
and those from duplication in 1960s but the terminology and formal classification
of homologs into orthologs (homologs related through speciation at their LCA) and
paralogs (homologs related through gene duplication at their LCA) is credited to
15
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Walter M. Fitch [61]. This distinction is important mainly because of the argued
hypothesis that orthologous genes are functionally more similar than paralogous
genes [107, 142, 5, 23, 168]. However, it is universally accepted that homology is
positively correlated with common structure and function of genes.

Molecular Sequence Similarity
Calculating molecular sequence similarity between all genes is the foundation of
homology inference and gene family inference. All homology inference algorithms
are primarily based on molecular sequence similarity. Computational techniques for
sequence comparison are usually classified into alignment-based and alignment-free
methods. Alignment-based algorithms are accurate and robust, but hard to apply
for large datasets in comparison with alignment-free algorithms (see, e.g., computation time for performing BLAST and computing homologs using afree for complete
genomes of Homo sapiens and Mus musculus [124]). Alignment-free methods (see,
e.g., afree [124] and Universal Sequence Mapping [3]) are an efficient alternate based
on word count statistics and k-tuple contents for both sequences, but tend to be
dominated by single-sequence noise and are not as accurate as alignment-based
sequence comparison methods. For further details on alignment-free sequence comparison methods, see [202]. I will stick to alignment-based methods in this work.
Pairwise sequence alignment
Pairwise sequence alignment measures sequence similarity quantitatively, in which
two sequences are aligned together such that the common residues are placed in
same column and depending on aim of alignment, an objective function represented
by a score is maximized. The objective function is measured quantitatively by a
scoring scheme, which is based on penalizing indels and scoring matches and mismatches using substitution scores from a substitution matrix (usually PAM matrices, initially developed in 1970 and recalculated in 1978 by Margarett Dayhoff [38]

Figure 3.1: A sample pairwise sequence alignment between two proteins, where conservation is shown in third row under the two sequences, ‘*’ denotes identically aligned amino
acid in both proteins, ‘:’ and ‘.’ denote conservation between two non-identical aligned
amino acids with highly similar properties and with weakly similar properties respectively.

or BLOSUM matrices by Henikoff and Henikoff [89]). A sample pairwise sequence
alignment is shown in Figure 3.1, where characters in each row represent the amino
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acid or nucleotide sequence of a particular protein or gene, ‘-’ represents an indel in
one sequence, matching characters in a column represent a match and mismatching
characters in a column represent a mismatch. When two sequences are aligned for
determining the optimally matching regions or subsequence, such an alignment is
termed local alignment. On the other hand, global alignment represents the most
optimal alignment for the complete sequence. Variants of these alignment methods
are also known (see, e.g., semiglobal also known as ends-free alignment).
The exact and exhaustive solutions to determine optimal alignment under a
given scoring scheme can be computed by using a dynamic programming algorithm
in particular by “Needleman-Wunsch” [141] for global alignment and by “SmithWaterman” [184] for local alignment of two protein sequences. While these algorithms guarantee the optimal alignment under a scoring function, the right scoring
function to reflect the alignment goals is usually calculated empirically from data.
Applying a minimum score threshold on the optimal alignment score then determines if two sequences are homologs or not.
The quadratic computation time required for each pair of sequences makes these
methods inapplicable for large datasets. Therefore heuristic algorithms based on ktuples or word methods became popular and are applicable due to their linear time
complexity despite not exploring all solutions. Common software suites in this class
are BLAST [6] and FASTA [118]. BLAST and FASTA do not guarantee an optimal
solution, and are heuristic methods. It has been shown that heuristic-based similarity search programs can be erratic (see, e.g., extension of local alignment beyond
actual homologous domain by BLAST [77]). Despite these limitations, BLAST is
a famous and widely used similarity measurement tool due to its applicability on
large datasets.

Gene family
A gene family is defined as a group of homologous genes evolved through a tree-like
vertical evolution in which one ancestral gene evolves over time, undergoes several
gene duplication and gene loss events, and results in a group of extant genes pooled
as a single gene family [149]. Such models of gene family inference follow a strict
tree-like evolution, where one gene belongs to exactly one family and all genes in
the gene family are homologous to each other. Under this model of evolution,
homology is transitive, i.e., if A and B are homologs and B and C are homologs,
then A and C are also homologs and A, B and C belong to same gene family.
The transitive property of homologs in gene family has been employed in guiding
structural studies [167].
The term gene family has many definitions and is often used interchangeably
with protein family. In this thesis, gene family refers to all genes that as a whole
have evolved from a common ancestral gene. Other definitions of gene family also
exist in literature, e.g., arising from structural similarity [29] or from functional
grouping based on working in the same metabolic pathway, etc. Domain family
reflects sharing between proteins of one or more common domains – a conserved
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part of a given protein sequence and structure that usually evolves, functions, and
exists irrespective of of the evolution in the rest of the protein chain [17]. The term
superfamily has been used in the context of domains to reflect structural homology,
i.e., common secondary and tertiary structure of two proteins [155]. From this
point on, I will use the term gene family only for genes related through vertical
inheritance evolving from a common ancestor and all other definitions pertaining
to domain, structural and functional grouping will be ignored.
There are many advantages and applications of homology inference and gene
family classification. Family classification for individual genes helps in describing relationship between genes and in predicting function, structure and expression patterns of newly identified genes due to the shared similarity with known
genes [210, 42]. Gene families can also aid in identification of genes that are active
in particular diseases [104].
The strict tree-like definition of gene family and homology is a rather simplistic
view of homology. Phylogenetic network thinking (PNT) provides an alternative
definition of homologs and gene families, where legitimate recombination events
along with vertical evolution are allowed [105]. These events turn a phylogenetic
tree into a phylogenetic web that relates closely related sequences without affecting
homology relationships. The major applications of PNT are in analyzing legitimate recombination and understanding contradictions in gene or genome histories.
Another mode of visualizing gene family evolution is Goods Thinking (GT) that allows evolution by horizontal dissemination of genes (see, e.g., recombination events,
fusion, fission, etc.) along with duplications and losses [128, 8]. Refer to [81] for
further discussion on non-tree like definitions of homology.
There are many known practical difficulties in identifying homologs and defining
gene families with the strictly tree-like definition of a gene family [81]. Sometimes
more information about a gene is required to classify it as a member of an established family; Events like convergent evolution (causing similarity between two
genes that do not have a common evolutionary origin [154]) are impossible to detect on just sequence similarity and more information (e.g., gene order) is needed to
identify such gene pairs [61]. In other cases, genes may belong to multiple families;
Conflicting homology assignment (e.g., in case of genes related by fission or fusion
events) for a gene makes it imperative to assign a gene to two families, which violates
the definition of gene family and the transitive property of homology [222]. Strict
tree-like evolutionary models lack the machinery to handle these complications and
are unable to handle these issues [81].
These complexities can, however, either be handled or ignored in some cases.
Sequence convergence remains a rare phenomenon and few examples of genes related by sequence convergence have been found in recent times [45, 21]. Also,
convergent evolution of domain architectures is observed rarely [79]. Therefore,
sequence similarity arising from convergent evolution can, in general, be ignored in
homology inference due to rarity of convergent evolution at the sequence level. In
other cases, simplification in gene family inference is preferred over accuracy, e.g.,
some problems strictly demand assignment of one gene to one gene family.
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Homology and gene family inference for multi-domain proteins is, especially,
challenging (see, e.g., [55]), in particular for gene families containing promiscuous
domain(s) [9] and diverse domain architecture(s) [187]. Inserted domain content
into two non-homologous proteins (e.g., through convergent evolution) should not
make the pair suddenly homologous and should be discounted for in homology
inference. However, it is difficult to differentiate between multi-domain homologs
(that follow vertical inheritance) and non-homologous proteins with shared domains
based on sequence similarity alone. Also, shared domains are common in many
species (see, e.g., in Homo sapiens [116]), can link two non-homologous proteins
through a strong local similarity, and thus prove to be problematic in homology
and gene family inference.

Cluster analysis algorithms
Cluster analysis or clustering attempt to group objects more similar to each other
than other objects in the same group and other objects in other clusters with
respect to an objective evaluation criteria [96]. In gene family inference, given
gene pairs with quantified similarity scores, the objective function is to group all
homologs (direct or transient depending on the objective evaluation criteria) of a
gene together in same cluster and all non-homologs of the gene in other group(s),
where set of genes acts as data. So homologous genes are grouped into gene families
by applying a clustering algorithm.
Clustering is an optimization problem with one or more goals, which depend(s)
on underlying data and involve(s) optimization of clustering parameters, usually
with trial and failure to get cluster with desired properties. The clustering algorithms are notably different from each other in terms of how they define, and
efficiently find clusters [212, 213, 136]. The most popular notion of a cluster is
a densely populated similarity graph, where each vertex represents a data point
and each edge represents a connection (or similarity) between two data points. A
cluster is composed of all connected nodes and members not reachable from a node
belong to a different cluster. Clustering algorithms try to maximize an objective
function, which can be obtaining groups with minimal difference between members
of the cluster members or clustering together densely populated areas or defined
on intervals in data or particular statistical distributions of data [135]. Data preprocessing and modification of model parameters are usually done until the result
achieves desired properties [11].
Clustering algorithms are the backbone for inferring gene families. Hierarchical clustering [205, 48] is the most commonly used technique in Bioinformatics for
inferring gene families. Other useful clustering algorithms in data mining include
centroid based clustering (e.g., k-mean clustering [123]), distribution-based clustering and density-based clustering [135, 189, 117, 56]. These methods require some
prior information about gene families, e.g., the underlying distribution or the number of gene families, which is usually not known before analysis for gene families.
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Therefore, methods other than hierarchical clustering can not be used for gene
family inference.
Hierarchical clustering (connectivity-based clustering) brings related objects
closer, increases distance with unrelated objects [205] and provides an extensive
hierarchy of clusters, which are joined/divided with each other by the distances
between them, instead of a single partitioning of data set. Hence, threshold on
distance defines the limit up to which two or more clusters can be combined (agglomerative clustering) or a cluster broken into two or more smaller clusters (divisive
clustering).
Distance computation and linkage criterion play an important role in hierarchical clustering [96]. Distance functions (see, e.g., Euclidean distance, Hamming
distance [83] and Manhattan distance) and the linkage criterion (amount of evidence/edges relative to cluster size required for merging two clusters) determines
the type of clusters desired from hierarchical clustering. Single linkage (minimum of
object distance) [80, 181], complete linkage (maximum of object distance) [39] and
average linkage (minimum average distance or UPGMA – Unweighted Pair Group
Method with Arithmetic Mean [185]) clustering are popular choices.

Algorithms for measuring synteny for homologous regions
Algorithms that measure conservation in synteny of two genomic regions can be
broadly divided into two types [91].
Global synteny conservation algorithms measure synteny conservation based on
the complete chromosomes without any count restraint on the number of hits in
both regions. So, as long as such algorithms are able to find a homolog within a
specific predefined distance or even on whole length of the chromosome, they will
extend homologous region on both genetic segments and look for next hit using
this new pair as anchor genes. Typically these algorithms employ the concept of
gene teams [121], where a gene team consists of two chromosomal regions with
closely placed homologs. An example of an algorithm based on global synteny
conservation is the max-gap algorithm that employs the gene-team concept and
outputs regions containing anchors [92]. It uses a maximum length parameter that
gives the maximum number of genes on left or right of current anchor gene and
iteratively performs this process until no more homolog can be found for any anchor
in both chromosomes.
Local synteny conservation algorithms measure synteny conservation within a
fixed window around an anchor gene and all homologous hits within this region
account for measurement of synteny conservation locally for this region. An example
algorithm that employs this approach is the r-window algorithm that uses a window
size parameter to count the number of homologous pairs within this window. For
local synteny, the maximum limit is dependent on size of the window and cannot
exceed a certain limit imposed by window size regardless of size of the chromosome
while for global synteny, there is no limit on size of the gene team, which can be as
large as the size of chromosomes. Algorithms, that measure synteny conservation
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for differentiation between orthologs and paralogs, employ local synteny (see, e.g.,
for fungal and mammalian data [100, 180, 18]).

3.2

Homology and gene family inference methods

Homologs and gene families can be inferred from each other. Given a gene family, all pairs of members of this family are homologs by transitivity. Given all
homolog pairs, a specified clustering algorithm can be applied to infer gene families. Some methods first infer homologs (see, e.g., Neighborhood Correlation [186])
followed by applying clustering algorithm to infer gene families (see, e.g., [99]).
Other methods infer gene families directly from similarity data typically employing
all-vs-all BLAST scores (see, e.g., GeneRage [54], TribeMCL [55] and SiLiX [134])
and homologs can then be determined from each gene family using the transitivity property. The following sections reviews some methods used for gene family
inference.

BlastClust, SiLiX and other similar approaches
Some gene family inference applications apply a threshold to either BLAST bitscores,
E-values, alignment length, or a combination of these parameters. Gene family inference algorithms apply a clustering algorithm on top of inferred homologs from
all-versus-all BLAST. Typical examples include BlastClust (single linkage algorithm
directly applied on BLAST results with a specific threshold) [65], SiLiX (a memory and time efficient implementation of BlastClust) [134] and ProtoMap (restrictive single linkage clustering using different levels of thresholds to yield an ordered
grouping of all proteins) [219]. The main shortcoming of these approaches is the difficulty in estimating a universal threshold value, e.g., on alignment length, bitscore
or E-value for inferring homology, and they suffer from not modelling domains.

GeneRage
Multidomain gene families with diverse architecture are problematic to cluster using
linkage algorithms directly on BLAST scores. A simple way to resolve this issue
is to detect and correct for missing links or incorrect links in the graph-theoretical
approach. Enright et al. [54] developed an algorithm, called GeneRage, with the
ability to detect and correct such erroneous links. Hence, problems caused by the
presence of multidomain proteins are minimized and more precise gene families are
obtained.
Similarity relationships are stored in a matrix consisting of binary numbers.
Smith-Waterman dynamic programming alignment algorithm is performed for subsequent symmetrification of matrix to remove false positives. The authors have
used the simple homology transitivity criteria explained in Section 3.1 to detect
multi domain proteins. Smith-Waterman is then performed in successive rounds,
which detects protein families consisting of multiple domains and removes some
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of the incorrectly recognized similarity relationships within the symmetrical matrix. Single-linkage clustering is performed on corrected matrix and initial larger
clusters, containing multi-domain families, are split using domain architecture information. Hence, this algorithm clusters large protein datasets into families and
is particularly useful to detect and eliminate fusion genes – genes that are a result
of fusion of two other genes. Figure 3.2 displays the flowchart of this algorithm.

Figure 3.2: Schematic representation of GeneRage algorithm (adapted from Enright et
al. [54]).

However, this algorithm is unable to deal with promiscuous domains1 , peptide
fragments and proteins consisting of complex domain structure, which are generally
not present in smaller prokaryotic datasets but are widely present in eukaryotic
datasets. A typical example is that of the ‘response regulator’ domain from twocomponent systems [190] that causes incorrect grouping of functionally different
proteins (e.g., heat shock factors and phytochromes) [22] to the same family [218,
55].
1 A protein domain that is found with many distinct domains in multiple functionally unrelated proteins [126].
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Markov Clustering and TribeMCL
Enright et al. [55] have applied another graph theoretic approach in an algorithm
called TribeMCL for clustering of protein sequences into families. In order to
overcome aforementioned problems with multidomain proteins, TribeMCL uses the
same approach as GeneRage but with a more elegant mathematical and probabilitybased approach instead of Smith Waterman alignment, domain detection and single
linkage clustering. A simplistic view of TribeMCL is preprocessing of all-versusall BLAST results followed by application of the Markov Clustering (MCL) algorithm [199]. The source code and executable program TribeMCL is not available
any more but the MCL implementation, available from [200], can be used as an
alternative to TribeMCL. The flowchart for TribeMCL is given in Figure 3.3.

Input Set of
Protein Sequences

All vs All
Blast

Parse results and
symmetrify similarity
scores

Matrix Inflation

Markov Matrix

Normalize similarity
scores (-log[evalue]) to
generate transition
probabilities

Similarity Matrix

Matrix Squaring
(Expansion)
Terminate when
no further change
is observed in the
matrix

Core MCL Algorithm

Interpret final
matrix as a
clustering

Protein Clusters
(Families)

Post-Processing
and Domain
Correction

Figure 3.3: A flowchart of Tribe-MCL algorithm (adapted from Enright et al. [55]).

MCL is an unsupervised cluster algorithm for graphs based on simulating theoretical flow in weighted graphs [199], where the main idea is to further strengthen
the stronger links (based on the concept that stronger links are used more during a
random walk than the weaker links) and to weaken and finally remove the weaker
links. The data (E-values from all-versus-all BLAST) is represented as a Markovian
matrix – the sum of all elements of a row is exactly one and each cell can only have
non-negative values. The inflation parameter I determines speed and granularity
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of clustering. The matrix is inflated first, i.e., raised to power I. After every inflation, the matrix is expanded, i.e., the Markovian matrix property is restored by
normalization. The process of inflation and expansion continues until there are no
more changes in the matrix or the changes are within a break point and at this
point, MCL is said to have converged.

HiFiX
An approach to significantly decrease false positives and false negatives is developed by Miele et al. [133] called HiFiX. HiFiX as well as other gene family inference
software consider the gene family inference problem as a graph -theoretical problem
where nodes are represented by vertices, and similarities by edges. Using precompiled families with relaxed threshold settings generated from SiLiX, the input to
HiFiX is pre-families of sequences with good sensitivity. HiFiX then takes advantage of the community1 structure of this similarity network and maximizes
modularity2 of these communities to divide each family into independent smaller
families at weak links. HiFiX uses multiple sequence alignment, a community determination algorithm (Louvain [13]), a hierarchical algorithm (that merges sequences
iteratively into meta-communities3 ) and alignment likelihood using profile-HMM
models [51] for evaluation of each meta community.

Clustering algorithms applied on Neighborhood Correlation
scores
While aforementioned gene family inference methods have used all-versus-all BLAST
results as similarity measure and apply a clustering algorithm to infer gene families,
Joseph et al. [99] infer homologs first and then apply a clustering algorithm to infer
gene families. BLAST scores are first transformed into Neighborhood Correlation
(NC) scores and the NC score is then used as a similarity measure between a gene
pair [186]. A threshold is applied on NC scores to infer homologous gene pairs and
a clustering algorithm is applied on these pairs to infer gene families.
NC distinguishes between sequence pairs that have evolved from the same last
common ancestor, and those with a common inserted domain but are otherwise not
related. In some ways, NC is similar to MCL. Other applications use BLAST results
directly but MCL and NC transform BLAST results into a standard score within
a range. The intended datasets for both these methods are multidomain protein
families. Both NC and MCL are empirical and are reliant on sequences in sequence
1 A grouping of vertices into clusters such that vertices of the same cluster have a lot of edges
between them and relatively fewer edges with the vertices belonging to other clusters [133].
2 Modularity determines the ratio between existing edges of clusters and expected number
of edges for a random graph with the same degree distribution where the degree of a vertex is
number of edges connected to the vertex [133].
3 A cluster formed by merging distinct communities containing homologous sequences belonging to the same protein family [133].
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database on which all-versus-all BLAST is performed. Also both methods do not
use or detect underlying domains explicitly. However, for MCL, transformation is
from E-values of an all-versus-all BLAST to probability values between 0 and 1
but NC transforms bitscores of an all-versus-all BLAST to correlation scores also
Similarity Network Reveals Common Ancestry
ranged between 0 and 1.

Figure 4. Differences in neighborhood structure of the sequence similarity network reflect differences in evolutionary history.
Network neighborhoods in which nodes represent sequences. Edges connect pairs with significant sequence similarity. Edge weights reflecting
degree of sequence similarity are not shown. (A) The neighborhoods of the homologous pair, PDGFRB and PRKG1B. PDGFRB and PRKG1B share 779
neighbors, mostly Kinases (turquoise nodes). These are strong matches due to a shared kinase domain. PDGFRB has 183 unique neighbors, mostly
due to weak matches with Ig domains (green nodes). PRKG1B has 142 unique neighbors due to weak matches with the cNMP-binding domain (red
nodes). Other matching sequences are shown in yellow. (B) PDGFRB and NCAM2, a domain-only match, have 232 matches in common. PDGFRB has
730 unique neighbors and NCAM2 has 240, mostly due to Fn3 domains (dark blue nodes).
doi:10.1371/journal.pcbi.1000063.g004

Figure 3.4: Figure displaying the distribution of unique and common hits in the neighborhood for two homologous (at top) and two non-homologous (at bottom) genes. Differences
in neighborhood structure (denser at the middle for homologs and at the two edges for a
non-homolog)
in the
graph
depicted
here
points
difference
the path Homology
taken by the
Conversely,
PDGFRB
and NCAM2
are related
through
domain toAthe
Benchmark
Dataset in
for Multidomain
insertion and have significant sequence similarity due to a shared
Evaluation of classification performance requires a trusted set of
proteins during
[186]. is relatively small (242 positive
Ig domain.evolution
Their shared neighborhood
examples (known homologous pairs) and negative
sequences) and comprised primarily of Ig-based matches. These
contribute little to the Neighborhood Correlation score of this pair
due to low sequence conservation within the Ig superfamily. In
contrast, the unique neighborhood of PDGFRB is large (630 sequences), with strong edge weights. For these reasons, PDGFRB
and NCAM2 have a Neighborhood Correlation score of 0.29,
distinctly smaller than the score for PDGFRB and PRKG1B. Unlike
sequence comparison, this clear difference in neighborhood
structure can be used to recognize multidomain homology.

examples (pairs known not to share common ancestry). Although
benchmarks are available for detection of remote homology (e.g.,
SCOP [38], CATH [39]), functional similarity (e.g., the Gene
Ontology (GO) [59]), orthology (e.g, COGs [40]), and structural
genomics ([16,45,60], and work cited therein), we are unaware of
any gold-standard validation dataset for multidomain homology.
Our benchmark is designed to be suitable for testing two
classification goals: good overall performance on a large set of
sequence pairs and consistent performance on individual families

NC calculates correlation score for each pair of genes. Two ordered lists of
BLAST bitscores are computed using common and unique BLAST hits between
both genes. Each list consists of the neighboring hits of a gene, where neighboring
hit is defined as a gene with a BLAST score with this gene. A correlation score is
now computed between the pair of genes using these lists as data, which reflects
the differencePLoSinComputational
density
between
common and
unique hits May
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graphically in Figure 3.4. In a graph, a homolog pair ideally shows a dense common
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neighborhood and a comparatively sparse unique neighborhood for both genes while
a non-homolog pair tends to show a sparsely populated common neighborhood and
a dense unique neighborhood.
A threshold can now be applied on NC scores to infer homologs. The authors [99]
recommend a threshold of 0.5. Also, clustering analysis can now be performed using
NC scores as input instead of BLAST score and it has been shown to perform better
on diverse domain architecture families.
It is important to discuss treatment of data in NC. Data is partitioned into
two datasets, not necessarily disjoint with each other. The query dataset Q contains genes for which we want to infer homology relationships and to classify into
gene families. The reference dataset R contains genes providing evidence for (non)homology of genes in the query dataset but for whom homology inference is not
inquired. The reference data R plays an important role in inferring homologs and
gene families. If the reference data is, for example, rich in one particular promiscuous domain present in both non-homologous genes but lacks or have few cases
for the second domain present in one of the two non-homologous genes, high NC
scores will be observed. On the other hand, if reference data does not contain cases
of promiscuous domain, then homology inference will be different.

ProClust, PhyRn, Profile HMM and other distant homology
inference methods
Sometimes, the goal of a gene family inference algorithm is to infer gene families
containing remote homologs – homologs that are members of highly divergent gene
families. It is difficult to infer remote homologs with similarity based techniques
because the molecular sequences have diverged as far as twilight zone (≤25% amino
acid identity), which are known to be problematic for similarity based techniques in
general. So, specific algorithms based on, e.g., iterative or transitive search, profile
Hidden Markov Models and Position Specific Scoring Matrices (PSSM) [156, 12,
51, 88] have been developed for inferring gene families containing remote homologs.

Homology inference using sequence similarity and synteny
Researchers have used additional information along with sequence similarity to
aid in homology inference because similarity alone is not completely synonymous
with homology; Examples of disagreement are distant homologs and genes related
through convergent evolution.
As discussed before, traces of evolution are visible at both gene and genome
level, which result in divergence in gene content and gene order. Homologous genes
that are a result of regional duplications have more chances of retaining their neighbourhood conservation [145]. However, gene translocation, tandem duplications, de
novo origination and gene loss events are responsible for divergence in gene order
conservation but the sequence similarity is not disturbed. It is, therefore, natural to
use gene order conservation in conjunction with sequence similarity as a measure of
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homology. In particular gene order conservation has been used to differentiate between orthologs and paralogs [100], albeit paralogs related by regional duplication
events, e.g., whole genome duplication cannot be differentiated by this approach.
Divergence time between species, represented by a species tree, is another important
heuristic that can aid in inferring homologous genes.
It is important to note the difference between homology inference and homologous or syntenic region inference. The main aim of homology inference is to infer
pairs of genes that are homologous while the main aim of inferring syntenic regions
is to infer two regions in which some pairs of genes between the regions are homologous. For inferring homologous regions, homologs are either provided from the
start between the two or more regions, or are inferred as an intermediate step.

SYNERGY
Wapinski et al. [204] developed a software (called SYNERGY) that can optionally
use synteny information along with sequence similarity in inferring homologs, gene
families and phylogenetic trees to determine the origin and evolution of all genes
in a collection of species. This results in a better classification of orthologs and
paralogs than most similarity-only based methods.
The input to SYNERGY is a collection of species, protein-coding genes in each
species and a phylogenetic species tree. Synteny information is a bonus that, if
available, can also be used. The aim of SYNERGY is to divide the groups of genes
into unique sets that do not have a gene in common, and each set consists of exactly
those genes that can be traced back to a common hypothetical single gene present
at the root of the species tree (known as the last common ancestor of all species).
By doing so, SYNERGY also resolves the evolutionary history of a gene family and
produces a gene tree for each gene family.
SYNERGY traverses the species tree using post-order traversal. Orthogroups1
are determined for the current node using orthogroups and similarity relationships
determined in the previous steps for the children of the current node. For leaves
(i.e., extant species), similar genes are grouped to form the initial set of orthogroups
(in this case, an orthogroup consists of paralogs only). For internal nodes including
the root (i.e., for ancestral species), orthogroups present in the two children of the
current node are grouped together if they share more similarity than a specified
limit. The process ends, when the root of the species tree (or the last common
ancestor of all species) is reached. Sequence similarity can be calculated from a
similarity-only method as well as combining it with other information available,
e.g., with synteny. The sequence similarity and synteny scores are scaled, weighted
and then combined to calculate a single rooting score between the two proteins.
The sequence similarity is measured by first globally aligning the two proteins and
then searching for the most likely distance, which explains the substitutions in each
1 Group of genes related by a duplication or a speciation at or below the selected internal
node representing the last common ancestor of both sub-trees [204].
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aligned position. The syntenic conservation is quantified by a syntenic similarity
score, which is defined as the ratio of orthologous neighbors of both proteins (like
the R-window method above).
SYNERGY does not require any homology or gene family information as input,
unlike many other phylogenetic tree inference algorithms. It computes homology
and gene tree simultaneously using species tree and orthogroups. However, the
similarity criteria used by SYNERGY is ad-hoc, where weights assigned to each
of similarity, synteny and likelihood is impossible to assign for gene families with
different divergence rates for genes and genomes [1].

Chapter 4

Phylogenetic Inference
This chapter provides an introduction to Phylogenetic inference methods. The
chapter starts with the biological motivation behind phylogenetic trees and briefs
about the computational techniques for various phylogenetic tree construction methods with a special focus on the Bayesian phylogenetic inference.

4.1

Fundamentals of Phylogeny

Phylogenetics infers and describes the evolutionary relationships among groups of
organisms based on molecular data and/or morphological traits. Molecular phylogenetics emerged in the early 1960’s and was pioneered by Zuckerkandl, Pauling,
Fitch, and Margoliash [226, 63]. Following their lead, Kimura [101], Ohta [151],
King and Jukes [103] made landmark contributions to molecular biology, establishing the practice of using sequences for investigating evolution.

Gene trees and species tree evolution
Evolutionary relationships are often described as a tree. In a typical model of species
evolution, a process of speciation and extinction applied to an initial ancestral
species determines a species tree describing the evolution of present-day descendant
species. A gene tree represents evolution for a gene family, where typically an
ancestral gene evolves through mutations, insertions, deletions, duplications and
losses. However, a tree is not always applicable for a species tree due to reticulate
events such as hybridization of species. In presence of these events, a networklike structure is a better representative for species tree. Since we do not account
for these events, we will consider trees and not networks for the remainder of this
thesis.
The information available for phylogenetic inference based on sequences is typically DNA sequences (or RNA or protein derivatives) of gene families for leaves of
the tree. The underlying assumption is that evolutionarily closely related species
29
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have more similar molecular sequences than distantly related species, according
to some model of evolution. A standard reference that details most phylogeny
methodology is Joseph Felsenstein’s “Inferring Phylogenies” [59].

Reconciling gene tree and species tree evolution
Assuming that gene family evolution and species evolution are both tree-like, the
two trees will typically show a high degree of concordance, and by overlaying them,
a gene-species tree reconciliation is obtained [46]. Most parsimonius reconciliation [78] is the most well-known technique to reconcile a gene tree with a species
tree under the model of duplication and loss. One example of gene-species tree reconciliation can be seen in Figure 4.1. There are many applications of gene tree and

Speciation event or species
Gene duplication event
Gene loss event
Species tree
Gene tree

Spec2

G11

Spec3

G12

G21

Spec4

G31

G43
G42
G41

Extant gene

Spec1

Figure 4.1: An illustration of a gene family that has evolved inside a species tree. Image
also shows different evolutionary events that influence a gene tree.

species tree reconciliation but in this thesis, we are more concerned with finding
evolutionary history (i.e., events and topology) of a gene tree, given species tree
and molecular data of a gene family. Some recent approaches of exactly how gene
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trees are computed with and without using the species tree are shown in the next
section.

4.2

Computing Phylogenetic Trees – Traditional
Approaches

The input to a phylogenetic analysis program is, usually, the molecular sequences
aligned into a multiple sequence alignment (MSA) [157]. Each column of the MSA
represents an evolutionarily homologous site and can have insertions, deletions and
gaps. A substitution model states the stationary frequencies of nucleotide/amino
acid codons and their interchange rates, and is used to measure evolutionary distances between pairs of sequences. Each site in the MSA is treated independently
from the others. Hence, the substitution model along with penalties for gaps is
used to score each site (column), which taken together represent the evolution of
one sequence to another. Parameters for Substitution models are either estimated
during inference (e.g., GTR model [197]), or from empirical data (e.g., PAM [38],
BLOSUM [89] and JTT [98, 75, 97] matrices).
The branch lengths of a phylogenetic tree represent the distance between sequences, calculated by applying the substitution model. The topology of a phylogenetic tree reflects the relative closeness and order of divergence between sequences
in the MSA.
There are many approaches designed to infer phylogeny, which are, in order
from simple to complex (and in order of appearance), parsimony-based methods
(e.g., Maximum Parsimony [63, 188]), distance-based methods (e.g., Neighbor Joining [175]), maximum likelihood methods (e.g., Felsentein’s pruning algorithm [57]
and Quartet Puzzling [192]), and Bayesian methods (e.g., Markov chain Monte
Carlo [112]). The former approaches require lower computational and time resources and are applicable for very large datasets. The latter approaches are more
accurate and enable more realistic modeling but are computationally expensive.
More details on these methodologies can be found elsewhere [59, 169, 216].

4.3

Bayesian phylogenetic inference

Bayesian inference relies on Bayes theorem for obtaining posterior probability Pr(θ|D)
of underlying parameters θ, e.g., duplication rate, loss rate, etc., given data D. Parameters θ are treated as random variables, and the entire posterior landscape is
investigated with respect to θ in Bayesian inference. The posterior probability can
be calculated using Bayes formula
P r(θ|D) =

P r(D|θ)P r(θ)
P r(D)

(4.1)

where Pr(D|θ) represents likelihood, Pr(θ) is prior and Pr(D) is a normalization
constant.
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Note that in Bayesian phylogenetic inference, the underlying parameters θ can
be classified into real-valued parameters (also called continuous parameters in literature) and discrete parameters. The real-valued parameters consist of all parameters
with numeric values. The discrete parameters in Bayesian phylogenetic inference
consist of the parameters associated with the topology of the tree parameter. The
branch lengths parameter can be real-valued (if numeric, e.g., in MrBayes [170]) or
discrete (if discretized).
The most popular way of performing Bayesian phylogenetic inference is by applying the Markov chain Monte Carlo (MCMC) algorithm [215, 127, 115], which is
a random walk algorithm that estimates posterior distribution by sampling (e.g.,
by Metropolis-Hastings sampling scheme [86] or Gibbs sampling [69]) from the parameter distribution [7]. The backbone of MCMC is to sample a value for each
parameter (including real-valued and discrete parameters) from the parameter distribution using a sampling algorithm (typically Metropolis-Hastings), compute the
likelihood of observed data (MSA sequences and optionally other information like
species tree) with these parameter settings, accept/reject the new state based on
comparison on likelihood with the older state, and continue this process until a
specified number of iterations are reached or a certain break condition is achieved.
Some characteristics (e.g., mixing, convergence assessment and burnin estimation)
of MCMC (only with Metropolis-Hastings sampling scheme) are important, and
are discussed in detail in Chapter 5.
Bayesian analysis is used to estimate the posterior distribution of real-valued
parameters and of discrete parameters. The ability of searching both real-valued
parameter space and discrete parameter space simultaneously enables biologically
realistic multivariate models needed to solve more complex problems. Independence between samples is ensured by using thinning (sampling every nth iteration)
from the MCMC chain and the sampled iterations are called an MCMC trace. The
MCMC trace represents an estimate of the posterior distribution of each parameter. For the trace of a real-valued parameter, mean, mode or confidence interval
of the marginal distribution can be examined. For the trace of a discrete parameter, posterior frequencies of tree topology, tree at state with maximum likelihood,
maximum-a-posteriori tree, the majority rule consensus tree, or split frequencies of
terminal vertex can represent the result of the whole analysis.
MrBayes [170], BEAST [47], PrIME [1], JPrIME [183], BAMM [160] and PhyloBayes [113] are popular Bayesian software, which are based on MCMC, estimate
posterior distribution by using Metropolis-Hastings sampling scheme and are widely
applied for phylogenetic inference. The input to these software is typically MSA of
molecular sequences of each gene family along with a few software-specific requirements (e.g., species tree in case of PrIME and JPrIME). The output is the MCMC
trace of real-valued parameters and of the discrete parameters.

Chapter 5

Post-processing of traces from
MCMC runs
The aim of this chapter is to discuss different tasks associated with post-processing
of Markov Chain Monte Carlo (MCMC) runs. This chapter introduces important
characteristics of MCMC briefly followed by possible uses of MCMC in Bayesian
phylogeny inference and concludes with a discussion on the currently available
software that analyse MCMC.

5.1

MCMC Characteristics

MCMC trace
Basic assumptions for a Bayesian inference using Metropolis-Hastings sampling
scheme are that samples can be obtained from MCMC simulation with relative
frequencies that agree with sample frequencies obtained from true distribution and
all samples are dependent only on the last state. A state in MCMC is a set of
parameter values. MCMC initializes from a given state, samples from posterior
distribution for all parameters simultaneously in the neighbourhood of the current
state, computes the likelihood of the new state, selects or rejects the new state
based upon the ratio of likelihood of the new state and the old state, and iterates
until a specific condition like number of iterations has been met. Acceptance of a
state means that current parameter values are changed with proposed parameter
values. Rejection of a state means that the proposed parameter values are discarded
and the current state is retained in this iteration.
Rapid mixing in the chain is essential for exploration of the parameter posterior distribution and it’s ability to converge quickly to the stationary distribution.
Acceptance ratios for each parameter can be calculated from accepted proposals
and the total proposals made for a particular parameter during a complete run.
High acceptance ratios of MCMC proposals are indicative of rapid mixing and
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Iter
0
100
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300
400
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600
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.
.
.
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1000000

Post Dens
-2213.8539
-2063.5709
-1974.9265
-1969.5395
-1955.1124
-1949.8377
-1943.3235
-1942.5775
.
.
.
-1895.3154
-1901.6213

Subs Dens
-2169.0250
-2014.2883
-1930.6208
-1925.7214
-1910.5606
-1904.5363
-1902.6028
-1903.1583
.
.
.
-1938.9227
-1938.0307

DLR Dens
-44.8289
-49.2826
-44.3058
-43.8181
-44.5517
-45.3014
-40.7207
-39.4192
.
.
.
43.6073
36.4094

Dup Rate
1.6578
2.8984
0.9655
2.2248
1.4999
1.2243
1.3488
1.9042
.
.
.
1.7294
3.2748

Loss Rate
1.6578
1.1652
1.5388
1.6864
2.3079
1.7212
1.7029
2.7428
.
.
.
0.7909
3.1813

Table 5.1: A typical MCMC trace with five real-valued parameters and a thinning factor
of 100 with 1000000 iterations. The tree parameter has been omitted due to lack of space.

that the posterior space has been
well-explored. On the other hand,
low acceptance ratios are the first
indication of poor mixing and cause
of non-convergence. The samples
are preserved by using a thinning
factor so that samples produced in
a run are independent of each other
and make the subsequent statistics computationally feasible. The
sampled iterations are called an
MCMC trace. Table 5.1 shows how
a typical MCMC trace for five parameters with a thinning factor of
100 looks like and Figure 5.1 represents the graphical interpretation Figure 5.1: Graphical illustration of trace of a
MCMC run for three parameters that can be exof an MCMC trace.

Convergence assessment
and burnin estimation

tended to more parameters with further dimensions in the graph [182]. The run intends to
find the optimal state (the parameter values) that
maximizes the objective function.

Due to lack of prior knowledge, it
is common to start MCMC simulation at a random point (or based
on some heuristic) in parameter space. Usually, the initial choice is far from high-
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density regions of the posterior distribution. If the chain is mixing well and has
been allowed to run long enough, convergence is guaranteed for MCMC algorithms,
where the chain is sampling from a region representing the stationary distribution
but convergence is unfortunately not decidable. The initial iterations are the burnin
period of the chain and the remaining iterations are the stationary part of chain.

Figure 5.2: A typical MCMC trace shown as a plot, where the sample # is shown on
the X-axis and the parameter is plotted on the Y-axis. In this case the parameter is the
log-likelihood value of the sample. Green bar separates the burnin period in the chain
that was estimated visually and the trace appears to have converged for this parameter
after this point.

One is often interested in estimating mean and variance of the posterior distribution of some parameter. The chain is assumed to have converged, if mean and
variance can be measured as close to specified values for the true distribution. Such
a convergence is termed as “convergence of an ergodic estimate”. The burnin period
of a trace slows down convergence of an ergodic estimate because it interferes with
mean and variance estimates and it is recommended to remove burnin samples.
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The simplest way to assess if a chain has converged or not is through visual
analysis of the trace, typically using one or more of trace plots, density plots and
running mean plots alongside basic statistics. Trace plots also display mixing of the
chain. If a chain is mixing well and appears to be sampling from the same region
for better part of the chain, then it appears to have converged. Such assessments
are simple and based on expert opinion [73]. However, they can not be automatized
and lack objectivity. A typical MCMC trace is shown in Figure 5.2 and the green
line marks the burnin estimate that was decided visually.
Another commonly employed heuristic for burnin estimation is to remove a
fixed percentage (none or 10% or 25%) of samples from the chain and take the rest
as converged or assess for convergence using other convergence diagnostics. Such
heuristics are easy to perform and are automated, but do not observe the trace
characteristics and miss non-convergent runs altogether.
An alternate way to assess convergence and estimate burnin is to perform statistical estimates of convergence on the real-valued parameters, e.g., Geweke [70],
autocorrelation plots, Gelman-Rubin [68], Raftery-Lewis [161], Heidelberger and
Welch stationarity test [87] and using effective sample size (ESS) [114, 198] as
shown by Sahlin [174] and Höhna [93], which are objective, consistent and can be
automated. A drawback for convergence diagnostic methods is that they are based
only on real-valued parameters, and can not be applied on discrete parameters (e.g.,
tree parameter).
Assessing convergence for Bayesian inference in phylogeny remains a difficult
and non-standardized task [93]. Frequencies of splits [171] have been used to assess
convergence for tree parameter, and are implemented in MrBayes [170] and Are We
There Yet (AWTY) [146]. MrBayes periodically checks the difference in variance
for splits of trees on parallel chains. AWTY explores the splits and plots splitbased statistics and trace plot of log-likelihood of trees. However, parallel chains
are required for split frequency analysis, and only comparing the split frequencies
and not the real-valued parameters can be misleading [93].

5.2

Post-processing MCMC traces

Statistical analysis
MCMC runs are to be analysed statistically to infer important information like
mean parameter values and standard deviation observed during a run. If the true
distribution from which Markov chain is sampling is known, then the sufficient
statistics of this distribution can be compared with the parameters of the estimated
distribution for assessing accuracy of phylogenetic inference.

Trace analysis
As discussed before in Section 5.1, visual inspection of a trace is an indicator of
assessing convergence and can be used to view trends that might suggest problems
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with convergence. Apart from convergence assessment, it is also important in assessing mixing of the chain. Ideally if the Markov chain mixes properly, it should
avoid getting stuck in local optima.

Joint marginal distribution analysis
Another significant feature recommended for analysis of Markov chains is to check
dependence between variables. A joint-marginal distribution plot displays the dependency trends between two parameters and can be used to check independence
of both parameters.

Tree split histogram and analysis
Tree parameter is a special parameter, significantly different from real-valued parameters, and requires special attention and methods to analyse. An unrooted
phylogenetic tree can be represented by a set of splits – a bipartition of the tree
representing the smallest unit of information, where each unique non-trivial bipartition of the set of leaves of the phylogenetic tree represents one split. The set of
splits obtained from all trees present in the posterior can be plotted as a histogram,
where each bin corresponds to a fraction of total samples, a split is encountered in
the whole run. This histogram can also indicate mixing of tree parameter.

Maximum-a-Posteriori tree topology
The “Maximum-a-Posteriori” tree topology (also called MAP tree topology) describes the tree associated with the sampled state with the highest posterior probability in the MCMC chain or simply, the most frequently sampled tree. The
MAP tree topology provides a simplistic and informative measure to select a single topology from the whole set of trees. However, in some cases with large trees,
the topology of every sampled tree may be unique, which makes it impossible to
differentiate and choose between trees based on frequency. Also, if the number of
converged samples is few, then the true MAP tree is hard to estimate.

Majority rule consensus tree and simple majority tree
The majority rule consensus tree is defined as a tree that contains all clades occurring in at least half of trees in the posterior distribution [58]. A slightly lenient rule
is simple majority tree (also called a fully resolved consensus tree), where remaining
clades are ordered and selected according to decreasing posterior probability. There
is a constraint, however, regarding the compatibility of each newly selected clade
with all previously selected clades. This method gives out a single tree, whose parts
are agreed by the majority of trees in the posterior distribution. But a perceived
drawback with majority trees is that it can lead to a tree with topology that has
not been sampled during the run as well as to a tree topology with relatively low
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probability, despite the fact that many features with very high probability will also
be present.

Tree and tree space visualization
Gene trees are usually stored in Newick (also called New Hampshire), or Nexus
formats. While it is easy to store and systematic to understand them for the
computer, they are very hard to understand for humans in particular due to keeping
tracks of brackets in these formats to understand when an underlying subtree has
finished. On the other hand, a visual illustration of tree like in Figure 4.1 is very
easy to interpret for humans. Tree visualization software (see, e.g., FigTree [162]
or Forester [224]) convert the computer readable formats into tree illustrations.
It is also interesting to see how the chain progresses in tree space over time.
Some algorithms, for example multidimensional scaling technique [108], can draw
distances between trees in a two dimensional space with a minimum error. One can
convert the tree topologies into a distance matrix using a good tree distance metric
(e.g., Robinson-Foulds metric and Nodal distance metric [14]) and use this distance
matrix as input to multidimensional scaling to view distribution of trees in tree
space. This information can aid in assessing if the tree parameter has converged
or not. It can also be employed to gain more knowledge about mixing for tree
parameter.

Post-processing of parallel MCMC traces
Some software (e.g., MrBayes) can run two chains in parallel and output both
chains. They analyze both chains simultaneously during the run to assess convergence or use some statistical measure (e.g., difference in split frequencies) on tree
parameter of parallel chains to assess stopping criteria. One can also run two separate runs on the same data using same or different starting points in parameter
space to minimize possibility of getting stuck in local maxima. Both these cases are
based on the assumption that on convergence, both chains must be sampling from
the same distribution. To assess if both chains have converged to the same posterior distribution, hypothesis testing can be used, where the null hypothesis is that
both samples have been drawn from the same distribution, implying convergence.
Chi-square tests for two samples [217] for tree parameter and Mann-Whitney U
test [125] can be used for hypothesis testing. Other tricks like Metropolis-coupled
MCMC [131] can be used with multiple chains to improve mixing and exploration
of tree space, and has been used in several Bayesian phylogenetic software (e.g., in
MrBayes [4] and in BAMM [160]). Figure 5.3 displays traces of two parallel runs
simultaneously.
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Figure 5.3: A trace of two parallel chains superimposed on each other with red line for
first run and blue line for second run. The green bar indicates the visually selected burnin
value, after which both chains are appearing to sample from the same space.

5.3

Software packages for post-processing of MCMC traces

Following is a brief introduction of major software that analyse the MCMC output
and are commonly used to deduce results from MCMC runs.

Coda
Coda [158] is a standard MCMC analysis and convergence diagnostic package written for the R language by Martin Plumer, which is popular mainly due to multiple
and diverse convergence diagnostics, automatic estimation of burnin and the ability
to run from command line. It includes most standard convergence diagnostics, and
can perform effective sample size method, Raftery-Lewis diagnostic [161], Geweke
diagnostic [70], Gelman-Rubin diagnostic [68] and Heidelberger-Welch stationarity
test [87]. It can remove burnin samples using one of these tests, and draw the trace
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of a run using GNU plot commands. It can also run a MCMC chain with a given
statistical distribution, thinning factor and other MCMC parameters. However,
Coda does not handle the tree parameter at all, and can only analyse and generate
MCMC runs for real-valued parameters.

Are We There Yet
Are We There Yet (or AWTY) [146] is a Perl-based program that analyzes MCMC
runs and is used mainly to predict if a chain has converged or not by observing
and performing convergence tests on the tree parameter. The input to AWTY
are trace files containing phylogenetic trees which have been generated as output
by other phylogenetic MCMC programs, and is based on tree splits to assess the
convergence. It uses Coda [158] for some of the convergence diagnostics. The main
contribution of AWTY is to help a user in performing the graphical exploration
of tree-specific parameters. The split histogram, the trace plots of log likelihoods,
parallel chain analysis, split frequency analysis and plotting the symmetric tree
distance are some of the functionality available in AWTY. It is a useful tool to
analyse the tree parameter of MCMC traces. The developers and authors of AWTY
recommend that it should be used in complement with Coda for both real-valued
and tree parameters.

Tracer
Tracer [163] is a software program used for analysis of the trace files generated by
Bayesian MCMC runs. It can estimate selected statistics (see, e.g., mean, standard deviation and confidence intervals) for the selected parameter. A frequency
distribution and a density plot for the Bayesian posterior of the selected parameter
can also be drawn. It can generate trace plots and joint marginal plots for two
parameters. Tracer can handle real-valued parameters only and is not intended for
discrete parameters. The default burnin for Tracer is set at 10% and estimates ESS
values for each parameter at the specified burnin. It uses a heuristic for assessing
convergence where it flags ESS value less than 100 but cautions that values less
than 200 should be further analysed by, e.g., tree shape. However, the thresholds
used by Tracer seem to be arbitrarily defined [93].

Chapter 6

Present Investigations
All papers included in this thesis target two key areas of Computational Biology;
gene family inference and post-processing of Bayesian inference of phylogeny. Paper
I-II involve method development of a synteny-aware homology inference and gene
family inference software and comparison of this method with other popular gene
family inference methods. Paper III focuses on development of a GUI-based software that is useful in Bayesian inference of phylogeny and displays the important
characteristics of MCMC particularly helpful in assessing behaviour of the MCMC
chain. Paper IV uses the software designed in paper III and explores behaviour
of tree parameter in chain. It also applies some popular convergence diagnostics
and discusses a new convergence assessment approach that takes all parameters
of the chain jointly. Paper V traces the evolutionary and phylogenetic history of
FERM domain of Kindlin with respect to FERM domain of other FERM domaincontaining proteins (FDCPs) and applies Bayesian phylogenetic inference among
other Bioinformatics tools to infer interesting observations about evolution of the
FERM domain.

Paper I: Quantitative synteny scoring improves homology
inference and partitioning of gene families.
In this study, a novel homology inference method is proposed that takes into account local synteny and merges local synteny estimates with similarity scores to
obtain evaluation scores that better reflect homology. The algorithm uses neighborhood correlation scores applied on all-versus-all BLAST bitscores as similarity scores and computes neighborhood correlation scores applied on local synteny
scores calculated from neighborhood of two genes to quantify synteny conservation between two genes. Both synteny and similarity scores are merged to form
an evaluation score that shows confidence in homologous pair. Using this merged
score, gene families are computed, and cluster quality of gene families obtained
from a synteny-aware approach is shown to be better than those obtained only
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from Neighborhood Correlation scores on simulated data and on a biological data
with known gold standard for gene families. Software implementation is available
with the paper and is called GenFamClust.

Paper II: GenFamClust: An accurate, synteny-aware and
reliable homology inference algorithm.
This paper discusses GenFamClust as an informed and reliable homology inference algorithm and compares gene families obtained from GenFamClust for accuracy, similarity, dependence and other characteristics with those obtained from
some other popular gene family inference software (hcluster_sg, Markov Clustering
(MCL), HiFiX, SiLiX and clustering approaches) applied on BLAST and Neighborhood Correlation scores. Simulated datasets and a dataset consisting of many
eukaryotic species are used for this comparison. Gene families obtained from GenFamClust for Fungi dataset is then evaluated for accuracy with pillars available
from Yeast Gene Order Browser (YGOB), which have been semi-manually curated
using gene similarity and synteny. Agreement and disagreement between pillars
and clusters obtained from GenFamClust were analysed. A few novel predictions
for pillars based on better phylogenetic fit and equally supportive synteny were
made to show that GenFamClust is not only automated but can also predict gene
families in a more informed and accurate manner than predictions from YGOB.

Paper III: VMCMC: a graphical and statistical analysis tool
for Markov chain Monte Carlo traces.
This study focuses on presenting a software (named Visual Markov chain Monte
Carlo or VMCMC) that simplifies post-processing of MCMC traces with most commonly useful tasks, e.g., with maximum-a-posteriori or majority rule consensus tree
computation, parameter mixing (for both tree topology and real-valued parameters),
computing tree posterior, automated burnin estimation for individual parameters
as well as for complete chain and visualizing traces of real-valued and tree topology
parameters. VMCMC also computes statistical properties, e.g., mean and variance
of each parameter and can analyse the same parameter for two parallel chains using
Mann-Whitney U test for real-valued parameters and Chi-Square test for splits in
tree topology parameter. The burnin estimation methods employed in VMCMC are
Gelman-Rubin (potential scale reduction factor), Geweke and effective sample size
(ESS). VMCMC is specifically tailored for Bayesian inference of phylogeny, and can
be used to analyse MCMC chains generated from MrBayes, PrIMe, JPrIMe-DLRS,
BEAST and any other software generating tab separated chain output. VMCMC
can be used both as a GUI-based application, supporting interactive exploration,
and as a convenient command-line tool suitable for automated pipelines. Software
implementation of VMCMC is available online.
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Paper IV: Burnin estimation and convergence assessment in
Bayesian phylogenetic inference.
In this work, we present novel burnin estimation methods specifically applicable
to MCMC traces for Bayesian phylogenetic inference, and make a case for usefulness of features implemented in VMCMC presented in a previous paper. We
analysed MCMC runs generated from JPrIMe using VMCMC. We use the last
burnin estimation method for assessing convergence and estimating burnin, and
apply it to effective sample size (ESS) and convergence diagnostics like Geweke and
Gelman-Rubin. We also propose two new convergence diagnostic methods that are
based on estimating burnin using ESS from multiple parameters jointly. We quantify the effect of burnin on posterior of tree parameter. We explored correlation
between burnin estimates from various convergence diagnostics. Furthermore, we
investigated relationship between size of gene families and burnin estimation from
different convergence diagnostics. Using parallel chains for ascertaining convergence
in MCMC runs and estimating burnin, we concluded that it is always advisable to
use convergence diagnostics and that the burnin estimates of last burnin applied
on ESS were the closest to those estimated by parallel chain analysis.

Paper V: Tracing the evolution of FERM domain of
Kindlins.
In this study, we wanted to infer phylogeny using Bayesian phylogenetic inference
on a biological dataset, use VMCMC to post-process the trace and infer evolutionary history of the FERM domain for a medium-sized biological dataset (consisting
of FERM domains from 185 FDCPs sequences from 14 proteins in 15 different
species). This work represents the application of these and other Bioinformatics
tools to study and explore the evolutionary history of FERM domain of FDCPs.
Phylogenetic analysis were performed using MEGA5, TimeTree, DLRS in JPrIMe
and VMCMC. Other tools like Evolutionary Trace Analysis (ETA), BLAST, NCBI
Conserved Domain Database (CDD), Hidden Markov Model (HMM) and Chimera
were also deployed for identifying functionally and structurally important and conserved residues in FERM domain of Kindlins.

Chapter 7

Discussion & Conclusion
In 1995 the genome of Bacterium Haemophilus influenzae was sequenced – the
first time complete genome of a free-living organism had become known [64]. This
was followed by sequencing of the complete genome of Saccharomyces cerevisiae in
1996 [74]. However, a monumental moment that opened the floodgates for sequencing of complete genomes of organisms was sequencing of the complete genome of
Homo sapiens in 2001 [111]. Since then, the number of fully sequenced genomes
has been increasing at an amazing rate [165]. The availability of genome scale
data has brought in more challenges with itself to the Bioinformatics community,
in particular to the Phylogenetics community. One challenge is to use this information in inferring more informed and accurate gene families as input to a phylogeny
inferring algorithm (in general). Second, while methods like Bayesian inference of
phylogeny are increasingly being used in literature for inferring tree posterior, the
need to have interactive and automated analysis tools for analysing output from
these software is growing particularly after anticipating the application of these
methods on genome scale. In the papers of this thesis, we tackle both these issues.

7.1

Discussion

Synteny-aware homology inference
In the first paper, we introduce a synteny-aware homology inference algorithm that
uses local synteny information in conjunction with gene similarity information to
infer homologs. Then clustering algorithms like single-linkage, average-linkage and
complete linkage algorithms can be applied on these homologs to infer gene families.
The idea is novel; at this point, to my knowledge, there do not exist any methods
that compute synteny-aware homologs except SYNERGY whose implementation
is not publicly available at the time of this write-up. The method is informed; it
uses gene order conservation alongside gene content conservation to infer homologous gene pairs. The method is built for genome scale data; it requires complete
information about genes and positions of genes on chromosomes. The similarity
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component represented by neighborhood correlation scores is more robust than allversus-all BLAST bitscores [186]. The synteny scoring scheme is simple yet robust
and relevant to biological datasets; we verified it experimentally by choosing different boundaries and schemes as shown in supplementary data and as applied on a
biological dataset. Homology inference and partitioning of gene families is significantly improved by using synteny quantitatively; results suggest strong evidence
when compared with results from Neighborhood Correlation – the similarity component of GenFamClust. The major issue we faced was how to choose values of
each parameter for each module. While default values for all-versus-all BLAST
and neighborhood correlation scores were already determined by Joseph et al. [99],
we used empirical data and tested on all parameter values for determining best
values, which is given in supplementary data. A drawback with the GenFamClust
algorithm is its empirical or data dependent nature; it requires a good reference
dataset, which truly reflects homologous and syntenic relationships between the
queried gene pair. Another drawback is the computation time to infer synteny
scores and synteny correlation scores, which are a hindrance in the scalability of
data. The software is available online and is called GenFamClust.
In the second paper, we wanted to assess properties of gene families inferred
by applying clustering algorithms on homologs inferred from GenFamClust and to
motivate everyone to use GenFamClust for inferring homologs and gene families
despite higher computational time and requiring more information than most commonly available homology inference software. The summary of this work is that
gene families inferred from GenFamClust are more informed and accurate than gene
families inferred from most other popular software.
Gene family inference precedes phylogeny inference and is of utmost importance
in determining evolutionary history inferred from a phylogenetic tree. The availability and annotation of complete genomes should help improve the quality of gene
families by providing syntenic context. I believe that GenFamClust provides the
best opportunity, at this point, to incorporate gene similarity and gene synteny
supported by empirical evidence. Annotation and sequencing of more genomes will
help improve gene family inference accuracy in future.

Analysis of Markov chain Monte Carlo runs
In the third paper, we wanted to specifically analyse the MCMC chains produced
during Bayesian phylogenetic analysis, which can be used for post-processing of
MCMC traces on genome-wide scale. Given a trace, we wanted to interactively
view the effect of burnin on the posterior of both real and tree topology parameters without going to multiple software for each task and for each value of burnin.
The currently used software for analysing MCMC traces in Bayesian inference of
phylogeny (namely Tracer, AWTY and CODA) do these tasks for one type of parameters, are not interactive and can not be applied on genome-wide scale. Besides,
the goal of a lot of phylogenetic studies is to find a single representative tree for
the posterior after removing burnin. VMCMC is intended to fill these gaps. An-
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other feature of VMCMC is to have a command line version as well with complete
functionality so that one is able to analyse thousands of runs using a small script. I
personally found VMCMC very useful in analysing MCMC traces, calculating the
maximum-a-posteriori tree and consensus tree after removing burnin in tracing the
evolutionary history of FERM domains.
In the fourth paper, we proposed and evaluated convergence diagnostics and
burnin estimators that are specifically applicable for MCMC traces with multiple
parameters (e.g., those used in Bayesian phylogenetic inference), and quantify the
effect of different burnin estimation and convergence diagnostics on tree topology
parameter. We noted that burnin estimates from different convergence diagnostics
were not dependent on size of gene family, on which the chain ran and there was
no correlation between burnin estimates from different convergence diagnostics.
Chain convergence was verified by using parallel chains and hypothesis tests like
chi-square test and Mann-Whitney U test, and we estimated possible burnin points
for converged chains as well. We motivated the use of joint burnin estimators in
Bayesian phylogenetic inference and in some other cases, where some parameters
may be dependent on one or more parameters and perturbation in this parameter
causes other dependent parameters to “reset” causing problems in convergence to
stationary state. The differences between tree posteriors obtained after removing
burnin estimates from a convergence diagnostic and that obtained after removing
burnin estimates from parallel chain analysis were quantitatively summarized using
Kullback-Leibler divergence. We concluded that it was better to use a convergence
diagnostic than using a fixed 25% burnin estimate and that burnin estimates from
last-burnin estimation on ESS is the closest to the estimates from parallel chain
analysis among the different convergence diagnostics employed in this study.

7.2

Future perspectives

This thesis is dedicated to the topics of homology inference and analysis of chains
from Markov chain Monte Carlo in Bayesian phylogenetics inference. I believe that
there is room for improvement in both these topics and in the works presented here.
Starting with synteny-aware homology inference, the role of reference or empirical data is not discussed and has not been explored completely in GenFamClust.
Perhaps this can be explored in future experiments with GenFamClust. Incorporating species tree somehow intelligently in BLAST scores, Neighbourhood Correlation
scores, synteny scores and/or synteny correlation scores is another avenue that looks
interesting to explore.
VMCMC can be improved with a few interesting features. There are some
obvious features from other software like Tracer [163] and AWTY [146] that could
be duplicated in VMCMC to make it most useful. In particular, the ability to
plot marginal distributions and correlations among different parameters could be
interesting additions to VMCMC. Direct extraction of samples with a particular
tree topology could be another desired feature. Display plots of split frequencies (as
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is done by AWTY) can also be added to VMCMC. More interactivity can be added
to VMCMC particularly when analysing the distances between tree topologies.
Looking back at FERM domain analysis now, I would have identified FDCP
homologs using GenFamClust and identify homologs with syntenic support, which
would allow more than one homolog per protein per species (e.g., two or more
representatives for recently duplicated paralogs) and will make the analysis more
informed and complete. Then, it would represent a perfect biological use case for
applying the whole pipeline described in this thesis.
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