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Abstract

Dynamic programming is a method in which the solution to a computational prob-
lem is found by combination of already obtained solutions to subproblems. This
method can be applied to problems on graphs (nodes connected by edges). The
graph of interest must then be broken down into successively smaller parts accord-
ing to some suitable principle. The thesis studies two graph algebras introduced
for this purpose (Wanke 1994; Courcelle and Olariu 1994). Nodes have labels, and
roughly, the operations are union, edge drawing, and relabeling. Once two nodes
have acquired the same label, they can no longer be differentiated at subsequent
edge drawings and relabelings.

NLC-decompositions and clique-decompositions are derivations of graphs from
their individual nodes using the operations of the respective algebra. The width
of such a decomposition is the number of distinct labels used, and the minimum
width among all decompositions of a particular graph is known as its NLC-width
and clique-width respectively. Numerous NP-hard graph problems can be solved
efficiently with dynamic programming if a decomposition of small width is given
for the input graph.

The two algebras generalize the class of cographs, and can refine the modular
decomposition of a graph. Moreover, they are related to graph grammars, and the
above decompositions of a graph can be seen as possible growth histories for it
under certain inheritance principles. The thesis gives a simple description of this.
It then shows:

• A clique-decomposition can be transformed into an equivalent NLC-
decomposition of the same width, and an NLC-decomposition of width k
can be transformed into an equivalent clique-decomposition of width at most
2k.

• A randomly generated unlabeled graph on a set of n nodes is very likely to
have NLC-width and clique-width almost n/2 and n respectively, provided
that n is sufficiently large.

• If a graph has NLC-width 2, a corresponding decomposition can be found in
O(n4 log n) time.

• An NLC-decomposition of width at most log n times the optimal width k can
be found in O(n2k+1) time.

Key words: graph decomposition, modular decomposition, cographs, NLC-width,
clique-width
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Chapter 1

Introduction

Graphs are central abstractions in computer science. The most common form of
graph consists of a set of objects called vertices (or nodes), and a set of edges.
An edge connects two vertices, showing that they (or objects they correspond to)
are related in some way; it could be by a physical connection, a similarity, or a
restriction, for example. They are then adjacent, or neighbors. Figure 1.1 shows
such a graph.

Figure 1.1. A graph.

It is not always easy to discern all the structural information that a graph may
contain. For example, if the vertices in Figure 1.1 are rearranged as in Figure 1.2,
the graph looks very different, and a pattern appears, here marked out with cir-
cles: all vertices within a circle have the same neighbors among vertices outside
the circle. This particular type of pattern can be exposed with an algorithm for
modular decomposition. A set of vertices with the above property is then called
a module, and the graph is structured into such modules, which may themselves
contain smaller modules, and so on. Modular decomposition will play an impor-
tant role in Chapter 3, and a more detailed description is given there, along with
references.

1



2 Chapter 1. Introduction

Figure 1.2. The same graph as in Figure 1.1. Which vertices correspond to which?

Let us already note though, that one way of interpreting a module is that
its vertices are descendants of a common ancestor, whose relationship with other
vertices they have inherited. We shall next look at two related but more intricate
types of pattern in graphs. These are defined by graph algebras introduced by
Courcelle and Olariu [9] and Wanke [27]. In the following chapters, we will see how
patterns of these types are related to each other, how they can be found, and how
they can be interpreted in terms of evolution and inheritance. We will also see that
strong patterns are unlikely to exist by chance.

Before we go on, the reader needs to be acquainted with the kind of graph
called tree. An example here is quite telling; see Figure 1.3. A more definite
characterization is that a tree is a graph in which any two vertices are linked by a
unique path of edges. (The meaning of path should be clear from the picture.) One
of the vertices of a tree is often designated as root. It is normally pictured at the
top, with the rest of the tree hanging below. Such an arrangement will be assumed
in the following. The lower of two adjacent vertices is then a child, and the upper
is its parent. Vertices without children are called leaves. If T is a rooted tree and v
one of its vertices, the subtree of T defined by v consists of v and everything below
it in T (that is, descending from it); of course, v is the root of this subtree.

Trees are often used for describing division and merging processes. Take a
merging process for instance. Leaves then represent initial objects. A parent vertex
with two or more children represents a merging operation, and a parent with one
child represents some other kind of transformation.

It is possible to view graphs themselves as the result of merging processes de-
scribed by trees. In fact, the algebras mentioned above define two ways in which
this can be done. One motive for this is that many optimization problems that are
essentially problems on graphs, are easier to solve when the graph in question can
be hierarchically structured in some suitable way. This will be discussed in some
more detail at the end of the introduction. First, we need to see how these merging
processes work.
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Figure 1.3. A tree, T , and the subtree of T defined by the vertex b.

In both cases, initial objects are single vertices. Thus, all edges have to be added
during the merging process. To allow this to be done with some selection, vertices
are equipped with labels. It does not matter what these labels are really; we will
assume that they are positive integers. (Vertices are also assumed to have unique
names, but these are not well suited to serve as the labels we are now discussing.)
The merging process will thereby result in a vertex-labeled (or node-labeled) graph;
we will say just labeled graph. Some examples can be seen in Figure 1.4. Notice
that different vertices can have the same label. (Together, they are then uniformly
labeled.) The label of a vertex v will be denoted by labG(v), where G is the graph
in question. (A vertex can belong to several graphs at the same time and have
different labels in them). V(G) and E(G) denote all vertices and edges respectively
in G (labeled or not), and unlab(G) denotes the unlabeled graph one obtains by
disregarding labG. Note for later also that an edge can be represented by the
unordered (symmetric) pair of vertices that it connects. This is just a set, so if e is
an edge connecting vertices u and v, then e can be written as {u, v} or, equivalently,
{v, u}.

Two graphs G1 and G2 are disjoint if they have no vertices in common. Their
disjoint union, (G1) ⊕ (G2), is then the graph G consisting of all the vertices and
edges of G1 and G2. Mathematically stated, V(G) = V(G1) ∪ V(G2), and E(G) =
E(G1)∪E(G2). When G1 and G2 are both labeled, G is labeled too, and the labels
are the same as in G1 and G2 respectively. More precisely, labG(u) = labG1(u) for
each vertex u in V(G1), and labG(u) = labG2(u) for each vertex u in V(G2). See
Figure 1.4. The disjoint union of three or more graphs is defined analogously.

1.1 An Algebra by Courcelle and Olariu

We are now ready to look at the algebra by Courcelle and Olariu [9]. The disjoint
union of two graphs is one of its operations. Edge drawing is another. If G is a
labeled graph, and i and j are labels such that i �= j, then ηi,j(G) is the graph we
obtain by starting with G (that is, a copy of it) and adding an edge between every
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1
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(G1) ⊕ (G2)

Figure 1.4. Two labeled graphs and their disjoint union.

two nonadjacent vertices with labels i and j. See Figure 1.5. Vertex relabeling is
also possible. With G, i, and j as above, ρi→j(G) is the graph we get by starting
with G and then changing every label i to j. See Figure 1.5 again. Finally, if v is
a vertex and i is a label, λi(v) will denote the graph consisting only of v labeled
with i.

1
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2

3

3
1

G

1

2

2

3

3
1

η2,3(G)

1

3

3

3

3
1

ρ2→3(G)

Figure 1.5. Edge drawing and vertex relabeling.

We can now build graphs by forming expressions with the above operators λ,
⊕, η, and ρ. Such expressions are also called terms. The graph defined by a term
T will be denoted by G(T ). For example, T = η1,2

((
λ1(a)

)
⊕

(
(λ2(b)) ⊕ (λ2(c))

))
defines the graph G in Figure 1.6. (T states that vertex b, labeled with 2, is united
with vertex c, also labeled with 2. They are then united with a, labeled with 1.
Finally, the edge drawing operator is applied.) Usually, terms are best thought of
as trees — term trees — as these more visibly show to what, and in what order,
operators are applied. Figure 1.6 also shows the term T above in the form of a tree.
The subtree defined by a node in a term tree gives us what is called a subterm of
the original term. For example, (λ2(b))⊕ (λ2(c)) is a subterm of T above. (A more
general definition will be given later.)

An important situation is when we want to find a term T corresponding to a
graph G. If G is labeled, we thus want T to satisfy G(T ) = G. Typically, though,
G is not labeled, and in this case we can disregard the labels of G(T ). A term T
that corresponds to G in this way is said to be a decomposition of G.

It is not hard to see that one can decompose any graph G with n vertices
by assigning each of these its own unique label to begin with. When all vertices
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Figure 1.6. A graph, and a term tree for this graph.

have been brought together with disjoint union operations, each edge can be drawn
individually. At the end, vertices can be relabeled as desired.

However, the main purpose of the relabeling operation is not to produce final
labels — as already stated, we typically want to decompose unlabeled graphs.
Instead, the importance of relabeling is that it allows reuse of labels. For example,
in the construction of the graph G2 in Figure 1.4, a third label, such as 2, must have
been used. However, if we want to go on to produce the middle graph in Figure 1.5
using a total of only three labels, the two vertices on the left in G2 must both be
given label 3 before we can unite with G1, for instance. We can see this as a reuse
of label 2. The number of labels in a decomposition is also called its width, and
the minimum width among decompositions of a graph G in the presently discussed
algebra has been named the clique-width of G; in formulas it is denoted by cwd(G).
For this reason, decompositions in this algebra will be called clique-decompositions.

If a graph can be built with few labels, it is because it exhibits a pattern which
the algebra is well suited to describe — the fewer labels needed, the stronger the
pattern. In the next chapter, we will see that this kind of pattern can indeed come
up in a kind of evolutionary process. Hence, if a graph describes a situation which
we believe to be the result of such a process, we can try to reconstruct this process
by looking for a minimum-width decomposition of the graph; this decomposition
may well reflect the development that actually took place.

Another reason for decomposing graphs has already been mentioned briefly: the
structure of a decomposition can be of great help during further problem solving
for the graph in question. For this too, it is important that the decomposition has
small width.

1.2 An Algebra by Wanke

Next we shall look at the algebra defined by Wanke [27]. It has the same basic
features as the previous algebra, but differs from this in some details. First, there
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is no separate edge drawing operation. Instead, edges may be added between two
graphs when they are combined with the new union operator ×S . Here S stands
for a set of ordered pairs. These are pairs in which order is important. (When they
are written out, this is marked by parentheses. For example, (i, j) is different from
(j, i), except, of course, when i = j). The union operation now adds all edges whose
endpoint labels in the first and second graph respectively, match one of these pairs.
Of course, if S is empty, we get the ordinary disjoint union. A concise formulation
is given below.

Definition 1.1 (Union). If G1 and G2 are disjoint labeled graphs, and S is a
set of ordered label pairs, then (G1) ×S (G2) is the graph one obtains by forming
the disjoint union of G1 and G2, and adding to that each edge {u, v} satisfying
u ∈ V(G1), v ∈ V(G2), and (labG1(u), labG2(v)) ∈ S. See Fig. 1.7.

Second, the new relabeling operator ◦R can change all labels at once, as it is
controlled by a mapping, R. This too is a set of ordered pairs, but no two of these
pairs can have the same first element. The obvious meaning of this is that the first
element determines the second; differently stated, the second element is a function
of the first. Therefore, if a mapping R contains a pair (i, j), this is usually written
R(i) = j. In the present case, the meaning of such a pair is that all vertices with
label i should instead get label j. However, if a label i is to be unchanged, we
shall not have to specify that R(i) = i, we can simply leave out the pair (i, i). The
mapping is then partial with respect to all labels used. The set of all first elements
of a mapping is called its domain. The relabeling operation can now be defined as
follows:

Definition 1.2 (Relabeling). If G is a labeled graph, and if R is a mapping,
then ◦R(G) is the labeled graph G′ defined by V(G′) = V(G); E(G′) = E(G); and
for all u in V(G′), labG′(u) = R(labG(u)) if labG(u) is in the domain of R, and
labG′(u) = labG(u) otherwise. See Fig. 1.7.

2

1

2

G1

2

1
2

G2

2

1

2

2

1
2

(G1) ×{(1,2), (2,1)} (G2)

1

2

1

◦{(1,2), (2,1)}(G1)

Figure 1.7. Union and relabeling.

As before, λi(v) will denote the graph consisting only of vertex v labeled with i.
Using the operators λ, ×, and ◦, we can then form terms just as in the previously
discussed algebra. These new terms will be called NLC-terms. The meaning of
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decomposition and width extends to the new algebra in the obvious way. We
say NLC-decomposition, and the minimum width among NLC-decompositions of
a graph G is called the NLC-width of G; in formulas it is denoted by nlcwd(G).
More precise terminology will also be useful. An NLCk-term (or decomposition) is
an NLC-term using only labels between 1 and k. NLCk also denotes the set of all
graphs that can be produced by NLCk-terms. See Figure 1.8.

λ1(a)

λ2(b) λ2(c)

×∅

×{(1,2)}

λ2(e) λ1(f)

×∅ λ2(d)

×{(1,2), (2,2)}

×{(2,2)}

D

a

b

c

d

e
f

G

Figure 1.8. D is an NLC2-decomposition of G.

1.3 Additional Concepts

A few more concepts are explained here. Of these, induced subgraphs and subterms
will be used frequently in the following, whereas edge complementation is needed
at the end of Chapter 3.

A subgraph of a graph G is a graph G′ such that V(G′) ⊆ V(G) and E(G′) ⊆
E(G). If G is labeled, moreover, G′ is labeled too, satisfying labG′(v) = labG(v) for
each vertex v in V(G′). In particular, G′ is the subgraph of G induced by a vertex
set V , written G′ = G |V , if V(G′) = V , and, for each vertex pair {u, v} ⊆ V(G′),
{u, v} ∈ E(G′) if and only if {u, v} ∈ E(G). Hence, G |V is the graph that remains
when we have removed from G every vertex not in V (of course, every edge incident
with a removed vertex then disappears as well). Sometimes it is more interesting
to state which vertices shall not remain in a graph. G \ V denotes what is left of
G when those of its vertices that belong to V have been removed. (For sets A and
B, A \ B is the standard notation for those elements of A which are not members
of B.) See Figure 1.9.



8 Chapter 1. Introduction

Restricting a graph to certain vertices corresponds in a natural way to restricting
terms for this graph:

Definition 1.3 (Induced subterm). If D is a term and V a set of vertices, D\V
denotes the term that we obtain by deleting in D all subterms corresponding to sin-
gle vertices in V , and then removing all operations that become superfluous. D |V
denotes the subterm of D induced by V — that term which we obtain by deleting
all subterms for single vertices not in V . (Again, we remove all operations that
become superfluous — this should be understood in the following.) See Figure 1.9.

It is not hard to see that if D defines the graph G, then D \ V and D |V define
the graphs G \ V and G |V respectively. Obviously, restricting a term does not
increase its width. For instance, we immediately have:

Lemma 1.1. If G′ is an induced subgraph of G, then the NLC-width of G′ does
not exceed that of G; in other words, G′ is NLCk-decomposable if G is.

λ1(a)

λ2(b) λ2(c)

×∅

×{(1,2)} λ2(e)

×{(2,2)}

D′

a

b

c e

G′

Figure 1.9. Compared with the graph G in Figure 1.8, G′ is the subgraph induced
by vertices a, b, c, and e. Thus, G′ = G | {a, b, c, e}. Alternatively, G′ = G \ {d, f}.
And compared with the decomposition D in Figure 1.8, D′ is the subterm induced
by a, b, c, and e. So, D′ = D | {a, b, c, e}; alternatively, D′ = D \ {d, f}. Note that
D′ “remains” an NLC2-decomposition of G′.

The edge complement of a graph G, denoted G, is the graph G′ defined by
V(G′) = V(G) and, for each vertex pair {u, v} ⊆ V(G′), {u, v} ∈ E(G′) if and
only if {u, v} /∈ E(G). In other words, edge complementation turns edges into
“nonedges”, and vice versa. This has a correspondence among NLC-terms which
we shall now define. Here and later, [k] denotes the set {1, . . . , k}, and [k]2 is the
set of all pairs (i, j) with i and j in [k].
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Definition 1.4 (Complement). Let D be an NLC-term, and let k be the maxi-
mum label number in D. Then D denotes the edge complement of D, the expression
we obtain by exchanging each union operator ×S for ×S , where S = [k]2 \ S. Evi-
dently, G(D) = G(D).

Since D is an NLCk-term if D is, we have:

Lemma 1.2 ([27]). G ∈ NLCk if and only if G ∈ NLCk.

1.4 Dynamic Programming

In this section we shall take a brief look at how decompositions can help us to solve
computational problems on graphs. Probably the simplest example of this involves
the maximum independent set problem. An independent set in a graph G is a subset
I of the vertices of G, such that no two members of I are adjacent. The maximum
independent set problem asks for an independent set containing as many vertices
as possible. (The natural interpretation of this is that vertices provide some kind
of value, whereas edges signify incompatibilities.) Despite its simple formulation,
this problem is known to be very hard to solve — or even approximate — efficiently
for graphs in general [17, 25]. As we shall see, however, the maximum independent
set problem can be solved efficiently with dynamic programming on any graph for
which we have an NLCk-decomposition for some small value of k.

Only a few observations lie behind this. Assume that a graph G satisfies a
relation on the form G = (G1) ×S (G2), and let I be an independent set in G.
Consider the subsets I1 and I2 of the vertices of I that belong to G1 and G2

respectively. Obviously, I1 and I2 are independent sets in G1 and G2, and S does
not contain a label pair (l1, l2) such that l1 is present in I1 (that is, in G1 | I1) and
l2 is present in I2. Moreover, if I ′1 is another independent set in G1 in which exactly
the same labels are present as in I1, then I ′1 ∪ I2 is also an independent set in G,
and of course, if |I ′1| ≥ |I1|, then |I ′1 ∪ I2| ≥ |I|.

This shows that to find a maximum independent set in G = (G1) ×S (G2), we
only need to know, for each subset L1 of the label set [k] = {1, . . . , k}, one maximum
independent set in G1 — let us denote it MIS(G1, L1) — with exactly the labels
L1 present, and correspondingly for G2. The idea, therefore, is to compute this
information for the graphs defined by the nodes in the given NLCk-decomposition,
starting with the leaves and proceeding upwards.

Take a leaf first. It corresponds to a graph G consisting of some single vertex v
with some label l. Obviously, for L = {l}, MIS(G,L) can only be {v}, whereas for
L = ∅ (the empty set), MIS(G,L) can only be ∅. For any other L ⊆ [k], MIS(G,L)
does not exist.

Consider now a node defining a graph G as (G1)×S (G2). First, for each L ⊆ [k],
we initialize MIS(G,L) (that is, a variable for it) as undefined. Thereafter we look
at each combination of L1 ⊆ [k] and L2 ⊆ [k] such that S does not contain a label
pair (l1, l2) with l1 in L1 and l2 in L2. Assuming that MIS(G1, L1) and MIS(G2, L2)
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both exist, I = MIS(G1, L1) ∪ MIS(G2, L2) is an independent set in G with labels
L = L1 ∪ L2 present. Most importantly, if MIS(G,L) is still undefined, or if it has
fewer vertices than I has, we set MIS(G,L) equal to I. Notice that there are at
most (2k)2 combinations to look at, each of which can be handled in O(n) time
(time at most proportional to n), where n is the number of vertices in the input
graph. When we have gone through all combinations, MIS(G,L) will be correct for
each L.

We must also be able to handle a node defining a graph G as ◦R(G′). Again,
for each L ⊆ [k], we initialize MIS(G,L) as undefined. Thereafter we look at each
L′ ⊆ [k]. If MIS(G′, L′) exists, it is an independent set in G as well; let us call it
I. We find L, the labels of G present in I, by applying R to each label in L′. As
before now, if MIS(G,L) is undefined, or if it has fewer vertices than I has, we set
MIS(G,L) equal to I. All in all, there are 2k label sets to go through, each taking
at most O(n) time.

Finally, when we have done as described for each node in the decomposition tree,
we can get a maximum independent set for the graph G defined by the top node by
taking the largest set MIS(G,L) among all L ⊆ [k]. Notice that the decomposition
has n leaves and n−1 union nodes, and that at most n−1 relabeling nodes may be
needed. Since no node requires more than O(22kn) time, the described algorithm
therefore runs in O(22kn2) time. (We can get rid of the quadratic dependence on
n, though, by not saving independent sets themselves, but only their sizes, as well
as some extra information that allows us to reconstruct the solution at the end.)
More general approaches to dynamic programming with the help of decompositions
can be found in [6, 7, 14, 27].

1.5 Original Articles

The rest of the thesis contains material as follows: Section 2.1 has not been pub-
lished. It gives an informal presentation corresponding to a result in [8] when
applied to the algebra in [9] (these are by other authors). Section 2.2 then presents
some results from [18]. Chapter 3 consists of the material in [19], whereas an
abridged version of Chapter 4 will be found in [20]. Chapter 5, finally, contains
further results from [18].



Chapter 2

Relationships and
Interpretation

2.1 Evolution and Inheritance in Graphs

In this chapter, we will see that an NLC-decomposition easily can be transformed
into a clique-decomposition and vice versa. But first we shall discuss how these
decompositions can be interpreted. Both algebras we have seen so far are in fact
similar to yet another algebra, introduced in [8] in connection with a new type of
graph grammar. This is a system for growing graphs by replacing small parts of
them, such as individual vertices or edges, by somewhat larger graphs according to
a set of rules. (See [26], for instance.) The grammar type and algebra in [8] are
two sides of the same thing. The derivation of a graph by substitutions according
to the grammar can be described by the branching of a tree, from the root down
to the leaves. But this tree can be viewed also (from the leaves up to the root)
as the description of a merging process, corresponding to a derivation of the same
graph, this time using the operations of the algebra. This dualism between merging
and growing can be seen also for NLC- and clique-decompositions. However, the
grammar formulation of growing is generally quite technical. As we shall now
see, a rather simple formulation can be found when we are dealing with clique-
decompositions.

We approach this by considering first the edge drawing operation. Let D be a
clique-decomposition (think of it as a term tree) of an unlabeled graph G, and let
T be any subterm of D on the form ηi,j(T ′), where, of course, T ′ is itself a subterm.
T defines a (labeled) graph G(T ) in which each i-labeled vertex is adjacent to each
j-labeled vertex. This is the result of ηi,j , which is the last operator to be applied
in T , according to how operations and terms have been defined. In the evolutionary
interpretation that we are now going to make, we follow instead the growth of G
by following D from the root and downwards. All the vertices with label i and j

11
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respectively in G(T ) can then be seen as descendants of two vertices, one with label
i, and one with label j, which exist at the point where we reach the ηi,j-operation of
T (from above). This operation then introduces an edge between the two vertices,
representing a relationship which will be inherited by their respective descendants.

More generally, if T is any subterm of D, the set of ancestors of G(T ) will be one
vertex for each distinct label occurring in this graph. These ancestors “live” along
the edge leading down to the root of T — the topmost node of T in the term tree
D. (If T is equal to the full decomposition D, we can just say that the ancestors
live above T .) With the ancestor concept, we will be able to formulate growth
scenarios for G as follows. We start immediately above D, with an ancestor graph
consisting simply of the ancestors of G(D) (none of these vertices are thus adjacent
yet). We then begin advancing downwards through D by passing one operator at
a time. Since the decomposition tree branches, our progress in D will soon be
characterized by a line, running below all the operators we have passed, but above
all the remaining ones. This growth line cuts through a number of edges — also
to be referred to as branches below — each with its own set of ancestors. These
ancestors are vertices in the ancestor graph corresponding to the growth line. See
Figure 2.1. Moving the growth line downwards past an operator means modifying
the ancestor graph. As there will often be several operators just below the growth
line during this process, the line can be moved in various orders. However, the end
result will always be the same: when the growth line is completely below D, the
ancestor graph will be fully grown, equal to G.

To understand the correspondence between growth lines and ancestor graphs,
we need to look at the different operators in detail. We have already discussed
edge drawing. Let us state again: when the growth line passes the operator ηi,j , an
edge is introduced between the i- and j-ancestors living along the edge in D that
leads down to this operator. It is time now to see what happens when we move the
growth line past any of the remaining operators.

We begin with disjoint union. Let T be any subterm of D on the form (T1)⊕(T2),
and let i be a label in G(T ). Then i must be present in at least one of G(T1) and
G(T2). If only one of these graphs contains i-labeled vertices, the i-ancestor of G(T )
follows the relevant branch downwards. However, if i is present in both G(T1) and
G(T2), then both of these need an i-ancestor. In this case, the i-ancestor of G(T )
splits into two vertices, one for each branch. These vertices will not be adjacent; this
corresponds to the fact that the disjoint union operation does not produce edges,
and that no operator higher up in the decomposition tree can add edges between
vertices of the same label. By inheritance though, the i-ancestors of G(T1) and
G(T2) get edges to the same set of other vertices — those to which the i-ancestor
of G(T ) had edges.

An ancestor split can occur also in connection with relabeling. Let T be a
subterm of D on the form ρi→j(T ′). Obviously, label i is not present in G(T ), so
this graph has no i-ancestor. We can assume that i is present in G(T ′) though
— otherwise, the operation ρi→j is meaningless, and can be removed. The split
situation occurs when j too is a label in G(T ′). But let us consider the other case
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first: j is not present in G(T ′). The operation ρi→j then only implies that i and j
exchange roles, so that the j-ancestor of G(T ) becomes i-ancestor of G(T ′). This
is not a vital case. We could do away with the operation by exchanging the roles of
i and j everywhere in T ′ instead. Let us return now to the more interesting split
situation: labels i and j are both present in G(T ′). This graph will then need both
an i-ancestor and a j-ancestor, and these must result from a split of the j-ancestor
of G(T ), as it is from this vertex that they should inherit their edges. As before
also, and for the analogous reason, the new ancestors are themselves unadjacent. In
this case however, they still belong to the same branch, and can be made adjacent
by an operator further down.

Finally, we come to the vertex introduction operator, λ. When the growth
line passes an expression such as λi(v), the (only) ancestor of this graph is simply
replaced by the correct, unlabeled vertex, v.

It is worth noticing how this growth interpretation changes the role of labels in
a clique-decomposition. In the merging paradigm of the definitions in Chapter 1,
labels are used to group together vertices that should be handled identically by later
operations. In the growth model on the other hand, this grouping is an implicit ef-
fect of inheritance. An ancestor graph may have several i-ancestors, but these then
belong to different branches, and the fact that they are all i-ancestors means noth-
ing. The implication of this is that if we wish to make a growth interpretation, the
final graph is naturally unlabeled. (Hence the previously unexplained assumption
for G above.)

2.2 Transformations between the Algebras

We are now going to see how NLC-decompositions and clique-decompositions are
related to each other. Let us first look at how an NLC-decomposition D can be
transformed into an equivalent clique-decomposition. We assume that D uses only
labels from the set {1, . . . , k}, which will be abbreviated [k] below. Our method will
be to replace each union and relabeling operation in D with an equivalent sequence
of allowed operations. For this, we will need up to 2k labels.

Consider union first. Let G1 and G2 be graphs labeled with numbers in [k], and
let G be defined as (G1) ×S (G2). We need a new way to obtain G from G1 and
G2. The union operator ×S distinguishes between its two operands (the objects it
is applied to), and adds edges between them only. To accomplish the same thing
with disjoint union and separate edge drawing, we first raise (temporarily) each
label of G1 k units by applying the sequence of operators ρi→(i+k) for each i in
[k]. Thereafter, we form the disjoint union with G2. We are now able to draw the
correct edges. For each pair (i, j) in S, we apply the operation η(i+k),j . Finally, we
restore the labels of former G1 by applying, for each i in [k], the operation ρ(i+k)→i.
This gives us the graph G. Thus, we have seen how to replace the ×S-operation in
a general case.
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Figure 2.1. The evolutionary interpretation of a clique-decomposition. Each term
tree edge has been marked with the labels of the ancestors living along it. Some
growth lines are shown (dotted) together with their respective ancestor graphs; el-
lipses correspond to the branches intersecting these growth lines.
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Consider relabeling now. Let G′ be a graph labeled with numbers in [k], and let
G be defined as ◦R(G′), where R is a partial mapping from [k] to [k]. We need to
obtain G from G′ using the relabeling operator ρ. As we already use up to 2k labels
for union operations, we might as well do the same for relabeling. The simplest
way to obtain G from G′ is then as follows. First we apply ρi→(R(i)+k) for each i
in [k]. Thereafter, we apply the operation ρ(i+k)→i, also for each i in [k]. The first
sequence does the essential relabeling, but to a temporary label area. The second
sequence swaps this for the original area. This way, we avoid collisions between
“incoming” and “outgoing” users of a label. We have now seen also how to replace
the ◦R-operation in a general case. The transformation implies the following:

Theorem 2.1. The clique-width of a graph is not larger than two times the NLC-
width.

Let us now look at how a clique-decomposition D can be transformed into
an equivalent NLC-decomposition D′. Both of these will be regarded as term trees
below. This time we will need no more labels than those already used in D. We will
not be able to transform each operation in D individually, though. Quite naturally,
every disjoint union operation in D will correspond to a ×S union operation in
D′. Thus, D′ will get the same overall structure as D. However, if there should
ever be edges between the two graphs that a ×S-operation bring together, these
edges must be added with this operation itself. In D, such edges may be added
by η-operations anywhere above (that is, on the ascending path from) the disjoint
union operation in question. We must therefore transport the effect of η-operations
in D downwards. It is interesting to compare here with the growth interpretation
of clique-decompositions discussed earlier. In the growth model, the effect of η-
operations is implicitly transported downwards by an inheritance mechanism. In
the present transformation problem, we are also going to follow D from the root
and downwards, but we shall keep a record instead of the accumulated effect H of
the η-operations that we pass. When we reach a disjoint union operation, we will
then know how to choose S in the corresponding ×S-operation.

The details are as follows. With H empty, we start above D, and begin to
proceed downwards. When we pass an operator ηi,j , we remember this by adding
{i, j} to H. H will also be affected by relabelings. The operator ρi→j , which changes
label i to j in a graph, implies that whatever H says for label j immediately above
the operator, should hold also for label i immediately below it. Moreover, the graph
defined by the subtree rooted at this operator obviously does not contain vertices
with label i. Hence, if H contains pairs that include i above the ρi→j-operator,
these are pointless, and should be removed when we pass ρi→j . Instead, for each
remaining pair {j, l} in H, where l is arbitrary, we add the pair {i, l} also.

Besides affecting H, relabeling operations in D must somehow show up explicitly
in D′. The simplest solution is to let each operator ρi→j correspond to ◦R, where
R contains only the pair (i, j).

We are now ready to transform disjoint union operations when we reach them. A
⊕-operator in D becomes a ×S-operator in D′. For each pair {i, j} in H, S contains
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both ordered pairs (i, j) and (j, i). This will add all edges of interest between the
two graphs to be united. To take care of internal edges in these graphs, we then
pass H on along both branches descending from the ⊕-operator in D.

Of course, it is possible to accumulate relabelings too, so that D′ does not
contain several ◦-operators in a row. Either way, the transformation implies the
following:

Theorem 2.2. The NLC-width of a graph is at most as large as the clique-width.

One may note again that in the transformation of an NLC-decomposition into
a clique-decomposition, the number of labels used is perhaps doubled, whereas in
the other direction, it is kept unchanged. A natural question is whether there is
room for improvement here. The answer is “In general, not really.” Chapter 5 will
show that the multiplicative constants above — 2 and 1 respectively — are indeed
optimal. More precisely, it is argued in Section 5.3 that for any number c < 2, there
is a graph G satisfying cwd(G) > c · nlcwd(G), and that for any number c < 1,
there is also a graph G satisfying nlcwd(G) > c · cwd(G).

2.3 Other Graph Classes

In [27], Wanke also introduced a restricted version of the NLC algebra called NLCT.
The difference is that in an NLCT union operation (G1) ×S (G2), either S must
be empty, implying thus that no edges are drawn between G1 and G2, or else, one
of these graphs must have only one vertex. The reason seems to have been that
this restricted form is sufficient for expressing a relationship with another, rather
different kind of graph decomposition called tree-decomposition. Wanke showed
that graphs with tree-width at most k have NLCT-width at most 2k+1 − 1 [27].

Because of the above restriction, one can transform NLCT-decompositions of
width k into clique-decompositions using no more than k+1 labels [18]. (Compared
with the transformation of a general NLC-decomposition, union operations are now
simpler, but relabeling operations require more care with only one extra label.) By
combining the last two results, one finds that graphs with tree-width at most k have
clique-width at most 2k+1. Almost the same bound was obtained in [10]. Recently
however, it has been shown that graphs with tree-width at most k have clique-width
(and thus NLC-width, but not NLCT-width) at most 3 · 2k−1 [5]. Incidentally, it
follows from the results in Chapter 4 that the NLCT-width of a graph G is bounded
by log n times the NLC-width. (Here n is the number of vertices in G.)

Bounded NLC-width/clique-width does not in general imply bounded tree-
width. However, for graphs without large complete bipartite subgraphs, it does [16].
Results have also been obtained for certain families of graphs with restrictions on
the number of induced P4 subgraphs [21]. Finally, distance-hereditary graphs have
clique-width at most 3, whereas unit interval graphs and permutation graphs have
unbounded clique-width [15].



Chapter 3

NLC2-Decomposition in
Polynomial Time

It has long been an open question whether a potential NLC-decomposition or clique-
decomposition with at most k labels can be found efficiently. For some small values
of k, the answer is known to be yes. For instance, unlabeled graphs with NLC-width
1 are known as cographs; these graphs are discussed in [2], for example. Moreover,
they are exactly the unlabeled graphs with clique-width 1 and 2. (An argument
is provided in [18]). Every cograph has a unique decomposition in the form of a
cotree, which can be found in linear time [3]. Such a decomposition can easily be
turned into an NLC-decomposition of width 1, as well as a clique-decomposition of
width at most 2.

Recently, a couple of new results have been obtained. A polynomial-time algo-
rithm for clique-decomposition with three labels has been outlined in [4]. And an
algorithm for NLC-decomposition with two labels is described in this chapter. It
runs in O(n4 log n) time and O(n2) space on a graph with n vertices.

It was pointed out in [9] that clique-decomposition can refine the modular decom-
position of a graph. This refinement idea works equally well for NLC-decomposition.
In either case, a minimum-width decomposition of a graph G can be obtained from
minimum-width decompositions of the quotient graphs in the modular decomposi-
tion of G. Accordingly, the algorithm below uses modular decomposition as a first
step. Thus, in Section 3.1 we define modular decomposition for labeled graphs, and
we investigate the properties of the resulting quotient graphs. In Section 3.2 we then
show how to NLC-decompose these quotient graphs, as long as their NLC-width is
at most 2.

17
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3.1 Modular Decomposition

Modular decomposition has been defined a number of times for various kinds of
structures. It is called substitution decomposition in [23, 24], where an abstract
analysis is presented and applied to relations (such as graphs), set systems, and
boolean functions. The kind of generalized graphs called 2-structures [11] are also
well-suited for modular decomposition, as shown in [11, 12, 13, 22]. The reader
is referred to [13, 22, 23, 24] for further references. This section defines modular
decomposition for labeled graphs. Its connection with NLC-decomposition is indi-
cated, and some properties are formulated which will be needed later. Finally, it
is described how the modular decomposition of a labeled graph can be computed
with an existing algorithm for modular decomposition of 2-structures.

3.1.1 Substitution

In general, the modular decomposition of a structure S is a derivation of S with
the implicit or explicit help of a substitution operation. Let us first look at how
substitution normally works for unlabeled graphs, and how we can extend the
operation to produce labeled graphs as well.

Definition 3.1 (Substitution of graphs). Let G′ be a graph and let the graphs
Gv, v ∈ V(G′), be unlabeled and disjoint.

• If G′ is unlabeled, G′[Gv, v ∈ V(G′)] is defined as the unlabeled graph we
obtain from the disjoint union of Gv, v ∈ V(G′), by adding, for each edge
{u, v} in G′, all possible edges between V(Gu) and V(Gv). See Figure 3.1.

• If G′ is labeled, G′[Gv, v ∈ V(G′)] is defined as the labeled graph G we obtain
by proceeding first as in the unlabeled case, and then assigning the labels, so
that for each vertex v in G′, we have labG(u) = labG′(v) for all u ∈ V(Gv).
See Figure 3.1.

Associated with the composition G = G′[Gv, v ∈ V(G′)] is a natural mapping
from V(G) to V(G′): If X ⊆ V(G), the image of X in V(G′), denoted by Im(X), is
the set {v : v ∈ V(G′) and V(Gv) ∩ X �= ∅}. And if Y ⊆ V(G′), the inverse image
of Y in V(G), denoted by Im−1(Y ), is the set

⋃
v∈Y V(Gv). See Figure 3.1.

The importance of the above substitution operation in connection with NLC-
decomposition is evident from the following:

Proposition 3.1. Suppose that G = G′[Gv, v ∈ V(G′)]. Then the NLC-width
of G equals the largest NLC-width among G′ and Gv, v ∈ V(G′), and an NLC-
decomposition of G with this width can be obtained from NLC-decompositions of G′

and Gv, v ∈ V(G′).

Proof. Let k be the largest NLC-width among G′ and Gv, v ∈ V(G′). Without loss
of generality, we assume that if G is labeled, the labels belong to [k]. Let D′ be an
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α
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β γ δ ε

Gw

ζ

Gv

α ζ

β γ δ ε

G

Figure 3.1. Graph substitution. G = G′[Gu, Gv , Gw]. As G′ is unlabeled, so is
G. If G′ were labeled, let us say with 1 for u and v, and 2 for w, then G would be
labeled too, with 1 for α and ζ, and 2 for β, γ, δ, and ε. The image of β in G′ is
{w}. The inverse image of w in G is {β, γ, δ, ε}.

NLCk-decomposition of G′, and for each v ∈ V(G′), let lv be the initial label of v in
this decomposition. Finally, for each v ∈ V(G′), let Dv be an NLCk-decomposition
of Gv. Then we get an NLCk-decomposition of G′[Gv, v ∈ V(G′)] by replacing in
D′, for each vertex v ∈ V(G′), the (innermost) term for v by ◦Rv (Dv), where Rv

maps each element of [k] to lv. It follows that the NLC-width of G is at most k.
See Figure 3.2.

On the other hand, G′ and Gv, v ∈ V(G′), are all induced subgraphs of G =
G′[Gv, v ∈ V(G′)]. True, this statement is a bit informal. For G′ we should actually
speak of an isomorphism. And Gv, v ∈ V(G′), are all unlabeled, whereas the
corresponding induced subgraphs of G may be uniformly labeled. Nevertheless, by
Lemma 1.1 it is clear that the NLC-width of G cannot be less than k.

3.1.2 Modules

Let G be a labeled or unlabeled graph. If it can be written as G′[Gv, v ∈ V(G′)]
the partition π = {V(Gv), v ∈ V(G′)} of the vertices of G is called a congruence
partition of G. Although not unique, the graph G′ is often called the quotient
of G modulo π. We shall now define what is meant by a module of G. First, if
M ⊆ V(G) is a class of some congruence partition of G, then M is a module of G.
Second, M = V(G) is always a module of G. Essentially, this is the approach in
[23] (where modules are called autonomous sets though), adjusted for the fact that
{V(G)} is not necessarily a congruence partition of G when G is labeled. It follows
from Definition 3.1 that if G is labeled, M ⊆ V(G) is a module of G if and only if

(i) M is nonempty;

(ii) for each vertex v ∈ V(G) \ M , v has edges, either to all vertices in M , or to
none of them; and

(iii) either M is uniformly labeled, or M = V(G);

whereas if G is unlabeled, M ⊆ V(G) is a module of G if and only if (i) and (ii)
hold.
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λ1(u) λ1(v)
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Figure 3.2. Substitution of decompositions. How an NLC-decomposition D of
G = G′[Gu, Gv , Gw] (see Figure 3.1) can be obtained from NLC-decompositions D′,
Du, Dv , and Dw of G′, Gu, Gv , and Gw.
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Example 3.1. The modules of the graph G in Figure 3.1 are {α}, {β}, {γ}, {δ},
{ε}, {ζ}, {α, ζ}, {β, γ, δ, ε}, {α, β, γ, δ, ε}, {β, γ, δ, ε, ζ}, and {α, β, γ, δ, ε, ζ}.

We denote the set of modules of a graph G by M(G). Recall that for a set of
vertices V in G, G|V denotes the subgraph of G induced by V . Let us also define
that two sets A and B overlap if A \ B, A ∩ B, and B \ A are all nonempty. It is
now a straightforward task to check that module properties (A1) through (A4) in
[23], restated below for a graph G, apply not only if G is unlabeled, but also if it is
labeled.

(A1) V(G) ∈ M(G), and {v} ∈ M(G) for each v ∈ V(G). (These are the trivial
modules of G. If G has no other modules, it is called prime.)

(A2) If A,B ∈ M(G) overlap, then A\B, A∩B, B \A, and A∪B are also modules
of G.

(A3) If A ∈ M(G), then M(G|A) = {V ∈ M(G) : V ⊆ A}.

(A4) For G = G′[Gv, v ∈ V(G′)] we have:

– If X ∈ M(G), then Im(X) ∈ M(G′).

– If Y ∈ M(G′), then Im−1(Y ) ∈ M(G).

3.1.3 Strong Modules and the Decomposition Tree

It should be no surprise that any partition π of the vertices of a graph G into
two or more modules is a congruence partition of G, that is, π corresponds to a
substitution composition G = G′[Gv, v ∈ V(G′)]. Of course, this holds for the
graphs Gv, v ∈ V(G′), as well. Consequently, by recursively partitioning modules
into smaller modules, we can find a derivation of G based on the substitution
composition.

It was shown in [23] that for any structure S whose modules satisfy (A1) through
(A4) (in their general forms), there is one recursive partitioning — the modular
decomposition of S — which has particularly nice properties. It is defined there
in terms of two decomposition principles. Here we shall instead base the definition
on the characterization in [22]. A module of a graph G is called strong if it does
not overlap any other module. The strong module tree of G, TSM(G), is defined as
follows: The nodes of TSM(G) are the strong modules of G. The root is V(G), and a
node M1 is a descendent of another node M2 if and only if M1 ⊂ M2. Consequently,
the leaves of TSM(G) are the singleton subsets of V(G). One can notice that every
module of G is a union of siblings in TSM(G). See Figure 3.3.

The strong module tree of a graph G recursively partitions the vertices of G. By
inspection of Proposition 3.1 and Theorem 3.5 in [23], it is clear that the modular
decomposition, as defined in that article, exactly corresponds to the partitioning
given by the strong module tree. (To see this, and to appreciate it, one must keep
(A3) in mind.) Thus, with the definition below, we are actually following [23].
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{α}

{β} {γ} {δ} {ε}

{β, γ, δ, ε} {ζ}

{α, β, γ, δ, ε, ζ}

Figure 3.3. The strong module tree of the graph G in Figure 3.1.

Definition 3.2 (Modular decomposition). The modular decomposition of a
labeled or unlabeled graph G is that recursive derivation of G (using the substitution
operation in Definition 3.1) which corresponds to the strong module tree of G. We
denote it DM(G). See Figure 3.4.

Gu = α

Gβ = β Gγ = γ Gδ = δ Gε = ε

Gw Gv = ζ

G′

Figure 3.4. The modular decomposition of the graph G in Figure 3.1, described
with a tree. Internal nodes correspond to substitution operations and are marked
with their quotient graphs. Leaf nodes designate single-vertex graphs. Compare
with Figure 3.3.

It is now easy to formulate the properties of the modular decomposition of a
graph G. By the results in [23], every internal node M of TSM(G) is one of the
following:

• Degenerate. Every union of children of M is a module of M .

• Linear. There is a linear order on the children of M , such that the union of
some children is a module of M if and only if these children are consecutive
with respect to this order.

• Prime. The only proper union of children of M which is a module of M is M
itself.

Of course, a node with just two children will satisfy all these cases. But if M has
three or more children — a situation which we call “proper” (or “properly . . . ”) —
then exactly one case will apply.

Example 3.2. In Figure 3.3, the top node, {α, β, γ, δ, ε, ζ}, is degenerate, whereas
its child {β, γ, δ, ε} is prime. Compare with Example 3.1.
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By (A4) there is a completely analogous characterization of the quotient graph
Q associated with the partition of M into its children, that is, satisfying G|M =
Q[(G|Mv), v ∈ V(Q)], where Mv, v ∈ V(Q), are the children of M. Thus, Q is either
degenerate, linear, or prime, and the meaning of this is given by the definitions
above, when “M” is replaced by “Q”, and “children” is replaced by “vertices”.

Example 3.3. In the modular decomposition in Figure 3.4, G′ is degenerate,
whereas Gw is prime.

The linear and degenerate cases can be characterized further. It is not hard to
see that if an unlabeled undirected graph G is semi-linear, meaning that there is
a linear order on the vertices of G such that any set of consecutive vertices form
a module of G, then G is either complete (having all possible edges) or discrete
(having no edges at all). Thus, G is in fact degenerate. The proper linear case
occurs only in directed graphs.

The introduction of vertex labels does not change any of this. For if a labeled
graph is properly semi-linear, clearly it must be uniformly labeled. So, a quotient
graph Q in a modular decomposition satisfies one of the following:

• Q has two vertices.

• Q is properly degenerate, implying that it is complete or discrete, and either
unlabeled or uniformly labeled.

• Q is properly prime.

We finish our discussion about the properties of modular decomposition with a
lemma that we will need for the analysis of the NLC2-decomposition algorithm.

Lemma 3.1. The total number of vertices in the quotient graphs of the modular
decomposition of a graph G is bounded by 2|V(G)|.

Proof. Let us view the modular decomposition of G, DM(G), as a tree, T . The leaf
nodes of T correspond to the vertices of G, and the nonleaf nodes correspond to the
quotient graphs in DM(G). Each nonleaf node has as many children as there are
vertices in its quotient graph. Thus, the total number of vertices in the quotient
graphs equals the number of nodes in T , minus one corresponding to the root.
Clearly, this is less than twice the number of leaf nodes.

3.1.4 Computing the Modular Decomposition

We are now going to show that the modular decomposition of a labeled or unlabeled
graph G can be computed in O(n2) time. To avoid any lengthy discussion, we shall
simply make use of an existing algorithm for modular decomposition of 2-structures.
As shown in [12], the latter can express a wide variety of graphs.

For a set V , a 2-edge over V is an ordered pair (u, v), where u, v ∈ V and u �= v.
E2(V ) denotes the set of all 2-edges over V . A 2-structure S = (V,R) is the set
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V (usually called the domain of S) and an equivalence relation R on E2(V ). It is
sometimes convenient to express R with a labeling function labS on E2(V ) such
that e1Re2 if and only if labS(e1) = labS(e2). We then write S = (V, labS).

When relations are represented by labeling functions, one can define substitution
of 2-structures in the same way that substitution is defined for graphs. And as for
graphs, there is an accompanying module concept. A module of a 2-structure
S = (V,R) is a set M ⊆ V such that for all x, y ∈ M and all z ∈ V \ M , we have
(x, z)R(y, z) and (z, x)R(z, y). In contrast to [11, 12] (where modules are called
clans) and [22], we do not consider the empty set to be a module. We denote all
modules of S by M(S). It can be seen in [11] that analogues of (A1) through (A4)
are valid for 2-structures. This implies the existence of modular decomposition, in
the sense we already know it.

It is easy to express an unlabeled graph G as a 2-structure S = (V(G), labS)
by defining, for each {u, v}, labS(u, v) = labS(v, u) = 1 if {u, v} ∈ E(G), and
labS(u, v) = labS(v, u) = 0 otherwise. What is worth noticing is that G and S
have the same modules. Of course, this means that they also have the same strong
modules and strong module trees, and that we can get the modular decomposition
of G by computing the modular decomposition of S.

This approach can also be used if G is labeled. We then construct the 2-structure
S = (V(G), labS) by defining, for each (u, v), labS(u, v) = (1, labG(u), labG(v)) if
{u, v} ∈ E(G), and labS(u, v) = (0, labG(u), labG(v)) otherwise. It is not difficult
to see that G and S have the same modules. Thus, we can get the modular decom-
position of a graph G, labeled or not, by computing the modular decomposition
of a derived 2-structure S = (V(G), labS). With the algorithm in [22], this takes
O(|V(G)|2) time and space.

3.2 NLC2-Decomposition

In this section we solve the NLCk-decomposition problem for k = 2. But before
we restrict our choice of k, let us draw the full conclusion of our previous discus-
sion about modular decomposition. By applying Proposition 3.1 to the modular
decomposition of a graph, we find:

Proposition 3.2. Let G be a graph with more than one vertex. Then the NLC-
width of G equals the largest NLC-width among the quotient graphs in the modular
decomposition of G, and an NLC-decomposition of G with this width can be obtained
from NLC-decompositions of these quotient graphs.

So, let Q be a quotient graph in the modular decomposition of a graph G. Q
may be labeled or unlabeled. (If Q is the top-level quotient, then Q is labeled if
G is. Otherwise, Q is unlabeled.) If Q has two vertices, its NLC-width is at most
2, and if Q is properly degenerate, its NLC-width is 1. In each of these cases, it is
trivial to find an NLC-decomposition of Q with minimal width in linear time. From
here on, we study the remaining case — Q is properly prime — and we restrict
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our discussion to NLC2-decomposition. Thus, Q will be unlabeled or labeled with
numbers in {1, 2}.

Assume that there exists an NLC2-decomposition D of Q. We shall look at the
presence of relabeling operations in D, and argue that none is needed, except for one
at the outermost level if Q is uniformly labeled. Consider the relabeling operator,
◦R. In an NLC2-decomposition, the mapping R may be one of the following:

(i) {(1, 1), (2, 2)}; (ii) {(1, 2), (2, 1)}; (iii) {(1, 1), (2, 1)}; or (iv) {(1, 2), (2, 2)}.

We may rule out relabelings using mapping (i), since they do not do anything. We
may also rule out those using mapping (ii), since for this, a subterm of D on the
form ◦R(D′) can always be replaced with the term D′′ that one obtains from D′

by changing each 1 to a 2 and vice versa. (This turns each (iii)-relabeling in D′

into a (iv)-relabeling in D′′, and (iv)-relabelings in D′ become (iii)-relabelings in
D′′, but no other relabelings are affected.) Finally, we may rule out relabelings
using mappings (iii) and (iv), except possibly for the outermost operation of D.
For naturally, we do not need to relabel single vertices, since we can give them any
label to begin with. And if a subterm ◦R(D′) of D produces a graph with two or
more vertices, but fewer than Q = G(D) has, then R may not be the mapping (iii)
or (iv). This follows from Lemma 3.2 below, since Q is assumed to be prime.

Lemma 3.2. Let D be an NLC-decomposition of a graph G. If a subterm of D
produces a uniformly labeled graph, then this graph is a module of G.

We summarize:

Proposition 3.3. Let the properly prime graph Q be NLC2-decomposable.

• If Q is nonuniformly labeled (that is, if both 1 and 2 occur as labels in it),
then it has a relabeling-free NLC2-decomposition.

• If Q is unlabeled, it likewise has a relabeling-free NLC2-decomposition, pro-
ducing a nonuniformly labeled version of Q.

• If Q is uniformly labeled, then it has an NLC2-decomposition on the form
◦R(D′), where D′ is relabeling-free, and where R is the mapping (iii) or (iv)
above.

This leads immediately to the procedure we will use:

Algorithm for properly prime graphs. To NLC2-decompose, if possible, a
properly prime graph Q, we shall do as follows:

• If Q is nonuniformly labeled, then we use Algorithm 1 (below), which searches
for a relabeling-free NLC2-decomposition of Q.

• If Q is unlabeled, then we use Algorithm 2. It searches for a nonuniform label-
ing of Q that permits a relabeling-free NLC2-decomposition, as determined
by Algorithm 1.
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• If Q is uniformly labeled, then we use Algorithm 2 to search for an NLC2-
decomposition D′ of unlab(Q). If we find D′, we can easily construct an
NLC2-decomposition ◦R(D′) of Q.

We now turn to the details of Algorithms 1 and 2. Algorithm 1 is rather sim-
ple, but Algorithm 2 is structured in cases of iterations of stages involving more
iterations and cases, and the reader is warned that the motivations become quite
long. After that, we finish with a concluding analysis, which also serves as a brief
summary of the whole decomposition process.

3.2.1 Algorithm 1

The input to this algorithm is a graph G labeled with numbers in {1, 2}. The
output is a relabeling-free NLC2-decomposition D of G, if such a decomposition
exists.

The algorithm constructs the decomposition in a top-down fashion, by succes-
sively partitioning the vertices of G. We know that if D exists, it has the form
(D1)×S (D2), where S is one of the 16 subsets of {(1, 1), (1, 2), (2, 1), (2, 2)}. More
interesting, as soon as we find a partition {V1, V2} of the vertices of G such that
G = (G1) ×S (G2) for G1 = G|V1, G2 = G|V2, and S among the 16 possibilities
above, we know that G has a relabeling-free NLC2-decomposition if and only if G1

and G2 do. Note, for instance, that if D is such a decomposition of G, then the
restrictions D|V1 and D|V2 are themselves relabeling-free NLC2-decompositions of
G1 and G2.

To find, if possible, a partition {V1, V2} such that G = (G1) ×S (G2), where
G1 = G|V1 and G2 = G|V2, we are going to try each S, if needed. But first, we
select any vertex u in G and specify that u shall belong to V2. This will be no
restriction, since (G1) ×S (G2) = (G2) ×S′ (G1), where S′ is obtained by reversal
of each pair in S. We now try each relation S as follows: First, we let V2 = {u}.
For each vertex v in V1 = V(G) \ u, we check if u has an edge to v if and only if
it should, according to S. If not, we move v from V1 to V2. Each time we move a
vertex to V2, we check this vertex with respect to those left in V1; we compare with
S, and move more vertices if needed. Continuing like this, we end up either with a
valid partition, or with an empty V1.

Assuming that a partition was found, we then continue to partition V1 and V2,
and so on, until all obtained sets have size one. This means n − 1 partitions all
in all (where n = |V(G)|). Each partition step can be carried out in O(n2) time,
so the total time for Algorithm 1 is O(n3). Besides the input, only O(n) space is
needed.

3.2.2 Algorithm 2

The input to this algorithm is a properly prime unlabeled graph G. The output is
a relabeling-free NLC2-decomposition D of G, if such a decomposition exists.
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As before, if D exists, it has the form (D1) ×S (D2), where S is a subset of
{(1, 1), (1, 2), (2, 1), (2, 2)}. However, G is now unlabeled, and the number of inter-
esting possibilities for S is then smaller. Firstly, D produces a labeled graph such
that G = unlab(G(D)). Our freedom in choosing the labeling makes many possi-
bilities for S equivalent. For example, if (D1) ×S (D2) is an NLC2-decomposition
of G, so is (D1)×S′ (D′

2), where S′ is what we obtain by changing each 1 to a 2 and
vice versa in the second position of each pair in S, and where D′

2 is likewise what
we obtain from D2 by switching all 1s and 2s. Secondly, many values of S would
make G contain modules. These values can be excluded.

We shall now characterize each subset S of {(1, 1), (1, 2), (2, 1), (2, 2)} with re-
spect to the expression G = unlab((G1)×S (G2)). Let V1 and V2 denote V(G1) and
V(G2) respectively. We have to observe that one of these may be a single vertex.
We will treat that case later. Under the assumption that both G1 and G2 have
several vertices, the feasibility of the subsets S of {(1, 1), (1, 2), (2, 1), (2, 2)} is as
follows:

• ∅ is not possible. Both V1 and V2 would be modules of G.

• {(1, 1)}, {(1, 2)}, {(2, 1)}, and {(2, 2)} are possible and equivalent.

• {(1, 1), (1, 2)} and {(2, 1), (2, 2)} would make V2 a module of G. And
{(1, 1), (2, 1)} and {(1, 2), (2, 2)} would make V1 a module of G. All four
are thus impossible.

• {(1, 1), (2, 2)} and {(1, 2), (2, 1)} are possible and equivalent.

• There are four possible and equivalent subsets containing three pairs.

• {(1, 1), (1, 2), (2, 1), (2, 2)} is impossible, just as ∅ is.

Thus, if both G1 and G2 are to have several vertices, there are three cases
that we have to try for S. We represent them as {(1, 1)}, {(1, 1), (2, 2)}, and
{(1, 2), (2, 1), (2, 2)}. Of course, both G1 and G2 must be nonuniformly labeled —
otherwise we again have a forbidden module of G.

There remains the case that one of G1 and G2, let us say the former, has only
one vertex. We may then assume that this vertex is labeled with 1. The alternatives
for S that we have to consider are then ∅, {(1, 1)}, {(1, 2)}, and {(1, 1), (1, 2)}. As
before, ∅ and {(1, 1), (1, 2)} would make V2 a module of G, whereas {(1, 1)} and
{(1, 2)} are possible and equivalent. Thus we can cover the case that one of G1 and
G2 has just one vertex by trying S = {(1, 1)}.

We shall now see how one can search for an NLC2-decomposition D of G on the
form (D1) ×S (D2), where S is {(1, 1)}, {(1, 1), (2, 2)}, or {(1, 2), (2, 1), (2, 2)}.

The case S = {(1, 1)}

Let S = {(1, 1)}. To find a decomposition of G on the form (D1) ×S (D2), we
may go through all edges {v1, v2} in G, and determine for each the satisfiability of
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G = unlab((G1)×S (G2)), where G1 and G2 are required to be NLC2-decomposable
and to contain v1 and v2 respectively, both of which must then be labeled with 1.
We will later on develop this idea a little further, in order to reduce the number of
edges {v1, v2} that we have to go through.

We assume from now on that v1 and v2 have been fixed like this. The fact that
S = {(1, 1)} then implies that as soon as we place any other vertex v in G1 or G2,
we know what its label must be. For example, if v is placed in G1, its label must
be 1 if it has an edge to v2, and 2 otherwise. Therefore, given a subset V of V(G)
containing v1 possibly, but not v2, let Gleft(V ) denote the graph on V whose edges
are induced by G, and in which a vertex is labeled with 1 if it has an edge to v2,
and 2 otherwise. Similarly, given a subset V of V(G) containing v2 possibly, but
not v1, let Gright(V ) denote the graph on V whose edges are induced by G, and in
which a vertex is labeled with 1 if it has an edge to v1, and 2 otherwise.

The fixation of v1 and v2 not only helps us to label the vertices in V ∗ =
V(G) \ {v1, v2} once they have been placed in G1 or G2, but it also creates a useful
dependency among these vertices with respect to their placement. For i, j ∈ {1, 2},
let an i–j-vertex — a vertex of type i–j — be a vertex in V ∗ which will be labeled
with i if placed in G1, and with j if placed in G2. Notice that each vertex in V ∗

is an i–j-vertex for some i and j. As an example of the dependency, let us look at
two 1–1-vertices u and v. If there is no edge between u and v, then they must be
placed together, either in G1 or in G2, since (G1)×S (G2) produces edges between
1-labeled vertices in G1 and 1-labeled vertices in G2.

We use a directed graph, Gdep, to reflect this dependency. Gdep is unlabeled,
has vertex set V ∗, and there is an edge from u to v in Gdep, also written u → v,
whenever the existence or not of an edge between u and v does not match S when
u is placed in G2 and v is placed in G1. So if u → v, then u cannot be placed in G2

without v being placed there too. We let u ↔ v mean that both u → v and v → u
hold, and we let u | v mean that neither u → v nor v → u holds. Finally, we define
� to be the reflexive and transitive closure of the relation →.

A partition {V ∗
1 , V ∗

2 } of V ∗ is said to respect � if u � v does not hold for
any vertices v ∈ V ∗

1 and u ∈ V ∗
2 . Notice that given a partition {V ∗

1 , V ∗
2 } of V ∗

(where we allow one of V ∗
1 and V ∗

2 to be empty), G = unlab((G1) ×S (G2)) is
true for G1 = Gleft(v1 ∪ V ∗

1 ) and G2 = Gright(v2 ∪ V ∗
2 ) if and only if {V ∗

1 , V ∗
2 }

respects �. As soon as this is the case, we can use Algorithm 1 to search for NLC2-
decompositions D1 and D2 of G1 and G2. If they exist, D = (D1) ×S (D2) is an
NLC2-decomposition of G, and {V ∗

1 , V ∗
2 } is said to be a successful partition. If D1

and D2 do not both exist, we can try another partition of V ∗. Below we show that
if we choose these partitions carefully, we only need to try O(log(|V(G)|)) of them.
If we have not found D after that, we can conclude that that we have to continue
with a new fixation of v1 and v2.

To bound the number of partitions we have to consider, we first collect vertices
into clusters. If C is a strongly connected component in Gdep, then all vertices of
C must be placed together, either in G1 or in G2. We then say that C is a cluster
of V ∗. For clusters C1 and C2, we may write C1 � C2 if u � v for some u ∈ C1 and
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v ∈ C2. However, unless stated otherwise, clusters will be assumed distinct, and
we will write C1 < C2 instead of C1 � C2. (To have both C1 � C2 and C2 � C1 is
then not possible.) If neither C1 < C2 nor C2 < C1 holds, we write C1 ‖ C2.

In agreement with previous notation, we also write C1 → C2 if u → v for some
u ∈ C1 and v ∈ C2, and we write C1 | C2 if neither C1 → C2 nor C2 → C1

holds. Of course, we never have “C1 ↔ C2”. Note that C1 → C2 implies C1 < C2.
Conversely, C1 ‖ C2 implies C1 | C2.

We can get a deeper understanding of clusters by looking at → for specific pairs
of vertex types:

• Let u be a 1–1-vertex and v a 1–2-vertex. If there is an edge (in G) between
u and v, then v → u. (Since (1, 2) /∈ S, we cannot place v in G2 and u in G1.)
On the other hand, if there is no edge between u and v, then u → v. (Since
(1, 1) ∈ S, we cannot place u in G2 and v in G1.)

• Let u be a 1–1-vertex and v a 2–1-vertex. If there is an edge between u and
v, then u → v. On the other hand, if there is no edge between u and v, then
v → u.

• Let u be a 1–2-vertex and v a 2–1-vertex. If there is an edge between u and
v, then u → v. If there is no edge between u and v, then v → u.

As a consequence, if C1 and C2 are two different clusters, one containing a 1–1-
vertex and the other a 1–2-vertex, or one containing a 1–1-vertex and the other a
2–1-vertex, or one containing a 1–2-vertex and the other a 2–1-vertex, then we have
either C1 < C2 or C2 < C1.

We should also look at 2–2-vertices. Let u be a 2–2-vertex and v any other
vertex in V ∗. If there is an edge between u and v, then u ↔ v, so u and v must
belong to the same cluster. If there is no edge between u and v, then u | v.

Using the first observation in the previous paragraph, we can show that no
cluster may consist of only 2–2-vertices: Since G is properly prime, it is connected.
Therefore, from a 2–2-vertex u, there is a path (in G) to the fixed vertex v1 for
example. Let v be the first vertex on this path which is not a 2–2-vertex. Certainly
v exists and belongs to V ∗, for a 2–2-vertex cannot have an edge to either v1 or v2.
By the previous paragraph, all vertices from u to v belong to the same cluster.

Three pairs of vertex types remain. Let us come to them via a quick backward
look. We found above that if u is a 2–2-vertex and v any other vertex in V ∗, then
either u ↔ v or u | v — in other words, if u and v are in different clusters, then
u | v. It is not hard to see that the same is true if u and v are both 1–1-vertices,
both 1–2-vertices, or both 2–1-vertices.

To summarize our findings, we call the vertex types 1–1, 1–2, and 2–1, deter-
mining. We have:

• Each cluster contains one or more vertices of at least one determining type.

• If t is a determining type in a cluster C1, and a cluster C2 contains a vertex
of some other determining type, then C1 → C2 or C2 → C1.
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• If two clusters, C1 and C2, contain exactly one and the same determining
type, then C1 | C2.

The most interesting thing comes next. Let C1 and C2 be clusters satisfying
C1 ‖ C2 — let t be their only determining type — and let C be another cluster.
Suppose that C < C1. Then there is a cluster C ′, identical to C possibly (but
distinct from C1), such that C � C ′ → C1. We can conclude that C ′ contains a
determining type t′ �= t, and that C ′ < C2 or C2 < C ′. The latter would imply
that C2 < C1, though, contradicting our initial assumptions. So, it follows that
C < C2. Analogously, we find that if C1 < C, then C2 < C also.

It is now easy to see that we can group (in a unique way) clusters into boxes, so
that we satisfy the following box structure properties:

• There is a linear order, <, on the boxes.

• Each box contains at least one cluster.

• If B1 and B2 are boxes with B1 < B2, then C1 < C2 for any clusters C1 ∈ B1

and C2 ∈ B2.

• If C1 and C2 are clusters in the same box, then C1 ‖ C2.

We define boxes like this, and for simplicity, we let each box denote the union
of its clusters. We can observe that a partition {V ∗

1 , V ∗
2 } of V ∗ respects � if and

only if the following monotonicity conditions are satisfied:

• When V ∗
1 contains a box B1, it also contains each box B < B1.

• When V ∗
2 contains a box B2, it also contains each box B such that B2 < B.

• At most one box is split by the partition — that is, has some clusters in V ∗
1

and some in V ∗
2 .

Thereby we are ready to discuss the partitioning procedure. We will use a
somewhat informal language — the boxes are assumed to be ordered from left to
right, so that if B1 < B2, we can formulate this as “B1 is to the left of B2”.

We first try to partition in between boxes. We describe this by extending the
total order to include separator elements between the boxes, and at the ends. Given
a separator s, we partition V ∗ as {V ∗

1 , V ∗
2 }, where V ∗

1 is the union of all boxes to the
left of s, and V ∗

2 is the union of all boxes to the right of s. As described previously,
we then define G1 = Gleft(v1∪V ∗

1 ) and G2 = Gright(v2∪V ∗
2 ). From what we already

know about partitions respecting �, we note, with the help of Lemma 1.1:

• If G1 is not NLC2-decomposable, any successful partition {V ′
1 , V ′

2}, must sat-
isfy V ′

1 ⊂ V ∗
1 .

• If G2 is not NLC2-decomposable, any successful partition {V ′
1 , V ′

2}, must sat-
isfy V ′

2 ⊂ V ∗
2 .
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We can therefore use binary search among separators with one of the following
results:

• We find a successful partition.

• We find a partition such that neither G1 nor G2 is NLC2-decomposable. We
can conclude that there is no successful partition for the current fixation of
v1 and v2.

• We find separators sl and sr immediately to the left and to the right of some
box, B, such that, when sl is used, G1 is NLC2-decomposable but G2 is
not, and when sr is used, G2 is NLC2-decomposable but G1 is not. We can
conclude that if there exists a successful partition, it must split B.

In the last case, we must examine B more closely. As we shall see, we only
need to try one more partition, and we can find it as follows: First, for each cluster
C in B, we use Algorithm 1 to search for NLC2-decompositions of Gleft(C) and
Gright(C). If only one of these is decomposable, there is no doubt about in what
part of a successful partition that C must be placed. (If neither Gleft(C) nor
Gright(C) is decomposable, the conclusion is of course simple.) We may now be left
with a number of clusters for whose placement we have not yet seen any restrictions.
Let us call them remaining clusters. Fortunately, all of them can safely be placed
together. It is the one determining type in B that matters: When B contains 1–2-
vertices, the remaining clusters can be placed in V ∗

1 . When B contains 2–1-vertices,
the remaining clusters can be placed in V ∗

2 . And when B contains 1–1-vertices, the
remaining clusters can be placed anywhere. The detailed arguments are as follows:

Case 1. B consists of 1–2-vertices, and 2–2-vertices possibly. Let C be a cluster in
B such that Gleft(C) and Gright(C) are both NLC2-decomposable, and let {V ∗

1 , V ∗
2 }

be a successful partition of V ∗ in which C ⊆ V ∗
2 . Thus, V ∗

1 contains all boxes to the
left of B, and V ∗

2 contains all boxes to the right of B, so {V ∗
1 ∪C, V ∗

2 \C} respects
�. We now show that this partition also is successful. Since {V ∗

1 , V ∗
2 } is successful,

G1 = Gleft(v1 ∪ V ∗
1 ) and G2 = Gright(v2 ∪ V ∗

2 ) are both NLC2-decomposable.
By Lemma 1.1, so is G′

2 = Gright(v2 ∪ V ∗
2 \ C). It remains to show that G′

1 =
Gleft(v1 ∪ V ∗

1 ∪ C) is NLC2-decomposable. But Gright(C) has all vertices labeled
with 2, so there are no edges from C to v1∪V ∗

1 , and we have G′
1 = (G1)×∅(Gleft(C)).

It follows that {V ∗
1 ∪ C, V ∗

2 \ C} is successful.

Case 2. B consists of 2–1-vertices, and 2–2-vertices possibly. Let C be a cluster in
B such that Gleft(C) and Gright(C) are both NLC2-decomposable, and let {V ∗

1 , V ∗
2 }

be a successful partition of V ∗ in which C ⊆ V ∗
1 . This situation is symmetric to

that in the previous case. It follows that {V ∗
1 \C, V ∗

2 ∪C} is a successful partition
of V ∗.

Case 3. B consists of 1–1-vertices, and 2–2-vertices possibly. Let C be a cluster
in B. In this case, Gleft(C) and Gright(C) are identical. Let them be NLC2-
decomposable, and let {V ∗

1 , V ∗
2 } be a successful partition of V ∗ in which C ⊆ V ∗

2 .
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As before, the assumptions imply that {V ∗
1 ∪C, V ∗

2 \C} respects �. We now show
that it also is successful. Since {V ∗

1 , V ∗
2 } is successful, G1 = Gleft(v1 ∪ V ∗

1 ) and
G2 = Gright(v2 ∪ V ∗

2 ) are both NLC2-decomposable. By Lemma 1.1, so is G′
2 =

Gright(v2 ∪ V ∗
2 \ C). It remains to show that G′

1 = Gleft(v1 ∪ V ∗
1 ∪ C) is NLC2-

decomposable. But Gleft(C) = Gright(C), so G′
1 = (G1) ×{(1,1)} (Gleft(C)). It

follows that {V ∗
1 ∪C, V ∗

2 \C} is successful. By symmetry, it conversely follows that
if {V ∗

1 , V ∗
2 } is a successful partition of V ∗ in which C ⊆ V ∗

1 , then {V ∗
1 \C, V ∗

2 ∪C}
is successful too.

Let us now summarize: To determine the satisfiability of G = unlab((G1) ×S

(G2)), where S = {(1, 1)}, and where G1 and G2 are required to be NLC2-
decomposable and to contain v1 and v2 respectively, we first group the vertices
in V ∗ = V(G) \ {v1, v2} into clusters by computing the strongly connected com-
ponents of Gdep — the dependency graph with respect to v1 and v2. This can be
done with two depth-first searches, as described in [1]. The time needed is linear
in the size of Gdep, which is O(n2), where n = |V(G)|. We assume here that Gdep

is stored explicitly.
We thereafter compute the box structure. This we do by inserting one cluster

C at a time. Either C fits in an existing box, or it must be placed in a new one,
this either between two unaffected old boxes (or at an end), or between the divided
contents of an old box. The arrangement of all clusters can easily be computed in
O(n2) time.

We are now set to search for a successful partition of V ∗. The binary search
phase involves O(log n) partitions, each of which takes O(n3) time to check with
Algorithm 1. If needed, we continue with the “box-splitting” phase. We then call
Algorithm 1 twice for each cluster in the box in question. The total time for this
sums to O(n3). The final partition can then be checked, again in O(n3) time. All
in all, we use O(n3 log n) time and O(n2) temporary space for each fixation of v1

and v2.
To find out if G has an NLC2-decomposition on the form (D1)×S (D2), we can

now repeat the above procedure for each edge {v1, v2}. However, without making
things more than marginally more complicated, we can get by with only n− 1 such
repetitions. By the symmetry of S, we can take any vertex u ∈ V(G) and require
that it shall belong to G2 = G(D2). First, we let v2 = u, and we let each neighbor
of u play the role of v1. If this does not lead us to a successful partition, we know
that u must be labeled with 2. This in turn brings all neighbors of u to G2. Next,
we let one of these neighbors, u′, play the role of v2, and we let each neighbor of u′

that is not already in G2 play the role of v1.
The new thing here is that not only v1 and v2 are fixed, but other vertices are

fixed too — some to G2, and some of these even to the label 2. However, the latter
have all their neighbors in G2, so the label 2 is automatically compatible with the
choice of v1. For the previously described procedure, the extra requirement that
some vertices (and thus clusters) must be placed in G2 poses no problem. In the
binary search phase, it means that some boxes will be predestined for G2, and this
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only shortens this search. In the box-splitting phase, an extra requirement on a
cluster C can be handled just as the requirements caused by indecomposability of
Gleft(C) and/or Gright(C).

Thus we can advance as indicated above. If we find no successful partition for
v2 = u′, we know that u′ also must be labeled with 2, and that all its neighbors
must go to G2. Again, the role of v2 can be assigned to one of the vertices that
have been restricted to G2, but not yet to the label 2. Particularly, we follow
the described procedure by repeatedly letting v2 and v1 be parent and child in a
breadth-first search through G, starting from u. This means n − 1 edges {v1, v2},
and it follows that for S = {(1, 1)}, we can find a possible NLC2-decomposition of
G on the form (D1) ×S (D2) in O(n4 log n) time and O(n2) space.

The case S = {(1, 1), (2, 2)}

Let S = {(1, 1), (2, 2)}. As for S = {(1, 1)}, we shall discuss first how to determine
the satisfiability of G = unlab((G1) ×S (G2)), where G1 and G2 are required to
be NLC2-decomposable and to contain v1 and v2 respectively, both labeled with 1.
Our algorithm for this will be similar to that for S = {(1, 1)}.

Like in that case, we find that when v1 and v2 have been fixed, we know what
label any other vertex v must have when it is placed in either G1 or G2. In fact, the
description of this for S = {(1, 1)} is still valid, including the definitions of Gleft(·)
and Gright(·). This is quite typical. In the following therefore, we will leave out
much of what would be mere repetitions, and concentrate instead on those things
that are — or might have been — different.

Once again, there will be a dependency between the vertices in V ∗ = V(G) \
{v1, v2}, which leads us to form clusters. We will use previous notation, but the
relationship between clusters must be characterized anew. We look at → for specific
pairs of vertex types:

• Let u be a 1–1-vertex and v a 1–2-vertex. If there is an edge (in G) between
u and v, then v → u. If there is no edge between u and v, then u → v.

• Let u be a 1–1-vertex and v a 2–1-vertex. If there is an edge between u and
v, then u → v. If there is no edge between u and v, then v → u.

Thus, if C1 and C2 are two different clusters, C1 containing a 1–1-vertex and C2

containing a 1–2-vertex or a 2–1-vertex, then we have either C1 < C2 or C2 < C1.
By the symmetry of S, the same holds if C1 contains instead a 2–2-vertex.

The remaining vertex type pairs are covered next:

• Let u be a 1–1-vertex and v a 2–2-vertex. If there is an edge between u and
v, then u ↔ v. If there is no edge between u and v, then u | v.

• Let u be a 1–2-vertex and v a 2–1-vertex. If there is an edge between u and
v, then u | v. If there is no edge between u and v, then u ↔ v.
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• Let u and v be two vertices of the same type. Then either u ↔ v or u | v.

Motivated by our new findings, we will speak of two type categories. 1–1 and
2–2 form one of these, and 1–2 and 2–1 the other. We can note that if two clusters,
C1 and C2, together contain vertices of both categories, then C1 → C2 or C2 → C1.
If instead they (together) contain vertices of only one category, then C1 | C2.

As before, we can now show that if C1 and C2 are clusters satisfying C1 ‖ C2, and
if C is a third cluster, then C < C1 implies C < C2, and C1 < C implies C2 < C.
Let us provide the argument in the first case: C < C1. There is then a cluster C ′,
identical to C possibly (but distinct from C1), such that C � C ′ → C1. We can
conclude that C ′ contains a vertex type in the category which is not represented
in C1 and C2. This means that either C ′ < C2 or C2 < C ′. The latter would
imply that C2 < C1 though, contradicting our initial assumptions, so we must have
C < C2.

It follows that we can group (in a unique way) clusters into boxes, so that we
satisfy the previously formulated box structure properties. This means that we
are “back on track”. For example, a partition {V ∗

1 , V ∗
2 } of V ∗ respects � if and

only if the monotonicity conditions are satisfied. This gives us the opportunity to
use, as before, binary search among separators. We repeat: For a separator s, we
partition V ∗ as {V ∗

1 , V ∗
2 }, where V ∗

1 is the union of all boxes to the left of s, and
V ∗

2 is the union of all boxes to the right of s. We then define G1 = Gleft(v1 ∪ V ∗
1 )

and G2 = Gright(v2 ∪ V ∗
2 ), and we use Algorithm 1 to check whether G1 and G2

are NLC2-decomposable.
It was argued for S = {(1, 1)} that binary search among separators ends in one

of the following ways:

• We find a successful partition.

• We find a partition such that neither G1 nor G2 is NLC2-decomposable. We
can conclude that there is no successful partition for the current fixation of
v1 and v2.

• We find separators sl and sr immediately to the left and right of some box,
B, such that when sl is used, G1 is NLC2-decomposable but G2 is not, and
such that when sr is used, G2 is NLC2-decomposable but G1 is not. We can
conclude that if there exists a successful partition, it must split B.

The argument is still correct, but when S = {(1, 1), (2, 2)}, the third case is no
longer possible. If a successful partition splits a box B, we can re-split it any way.
In particular, both the separator to the left of B and the one to the right will
produce successful partitions. The arguments for this are as follows:

Case 1. B consists of 1–1-vertices and/or 2–2-vertices. Let C be a cluster in
B. Note that Gleft(C) and Gright(C) are identical. Let {V ∗

1 , V ∗
2 } be a successful

partition of V ∗ in which C ⊆ V ∗
2 . Thus, V ∗

1 contains all boxes to the left of B, and
V ∗

2 contains all boxes to the right of B, so {V ∗
1 ∪ C, V ∗

2 \ C} respects �. We now
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show that it also is successful. Since {V ∗
1 , V ∗

2 } is successful, G1 = Gleft(v1 ∪ V ∗
1 )

and G2 = Gright(v2 ∪ V ∗
2 ) are both NLC2-decomposable. By Lemma 1.1, so is

G′
2 = Gright(v2∪V ∗

2 \C). It remains to show that G′
1 = Gleft(v1∪V ∗

1 ∪C) is NLC2-
decomposable. But Gleft(C) = Gright(C), so G′

1 = (G1) ×{(1,1),(2,2)} (Gleft(C)). It
follows that {V ∗

1 ∪C, V ∗
2 \C} is successful. By symmetry, it conversely follows that

if {V ∗
1 , V ∗

2 } is a successful partition of V ∗ in which C ⊆ V ∗
1 , then {V ∗

1 \C, V ∗
2 ∪C}

is successful too.

Case 2. B consists of 1–2-vertices and/or 2–1-vertices. Let C be a cluster in B.
Note that Gleft(C) and Gright(C) are complementary in their labeling, so if one
of them is NLC2-decomposable, the other is too. Let {V ∗

1 , V ∗
2 } be a successful

partition of V ∗ in which C ⊆ V ∗
2 . Thus, {V ∗

1 ∪ C, V ∗
2 \ C} respects �. We now

show that it also is successful. Since {V ∗
1 , V ∗

2 } is successful, G1 = Gleft(v1 ∪ V ∗
1 )

and G2 = Gright(v2 ∪ V ∗
2 ) are both NLC2-decomposable. By Lemma 1.1, so is

G′
2 = Gright(v2 ∪ V ∗

2 \ C). It remains to show that G′
1 = Gleft(v1 ∪ V ∗

1 ∪ C) is
NLC2-decomposable. But since we can obtain Gleft(C) from Gright(C) by switching
the roles of 1 and 2, we have G′

1 = (G1) ×{(1,2),(2,1)} (Gleft(C)). It follows that
{V ∗

1 ∪C, V ∗
2 \C} is successful. By symmetry, it conversely follows that if {V ∗

1 , V ∗
2 }

is a successful partition of V ∗ in which C ⊆ V ∗
1 , then {V ∗

1 \C, V ∗
2 ∪C} is successful

too.

Let us then summarize: To determine the satisfiability of G = unlab((G1) ×S

(G2)), where S = {(1, 1), (2, 2)}, and where G1 and G2 are required to be NLC2-
decomposable and to contain v1 and v2 respectively, both labeled with one, we group
the vertices in V ∗ = V(G) \ {v1, v2} into clusters, and we continue by computing
the box structure. We then use binary search among box separators and check
each generated partition with Algorithm 1. As already argued, we can do this in
O(n3 log n) time and O(n2) temporary space.

Once again, to find out if G has an NLC2-decomposition on the form (D1) ×S

(D2), we can repeat the above procedure for each edge {v1, v2}. As before however,
we can get by with n − 1 such repetitions. This time S is symmetric with respect
to labels also. We can therefore take any vertex u ∈ V(G) and require that it shall
belong to G2 = G(D2) and have label 1 there. So, we let v2 = u, and we let each
neighbor of u play the role of v1. It follows that for S = {(1, 1), (2, 2)}, we can find
a possible NLC2-decomposition of G on the form (D1)×S (D2) in O(n4 log n) time
and O(n2) space.

The case S = {(1, 2), (2, 1), (2, 2)}

The final case, S = {(1, 2), (2, 1), (2, 2)}, can easily be reduced to the first, S =
{(1, 1)}. Letting S denote [2]2\S, we note: (D1)×S (D2) is an NLC2-decomposition
of G if and only if

(
D1

)
×S

(
D2

)
is an NLC2-decomposition of G.
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3.2.3 Summary and Concluding Analysis

To NLC2-decompose a graph G that is unlabeled or labeled with numbers in {1, 2},
we first compute the modular decomposition of G, DM(G), as defined in Section 3.1.
With the method described in Section 3.1.4, this takes O(n2) time, where n =
|V(G)|.

We then try to NLC2-decompose each quotient graph Q in DM(G). When
Q is properly prime, we use the algorithm described in Section 3.2, running in
O(nQ

4 log nQ) time (where nQ = |V(Q)|). When Q is not properly prime, its
vertices can be combined in any order, and we can surely construct a decomposition
in linear time. By Lemma 3.1, the total time for decomposition of quotient graphs
becomes O(n4 log n). The space used never exceeds O(n2).

If we now have an NLC2-decomposition of each quotient graph in DM(G), then
we piece together these decompositions into an NLC2-decomposition of G, as de-
scribed in the proof of Proposition 3.1. Only linear time is needed for this last step.
In total, we have used O(n4 log n) time and O(n2) space.



Chapter 4

log n-Approximative
NLCk-Decomposition in

O(n2k+1) Time

In this chapter is described first an algorithm that can find an NLC-decomposition
of minimum width for any graph G. It works by building, according to the rules
of the algebra, larger and larger candidates — graphs that are consistent with
G in the sense that they can occur in derivations of it. Until G itself has been
obtained, the number of labels used, k, is incremented whenever nothing more can
be done with the current labels. Of course, the algorithm is not intended to be used
for large values of k. A mechanism is provided for removing candidates that no
longer contain any unique information. Yet, a problem with this exact algorithm
is that it is hard to see how large the set of produced candidates may become. The
algorithm has therefore been developed further, so that if G has NLC-width k, an
NLC-decomposition of width at most k log n can be found in O(n2k+1) time and
O(nk+1) space. (Here, n denotes the number of vertices in G.) Note that if desired,
this decomposition can then be turned into a clique-decomposition of width at most
2 log n times the clique-width of G.

The implications of this for dynamic programming may vary. Let us consider the
algorithm for the maximum independent set problem presented in Section 1.4, for
instance. As described there, it runs in O(22Kn2) time on an NLCK-decomposition
of a graph with n vertices. Thus, if K = k log n, the running time will still be
polynomial in n.

37
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4.1 An Exact Algorithm

We shall now investigate how one can find an NLC-decomposition of minimum
width for a given graph G. Although NLC-decomposition has been defined for both
labeled and unlabeled input graphs, we will assume that G is labeled, and that the
range of labG is {1, . . . , l} for some integer l. This will simplify our formulations,
yet of course, it implies no real restriction; an unlabeled graph can be regarded as
uniformly labeled. In the following, “graph” generally means “labeled graph”, but
the latter expression will sometimes be used explicitly to indicate an intrinsic need
for labels.

4.1.1 NLC-Candidates

We first characterize those graphs that can occur in derivations of the input graph,
and then take a brief look at the algorithmic idea.

Let u, v, and w be vertices in a graph G. We say that w distinguishes u from
v in G if it has an edge in this graph to one of u and v, but not to the other.

Definition 4.1 (NLCk-candidate). An NLCk-candidate for a graph G is a la-
beled graph C satisfying the following:

• V(C) ⊆ V(G).

• The edges of C are those induced by G.

• For any pair of vertices u and v in C with labC(u) = labC(v), we have:

– labG(u) = labG(v).

– No vertex in V(G) \ V(C) distinguishes u from v in G.

• C ∈ NLCk.

An NLC-candidate (or candidate, simply) is an NLCk-candidate for some value of
k.

Proposition 4.1. A labeled graph C is an NLC-candidate for a graph G if and
only if C can (and does) occur in some derivation of G.

Specification 4.1 (Basic idea). To NLC-decompose a graph G, we are going
to initialize a candidate set to the single vertices in G, each labeled with 1, and
then add repeatedly to this, NLC-candidates for G that can be formed (using union
and relabeling) from those already in the set (that is, from copies of these). More
precisely, we will add NLC1-candidates in a first stage until this leads no further,
then NLC2-candidates in stage two, and so on, and we shall record how each new
candidate was formed. Thereby, we will find a decomposition of G of minimum
width.
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For this approach to be successful, we must be able to keep down the size of the
candidate set. We shall first consider the need for differing candidates on the same
vertex set.

Definition 4.2 (Label-induced partition, vertex class). For a set of vertices
V and a labeling function lab defined on V , Plab(V ) denotes the partition of V
into maximal, uniformly labeled sets. A vertex class (or class, simply) of a labeled
graph G is a class of PlabG

(V(G)). This partition is also denoted by Cls(G). For
v ∈ V(G), Cl(G, v) denotes that vertex class of G to which v belongs, and for any
l, Cl(G, l) denotes the set of vertices with label l in G. Thus, we allow the latter
set to be empty, although vertex classes are, by definition, nonempty.

Definition 4.3 (Partition induced by graph). For a set of vertices V in a
graph G, PG(V ) denotes that partition of V in which two vertices belong to the
same class if and only if (i) they have the same label in G, and (ii) they are not
distinguished by any vertex in V(G) \ V .

It follows from the above definitions that a labeled graph C is an NLC-candidate
for a graph G if and only if V(C) ⊆ V(G), the edges of C are induced by G, and
Cls(C) is a refinement of PG(V(C)). There is no use in letting this refinement be
proper though, as the following lemma shows.

Lemma 4.1. Let C be an NLC-candidate for a graph G and suppose that two
vertex classes in C, let us say with labels l1 and l2, are subsets of the same class in
PG(V(C)). Then the graph C ′ defined as ◦R(C), where R maps l2 to l1, but leaves
all other labels unchanged, can directly replace C in a derivation of G.

Proof. Let D be an NLC-decomposition of G containing, as a subterm, an NLC-
decomposition DC of C, and let D′ be what we obtain by replacing DC with ◦R(DC)
in D. We want to show that the graph G′ produced by D′ is equal to G. It should
be clear then that we only have to check (in G′) the label, and the neighborhood in
V(G) \ V(C), of vertices whose label is l2 in C. Let v2 be such a vertex. We shall
compare with a vertex v1 whose label is l1 in C. By the definition of D′, we know
the following for G′:

• v1 and v2 have the same label.

• v1 and v2 have the same neighbors in V(G) \ V(C).

But these two statements are true for G too, as v1 and v2 belong to the same class
in PG(V(C)). Since v1 is obviously unaffected by the relabeling, we can therefore
conclude that for v2, the label, and the neighborhood in V(G)\V(C), are the same
in G and G′.

Mappings like R in Lemma 4.1, and those that can be obtained through combi-
nation of such, will be important in the following, and we need a special name for
them:
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Definition 4.4 (Merge-only mapping). Let C be an NLC-candidate for a graph
G. A partial mapping M is merge-only for C with respect to G if, for each label
l which is mapped by M to some l′ �= l, we have: M(l′) = l′ (or l′ is unmapped),
Cl(C, l′) is nonempty, and Cl(C, l) and Cl(C, l′) are subsets of the same class in
PG(V(C)).

The obvious generalization of Lemma 4.1 becomes:

Lemma 4.2. Let C be an NLC-candidate for a graph G, and let M be a merge-only
mapping for C with respect to G. Then the graph C ′ = ◦M (C) can directly replace
C in a derivation of G.

We make use of this as follows:

Definition 4.5 (Dimension, label-compactness). Let C be an NLC-candidate
for a graph G. The dimension of C, dimC, is the number of vertex classes in C,
and C is label-compact with respect to G if (i) Cls(C) = PG(V(C)), and (ii) the
range of labC is {1, . . . ,dim C}.

Specification 4.2 (Union step). When we try to form a new candidate through
union of two old ones, we shall allow relabeling of these as part of a union step.
Hence, for a particular vertex set, we need to save at most one candidate, and
we will choose this to be label-compact. Thus, we let each union step end with
a relabeling as well. The width of a union step is the number of labels involved.
(Naturally, we use no more than necessary.)

It is instructive to look closer at what determines the minimum width of a union
step. Let C1 and C2 be disjoint label-compact NLC-candidates for a graph G, and
let V ∗ = V(C1) ∪ V(C2). We will see how a label-compact NLC-candidate for G
with vertex set V ∗ can be produced in a union step involving C1 and C2. Such a
step has the form ◦R

(
(◦R1(C1)) ×S (◦R2(C2))

)
. Let us consider the mappings R1

and R2. Notice that each vertex class of C1 and C2 is a subset of some class of
PG(V ∗). Since C1 and C2 are already label-compact, R1 and R2 must not change
these vertex classes — only the associated labels may be changed. As long as this is
fulfilled, we can always define the relation S such that it produces the desired edges
between the the two graphs. The point, though, is that a vertex class of ◦R1(C1)
and one of ◦R2(C2) can have the same label, but only if they “belong” to the same
class of PG(V ∗). Hence, we find the minimum width of a union step for C1 and
C2 by summing, for each class V in PG(V ∗), either the number of C1-classes that
are subsets of V , or the number of C2-classes that are subsets of V , whichever is
greatest. Obviously, this width is at least as large as max{dim C1,dim C2}, but not
larger than dimC1 + dim C2.

4.1.2 Extensions

We shall now inquire whether a candidate can replace smaller candidates that it
“includes”.
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Definition 4.6 (Extension). Let C1 and C2 be NLC-candidates for a graph G.
If C1 is an induced subgraph of C2 such that each vertex class of C2 contains, as a
subset, one vertex class of C1, then C2 is an immediate extension of C1 with respect
to G. More generally, an extension of C1 with respect to G is any NLC-candidate
for G that can be obtained by a relabeling of an immediate extension of C1.

Remark 4.1. The statement “C2 is an extension of C1” should not be interpreted
as “C2 has been obtained from C1”. In fact, it may happen that C1 and C2 are
both NLCk-decomposable, and yet there is no NLCk-decomposition of C2 which
contains, as a subterm, an NLCk-decomposition of C1.

Lemma 4.3. If C1 and C2 are NLC-candidates for a graph G, then C2 is an
extension of C1 if and only if (i) each vertex class of C1 is a subset of some vertex
class of C2, and (ii) each vertex class of C2 contains, as a subset, at least one vertex
class of C1.

Proof. The “only if” case is obvious. To prove the “if” case, let us assume that (i)
and (ii) hold. Let C ′

2 differ from C2 in that its set of vertex classes is a refinement of
Cls(C2) such that each class (of C ′

2) contains precisely one class of C1, and has the
same label as this one. Then C ′

2 is an NLC-candidate for G which is an immediate
extension of C1 and which can be relabeled into C2.

Lemma 4.4. Let C1 be an NLC-candidate for a graph G. If C2 is an extension of
C1 and C3 is an extension of C2 (in both cases with respect to G), then C3 is also
an extension of C1.

Proof. This is an easy consequence Lemma 4.3.

Lemma 4.5. Let C1 be an NLC-candidate for a graph G, and let C2 be an extension
of C1 with respect to G. Then there exists a mapping R2 such that ◦R2(C2) =
◦M (C ′

2) for some immediate extension C ′
2 of C1 and some mapping M which is

merge-only for C ′
2, all this with respect to G. If, in particular, the labels of C1 and

C2 are all in [k], then R2 will be partial from [k] to [k].

Proof. For each label l that occurs in C2, choose one class of C1 which is a subset
of Cl(C2, l), let l′ be the label (in C1) corresponding to the chosen class, and define
R2(l) = l′. Construct C ′

2 as in the proof of Lemma 4.3. Then the unique mapping
M satisfying ◦R2(C2) = ◦M (C ′

2) is merge-only for C ′
2. Assume now that the labels

of C1 and C2 are all in [k]. Certainly if constructed as above, R2 is then partial
from [k] to [k]. But more generally, we may also see that the labels of C ′

2 must all
belong to [k], as must then those of ◦M (C ′

2), and the claim for R2 follows.

The next lemma shows that a subterm of a decomposition can be replaced by
the term for an immediate extension.

Lemma 4.6. Let C1 and C2 be NLC-candidates for a graph G such that C2 is an
immediate extension of C1, let D1 and D2 be NLC-decompositions of C1 and C2,
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and let D be an NLC-decomposition of G containing D1 as a subterm. Then we
get a new NLC-decomposition D′ of G by first removing from D the vertices in
V(C2) \ V(C1) (see Definition 1.3), and thereafter replacing D1 by D2.

Proof. Let V∆ = V(C2) \ V(C1). Since C1 = C2 \ V∆, we know that D1 and
D2 \ V∆ define the same graph, although perhaps in different ways. Thus, D \ V∆

and D′ \ V∆ define the same graph, for the latter expression differs from the first
in that D2 \ V∆ has taken the place of D1. We get: G(D′) \ V∆ = G(D′ \ V∆) =
G(D \ V∆) = G(D) \ V∆ = G \ V∆.

To prove that G(D′) = G, it therefore remains to check the label and the
neighborhood for vertices in V∆. Let v∆ be such a vertex, and choose v1 ∈ V(C1)
such that v1 and v∆ have the same label in C2. For G(D′) we then know:

• v1 and v∆ have the same label.

• v1 and v∆ have the same neighbors in V(G) \ V(C2).

But these two statements are true for G too, as C2 is an NLC-candidate for G.
Recall now that G(D′) \V∆ = G \V∆, and note that v1 is a vertex in this graph. It
follows that v∆ has the same label in G(D′) as in G, and also that the neighborhood
of v∆ in V(G) \ V(C2) is the same in these two graphs.

We have not yet checked the neighborhood of v∆ in V(C2). In G(D′), this is
defined solely by D2. Since D2 produces C2 which is an NLC-candidate for G, the
neighborhood of v∆ in V(C2) is the same in G(D′) as in G.

We are now going to generalize Lemma 4.6 to arbitrary extensions. It should be
understood then, and in the following, that replacing a subterm D1 of an NLC-term
D by another NLC-term D2, implies a preceding removal from D of each vertex in
V(G(D2)) \ V(G(D1)).

Lemma 4.7. Let C1 and C2 be NLC-candidates for a graph G such that C2 is an
arbitrary extension of C1, let D1 and D2 be NLC-decompositions of C1 and C2, and
let D be an NLC-decomposition of G containing D1 as a subterm. Then there exists
a mapping R2, such that we get a new NLC-decomposition D′ of G by replacing D1

by ◦R2(D2).

Proof. Let us define R2, C ′
2, and M as in the proof of Lemma 4.5. Thus, ◦R2(C2) =

◦M (C ′
2). As C ′

2 is an immediate extension of C1, Lemma 4.6 shows that we get a
new NLC-decomposition D′ of G by replacing D1 in D by an NLC-decomposition
D′

2 of C ′
2. (Such a decomposition certainly exists.) Now, since M is merge-only

for C ′
2 with respect to G, Lemma 4.2 shows that D′

2 can in its turn be replaced by
◦M (D′

2). Finally, this can be replaced by the equivalent term ◦R2(D2).

Lemma 4.7 suggests that when we add a candidate C to the candidate set S, we
may be able to remove from S any candidate which C is an extension of. This is not
self-evident, though. Suppose that a decomposition hinges on a union step involving
two particular graphs. What if S contains not both of these, but extensions of them
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which happen to be nondisjoint? Obviously, we must consider what we can do with
nondisjoint candidates. In light of the discussion above about union step width,
the following observation seems to be good.

Lemma 4.8. Let C1 and C2 be NLC-candidates for a graph G, let V ∗ = V(C1) ∪
V(C2), and suppose that C1 and C2 have the vertex v in common. Then the vertex
sets Cl(C1, v) and Cl(C2, v) are subsets of the same class in PG(V ∗).

Still, we cannot perform a union step on two candidates C1 and C2 as long
as they have a vertex v in common. At first sight, this may seem to be a formal
problem. But removing v from one of the graphs may turn out to be difficult, for
v may distinguish both between vertices in some class of C1, and between vertices
in some class of C2. As the next two lemmas show, however, there is at least one
case which is easy to handle.

Lemma 4.9. Let C1 and C2 be NLC-candidates for a graph G and let v1 ∈ V(C1)\
V(C2). Then, for any label l, all vertices in Cl(C2, l) \ V(C1) are indistinguishable
in G to every vertex in Cl(C1, v1).

Proof. Let l be an arbitrary label, and suppose that v2 and v′
2 are two vertices in

Cl(C2, l)\V(C1). As they belong to the same class of C2, they are indistinguishable
to vertices outside C2, such as v1. This is conveniently expressed as {v1, v2} ∼G

{v1, v
′
2}. Now, let v′

1 be any vertex in Cl(C1, v1) other than v1 itself, if such a vertex
exists. Then v1 and v′

1 are indistinguishable to v2, as well as to v′
2, as each of these

are outside C1. That is, {v1, v2} ∼G {v′
1, v2}, and {v1, v

′
2} ∼G {v′

1, v
′
2}. It follows

that {v′
1, v2} ∼G {v′

1, v
′
2} — v2 and v′

2 are indistinguishable to v′
1.

Lemma 4.10. Let C1 and C2 be NLC-candidates for a graph G such that each
vertex class of C1 contains some vertex outside C2. Then C2 \ V(C1) is also an
NLC-candidate for G.

Proof. For each label l, we find by repeated application of Lemma 4.9 that vertices
in Cl(C2, l) \ V(C1) are indistinguishable in G to every vertex in V(C1) ∩ V(C2).
That the remaining requirements on C2 \V(C1) are met follows from the fact that
C2 is an NLC-candidate for G.

It is also possible to prove Lemma 4.10 using Lemma 4.7 by starting from a
decomposition containing a subterm for C2, as well as a subterm for an NLC-
candidate on V(C1) \ V(C2) in which each vertex has a distinct label.

By extending the union step to cover also the case described by Lemma 4.10,
we will be able to replace members of the candidate set with their extensions, as
hinted at earlier.

Specification 4.3 (Union step, extended application). Two nondisjoint NLC-
candidates C1 and C2 for a graph G are separable if either C2\V(C1) or C1\V(C2) is
also an NLC-candidate for G. When this is the case, we can get an NLC-candidate
for G on the vertex set V(C1) ∪ V(C2) through a union step, either for C1 and
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C2 \V(C1), or for C2 and C1 \V(C2). We will call this a union step for C1 and C2.
Naturally, if there is a choice, we minimize the width of this underlying operation.

Specification 4.4 (Replacement rule). Each time we have produced a new
candidate C through a union step for two members of the candidate set S, we
shall do as follows: If S already contains an extension of C, then we discard C
immediately. Otherwise we remove from S each candidate which C is an extension
of, and we then add C instead.

We need to prove that the algorithm is still correct. Before we go into the main
argument, we generalize Lemma 4.7.

Lemma 4.11. Let C1 and C2 be NLC-candidates for a graph G such that C2 is
an extension of C1, let D1 and D2 be NLC-decompositions of C1 and C2, and let
D be an NLC-decomposition of some candidate C for G such that D contains D1

as a subterm. Then there exist mappings R and R2 such that, by replacing D1 by
◦R2(D2) in D, and applying ◦R to the result, we get a decomposition of an extension
of C. If the labels of C, C1, and C2 are all in [k], then we may assume that R and
R2 are both from [k] to [k].

Proof. Let R2 be defined as in the proof of Lemma 4.5, and let D′ be the result
of replacing D1 by ◦R2(D2) in D. It follows from Lemma 4.7 (with the help of
Proposition 4.1) that the graph C ′ defined by D′ is an NLC-candidate for G. Choose
R such that ◦R(C ′) is label-compact, and call this graph C ′′. That C ′′ is an
extension of C can be seen as follows: Obviously, V(C) ⊆ V(C ′′). As C ′′ is label-
compact, vertices in one class of C cannot belong to different classes of C ′′. Thus,
condition (i) of Lemma 4.3 is satisfied. To prove condition (ii), it now suffices
to show that each vertex class of C ′′ contains vertices from C. Assume therefore
that v belongs to V(C ′′) \ V(C). This means that v ∈ V(C2) \ V(C1). As C2

is an extension of C1, condition (ii) of Lemma 4.3 tells us that the vertex class
Cl(C2, v) contains vertices from C1 also. Since Cl(C2, v) ⊆ Cl(C ′′, v), and since
V(C1) ⊆ V(C), Cl(C ′′, v) contains vertices from C.

Assume now that all labels in C, C1, and C2 are in [k]. By definition then, R2

is partial from [k] to [k]. The label set of ◦R2(C2) is a subset of that for C1. Thus,
the label set of C ′ is a subset of that for C. It follows that R too is partial from
[k] to [k].

Theorem 4.1. For each NLCk-candidate C for the input graph G, the candidate
set S contains an extension of C at the end of stage k.

Proof. We prove this by induction over candidate size, measured by number of
vertices. Naturally, we begin with the base case. Let C be an arbitrary NLCk-
candidate for G with one vertex v. At the beginning of the algorithm, an NLC-
candidate C1 consisting of the vertex v labeled with 1 is added to S. Certainly C1

is an extension of C. C1 may later be removed in favor of an extension C2 of C1,
and so on. By Lemma 4.4 though, S always contains an extension of C.
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We now turn to the inductive step. Let C be an arbitrary NLCk-candidate
for G with more than one vertex. Thus, we have C = ◦R

(
(C1) ×S (C2)

)
for

some NLCk-candidates C1 and C2. By induction, we may assume here that S
contains (at the end of stage k) an extension C ′

1 of C1. The labels of C ′
1 will

belong to [k]. Let C ′
2 be what is left of C2 when vertices in C ′

1 have been removed.
According to Lemma 4.11, there are now mappings R′ and R1 from [k] to [k] such
that C ′ = ◦R′

(
◦R

(
(◦R1(C

′
1)) ×S (C ′

2)
))

is an extension of C. From this, it also
follows that C ′

2 is an NLC-candidate. (See Proposition 4.1.) And obviously C ′
2 is in

NLCk. By induction therefore, we may also assume that S contains an extension
C ′′

2 of C ′
2, also with labels in [k]. Let C ′′

1 be what is left of C ′
1 when vertices

in C ′′
2 have been removed. By Lemma 4.11 again, there are mappings R′′ and

R2 from [k] to [k] such that C ′′ = ◦R′′
(
◦R′

(
◦R

(
(◦R1(C

′′
1 )) ×S (◦R2(C

′′
2 ))

)))
is an

extension of C ′. By Lemma 4.4 finally, C ′′ is an extension of C. It now follows
(by Proposition 4.1) that C ′′

1 is an NLC-candidate. This also tells us that C ′
1 and

C ′′
2 are separable. (Alternatively, we could have observed that each class of C ′′

2

contains vertices outside C ′
1, as C ′′

2 is an extension of C ′
2, which is, by definition

disjoint from C ′
1.) As the three outermost relabelings in the above expression for

C ′′ can be combined into one, C ′′ can therefore be obtained from C ′
1 and C ′′

2 in a
union step of width at most k.

The important thing to notice now is that this particular union step will in fact
have been considered, and thus carried out, before the end of stage k. At least from
this union step therefore, S will contain an extension of C.

4.1.3 Performance and Implementation

We have seen that the replacement rule is correct. However, it does not by itself
guarantee efficiency of the algorithm. An example by Johan H̊astad shows that it is
possible to make the candidate set exponentially big within a fixed number of stages
by performing primarily such union steps that do not result in extensions of existing
candidates. The example graph is schematic but rather simple, and it is not hard
to see what union steps one should perform instead in order to avoid this growth.
Indeed, the example fits into a hopeful picture. Candidates are manifestations of
simplicity in a graph. In various ways, it seems that if we are able to produce an
exponential number of candidates within a fixed number of stages, then most of
these candidates will be so simple in relation to each other that we should instead
be able to “fill in the gaps between them” so that we get only a polynomial number
of common extensions. If this is true, the question mainly is whether there are
simple rules that can guide us in this process.

The most obvious such rule would be to perform, in the first place, union steps
that result in extensions of existing candidates. Perhaps most important among
these union steps, and clearly the simplest to identify, are those in which the result
extends one of the operands themselves. A second rule which is probably good, is to
prioritize next those union steps which give us new candidates of smallest possible
dimension.
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Perhaps, with these additional rules, the algorithm will run in polynomial time
up to any fixed stage. With the approximate algorithm in the next section, we will
achieve this performance for sure. As a preparation for the presentation there, let
us look now at some implementation issues which pertain to the exact algorithm
also.

Representation and Surveying of Candidates

During the course of the algorithm, we need to find the vertex classes (including
labels) of candidates. We call this surveying. At the end, we also need to reconstruct
the decomposition of the input graph. In order to be space-efficient, we probably
want to represent candidates mainly with their derivations, and to survey them by
traversing these derivations to some reasonable extent. At a union step for two
disjoint candidates, we then make full use of their existing representations; if C
is defined as ◦R

(
(◦R1(C1)) ×S (◦R2(C2))

)
, we create a node for C containing the

parameters R, R1, R2, and S, as well as references to C1 and C2. We can then
survey C by surveying C1 and C2. However, if C is obtained in a union step for two
nondisjoint (but separable) candidates C1 and C2, it is not enough to refer to both
of these, as such a practice could lead to undesirably long surveying times. Instead,
if C1, for instance, is the intact part in the underlying disjoint union step, we may
keep, with the node for C, also a list of the vertex classes in C2 \V(C1), so that we
can survey C by surveying C1 and this list. This will allow us to survey a candidate
in O(kn) time, where k is the stage of the algorithm and n = |V(G)|, either by
merging vertex lists in a bottom-up way, or by composing relabeling operators from
the top and down.

One should note, of course, that when a candidate C is removed from the
candidate set, it will not always be possible to delete its representation, as this may
still be referred to by other candidates. However, these can easily be kept track of
in a list belonging to C. If this list becomes empty, the node for C can be deleted.

Match

Once the vertex classes are known for two candidates C1 and C2, the (minimum)
width, as well as the parameters, of a potential union step for C1 and C2 can be
determined. We say that we match C1 and C2.

Lemma 4.12. Two candidates can be matched in O(kn) time, where k is the
number of labels in them, and n = |V(G)|.

Proof. Let C1 and C2 be the two candidates to be matched. First, we need to
compute PG(V ∗) for V ∗ = V(C1) ∪ V(C2). It suffices to collect one vertex from
each vertex class in C1 and C2, and then split this collection when necessary, while
looping over V(G) \ V ∗. Second, if C1 and C2 are nondisjoint, we also have to
determine if they are separable. Consider C2 \ V(C1) for example. For less than k
vertices in C1 do we need to check whether any vertex class in C2 \ V(C1) will be
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split. When all this has been done, the width and the union step parameters can
be determined in O(k2) time.

4.2 A Polynomial-Time Approximative Algorithm

4.2.1 Abstract Derivations

To get a better grip of the candidate set, we shall now see what we can do when
nondisjoint candidates are not separable.

Definition 4.7 (Abstract union step). Let C1 and C2 be label-compact NLC-
candidates for a graph G, and let V ∗ = V(C1)∪V(C2). An abstract union step for
C1 and C2 with respect to G produces a label-compact NLC-candidate C for G on
the vertex set V ∗. The nominal width of this abstract union step is the maximum
of the dimensions of C1, C2, and C.

To distinguish between union steps as defined previously, and abstract union
steps, the former will sometimes be called concrete, and their widths actual. Hence,
the derivations we have been concerned with so far are concrete union step deriva-
tions, and the width of such a derivation is the largest actual width among its union
steps. An abstract union step derivation will now be a derivation consisting of ab-
stract union steps; its nominal width is the largest nominal width among these.
Notice that a concrete union step always can be regarded as abstract.

An abstract union step producing a candidate C from candidates C1 and C2

may be represented by a node for C with the usual parameters R, R1, R2, and S,
and links to C1 and C2. As in the nondisjoint but separable case, we also need a
specific representation of either C1\V(C2) or C2\V(C1) in order to allow for efficient
surveying (the same method and complexity as before). Note that in general, S
can make sense only for edges between C1 \ V(C2) and C2 \ V(C1). We will not
need S though; below, when we transform an abstract derivation into a concrete
derivation, we will look up the edges in G instead. What is important, however,
is that we specify R1 and R2 for each vertex class in C1 and C2 respectively, that
is, also for classes lying entirely in the common vertex set; we need to know that
◦R(◦R1(C1)) = C |V(C1), and correspondingly for C2. The value of an abstract
union step derivation is now made clear by the next theorem.

Theorem 4.2. Let G be a graph with n vertices, and let D be an abstract union
step derivation of G with nominal width k. Then there exists a concrete union step
derivation (and thus an NLC-decomposition) of G with width at most k log n.

Proof. We shall define a linear derivation of G, that is, a derivation which adds
one vertex at a time. Actually, it might be possible to use parts of D as they are,
but a complete linearization is simpler to describe, so we will keep to that. We
are going to transform D, and we need to think of it as a tree. Throughout the
transformation, each leaf of D corresponds to a vertex of G, and for any node x in
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D, V(x) denotes the vertex set in G corresponding to all the leaves under x. We
call this the vertex set induced by x.

Initially, a node x corresponds to a label-compact NLC-candidate on V(x).
Importantly, the dimension of this candidate is at most k. If x represents an
abstract union step, the vertex sets induced by the children of x will in general be
nondisjoint. We shall now reorder D and get rid of the leaf multiplicity. Let us first
look at a simple description that defines what the transformed tree should look like.
We begin with x being the root of D. Assuming in general that x is a parent node,
we do as follows: We first exchange, if necessary, the child subtrees of x, so that,
with l and r denoting the left and right child respectively, we get |V(l)| ≥ |V(r)|.
From the right subtree we then remove each leaf whose corresponding vertex is
already represented in the left subtree. This gives us |V(r)| ≤ |V(x)|/2. Finally,
we apply this procedure recursively to the children of x. Now, to compute this
transformed tree efficiently, we have to avoid handling all the multiple leaves of D.
Note that despite these, we can find V(l) and V(r) in O(kn) time by surveying as
previously described. Then, instead of pruning D from the leaves and up, we can
pass down information about which vertices of G should still be valid for each child
subtree. If a child corresponds to no valid vertices, we can get rid of the parent
node. And when a child corresponds to one valid vertex, we can exchange the child
subtree for a single vertex node. This way, we can transform D in O(kn2) time.

D now consists of only disjoint union steps. The edge-specifying S-parameters
of these no longer make sense, so the edges of G cannot be deduced from D. Still,
if we consider all these S-parameters as empty, a node x in D defines an edgeless
subgraph C ′ of the NLC-candidate C it formerly corresponded to, and the vertices
of C ′ have the same labels in that graph as in C. Two vertices u and v in the same
vertex class of C ′ may be distinguished by a vertex in V(C) \V(C ′). However, if y
is a leaf of D located to the right of the leaves under x, then y must correspond to
a vertex which is not in V(C), and which cannot distinguish between u and v.

We should now observe that on the path from the root of D down to any leaf
y, there hangs at most log n (that is, log2 n) subtrees to the left. As we have just
argued, each such subtree corresponds to a labeled graph with at most k vertex
classes, and within each such class, vertices are uniformly labeled in G, as well as
indistinguishable in G to any vertex whose leaf is y, or lies to the right of y in D.
This means that a label-compact NLC-candidate on the vertex set corresponding
to the leaves to the left of y can have at most k log n vertex classes. Notice that
y was chosen arbitrarily. It follows immediately that we need at most k log n + 1
labels for a concrete linear derivation L of G that corresponds to the present order
of leaves in D.

In fact, we need at most k log n labels, for if there hangs exactly �log n� subtrees
to the left on the path from the root of D to a leaf y, then y must be the right child
of its parent x, and the left subtree of x may have at most two leaves. Consider
first the case of only one such leaf. If k ≥ 2, there is an unused label among those
“allowed” for the left subtree. No temporary label is then needed for the union step
in L that corresponds to y. And apparently, if k = 1, no temporary label is needed



4.2. A Polynomial-Time Approximative Algorithm 49

either. Consider now the case of two leaves in the left subtree of x. Again, if k = 1,
no temporary label will be needed in the union step for y. If k ≥ 2, however, this
union step may have width k�log n�+1. But as there are now three leaves under x,
and �log n� − 1 remaining subtrees to the left on the path from x to the root of D,
we know that 3 · 2�log n�−1 ≤ n, which for k ≥ 2 means that k�log n� + 1 ≤ k log n.

The simplest way to find the parameters of a linear derivation corresponding
to the leaf order in D, is to perform an ordinary match for one vertex at a time,
together with the NLC-candidate already obtained from the previous vertices. This
will take a total of O(kn2 log n) time. A faster (but not necessarily label-optimal)
way is to make use of the label information we already have in D. Consider again
the path from the root of D down to any leaf y, and the subtrees hanging to the
left on this path. The natural idea is that, when y is added to the candidate so far
obtained, the vertices corresponding to the first of the mentioned subtrees should
have labels in {1, . . . , k}, those corresponding to the second subtree should have
labels in {k + 1, . . . , 2k}, and so on. Such a derivation can be arranged through a
post-order transformation of D in which we keep count of the accumulated number
of branchings to the right. Internal nodes in D can then be processed in O(k)
time, but at a leaf we have to check (in G) one vertex from each vertex class of the
candidate produced so far, in order to specify the new edges correctly. Hence, the
post-order transformation takes O(kn log n) time.

Specification 4.5 (Approximation algorithm). We extend the exact algorithm
by performing, at each stage k, also abstract union steps of nominal width at most
k.

The approximation algorithm will give us an abstract union step derivation of
minimal nominal width. We shall not prove this though, since, for our purposes, it
suffices to note that Theorem 4.1 still holds; in the proof of that theorem, there is
in fact no requirement that the extensions C ′

1 and C ′′
2 themselves belong to NLCk.

Thus, if the input graph G has NLC-width k, we will find an abstract derivation
of G with nominal width at most k before the end of stage k. To reach this point
quickly, we shall prioritize certain union steps that make the replacement rule come
into effect. A new concept will help us then:

Definition 4.8 (Representative). A set of vertices R is a representative for
an NLC-candidate C if R contains at least one vertex from each vertex class in C.
Regarded as a representative, R is introduced when, for the first time, the candidate
set is augmented with a candidate which R can represent.

The next lemma, which follows easily from Lemma 4.3, shows that once a repre-
sentative has been introduced, it will (that is, can) always represent some member
of the candidate set.

Lemma 4.13. Let C1 and C2 be NLC-candidates for a graph G such that C2 is an
extension of C1. Then a representative for C1 is also a representative for C2.
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We shall now identify a particular situation in which the abstract union step
will be of great importance.

Lemma 4.14. Let C1 and C2, of the dimensions d1 and d2 respectively, be label-
compact NLC-candidates for a graph G, and suppose that they have a representative
R in common. Then an abstract union step for C1 and C2 with respect to G has
nominal width max{d1, d2}, and the outcome C of such a step is an extension of
both C1 and C2.

Proof. As C is label-compact, each vertex class of C1 and C2 is a subset of some
vertex class in C. On the other hand, by applying Lemma 4.8 to each vertex in R,
we cover all the vertices in C, so each vertex class of C contains at least one vertex
class of C1 and C2 respectively. By Lemma 4.3 then, C is an extension of both C1

and C2. Obviously, the dimension of C can exceed neither d1 nor d2 — hence the
value for the nominal width.

Remark 4.2. C1 and C2 have a common representative R if and only if each vertex
class of C1 intersects C2 and vice versa. Note though that |R| may have to be
greater than both d1 and d2.

We follow up with an observation which, together with the preceding lemma,
reveals very clearly the nature of the algorithm below.

Lemma 4.15. Let C be an NLC-candidate for a graph G, and assume that the
candidate set S does not contain any extension of C. Then, for any k satisfying
dimC ≤ k ≤ |V(C)|, either C, if now added to S, introduces some representative of
size k, or else C has common representatives of size k with at least two candidates
in S.

Proof. Assume that all representatives for C of size k have already been introduced.
Let R1 be one of these. It thus represents also some member C1 of S. Now, as
C1 (which is label-compact) may not be an extension of C, C contains a vertex
outside C1. (The proof of this is similar to that for Lemma 4.14.) Let R2 be a
representative for C of size k containing this vertex. R2 then represents also some
member C2 of S different from C1.

4.2.2 The Abstract Derivation Algorithm

Linksearch

In order to keep down the size of the candidate set S, we are going to “apply”
Lemma 4.14 whenever possible, so that the members of S do not have representa-
tives in common. Before we go into the details of this, we need to look at a data
structure that we will use to speed up the algorithm. We shall keep, at stage k, a
table of all representatives of size at most k. With registering a representative R
to a candidate C, we mean marking in the table that R is a representative for C.
We register R at most once. Simply stated, when we remove a candidate C from



4.2. A Polynomial-Time Approximative Algorithm 51

S, we keep the node for C with a link to the replacing candidate (which has more
vertices). Once R has been registered, we will be able to find its current member
of S by a linksearch in O(n) time.

Inspection, Sweep

When a candidate C has been formed, the first thing we want to find out is whether
S already contains a candidate which is an extension of C. It is the main purpose
of the table of representatives to assist us in this. If the table contained all rep-
resentatives introduced so far, things would be rather simple. However, it may be
costly to make sure that the table is always “up to date”. The inspection procedure
for a new-formed candidate C is therefore a little complicated:

We begin to go through the representatives for C. As long as they are not
registered, we register them to C. If we find one which is already registered, we
follow the links to its current candidate C ′. If this is an extension of C (case 1), we
are not going to add C to S. Yet, if we have registered representatives to C, we keep
the node for C, with a link to C ′, so that we do not lose the new registrations. The
inspection is then over. If C ′ is not an extension of C (case 2), no other member
of S could be so either (such a candidate would have a representative in common
with C ′), so fundamentally, C should now be added to S. However, as we do not
want members of S to have common representatives, we are first going to apply
Lemma 4.14 as long as possible, before the resulting extension of C should finally be
considered “added” to S. To find and carry out these Lemma 4.14 applications, we
are mainly going to rely on the sweep procedure, defined below. First though, we
might as well try to exploit the table of representatives once more. To begin with,
we can remove C ′ from S and replace C with an extension of both. (The details
are the same as in a sweep.) Now, as the label-compact C ′ is not an extension
of C, C contains a vertex outside C ′. Hence, C (and thus the common extension
too) also has one or more representatives which are not representatives for C ′. We
can easily find at least one; if it is not registered, we register it; if it already is,
we follow the links and apply Lemma 4.14 again. After this, it might no longer be
useful to look in the table, so instead we send the most recent extension of C to
the sweep procedure, which will find and take care of any remaining applications
of the lemma. The inspection is then over. In summary, we have seen what to do
if we find, via the table, a member of S sharing a representative with C. There
remains the possibility that we find no previously registered representative for C
(case 3). The table does then not tell us what to do with this candidate. This too
we resolve with a call to the sweep procedure.

In general, a sweep for a candidate C goes as follows: We compare C with the
members of S until we find one, C ′, sharing a representative (of any size) with C. If
C ′ is an extension of C, we link C to C ′, and the sweep is over. If C is an extension
of C ′, we link C ′ to C, remove C ′ from S, and continue to compare C with the
remaining members of S. Otherwise, we let C ′′ be the outcome of a concrete or
abstract union step for C and C ′; we link both of these to C ′′, we remove C ′ from
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S, and we terminate the current sweep, starting instead a new sweep for C ′′. If, in
this way, we reach the end of S (such that we would have continued with another
member, if there was one), we add C to S.

The Main Procedure

Now that we have looked at the inspection procedure, we are ready for a description
of the entire abstract derivation algorithm. To be able to match candidates in a
systematic way, we will keep the candidate set S divided into two parts: a core
set, whose members have all been matched against each other, and a waiting list
containing remaining candidates.

We begin stage k by extending the table of representatives to encompass ele-
ments of size k also. For each candidate in S, we register all representatives of
this size. As no two members of S have a common representative of any size, this
registration is cheap, and it will probably pay off. We then empty the core set and
put all the candidates of S in the waiting list. We are now ready to begin the main
loop of stage k:

As long as there are candidates in the waiting list, we take one, C, and we match
this against each member of the core set. If we find that a concrete or abstract
union step can be performed with at most k labels, we stop for a moment, and we
send the outcome of this to the inspection procedure. If the result of that is that
a new candidate should be added to S, we place this in the waiting list. By now,
C may have been removed from S. If so, we go on to the next candidate in the
waiting list. Otherwise, we return to C and the next remaining member of the core
set. If the entire core set has been matched with C already, C itself is added there,
and we continue with another candidate in the waiting list. When this is empty,
stage k is over.

Correctness and Analysis

To see that the abstract derivation algorithm is correct, just note that it implements
Specifications 4.1 through 4.5. (The fact that a new candidate is not considered
added to the candidate set until it has passed the inspection procedure does not
change the process itself.)

We shall now analyze the abstract derivation algorithm. We will arrive at the
following:

Theorem 4.3. The abstract derivation algorithm runs in O(n2k+1) time and
O(nk+1) space up to stage k.

We can observe first that there are Ak =
∑k

i=1

(
n
i

)
representatives of size at

most k. So obviously, the registration operations make up a diminishing part of
the overall time consumption, and we shall therefore disregard them below.

In the sweep procedure, we compare two candidates directly in order to see if
they have a common representative. If they have, we also determine if one of them
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is an extension of the other. We shall refer to either of these tasks as a comparison.
Strictly speaking, a comparison can be conducted in O(n) time. However, we
naturally want to include the time to survey the candidates in question. We shall
allow the latter to be O(kn), as this will not impair the total result. Thus, both
comparison and match will be O(kn)-time tasks.

Let us also observe that a match often is followed by a linksearch, which in its
turn is generally followed by a comparison. We shall attribute the cost of all of
this to the match. As each linksearch is caused by “its own” match, we need not
mention linksearches and their associated comparisons again.

Finally, we note that a union step can be stored in O(n) time and space. The-
orem 4.3 now follows from the below lemma.

Lemma 4.16. The main procedure performs at most Ak
2 + O(n2k−1) matches up

to stage k. At most 2Ak of these add a candidate to S. In connection with them,
the inspection procedure may perform another 2Ak matches. Hence, at most 4Ak

union steps may have to be stored. In addition, up to Ak
2 comparisons may be

performed by the sweep procedure.

Proof. A call to the inspection procedure for a candidate C turns out in one of the
following ways:

1. The first representative we check leads to a candidate which is an extension
of C.

Result: The candidate set S does not change. Nothing needs to be stored.

2. The first representative we check leads to a candidate which is not an exten-
sion of C. The second representative we check is also registered already.

Result: One new candidate is added to S, and at least two are removed. We
perform at most one match per removal. The number of sweeps equals the
total reduction in the size of S, that is, the number of removals minus one.
We have to store the union step that gave us C, and perhaps some that led
to removals.

3. At least one representative gets registered.

Result: Perhaps a new candidate is added to S. If so, perhaps some are
removed as well. At worst, we perform one sweep first, and then one match
and sweep per removed candidate. We may have to store the union step that
gave us C, and perhaps some that led to removals.

As there are only Ak representatives of size at most k, case 3 can occur at most
Ak times. This adds at most Ak candidates to S. Hence, case 2 can occur at most
Ak times as well. So at most 2Ak of the matches performed in the main procedure
adds a candidate to S. The number of matches performed in the inspection pro-
cedure is then bounded by 2Ak, as each of these removes a candidate from S. It
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follows that the number of union steps that may have to be stored is bounded by
4Ak.

We can also see that at most 2Ak sweeps are performed: up to Ak “first” sweeps
in case 3 (at which |S| may be incremented), and then at most Ak other sweeps (at
which |S| is decremented). |S| is always bounded by Ak, but if all 2Ak sweeps are
performed, the average size of |S| is at most Ak/2. In any case, sweeps stand for
at most Ak

2 comparisons.
It remains to compute the total number of matches performed by the main

procedure. Consider stage i. The candidates in the waiting list are of two types:

(i) Candidates that remained in S at the end of the previous stage. There are at
most Ai−1 of these. (Let A0 = 0.)

(ii) New candidates produced during stage i. Let us say that there are Ni of
these.

We shall sum differently for these two types. Consider type (i) first. At stage i
the size of the core set is bounded by Ai. Up to stage k, the number of matches with
a waiting list candidate of type (i) is therefore bounded by

∑k
i=1 AiAi−1, which is

O(n2k−1).
Consider type (ii) now. We already know that

∑k
i=1 Ni ≤ 2Ak. We also know

that at most Ak of the new candidates lead to an increment in |S|. The remaining
ones lead to decrements instead. As the core set is a subset of S, the number of
matches with a waiting list candidate of type (ii) is bounded by A2

k. (Compare with
the counting of sweeps above.)

4.2.3 Conclusion

For any given graph G of NLC-width at most k, the above algorithm gives us
an abstract union step derivation of nominal width k or less in O(n2k+1) time
and O(nk+1) space. Certainly within these resource bounds, we can convert this
derivation to an NLCk log n-decomposition as in the proof of Theorem 4.2.



Chapter 5

Further Results for
NLC-Width and
Clique-Width

The main finding in this chapter is that a randomly generated unlabeled graph on
a set of n vertices (see below) is very likely to have NLC-width and clique-width
almost n/2 and n respectively, provided that n is sufficiently large. This means that
we cannot expect a graph to have small width unless there is a particular reason
for it. The precise formulations below will also show that the transformation of
NLC-decompositions into corresponding clique-decompositions that was presented
in Chapter 2 is rather optimal for graphs in general. As a complement to this, we
shall see that the other transformation in Chapter 2 (of clique-decompositions into
corresponding NLC-decompositions) is just as optimal.

5.1 Upper Bounds

Before we go on to the random graph results, let us first look at upper bounds.
Consider NLC-width first:

Theorem 5.1. Let G be an unlabeled graph with n vertices. Then nlcwd(G) ≤
�n/2�.

Proof. Divide the vertex set of G into two parts, V1 and V2, each of size at most
k = �n/2�, and let G1 and G2 be the subgraphs of G induced by V1 and V2.
Furthermore, let G′

1 be a variant of G1 in which each vertex has a unique label in
{1, . . . , k}, and let G′

2 correspond to G2 similarly. Finally, let D1 and D2 be NLCk-
decompositions of G′

1 and G′
2. It is now trivial to define S such that (D1)×S (D2)

is an NLCk-decomposition of G.

55
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Consider now the clique-width of an unlabeled graph with n vertices. Obviously,
this cannot be larger than n. We can get a slightly better bound by modifying the
idea in the previous proof. Below is presented a new version of Theorem 5 in [18],
improved according to a suggestion by Frank Gurski.

Theorem 5.2. Let G be an unlabeled graph with n vertices. Then cwd(G) ≤ n−k,
as long as 2k < n − k.

Proof. Let k satisfy the above inequality, and divide the vertex set of G into two
parts, V1 and V2, of sizes n − k and k respectively. Let G1 be the subgraph of G
induced by V1. Notice that from a vertex in V1, there may be edges to V2 in only
2k ways — we can say that the vertices in V1 belong to at most 2k neighborhood
classes with respect to V2. Thus, to construct G using at most n − k labels, let
us first construct a variant of G1 in which each vertex is perhaps uniquely labeled,
and thereafter relabel this so that each of the mentioned neighborhood classes
corresponds to its own label among {1, . . . , 2k}. We can then add a vertex from
V2 labeled with 2k + 1, draw its edges to the other vertices in the graph obtained
so far, and thereafter relabel again, this time in accordance with at most 2k−1

neighborhood classes, and so on.

5.2 Results for Random Graphs

We shall now study the widths of randomly generated graphs. Let G(n, p) denote
an unlabeled graph with n vertices in which each potential edge has been included
in the edge set with independent probability p. Below is presented asymptotic
results for the NLC-width (Theorem 5.3) and clique-width (Theorem 5.4) of such
a graph. Actually, the first of these results follows from the second with the help
of Theorem 2.1. However, for clique-width the argument is quite complicated. A
direct proof is therefore given for NLC-width; this proof also serves as a preparation
for the clique-width case. Throughout, Pr [·] will denote the probability of an event,
and E [·] the expectancy of a value.

5.2.1 The NLC-Width of a Random Graph

We shall obtain the following:

Theorem 5.3. Let 0 < p < 1 and 0 < α < 1. Then

lim
n→∞

Pr [nlcwd(G(n, p)) ≤ αn/2] = 0.

Proof. We begin by choosing a number γ in (α, 1), that is, such that α < γ < 1.
Having done this, let us first examine what it means for a graph G on n vertices to
have NLC-width at most k. Let T be a decomposition tree for G. Thus, the leaves
of T correspond to the vertices of G. Provided that γn > 1, T then has a subtree
t with nt leaves, such that γn/2 ≤ nt < γn. (To see this, let us start at the root of
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T . Certainly we have γn or more leaves below. Going downwards, at some point
we find these leaves divided between two subtrees. If, among these, we can find one
with γn or more leaves, we repeat the process from there. When this is no longer
possible, at least one of the subtrees will have γn/2 or more leaves.)

Notice here that t corresponds to an induced subgraph Gt of G with nt vertices.
From each of these, there can be edges to the remaining n − nt vertices of G in
2n−nt ways. Thus, each vertex in Gt belongs to one of 2n−nt neighborhood classes
with respect to the vertices outside Gt. However, at most k of these classes can
really be represented, for t uses at most k labels, and vertices with the same label
in G(t) naturally belong to the same neighborhood class with respect to vertices
outside Gt.

We are now ready to study the width of a random graph. Let G = G(n, p).
Then

Pr [nlcwd(G) ≤ k]
≤ Pr [G has an induced subgraph Gt as described above]
≤ E [the number of such subgraphs]

=
�γn�∑

i=	γn/2


(
n

i

)
Pr

[
i specific vertices belong to
≤ k out of 2n−i classes

]
.

When we analyze this, a change of terminology will be helpful. Imagine that balls
are thrown at a set of bins. Each ball can end up in at most one bin, and each bin
is associated with a probability that any particular ball will land in it. Also assume
that different throws are independent. Pdist(i, k, S) then denotes the probability
that at most k of the bins in a bin set S become occupied (that is, nonempty) when
i balls are thrown.

By specifying their probabilities suitably, we can make bins correspond to the
abovementioned neighborhood classes. Notice that with respect to d particular
vertices, the neighborhood class of any other vertex depends on its own potential
edges to these d vertices. And in the graph G(n, p), any assignment of j edges out
of d occurs with probability pj(1−p)d−j . As

(
d
j

)
such assignments are possible, the

bin set below is just what we are looking for.

Definition 5.1. Let Bernoullid,p be the bin set made up as follows: For each
j ∈ {0, . . . , d}, there are

(
d
j

)
bins with associated probability pj(1 − p)d−j . Thus,

there are 2d bins, all in all.

We now have

Pr
[

i specific vertices belong to
≤ k out of 2n−i classes

]
= Pdist(i, k,Bernoullin−i,p),

so

Pr [nlcwd(G) ≤ k] ≤
�γn�∑

i=	γn/2


(
n

i

)
Pdist(i, k,Bernoullin−i,p).
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Let us see where this can lead.

Lemma 5.1. Let b, b1, and b2 be three members of a bin set S, and let the prob-
abilities for b1 and b2 be p1 and p2. Define a new bin set S1, differing from S
in that b and b1 are regarded as one combined bin. Similarly, define S2 by re-
garding instead b and b2 as one combined bin. Also, suppose that p1 ≤ p2. Then
Pdist(i, k, S1) ≤ Pdist(i, k, S2).

Proof. We have

Pdist(i, k, S1) − Pdist(i, k, S)

= Pr
[

b1, b, and k − 1 other bins become occupied
when i balls are thrown on S.

]

≤ Pr
[

b2, b, and k − 1 other bins become occupied
when i balls are thrown on S.

]
= Pdist(i, k, S2) − Pdist(i, k, S),

and the lemma follows.

Lemma 5.2. Let b1 and b2 be two members of the bin set S, such that the probability
for b1 is less than or equal to that for b2. Starting from S, define a new bin set
S′ by reducing the probability of b1, and increasing the probability of b2 by an equal
amount. Then Pdist(i, k, S) ≤ Pdist(i, k, S′).

Proof. This follows from Lemma 5.1.

Lemma 5.3. If the bin set S contains a bin whose probability is zero, this bin can
be removed from S without changing the value of Pdist(i, k, S).

Definition 5.2. Let UniformN be the bin set consisting of N bins, each with
probability 1/N .

Lemma 5.4. Pdist(i, k,Bernoullid,p) ≤ Pdist(i, k,Uniform�(1/p̂)d�), where p̂ is the
maximum of p and 1 − p.

Proof. This follows from Lemmas 5.2 and 5.3. Notice that in Bernoullid,p, the
greatest bin probability is p̂d. Move probability from “smaller” to “greater” bins,
and remove bins whose probability have been reduced to zero, until �(1/p̂)d� “equal”
bins remain.

Lemma 5.5. Pdist(i, k,UniformN ) ≤ ( k
N )i−kek (assuming k ≤ N).
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Proof. As the bin probabilities of UniformN sum to one, each ball will fall into
some bin. The number of ways to distribute i balls into at most k bins is then at
most (

N

k

)
ki ≤ Nk

k!
ki ≤ Nk

(k
e )k

ki.

(The latter inequality was obtained using Sterling’s formula.) The total number of
ways to distribute i balls is N i. Since all bins have equal probability, we find that
Pdist(i, k,UniformN ) ≤ Nk−iki−kek.

Lemma 5.6. Let 0 < c < 1, 0 < p < 1, and 0 < c1 < c2 < 1. Then

�c2n�∑
i=	c1n


(
n

i

)
Pdist(i, �ci�,Bernoullin−i,p) → 0

as n → ∞.

Proof. Let p̂ be the maximum of p and 1 − p. Using Lemmas 5.4 and 5.5, we find
that

�c2n�∑
i=	c1n


(
n

i

)
Pdist(i, �ci�,Bernoullin−i,p)

≤
�c2n�∑

i=	c1n


(
n

i

)
Pdist(i, �ci�,Uniform�(1/p̂)n−i�)

≤
�c2n�∑

i=	c1n


(
n

i

)(
�ci�

�(1/p̂)n−i�

)i−�ci�
e�ci�

≤
�c2n�∑

i=	c1n


(
n

i

)(
cc2n

�(1/p̂)(1−c2)n�

)i−�ci�
ecc2n.

For large enough n, this is less than or equal to

2n

(
cc2n

�(1/p̂)(1−c2)n�

)(1−c)c1n

ecc2n

=

[
2

(
cc2n

�(1/p̂)(1−c2)n�

)(1−c)c1

ecc2

]n

,

which goes to zero as n → ∞.

Lemma 5.7. Pdist(i, k, S) ≤ Pdist(i, k + 1, S).
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We now continue with the proof of Theorem 5.3. Letting k = �αn/2�, we have:

Pr [nlcwd(G) ≤ αn/2]

≤
�γn�∑

i=	γn/2


(
n

i

)
Pdist(i, �αn/2�,Bernoullin−i,p).

To bound this using Lemma 5.6, choose a constant c satisfying α/γ < c < 1. Then
c > �αn/2�/�γn/2�, so �ci� ≥ �αn/2� for all i in the summation interval. By
Lemma 5.7, we get

Pr [nlcwd(G) ≤ αn/2]

≤
�γn�∑

i=	γn/2


(
n

i

)
Pdist(i, �ci�,Bernoullin−i,p),

which goes to zero when n → ∞, as Lemma 5.6 shows.

5.2.2 The Clique-Width of a Random Graph

The reader is supposed to be familiar with the proof of Theorem 5.3 when we show
the following:

Theorem 5.4. Let 0 < p < 1 and 0 < α < 1. Then

lim
n→∞

Pr [cwd(G(n, p)) ≤ αn] = 0.

Proof. Choose c and γ in (0, 1) such that γ2 > α and cγ > α, and let k = �αn�. We
begin by examining what it means for a graph G on n vertices to have clique-width
at most k. Let T be a decomposition tree for G. Provided that γn > 1, T satisfies
at least one of the following cases:

• T has a subtree t with nt leaves, such that γ2n ≤ nt < γn.

• T has a subtree t with at least γn leaves, and these are divided between two
subtrees t1 and t2, each of which has more than (γ − γ2)n but less than γ2n
leaves.

(To see this, let us start at the root of T . Certainly we have γn or more leaves
below. Going downwards, at some point we find these leaves divided between two
subtrees. If, among these, we can find one with γn or more leaves, we repeat the
process from there. When this is no longer possible, it could still be that among
the two subtrees, there is one with γ2n or more leaves. We then have the first case
above; otherwise, we have the second. Notice that if t has at least γn leaves, and
t1 less than γ2n, then t2 has more than (γ − γ2)n leaves, and vice versa.)

Because of the correspondence between T and G, we find that G satisfies at
least one of the following:
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Case 1. G has an induced subgraph Gt with at least γ2n but less than γn
vertices, which belong to at most k neighborhood classes with respect to the
remaining vertices of G.

Case 2. G has two disjoint induced subgraphs G1 and G2 with more than
(γ − γ2)n but less than γ2n vertices each, and with at least γn vertices to-
gether, which can be labeled with numbers in [k] so that the following holds:
Vertices with the same label in G1 have the same neighbors among vertices
outside G1. Naturally, the corresponding is true for G2. Moreover, if there is
an edge between a vertex with label l1 in G1, and a vertex with label l2 in G2,
then l1 �= l2, and there is an edge between any two vertices in V(G1)∪V(G2)
with these labels. (To see all of this, just consider the labeled graphs defined
by t1 and t2.)

We are now going to divide Case 2 into two subcases. Assume that we have
labeled G, and thereby G1 and G2, such that the above requirement is met. Let
n1 and n2 be the number of vertices in G1 and G2 respectively. Notice that if G1

contains cn1 or more labels, and G2 contains cn2 or more, then at least c(n1 +n2)−
k ≥ cγn−αn labels must be common to G1 and G2. Let us define β = cγ −α, and
note that we have already chosen c and γ so that 0 < β < 1. At least one of the
following will apply:

Case 2a. G1 was labeled with less than cn1 labels, or G2 was labeled with
less than cn2 labels. Without loss of generality, we may assume the first of
these. We shall use the fact that the vertices of G1 then belong to at most
�cn1� neighborhood classes with respect to the vertices outside G1.

Case 2b. At least βn labels are common to G1 and G2. Without loss of
generality, we may assume that 1, . . . , �βn� are such common labels. Let H1

and H2 be induced subgraphs of G1 and G2 respectively, in which we have
kept one vertex for each label among 1, . . . , �βn�. We shall use the fact that
if there is an edge (in G) between a vertex with label l1 in H1, and a vertex
with label l2 in H2, then there is an edge between any two vertices in H1∪H2

with these labels.

We are ready to study the width of a random graph. Let G = G(n, p), and
recall that k is defined as �αn�. We have:

Pr [cwd(G) ≤ k]
≤ Pr [G satisfies at least one of Case 1, Case 2a, and Case 2b]
≤ Pr [Case 1] + Pr [Case 2a] + Pr [Case 2b] .

We shall now show that these probabilities all approach zero as n → ∞. Thereby,
the proof will be complete.
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Case 1. We have:

Pr [G satisfies Case 1]
= Pr [G has an induced subgraph Gt as described above]
≤ E [the number of such subgraphs]

=
�γn�∑

i=	γ2n


(
n

i

)
Pr

[
i specific vertices belong to
≤ �αn� out of 2n−i classes

]

=
�γn�∑

i=	γ2n


(
n

i

)
Pdist(i, �αn�,Bernoullin−i,p).

To bound this using Lemma 5.6, choose a constant c′ satisfying α/γ2 < c′ < 1.
Then c′ > �αn�/�γ2n�, so �c′i� ≥ �αn� for all i in the summation interval. By
Lemma 5.7, we get

Pr [G satisfies Case 1]

≤
�γn�∑

i=	γ2n


(
n

i

)
Pdist(i, �c′i�,Bernoullin−i,p),

which goes to zero when n → ∞, as Lemma 5.6 shows.

Case 2a. We have:

Pr [G satisfies Case 2a]
= Pr [G has an induced subgraph corresponding to G1 above]
≤ E [the number of such subgraphs]

=
�γ2n�∑

i=	(γ−γ2)n


(
n

i

)
Pr

[
i specific vertices belong to
≤ �ci� out of 2n−i classes

]

=
�γ2n�∑

i=	(γ−γ2)n


(
n

i

)
Pdist(i, �ci�,Bernoullin−i,p).

By Lemma 5.6, this goes to zero as n → ∞.

Case 2b. We have:

Pr [G satisfies Case 2b]

= Pr
[

G has a pair of induced subgraphs
corresponding to H1 and H2 above

]
≤ E [the number of such pairs] .

To bound this, let us first consider two particular disjoint vertex sets V1 and V2 of
size b = �βn�, and study the probability that edges will occur in such a way that
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we can label V1 and V2 according to the requirements on H1 and H2. There are
b! essentially different labelings we can try, each one corresponding to a bijection
from V1 to V2. For a particular labeling, we shall now bound the probability that
the outcome of edges will make the labeling “successful”. Consider an arbitrary
pair of distinct labels l1 and l2:

• With probability (1 − p)2, there will be no edge between the l1-vertex in V1

and the l2-vertex in V2, and no edge between the l2-vertex in V1 and the
l1-vertex in V2. This outcome is always “allowed”.

• With probability 2p(1 − p), there will be an edge between the l1-vertex in
V1 and the l2-vertex in V2, but no edge between the l2-vertex in V1 and the
l1-vertex in V2, or vice versa. This outcome is not allowed.

• With probability p2, there will be an edge between the l1-vertex in V1 and the
l2-vertex in V2, and an edge between the l2-vertex in V1 and the l1-vertex in
V2. This outcome is allowed only if there is also an edge between the l1- and
l2-vertices in V1, and one between the l1- and l2-vertices in V2. This occurs
with probability p2.

It is clear that the outcome of edges between vertices with labels l1 and l2 will be
acceptable with a fixed probability δ < 1. Since there are b(b−1)/2 label pairs, the
outcome of all edges will make a particular labeling of V1 and V2 successful with
probability less than δb(b−1)/2. (This is a strict inequality since, in addition, no
edge from V1 to V2 may join two vertices with the same label.) Consequently, the
probability that at least one of the possible labelings of V1 and V2 will be successful
is less than b!δb(b−1)/2.

Summing finally over different choices of V1 and V2, we get:

Pr [G satisfies Case 2b]

≤ 1
2

(
n

b

)(
n − b

b

)
b!δb(b−1)/2

≤ n2bδb(b−1)/2

=
[
n2δ(b−1)/2

]b

,

which goes to zero as n → ∞.

5.3 A Family of Graphs with NLC-Width and
Clique-Width Almost Equal

We shall now conclude by justifying the claims at the end of Section 2.2. To
begin with, it follows from Theorem 5.4 that for any c < 2 and any sufficiently
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large n, there is a graph G with n vertices satisfying cwd(G) > c/2 · n. At the
same time, assuming n is even, Theorem 5.1 shows that nlcwd(G) ≤ n/2. Hence,
cwd(G) > c · nlcwd(G).

It remains to show that for any c < 1, there is also a graph G satisfying
nlcwd(G) > c · cwd(G). It suffices to consider the graph G in Theorem 5.5 be-
low. We have

nlcwd(G)
cwd(G)

≥ d − 1
d + 1

,

which is greater than c if d is large enough.

Theorem 5.5. Let G be the (bipartite) graph with vertex set V ∪ W , where V =
{v0, . . . , vd−1} and W = {w0, . . . , w2d−1}, and with edges as follows: For each i,
wi has edges to those vertices in V whose indices match the ones in the binary
representation of i. Then d − 1 ≤ nlcwd(G) ≤ d, and d − 1 ≤ cwd(G) ≤ d + 1.

Proof. Consider how to find an NLC-decomposition of G. The most natural ap-
proach is to build first the graph consisting of the vertices in V labeled with 1 up to
d. We can then unite with one W -vertex at a time, each labeled with d + 1. Thus,
nlcwd(G) ≤ d + 1. However, we can save one label in the following way: We begin
instead with all but the last of the V -vertices, labeled with 1 up to d− 1. We then
use label d when uniting with one at a time of those W -vertices that have an edge
to the excluded V -vertex. After that, we unite also with this last V -vertex, labeled
with d. None of the remaining W -vertices has any edge to the last V -vertex. We
can therefore finish by uniting with them, one at a time, using label d. It follows
that nlcwd(G) ≤ d.

Both of these schemes can easily be modified to give clique-decompositions in-
stead. Each time we want to add a new vertex, we use a temporary label during
union and edge drawing, and then we change to the label that was used above.
Consequently, cwd(G) ≤ d + 1.

We shall now show that G has NLC-width and clique-width at least d − 1.
For d = 1 this is obvious. The following proof works for d ≥ 2. Let T be a
decomposition tree for G with respect to one of these algebras. Then T has a
subtree t corresponding to a labeled graph Gt whose number of W -vertices, Nt,
satisfies 2d−2 ≤ Nt < 2d−1. The fact that more than half of the W -vertices are
outside Gt means that each V -vertex in Gt — let us say there are nt of them —
must be uniquely labeled, and that none of them can share a label with any of the
W -vertices in Gt. On the other hand, the latter vertices need at least

⌈
Nt

2nt

⌉
labels.

(In the end, each W -vertex shall have a unique set of neighbors in V .) Minimizing
nt +

⌈
Nt

2nt

⌉
with respect to nt and Nt, we find that the number of labels in Gt is at

least d − 1.
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