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Abstract

In system identification we model dynamical systems from measured data.
This data-driven approach to modelling is useful since many real-world sys-
tems are difficult to model with physical principles. Hence, a need for system
identification arises in many applications involving simulation, prediction, and
model-based control.

Some of the classical approaches to system identification can lead to nu-
merically intractable or ill-posed optimization problems. As an alternative, it
has recently been shown beneficial to use so called regularization techniques,
which make the ill-posed problems ‘regular’. One type of regularization is to
introduce a certain rank constraint. However, this in general still leads to a
numerically intractable problem, since the rank function is non-convex. One
possibility is then use a convex approximation of rank, which we will do here.

The nuclear norm, i.e., the sum of the singular values, is a popular, convex
surrogate for the rank function. This results in a heuristic that has been
widely used in e.g. signal processing, machine learning, control, and system
identification, since its introduction in 2001. The nuclear norm heuristic
introduces a regularization parameter which governs the trade-off between
model fit and model complexity. The parameter is difficult to tune, and the
current thesis revolves around this issue.

In this thesis, we first propose a choice of the regularization parameter
based on the statistical properties of fictitious validation data. This can
be used to avoid computationally costly techniques such as cross-validation,
where the problem is solved multiple times to find a suitable parameter value.
The proposed choice can also be used as initialization to search methods for
minimizing some criterion, e.g. a validation cost, over the parameter domain.

Secondly, we study how the estimated system changes as a function of the
parameter over its entire domain, which can be interpreted as a sensitivity
analysis. For this we suggest an algorithm to compute a so called approximate
regularization path with error guarantees, where the regularization path is the
optimal solution as a function of the parameter. We are then able to guarantee
the model fit, or, alternatively, the nuclear norm, of the approximation to
deviate from the optimum by less than a pre-specified tolerance. Furthermore,
we bound the l2-norm of the Hankel singular value approximation error, which
means that in a certain subset of the parameter domain, we can guarantee
the optimal Hankel singular values returned by the nuclear norm heuristic to
not change more (in l2-norm) than a bounded, known quantity.

Our contributions are demonstrated and evaluated by numerical examples
using simulated and benchmark data.
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Sammanfattning

I systemidentifiering modellerar vi dynamiska system från mätdata. Den-
na datadrivna ansats till modellering är användbar då många verkliga system
är svåra att modellera med fysiska lagar. På grund av detta uppstår ett behov
av systemidentifiering i många tillämpningar såsom simulering, prediktion och
modellbaserad reglering.

Vissa klassiska metoder i systemidentifiering leder till numeriskt svå rhan-
terliga eller illa uppställda problem. Som ett alternative har det de senaste å
ren visat sig fördelaktigt att använda så kallade regulariseringstekniker, som
gör illa uppställda problem ‘reguljära’. Ett slags reguljering är att introducera
ett särskillt rangbivillkor. Dock leder detta generellt till numeriskt svårhan-
terliga problem, eftersom rangfunktionen är icke-konvex. En möjlighet är då
att använda en konvex approximation av rangen, vilket vi kommer göra här.

Kärnnormen (en. the nuclear norm), d.v.s. summan av de singulära vär-
dena, är ett populärt, konvext surrogat för rangfunktionen. Detta resulterar
i en heuristisk metod som har används mycket inom t.ex. signalbehandling,
maskinlärning, reglerteknik och systemidentifiering, alltsedan dess introduk-
tion 2001. Kärnnormsmetoden inför en reguljäriseringsparameter som styr
balansen mellan modellanpassning och modellkomplexitet. Denna parameter
är svår att ställa in, vilket är den problematik som denna avhandling kommer
kretsa kring.

I denna avhanlding är vårt första resultat anger ett av oss föreslaget val av
reguljäriseringsparameter baserat på statistiska egenskaper hos fiktiv valide-
ringsdata. Detta är användbart som alternativ till beräkningstunga metoder
såsom krossvalidering, där problemet lösas flertalet gånger för att bestämma
ett lämpligt parametervärde. Det föreslagna valet kan ytterligare användas
som startvärde för diverse sökmetoder som minimerar nå got kriterium, t.ex.
en valideringskostnad, över parameterdomänen.

Vidare studerar vi hur det skattade systemet förändras som funktion av
parametern över hela dess domän, vilket kan tolkas som en känslighetsanalys.
För detta föreslår vi en algoritm som beräknar ett så kallat approximativt re-
guljäriseringsspår med felgarantier, där reguljäriseringsspåret är den optimala
lösningen som funktion av parametern. Detta betyder att vi kan garantera
modellanpassningen, alternativt kärnnormen, av approximationen att avvika
frå n optimum med mindre än en förinställd toleransnivå. Härnäst begrän-
sar vi l2-normen av approximationsfelet i de Hankel-singuljära värdena, vilket
betyder att i en särskilld delmängd av parameterdomänen förändras inte de
optimala Hankel-singuljära värdena som kärnnormsmetoden returnerar mer
än (i l2-norm) en begränsad kvantitet.

Våra bidrag demonstreras och utvärderas med numeriska exempel på si-
mulerad och typexempeldata.
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Chapter 1

Introduction

The goal of system identification is to identify mathematical models (systems) with
certain processes in the physical world, which is difficult even on the most funda-
mental level. A process, being the transformation from certain input to output
quantities, is observed through finite discrete-time measurements obstructed by
noise, why it is only inaccurately accessible to us. This suggests that there is an
irresolvable discrepancy between physical reality and mathematical modelling. Et-
ymologically, the word identification has its origin in the Latin words ‘identitas’
which means ‘sameness’, and ‘facere’ meaning ‘to make’. But no underlying pro-
cess can be described with arbitrary precision, and the goal of ‘making sameness’
becomes unachievable. However, in our scientific framework, we overlook this dis-
crepancy and substitute the underlying process by what we call the true system,
which can be thought of as a mathematical model ‘very close’ to reality. This true
system description is what we try to identify.

The nature of the problem of identification of a (true) system can be seen in
at least two perspectives. Since the noise can be assumed to be a stochastic pro-
cess, identification can be seen as a statistical inference problem, i.e., properties
of a larger population is deduced from fewer data measurements on an underlying
probability distribution. On the other hand, it is illuminating to view system iden-
tification as an inverse problem. It is inverse with regard to the forward problem
where data is predicted from a known model, which has been derived from a set of
axioms. The model in a forward problem can be said to result from physical mod-
elling; it is a synthesis of theoretical results, often complex and non-linear. The
inverse problem, on the other hand, requires empirical modelling, and uses data
measurements to derive the model in a statistical framework. The model is here
based on experiments, and it can be chosen less complex and often linear. In the
field of system identification, the approach is either solely empirical (cf. black-box
modelling) or a mixture of empirical and theoretical, i.e., computes some model
parameters through physical laws and estimates the rest via the inverse problem
(cf. grey-box modelling).

Modern system identification within system and control theory according to

1



2 Introduction

[21] dates back to 1965 with the publications [27] by Ho and Kalman, and [3] by
Åström and Bohlin. In the former, the Ho-Kalman realization method introduced
the first solution to the so called state-space realization problem. Out of this
grew one of the major identification techniques: subspace identification. In the
latter publication, Åström and Bohlin took a different approach using the maximum
likelihood framework. This, it can be argued, laid the foundation for the so called
prediction error methods, another major approach, in which a parameter-dependent
criterion is minimized.

The applications of system identification are wide-spread. In [40], the following
areas of use are listed: system analysis (to gain more insight into the system),
prediction (to predict future behaviour), simulation (to simulate the output given
the input), optimization (to optimize on a model when operating on the true system
is not possible), control (to do control or process design), fault detection (to detect
false behaviour of the system by comparing its output to the model output).

Given these wide-ranged applications, it is natural that a diversity of solution
approaches have arisen. In the late seventies and early eighties, therefore, much
effort was made to organize the field and establish coherent frameworks. According
to [14]: ‘In the eighties of the last century the subject of identification of linear
systems reached a certain stage of maturity.’ Perhaps due to the increasing avail-
ability of computational power, the principal interest was given to the prediction
error methods. For these, Lennart Ljung established a framework in which he sep-
arated model structure selection and identification criterion; the former affects the
prediction errors themselves, while the latter characterizes the non-negative cost
function to be minimized. His text book [33] from 1987 covers this material and
system identification in general; it has become the standard reference book in sys-
tem identification. In addition, more text books have up until now covered the
fundamentals exhaustively; e.g. [55], [41], [30], and [46]. In all of these, it is evident
that the classical prediction-error methods are well understood in terms of their
statistical properties. However, most of the results rely on infinite data, as with
asymptotic convergence, consistency, bias, and variance.

Even though many methods for identification of linear systems are in general
well understood, there are still many challenges. Over the years these have been
counteracted through various approaches, some of which we describe in Chapter 2.
Let us here list a few of the most central challenges:

i. As indicated above, the efficiency of classical methods mainly relies on asymp-
totic results, but in practice we often encounter finite data.

ii. In many cases, unbiased estimators may be preferred, but on the other hand,
by considering the larger class of biased estimators, one may gain considerably
in terms of variance at the price of a reasonably small bias increase.

iii. For many systems linear time-invariant models are unsatisfactory.

iv. Networks of systems may be considered.
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v. For some methods, there may not be efficient ways to incorporate prior infor-
mation about the system, such as stability.

vi. Finding an appropriate model order (or, more generally, model structure) may
be difficult, and, in particular, we may desire a low-order model approximation.

vii. The prediction-error methods can lead to ill-posed optimization problems as a
consequence of the inverse nature of the problem.

1.1 Problem Motivation

In this thesis, we consider the last two of the above listed challenges. For this we
consider so called output error settings, where the only disturbance encountered is
output measurement noise, which we assume to be white; see Section 2.1. However,
as we demonstrate in Section 2.6, the framework can be extended to handle so called
Box-Jenkins models.

With regard to point vii above, which concerns ill-posedness, the method we
study regularizes the ill-posed problem by introducing convex penalty term. The
ill-posedness of the prediction error method is demonstrated in Section 2.3. Convex
formulations have the advantage of reassuring a global minimum, and for these
problems many efficient algorithms have been developed, such as interior-point,
gradient descent, dual decomposition, and multiplier methods, [9]. As we will see,
our problem can be formulated as semi-definite program.

The method under study is referred to as nuclear norm regularization1. It was
introduced in 2001 by Maryam Fazel et al., [17], and it has in the last fifteen years
been given much interest in a large number of research fields, including machine
learning, control, signal processing, and system identification. It is a convex heuris-
tic for rank optimization problems, as will be described in Sec 2.4 and 2.5. To
see the application to system identification in more detail, a background of the
prediction error method, a reformulation of it as a rank constrained optimization
problem, and a motivation of nuclear norm regularization as an appropriate convex
relaxation, are given in Section 2.3, 2.4, and 2.5, respectively. In particular, the
nuclear norm regularization scheme introduces a so called regularization parame-
ter, which appears as a multiplier of the penalty term. In this thesis, we focus on
several issues arising with regard to this parameter.

Point vi above regards the challenge in model order selection, which, as we
will see, in our case is related to the regularization parameter. Here, we may ask
two questions: What is the goal of the order selection step? And, how does one

1The method can also be referred to e.g. as nuclear norm minimization, or as the nuclear
norm heuristic. We will here use the term regularization to indicate its purpose of making an ill-
posed problem regular, but also because this thesis puts much focus on the so called regularization
parameter.



4 Introduction

implement the selection? The first question is general, while the second is method-
dependent. Let us start by discussing the first issue.

The model order selection should conduce to either finding the true (unknown)
order of the system, or to find a suitable model order such that the model fit does not
degrade considerably. However, in black-box modelling one cannot separate these
two objectives, since the true order is unknown. Then, a suitable model order has
to be chosen in dependence on model fit (which can be measured in different ways
depending on the fit criterion). How this joint decision is made can be interpreted
in two ways. First, we can view it as an application of the parsimony principle.

The parsimony principle is often referred to in system identification, [33]. It
is alternatively called Ockham’s razor after William of Ockham, 1287− 1347, and
states that ‘pluralitas non est ponenda sine necessitate’ (plurality must never be
posited without necessity). The analogy of a razor conveys the image of shaving
away all that is unnecessary. Over the years this principle has often been para-
phrased, e.g. as ‘Other things being equal, if T1 is more ontologically parsimonious
than T2 then it is rational to prefer T1 to T2,’ [4]. Similar statements are found
in many other forms, e.g.: ‘The grand aim of all science is to cover the greatest
possible number of empirical facts by logical deductions from the smallest possible
number of hypotheses or axioms’ (Albert Einstein). This principle is well-known
in the system identification community (cf. [33]), and in other fields such as model
order reduction.

To validate whether two models are equal, a common strategy in system iden-
tification is to apply statistical tests, such as F- or χ2-tests. By prescribing a
confidence level we are able to conclude whether two models perform equally well
or not. Then, given a set of models that perform equally well under our confi-
dence level we prefer the simplest in terms of lowest model order, according to the
parsimony principle.

The second interpretation of the guiding principle behind model order selection
formulates it as a trade-off between model order and model fit, which the user has
to balance. This follows the same reasoning as, but is fundamentally different from,
the parsimony principle. Here, one observes that in practical situations, simplicity
can typically be traded for accuracy, and vice versa. There is a trade-off between
ontology and ideology, which here translates to model complexity and model fit.
When applying the parsimony principle the user decides what it means for two
models to perform equally well, whereas in this other interpretation it is up to the
user to find a suitable fit-complexity trade-off.

Application-wise, there is a great need for simple (i.e., low-order) models. The
motivation for this is e.g. more efficient implementation, whether it regards simula-
tion, prediction, or control. In [2, Chapter 2], the author exemplifies approximation
of some large-scale systems in the areas of: passive devices, weather prediction, air
quality, biological systems, molecular systems, vibration/acoustic systems, interna-
tional space stations, chemical vapor deposition reactors, microelectromechanical
systems, and optimal cooling.

Returning to the question of how model order selection is implemented, the
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prediction error methods have no model order selection criterion incorporated into
their problem formulations. Order selection is typically performed via so called
cross-validation where the user has to iterate over a set of orders, or by use of cer-
tain information criteria that modify the prediction error cost function, a heuristic
which, however, has no optimality guarantee. This will be discussed in Section 2.3.

In the regularization scheme of nuclear norm minimization, the model order
selection is governed by a crucial parameter called the regularization parameter.
This parameter tunes the trade-off between model fit and model complexity. Even
though it is convenient to parametrize the trade-off, a disadvantage of this method is
that the order selection step becomes implicit. By this we mean that it is unknown
a priori what values of the parameter correspond to what model complexity. The
continuous parameter is mapped onto the integer model orders in an irregular way.
Stated differently, the domain of the parameter contains sub-intervals of unknown
lengths, each corresponding to an integer model order. A desired value of the
parameter should both give an appropriate order and make the model fit as good
as possible given that order. A typical, but often computationally costly, strategy to
find a satisfactory value of the regularization parameter is through cross-validation
(see Section 2.3).

We need to stress that the choice of this parameter is in general very difficult.
Still it is the crucial decision of the user. It is for this reason that most of our
attention in this thesis will be devoted to the regularization parameter.

Finally, to simplify the problem formulation we will restrict ourselves to identi-
fication of output error systems (see Section 2.1) under a white noise assumption.
The ideas and reasoning, however, can be extended to cover Box-Jenkins systems,
as we comment on in Section 2.6.

1.2 Outline and Contributions

In Chapter 2, we provide the background material. Sections 2.1 and 2.2 describe
the system and models under consideration. Then, in Sections 2.3, 2.4, and 2.5,
respectively, we formulate our problem in the classical prediction-error framework,
regularize it with a rank constraint, and relax the non-convex rank optimization
with the nuclear norm heuristic. The last two chapters of the background can be
seen as optional reading, since they are not necessary to understand our contribu-
tions. In Section 2.6, we explain how our framework can be extended to estimation
of Box-Jenkins models, and in Section 2.7 we describe some related approaches
encountered in the literature.

Continuing with our contributions, in Chapter 3 we propose how to choose the
regularization parameter of the nuclear norm regularization scheme, based on the
statistical properties of the least-squares cost function. This chapter is based on
the work presented in



6 Introduction

◦ H. Ha, J. Welsh, N. Blomberg, C.R. Rojas, and B. Wahlberg. Re-weighted
nuclear norm minimization: A SPARSEVA approach. IFAC-PapersOnline,
48(28):1172-1177, 2015.

Here, the present author was the third author, contributing to the idea of the paper
and being part of the writing process.

Next, in Chapter 4 we present an algorithm to compute a so called approximate
regularization path, which is an approximation with error guarantees on the solution
path generated as a function of the regularization parameter. This material is based
on and extends:

◦ N. Blomberg, C.R. Rojas, and B. Wahlberg. Approximate regularization
paths for nuclear norm minimization using singular value bounds. In Signal
Processing and Signal Processing Education Workshop (SP/SPE), 2015 IEEE,
pages 190–195, Aug 2015.

◦ N. Blomberg, C.R. Rojas, and B. Wahlberg. Regularization paths for re-
weighted nuclear norm minimization. Signal Processing Letters, IEEE,
22(11) : 1980− 1984, Nov 2015.

◦ N. Blomberg, C.R. Rojas, and B. Wahlberg. Approximate regularization path
for nuclear norm basedH2 model reduction. In IEEE 53rd Annual Conference
on Decision and Control (CDC), pages 3637–3641, Dec 2014.

Finally, in Chapter 5 we conclude and discuss future research directions.



Chapter 2

Background

In this chapter we start in Section 2.1 by presenting the system and noise assump-
tions, together with a background on dynamical systems and McMillan degree, with
focus on the impulse response. We continue in Section 2.2 to characterize output
error and impulse response models.

Sections 2.3 and 2.4 lead up to the problem formulation in Section 2.5. In
Section 2.3 we present the classical prediction-error framework and apply it to our
problem, while in Section 2.4 we discuss rank constrained optimization and how
to regularize the prediction error method using a Hankel matrix rank constraint.
Finally, in Section 2.5 we discuss so called nuclear norm regularization, motivate
why it is a useful approach to rank optimization problems, and apply it to our
settings. Here, we present the problem formulation, its optimality conditions, and
several other important aspects.

Finally, in Section 2.6, we explain how our framework can be extended to estima-
tion of Box-Jenkins models, and in Section 2.7 we describe some related approaches.
The last two chapters of the background, however important in themselves, can be
seen as optional reading, since they are not necessary background for our contribu-
tions.

2.1 On Dynamical Systems

In this section, we give details about the class of systems under consideration.
A system, in general sense, can be described as an object behaving in relation to

and interacting with the surroundings via a set of signals. These signals are of three
kinds. First, there are external stimuli that can be manipulated by the observer,
called inputs. Second, there are external stimuli that cannot be manipulated by
the observer, called disturbances; these can in turn be either measurable or unmea-
surable. Third, there are measurable outputs that are produced by the system as a
response to the external stimuli. The setting is depicted in Figure 2.1(a).

For output error systems the disturbances consist only in additive measurement
noise, i.e., as additive disturbance on the output. This is depicted in Figure 2.1(b),

7



8 Background

systeminput

measured
disturbance

unmeasured
disturbance

output

system
output

unmeasured
disturbance

+
input

(a)

(b)

Figure 2.1: Schematic illustration of system and signals. (a) general setting, (b)
output-error setting.

and can also be symbolically formulated as

y(t) = Gu(t) + e(t),

where G is here to be taken symbolically as an operator representing the system, t
is time, and the signals are y (output), u (input), and e (noise).

2.1.1 Noise Assumptions
In this thesis we assume (weak) white noise. In the discrete-time case, this means
that the sequence of stochastic variables et have zero mean, are uncorrelated, and
have a finite variance. In the numerical simulations we use white Gaussian and
uniform noise. In the Gaussian case, the variables are not only uncorrelated but
independent identically distributed (i.i.d.).

2.1.2 System Assumptions
In summary, throughout the thesis we assume single-input-single-output (SISO),
linear time-invariant (LTI), strictly causal, and bounded-input-bounded-output
(BIBO) stable systems.

Let us now explain and motivate these assumptions in an order from more gen-
eral to more restrictive. Firstly, the SISO concept is self-explanatory, but note that
all signals are real valued since we consider real systems. Note however that all
theory presented can be extended to the multiple-input-multiple-output (MIMO)
case. Secondly, a system is linear if and only if any linear combination of in-
puts, αua(t) + βub(t), gives the same linear combination of the respective outputs,
αya(t) +βyb(t), with self-explanatory notation. Thirdly, a time-invariant system is
independent of absolute time.



2.1. On Dynamical Systems 9

Under these first three assumptions, it is well known that a system’s input-
output behaviour can be described by the impulse response function g(t) ∈ R via
the continuous-time convolution

y(t) =
∞∫

τ=−∞

g(τ)u(t− τ)dτ, (2.1)

for inputs u(t) ∈ R and outputs y(t) ∈ R.
Fourthly, strict causality means that the output depends only on past inputs.

Note that this implies that the system is dynamic, which means that there is a
dependence on past but potentially also on present and future inputs. We have
here excluded the direct terms (dependence on present input) since in physical
implementation there is often a time delay. However, in any theorem throughout
the thesis including direct terms is a possible extension. Now, (2.1) becomes

y(t) =
∞∫

τ=−∞

g(τ)u(t− τ)dτ, g(t) = 0,∀t ≤ 0. (2.2)

Fifthly, since any measurement is taken in discrete time, we need an assumption
on the input signal between sampling instants. Here, we assume a zero-order hold
(ZOH) implementation, i.e., constant input on each sampling interval, u(t) = ut
for (l − 1)T ≤ t < lT , where T is the sampling time and the sampling instants are
enumerated by l. Further, the sampling time is here considered to be T = 1 for
simplicity. The discretization of (2.2) reads

yt =
∞∑
k=1

gkut−k, t = 1, 2, . . . , (2.3)

where the impulse response coefficients are

gk =
k∫

τ=k−1

g(τ)dτ ∈ R,

and gk ≡ 0 for k ≤ 0 due to strict causality. We also note that equation (2.3) can
be re-written in terms of the scalar transfer operator G(q) as

yt = G(q)ut,

where q is a shift operator such that q−1ut = ut−1 and

G(q) =
∞∑
k=1

gkq
−k. (2.4)
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Sixthly, we assume the system is of finite McMillan degree, n. The McMillan
degree is defined in Def.2.1.1 below, and it is a central concept in this thesis. Note
that a finite McMillan degree implies that the transfer operator in (2.4) can be
expressed as a rational function.

Lastly, stability for systems with inputs is defined in terms of bounded-input-
bounded-output (BIBO) stability, which means that for any bounded input the
output is also bounded. Note that for a BIBO stable LTI output-error system, which
is finite-dimensional, the impulse response sequence is exponentially bounded, i.e.
|gk| < abk, for all k and some a > 0, 0 ≤ b ≤ 1. This in turn guarantees that
the z-transform of {gk}∞k=1, i.e., the transfer function, exists for |z| ≥ 1. The
transfer function then coincides with the transfer operator. Here, however, we do
not introduce the frequency domain since it is outside the scope of the thesis.

2.1.3 McMillan degree
Here, we provide a definition of the McMillan degree, and explain why it is the rank
of a certain Hankel matrix. The latter Hankel matrix description plays a crucial
role throughout the thesis. Note also that the McMillan degree is usually (more
loosely) spoken of as the system order.

Consider a linear state equation of dimension n:

xt+1 = Axt +But

yt = Cxt,
(2.5)

for a state vector x ∈ Rn, and matrices (A,B,C) ∈ Rn×n × Rn×1 × R1×n. If the
system is at rest at time zero this is called a realization of the impulse response
sequence {gk}∞k=1 of dimension n, if and only if

gk = CAk−1B, (2.6)

for all k ∈ N+, where CAk−1B are the Markov parameters. To see this, the zero
initial state (x0 = 0) solution to (2.5) is found recursively as

yt =
∞∑
k=1

CAk−1But−k.

With non-zero initial state there will be an extra term contributing to each impulse
response coefficient; see e.g. [53]. Furthermore, if there exist no realization of
{gk}∞k=1 of dimension less than n, then (A,B,C) is called a minimal realization.
This leads to the following definition:

Definition 2.1.1 (McMillan degree). Assume a system defined by the impulse
response sequence {gk}∞k=1 is realizable with a minimal realization of dimension n.
Then, we say that its McMillan degree is n.
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Given the realization (A,B,C) in (2.5), we can proceed to show that the McMil-
lan degree can be defined as the rank of a certain Hankel matrix. For this, we use
the extended observability and reachability matrices Θl and Ψq to define the Hankel
matrix Hl,q(g):

ΘlΨq =


C
CA
...

CAl−1

 [B AB · · · BAq−1]

=


CB CAB · · · CAq−1B
CAB CA2B · · · CAqB
CA2B CA3B · · · CAq+1B

...
...

...
CAl−1B CAlB · · · CAl+q−2B



=


g1 g2 g3 · · · gq
g2 g3 g4 · · · gq+1
g3 g4 g5 · · · gq+2
...

...
...

...
gl gl+1 gl+2 · · · gd

 =: Hl,q(g),

(2.7)

where we have used (2.6) and defined the linear Hankel operator H. For a minimal
realization, this matrix has rank n, given that min{l, q} ≥ n. Here, n is the
dimension of the state vector and equally the McMillan degree, i.e.,

rank(Hl,q(g)) = n = McMillan degree.

To see this, first notice that both Θl ∈ Rl×n and Ψq ∈ Rn×q have rank n, since
(2.5) is a minimal realization, for which it holds that the system is observable
and reachable, [53]. Now, for matrices X ∈ Rl×n and Y ∈ Rn×q, we know that
rank(XY ) ≤ min{rank(X), rank(Y )}, i.e., rank ΘlΨq ≤ n. Further, according to
Sylvester’s inequality, [28],

rank(X) + rank(Y )− n ≤ rank(XY ),

so rank ΘlΨq ≥ n.

2.2 Output Error and Impulse Response Models

Here, we describe two model structures that can be suitable to model output error
systems, where the concept of model structure is defined in (2.11) below. These
are the output error (OE) and finite impulse response (FIR) model structures. In
this thesis we will use high-order FIR models and minimize a regularized least-
squares cost, which serves as a good approximation of output error estimation. We
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follow a well-known approach described in Section 2.4 and 2.5. There we shall see
that the approximation is two-fold. First, a Hankel matrix rank constraint that
controls the McMillan degree is relaxed using the convex heuristic of nuclear norm
regularization. Secondly, the infinite impulse response that can capture any finite
dimensional OE model is truncated to a high-order FIR model, which is reasonable
for BIBO stable systems whose impulse response coefficients decay to zero.

An output error model setting can be described as

yt = B(q, θ)
A(q, θ)ut + et = b1q

−1 + . . .+ bnb
q−nb

a0 + a1q−1 + . . .+ anaq
−na

ut + et, (2.8)

where the parameter vector is θ =
[
a0 . . . ana

b1 . . . bnb

]T (bo = 0 since we
assume strict causality) and the noise is white, i.e., et are zero-mean uncorrelated
stochastic variables for t = 1, 2, . . . , N with unknown variance σ2

e (which we do not
estimate here).

An FIR model setting involves a truncation of the expansion in (2.3):

yt =
d∑
k=1

gkut−k + et, (2.9)

which can be written in matrix form as
YN = ΦNθ + EN , (2.10)

where

YN =


y1
y2
...
yN

 , EN =


e0
e1
...

eN−1

 ,

ΦN =


u0 u−1 u−2 . . . u1−d
u1 u0 u−1 . . . u2−d
u2 u1 u0 . . . u3−d
...

...
...

...
uN−1 uN−2 uN−3 . . . uN−d

 ,
the parameter vector is θ =

[
g1 g2 . . . gd

]T , and again et are zero-mean un-
correlated stochastic variables for t = 1, 2, . . . , N with variance σ2

e (white noise).
For estimation of the unknown initial conditions in ΦN we refer to exact maximum
likelihood estimation in [55]. Here, however, we will simply set ut ≡ 0 for t < 0 to
obtain

ΦN =


u0 0 0 . . . 0
u1 u0 0 . . . 0
u2 u1 u0 . . . 0
...

...
...

...
uN−1 uN−2 uN−3 . . . uN−d

 .
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Regarding the sizes of d and N , we argue that in system identification one most
commonly encounters estimation where N > d, i.e., (2.9) is over-determined. This
is in line with [36].

OE estimation and high-order FIR estimation with a rank constraint (as de-
scribed in Section 2.4) differ in terms of obeying parametric and non-parametric
interpretations, respectively. For parametric models, the model set (of candidate
models) is closely related to the model structure. Assume any model M(θ) be-
longing to a model setM∗ can be described by a d-dimensional parameter vector
θ ∈ DM, where DM is a connected, open subset of Rd. In most applications the
model set is a continuum of models, in which case there is a differential mapping
from DM toM∗. This mapping is called a model structure,M, i.e.,

M : DM 3 θ →M(θ) ∈M∗. (2.11)

The output error model is clearly a parametric model structure, and the structure
selection basically lies in choosing the number of parameters. However, impulse
response estimation can in general be viewed as either a parametric or a non-
parametric method. If we were to take on the former view, the model structure
selection would consist in choosing d, and the model would rightly be viewed as
an FIR model. There are many cases when such an interpretation is useful, e.g.
in least-squares estimation without regularization terms where d governs the bias-
variance trade-off. But here we employ the non-parametric view, since d is con-
sidered fixed and sufficiently large so that the effect of truncated impulse response
coefficients is negligible. However, in this case, the additional rank constraint men-
tioned above and discussed further in Section 2.4 imposes a McMillan degree, which
can be interpreted as a model structure selection.

2.3 Prediction Error Methods

In this section we discuss the prediction error framework and its specialization to
FIR model structures. The prediction error method was established by Lennart
Ljung (see [33]) as general framework in which many pre-existing statistical meth-
ods, such as maximum likelihood and least squares estimation, are included. The
idea that Ljung introduced was to view model structure selection and minimizing
an identification criterion as two separate steps in the identification procedure. We
have touched upon model structure selection in Section 2.2 above, so now we turn
to the criterion with which model quality is measured.

2.3.1 Choosing the ‘Best’ Model

The ‘best’ model in the model set is only best according to some criterion. In
system identification one (common) viewpoint is that the best parametric model
is the one that predicts future outputs best. The gives rise to the prediction error
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method (PEM), [33], which minimizes (a function of) the prediction errors

εt(θ) = yt − ŷt(θ), (2.12)

where ŷt(θ) denotes the one-step ahead predictor of yt. Note that ŷt(θ) is a statistic
conditioned on past data (up to time t− 1) whose stochasticity originates from the
noise. For more details on how to compute ŷt(θ), see e.g. [33, 55].

The PEM cost function is

V PEM
N (θ) = 1

N

N∑
t=1

l(εt(θ), θ, t), (2.13)

where the standard choice is l(ε, θ, t) = ε2
t (θ), i.e., the sample variance of the pre-

diction errors. This is the choice used in this thesis. Reasons for choosing a different
function include robustness against bad data and high-frequency disturbances [33],
but these are not explored here.

The PEM estimate is denoted θ̂PEM
N := arg minV PEM

N (θ). Since the disturbance
or noise on the system is modelled as a stochastic signal, θ̂PEM

N will be a random
variable (equipped with a mean and a covariance, under mild conditions).

2.3.2 PEM for OE and FIR Models
For the OE model (2.8), the predictor is ŷt(θ) = B(q,θ)

A(q,θ)ut. This leads to a non-
convex cost function

V PEM
N (θ) = 1

N

N∑
t=1

l

(
yt −

B(q, θ)
A(q, θ)ut

)
, (2.14)

regardless of l.
However, for the FIR model (2.10), PEM specializes to the least-squares method

if the noise is white and the standard PEM cost function (l(ε, θ, t) = ε2
t (θ)) is

applied, which is due to the FIR model being linear in the parameters. This can
be seen as follows. Since the noise term is white the predictor of YN in the model
(2.10) is ŶN (θ) = ΦNθ and the standard PEM cost function becomes

V PEM
N (θ) = V LS

N (θ) = 1
N
‖YN − ΦNθ‖2

2 , (2.15)

which is the least-squares cost function in matrix form for the linear regression
model that the predictor represents. The cost is quadratic in θ and we obtain the
solution:

θ̂LS
N = arg minV LS

N (θ) = (ΦTNΦN )−1ΦTNYN . (2.16)

Given the white noise settings, θ̂LS
N is an unbiased estimate (Eθ̂LS

N = θo) for any
N , where θo is the true parameters. This can be verified by rewriting θ̂LS

N =



2.3. Prediction Error Methods 15

θo + (ΦTNΦN )−1ΦNEN , where we have used that the data is generated by YN =
ΦNθo + EN . Then, Eθ̂LS

N = θo since EEN = 0.
Furtermore, if the noise term in (2.10) is i.i.d. Gaussian with known variance

(and l(ε) = ε2) PEM also coincides with the maximum likelihood method, i.e., in
this case

minV PEM
N (θ) = minV ML

N (θ) = minV LS
N (θ).

In general, PEM is equivalent to the celebrated maximum likelihood (ML) method
when the noise pdf pe(·) is in the exponential family of probability distributions
and l(ε) = − log pe(ε).

In [55, Ch.7.4] more connections between PEM and other statistical methods
are discussed.

2.3.3 Advantages and Disadvantages of PEM
Some of the most favourable properties of PEM can be listed as: consistency,
unbiasedness (when PEM coincides with LS), asymptotic unbiased normality (for
any θ-independent l, under mild conditions) and optimal asymptotic variance in the
sense of reaching the asymptotic Cramér-Rao lower bound (when PEM coincides
with ML). The LS estimate of the FIR model (2.10) enjoys all these properties
except the last one for which also Gaussian noise source is needed. The second
concept in the list was dealt with above, and for the third we refer to e.g. [33]. The
first and fourth concepts are explained briefly as follows.

Consistency in distribution means that the probability distribution of the esti-
mate θ̂PEM

N converges (as N → ∞) to a dirac delta function centred at the true
parameters θo, whenever those are in the model set. If they are not, then θ̂PEM

N is
the best approximation available in the sense that it minimizes the prediction error
variance, [35, p. 308].

By minimum-variance is generally meant reaching the Cramér-Rao lower bound,
which is the lower bound, M−1, of the expected value of the mean-square error
(MSE) matrix, i.e.,

E
[
θ̂N − θo

] [
θ̂N − θo

]T
≥M−1, (2.17)

for any unbiased estimator and any N , where M is called the Fisher information
matrix, [33]. In the asymptotic case, whenever PEM coincides with ML, this bound
is met.

However, we will here point out three drawbacks of PEM. These have recently
been addressed e.g. by so called regularization techniques, such as Bayesian and
nuclear norm (see Section 2.5) regularization.

Firstly, despite PEM’s favourable asymptotic properties, in the case of insuffi-
ciently large data samples it often leads to high-variance estimates. In particular,
the LS estimate of an FIR model above typically shows a high-variance behaviour
in the tail of the impulse response. This problem is addressed by e.g. Bayesian
regularization, [44].
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Secondly, the PEM cost function is non-convex for e.g. OE models as we no-
ticed in (2.14), which is a reason to use convex heuristics such as nuclear norm
regularization (see Section 2.5).

Thirdly, since PEM only works with fixed model structures, the McMillan de-
gree has to be imposed before the estimation is carried out. To arrive at a suitable
McMillan degree, two common strategies are cross validation and using an infor-
mation criterion such as Akaike’s criterion (AIC). Let us pay these strategies some
attention before exploring alternative approaches of regularization.

2.3.4 Cross-Validation and Information Criteria
Here, we describe model selection via cross-validation and information criteria,
respectively. For the latter case, we demonstrate how these criteria modify the cost
function (e.g. the PEM cost function).

In so called cross-validation, the performance of the models M(i)(θ̂(i)
N ), whose

structure is indexed by i, are compared on a fresh data set to obtain the best model
structure. Here, the estimates θ̂(i)

N represent the best model from the particular
model structure i. In other words, the best model gives the minimum of VN (θ̂(i)

N )
over i, for some cost function VN . This pragmatic approach makes sense without
any assumptions on the true system and noise, but drawbacks are that a portion of
the data is set aside for validation and cannot be used for estimation, and that in
some applications (e.g. nuclear norm regularization, Section 2.5) the method can
be computationally costly. For PEM the model structures are e.g. transfer function
models (e.g. ARX, ARMAX, OE, BJ) of different orders, [33].

Another common approach is to simultaneously optimize the parameter vector
θ and the model structureM. The criterion for this, WN , we may argue should be
the expected prediction error variance, when future outputs are predicted with a
model estimated from past data, i.e.,

WN = Eε2
t (θ̂N ),

which should be understood as an expectation both w.r.t. the random variable θ̂N
dependent on past data, and w.r.t. future prediction errors.

WN cannot be measured due to noise, but can be approximated in different
ways. In the literature, two forms are usually arrived at (see [55, Ch.11.5]):

WN ≈ VN (θ̂N )[1 + β(N, d)], (2.18a)

WN ≈ N log VN (θ̂N ) + γ(N, d), (2.18b)

where VN (θ) = 1
N

∑N
t=1 ε

2(t, θ), d = dim θ, and the functions β(N, d) and γ(N, d)
are functions on the data record length, N , and parameter dimensionality, d. These
functions should increase with d, and hence they penalize model complexity in
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accordance with the parsimony principle. Furthermore, β(N, d) should tend to
zero as N →∞, so as not to introduce an asymptotic bias. Popular choices are

β(N, d) = 2d/N
1− d/N , (FPE) (2.19)

which is the final prediction error, FPE, and

γ(N, d) = 2d, (AIC) (2.20)

which is Akaike’s information criterion, AIC. Note that AIC on the form (2.18a)
is given by β(N, d) = 2d/N .

A drawback of these is that the FPE and AIC are not necessarily consistent,
i.e., the correct order, do = dim θo, may not be obtained asymptotically even if the
true model parameters are in the model sets, [55].

2.4 Rank Constrained Optimization

Rank constrained optimization and rank minimization are important problems with
applications in e.g. control, machine learning, signal processing, statistics, compu-
tational geometry, model order reduction, and system identification. The matrix
argument can for example be a covariance matrix that acts as a notion of com-
plexity of a stochastic model. This is common in e.g. statistics, econometrics, and
signal processing, where random processes are approached through second-order
statistical data analysis methods. Here, the covariance matrix is estimated from
noisy data. Alternatively, the matrix may be structured as with a Hankel matrix,
which as we saw in Section 2.1, has a natural role in system realization. Further-
more, it appears in other problems with underlying recursive sequences, such as
reconstructing polygons from moments, [15]. For applications of rank minimization
of Hankel structured matrices see e.g. [37], [19], or [16].

In general, the rank minimization problem is non-convex and NP-hard, [61].
Hence, many heuristic approaches have been developed. In some special cases, the
problem can be solved efficiently, but in most cases approximation or heuristics
have to be used. Some of these are: interior-point-based, factorization, coordinate
decent and linearization methods, the alternating projections method, and the trace
and log-det heuristics, [16]. The two latter will be given attention here, since they
are related to the nuclear norm heuristic.

In this section we begin by formulating the minimization of the prediction error
cost (2.14) for an output-error model as a rank constrained optimization problem
over a finite impulse response model. We continue with some aspects of the general
rank minimization problem, and describe the so called trace and log-det heuristics.

2.4.1 PEM as Rank Constrained Optimization
Let us now rewrite the PEM problem in Sec.2.3 as a rank constrained optimization.
We will do this in several steps. As we saw in Sec.2.3, PEM for an OE model of a
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SISO system is formulated as

min
θ

V PEM
N (θ) = min

θ

1
N

N∑
t=1

(
yt − B(q,θ)

A(q,θ)ut

)2
,

where θ =
[
a0 . . . ana

b1 . . . bnb

]T as before and the standard criterion,
l(ε) = ε2, has been used. In (2.4) we saw that any (strictly causal) transfer operator
can be expanded using the impulse response sequence, and a special case is the
rational (strictly causal) transfer operators:

B(q)
A(q) =

∞∑
k=1

gkq
−k,

where q is the usual shift operator. Hence, the above optimization problem is
equivalent to

min
θ,g

1
N

N∑
t=1

(
yt −

∞∑
k=1

gkq
−kut

)2

s.t.
∞∑
k=1

gkq
−k = B(q,θ)

A(q,θ) .

To reformulate the constraint, note that the expansion
∑
gkq
−k needs to correspond

to a rational transfer operator, i.e., it needs to have a finite McMillan degree, n.
This can be achieved, according to the discussion in Sec.2.1.3, by using the Hankel
matrix; we thus obtain the equivalent problem:

min
g

1
N

N∑
t=1

(
yt −

∞∑
k=1

gkq
−kut

)2

s.t. rank(H∞(g)) = n,

whereH∞(g) is an infinite version of the Hankel matrix (2.7), and n is the McMillan
degree of the model.

Finally, this problem is approximated using a finite number of variables, which is
reasonable for BIBO stable systems if d is large enough for the truncated coefficients
to have decayed to zero. Scaling the cost function by N and using the notation in
(2.10), we arrive at the following formulation:

min
θ

‖YN − ΦNθ‖2
2

s.t. rank(Hl,q(θ)) = n,
(2.21)

where θ =
[
g1 . . . gd

]T , ‖·‖2 is the vector 2-norm, n is the McMillan degree, and
it is needed that min{l, q} ≥ n.

2.4.2 The General Rank Minimization Problem
The general rank minimization problem (RMP) can be expressed as

min rank(X)
s.t. X ∈ C, (2.22)
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where X ∈ Rl×q and C is a convex constraint set.
Under some conditions this problem can be solved via a singular value decompo-

sition, [15], but in general it is NP-hard; see [61] where the authors discuss several
cases in which the RMP suffers from NP-hardness.

Another useful formulation of the RMP (2.22) is obtained by observing that the
rank function can be embedded in a semi-definite formulation, [18]. It holds for
X ∈ Rl×q that rank(X) ≤ n if-and-only-if there exist matrices Y = Y T ∈ Rl×l and
Z = ZT ∈ Rq×q such that

rank(Y ) + rank(Z) ≤ 2n,
[
Y X
XT Z

]
� 0.

Then, minimizing the RMP (2.22) is equivalent to minimizing the block-diagonal
matrix diag(Y,Z):

min 1
2 rank diag(Y,Z)

s.t.
[
Y X
XT Z

]
� 0

X ∈ C,

(2.23)

Problem (2.23) is equivalent to (2.22) in the sense that (X̂, Ŷ , Ẑ) is optimal for
(2.23) if-and-only-if X̂ is optimal for (2.22), and then rank(X̂) = 1

2 rank(diag(Ŷ , Ẑ)).
This semi-definite formulation will be used below when deriving the so called log-det
heuristic in the non-PSD case.

2.4.3 The Trace and Log-Det Heuristics
We here outline two solution approaches to the RMP based on optimizing the sur-
rogate functions trace and log-det. For an overview of other existing approaches we
refer to [16], where the authors list methods of alternating projections, factorization,
coordinate descent, linearization, as well as interior-point based methods.

The trace heuristic is a well-known approach that relaxes the RMP (2.22); how-
ever, for this the variable X ∈ Rp×p must be positive semi-definite. The non-convex
RMP is made convex by replacing rank with the trace as a convex surrogate to ob-
tain

min trace(X)
s.t. X ∈ C

X � 0.
(2.24)

The motivation behind this heuristic is firstly that the resulting problem is convex.
Secondly, for PSD matrices

trace(X) =
p∑
i=1

λi(X) =
p∑
i=1
|λi(X)| = ‖λ(X)‖1 ,

where λi(X) > 0 are the eigenvalues ofX, and ‖·‖1 is the vector l1-norm. As we will
touch upon in Section 2.5 when discussing nuclear norm regularization, optimizing



20 Background

the l1-norm is a well-known heuristic for inducing sparsity in a vector. Thus,
the trace heuristic (2.24) is expected to induce sparsity in the eigenvalues, which
corresponds to inducing low rank. Note that the extension of the trace heuristic
to general matrices is the so called nuclear norm heuristic, which is introduced in
Section 2.5.

The log-det heuristic was introduced in [18]. It replaces the rank function with
the smooth, concave surrogate log det(X+δI), where δ > 0 is a small regularization
parameter; it ensures that the matrix argument, X + δI, is invertible which is
necessary as we will see. This heuristic is implemented in an iterative scheme; hence
it is a local search method that can be proved to converge to a local minimum, [18].
This framework can handle general matrices, but in the non-PSD case the semi-
definite embedding (2.23) has to be used.

In the PSD case, the heuristic looks like

min log det(X + δI)
s.t. X ∈ C

X � 0,
(2.25)

for some δ > 0 (see [18, Section 4] for numerical examples). Since ∇ log det(X) =
X−1 for PSD matrices, the objective can be linearized using a first order Taylor
expansion around Xi:

log det(X + δI) ≈ log det(Xi + δI) + trace{(Xi + δI)−1(X −Xi)}. (2.26)

The iterative scheme then minimizes the right-hand side of (2.26), i.e.,

Xi+1 = arg min
X∈C,X�0

trace{(Xi + δI)−1X}. (2.27)

The initial point is naturally chosen as X0 = I, so the first iteration reduces to the
trace heuristic as a special case.

In the general (non-PSD case) the iterative scheme (2.27) can be formulated as
an SDP using (2.23). Instead of solving

min 1
2 rank(diag(Y, Z))

s.t.
[
Y X
XT Z

]
� 0

X ∈ C,

the heuristic now solves

min log det(diag(Y,Z) + δI)

s.t.
[
Y X
XT Z

]
� 0

X ∈ C.

(2.28)
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Using again (2.26) the iterative scheme now updates as

diag(Yi+1, Zi+1) = arg min
X,Y,Z

trace{(diag(Yi, Zi) + δI)−1diag(Y,Z)}

s.t.
[
Y X
XT Z

]
� 0

X ∈ C.

(2.29)

Note that the first iteration reduces to nuclear norm regularization if we set Y0 =
Z0 = I, which we will see in the following section. Furthermore, the succeeding
iterations can also be translated to nuclear norm problems if the matrix argument
is weighted in a particular way; see Section 2.5.5. Thus, the whole scheme (2.29)
can be formulated as a re-weighted nuclear norm minimization scheme, [38].

2.5 Nuclear Norm Regularization

In this section, we discuss nuclear norm regularization as a heuristic for rank opti-
mization problems. This heuristic was introduced by Maryam Fazel et al. in 2001,
[17]. It inherits the applications of rank minimization, and several are catalogued
in [15]. Two challenges with nuclear norm regularization can be mentioned here.
Firstly, there is no exact solvability of the problem except in special cases, see e.g.
[29]. Secondly, in general it is difficult to derive performance bounds and charac-
terize conditions under which the heuristic recovers the minimum-rank solution.
However, in several special settings it has been possible to establish recovery condi-
tions and performance bounds. We return to this question at the end of the section.
Despite these challenges, the heuristic has proved effective in many cases, and has
been used extensively in the literature.

We begin this section by an overview of regularization. After this we formulate
the problem which will be under study in this thesis, and follow up with describing
relevant properties of the nuclear norm: it being the so called convex envelope of
rank, its relation to some other norms, its semi-definite characterization, and its so
called sub-differential. Then, we state the optimality conditions, and briefly discuss
the topic of recovery. Finally, we formulate the so called re-weighted nuclear norm
scheme and discuss in short the most common solution approaches.

2.5.1 An Overview of Regularization
Regularization is a term describing the act of making ill-posed problems ‘regular’. A
problem is ill-posed if it is not well-posed. A well-posed problem has been defined by
Jacques Hadamard, [24], as a problem for which (i) a solution exists, (ii) the solution
is unique, and (iii) the solution changes continuously with the initial conditions. As
an example the inverse problem of least-squares estimation from noisy data is ill-
posed. In Sec 2.4 we noticed that it can be regularized with a Hankel matrix rank
constraint, but here we will use a convex regularization scheme.
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The perhaps most common type of regularization is Tikhonov regularization
[58], [5], also known as ridge regression and under other names, due to multiple
independent introductions, e.g. by Andrey Tikhonov in 1963, [57]. In the special
case of linear inverse problems, Ax = b, Tikhonov suggested a regularization (ATA+
λR)−1x = AT b, where λ > 0 is a regularization parameter and R is a Tikhonov
regularization matrix. Its unique solution minimizes the regularized least-squares
(ReLS) problem (see [5, Lem.4.2])

min
x
‖Ax− b‖2

2 + λ ‖Rx‖2
2 . (2.30)

To regularize an ill-posed problem it is needed to incorporate new information
into it, which in (2.30) enters through λ and R. The prior information may or
may not be given an interpretation or motivation. In our engineering settings
it is however natural to exhibit such interpretations, as we will see. In Bayesian
regularization [45], which is a Tikhonov-type regularization, the prior information is
often on smoothness and stability of the impulse response estimate. In the present
sub-section we describe nuclear norm regularization of the least-squares problem
which introduces information about the McMillan degree. In parallel we will take
glimpses at the analogous vector case of l1-norm regularization, where information
on the vector cardinality is introduced. These two types of regularization are said to
impose simplicity; in the matrix case low rank, and in the vector case low cardinality.
Regularization with such simplicity-inducing norms have been generalized in [11]
to so called atomic norm regularization, which we outline in general below, and
describe an interesting special case of in Section 2.7.2.

Many models can be written as a linear combination of simple building-blocks
called atoms:

x =
n∑
i=1

ciai, ai ∈ A, (2.31)

where x is the model, the ci’s are constants, the ai’s are the atoms, and A is
the atomic set. To call the model simple it is required that n is relatively small.
Examples of atoms are rank-1 matrices, cardinality-1 vectors, rank-1 tensors, and
first-order transfer functions, so that x is, respectively, a low-rank matrix, a sparse
vector, a low-rank tensor, and a low-order transfer function.

Relevant applications of simple models are listed in e.g. [11]. In these the desire
is to find a model with an appropriate number, n, of simple atoms. This can be
attempted to via optimization, but the atomic set in the above examples are non-
convex; in particular, the set of rank-1 matrices is non-convex. Hence, the idea
is to relax the optimization problems using the atomic norm, ‖·‖A, related to A.
We will go into details in the l1 and nuclear norm special cases below, but here it
suffices to mention that the atomic norm is the closed convex hull of the atomic set
(under the condition that A is symmetric about the origin, i.e., a ∈ A ⇔ −a ∈ A).
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It can be written as:

‖x‖A = inf
{∑
ca∈A

ca : x =
∑
ca∈A

caa, ca ≥ 0 ∀a ∈ A

}
. (2.32)

How the atomic norm is implemented in different regularizations schemes is ex-
emplified in [11]. Here, we treat the special case of low-rank matrices, and in
Section 2.7.2 a special case of first-order transfer functions based on [54].

2.5.2 Problem Formulation
Recall from Section 2.4 that the general RMP (2.22) is numerically intractable and
in many cases NP-hard:

min rank(X)
s.t. X ∈ C,

where X ∈ Rl×q and C is a convex constraint set. In Section 2.4.3, we saw that the
trace heuristic is useful when the decision variable is a positive semi-definite matrix,
X � 0. The generalization of this heuristic to general matrices is the nuclear norm
heuristic, which is motivated in the sections to follow. But we begin with displaying
the nuclear norm relaxation of the RMP:

min ‖X‖∗
s.t. X ∈ C, (2.33)

where the nuclear norm is defined as the sum of the singular values

‖·‖∗ :=
n∑
i=1

σi(·) (2.34)

of the matrix. Thus, we see that the nuclear norm is an atomic norm (2.32), since
any matrix can be written as a non-negative linear combination of unit-norm rank-1
matrices:

X =
n∑
i=1

σiuiv
T
i , (2.35)

where ui and vi are the ith singular vectors such that U = [u1|u2| · · · |un] and
V = [v1|v2| · · · |vn] are unitary matrices.

Our problem was formulated as a rank constrained optimization in (2.21):

min
θ

‖YN − ΦNθ‖2
2

s.t. rank(H(θ)) = n.

where, for brevity, we have denoted Hl,q(θ) = H(θ). Now, let us apply the nuclear
norm regularization heuristic on this rank constrained optimization problem, using
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three equivalent formulations1:

min
θ

‖YN − ΦNθ‖2
2 + λ ‖H(θ)‖∗ , (2.36a)

min
θ

‖YN − ΦNθ‖2
2

s.t. ‖H(θ)‖∗ ≤ µ,
(2.36b)

min
θ

‖H(θ)‖∗
s.t. ‖YN − ΦNθ‖2

2 ≤ γ.
(2.36c)

The problems are equivalent in the sense of having the same regularization path,
i.e., for any value of one of the parameters λ, µ, or γ, there exists values of the
other two such that the solutions are identical in all three cases. There is a bijective
mapping between any two of the parameters, but it is data dependent and not easy
to characterize. Furthermore, the regularization parameters λ, µ, and γ are defined
on subsets of the positive real axis, outside which the solution is either non-existent,
zero, or equal to the least-squares solution. For example, γ in (2.36c) cannot be
less than the global minimum of ‖YN − ΦNθ‖2

2, which is the least-squares cost.
Likewise, µ in (2.36b) need not be taken greater than

∥∥∥H(θ̂LS)
∥∥∥
∗
, since the solution

then is constant equal to θ̂LS. This is discussed more in detail in Section 2.5.4 where
the optimality conditions for (2.36a)-(2.36c) are presented.

2.5.3 Properties of the Nuclear Norm
Next we discuss several of the most useful properties of the nuclear norm. These
include its property of being the convex envelope of rank, which is one of the main
motivations why it is used, insightful relations to other norms, its dual norm, and
its semi-definite programming characterization.

Convex Envelope of Rank

The motivation behind using the nuclear norm as a convex approximation of rank is
it being the so called convex envelope of rank; this holds for unstructured matrices
inside the unit operator norm ball. In Section 5.1, we will return to the fact that
this is not true in general for structured matrices (cf. [43]), and discuss in what
sense the nuclear norm is still the best convex approximation of rank. Here, we will
explain the concept, which is illustrated in Figure 2.2.

The convex envelope for a scalar, (possibly) non-convex function f : C 7→ R on
a convex set C, is the convex function g which is the largest convex function g such
that g(x) ≤ f(x) for all x ∈ C, i.e., if some function satisfies h(x) ≤ f(x) for all

1In this thesis, we use the term regularization for all three formulations, but we are aware
that some authors use other terms, e.g. (2.36a) can be called penalized and (2.36b) a constrained
nuclear norm minimization problem (see [52] for a discussion).
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f (x)

x

(f )epi

Figure 2.2: The graphs of the function f(x) and its convex envelope f∗∗(x) are
shown as the upper and lower black piece-wise linear curves, respectively. The
epigraphs, epi(f) and epi(f∗∗), are the light grey and total shaded areas, respec-
tively.

x, then g(x) ≥ h(x) for all x. Another way to define the convex envelope is that
its epigraph is the closed convex hull of the epigraph of the function. According to
[25, Thm. 1.3.5], the convex envelope is the bi-conjugate function, f∗∗, under some
technical conditions which hold here, i.e.,

epi(f∗∗) = conv(epi(f)).

Relations to Other Norms

As seen in (2.32), (2.34), and (2.35), the nuclear norm belongs to the class of atomic
norms. Moreover, the nuclear norm is also called the Schatten 1-norm and the Ky
Fan n-norm (where n is the rank of the matrix). The Schatten p-norm is defined
as

‖·‖(S)
p :=

(
n∑
i=1

σpi (·)
) 1

p

,

while the Ky Fan k-norm is the sum of the k largest singular values, i.e.,

‖·‖(K-F)
k :=

k∑
i=1

σi(·).

There is also a relationship between the nuclear norm, the Frobenius norm, and the
operator norm. The Frobenius norm is defined as

‖X‖F :=
√
〈X,X〉 =

√
trace(XTX) =

(
l∑
i=1

q∑
i=1

X2
ij

) 1
2

=
(

n∑
i=1

σ2
i

) 1
2

, (2.37)
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which is the Euclidean norm of the singular values. Furthermore, the operator
norm is defined as

‖X‖ := σ1(X), (2.38)

where σ1 is the largest singular value, so this is the l∞-norm of a vector of the
singular values. Since the nuclear norm is the l1 norm of a vector of the singular
values, it can be verified that

‖X‖ ≤ ‖X‖F ≤ ‖X‖∗ ≤
√
n ‖X‖F ≤ n ‖X‖ , (2.39)

where X ∈ Rl×q is any matrix of rank at most n.

Dual Norm and Semi-Definite Characterization

Recall from functional analysis that any norm ‖·‖primal in an inner product space
has a corresponding dual norm ‖·‖dual, [65]. For (l × q)-matrices it is defined by

‖X‖dual := sup{〈X,Y 〉 : Y ∈ Rl×q, ‖Y ‖primal ≤ 1}. (2.40)

We will show below that the dual norm of the operator norm (2.38) is the nuclear
norm. Note that when using a Hankel structured matrix it is not mathematically
rigorous to call ‖H(x)‖∗ a dual norm of ‖Y ‖, even though (2.40) still holds, since
x and Y live in different spaces.

For finite vector spaces, it is known that the dual norm of the lp-norm is the
lq-norm2, where 1 < p ≤ ∞, 1 ≤ q ≤ ∞, and 1

p + 1
q = 1; see e.g. [65]. This means

that, for example, the dual of the l2-norm is the l2-norm, of the l∞-norm it is the
l1-norm, and for the l1-norm it is the l∞-norm. These facts are closely related to
Hölder’s inequality.

For matrices, the above examples have counterparts, which may be anticipated
since the nuclear, Frobenius, and operator norms, are the l1-, l2-, and l∞-norms of
the singular values, respectively. In fact, for finite matrices, the dual norm of the
Frobenius norm is itself, of the operator norm it is the nuclear norm, and of the
nuclear norm it is the operator norm. We will go through the proof of the dual
norm of the operator norm here, since several useful insights are then harvested.

We show that the dual norm of the operator norm is the nuclear norm, by
stepping through the proof in [48]. The strategy is to show that ‖X‖dual ≥ ‖X‖∗
and ‖X‖dual ≤ ‖X‖∗, where ‖·‖dual is the dual norm of the operator norm. Note
that the inner product space for these norms is generated by the (standard) matrix
inner product 〈X,Y 〉 = trace(XTY ).

To show the (≥)-part let X = UΣV T be characterized by a compact singular
value decomposition (the dimensions now obey X ∈ Rl×q, U ∈ Rl×n, V ∈ Rq×n,
and Σ ∈ Rn×n, where n is the rank of X, and U and V are unitary matrices).
Furthermore, take Y = UV T . Using the definition (2.40), we see that Y is feasible

2The notions of p and q are here separate from the notions used in the rest of the thesis.
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since ‖Y ‖ =
∥∥UV T∥∥ = 1, and the objective becomes 〈X,Y 〉 = trace(XTY ) =

trace(V UTUΣV T ) = trace(Σ) = ‖X‖∗, which is then at most ‖X‖dual.
To show the (≤)-part, notice that a scalar inequality for the operator norm can

be translated into a linear matrix inequality:

‖Z‖ ≤ t ⇔ t2Il − ZZT � 0 ⇔
[
tIl Z
ZT tIq

]
� 0, (2.41)

where Z ∈ Rl×q and a Schur complement is used in the last step. This leads to the
following semi-definite optimization characterization of the operator norm:

‖Z‖ = inf
{
t :
[
tIl Z
ZT tIq

]
� 0
}
. (2.42)

The definition of the dual norm of the operator norm (cf. (2.40)),

max trace(XTY )
s.t. ‖Y ‖ ≤ 1,

can now be written as the semi-definite program (SDP)

max trace(XTY )

s.t.
[
Il Y
Y T Iq

]
� 0. (2.43)

We will now show that ‖X‖∗ is an upper bound of (2.43). For this we compute the
dual program of (2.43) and use that any feasible point of the dual (minimization)
program gives an upper bound for the primal optimum. The dual program is

min 1
2 (trace(W1) + trace(W2))

s.t.
[
W1 X
XT W2

]
� 0, (2.44)

where the decision variables are W1 ∈ Rl×l and W2 ∈ Rq×q. With X = UΣV T , as
above, we see that (W1,W2) = (UΣUT , V ΣV T ) is feasible since then[

W1 X
XT W2

]
=
[
U
V

]
Σ
[
U
V

]T
� 0. (2.45)

The cost function evaluates as 1
2 (trace(W1)+trace(W2)) = trace(Σ) = ‖X‖∗, which

is an upper bound on the dual norm in (2.43).
In summary, we have shown that

‖X‖∗ = sup{〈X,Y 〉 : ‖Y ‖ ≤ 1}, (2.46)

for X,Y ∈ Rl×q, where ‖·‖ and ‖·‖∗ are the operator and nuclear norms, respec-
tively.



28 Background

Besides showing that ‖·‖∗ is the dual norm of ‖·‖, we have demonstrated how
the nuclear norm has an SDP characterization:

‖X‖∗ = min 1
2 (trace(W1) + trace(W2))

s.t.
[
W1 X
XT W2

]
� 0. (2.47)

Note that for a symmetric X = XT ∈ Rp×p we obtain W1 = W2, [18].
Furthermore, the primal and dual programs, (2.43) and (2.44), obey strong

duality, i.e., their respective optimal costs are equal, since Slater’s condition is
satisfied. Slater’s condition is a constraint qualification stating that for convex
problems strong duality follows if there exists a point in the relative interior of the
constraint set, [9].

Sub-Differential

The nuclear norm is not differentiable for general matrices (only if they are full
rank). However, non-differentiable functions possess sub-differentials, which are
compact convex sets of sub-gradients. The sub-differential of a convex (or concave)
function f : Rn 7→ R is

∂f(x) := {h ∈ Rn : f(y) ≥ f(x) + 〈h, y − x〉 ∀y ∈ Rn},

in the vector case. To depict this we turn first to the scalar case. As an example, the
function f(x) = |x| is non-differentiable in x = 0. In this point there are infinitely
many sub-gradients; any line with slope in [−1, 1] passes below the function, as
shown in Figure 2.3. The sub-differential in this example is formally

∂|x| = {sign(x) + w : xw = 0, |w| ≤ 1},

where sign(0) ≡ 0. We see that w is non-zero only when x is zero; then w ∈ [−1, 1].

The vector case extension is

∂‖x‖1 = {sign(x) + w : xTw = 0, ‖w‖ ≤ 1},

where xTw = 0 means that x and w have disjoint support. It is elucidating to
interpret sign(x) as an ‘angle’ (it is a slope), which will draw out the similarities
between the vector and matrix cases.

In the matrix case, the sub-differential of the nuclear norm is [63, p.41]

∂ ‖X‖∗ = {UV T +M : UTM = MV = 0, ‖M‖ ≤ 1}, (2.48)

where UTW = WV = 0 means that X andW have orthogonal row/column spaces,
and UV T represents a rotation/reflection or ‘angle’. We see that when X is full
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|x|

x

∂|x|

Figure 2.3: Illustration of the sub-differential for the function f(x) = |x|. Black:
f(x). Dashed: some sub-gradients of f(x) for x = 0.

rank W = 0, and the set of subgradients reduces to the gradient ∇‖X‖∗. For
simpler notation we denote:

Mx := {UTxM = MVx = 0, ‖M‖ ≤ 1}, (2.49)

where H(x) = UxΣxV Tx is a compact singular value decomposition. We note that
the singular value decomposition is not unique, but the product UV T is, [59].

To better grasp what the extension to the matrix case means, we look into the
polar decomposition of a matrix. Any matrix can be decomposed into a unitary
matrix Ũ and a positive semi-definite (PSD) matrix P̃ . For l ≥ q, an (l× q)-matrix
X = Ũ P̃ (conversely, for l ≤ q, X = H̃Ũ , where H̃ is PSD). The unitary matrix
represents a rotation/reflection or ‘angle’, while the PSD matrix is a dilation. Now,
using the SVD decomposition X = UΣV T = UV TV ΣV T , we obtain Ũ = UV T

and P̃ = V ΣV T . Hence, UV T represents an ‘angle’, which makes the connection
between the sub-differential in the vector and matrix cases apparent.

When the matrix argument has Hankel structure, as in our problem formulation
(2.36a-2.36c), the nuclear norm is function on Rd, i.e.,

‖H(x)‖∗ : Rd 7→ R.

Then, the sub-differential can be written as

∂ ‖H(x)‖∗ = {H∗(UxV Tx +M) ∈ Rd : M ∈Mx}, (2.50)

whereMx was defined in (2.49) and H∗ is the adjoint of the Hankel operator, such
that

〈H(x), Y 〉Rl×q = 〈x,H∗(Y )〉Rd . (2.51)
The Hankel adjoint operator sums the anti-diagonals of a matrix Y

(H∗(Y ))k =
∑

i+j=k+1
Yij . (2.52)
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For brevity, we denote
hx(M) := H∗(UxV Tx +M), (2.53)

so that the sub-differential can be written as

∂ ‖H(x)‖∗ = {hx(M) ∈ Rd : M ∈Mx}. (2.54)

Note that all positive linear combinations of vectors in this set define a cone, and
that the sub-gradients represent the ascent directions of ‖H(x)‖∗.

2.5.4 Optimality Conditions
The optimality conditions of Problems (2.36a), (2.36b), and (2.36c) will be stated
here for the cases when the regularization parameters lie in the domains

λ ∈ (λmin, λmax) :=
(
0, 2σ1(M̃opt)

)
, (2.55a)

µ ∈ (µmin, µmax) :=
(

0,
∥∥∥H(θ̂LS)

∥∥∥
∗

)
, (2.55b)

γ ∈ (γmin, γmax) :=
(
VN (θ̂LS), ‖YN‖2

2

)
, (2.55c)

where σ1(·) is the largest singular value, M̃opt the optimal solution to (2.57) below,
and VN (θ̂LS) =

∥∥∥YN − ΦN θ̂LS

∥∥∥2

2
. Note that the end points of the intervals are

excluded; the solutions there are given by inspection: θ = 0 for λmax, µmin, and
γmax; θ = θ̂LS for λmin, µmax, and γmin. It is not necessary to study the problems
outside these domains, which is seen as follows.

For Problem (2.36c)

min
θ

‖H(θ)‖∗
s.t. ‖YN − ΦNθ‖2

2 ≤ γ,

setting γ < γmin makes the feasible set empty, since no θ satisfies ‖YN − ΦNθ‖2
2 <

γmin. On the other hand, for any γ ≥ γmax the solution is θ = 0.
For Problem (2.36b)

min
θ

‖YN − ΦNθ‖2
2

s.t. ‖H(θ)‖∗ ≤ µ,
setting µ < µmin = 0 is not feasible since the nuclear norm is non-negative. On
the contrary, for any µ > µmax the feasible set includes the global minimum of
‖YN − ΦNθ‖2

2, i.e., θ = θ̂LS.
For Problem (2.36a)

min
θ

‖YN − ΦNθ‖2
2 + λ ‖H(θ)‖∗ ,

setting λ < λmin = 0 is counter-intuitive. However, to find λmax we need to solve
an optimization problem. λmax is the smallest number such that the solution to
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(2.36a) is zero. To formulate this optimization problem in detail, we first need to
state the optimality conditions.

In the optimality conditions of the problems (2.36a), (2.36b), and (2.36c) some
of the Karush-Kuhn-Tucker (KKT) conditions (see e.g. [9]) are redundant. This is
due to the restrictions of λ, µ, and γ to the domains above. In these domains there
are separating hyper-planes between the nuclear norm ball and the data ellipsoid,
i.e., they touch only at the optimal point, which is the unique optimal point. This
is a consequence of the Hahn-Banach theorem (see e.g. [65]). It means that the
constraints in (2.36b) and (2.36c) are tight, so the KKT conditions reduce to

0 ∈ ∇‖YN − ΦNθ‖2
2 + λ∂ ‖H(θ)‖∗ ,

0 ∈ ∇‖YN − ΦNθ‖2
2 + yµ∂(‖H(θ)‖∗ − µ), yµ > 0,

0 ∈ ∂ ‖H(θ)‖∗ + zγ∇(‖YN − ΦNθ‖2
2 − γ), zγ > 0,

where yµ and zγ are the optimal Lagrange multipliers. This simplifies to

2
λ

ΦTN (YN − ΦNθ) ∈ ∂ ‖H(θ)‖∗ , (2.56a)

2
yµ

ΦTN (YN − ΦNθ) ∈ ∂ ‖H(θ)‖∗ , yµ > 0, (2.56b)

2zγΦTN (YN − ΦNθ) ∈ ∂ ‖H(θ)‖∗ , zγ > 0, (2.56c)

where ∂ ‖H(θ)‖∗ was defined in (2.54).
Finally, we return to computing λmax in (2.55a). For a large enough λ the

solution is θ = 0. The smallest such λ must satisfy (2.56a) with θ = 0, so λmax
solves

min
λ,M

λ

s.t. H∗(M) = 2
λΦTNYN ,

‖M‖ ≤ 1.

or, equivalently,
min
M̃

∥∥M̃∥∥
s.t. H∗(M̃) = ΦTNYN ,

(2.57)

with M̃ = λ
2M , so that

∥∥M̃∥∥ = λ
2 ‖M‖. Then, since ‖M‖ = 1 at optimum,

λmax = 2σ1(M̃opt), (2.58)

where σ1(·) is the largest singular value, and M̃opt is the optimal solution to (2.57).
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2.5.5 Re-Weighted Nuclear Norm Minimization
The re-weighted nuclear norm heuristic was suggested in [38]. The idea here is
to iteratively reshape the nuclear norm ball by introducing weights on the matrix
argument,

∥∥W k
1 XW

k
2
∥∥
∗, where W

k
1 and W k

2 are the weights of iteration k. The
choice of these weights in [38] are derived from the log-det heuristic (2.28). To see
this, recall that the log-det heuristic minimizes

min log det(Y + δI) + log det(Z + δI)

s.t.
[
Y X
XT Z

]
� 0

X ∈ C

locally by iterative linearization of the objective function. The parameter δ > 0 is
here a small regularization constant. As we saw in (2.29), the kth iteration solves

arg min
X,Y,Z

trace((Yk + δI)−1Y ) + trace((Zk + δI)−1Z)

s.t.
[
Y X
XT Z

]
� 0

X ∈ C.

(2.59)

This scheme is referred to as the re-weighted trace heuristic, [38], which the authors
prove is locally convergent. Furthermore, (2.59) can be reformulated using the
nuclear norm.

The re-weighted nuclear norm heuristic is derived from (2.59) as follows. Let
W k

1 = (Yk + δI)− 1
2 and W k

2 = (Zk + δI)− 1
2 . Then, the constraint in (2.59) is

equivalent to [
W k

1 0
0 W k

2

] [
Y X
XT Z

] [
W k

1 0
0 W k

2

]
� 0,

since the matrix pre- and post-multiplying is positive definite for any feasible Yk,
Zk and δ > 0. Thus (2.59) is equivalent to

arg min
X,Y,Z

trace(W k
1 YW

k
1 ) + trace(W k

2 ZW
k
2 )

s.t.
[
W k

1 YW
k
1 W k

1 XW
k
2

W k
2 X

TW k
1 W k

2 ZW
k
2

]
� 0

X ∈ C.

(2.60)

This problem is finally reformulated using the SDP characterization of the nuclear
norm, (2.47):

min
∥∥W k

1 XW
k
2
∥∥
∗

s.t. X ∈ C. (2.61)

The initial weights can be taken asW 0
1 = W 0

2 = I, reducing the first iteration to
the un-weighted heuristic. The weights are updated as follows. Recall from (2.45)
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that the optimal Yk+1 and Zk+1 of (2.60) obey

W k
1 Yk+1W

k
1 = UΣUT ,

W k
2 Zk+1W

k
2 = V ΣV T ,

where W k
1 Xk+1W

k
2 = UΣV T is a compact singular value decomposition. Thus, the

updates are:
W k+1

1 = (Yk+1 + δI)− 1
2 ,

W k+1
2 = (Zk+1 + δI)− 1

2 ,
(2.62)

with
Yk+1 = (W k

1 )−1UΣUT (W k
1 )−1,

Zk+1 = (W k
2 )−1V ΣV T (W k

2 )−1.
(2.63)

The re-weighted nuclear norm heuristic is given by the minimization problem (2.61),
and the weights are given by (2.62) and (2.63). Note that if the convex set C is
described by scalar convex constraints the nuclear norm minimization in (2.61) can
be altered to the ‘penalized’ and ‘constrained’ versions; cf. our problem formulation
(2.36a)-(2.36c).

2.5.6 Solution approaches
As we noticed in (2.47) the nuclear norm has an semi-definite characterization,
so semi-definite programming may be used to solve Problems (2.36a)-(2.36c), [32].
Other solution approaches include sub-gradient methods tailored for problem struc-
ture and low-rank factorization of the decision variable. Furthermore, an alternating
direction method of multipliers (ADMM) was developed in [31] for problems on the
form (2.36a), but for a general linear operator in place of H. Moreover, a so called
linearized alternating direction method suitable for Problem (2.36c) was developed
in [64].

2.5.7 Recovery
The concept of recovery concerns under what conditions the solutions of the rank
minimization and nuclear norm problems coincide. In general, this depends on the
properties of the loss function, or constraint set, as well as on the properties of
the nuclear norm, such as sub-differential. Several of the results on recovery and
performance bounds are derived from problems on the form

min
X

‖X‖∗
s.t. A(X) = b,

where A : Rl×q 7→ Rp is an affine map. For this problem, recovery conditions where
characterized in [48] under a so called restricted isometry property on A. This idea
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extends the vector case counterpart developed in [10]. In short, the restriction on
A is expressed in terms of the size of a rank-r matrix X (in Frobenius norm) and
the largest constant, δr(A), called the r-restricted isometry constant, such that:

(1− δr(A)) ‖X‖F ≤ ‖A(X)‖ ≤ (1 + δr(A)) ‖X‖F ,

holds for any X of rank at most r. Under various conditions on δr(A) several
recovery results can be established. Next, randomness can be introduced into A
and consequently one can talk about nearly isometric matrices and near-low-rank
recovery. There are several more approaches than this. Alternatively, in [49] the
results are derived from properties of the nullspace of the random map A, which
results in conditions for recovery with some probability. A third approach in [11] is
to consider the so called Gaussian width of the cone related to the sub-differential.

Furthermore, if strictly convex loss functions are considered these bounds do not
apply. But, in [39] error bounds on the minimum nuclear norm estimate is derived
under the condition of so called restricted strong convexity, which is defined in
terms of the curvature of the loss function.

Finally, for matrix completion of Hankel matrices, where the missing entries
have known, fixed positions, recovery of the nuclear norm heuristic was proven for
stable single-real-pole systems in [13]. This result has been extended to Hankel
matrices of arbitrary rank in [59].

2.6 Extension to Box-Jenkins Systems

In this section we demonstrate how the above presented framework can be ex-
tended to approximating Box-Jenkins (BJ) models with high-order exogenous auto-
regressive (ARX) models, instead of approximating output error (OE) models with
high-order finite impulse response (FIR) models. BJ estimation via nuclear norm
regularization based on ARX models was suggested in [26].

Consider the Box-Jenkins model

yt = B(q, θ)
F (q, θ)ut + C(q, θ)

D(q, θ)et,

where G = B/F and H = C/D are strictly-proper rational transfer operators
modelling the system and noise, respectively. That is,

G(q, θ) = B(q, θ)
F (q, θ) = b1q

−1 + b2q
−2 + . . .+ bnb

q−nb

1 + f1q−1 + f2q−2 + . . .+ fnf
q−nf

,

H(q, θ) = C(q, θ)
D(q, θ) = c1q

−1 + c2q
−2 + . . .+ cncq

−nc

1 + d1q−1 + d2q−2 + . . .+ dnd
q−nd

,

with
θ = [b1, . . . , bnb

, f1, . . . , fnf
, c1, . . . , cnc , d1, . . . , dnd

]T .
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To approximate this model setMBJ(θ) we apply an ARX model:

yt = B(q, θ)
A(q, θ)ut + 1

A(q, θ)et, (2.64)

where A(q, θ) = 1 + a1q
−1 + . . .+ anaq

−na and na represents the McMillan degree.
It is shown in [36] that as na tends to infinity any finite-dimensional Box-Jenkins
model lies in the infinite-dimensional ARX model set MARX(θ), i.e., G is well-
approximated by B/A and H by 1/A.

Just as when approximating an OE by an FIR model in Section 2.2, also here
the BJ estimation problem is in general non-convex while ARX gives a prediction
error on linear regression form and a standard PEM cost function which is convex.
From (2.64)

yt − a1yt−1 − . . .− anayt−na = b1ut−1 + . . .+ bnb
ut−nb

+ et,

or in linear regression form
yt = ϕTt θ + et, (2.65)

where

ϕt =
[
−yt−1 . . . −yt−na

ut−1 . . . ut−nb

]T
,

θ =
[
a1 . . . ana

b1 . . . bnb

]T
,

and et for t = 1, 2, . . . , N is a white noise sequence. Since et has zero mean the
predictor is ŷt(θ) = ϕTt θ, and the standard prediction error cost function becomes

V PEM
N (θ) = V LS

N (θ) = 1
N

N∑
t=1

(yt − ϕTt θ)2. (2.66)

Since B/A and 1/A approximate strictly-proper rational transfer operators we ex-
pect them to have finite McMillan degree, even as na, nb → ∞. This means that
A and B can be taken as FIR truncations of ration transfer operators. Thus, with
the reasoning from Section 2.3-2.4 we can approximate PEM for BJ models with

min
θ

1
N

N∑
t=1

(yt − ϕTt θ)2

s.t. rank(H(a)) = n
rank(H(b)) = m,

where a = [a1, . . . , ana
]T , b = [b1, . . . , bnb

]T , H(x) is the Hankel matrix defined in
(2.7), and n > m. This in turn can be relaxed using the nuclear norm relaxation,
as in Section 2.5. The problem can be cast in the following three settings, cf.
(2.36a)-(2.36c),

min
θ

1
N

N∑
t=1

(yt − ϕTt θ)2 + λa ‖H(a)‖∗ + λb ‖H(b)‖∗ , (2.67a)
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min
θ

1
N

N∑
t=1

(yt − ϕTt θ)2

s.t. ‖H(a)‖∗ ≤ µa
‖H(b)‖∗ ≤ µb,

(2.67b)

min
θ

‖H(a)‖∗ + γb ‖H(b)‖∗

s.t. 1
N

N∑
t=1

(yt − ϕTt θ)2 ≤ γc,
(2.67c)

where λa, λb, µa, µb, γb, and γc are regularization parameters.
A drawback with these formulations is that searching, with e.g. cross-validation,

for appropriate values of the regularization parameters is a search over a two-
dimensional parameter domain, which can be computationally costly and may get
trapped in local minima.

2.7 Some Related Approaches

2.7.1 Subspace Identification and Its Connections with NNR
In subspace identification the aim is to search for an appropriate model order r
and estimate corresponding state-space matrices as well as the initial state. Many
subspace identification methods can be put in a common framework, as shown in
[60]. They boil down to singular value decomposition (SVD) of a weighted matrix
estimate followed by recovery of the state matrices. Albeit the popularity of these
methods, we will see that whenever this matrix is structured, this structure is lost
in the procedures, which may be considered a drawback.

We will now give an overview of the subspace methods and specifically point at
a particular step where a structured low-rank matrix approximation appears. In
recent literature, [32], the nuclear norm heuristic has been proposed to solve this
problem, thus integrating it into the subspace framework.

Consider, as in (2.5), a state-space representation on process form:

xt+1 = Axt +But + wt

yt = Cxt + vt,
(2.68)

where xt ∈ Rn, (A,B,C) ∈ Rn×n × Rn×1 × R1×n, and {wt}N−1
t=0 and {vt}Nt=1 are

noise sequences. It is well known that a Kalman filter can be designed for this
system if it is observable,

x̂t+1 = Ax̂t +But +Ket, (2.69)

where K is the Kalman gain and

et = yt − Cx̂t, (2.70)
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are the innovations. Hence, we can equivalently represent the system on innovation
form:

x̂t+1 = Ax̂t +But +Ket

yt = Cx̂t + et.
(2.71)

Next, we can extend this model over a future horizon f based on the innovation
form (2.71). On matrix form we obtain:

Yf = ΘfX +HfU +GfEf , (2.72)

where we have introduced the Hankel matrices

Yf :=


y1 y2 y3 · · · yN−f+1
y2 y3 y4 · · · yN−f+2
y3 y4 y5 · · · yN−f+3
...

...
...

...
yf yf+1 yf+2 · · · yN

 = H(y1:N ) ∈ Rf×N−f+1,

and similarly

Uf := H(u0:N−1) ∈ Rf×N−f+1,

Ef := H(e1:N ) ∈ Rf×N−f+1,

the Toeplitz matrices

Hf :=


CB 0 · · · 0
CAB CB · · · 0

...
...

...
CAf−1B CAf−2B · · · CB

 ,
and

Gf :=


1 0 · · · 0 0
CK 1 · · · 0 0
CAK CK · · · 0 0

...
...

...
...

CAf−2K CAf−3K · · · CK 1

 ,
the extended observability matrix

Θf :=


C
CA
...

CAf−1

 , (2.74)

and the future Kalman state matrix

Xf :=
[
x̂0 x̂1 x̂2 . . . x̂N−f

]
. (2.75)
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The next step is to obtain an estimate of either Θf or X from input-output
data; we are here interested in the former case, since nuclear norm regularization
can then be used in an intermediate step. Estimating Θf is explained below. But,
first, note that once Θ̂f is at hand, the final step of the various subspace methods
usually recovers first A and C, and then B, D, and xo; see e.g. [47]. In short, C is
usually taken as the first sub-matrix in Θ̂f , i.e., C = Θ̂1 where

Θ̂f =


Θ̂(1)
f

Θ̂(2)
f
...

Θ̂(f)
f ,

 (2.76)

and A is obtained by solving 
Θ̂(2)
f

Θ̂(3)
f
...

Θ̂(f)
f

 =


Θ̂(1)
f

Θ̂(2)
f
...

Θ̂(f−1)
f

A. (2.77)

In [60], three common open-loop subspace methods (N4SID, MOESP, and the
CVA approach) are put in a unified framework. In this framework, Θ̂f is obtained
via an SVD-truncation as follows. Inserting the Kalman state estimation based on
input-output data, (2.72) can be written

Yf = HfpZp +HfUf +GfEf , (2.78)

where Zp comes from the Kalman filter (see [47]), and Hfp = ΘfΨp, where Ψp

represents the reachability matrix of yet another state space form, namely the
predictor form. For this reason Hfp is not exactly a Hankel matrix, which is the
case for products of observability and reachability matrices from the same state
space descriptions. (In other words, Hfp does not exactly represent a balanced
realization.) But we notice that its rank is n, the McMillan degree of the system.

Next, we post-multiply (2.78) by a basis for the null space of Uf , i.e.,

YfU
⊥
f = HfpZpU

⊥
f +GfEf . (2.79)

Here we have used that in the open-loop case the innovations are uncorrelated with
future inputs, i.e., 1

NEfU
T
f → 0 as N → ∞, which gives EfU⊥f = Ef , [47, Sec 3].

From this, the least-squares estimate of Hfp is

Ĥfp = YfU
⊥
f (ZpU⊥f )T (ZpU⊥f (ZpU⊥f )T )−1

= YfU
⊥
f (ZpU⊥f )T (ZpU⊥f ZTp )−1.

(2.80)



2.7. Some Related Approaches 39

The three above-mentioned methods all perform an SVD and a truncation of
the first r singular values (for some model order r decided upon), according to

W1ĤfpW2 = UΣV T u UrΣrV Tr , (2.81)

for different weights W1 and W2.
Alternatively, in [31] the nuclear norm heuristic was suggested as a replacement

of the traditional SVD-step. A motivation for this is that for block-Hankel and other
structures that are common in subspace identification, with the SVD approach the
structure cannot be taken into account until after the model order r is decided upon.
In the nuclear norm regularization approach, however, the structure is preserved.
Another advantage is that nuclear norm regularization introduces an optimality
condition in the calculation of the predictor.

The idea can be explained as follows. Note that in the noiseless case the ma-
trix YfU

⊥
f in (2.79) has the same rank, n, as Hfp. One way to proceed is to

make a suitable SVD-truncation on the noise-corrupted YfU
⊥
f , from which the

estimated observability matrix is obtained and one proceeds in line with the dis-
cussions above. Here, however, the authors suggested to use the following nuclear
norm regularization scheme to find a suitable McMillan degree via the regulariza-
tion parameter. They denote the measured output by ymeas(t) and use as variables
y(t), t = 1, . . . , N . As a heuristic for optimization of rank(Y U⊥) they suggest3:

min
y

∥∥Y U⊥∥∥∗ + λ ‖y − ymeas‖2
2 ,

A recent variant on this is given by [62], whose algorithm is called N2SID (pseudo-
acronym for nuclear norm subspace identification).

2.7.2 Atomic Norm Regularization for Low-Order Systems
Atomic norm regularization was proposed in [11] as a universal heuristic which
exploits information such as a vector being sparse (the l1 special case), a matrix
having low-rank (the nuclear norm special case), etc. Here, we will outline the
approach studied in [54], where Shah et al. use an atomic set of first-order transfer
functions.

Recall from (2.31) in Section 2.5.1 that the atomic decomposition is

x =
n∑
i=1

ciai, ai ∈ A,

where x is a model, the ci’s are constants, the ai’s are the atoms, and A is the
atomic set. Then, the gauge function

‖x‖A := inf{t > 0 : x ∈ t · conv(A)},
3The subscript f is here dropped.
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becomes an atomic norm if A is centrally symmetric about the origin, i.e., a ∈ A
if-and-only-if −a ∈ A. The atomic norm is [11]

‖x‖A = inf
{∑
ca∈A

ca : x =
∑
ca∈A

caa, ca ≥ 0 ∀a ∈ A

}
.

In [54], the authors observed that discrete-time LTI systems with small McMil-
lan degree and finite-dimensional strictly-proper transfer function containing only
simple poles, can always be decomposed as

G(z) =
r∑
i=1

ci
z − ai

,

via partial fraction expansion. Based on this they proposed the atomic set

A =
{
ϕm(z) = 1− |w|2

z − w
: w ∈ D

}
,

where w is a complex variable inside the unit disc D. The corresponding atomic
norm is

‖G(z)‖A = inf
{∑
w∈D

|cw| : G(z) =
∑
w∈D

cw(1− |w|2)
z − w

}
.

In [54, Thm.3.1], the authors show that the Hankel operator ΓG in (2.7) is so called
trace class if-and-only-if there exist sequences {αk} ∈ l1 and {wk} with wk ∈ D,
such that

G(z) =
∞∑
i=1

αk
1− |wk|2

z − wk
.

This motivates the above choice of atomic set. Furthermore, the Hankel nuclear
norm ‖ΓG‖∗ and ‖G‖A are equivalent:

π

8 ‖G‖A ≤ ‖ΓG‖∗ ≤ ‖G‖A .

Thus, by approximately solving this atomic norm regularization, one approximately
solves Hankel nuclear norm regularization. The authors suggest to generate a large
finite set of atoms to approximate the atomic set. Supposing the noise is i.i.d.
Gaussian with known variance, they also derive statistical bounds on the estimate.

2.7.3 Model Order Reduction
The aim in model order reduction is to reduce the order of a given model, which
is (regarded as) the true system. In H2, H∞, or Hankel norm model reduction,
the approximation error is measured in the corresponding norms: ‖Go −Gr‖2,
‖Go −Gr‖∞, or ‖Go −Gr‖H , where Go and Gr are the transfer functions of the
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true and reduced models, respectively. In general one can express lower bounds on
the error norm in terms of the Hankel singular values of the true model. However,
many techniques in model order reduction are heuristics in the sense that no op-
timality can be reassured. Hankel norm approximation is an exception, where the
celebrated theorems of Nehari and Adamjan-Arov-Krein prove the existence of a
Gr of order r such that the lower bound is met, that is, ‖Go −Gr‖H = σr+1 [66].

A popular technique is balanced model reduction, [66], where the so called bal-
anced state matrices are truncated or residualized to obtain a model order r. For a
balanced realization the following holds. Form the infinitely extended reachability
and observability matrices

Ψ∞ =
[
B AB A2B · · ·

]
,

and

Θ∞ =


C
CA
CA2

...

 ,
for state matrices (A,B,C) in (2.5). Then, for a balanced realization the reacha-
bility and observability Gramians

P := Ψ∞ΨT
∞, (2.82a)

Q := ΘT
∞Θ∞, (2.82b)

are equal and diagonal

P = Q = Σ = diag{σ1, σ2, . . . , σn}, σ1 ≥ σ2 ≥ . . . ≥ σn > 0,

where the Hankel singlar values are related to the eigenvalues of PQ as

σi :=
√
λi(PQ). (2.83)

The intuition behind this technique is that in the balanced coordinates the states
are arranged in order of importance, where the most important state lies in the
direction where the system is ‘most reachable and observable.’

Now, we will explore a connection between balanced model reduction and nu-
clear norm minimization. Recall from (2.5) that the impulse response sequence
{gk}∞k=1 is called realizable if there exists corresponding state matrices (A,B,C).
We saw in (2.7) that

H∞(g) = Θ∞Ψ∞,
where H∞(g) is the infinite version of the Hankel matrix (2.7). Furthermore, con-
sider the SDP characterization of the nuclear norm (2.47):

‖H(g)‖∗ = min 1
2 (trace(W1) + trace(W2))

s.t.
[
W1 H(g)
H(g)T W2

]
� 0.
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By considering a truncated case, we see that a balanced realization of {gk}dk=1 is
optimal for this SDP, since (W1,W2) = (ΘlΘT

l ,ΨT
q Ψq) is feasible:[

W1 H(g)
H(g)T W2

]
=
[

ΘlΘT
l ΘlΨq

(ΘlΨq)T ΨT
q Ψq

]
=
[

Θl

ΨT
q

] [
ΘT
l Ψq

]
� 0,

and the optimal cost is achieved:

1
2(trace(W1) + trace(W2)) = 1

2(trace(ΘlΘT
l ) + trace(ΨT

q Ψq))

= 1
2(trace(ΘT

l Θl) + trace(ΨqΨT
q ))

= 1
2(trace(Q) + trace(P )) = trace(Σ) = ‖H(g)‖∗ ,

where H(g) ∈ Rl×q, and d = l+q−1. Model order reduction can thus be formulated
as a nuclear norm optimization problem, which was done e.g. in our paper [8], where
the cost function was a weighted l2-norm, ‖g − go‖2

M := (g − go)TM(g − go), for a
true system go and some positive definite weighting matrix M .



Chapter 3

Choosing the Regularization Parameter

In this chapter we discuss how to choose the regularization parameter in Problem
(2.36c),

min
θ

‖H(θ)‖∗
s.t. ‖YN − ΦNθ‖2

2 ≤ γ,

based on the statistical properties of the least-squares estimate, θ̂LS. We denote
here VN (θ) = ‖YN − ΦNθ‖2

2 which is the least-squares cost in (2.15) scaled by
N . The ideas to be presented were introduced in the paper [23]. The benefit of
choosing the parameter based on an a priori criterion, is to avoid computationally
costly methods such as cross validation (see Section 2.3).

We begin this chapter by an introduction to the so called SPARSEVA frame-
work, which handles sparse estimation via l1-norm regularization based on a valida-
tion criterion. Then, we present and discuss our contribution, which is an extension
of this framework to the matrix case, followed by discussing extensions. We con-
clude with an extensive numerical section.

3.1 The SPARSEVA Framework

The SPARSEVA method (SPARSe Estimation based on VAlidation) was developed
by Rojas and Hjalmarsson in [51] and extended by Rojas et al. in [52]. For an l1-
regularized least-squares problem, the method automatically specifies a value for
the regularization parameter, so that the user need not search for an appropriate
amount of regularization using e.g. cross validation.

The SPARSEVA estimator is related to the LASSO (Least Absolute Shrinkage
and Selection Operator), [56]. The LASSO is an l1-type regularizer to induce
sparsity in an estimate of the linear regression model

yi =
p∑
j=1

βjxij + αi,

43
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where the data set is {yi, xi1, . . . , xip}Ni=1, αi, for i = 1, . . . , N , is the error term,
and the regression parameters are βj , j = 1, . . . , p. The LASSO estimator is

min
θ

∑N
i=1

(
yi − αi −

p∑
j=1

βjxij

)2

s.t. ‖θ‖1 ≤ t,

where t is a regularization parameter, and the l1-norm is the sum of absolute entries,
‖x‖1 =

∑
i |xi|.

Unlike the LASSO, the SPARSEVA estimator suggests an automatic choice of
the regularization parameter. It considers the reverse formulation

min
θ

‖θ‖1

s.t. VN (θ) ≤ ε,

where VN (θ) = ‖YN − ΦNθ‖2
2. However, since it always holds that VN (θ) ≥

VN (θ̂LS), this can be written as

min
θ

‖θ‖1

s.t. VN (θ) ≤ (1 + εN )VN (θ̂LS),
(3.1)

for a parameter εN ≥ 0.
The idea for choosing εN is to pre-specify it in accordance with what the least-

squares estimate would give if inserted into the least-squares cost function con-
structed from validation data. This is an application of the simultaneous approach
to choosing parameter dimensionality and model fit, which we described in Sec-
tion 2.3.

Recall that a commonly proposed cost which penalizes the decrease of the loss
function with increasing parameter dimensionality is

WN = Eε2
t (θ̂LS),

which is the expected prediction error variance when the prediction of future data
is based on the model estimated from past data. This cost increases when d is too
small so that the model θ̂LS dependent on past data is poor, and when d is too big
so that over-fitting to the particular noise realization causes bad prediction w.r.t.
future (validation) data.

For the linear regression model (2.10)

YN = ΦNθ + EN ,

where EN is white noise, we obtain [55, Section 11.5]:

WN = Eval

{
Eest

{
V val
N (θ̂est

LS )
}}
≈
(

1 + 2d
N

)
EestVN (θ̂est

LS ), (3.2)
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which corresponds to Akaike’s information criterion (AIC) written in the form
(2.18a). Here, Eval and Eest are expectations w.r.t. validation and estimation data,
respectively, V val

N (θ) =
∥∥Y val

N − Φval
N θ
∥∥2

2 is a least-squares cost function based on
a (fictitious) validation data set, θ̂est

LS is the least-squares estimate based on an
estimation data set, and d = dim θ.

Using (3.2), [51] proposed to choose

εN = 2d
N
, (3.3)

according to AIC, or, alternatively,

εN = d logN
N

, (3.4)

according to the criterion of minimum description length (MDL), [50], also called
the Bayesian Information Criterion (BIC).

3.2 Enhanced SPARSEVA for Nuclear Norm Minimization

The SPARSEVA framework may be applied also to a nuclear norm regularization
scheme

min
θ

‖H(θ)‖∗
s.t. VN (θ) ≤ (1 + εN )VN (θ̂LS).

(3.5)

It is, however, not intuitive to choose εN via the AIC or BIC criteria which induce
sparsity in θ, as was done in the l1-case. Here, we adopt a different reasoning.

3.2.1 Choosing εN Based on Expectation
Instead of penalizing large parameter dimensionality as above, we would here like
to obtain an estimate close to the true parameters, θo. If we recover the true
parameters it means that at optimum of (3.5)

(1 + εN )VN (θ̂LS) = VN (θo), (3.6)

for the particular data realization at hand. With the assumptions held throughout
this thesis, i.e., the noise is (weakly) white, we know that the first order moment of
the noise process is zero. Thus, we can set εN so that (3.6) holds under expectation.
Taking expectation on both sides we obtain

(1 + εN )E{VN (θ̂LS)} = E{VN (θo)} = N

N − d
E{VN (θ̂LS)}, (3.7)

where we have used that for white noise [55, pp. 65]

1
N

E{VN (θo)} = 1
N − d

E{VN (θ̂LS)}. (3.8)
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Hence, by solving for εN in (3.7) we arrive at:

εN = N

N − d
− 1 = d

N − d
. (3.9)

This means that we set εN such that the boundary of the constraint ellipsoid is
expected to hit the true parameters. The result was presented in our paper [23].
Let us summarize it in the following proposition:

Proposition 3.2.1. Given additive, white noise output error measurements ac-
cording to our assumptions in Section 2.1, we propose to set εN in (3.5) as

εN = d

N − d
, (3.10)

as in (3.9). This is only valid for N > d, which is in accordance with our assump-
tions in Section 2.2.

Gaussian noise

Alternatively, if we consider zero-mean i.i.d. Gaussian noise we can derive an ex-
pression of the maximum likelihood of εN when considered as a stochastic variable.
This approach was presented in [1], but we present it here since it has close ties
with our contribution and since part of the numerical experiments uses Gaussian
noise. For any optimal solution θ̂ of (3.5) it holds that

εN = VN (θ̂)− VN (θ̂LS)
VN (θ̂LS)

.

Consider, therefore, a stochastic variable

X := VN (θ̂)− VN (θ̂LS)
VN (θ̂LS)

.

This variable can be conditioned on θ̂ = θo, which means we can exploit the statis-
tical properties of X in the case of θo satisfying the constraint with equality. With
algebraic calculations we find that

VN (θo) = ETNΦN (ΦTNΦN )−1ΦTNEN + VN (θ̂LS). (3.11)

Thus,
VN (θo)− VN (θ̂LS)

σ2
e

= ETNΦN (ΦTNΦN )−1ΦTNEN
σ2
e

∼ χ2(d). (3.12)

Here, we have used the fact [55, Lem.B.13] that if x ∼ N (0, σ2I) then for a sym-
metric idempotent matrix A (i.e., AT = A and A2 = A)

xTAx

σ2 ∼ χ2(trace(A)),
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and we have EN ∼ N (0, σ2
eI) and the matrix ΦN (ΦTNΦN )−1ΦTN is symmetric and

idempotent with trace d. Likewise,

VN (θ̂LS)
σ2
e

= ETN (I − ΦN (ΦTNΦN )−1ΦTN )EN
σ2
e

∼ χ2(N − d), (3.13)

since I − ΦN (ΦTNΦN )−1ΦTN is symmetric and idempotent, and its trace is N −
d. Now, it is well-known that the quotient of two χ2-distributed variables is F-
distributed such that if X1 ∼ χ2(k1) and X2 ∼ χ2(k2) then

X1/k1

X2/k2
∼ F(k1, k2).

From (3.12) and (3.13) we thus obtain

(VN (θo)− VN (θ̂LS))/d
VN (θ̂LS)/(N − d)

= VN (θo)− VN (θ̂LS)
VN (θ̂LS)

N − d
d
∼ F(d,N − d), (3.14)

where we notice that the factor N−d
d is the inverse of our proposed choice in (3.10).

As argued in [1], one can now choose εN such that it maximizes the pdf of the
F-distributed variable (3.14), in accordance with the maximum likelihood principle.
This means taking the mode of the F(k1, k2)-distribution, which is k1−2

k1
k2
k2+2 , giving

mode
{
VN (θo)− VN (θ̂LS)

VN (θ̂LS)
N − d
d

}
= d− 2

d

N − d
N − d+ 2 ,

so that

εN = mode
{
VN (θo)− VN (θ̂LS)

VN (θ̂LS)

}
= d− 2
N − d+ 2 , (3.15)

which for large N and d is very close to (3.10).

3.2.2 Extensions and Future Work
Here, we discuss three possible extensions. The first was presented in [23] where
we evaluated the performance of εN in the re-weighted nuclear norm regularization
scheme, (2.61). The problem becomes

min
θ

∥∥∥W (i)
1 H(θ)W (i)

2

∥∥∥
∗

s.t. VN (θ) ≤ (1 + εN )VN (θ̂LS),
(3.16)

where the weights are updated as in (2.62). This means that we use the same
εN in every iteration, even though new information is collected by solving the
previous iterations. This reflects the fact that our choice of εN is solely based on
the statistical properties of the least-squares cost and not on information about the
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nuclear norm ball. Hence, an open question is how to incorporate more information
into choosing εN? Another comment on our approach is that even if the border of
the data ellipsoid would cover the true parameters, the nuclear norm heuristic may
not recover them. With noisy data this will certainly be the case. For instance, we
may have a near-low-rank solution (meaning that some singular values are nearly
zero), but if we want to obtain the true rank it is then needed to expand the
data ellipsoid from its size in the near-low-rank solution so that it has the true
parameters in its interior, instead of at its boundary.

Secondly, in [23] we extend the eSPARSEVA framework to handling estimation
of ARX models (see Section 2.7). Recall from (2.67) that the nuclear norm heuristic
for ARX models has two regularization parameters:

min
θ

‖H(a)‖∗ + γb ‖H(b)‖∗

s.t. 1
N

N∑
t=1

(yt − ϕTt θ)2 ≤ γc,

In [23], we set γb = 1.
Another possible extension is towards coloured noise settings. In this case, the

result (3.8) does not hold, but the expression will include the covariance matrix.
Thus, it may be possible to estimate this matrix and proceed in deriving εN .

3.3 Numerical results

This numerical study concerns Problems (3.5) and (3.16), the un-weighted and re-
weighted nuclear norm schemes. The main concern is to see how our proposed εN
performs on large and small data sets, respectively. For this we denote large and
small data sets by LD and SD, respectively. Furthermore, we test two white noise
distributions: Gaussian and uniform. Obviously, there are other factors that could
be varied, such as noise level, but since data size and noise variance both influence
the variance of the estimate, we limit the study to varying data lengths and noise
pdf’s. The study is divided into three parts:

Firstly, we study the value of our proposed choice of εN = d
N−d compared to

the quantities:

εo = VN (θo)− VN (θ̂LS)
VN (θ̂LS)

εCV = arg min
ε

V val
N (θ̂est

ε ),

where θo is the true parameter vector, εo represents choosing a constraint such that
its boundary hits the true parameters, and εCV is the optimal value such that the
solution θ̂est

ε of Problem (3.5) for an estimation data set {Y est
N ,Φest

N }, minimizes the
validation cost, V val

N (θ) =
∥∥Y val

N − Φval
N θ
∥∥2

2, for a fresh data set {Y val
N ,Φval

N }. For
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the re-weighted problem, we denote the corresponding value by εRW
CV . Note that we

compare εCV and εN under the same data length.
Secondly, we compare the validation costs obtained by cross-validation and our

proposed εN , for both large and small data sizes. We normalize the quantity as
follows

Q :=
V val
Nval

(θ̂est
εNest

)− V val
Nval

(θ̂est
εCV

)
V val
Nval

(θ̂est
εCV

)
, (3.17)

where Nval is the size of the validation data set.
Thirdly, we compare the best fit rates (BFR), [34]:

BFR := max

100×

1−

∥∥∥θo − θ̂∥∥∥
2

‖θo −mean(θo)‖2

 , 0

 , (3.18)

for the different estimates θ̂est
εCV

and θ̂est
εN

(in both un-weighted and re-weighted cases),
and θ̂PEM, which is the prediction error estimate obtained by feeding oe() in MAT-
LAB with the true model structure.

Details

We perform a Monte-Carlo study of 1000 runs with random systems to compare the
quantities above. The systems are generated using the MATLAB function drss(n),
where the McMillan degree, n, varies randomly between 1 and 10. The large data
set (LD) is taken as N = d2+δ, where δ = 0.01 such that [36, Condition D3] is
satisfied, while the small data set (SD) is set as N = 5d. The noise sequences are
either zero-mean i.i.d. Gaussian or uniformly distributed, with variance adjusted
such that the Cramér-Rao lower bound of the BFR (3.18) is 77%. The input signal
is filtered zero-mean unit-variance i.i.d. Gaussian noise, where the filter is:

F (q) = 0.436
1− 0.9q−1 .

For cross-validation, the size of the estimation and validation data sets are
Nest = Nval = N/2. Cross-validation is performed by solving the problem in a grid
of ten points from 0 to 3εN . Then, the best point is taken and ten more grid points
are created in an interval between the two neighbouring points. This is repeated
once more, so the final precision is 3 · 0.1 · 0.22 = 0.012 of the value of εN . We
have examined a large number of samples to ensure that this three-step iterative
cross-validation scheme does not fail to find the global minimum. The final step is
a re-estimation on the full data set for the obtained εCV.

The re-weighting scheme is designed to stop when the weights have converged
according to

∥∥W k+1
i −W k

i

∥∥2
F
/p2 < 10−3, where i = 1, 2, and p is the dimension

of the weighting matrix. Typically, this gives between 3 and 10 iterations. When
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applying re-weighting to the cross-validation technique described above, the weights
in the next iteration are taken as the weights corresponding to the lowest validation
cost in the current iteration. This means that for cross-validation and our proposed
εN the weights evolve differently.

Figures

In Figures 3.1 and 3.2, we have used large and small data sizes, respectively, for
zero-mean i.i.d. Gaussian noise with variance such that the Cramér-Rao bound of
the BFR is 77%. The upper and lower histograms show the quantity εCV/εNest in
the un-weighted and re-weighted cases, respectively. This means that the final step
of re-estimating the cross-validation estimate on the full data set has not been done
here. We see that, in terms of validation cost, we improve by using re-weighting,
since the mass of the histogram then is shifted closer to 1. We observe no significant
difference between the large and small data sizes, which may reflect the fact that
our proposed εN is based on the result (3.8) which involves expectation and holds
for finite data.

In Figures 3.3 and 3.4 the same plots are shown, but for zero-mean i.i.d. uniform
noise. Here, we observe no significant difference from the Gaussian case, which
means that eSPARSEVA handles these two distributions equally well. We still gain
by re-weighting, but otherwise the differences are minor. This can be interpreted
as the noise pdf in this case having little impact on εCV/εNest , in comparison with
other factors present, such as the first and second order moments being equal.
Furthermore, the shape of the nuclear norm ball may be, in some sense, more
explanatory than the noise pdf. But many other factors are interacting, such as
noise level, data size, and properties of the underlying system, so the discussion get
involved.

In Figure 3.5 we see four histograms of εo/εN , for the four possible combinations
of the two noise distributions, Gaussian and uniform, and the two data set sizes,
N = d2+δ and N = 5d. We know from (3.14) that in the Gaussian-noise case,
εo/εN ∼ F(d,N − d), which is indicated by a red curve. In the uniform-noise case,
this curve is dashed. We observe that even for the uniform noise the distribution
is not totally different from the F-distribution.
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Figure 3.1: Histogram over εCV/εN in the the un-weighted (upper) and re-weighted
(lower) cases, for 103 random systems and zero-mean i.i.d. Gaussian noise, and large
data set (LD): N = d2+δ, δ = 0.01.
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Figure 3.2: Histogram over εCV/εN in the the un-weighted (upper) and re-weighted
(lower) cases, for 103 random systems and zero-mean i.i.d. Gaussian noise, and
small data set (SD): N = 5d.
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Figure 3.3: Histogram over εCV/εN in the the un-weighted (upper) and re-weighted
(lower) cases, for 103 random systems and zero-mean i.i.d. uniform noise, and large
data set (LD): N = d2+δ, δ = 0.01.
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Figure 3.4: Histogram over εCV/εN in the the un-weighted (upper) and re-weighted
(lower) cases, for 103 random systems and zero-mean i.i.d. uniform noise, and small
data set (SD): N = 5d.
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Figure 3.5: Histogram of the variable εo/εN for Gaussian (left) and uniform (right)
noise. In the Gaussian case, the variable is F-distributed according to (3.14). The
short data size (N = 5d) has been used, for 103 random systems.

In Figures 3.6 and 3.7 we see box plots of the BFR (3.18). We here denote:

• CV: cross-validation after final re-estimation

• CV+RW: cross-validation after re-weighting and final re-estimation

• eSP: eSPARSEVA

• eSP+RW: eSPARSEVA after re-weighting

• PEM: prediction error method on the true output error model structure.

We observe that, in terms of BFR, PEM competes with eSPARSEVA in the large
data case, but otherwise eSPARSEVA performs better than the other methods. In
comparison with the cross-validation technique, one has to pay a price in terms
of lower validation fit, but the BFR shows significantly better, especially in the
small data case. We have also looked at the McMillan degree of the 1000 estimates
using rank() in MATLAB, but here there is no significant difference between cross-
validation and eSPARSEVA.

Finally, Figure 3.8 plot histograms of the quantity Q in (3.17), for the large and
small data sizes, respectively. Here, zero-mean i.i.d. Gaussian noise with variance
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Figure 3.6: Best fit rates (BFR) for 103 random systems and zero-mean i.i.d. Gaus-
sian noise, with large data size (LD) N = d2+δ, δ = 0.01. The acronyms are
explained in the item list above.
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Figure 3.7: Best fit rates (BFR) for 103 random systems and zero-mean i.i.d. Gaus-
sian noise, with small data size (SD) N = 5d. The acronyms are explained in the
item list above.
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Figure 3.8: Histograms of the test quote Q in (3.17), which tests how the validation
cost for our proposed εNest compares to the minimum validation cost found by cross-
validation. Left: large data set (LD): Nest = 0.5d2+δ, δ = 0.01. Left: small data
set (SD): Nest = 0.5 · 5d. We have used 103 random systems and zero-mean i.i.d.
Gaussian noise.

such that the Cramér-Rao bound of the BFR is 77%, as above. The closer to zero,
the closer is eSPARSEVA to the optimal validation cost. When looking closely one
can see a few negative values. These can be explained by the fact that the grid
used by cross-validation has a limited precision (0.012εNest). Otherwise, we observe
that for the large data sets, the result is better than for small; there are over 400 of
1000 counts in the first bin, in the large data case. Furthermore, according to our
observations, when the validation costs of eSPARSEVA and cross-validation are
compared on the full data set, after re-estimation of the cross-validation estimate,
it is not uncommon that eSPARSEVA beats cross-validation in terms of validation
cost.





Chapter 4

Approximate Regularization Path

In this chapter we are interested in approximation of the solution of the three
problems, (2.36a)-(2.36c),

min
θ

VN (θ) + λ ‖H(θ)‖∗ , (4.1a)

min
θ

VN (θ)
s.t. ‖H(θ)‖∗ ≤ µ,

(4.1b)

min
θ

‖H(θ)‖∗
s.t. VN (θ) ≤ γ,

(4.1c)

in the entirety of their respective parameter domains, (2.55a)-(2.55c),

λ ∈ (λmin, λmax) :=
(
0, 2σ1(M̃opt)

)
, (4.2a)

µ ∈ (µmin, µmax) :=
(

0,
∥∥∥H(θ̂LS)

∥∥∥
∗

)
, (4.2b)

γ ∈ (γmin, γmax) :=
(
VN (θ̂LS), ‖YN‖2

2

)
, (4.2c)

where, as above, VN (θ) = ‖YN − ΦNθ‖2
2, and M̃opt was defined in (2.58) as the

optimal solution to
min
M̃

∥∥M̃∥∥
s.t. H∗(M̃) = ΦTNYN .

These solutions over the whole domains are called the regularization paths.

Definition 4.0.1 (Regularization path (RP)). The regularization path is a function
P(π) : R 7→ Rd that takes the regularization parameter π ∈ {λ, µ, γ} and returns the
optimal solution, θ̂[π], of the problems (4.1a)-(4.1c), respectively. The domains,
dom P, are given by (4.2a)-(4.2c), respectively.

57
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λmin λmax µmin µmax γmin γmax
opt. sol. θ̂LS 0 0 θ̂LS θ̂LS 0
opt. cost VN (θ̂LS) ‖YN‖2

2 ‖YN‖2
2 VN (θ̂LS)

∥∥∥H(θ̂LS)
∥∥∥
∗

0

Table 4.1: Optimal solutions and costs of the problems (4.1a)-(4.1c) at the start and
end points of the regularization parameter domains (4.2a)-(4.2c), where VN (θ) =
‖YN − ΦNθ‖2

2.

The regularization path (RP) is a piece-wise smooth function. In fact, it is only
non-smooth in the points where the nuclear norm induces a rank drop (or rank
increase), since the sum of singular values changes smoothly except when there is
a singular value transitioning between non-zero and zero. The start and end points
of the RP are known a priori, as discussed in Section 2.5.4. In Table 4.1 we expose
these optimal solutions at the start and end points, together with the corresponding
optimal costs.

For practical purposes the RP must be discretized. To this end, we have devel-
oped two algorithms that automatically discretizes the domain. The first generates
this discretization in such a way as to guarantee the optimal cost function of either of
Problems (4.1a)-(4.1c) to lie in a certain confidence region. The second guarantees
instead the vector of optimal Hankel singular values to lie inside a known l2-norm
ball, which is different depending on the regularization parameter but never has
larger radius than a prescribed tolerance. Furthermore, we bound the number of
discretization points needed to guarantee the prescribed tolerance of the confidence
region, for both cases.

There are several reasons why we are interested in this algorithm. Firstly, it is a
flexible alternative to gridding the parameter domain (or a sub-interval of it) evenly,
which the user may do when searching for the ‘best’ parameter value. Secondly,
if the user has a specification on how much the data ellipsoid or nuclear norm
ball is allowed to increase or decrease given a particular solution as starting point,
the cost function bound will provide a region in the parameter domain where the
specification can be guaranteed to be met. Similarly, when bounding the l2-norm of
the optimal Hankel singular values, any user-specification on this l2-approximation
error can be guaranteed to hold within a certain parameter interval provided by
the algorithm. Thus, this study can be interpreted as a sensitivity analysis.

These ideas were initially inspired by [22], but the novelty is that we make first
a specialization to our problem set-up which reveals new insights, and secondly
an extension that puts guarantees on the l2-norm of the Hankel singular values.
The material covered here is based on the papers [6], [8], and [7], but unpublished
novelty is also presented.

The chapter is structured as follows: We first present the algorithm for an ap-
proximate regularization path with guarantees on the cost function approximation
error in Section 4.1.2. To do this we first outline the idea behind the algorithm



4.1. Guarantees on Approximate Cost Function 59

and then derive an upper bound on the approximation error, which we call the
duality gap. We continue in Section 4.2 by deriving instead an upper bound on
the l2-norm of the Hankel singular value approximation error. Finally, we discuss
implementations in Section 4.3 and evaluate the algorithms by several numerical
examples in Section 4.4.

4.1 Guarantees on Approximate Cost Function

4.1.1 Outline of the Algorithm
Consider the problems (4.1a)-(4.1c) with corresponding parameters π ∈ {λ, µ, γ}.
Further, denote their respective cost functions by

J(θ, π) =

 VN (θ) + λ ‖H(θ)‖∗ π = λ,
VN (θ) π = µ,
‖H(θ)‖∗ π = γ,

(4.3)

where it is evident that the cost is independent of the regularization parameter, π,
in the last two cases. Furthermore, we indicate an optimal solution by ‘hat’ as in
θ̂.

Given an optimal solution P(π?) = θ̂[π?] for some π = π?, let J(θ̂[π?], π)
approximate J(θ̂[π], π), i.e.,

J(θ̂[π], π) ≈ J(θ̂[π?], π). (4.4)

This means that we fix the optimal solution θ̂[π?] to approximate the optimal cost
for π. Then,

δπ?(π) = |J(θ̂[π?], π)− J(θ̂[π], π)| (4.5)

is an unknown approximation error.
Next, we derive an upper bound on this error, δ̄π?(π), which is a worst-case

approximation error,
δπ?(π) ≤ δ̄π?(π),

for any π ∈ (πmin, πmax). The approximation is considered valid in a neighbourhood
around π? such that δ̄π?(π) lies within a pre-specified tolerance, ε, i.e.,

0 ≤ δπ?(π) ≤ δ̄π?(π) ≤ ε. (4.6)

An approximation obeying (4.6) is then called an ε-approximation:

Definition 4.1.1 (ε-approximation). Whenever the approximation error (4.5) can
be guaranteed to obey δπ?(π) ≤ ε, for some pre-specified tolerance ε, then J(θ̂[π?], π)
is called an ε-approximation of J(θ̂[π], π).

The algorithm is an iterative procedure, visualized in Figure 4.1. It can be
summarized as follows:
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1. Set a tolerance, ε.

2. Initialize i = 0 and π?0 = πmin.

3. Solve (4.1a), (4.1b), or (4.1c) for π = π?i .

4. Find π?i+1 through δ̄π?(π) = ε.

5. Accept J(θ̂[π?i ], π) as an ε-approximation of J(θ̂[π], π) for π ∈ (π?i , π?i+1).

6. Repeat from 3. until π?i+1 ≥ πmax.

Note that δ̄π?(π) will be derived below. Also note that the algorithm automatically
generates a set of discretization points π?i , i = 1, . . . ,m, for some number m. Fur-
thermore, we see in Figure 4.1 that the approximated cost, J(θ̂[π?i ], π), is constant
for problems (4.1b) and (4.1c), and linear for (4.1a). This is due to the optimal
solution, θ̂[π?i ], being fixed constant on sub-interval i − 1 and evaluated according
to (4.3).

Finally, we would like to explain why we let the algorithm run from πmin to πmax
and not in the reverse direction. The reason for this is that our theory presented
below derives a lower bound on the cost J(θ, π), but to run the algorithm in reverse
direction would require an upper bound (problem (4.1a) is an exception, as seen in
Lemma 4.1.1 below). To see this, note that we have to distinguish two cases in which
π is such that J(θ̂[π], π) ≤ J(θ̂[π?], π) and J(θ̂[π], π) ≥ J(θ̂[π?], π), respectively.
The corresponding specifications on π are stated in the following lemma:

Lemma 4.1.1. The approximation J(θ̂[π?], π) in (4.4) obeys

J(θ̂[π], π) ≤ J(θ̂[π?], π) ⇔

 λ ∈ (λmin, λmax)
µ? ≤ µ ≤ µmax
γ? ≤ γ ≤ γmax,

(4.7)

J(θ̂[π], π) ≥ J(θ̂[π?], π) ⇔
{
µmin ≤ µ ≤ µ?
γmin ≤ γ ≤ γ?,

(4.8)

where π ∈ {λ, µ, γ} and πmin and πmax are defined in (4.2).

Proof. For problems (4.1b) and (4.1c) the approximated costs J(θ̂[µ?]) and J(θ̂[γ?])
are constant, and the true costs J(θ̂[µ]) and J(θ̂[γ]) decrease with µ and γ, respec-
tively. Thus, we need µ ≥ µ? and γ ≥ γ?, for the approximation error to be
positive.

To prove that the approximated cost J(θ̂[λ?], λ) is greater than the true cost
J(θ̂[λ], λ) for any λ ∈ {λmin, λmax}, we note that

J(θ̂[λ], λ) := min
θ
J(θ, λ) ≤ J(θ, λ), ∀θ.

Thus, in particular, it holds that J(θ̂[λ], λ) ≤ J(θ̂[λ?], λ) for any λ ∈ {λmin, λmax}.
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Figure 4.1: Illustrative example of Algorithm 1 for problems (4.1a), (4.1b), and
(4.1c), in top, middle, and bottom, respectively, based on one noisy data set from
a random system. y-axis: Cost function, x-axis: parameter domain. Blue: regular-
ization path. Red: approximation. Grey: confidence zone given by (4.9).

From Lemma 4.1.1 we see that the confidence region in Figure 4.1, where π
obeys (4.7), is given by

J(θ̂[π?], π)− δ̄π?(π) ≤ J(θ̂[π], π) ≤ J(θ̂[π?], π), (4.9)

while for values of π obeying (4.8)

J(θ̂[π?], π) ≤ J(θ̂[π], π) ≤ J(θ̂[π?], π) + δ̄π?(π).

The conclusion is that for π obeying (4.7) we need a lower bound on J(θ, π) to
obtain an upper bound on δπ?(π). In the reverse case, it is possible to derive an
upper bound on J(θ, π) for π obeying (4.8), but such a bound has to be derived
in a more trivial manner which should be expected to be less tight, so we do not
consider this case.
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4.1.2 Upper Bound on Approximation Error
In this section we derive an upper bound, δ̄π?(π), on the approximation error
δπ?(π) = |J(θ̂[π?], π) − J(θ̂[π], π)| in (4.5), for which we need a lower bound on
J(θ̂[π], π), since π is as in (4.7). To this end, we will use that for any convex
function

f(y) ≥ f(x) + 〈∇f(x), y − x〉,

where 〈·, ·〉 is the inner product. For the nuclear norm of a Hankel matrix we thus
have

‖H(y)‖∗ ≥ ‖H(x)‖∗ + hx(M)T (y − x), (4.10)

where hx(M) is the sub-gradient defined in (2.53):

hx(M) := H∗(UxV Tx +M),

with H(x) = UxΣxV Tx as a compact singular value decomposition and M ∈ Rl×q

belonging to the set

Mx := {UTxM = MVx = 0, ‖M‖ ≤ 1}. (4.11)

Given an optimal solution θ̂[π?] = P(π?) for some π = π?, and using (4.10), we can
bound the optimal cost J(θ̂[π], π) of the problems (4.1a)-(4.1c) as follows.

Lemma 4.1.2. The optimal costs J(θ̂[λ], λ), J(θ̂[µ]) and J(θ̂[γ]) of the problems
(4.1a), (4.1b) and (4.1c), in λ, µ, and γ, respectively, are lower-bounded according
to

J(θ̂[λ], λ) ≥ min
{
VN (θ) + λ

(∥∥∥H(θ̂[λ?])
∥∥∥
∗

+ hλ?(M)T (θ − θ̂[λ?])
)

: θ ∈ Rd
}
,

(4.12a)
J(θ̂[µ]) ≥ min

{
VN (θ) : µ? + hµ?(M)T (θ − θ̂[µ?]) ≤ µ, θ ∈ Rd

}
, (4.12b)

J(θ̂[γ]) ≥ min
{ ∥∥∥H(θ̂[γ?])

∥∥∥
∗

+ hγ?(M)T (θ − θ̂[γ?]) : VN (θ) ≤ γ, θ ∈ Rd
}
,

(4.12c)

where θ̂[π?] = P(π?) is a given optimal solution for some π = π? ∈ {λ?, µ?, γ?}.

Proof. The problems on the right-hand sides are relaxations of the original prob-
lems; thus, their optimal costs are guaranteed to be a lower bound on the original
cost function. The relaxation comes from (4.10), where x = θ̂[π?] and y = θ. Note
that we have used

∥∥∥H(θ̂[µ?])
∥∥∥
∗

= µ?, due to optimality.

The relaxed problems on the right-hand side are quadratic and can be solved
analytically. The results are presented in the following lemma.
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Lemma 4.1.3. Define
‖x‖2

ϕ := xT (ΦTNΦN )−1x. (4.13)
Then, the relaxed problems1 on the right-hand sides of (4.12a), (4.12b) and (4.12c)
have the analytical solutions:

θ̂R
λ? [λ,M ] = θ̂LS −

λ

2 (ΦTNΦN )−1hλ?(M), (4.14a)

θ̂R
µ? [µ,M ] = θ̂LS −

yR
µ?(µ,M)

2 (ΦTNΦN )−1hµ?(M), (4.14b)

θ̂R
γ? [γ,M ] = θ̂LS −

1
2zR
γ?(γ,M)

(ΦTNΦN )−1hγ?(M), (4.14c)

where the optimal Lagrange multipliers are

yR
µ?(µ,M) = 2µ

? − µ+ hµ?(M)T (θ̂LS − θ̂[µ?])
‖hµ?(M)‖2

ϕ

, (4.15)

zR
γ?(γ,M) = 1

2
‖hγ?(M)‖ϕ

(γ − VN (θ̂LS)) 1
2
. (4.16)

The corresponding optimal costs are denoted:

JR
λ?(λ,M) = VN (θ̂R

λ? [λ,M ]) + λ
(∥∥∥H(θ̂[λ?])

∥∥∥
∗

+ hλ?(M)T (θ̂R
λ? [λ,M ]− θ̂[λ?])

)
,

(4.17a)
JR
µ?(µ,M) = VN (θ̂R

µ? [µ,M ]), (4.17b)

JR
γ?(γ,M) =

∥∥∥H(θ̂[γ?])
∥∥∥
∗

+ hγ?(M)T (θ̂R
γ? [γ,M ]− θ̂[γ?]). (4.17c)

Proof. The proof is in the Appendix.

We now see from Lemma 4.1.3 that

δπ?(π) = |J(θ̂[π?], π)− J(θ̂[π], π)| ≤ J(θ̂[π?], π)− JR
π?(π,M), (4.18)

which leads to the definition of a so called duality gap in the following theorem.

Theorem 4.1.1. The approximation error δπ?(π) in (4.18) is upper-bounded by
the quantity

J(θ̂[π?], π)− JR
π?(π,M) =: δ̄π?(π,M), (4.19)

which we call the duality gap2, where

δ̄λ?(λ,M) = VN (θ̂[λ?])− VN (θ̂R
λ? [λ,M ])− λhλ?(M)T (θ̂R

λ? [λ,M ]− θ̂[λ?]), (4.20a)
δ̄µ?(µ,M) = VN (θ̂[µ?])− VN (θ̂R

µ? [µ,M ]), (4.20b)

δ̄γ?(γ,M) = −hγ?(M)T (θ̂R
γ? [γ,M ]− θ̂[γ?]). (4.20c)

1We indicate quantities related to the relaxed problems (4.12) by superscript R.
2As in [22], due to the connection between our relaxation and the Frank-Wolfe algorithm,

δ̄π? (π,M) can be interpreted as a duality gap, [12].
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Proof. The result is established by inserting the optimal solutions, θ̂R
π? [π?,M ], into

(4.18), where the cost functions J(θ, π) and JR
π?(π,M) are given by (4.3) and (4.17),

respectively.

Remark 4.1.1. Note that the duality gap is a function of M which is the matrix
generating the sub-differential (2.50) in Section 2.5. Thus, it is possible to optimize
the duality gap over M . How to implement this is discussed in Section 4.3 below.

Corollary 4.1.1. The duality gaps (4.20a)-(4.20c) can be written as:

δ̄λ?(λ,M) =− λ2 ‖hλ?(M)‖2
ϕ

4 + λ
‖hλ?(M)‖2

ϕ

2
− hλ?(M)T (θ̂LS − θ̂[λ?]) + VN (θ̂[λ?])− VN (θ̂LS), (4.21a)

δ̄µ?(µ,M) =− µ2 1
‖hµ?(M)‖2

ϕ

+ µ
2(µ? + hµ?(M)T (θ̂LS − θ̂[µ?]))

‖hµ?(M)‖2
ϕ

− (µ? + hµ?(M)T (θ̂LS − θ̂[µ?]))2

‖hµ?(M)‖2
ϕ

+ VN (θ̂[µ?])− VN (θ̂LS), (4.21b)

δ̄γ?(γ,M) =(γ − VN (θ̂LS)) 1
2 ‖hγ?(M)‖ϕ − hγ?(M)T (θ̂LS − θ̂[γ?]), (4.21c)

where ‖hπ?(M)‖2
ϕ for π = {λ, µ, γ} was defined in (4.13).

Proof. The proof is in the Appendix.

Corollary 4.1.2. There exists a matrix M⊥ ∈ Mθ̂[π?] where Mx was defined in
(4.11) such that the duality gap is zero for π = π?, i.e.,

δ̄π?(π?,M⊥) = 0.

The particular sub-gradient hπ?(M⊥) is proportional to ∇VN (θ̂[π?]) = −2ΦTN (YN −
ΦN θ̂[π?]) and it is given by

hλ?(M⊥) = − 1
λ?
∇VN (θ̂[λ?]) (4.22a)

hµ?(M⊥) = − 1
yµ?

∇VN (θ̂[µ?]) (4.22b)

hγ?(M⊥) = −zγ?∇VN (θ̂[γ?]), (4.22c)

where yµ? and zγ? are the optimal Lagrange multipliers of the original problems,
(4.1b)-(4.1c). They coincide with yR

µ?(µ?,M⊥) and zR
γ?(γ?,M⊥), respectively. 3

3Note that ⊥ is here not used to indicate orthogonality of column spaces. Instead, hπ? (M⊥)
is orthogonal to the separating hyperplane between the data ellipsoid and the nuclear norm ball.
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Proof. The existence of a sub-gradient proportional to ∇VN (θ̂[π?]) = −2ΦTN (YN −
ΦN θ̂[π?]) is a consequence of the optimality conditions (2.56a)-(2.56c) in Sec-
tion 2.5.4:

2
λ?

ΦTN (YN − ΦN θ̂[λ?]) ∈ {hλ?(M) : M ∈Mθ̂[λ?]},

2
yµ?

ΦTN (YN − ΦN θ̂[µ?]) ∈ {hµ?(M) : M ∈Mθ̂[µ?]},

2zγ?ΦTN (YN − ΦN θ̂[γ?]) ∈ {hγ?(M) : M ∈Mθ̂[γ?]},

where the sub-gradient hπ?(M) = H∗(UV T +M) was defined in (2.54) andM in
(4.11), both in Section 2.5.3. That the duality gap is zero follows by using that
θ̂R
π? [π?,M⊥] = θ̂[π?] in (4.20a)-(4.20c), which is true since at the optimum of the
relaxed problems ∇VN (θ̂[µ?]) and ∇VN (θ̂[γ?]) must be proportional to hµ?(M⊥)
and hγ?(M⊥), respectively. If θ̂[λ?] = θ̂[µ?] = θ̂[γ?] for some triple λ?, µ?, and
γ?, then hλ?(M⊥) = hµ?(M⊥) = hγ?(M⊥), so if λ? is known then yµ? = λ? and
zγ? = (λ?)−1, according to (4.22).

In the algorithm outlined above we need to find the value of the regularization
parameter π ∈ {λ, µ, γ} for which the duality gap reaches a pre-specified tolerance
ε. For this reason we solve δ̄π?(π,M) = ε in the following theorem:

Theorem 4.1.2. Given a tolerance ε > 0, the equation

δ̄π?(π,M) = ε

for π = {λ, µ, γ}, with the duality gap δ̄π?(π,M) as in (4.21), has the solutions

λε(λ?,M) =

1±
√

1− 4
‖hλ?(M)‖2

ϕ

(ε+ VN (θ̂LS)− VN (θ̂[λ?]) + hλ?(M)T (θ̂LS − θ̂[λ?])),

(4.23a)
µε(µ?,M) =

µ? + hµ?(M)T (θ̂LS − θ̂[µ?])± ‖hµ?(M)‖ϕ
√
VN (θ̂[µ?])− VN (θ̂LS)− ε, (4.23b)

γε(γ?,M) = VN (θ̂LS) + (ε+ hγ?(M)T (θ̂LS − θ̂[γ?]))2

‖hγ?(M)‖2
ϕ

, (4.23c)

where ‖·‖2
ϕ was defined in (4.13).

Proof. The proof is in the Appendix.
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Note that in Theorem 4.1.2 there are two solutions λε(λ?,M) and µε(µ?,M),
respectively, with different signs in front of the square root, but we are interested
in the solution with positive sign in front of the square root, since the algorithm
works in ascending direction.

Finally, using the duality gap, the procedure outlined above is implemented as
in Algorithm 1.

Algorithm 1. Regularization path with cost function guarantee.

Input: YN ,ΦN , ε, πstart, πstop (e.g. πstart = πmin, πstop = πmax).
Output: Approximation of P(π) in Definition 4.0.1 such that error (4.5) ≤ ε
for π = (πstart, πstop).

Initialize i = 0. Set π?0 = πstart.
while π?i ≤ πstop do

Solve (4.1) for π = π?i , giving θ̂[π?i ].
Solve π?i+1 from δ̄π?

i
(π?i+1,M) = ε.

Accept J(θ̂[π?i ], π) as ε-approximation of J(θ̂[π], π) for π = (π?i , π?i+1).
Set i = i+ 1.

end while

4.2 Guarantees on Approximated Singular Values

In this section we derive an algorithm similar to Algorithm 1, but where the ap-
proximation error is replaced by an l2-norm of the singular value approximation
error. We focus only on problem (4.1c) and the case when γ increases from γstart to
γstop. The reason for this is that otherwise we have found only less clear-cut ways
to derive a bound on the approximation error. These matters are further discussed
in Remark 4.2.1.

We define the approximation error as

sγ?(γ) =
d∑
i=1

(
σγ

?

i − σ
γ
i

)2
, (4.24)

where
σγi = σi(H(θ̂[γ]))

is the ith largest singular value, and the optimal solution θ̂[γ?] for γ = γ? is given.
To bound this quantity, consider the perturbation

H(θ̂[γ?]) = H(θ̂[γ]) + E; E := H(θ̂[γ?]− θ̂[γ]), (4.25)



4.2. Guarantees on Approximated Singular Values 67

which is valid since H is a linear operator. Then, according to Mirsky’s theorem
[28] the singular values of H(θ̂[γ]) obey

d∑
i=1

(
σγ

?

i − σ
γ
i

)2
≤ ‖E‖2

F , (4.26)

where due to the Hankel structure

‖E‖2
F =

∥∥∥H(θ̂[γ?]− θ̂[γ])
∥∥∥2

F
=
∥∥∥D 1

2 (θ̂[γ?]− θ̂[γ])
∥∥∥2

2
, (4.27)

for

D = diag
[
1, 2, 3, . . . , l, . . . , 3, 2, 1

]
= diag(H∗(1l×l)), (4.28)

when the Hankel matrix is l×l (for the non-square (l×q)-case, D = diag(H∗(1l×q))).

Here, in order to analytically compute a bound on
∥∥∥D 1

2 (θ̂[γ?]− θ̂[γ])
∥∥∥2

2
, we will find

it useful to proceed as∥∥∥D 1
2 (θ̂[γ?]− θ̂[γ])

∥∥∥2

2
=
∥∥∥D 1

2 (ΦTNΦN )− 1
2 (ΦTNΦN ) 1

2 (θ̂[γ?]− θ̂[γ])
∥∥∥2

2

≤
∥∥∥D 1

2 (ΦTNΦN )− 1
2

∥∥∥2

2
·
∥∥∥(ΦTNΦN ) 1

2 (θ̂[γ?]− θ̂[γ])
∥∥∥2

2
. (4.29)

An upper bound on
∥∥∥(ΦTNΦN ) 1

2 (θ̂[γ?]− θ̂[γ])
∥∥∥2

2
is computed by solving the problem:

max
θ

∥∥∥(ΦTNΦN ) 1
2 (θ̂[γ?]− θ)

∥∥∥2

2
s.t. VN (θ) ≤ γ

hγ?(M)T (θ − θ̂[γ?]) ≤ 0,
(4.30)

since the optimal solution θ̂[γ] must satisfy VN (θ) ≤ γ and hγ?(M)T (θ− θ̂[γ?]) ≤ 0
for γ ≥ γ?, which is according to our assumptions. Next, we note that (4.30) can
be written as

max
θ̃

(θ̃ − θ̃γ?)T (θ̃ − θ̃γ?)

s.t. (θ̃ − θ̃LS)T (θ̃ − θ̃LS) ≤ γ − VN (θ̂LS)
hγ?(M)TL−T1 (θ̃ − θ̃γ?) ≤ 0,

(4.31)

where ΦTNΦN = L1L
T
1 is a Cholesky decomposition, and

θ̃ := LT1 θ (4.32)
θ̃γ? := LT1 θ̂[γ?] (4.33)
θ̃LS := LT1 θ̂LS. (4.34)
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We note that, in problem (4.31), the constraints define a volume less than half the
sphere defined by the first constraint. Thus, since θ̃γ? satisfies the second constraint
with equality we can conclude that the second constraint must be tight at optimum.
Consequently, the first constraint must also be tight since θ̃γ? lies in its interior.

With both constraints being tight (4.31) is equivalent to

max
x

(x− a)T (x− a)
s.t. (x− b)T (x− b) = c

hT (x− a) = 0,
(4.35)

where

x := θ̃ (4.36)
a := θ̃γ? (4.37)
b := θ̃LS (4.38)
c := γ − VN (θ̂LS) (4.39)
h := L−1

1 hγ?(M). (4.40)

Here, the problem can be reduced by inserting the equation of the second constraint
into the two ellipsoids, so that they become ellipsoids of dimension d− 1. We can
insert xd = 1

hd
(hTa− h̃T x̃) from the second constraint into the cost and first con-

straint. In this expression, xd and hd are the last elements of x and h, respectively,
and h̃ and x̃ are vectors of the first d − 1 elements of x and h, respectively. We
obtain

max
x

x̃T (I + 1
hd
h̃h̃T )x̃− 2[(h

T a
h2

d

− ad

hd
)h̃+ ã]T x̃+ (hT a)2

h2
d

− 2adh
T a

hd
+ aTa

s.t. x̃T (I + 1
hd
h̃h̃T )x̃− 2[(h

T a
h2

d

− bd

hd
)h̃+ b̃]T x̃+ (hT a)2

h2
d

− 2 bdh
T a

hd
+ bT b = c,

(4.41)
where ã and b̃ are vectors of the first d− 1 elements of a and b, respectively. This
can be given shorter notation:

P := I + 1
hd
h̃h̃T (4.42)

qa := (h
Ta

h2
d

− ad
hd

)h̃+ ã (4.43)

qb := (h
Ta

h2
d

− bd
hd

)h̃+ b̃ (4.44)

κa := (hTa)2

h2
d

− 2adh
Ta

hd
+ aTa (4.45)

κb := (hTa)2

h2
d

− 2bdh
Ta

hd
+ bT b. (4.46)
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Thus, (4.41) is equivalent to

max
x

x̃TPx̃− 2qTa x̃+ κa

s.t. x̃TPx̃− 2qTb x̃+ κb = c,
(4.47)

which has KKT conditions:

x̃TPx̃− 2qTb x̃+ κb = c,

η > 0,
∇x̃TPx̃−∇2qTa x̃+∇κa + η(∇x̃TPx̃−∇2qTb x̃+∇(κb − c)) = 0,

giving, from the last condition,

x̃ = 1
1 + η

P−1(qa + ηqb),

where η is solved explicitly from(
1

1 + η
P−1(qa + ηqb)

)T
P−1

(
1

1 + η
P−1(qa + ηqb)

)
−

2qTb
1

1 + η
P−1(qa + ηqb) + κb = c ⇔

η = −1±

√
(qa − qb)TP−1(qa − qb)
qTb P

−1qb + c− κb
,

so that

x̃ = qb ±

√
qTb P

−1qb + c− κb
(qa − qb)TP−1(qa − qb)

P−1(qa − qb), (4.48)

where, out of these two solutions, we take the one maximizing the cost in (4.47).
Finally, we are able to define the following upper bound on the approximation

error:

Theorem 4.2.1. The approximation error sγ?(γ) in (4.24) is upper-bounded by
the quantity ∥∥∥D 1

2 (ΦTNΦN )− 1
2

∥∥∥2

2
·
∥∥∥(ΦTNΦN ) 1

2 (θ̂[γ?]− θopt)
∥∥∥2

2
= (4.49)∥∥∥D 1

2 (ΦTNΦN )− 1
2

∥∥∥2

2
· [x̃TPx̃− 2qTa x̃+ κa] =: s̄π?(π), (4.50)

where θopt denotes an optimal solution to (4.30), and x̃ is given by (4.48), P , qa, qb,
κa, and κb are defined in (4.42), (4.43), (4.44), (4.45), and (4.46), respectively; x,
a, b, c, and h are defined in (4.36), (4.37), (4.38), (4.39), and (4.40), respectively;
and θ̃, θ̃γ? , and θ̃LS are defined in (4.32), (4.33), and (4.34), respectively.
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Proof. From (4.26), (4.27), and (4.29) we obtain the bound

sγ?(γ) ≤
∥∥∥D 1

2 (ΦTNΦN )− 1
2

∥∥∥2

2
·
∥∥∥(ΦTNΦN ) 1

2 (θ̂[γ?]− θ̂[γ])
∥∥∥2

2
.

The maximum of the second factor follows from the equivalence of the problems
(4.30), (4.31), (4.35), (4.41), (4.47), where the optimal solution x̃ of problem (4.47)
is given in (4.48).

Using the upper bound (4.49), the procedure outlined in Section 4.1 is imple-
mented as in Algorithm 2.

Algorithm 2. Regularization path with singular value guarantee.

Input: YN ,ΦN , ε, γstart, γstop, (e.g. γstart = γmin, γstop = γmax).
Output: Approximation of P(γ) in Definition 4.0.1 such that error (4.24) ≤ ε
for γ ∈ (γstart, γstop).

Initialize i = 0. Set γ?0 = γstart.
while γ?i ≤ γstop do

Solve (4.1c) for γ = γ?i , giving σγ
?
i = σ(H(θ̂[γ?i ])).

Solve γ?i+1 from s̄γ?
i
(γ?i+1) = ε.

Accept σγ?
i as approximation of σγ for γ = (γ?i , γ?i+1).

Set i = i+ 1.
end while

Remark 4.2.1. Note that it is possible to extend Algorithm 2 to handle problem
(4.1b) and the reverse direction of γ, i.e., from γmax to γmin. To do this, one can
first move from θ̂[π?] towards either the origin or the least-squares solution until
reaching the boundary of the constraint set defined by π. Second, from this point it
is possible to find ellipsoids and half-spaces that confine the optimal solution. Using
these one can proceed as above from (4.30) onwards. However, for problem (4.1a)
such an approach does not work since there are no constraints.

4.3 Implementations Involving M

In this section we suggest an efficient way to solve some optimization problems with
decision variable

M ∈M := {UTxM = MVx = 0, ‖M‖ ≤ 1},

where H(x) = UxΣxV Tx is a compact singular value decomposition andM is related
to the sub-differential as we saw in (2.48) in Section 2.5.3. We will solve these
problems using the conditional gradient method a.k.a. the Frank-Wolfe method,
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[20]. Here, we first describe the Frank-Wolfe method, and then how to apply it for
optimizing the quantities λε(λ?,M), µε(µ?,M) and γε(γ?,M) in Theorem 4.1.2,
and for finding the matrix M⊥ in Corollary 4.1.2.

4.3.1 The Frank-Wolfe Method
The Frank-Wolfe method is a simple iterative algorithm, suggested in [20] (1956)
for minimizing convex, continuously differentiable functions f over compact con-
vex sets, in this case M ∈ M. The idea is presented in Algorithm 3, where the
optimization problem in each iteration is solved exactly using a singular value de-
composition.

Algorithm 3. Frank-Wolfe for minimizing f(M).
Initialize M0 = 0.
for k = 0,1,...,K do

Compute X̂ := arg min
X∈M

〈X, ∂
∂M f(Mk)〉.

Update Mk+1 := (1− τ)Mk + τX̂, for τ = 2
2+k .

end for

To solve the problem
arg min
X∈M

〈X, ∂

∂M
f(M)〉

in Algorithm 3 we proceed as follows. Note that M ∈M requires

UTM = 0⇔M = U⊥A,

and
MV = U⊥AV = 0⇔ AV = 0⇔ A = DV T⊥ ,

for some matrices A and D of appropriate sizes. Hence, any matrix M ∈ M can
be written as

M = U⊥DV
T
⊥ .

Furthermore, ‖M‖ ≤ 1 holds if-and-only-if ‖D‖ ≤ 1 since U⊥ and V⊥ are unitary
matrices. Thus, we parametrize X = U⊥DV

T
⊥ , so that

〈X,∇f(M)〉 = 〈U⊥DV T⊥ ,∇f(M)〉 = 〈D,UT⊥∇f(M)V⊥〉 =: 〈D,C〉,

and solve
arg min
‖D‖≤1

〈D,C〉,

This problem is solved using Von Neumann’s trace inequality [28], stating that

〈−D,C〉 ≤
n∑
i=1

σi(−D)σi(C),
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which is reached for Dopt = −UCV TC , where C = UCΣCV TC is a compact singular
value decomposition, such that 〈−Dopt, UCΣCV TC 〉 = 〈ΣD,ΣC〉. Then,

Xopt = U⊥Dopt(V ⊥)T = −U⊥UCV TC (V ⊥)T .

4.3.2 Implementation
It remains to implement the above method for some relevant cost functions f(M).
Based on the discussions in Section 4.1.2, we here solve three of problems involving
M ∈ M. We optimize the succeeding stopping points π?i+1 of Algorithm 1, which
according to Theorem 4.1.2 is λ?i+1 = λε(λ?i ,M), µ?i+1 = µε(µ?i ,M), or γ?i+1 =
γε(γ?i ,M). To proceed, we note that

∂

∂M
hπ?(M)T (θ̂LS − θ̂[π?]) = H(θ̂LS − θ̂[π?]),

∂

∂M
‖hπ?(M)‖2

ϕ = 2H(hπ?(M)T (ΦTNΦN )−1).

Then, using Theorem 4.1.2 we find the relevant differentiations to use in the Frank-
Wolfe method (Algortihm 3):

∂

∂M
λε(λ?,M) =

=± 1
2κ

∂

∂M

−4
‖hλ?(M)‖2

ϕ

(ε+ VN (θ̂LS)− VN (θ̂[λ?]) + hλ?(M)T (θ̂LS − θ̂[λ?]))

=± 2
κ

(ε+ VN (θ̂LS)− VN (θ̂[λ?])) ∂
∂M ‖hλ?(M)‖2

ϕ

‖hλ?(M)‖4
ϕ

∓ 2
κ

∂
∂M hλ?(M)T (θ̂LS − θ̂[λ?])

‖hλ?(M)‖2
ϕ

± 2
κ

hλ?(M)T (θ̂LS − θ̂[λ?]) ∂
∂M ‖hλ?(M)‖2

ϕ

‖hλ?(M)‖4
ϕ

,

where

κ =
√

1− 4
‖hλ?(M)‖2

ϕ

(ε+ VN (θ̂LS)− VN (θ̂[λ?]) + hλ?(M)T (θ̂LS − θ̂[λ?])),

∂

∂M
µε(µ?,M) =

∂

∂M
hµ?(M)T (θ̂LS − θ̂[µ?]) + 1

2

√
VN (θ̂[µ?])− VN (θ̂LS)− ε

‖hµ?(M)‖ϕ
∂

∂M
‖hµ?(M)‖2

ϕ ,
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and

∂

∂M
γε(γ?,M) = ∂

∂M

(ε+ hγ?(M)T (θ̂LS − θ̂[γ?]))2

‖hγ?(M)‖2
ϕ

=

=
2(ε+ hγ?(M)T (θ̂LS − θ̂[γ?])) ∂

∂M hγ?(M)T (θ̂LS − θ̂[γ?])
‖hγ?(M)‖2

ϕ

−
(ε+ hγ?(M)T (θ̂LS − θ̂[γ?]))2 ∂

∂M ‖hγ?(M)‖2
ϕ

‖hγ?(M)‖4
ϕ

.

4.4 Numerical Results

In this numerical study, we perform three experiments on Algorithms 1. These
three experiments illuminate different aspects of the algorithms, and we have used
random systems and benchmark data. We do not explicitly run Algorithm 2. The
reason for this is that the upper bound (4.49) on (4.24) grows rapidly except for
very small perturbations.

Experiment 1

We begin with a comparison between Algorithm 1 for the three problems (4.1a)-
(4.1c), in terms of the number of evaluations needed. For this, we have performed
a Monte-Carlo study of 100 runs with random systems.

As in Chapter 3, the systems are generated using the MATLAB function drss(n),
where the McMillan degree, n, varies randomly between 1 and 10. Here, the we
use what we defined in Section 3.3 as the small data set (SD), which has size
N = 5d, where d is the number of parameters. The noise sequences are zero-mean
i.i.d. Gaussian, with variance adjusted such that the Cramér-Rao lower bound of
the BFR (3.18) is 77%. The input signal is filtered zero-mean unit-variance i.i.d.
Gaussian noise, where the filter is:

F (q) = 0.436
1− 0.9q−1 .

In these experiments the tolerance is relative to Jmax−Jmin, where Jmax and Jmin
are the maximum and minimum optimal costs, respectively, according to Table 4.1.
The results are shown in Table 4.2. We see that for Problem (4.1a), Algorithm 1
is least sensitive to the tolerance, while in Problems (4.1b) and (4.1c) the number
of evaluations grows rapidly. According to our observations, they tend to grid the
first part of the regularization path more densely, which may be considered an
advantage, since the optimal validation cost is often, according to our observations,
attained in that area, for these random systems.

When one chooses which of Problems (4.1a)-(4.1c) to run Algorithm 1 on, there
are several factors to take into account. For Problem (4.1a), one preferably needs
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to solve (2.57) to find λmax which can be costly for large-scale problems. For Prob-
lems (4.1b) and (4.1c), one instead needs to either get the optimal dual variable from
the solver to compute the sub-gradient hµ?(M⊥) or hγ?(M⊥) according to (4.22b)
or (4.22c), respectively. Otherwise, one can optimize the duality gap according to
the Frank-Wolfe algorithm described above.

Experiment 2

In the second experiment, we study the validation costs obtained on the approx-
imate and true regularization paths, respectively. The problem we solve here is
(4.1a), applied to two benchmark examples from the DaISy collection4. In Fig-
ures 4.2-4.3, we see the validation cost plotted against a fraction of the regular-
ization parameter domain. This fraction is determined by solving in a preliminary
step the problem for 10 equidistant grid points. From this the relevant interval is
taken between the two points neighbouring the best one in the preliminary step.

The systems are single-input-single-output, and the number of impulse response
coefficients has been set to twice the number suggested by the prediction-error
method with an AIC penalty for large parameter dimensionality. The number of
data and parameters are:

• ballbeam.dat: N = 1000, d = 29,

• dryer.dat: N = 1000, d = 31.

Furthermore, the data set is divided into 10% estimation and 90% validation data.
In Table 4.3, the number of evaluations of Algorithm 1 for three different tol-

erances, and the optimal validation costs along the approximate and true regu-
larization paths, respectively, are shown. We see that the difference in validation
cost is small, both between true and approximate regularization paths and between
tolerance levels.

Note that the interval over which Algorithm 1 is run here can also be set in
relation to the regularization parameter choice proposed in Proposition 3.2.1 in
Chapter 3.

Experiment 3

Finally, we study the distribution of the discretization points of Algorithm 1, applied
to Problem 4.1c. For this we provide a histogram in Figure 4.4 showing that the
algorithm discretizes more densely for small values in the regularization domain.
We compare this with the number of significant singular values of the estimates.
The result in Figure 4.4 shows the decrease of the McMillan degree as a function
of the iterations of Algorithm 1.

The systems are randomly generated as above, with random McMillan degree
between 1 and 10, and zero-mean i.i.d. Gaussian such that the Cramér-Rao lower

4The data is available at homes.esat.kuleuven.be/smc/daisy/
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Problem (4.1a) Problem (4.1b) Problem (4.1c)
ε/(Jmax − Jmin) mean(m) sd(m) mean(m) sd(m) mean(m) sd(m)

0.1 8.13 2.23 5.35 1.61 10.25 0.70

0.05 10.99 2.78 10.67 2.93 18.77 2.04

0.01 22.21 5.63 50.26 14.21 70.73 14.18

Table 4.2: Algorithm 1 for problems (4.1a)-(4.1c) over their full regularization
parameter domains. The noise is Gaussian and the small data set (SD) has been
used, for 100 random systems. The tolerance is relative to the difference between
maximum and minimum costs (see Table 4.1). The average number of evaluations,
m, is shown with its standard deviation.

DaISy
ε/V est

LS m
val. cost optimal

benchmark Alg. 1 val. cost

ballbeam
0.1 8 2.5241 2.5235
0.05 9 2.5238 ”
0.01 16 2.5243 ”

dryer
0.1 12 323.09 322.01
0.05 15 322.33 ”
0.01 25 322.12 ”

Table 4.3: Algorithm 1 on benchmark examples, with tolerance relative to the least-
squares validation cost. The start and stop points, λstart = 0 and λstop = 0.2λmax,
and m is the resulting number of evaluations. The optimal validation cost is the
minimum over the true regularization path, while val. cost Alg. 1 is the best
validation cost along the approximate path.

bound of the BFR (3.18) takes random values in {55%, 68%, 77%, 90%}. Our con-
clusion is that most of the discretization points lie in the first part of the domain,
and, furthermore, in this region the number of significant singular values are rela-
tively big. The algorithm does not grid in the large side of the domain, which in
general does not give good fits. To illustrate these observations further, we have
included a typical graph of the singular values of an example regularization path
in Figure 4.5, generated under the same conditions as above.
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Figure 4.2: Validation cost for true and approximate regularization paths, when
Algorithm 1 is run on the benchmark example ballbeam with ε/V est

LS = 0.01.
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Figure 4.3: Validation cost for true and approximate regularization paths, when
Algorithm 1 is run on the benchmark example dryer with ε/V est

LS = 0.1.
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Chapter 5

Future Research Directions and Conclusion

Before our conclusions below, we will discuss some future research directions mainly
on the topic of Hankel matrix nuclear norm regularization. The open questions and
remarks here are of a general and speculative nature.

5.1 On Convex Approximation of Rank of a Hankel Matrix

In this section, we would like to pose some open questions regarding convex approx-
imation of the rank, in particular of Hankel matrices. Let us denote by φ(X) the
rank of X, and by φH(x) := φ(H(x)) the rank of a Hankel matrix. We demonstrate
below that the convex envelope of φH(x) is not the nuclear norm, as noticed in [43].
In fact, we are not aware of any explicit solution for the convex envelope in this
case. Hence, there arises an open question of what convex approximation of φH(x)
one should prefer?

A second question, which applies to the general as well as the Hankel matrix
rank minimization problems (RMP’s), is in what way prior information and the
given data realization could be incorporated into a convex surrogate function. For
example, the nuclear norm surrogate function is solely based on properties of the
rank function, while in the re-weighted nuclear norm scheme (2.61) the data enters
the surrogate function, since the weights are updated using the solution of the
previous iteration.

To provide some geometrical complement to these discussions, we have illus-
trated in Figure 5.1 how a suitable convex surrogate for rank may depend on data,
and in Figure 5.2 why it is that the nuclear norm is not the convex envelope on
subsets of the matrix space (the subset of symmetric matrices is an exception).

Finally, we conclude the discussion by looking more closely into the convex
envelope of φH(x). By following the proof in [17], we will be able to see why
the nuclear norm is not in general the convex envelope of the rank of structured
matrices, which gives rise to the open question of how to compute or approximate
(other than with the nuclear norm) the convex envelope.

79
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‖X‖∗ ≤ 1

X ∈ C

Figure 5.1: In light grey we see a fictitious shape of the rank function. In dark grey
is its convex envelope, the nuclear norm. In dashed blue we see a convex set which
is arguably more appropriate here, given this particular constraint set, X ∈ C.

H(x)X

(a)

H(x)

(H(x))rank

‖H(x)‖∗

(b)

convex
envelope

Figure 5.2: (a) In light grey we see a fictitious shape of the rank function over the
matrix space X ∈ Rl×q, which illustrated as two-dimensional. The subset of Hankel
matrices is indicated by a linear subspace. In dark grey is shown the nuclear norm,
‖X‖∗. (b) Here we see the slice indicated by dashed lines in (a), and it is clear that
the nuclear norm is less than the convex envelope.
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The conjugate function of a function f(x) is defined as

f∗(y) = sup
x∈dom(f)

{〈y, x〉 − f(x)},

so that the bi-conjugate function becomes

f∗∗(z) = sup
y
{〈z, y〉 − f∗(y)}.

Note that x ∈ dom(f), while y is unconstrained.
Now, take φ(X) := rank(X) as above, for X ∈ Rl×q. Then, a first step to-

wards proving that the convex envelope is the nuclear norm is to compute φ∗. The
conjugate function of φ(X) is

φ∗(Y ) = sup
‖X‖≤1

{Tr(Y TX)− φ(X)}. (5.1)

The first term is upper-bounded according to Von Neumann’s trace theorem:

Tr(Y TX) ≤
p∑
i=1

σi(Y )σi(X),

where σi(·) denotes the ith largest singular value and p = min{l × q}. This bound
can be met in general for unstructured and symmetric matrices. LetX = UXΣXV TX
and Y = UY ΣY V TY be singular value decompositions, and note that φ(X) =
rank(X) is independent of UX and VX , so we can set UX = UY and VX = VY .
For a fixed φ(X) = r, setting σi = 1 for i = 1, . . . r maximizes the first term in
(5.1). The supremum is then the maximum of p+ 1 terms for r = 0, 1, . . . , p, each
of which having the value

r∑
i=1

σi(Y )− r,

i.e.,

φ∗(Y ) = max
r

{
0, σ1(Y )− 1, . . . ,

r∑
i=1

σi(Y )− r, . . . ,
p∑
i=1

σi(Y )− p
}
.

The optimal value of r is equal to the number of singular values exceeding one, so
we can write

φ∗(Y ) =
p∑
i=1

(σi(Y )− 1)+,

where a+ = max{0, a} denotes the positive part of a. It remains to compute the
conjugate of φ∗(Y ), but we omit this part here, because we can now point out why
the nuclear norm is not the convex envelope under a Hankel matrix restriction.
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If a Hankel structure is imposed we obtain

φ∗(H(y)) = sup
‖H(x)‖≤1

{Tr(H(y)TH(x))− φ(H(x))}, (5.2)

where x, y ∈ Rl+q−1 and the Hankel operator H is defined in (2.7). Only under
certain conditions on l, q, and r = φ(H(x)) is it possible to set UX = UY and
VX = VY as above, but this means, in general, that some of the singular values must
be strictly less than one, so the upper bound in von Neumann’s trace inequality is
not met, i.e., it may not be optimal to set UX = UY and VX = VY even if possible.

To further explore the convex envelope of the rank of a Hankel matrix involves
several complicated steps. We here leave the open question of whether it is possible
to, at least, evaluate the convex envelope for a given Hankel matrix.

5.2 Gradient of the Regularization Path

Another possibility for future research is to compute the gradient of the regular-
ization path, which can have several applications. To compute the gradient would
correspond to, in our notation from earlier chapters,

d

dπ
P(π)

∣∣∣∣
π=π?

= P ′(π?),

given a solution for π = π? of any of Problems (2.36a)-(2.36c). In [42], the analogous
gradient of the RP of the LASSO was derived. In this case, the authors also show
that the RP is piece-wise linear. However, this is not the case for nuclear norm
regularization.

As applications, it could be possible to use the gradient P ′(π?) firstly to apply
an iterative algorithm resembling gradient descent, to find the value of π that gives
the smallest validation cost. To obtain an initial point πinit we may solve (2.36c)
with εN = d

N−d as suggested in Section 3. Such an algorithm could provide an
alternative to cross-validation. We note, however, that the RP is non-convex and
non-smooth where there is a rank drop (or increase). Another application could be
to incorporate the gradient into our algortihms in Chapter 4. Then, we could move
in the direction of the gradient instead of fixing the approximate solution constant.

5.3 Conclusion

We have studied a certain approach to system identification, via impulse response
estimation. The technique is to regularize the ill-posed least-squares cost function
with a Hankel matrix rank constraint, and then to relax the resulting problem to a
convex program by using the nuclear norm as a surrogate for rank. We have pointed
out the difficulty in choosing the regularization parameter, and consequently dealt
with several aspects of this issue.
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In Chapter 3, we proposed a choose of the regularization parameter based on a
white noise assumption, and a synthesis of results from statistics. The numerical
study shows that this choice results in a good model fit competing with and in some
cases beating the prediction error method in terms of fit to the true parameters.
Furthermore, the validation cost obtained compares with the optimal validation cost
which we compute using cross-validation. The proposed choice of the regularization
parameter can also be used as initialization for search strategies where the optimal
value that minimizes a validation cost is desired.

In Chapter 4, we continued to design an algorithm that approximates the so
called regularization path, with error guarantees. The algorithm is applied to ap-
proximate an relevant subset of the regularization path, which was known to contain
the estimate that minimizes a validation cost. The result from studies on both ran-
dom and benchmark systems is that the validation cost obtained by the algorithm
is close to the optimal. Several other aspects of the algorithm are studied in the
numerical section. The contribution of Chapter 3 reinforces this algorithm since
the starting point of the algorithm can be chosen as, or in a neighbourhood of, the
proposed parameter value from Chapter 3. The algorithm can be alternated so as
to approximate either the optimal model fits or the optimal nuclear norm returned
by the nuclear norm heuristic as a function of the regularization parameter. In both
these cases, the fits of the approximation to the true system and validation data,
respectively, are comparable with the fits of the optimal nuclear norm heuristic
estimates, according to numerical results on benchmarks. It is also an advantage
that the algorithm tends to discretize the parameter domain more densely in its
first part, where, according to the numerical study, the best validation cost tend to
be found.





Chapter A

Proofs in Chapter 4

In the following proofs it is useful to note that

VN (θ̂R
π? [π,M ]) = VN (θ̂LS) + A2

4 hπ?(M)T (ΦTNΦN )−1hπ?(M)

+ A

2 Y
TΦN (ΦTNΦN )−1hπ?(M)− A

2 θ̂
T
LSΦTNΦN (ΦTNΦN )−1hπ?(M)

= VN (θ̂LS) + A2

4 ‖hπ
?(M)‖2

ϕ ,

(A.1)
where ‖·‖2

ϕ was defined in (4.13), and where we have defined A = λ, yR
µ?(µ,M),

and zR
γ?(γ,M)−1 for the three cases π = λ, µ, and γ, respectively.

Lemma 4.1.3. The optimality condition of problem (4.12a) is

∇VN (θ) + λ∇
(∥∥∥H(θ̂[λ?])

∥∥∥
∗

+ hλ?(M)T (θ − θ̂[λ?])
)

= 0⇔

−2ΦTN (YN − ΦNθ) + λhλ?(M) = 0

Solving for θ gives

θ̂R
λ? [λ,M ] = (ΦTNΦN )−1(ΦTNYN −

λ

2hλ
?(M))

= θ̂LS −
λ

2 (ΦTNΦN )−1hλ?(M).

Similarly, the KKT conditions for problem (4.12b) are

hµ?(M)T θ = µ+ hµ?(M)T θ̂[µ?]− µ? =: µ̃,
∇
(
VN (θ) + yR

µ?(µ,M)(hγ?(M)T θ − µ̃)
)

= 0,

where yR
µ?(µ,M) > 0 is the optimal Lagrange multiplier and we have used that∥∥∥H(θ̂[µ?])
∥∥∥
∗

= µ? due to optimality. From the latter condition we find θ̂R
µ? [µ,M ]
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with similar calculations as for problem (4.12a):

θ̂R
µ? [µ,M ] = θ̂LS −

yR
µ?(µ,M)

2 (ΦTNΦN )−1hµ?(M).

Inserting into the first KKT condition we obtain

hµ?(M)T θ̂LS −
yR
µ?(µ,M)

2 ‖hµ?(M)‖2
ϕ = µ̃ ⇔

yR
µ?(µ,M) = 2

‖hµ?(M)‖2
ϕ

(hµ?(M)T θ̂LS − µ̃) = 2µ
? − µ+ hµ?(M)T (θ̂LS − θ̂[µ?])

‖hµ?(M)‖2
ϕ

.

Lastly, the KKT conditions for problem (4.12c) give

VN (θ) = γ

∇
(∥∥∥H(θ̂[γ?])

∥∥∥
∗

+ hγ?(M)T (θ − θ̂[γ?]) + zR
γ?(γ,M)(VN (θ)− γ)

)
= 0,

where zR
γ?(γ,M) > 0 is a Lagrange multiplier. From the latter condition we obtain

θ̂R
γ? [γ,M ] = θ̂LS −

1
2zR
γ?(γ,M)

(ΦTNΦN )−1hγ?(M),

which inserted into the first and using (A.1) gives

zR
γ?(γ,M) = 1

2
‖hγ?(M)‖ϕ

(γ − VN (θ̂LS)) 1
2
.

Corollary 4.1.1. Using (A.1), for problem (4.12a) the optimal cost is

JR
λ?(λ,M) =VN (θ̂R

λ? [λ,M ]) + λ
(∥∥∥H(θ̂[λ?])

∥∥∥
∗

+ hλ?(M)T (θ̂R
λ? [λ,M ]− θ̂[λ?])

)
=VN (θ̂LS) + λ2

4 ‖hλ
?(M)‖2

ϕ

+ λ

(∥∥∥H(θ̂[λ?])
∥∥∥
∗

+ hλ?(M)T (θ̂LS − θ̂[λ?])−
λ

2 ‖hλ
?(M)‖2

ϕ

)
=VN (θ̂LS)− λ2

4 ‖hλ
?(M)‖2

ϕ + λ
(∥∥∥H(θ̂[λ?])

∥∥∥
∗

+ hλ?(M)T (θ̂LS − θ̂[λ?])
)

=− λ2 ‖hλ?(M)‖2
ϕ

4 + λ
(∥∥∥H(θ̂[λ?])

∥∥∥
∗

+ hλ?(M)T (θ̂LS − θ̂[λ?])
)

+ VN (θ̂LS),

giving

δ̄λ?(λ,M) = J(θ̂[λ?], λ)− JR
λ?(λ,M)

= −λ2 ‖hλ?(M)‖2
ϕ

4 + λ
‖hλ?(M)‖2

ϕ

2
− hλ?(M)T (θ̂LS − θ̂[λ?]) + VN (θ̂[λ?])− VN (θ̂LS).
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Similarly, the optimal cost for problem (4.12b) is

JR
µ?(µ,M) = VN (θ̂R

µ? [µ,M ]) = VN (θ̂LS) +
yR
µ?(µ?,M⊥)2

4 ‖hµ?(M)‖2
ϕ

= VN (θ̂LS) +

(
µ+ hµ?(M)T (θ̂[µ?]− θ̂LS)−

∥∥∥H(θ̂[µ?])
∥∥∥
∗

)2

‖hµ?(M)‖2
ϕ

= µ2 1
‖hµ?(M)‖2

ϕ

+ 2µhµ
?(M)T (θ̂[µ?]− θ̂LS)− µ?

‖hµ?(M)‖2
ϕ

+

(
hµ?(M)T (θ̂[µ?]− θ̂LS)− µ?

)2

‖hµ?(M)‖2
ϕ

+ VN (θ̂LS),

so

δ̄µ?(µ,M) = J(θ̂[µ?])− JR
µ?(µ,M)

= −µ2 1
‖hµ?(M)‖2

ϕ

+ µ
2(µ? + hµ?(M)T (θ̂LS − θ̂[µ?]))

‖hµ?(M)‖2
ϕ

− (µ? + hµ?(M)T (θ̂LS − θ̂[µ?]))2

‖hµ?(M)‖2
ϕ

+ VN (θ̂[µ?])− VN (θ̂LS).

Finally, for problem (4.12c)

JR
γ?(γ,M) =

∥∥∥H(θ̂[γ?])
∥∥∥
∗

+ hγ?(M)T (θ̂R
γ? [γ,M ]− θ̂[γ?])

=− 1
2zR
γ?(γ?,M⊥)

hγ?(M)T (ΦTNΦN )−1hγ?(M)

+
∥∥∥H(θ̂[γ?])

∥∥∥
∗

+ hγ?(M)T (θ̂LS − θ̂[γ?])

=−
(
γ − VN (θ̂LS)
‖hγ?(M)‖2

ϕ

) 1
2

‖hγ?(M)‖2
ϕ +

∥∥∥H(θ̂[γ?])
∥∥∥
∗

+ hγ?(M)T (θ̂LS − θ̂[γ?])

=− (γ − VN (θ̂LS)) 1
2 ‖hγ?(M)‖ϕ +

∥∥∥H(θ̂[γ?])
∥∥∥
∗

+ hγ?(M)T (θ̂LS − θ̂[γ?]),

giving

δ̄γ?(γ,M) = J(θ̂[γ?])− JR
γ?(γ,M)

= (γ − VN (θ̂LS)) 1
2 ‖hγ?(M)‖ϕ − hγ?(M)T (θ̂LS − θ̂[γ?]).
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Theorem 4.1.2. For δ̄λ?(λ,M) = ε:

− λ2 ‖hλ?(M)‖2
ϕ

4 + λ
‖hλ?(M)‖2

ϕ

2
− hλ?(M)T (θ̂LS − θ̂[λ?]) + VN (θ̂[λ?])− VN (θ̂LS) = ε ⇔

λ2 − 2λ+ 4(hλ?(M)T (θ̂LS − θ̂[λ?]) + VN (θ̂LS)− VN (θ̂[λ?])) + ε

‖hλ?(M)‖2
ϕ

= 0 ⇔

λ = 1±

√√√√1− 4(hλ?(M)T (θ̂LS − θ̂[λ?]) + VN (θ̂LS)− VN (θ̂[λ?])) + ε

‖hλ?(M)‖2
ϕ

,

where only the positive alternative for ± is relevant, since we run Algorithm 1 in
ascending direction, from λmin to λmax.

For δ̄µ?(µ,M) = ε we set κ := hµ?(M)T (θ̂LS − θ̂[µ?]):

− µ2 1
‖hµ?(M)‖2

ϕ

+ µ
2(µ? + κ)
‖hµ?(M)‖2

ϕ

− (µ? + κ)2

‖hµ?(M)‖2
ϕ

+ VN (θ̂[µ?])− VN (θ̂LS) = ε ⇔

µ2 − 2µ(µ? + κ) + (µ? + κ)2 + (VN (θ̂LS)− VN (θ̂[µ?]) + ε) ‖hµ?(M)‖2
ϕ ⇔

µ = µ? + κ±
√

(µ? + κ)2 − (µ? + κ)2 − (VN (θ̂LS)− VN (θ̂[µ?]) + ε) ‖hµ?(M)‖2
ϕ ⇔

µ = µ? + κ±
√

(VN (θ̂[µ?])− VN (θ̂LS)− ε) ‖hµ?(M)‖2
ϕ ⇔

µ = µ? + hµ?(M)T (θ̂LS − θ̂[µ?])± ‖hµ?(M)‖ϕ
√

(VN (θ̂[µ?])− VN (θ̂LS)− ε),

where, again, only the positive alternative for ± is relevant, since we run Algorithm
1 in ascending direction.

Finally, for δ̄γ?(γ,M) = ε:

(γ − VN (θ̂LS)) 1
2 ‖hγ?(M)‖ϕ − hγ?(M)T (θ̂LS − θ̂[γ?]) = ε ⇔

(γ − VN (θ̂LS)) 1
2 = 1
‖hγ?(M)‖ϕ

(hγ?(M)T (θ̂LS − θ̂[γ?]) + ε) ⇔

γ − VN (θ̂LS) = 1
‖hγ?(M)‖2

ϕ

(hγ?(M)T (θ̂LS − θ̂[γ?]) + ε)2 ⇔

γ = VN (θ̂LS) + 1
‖hγ?(M)‖2

ϕ

(hγ?(M)T (θ̂LS − θ̂[γ?]) + ε)2.
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