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Abstract
Advanced vehicle functionality is often based on knowledge about the road ahead
of a vehicle. By using data from sensors, already available in modern trucks, a
road map can be built and updated while driving. Such a map has the potential of
providing knowledge about roads where no prior data are available, adopt to changes
in the road network as well as providing information about the road further ahead
of the vehicle than what sensors can provide.

During the thesis work a gird based method of modelling a road network has
been developed with an embedded implementation in mind. The work has been
focused on building a map that can be used to make predictions about the upcoming
road and its slope. The developed prototype has been evaluated and verified with
recorded vehicle data.

The result is a system that automatically builds and updates a map and that
provides a continuously updated prediction of the road profile ahead of a vehicle.
The result indicate that an embedded implementation is possible with a resolution
high enough for the application with respect to memory usage.

Recommendations for future work are to focus on how the prediction algorithm
can be made smarter and more robust to handle more complex intersections as well
as to evaluate how the grid based modelling approach is working in other use cases
than highways, which is the case investigated in this thesis.

.
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Sammanfattning
Dagens moderna fordon blir alltmer intelligenta och innehåller alltmer funktioner
som både förbättrar körbarhet, säkerhet och komforten för föraren. Många av
dessa funktioner som exempelvis en adaptiv farthållaren, använder sig av så kallad
look-ahead data för att optimera fordonets framförande. Somliga av dessa fordons-
funktioner kräver tillgång till information om den framförvarande vägen, betydligt
längre bort än vad moderna sensorer kan tillhandahålla, för att fungera ordentligt.
Lösningen på problemet är att använda en digital vägkarta som håller information
om vägen från vilken den mest troliga färdvägen och dess attribut kan extraheras.

Arbetet har inneburit konstruktion av ett system som genom att använda sen-
sordata som redan finns tillgänglig i fordon för att bygga upp en digital vägkarta
som kan användas till look-ahead funktioner. Till detta har en rutnätsbaserad
metod använts för att modellera vägnätet för att kunna uppdatera kartan och göra
prediktioner utifrån kartdatan. Systemet har sedan utvärderats mot referensdata i
form av kartor och noggranna GPS-inspelningar.

Resultatet är ett system som är kapabelt att kontinuerligt bygga och uppdatera
en karta allteftersom nya vägar upptäck och gamla återbesöks. Givet en startpunkt
och riktning kan systemet även leverera en förutsägelse om den mest troliga färd-
vägen framöver. Resultatet visar att det är möjligt att bygga ett system som kan
exekveras på ett inbyggt system med tillräckligt hög upplösning men tillräckligt låg
minnesanvändning. Rekommendationer för framtida arbete innehåller bland annat
utveckling av prediktionsalgoritmen så att den blir mer intelligent och klarar av att
hantera mer komplexa vägstrukturer. Det är även av vikt att utvärdera systemet
mot andra sorters körsituationer än motorvägskörning.
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Chapter 1

Introduction

Advanced Driver Assistance Systems (ADAS) are today a driver towards a more
safe and fuel efficient fleet of commercial as well as private vehicles. By deploying
more and more complex, autonomous and safety critical systems the need for a
more accurate representation of the vehicle’s surroundings as well as estimations
of the vehicles current and future states increase. Various sensor technologies such
as cameras and radars are currently being used to create a detailed representation
of the surroundings, but the range of these sensors is limited. In order to make
predictions about the future states of the road and surroundings a digital map can
be used.

With an increasing amount of senor data and computational power available
in modern vehicles, the possibility of estimating or measuring many of the road
attributes in real time, in order to enable advanced functions, is possible. This
enables the possibility for such road attributes to be stored in dynamic maps, which
can be built by every vehicle. Creating maps based on large quantities of sensor
data has several advantages. The main advantage is the possibility of detecting
roads that are newly built or out of general public interest and adding them to the
map. The system also makes it possible to remove closed roads from the map in
order to keep the map up to date.

Research has mostly focused on finding methods to generate road maps out of
large data sets, which requires large amount of computational power as well as a
supporting infrastructure. In this case it is typically necessary to create a map
on a powerful system capable of handling these kinds of large data sets, before
distributing the complete map to vehicles in order for them to utilize an updated
map. By reallocating the task of generating the map structure into each vehicle
these obstacles can be overcome, while it imposes new challenges upon the map
making. The large data sets mentioned are no longer viable for use in an embedded
system with limitations in primary and secondary memory as well as computational
power.

The thesis proposes the use of a grid based representation of the map, an ap-
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2 CHAPTER 1. INTRODUCTION

proach less frequently used for navigation in vehicles than the vector representation.
The grid representation has been used in the field of robotics, where robots simul-
taneously attempts to map and navigate through an unknown environment. The
thesis attempts to scale this technique and use it to map large scale road networks.
In the map, statistics of the vehicles trajectories are incorporated in order to being
able to establish the most probable path through the surrounding road network for
a vehicle. When having knowledge about the most probable path of a vehicle, it
is possible to utilize stored information of the road such as road slope in order to
optimize the vehicles behavior such as automatic gear changes. The road model
and the prediction algorithm is implemented for verification by simulations.

The thesis is divided into five chapters. At first the purpose and goals of the the-
sis is stated followed by a description of the methods used to achieve the stated goals
and purpose. The background of the thesis is then presented, including detailed
background of the problem as well as the current state of the art in map build-
ing. Together this forms the frame of reference. The following chapter addresses
the implementation by describing the execution of the system design methodology
and describes design decision as well as implementation details. The results of
the performance measurements conducted in the implementation is then presented.
Finally, based on the result, conclusions are drawn, the work is summarized and
future work is recommended.

1.1 Problem Definition

The problem studied in this thesis is how to provide a heavy duty vehicle (HDV)
with a prediction of how the road ahead will look like in terms of road grade, given
that no data is available to start with, while maintaining the vehicle in standard
configuration. Knowledge of the road ahead of a HDV has proven to enable systems
that that can considerably improve fuel economy, enable safety functions and de-
crease wear and maintenance of a vehicle. A well functioning system could enable
functions in areas where no prior map coverage is available or to correct errors in
outdated maps and thereby increasing performance.

Earlier work has been conducted in order to solve similar problems. These prob-
lems has been solved with a method where the road network is modelled with nodes
connected with edges. This method has proven to have troubles identifying where
the road is when noise is present in the positioning signal since multiple parallel
tracks can be built. A gird based road representation has also been evaluated by
Johansson (2014) and proved capable to work well over a small coverage area. The
large memory usage in the described solution is restricting the coverage area and
has to be addressed for a large scale implementation to be possible. The current
solution does not provide any method to accurately estimate the length of the up-
coming road, which for example is needed to identify when a HDV is entering a
hill.

Many issues with a node and edge modeling approach of the road network is
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Figure 1.1: Illustration of the two fundamental differences between the grid based
(Left) and the node based (Right) modelling approach.

believed to be overcome by using a simpler road model where the coverage area
is discretized into smaller areas containing individual information. When an area
element is passed through, data describing the road can be associated with it. This
model is referred to as a grid containing small area elements denoted as pixels.
Since the pixels will not have any interconnectivity to each other this model is
more robust to noise and allows a less complex implementation. The fundamental
difference between the two modelling approaches is illustrated in Figure 1.1

The approach using this kind of a raster based model is not thoroughly re-
searched within the field of navigation and leaves room for further investigation.

Given the grid based modeling of the road network, how can it be optimized to
reduce memory usage on an embedded system under the constraint of maintaining
the HDV in its standard configuration?

Given the grid based modelling technique, how can an accurate distance esti-
mation be enabled?

There are two main questions answered in this thesis. The first is how a grid
based system, capable of producing a predicted look-ahead profile for a HDV, can
be designed with respect to strict limitations in memory usage limited to using stan-
dard vehicle sensors in a HDV. If given the map, how can then accurate estimates
of the length of the road ahead be enabled.

1.2 Purpose and Objectives

The overall purpose of the thesis is to contribute with new knowledge in the field of
map building and Geographical Information Systems (GIS) by exploring possibili-
ties of using a grid based map in order to represent a dynamic road network with
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corresponding road attributes. The overall purpose can be achieved by developing
and delivering four objectives:

• An implementation of a road model that is based on area elements and that
support different road attributes to be stored as well as enabling a prediction
of the upcoming road.

• For the map to serve a purpose an algorithm that can produce a prediction
of the road ahead of a vehicle, based on the information stored in the map,
is needed. Such an algorithm, together with an analysis of the performance,
has to be produced.

• For the system to be applicable for usage in a real application it has to
be configured for being able to run on an embedded system with limited
resources. It is thus necessary for the system to be able to contain large maps,
which leads to holding large data set. A memory analysis of the system is
therefore necessary to derive.

• Development of a method of continuously and incrementally improving an
existing map both in terms of accuracy and the representation of the actual
road network.

1.3 Delimitations

In order to more clearly narrow the scope of the thesis, a set of limitations regarding
the work conducted has been defined:

• A digital map could potentially store many different road attributes. In this
thesis work, different road attributes and the benefits of storing them in the
map is discussed but the work is limited to only store and process the road
slope.

• Due to the time available for the thesis work the system is not implemented on
an embedded system but instead evaluated against specifications of a typical
embedded target. The system is however developed to be easily portable to
an embedded platform.

• The system that is developed can be considered as an input/output system
where the origin and specification of the input signals and the usage of the
output signals are not considered. To exemplify, the sensors will not be al-
tered and the estimation of the road slope is not a part of the thesis work.
The output of the system is designed to enable visualizations of the systems
behavior and performance, in order to make it suitable for evaluation and
debugging. The proper interfaces against the rest of the systems that would
be used in a real application is therefore not implemented.
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• During real time operation in a moving vehicle a continuous prediction of
the upcoming road is desired. This implies that the system has the ability
to relate its current position to the prediction and determine whether the
predicted path is left or not. Due to the limited time frame and the limited
importance from an evaluation aspect of the system this functionality is not
implemented.

• Technology for sharing road data and maps between vehicles is available today
but is not included in this thesis since it is considered too wide of a scope.

1.4 Methodology

To start with, previous research is examined in order to collect information of
what has been done within the subject of automatic map building and prediction
of vehicle trajectories. The information collected is used to formulate outlines of
what can be reused and further developed to create a solution to the formulated
problem. With the use of the collected information a prototype system is developed
intended to solve the issues formulated. Simulations are run on the system in order
to evaluate how well the specified requirements are fulfilled and conclusions from
this are drawn.

The input data used for running the simulations is in the form of logged Con-
troller Area Network (CAN) signals. CAN is an industry network standard, used
to share information in distributed vehicle systems. The logs contain records of the
data that is available in real time in an actual tuck. The logs can either be replayed
in real time or fast forwarded where the processing time is limited by the computer
on which the simulation is run. The data used covers a total distance of 11 622 km
of which approximately 600 km is unique road recorded during a total of 34 runs.

The target hardware platform of the system developed is an embedded system,
which imposes some limitations when trying to debug and evaluate design solu-
tions. A Software In the Loop (SIL) methodology is therefore applied to simplify
development and verification. All code that the system use for operation is written
in standard C and is compiled into a Matlab Executable (MEX) file. Around the
MEX-file an interface is developed through which signals from CAN-logs can be
sent to the main program and data can be extracted for visualization of the results
through Matlab. The code itself is not run on any embedded system, partially due
to the difficulties of visualizing the data, partially because the purpose of the thesis
is reached through simulations.

In order to analyze and verify the output of the map has to be visualized. This
is done in three separate ways, all illustrating different aspects of the data. In
order to visualize information in the map, all information available in the database,
at a certain time, can be extracted and plotted as a binary image. All pixels in
a certain area that contain information are marked, which in turn illustrates the
road network described in the map. The view of the data can be used to visualize
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the coverage area of the map and show how well the map corresponds to the actual
road network.

The second visualization of the data is produced by generating a prediction of
the road to be driven by a vehicle. An initial GPS-position and a direction is used
as a starting point from which the most probable path is predicted and to which
the road slope is associated. The prediction view can be used to illustrate the road
grade as a function of the distance ahead of the vehicle. The prediction can also
be viewed in the plane and be overlaid on an reference map in order to evaluate
how well the prediction is describing the upcoming road in terms of longitude and
latitude.

The third view is used to visualize the statistics used to determine the most
probable path through the grid map. As described more in detail later in the
report, the statistics can be viewed upon as vectors, pointing in the most likely
direction of travel through a certain pixel. By plotting the recorded vectors at
their corresponding location a plot, with a great resemblance of a two dimensional
vector field, can then be obtained. In the same way as a vector field can illustrate
the solution of a multivariate differential equation for a certain initial value as
a trajectory through the vector field, the statics field will show the most probable
trajectory through the map for a certain starting position and direction of a vehicle.

Once data is outputted in one of the views described above, three means of
references is available to compare the data. A common approach of determining
the performance of a map building system is by overlaying the constructed map
onto an already available map and comparing them visually. It is mentioned that
this method is used in the vast majority of the research projects studied by Biagioni
and Eriksson (2012). The method relies on the reference map being accurate and
reliable. The map that is used for this purpose is provided by Google Maps. Google
Maps also features satellite imagery that can be used together with the map to make
sure the map and satellite image are aligned. Some of the data used as input is
located outside of the public road network, such as private roads or parking lots,
not marked in the map. A second map, provided by HERE (HERE Automotive
Services) is also used as a reference. This map is currently being used in automotive
industry and serves as a reference of a commercially viable map.

To not solely rely on reference data provided from a single source, road slope
data from a high precision GPS-receiver with a built in Inertial Navigation System
(INS) was used as reference. More information about the GPS-receiver and how
the signal was handled is provided in Section 4.1.

In order to evaluate the performance memory wise, a realistic use case is used to
evaluate and design the system around. An appropriate coverage area is determined
to be set to Europe and the targeted system is a long haulage truck. It is however
desired that the solution is relatively independent of the specifications of the geo-
graphic area in which it will be used. To make an estimation of the memory needed
to store a map in the vehicle, it is necessary to estimate the amount of unique road
that a commercial truck is travelling during its lifetime. The assumption used for
this distance is 50 000 km. To address the feasibility of the implementation an
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assumption is needed to be made about the target hardware specifications. In this
case the targeted hardware platform of a Scania truck is assumed to be representa-
tive for a typical embedded system. The system can be specified to having a 32-bit
processor, 64 Mb of RAM and 2 Gb of Flash storage available.





Chapter 2

Background

In this section the frame of reference of the work is presented and related to the
objectives of the thesis. At first a brief introduction is provided to some of the
applications of predictive road maps. The purpose of the introduction is to provide
the reader with a context and to describe some of the benefits of look ahead func-
tions in a HDV. Since the work conducted in this thesis is highly dependent on the
input from a GPS-system, a brief description of the GPS-system is provided. This
is purposed to make the reader understand the limitations associated with con-
sumer grade GPS-receivers and is essential for the system design. A background
on the characteristics of GPS-errors that are related to the design of the system is
also presented. The section is followed by an overview of the work that has been
conducted within the field of digital map making. The differences between vector
and grid maps are explained and different approaches to how they can be created
are reviewed. At last some work that has been done where grid maps are being
used in large scale vehicle applications are presented.

In most applications where a map is used with a GPS-receiver as a navigator,
the desired destination is provided to the system. A routing algorithm then tra-
verses the graph network representation of the map and minimizes certain costs
such as estimated time of travel, distance, emissions etc. If a prediction of the
characteristics of the road ahead of a vehicle is to be made, no knowledge of the
final destination exists. Therefore a different approach is needed to predict what is
assumed to be the correct path. Some work that has been conducted to generate
paths through a grid map is provided.

Once a prediction is made it will not represent the road perfectly. Errors are
introduced from the input data or when the data is merged into the map. Earlier
work has investigated the types of errors that occurs in a prediction and how they
affect the end using functions such as predictive cruise controllers. Some work are
borough up and discussed since it enforces requirements on what level of precision
is needed from the map and prediction algorithm.

9



10 CHAPTER 2. BACKGROUND

2.1 Applications of Predictive Road Maps

The increased performance and decreased costs of both embedded systems and
sensors such as accurate low cost GPS-receivers and MEMS-sensors have made it
possible to realize more and more advanced so called look ahead functions. Look
ahead functions such as adaptive cruise control, intelligent automatic gear shifting,
adaptive road tracking headlights etc. are already relying on or could benefit from
accurate road maps that are rich in attributes.

Hellström (2007) develops an optimal control strategy for adaptive cruise con-
trol. Based on look ahead data a Model Predictive Control (MPC) is used to cal-
culate an optimal velocity profile for saving as much fuel as possible. This is done
by taking the upcoming road profile into account as well as the vehicle dynamics
and penalising any prolonged travel time. The experimental results from a 120 km
test drive show that a 3.5% decrease in fuel consumption is possible compared to
conventional cruise controller.

The power train of a HDV can also be optimized using look ahead information.
Ivarsson (2009) shows how by having accurate knowledge about the upcoming road,
it is possible to optimize the driving strategy by adapting the power train as well as
the cruise control behaviour. The main changes made in the driving strategy was
to control the speed that the HDV kept before, during and in the end of a climb
combined with selecting gears accordingly. It is expressed how gear shifts are to be
avoided if not necessary and that the shifts actually conducted should be carefully
planned in order to reduce fuel consumption. The strategy was verified using trial
runs between the cities of Norrköping and Södertälje with a HDV. This resulted in
a reduction of 3.5% in fuel consumption and the number of gear shifts was reduced
by 42% compared to using the standard cruise control for the same route.

The truck manufacturer Volvo Trucks AB has developed a system called I-
see explained in Volvo (2011). The system uses recorded information about the
topography of road networks in order to adapt the Cruise control among with the
driving strategy of a truck to optimize the fuel consumption. Volvo describes the
system to utilize information recorded by a fleet of trucks submitted to a central
database. According to Volvo the system can save up to 5% in consumed fuel
compared to not using the system.

2.2 Positioning and Road Profile Estimation

Two types of input data is needed in order to realize the system. The main type is
positioning data and the other type is the data that will be stored as attributes of
a road segment. For accurate real time positioning a Global Navigation Satellite
System (GNSS) is currently the most viable and widely used technology. Today
there are several different GNSS in use but the American Global Positioning System
(GPS) is the one most widely available and used today. Enge and Misra (2006)
provide an extensive overview of both the history, technical details of the GPS
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system and its sources of error.
The GPS system estimates the position of a GPS receiver by calculating the

time of flight of the radio signals transmitted from the GPS-satellites. Each of
the satellites used for the positioning of a receiver are transmitting their positions
together with a high accuracy time stamp of when the data package is transmitted.
With a known velocity of the wave propagation the distance between the receiver
with respect to each satellite can be calculated. The known distances from a satellite
can be visualized as a sphere with the satellite in the center and the receiver located
on the surface. With multiple spheres surrounding multiple satellites, the position is
given from the intersection of the spheres. To calculate the time of flight between the
transmitting satellite and the receiver they need synchronized clocks. Since atomic
clock accuracy is needed this technique can be used in the satellites but would
make the receivers unreasonably expensive. An oscillator with lower precision is
however used in the receiver instead, resulting in that the time bias relative to the
synchronized clocks of the satellites has to be estimated, hence four satellites have
to be used to solve for the three coordinates and time.

The positing accuracy of GPS receivers has improved over time with better
manufacturing technology of integrated circuits, resulting in better synchronization
and less noise. The accuracy of a typical low cost GPS receiver is currently in the
range of 10 m. The main sources of positioning errors are explained by delays
caused by the disturbances in the atmosphere and multipath errors. Atmospheric
delays are caused by the speed of propagation for a radio signal from a satellite to
the receiver not being constant. The atmosphere changes the speed and direction
of the radio waves and thus the transit time, resulting in an erroneous distance
calculation. The error depends on the angle between the satellite and receiver as
well as the atmospheric conditions. The errors will appear as bias errors of several
meters, and will change over a couple of hours.

Multipath errors are caused by GPS signals getting reflected of buildings, moun-
tains etc. The result is that a delayed signal is received and summed together with
the direct signals, causing sudden changes in the positioning estimate. The phe-
nomena can be reduced by antenna design and positioning but is otherwise hard to
avoid. When estimating the position of a moving object the error can be reduced
by using a sensors fusion between the absolute positioning signal from the GPS and
sensors measuring the relative movement of the vehicle. Sensors usually used for
this purpose are for example accelerometers, gyros or odometers.

The bias error can be corrected for by using a Differential GPS (DGPS) which
receives the value of the bias error via radio and then subtracts the error to obtain a
better estimate. With the use of this technique the error can be reduced from meters
to centimeter in range. This type of GPS technique is not yet commercially available
in HDVs since the need for such accurate positioning signals are not motivated by
its high cost. This is something that is believed to change with lowered hardware
costs and higher demands for accuracy in future applications.

Since the purpose of the map is to be able to make a prediction about the up-
coming road profile, input data of the road profile is needed. For realizing functions
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in modern HDVs both the road grade as well as the height profile is needed. Two
different options are available, either storing the absolute height for a discretized
road segment and then differentiate the height to obtain the road slope or storing
the road slope and integrate to obtain a relative height profile (if no initial value is
known).

In this work the case where the road slope is stored have been selected for the
implementation. This is done because of two reasons. The first is that sensors
used for obtaining the absolute altitude are either GPS receivers or barometers. In
Johansson (2005) the altitude can be measured directly with a barometer but this
has shown to be unsuitable in previous works. The altitude could also be obtainable
from GPS receivers commonly available in trucks. The altitude positioning accuracy
is however poor due to disturbances in atmospheric delays, which shows up as bias
errors in the altitude measurement. Due to the slow variation this would result in
different altitudes on every pass. The errors might be possible to average out but
introduces a uncertainty in the stored data that is desirable to avoid. The second
reason is than when storing height samples it would be needed to differentiate the
samples in order to obtain the road slope. A differentiation of a sensor signal would
amplify its noise. For a more comprehensive investigation of different methods of
estimating the road profile as well as information about the road slope estimator
used in this work the reader is referred to Sahlholm (2011).

2.3 Map Building

There are two common ways to represent roads in the form of digital maps, either
by using raster or vector representation. When using a raster representation a
bounded geographical area is divided in a grid of area patches such as a digital
image is divided into pixels. A position can be defined by its coordinates in the
grid. The pixel size in the map is static and does thereby represent the most
detailed view of the corresponding real world area patch that is available. The
grid map approach is commonly used when giving a visual representation of an
area such as in a physical map. Each pixel can for example be colored based on
the classification of the area it represents. A vector map on other hand consist
of nodes that are connected to each other by edges. A series of nodes with edges
between themselves thus represent a line, or if all connected, an area. The nodes
does not have to be placed on a fix distance from each other and the method
thus enables the possibility of only placing the amount of nodes that is desired to
achieve an sufficiently accurate representation of a line or area. This method is
commonly used in navigation applications since it allows a very memory efficient
way to represent roads and a very clear connection between nodes that provides
an appropriate representation of roads. In the thesis the raster based approach is
explored even though some inspiration from the field of vector mapping is used.
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Vector map

Biagioni and Eriksson (2012) describe various ways of automatically generating vec-
tor based maps and how these methods are used in several research projects. Three
common algorithms to automatically generate roads is by using: Trace merging,
Kernel Density Estimation (KDE) or K-means. It is described how trace merging is
used to simply store GPS traces as nodes with a certain individual weight in a map.
When two nodes are within a certain distance of each other they are combined to a
single node and the weight of the new node is increased compared to the previous
two. The new node shall then represent the best fit of the two previous nodes.
The algorithm is then repeated as new GPS traces are available, incrementally im-
proving and expanding the map. It is hence possible to add new sets and combine
them with the existing sets at a later point. A post processing algorithm is run
to remove the points with a weight lower than a fixed value and the points that
are left are connected to represent the roads in a network. The K-mean algorithm
does on the other hand need all raw traces of recorded data available to start with.
"Cluster seeds" are then placed in order to represent the registered traces in the
best possible way. When the seeds’ positions and directions are determined they
are linked together to form roads. It is important to note that only the cluster seeds
and not the traces are stored in order to represent the roads. Since a complete set
of traces has to be evaluated when placing the cluster seeds the approach is not
suitable to use if it is desired to incrementally update the road map as new values
are registered. The third algorithm is the KDE. The KDE can be visualized as
grid which is overlaid onto the recorded traces. Every square in the grid has an
associated weight to it which is increased once a trace is crossing it. A threshold is
then applied to produce a binary image providing a graphic representation of the
roads. The last step is to use different methods to output center lines representing
the roads. This method is dependent on a set of registered traces and is thus not
suitable to use if an incremental update of the map is desired.

The methods described by Biagioni and Eriksson (2012) are common and are
the basis for much of the research that has been conducted on vector maps. Dif-
ferent variations on the three described methods are also common. However all
the methods are used to produce vector representations of maps and a grid based
application is not discussed.

From the comparison of the three most common and fundamental methods for
creating vector maps only the trace merging is suitable for an incremental update
since it does not require to be rerun from the beginning when new data is available.
It can also be noted the first step of the KDE-algorithm, where a raster with
frequency counters is used to represent the most likely road, is actually creating a
raster map. The thinning algorithm could potentially be suitable to use in some
situations to remove pixels that only has been visited a few times. This could be
desired to do since these pixels can be causes by temporary faults in the GPS signal
or represent roads that are very seldom visited and therefore not necessary to have
stored in the map. Memory could in this case be saved and errors in the map
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minimized.
Hillnertz (2014); Bergius (2014) use Trace Merging targeting an embedded ap-

plications in Heavy Duty Vehicles and shows promising results. When tested on
real world data, issues in open areas such as parking lots were discovered. Hill-
nertz (2014) discusses the issue with the limited memory typically available in an
embedded system. An estimation of the memory required to represent a road net-
work with a specified length is provided. The result is an approximate memory
usage of 20.7 MB to represent a road network with a total length of around 890
km of unique road. This corresponds to 23.5 kB/km and is said to be a reasonable
memory consumption according to what is available, by the author. This memory
consumption is used for comparison for an approximate indication of how memory
effective the system developed in this thesis is. Hillnertz (2014) also addresses the
issue with lost GPS signals by trying to implement a dead reckoning algorithm us-
ing an Extended Kalman Filter (EKF). The filter estimates the vehicle positioning
based on other sensor data such as yaw rate, vehicle velocity, bearing and longitu-
dinal acceleration. Such a filter could be useful when dealing with positing errors
associated with multipath errors or sudden losses of positing signal that can occur
when passing power lines or overpasses.

KDE like implementations are explored by Davies et al. (2006); Chen and Cheng
(2009). The GPS traces are mapped into discrete squares for data analysis, which
are then used to produce a vector map. Davies et al. (2006) are using a 2D-grid to
generate a map. In order to determine where the maps are the map is represented
as a histogram. Based on the Nyquist-Shanon criterion the pixel size is suggested
to be at least half of the width of the smallest road desired to be described. De-
pending on the cell-size and the cruising speed of the vehicle consecutive samples
are not always expected to be located in adjacent cells. A linear interpolation be-
tween the consecutive samples are therefore used to find the cells that has been
crossed. When the discrete cell is crossed by the GPS trace the travelled length
is calculated. If the travelled length though a cell is greater, a larger weight is
given that cell. As commonly used with KDE a blurring filter is used to remove
small gaps and a threshold is applied to create a binary map. The scalability of
the algorithm is discussed and it is suggested that a larger coverage area should be
divided into smaller tiles that the algorithm can work on independently in order
to save resources. Extra resources are however said to be required for stitching
the graph network together. The system is evaluated over an area of 40km2 and
a million cells. Chen and Cheng (2009) are practicing the same idea when using
an algorithm that maps GPS coordinates into a grid with a fixed resolution. Mor-
phological operations are then performed in the grid in order to filter and extract
the center-lines of the roads. The center lines are finally converted into a graph
network that is stored in memory.

In the context of vehicle navigation Carlsson et al. (2008) use a different ap-
proach that focuses on building routes rather than maps, rich in road attributes
from already available sensors. The idea of this approach is that a vehicle often
travels on the same routes during its lifetime. The routes are automatically stored
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in a database and are incrementally updated every time they are driven. The re-
sults shows that 2-10 passes is needed to achieve accurate information. The work
also includes identification of road attributes, speed limits, road grades, curvatures
etc.

Grid based maps
The use of occupancy grid maps is a technique commonly used in the field of
robotics. The term was introduced in Elfes (1989) and is a form of map represen-
tation where the investigated space is represented by a grid, expressed as either 2
or 3 dimensional cell arrays. Souza and Gonçalves (2012) introduce a 2.5 dimen-
sional grid map as a less computationally and memory intensive occupancy grid
map compared to using all three dimensions. The 2.5 dimensional grid map is used
to store both the estimated height of each pixel in the grid and the probability of it
being occupied. The knowledge of the height is used for path planning to determine
whether a robot is able to traverse a mapped obstacle or not. The grid map could
also hold additional information of each pixel if it is of interest for the usage.

A lot of research is focused on building grid maps for autonomous vehicles using
advanced sensor technologies and sensor fusion for obstacle detection and path
planning. In these systems it is common to use wheel encoders as means of feedback
for the movement of the subjects and thus keep track of their movements. Laser
range finders (Lidar) or sonars are commonly used to scan the environment that the
robots attempt to map. The map can then be used to navigate by matching patterns
from the map and correct for errors associated with the wheel encoders. Having
a grid map associated with a global reference system is however less explored.
Konrad et al. (2011) use an occupancy grid map for realizing a vehicle’s functions
by constructing a map of the road ahead of the vehicle. The model is described as
general and can be applied to any range sensor that can identify road markings. The
grid map is continuously built while the vehicle is driving. To limit the expanding
memory usage as the map grows the map is built from grid patches. This is done
to enable the possibility of keeping only a limited area, a grid patch, loaded into
memory from a hard disk at the time, in order to make the system real time
capable and memory efficient. The authors also discuss storing the map for future
applications. The created map is not associated with a global reference system
but is synchronized to a conventional digital map used for GPS navigation and the
global position in the road map is estimated.

In Rovira-Más (2012) the author is investigating how a grid map can be utilized
in an global reference system in the context of autonomous agriculture machines. A
2D grid is used where each cell contains information projected from a 3D point cloud
obtained from stereo vision sensors. The grid map obtained is local and dependent
on the current location and angle of the moving vehicle. By tracking a vehicle’s
trajectory and especially heading, the local grid map can be transformed into a
universally referenced grid map with a coordinate system with axis in the North
and East direction. The boundaries for the universal grid must be determined
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beforehand together with the pixel size and defines the universal coordinates as
integer indexes to the individual cells. A cell resolution of 16x15m is used for
validation when the straight lines of crops in a vineyard is mapped.

In Johansson (2014) the use of a self learning grid based road map for realizing
look ahead functions in HDVs is first introduced. A map is built with no prior
knowledge of existing roads by using sensor data. The prototype is implemented
on an embedded system and is built so that a fixed area is used and kept in main
memory at all times, restricting the system to only be used to map very limited
areas. A matrix for holding statistics is used for making the prediction of the most
probable path. Each cell contains counters for each of its sides of entry. Once
a pixel is entered from any of its four sides the most likely side of exit can be
determined. Another matrix is used for storing height of each cell. The height
from the GPS receiver is stored and then discretized and filtered to obtain the road
grade. The prototype is verified in real time in a HDV and is evaluated for the
purpose of optimizing the power train. The results showed that it is possible to
use the map for the intended purpose. As future work it is suggested to investigate
how the memory usage can be limited as well as how sensor fusion can be used to
limit the affects on sudden changes in the positioning signal. The work conducted
by Johansson (2014) is the main driver behind this thesis. The work does not cover
how the distance of the predicted horizon can be estimated in order to determine
more accurately where a hills starts or ends, neither how the system can be scaled
to cover larger areas or how the data usage can be minimized.

The grid based approach of mapping roads in real time in high detail has been
proven by the open source project OpenCRG described in (VIRES Simulationstech-
nologie GmbH, 2014). The project consists of a file format for exchanging data as
well as Matlab and C-API for visualization and manipulation of the recorded data.
The main purpose of OpenCRG is to record road surfaces in detail in order to be
able to evaluate the road quality and serve as input data in vehicle simulations. The
project is or have been used by among others Daimler, VW and Audi to some ex-
tent. The main advantage is that the project enables roads to be represented using
curved reference lines to create Curved Regular Grids (CRG). This is typically the
output from 3D-scanning devices used to conduct research on road surfaces. Since
the main purpose of this software is to describe the properties of a road surface
in high resolution, the segments used to divide the road are very small, typically
in the centimeter range. This gives an exact road representation which is needed
when running simulations on tires and suspension, but is redundant if the property
of interest is the road slope over several kilometers of road. OpenCRG can also
be combined with OpenDRIVE (VIRES Simulationstechnologie GmbH, 2011) that
puts road segments together into a network. This system is used for visual repre-
sentation of road network and is often used as a key feature in driving simulators.
The system is compatible with assigning road network information of among others
road geometry and infrastructure details. The standard has not yet been used for
navigational purposes or real time map making on embedded targets.
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2.4 Prediction of Upcoming Road

A factor to consider is how the recorded map information can be extracted and
represented for usage in functions such as adaptive cruise controls etc. For this
purpose the forum for Advanced Driver Assistance System Interface Specifications
(ADASIS) has developed a standard for sharing and visualization of look ahead
data in distributed control systems which is described by Ress et al. (2008). The
standard illustrates how look ahead data is distributed in the shape of a horizon
built by multiple segments that are interconnected in nodes. The standard has
support for distributing multiple possible paths as well as only the most probable
one. Each of the segments are associated with various road attributes such as road
grade, tunnels, number of lanes curvature etc. The standard specifies how the data
is exchanged over a Controller Area Network (CAN) described. Due to the common
representation of the road data as a horizon the same notation is used in this work
when the predicted road is referred to even if the predicted road is not used in any
distributed system.

The task of generating such a horizon can be generalized to finding the most
probable path through a grid map. Selim and Sabour (2010) discuss how a path
can be created through a grid based map of a geographic area where the data is
extracted from aerial images. In this case a least-cost-path calculation is conducted
where a starting point and an end point is placed in a map and a system works
on the data to find the most suitable path between the two points. Least-cost-
path implicates that some cells, such as cells representing roads, can be passed to
a lower relative cost then for example rough terrain and are therefore desirable.
Selim and Sabour (2010) describe how the creation of a suitable path is conducted
sequentially by locally looking at one single cell, seen as the current cell, and the
cells in a certain pattern around it. One of the cells in the pattern is selected to be
the most suitable cell to move to and becomes the new current cell. By iterating
this step, saving the passed cells and traversing from cell to cell through the grid,
the least cost path between the two point is found. This case is fairly similar to
the case investigated in this thesis when creating a probable path for a vehicle to
travel along and a similar approach can be used to generate a predicted upcoming
road.

Hazel et al. (2006) mention that handling of large data sets is one of the key
challenges when working with Geographic Information Systems (GIS). The paper
describes a system that address this problem in the context of finding least cost
paths in geographic areas represented with grids. The concern related to handling
large data sets is focused on the problem of using data sets that are too great to be
kept in the main memory. This is described to be a problem since the data that is
subject for calculations has to be stored in main memory. The proposed solution is
to divide a large geographical area into smaller subsets referred to as tiles. Only the
needed tiles of the data is according to Hazel et al. (2006) required to keep in main
memory while the rest can be kept in secondary memory on disk. Operations can
then be conducted on single tiles separately. By transferring these tiles between the
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two memory locations when different data is requested to be base for calculations
the I/O operations are carefully controlled in order to optimize the performance of
the system.

2.5 Map and Horizon Quality

The accuracy of the data stored in the map is a concern. The quality of the data
needed depends on the end use functions and their robustness to erroneous input
data. As stated the scope of the thesis is limited to only include the road slope in
the map. Work, that has been conducted in investigating how errors in the map
and the associated road slope impacts the usage, is presented.

In Holma (2007) a sensitivity analysis has been conducted on the performance of
the work performed in Hellström (2007). The horizon onto which the optimization
is based uses 50 m segments. Multiple simulations are run on real data while varying
the allowed length of the look ahead horizon. It is concluded that a horizon length
of less than one kilometer decreases the fuel savings from three to two percent while
the travel time is increased. A more thorough investigation is provided in Hellström
et al. (2010). Once again the limitations of the horizon length provided to the MPC
developed in Hellström (2007) is investigated. Measures for suboptimal behavior
of the controller are defined and a mathematical expressions based on Lagrange
multipliers are derived to describe the behavior. The behavior is then evaluated
for different parameters using recorded road data from different routes. A certain
degree of sub optimality that is acceptable is defined and from there the minimum
horizon lengths are derived. It is found that the needed length is both dependent
on the mass of the truck as well as the topology in which the HDV is driving. In
the most challenging combination of the two, with a 40 ton HDV driving on a hilly
road, a prediction of just above 2500 m is required. On the other end of the scale,
with a 20 ton HDV and a more flat route, a 500 m prediction is sufficient.

In the sensitivity analysis preformed in Holma (2007) several sources of distur-
bances were considered of whom two can be directly related to the road slope data
available namely; Positioning Bias Faults and Angle Bias Error. The Positioning
Bias Fault is defined as the lateral offset between the predicted road profile and the
actual road. A positive offset is defined as the distance the prediction is displaced
from the actual road in direction away from the HDV. If such an offset is present
the velocity profile will be optimized for a hill that starts later than in reality. Ex-
actly how this will affect the control is dependent on what kind of feedback and
control strategy is used. In general a positive offset will however cause the truck
to start accelerating too late, which will cause the HDV to maintain a non-optimal
speed during the incline, resulting in a prolonged travel time. When a positive
offset is present in a downhill, it will cause the truck to cut fuel injection too late
and thereby waste fuel that potentially could have been saved. If the offset instead
is negative the truck will start accelerating too early before an incline. This will
decrease the traveling time but also waste fuel since the vehicle is not allowed to
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violate the maximum allowed speed limit. Before a downhill slope a negative offset
will cause the truck to cut the fuel injection too early and thereby loose to much
speed, which will prolong the traveling time but save some additional fuel. When
an positive Bias Positioning Error of 50 m is applied to the MPC it causes a de-
crease of performance up to 0.64 percentage points when driving uphill compared
to the optimal solution.

The angle bias error is described as a predicted look ahead horizon having an
error in road grade. In Hellström (2007) this is modelled as a constant error in
road grade of 20% and is integrated over a road segment of 500 m, causing a height
offset in the road profile. When the offset is higher than in reality it is causing the
velocity profile to be optimized for a higher incline. This will cause the truck to
lower its applied torque too late and thereby wasting some fuel compared to the
optimal case. When a downhill slope is underestimated due to a negative angle
bias error it causes the controller to cut of the fuel supply to late, causing fuel to
be wasted. When applied to the same MPC the negative angle bias causes 4.55
percentage points of the optimal fuel savings to be lost when going downhill. A
positive angle error offset causes 0.2 percentage points of the optimal fuel savings
to be lots when going uphill.

In summary, different controllers can tolerate different amount of disturbances
depending on their feedback. Any error in the horizon compared to the actual road
profile will cause the optimal fuel saving to be decreased. In real, practical appli-
cations these two errors will both be present together, lowering the performance
of the look-ahead cruise control. The need of accurate data is enforcing stricter
requirements on the sensor quality. This could partially be overcome with an it-
erative approach where large data sets are used to create more and more reliable
estimations. The iterative approach would then need information on when the data
is good enough and thereby ready to be distributed to the system. This requirement
would directly transfer into the map since a mechanism to identify when enough
data has been collected would be needed, which inherently causes more memory to
be used.





Chapter 3

Implementation

In the following chapter the reader is introduced to the implementation of the work
that has been conducted as well as the system design decisions made. An overview
of the system and the information flow is provided in Figure 3.1.

Figure 3.1 illustrates how two different types of input data are used. The system
relies on a positioning signal from a GPS-system in order to position itself within
the map as well as for recording the map. When positioning data is fed into the
system it is used to create a road at the given position in the pixel map. If a road

Figure 3.1: System overview illustrating the system boundaries and the flow of
information.

21
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Parameter Value Unit
Update rate 2 Hz
Channels 16 -

Position Accuracy 2.5 m SEP

Table 3.1: The table displays relevant specifications of the u-blox LEA-6A GPS-
receiver

already is present in the map at the given location, the new data is used to update
the stored information and by doing so incrementally improve the map quality.

The positioning data is also used by the system’s prediction engine. The latest
position is used as a starting point from where to start the prediction. Given the
starting position, the prediction engine requests stored information from the map
database. Given the data, the most probable vehicle trajectory is generated and
distributed to the end using systems. In addition to the positioning data the system
needs information about the road that are desired to be stored in the map.

Input signals

As mentioned the system needs both positioning data to locate itself in the map
and road attribute data to store in the map. Since the positioning accuracy of GPS-
system differs depending on which technology and receiver is used the specifications
of the GPS receiver used is provided. The receiver used is an Antaris LEA-6A unit
manufactured by u-blox. The GPS-receiver is a low cost, 16-channel GPS-receiver.
The relevant specifications of the sensor is provided in Table 3.1. For further
specifications the reader is referred to u-blox AG (2012).

The data that is to be stored in the map can consist of any kind of map related
information. In this case the work is limited to only storing the road profile, while
leaving the possibility to add other information as an optional addition in future
work. The road profile is provided by a road slope estimator that fuses information
from several different sensors. The estimator used takes vehicle properties such as
mass into account and uses sensor signals to create an accurate estimation of the
current road slope when driving. The signal is not always accurate compared to the
actual road proprieties since the estimation becomes unavailable during for example
gear shifts and similar situations where vehicle behaviour makes it unsuitable to
try to estimate the road slope. The fact that some deviations from the actual road
profile is present in the road grade estimation is however not seen as a problem since
the signal can be filterer and the impact of these deviations minimized. For more
details regarding the development and functionality of the road slope estimator see
Sahlholm (2011).

The input data used for running the simulations is in the form of logged CAN
signals. CAN is an industry network standard, used to share information in dis-
tributed vehicle systems. The logs contain records of the data that is available in
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Figure 3.2: The figure is visualising a plot of the GPS-traces used as input data for
the simulations conducted.

real time in an actual tuck. The logs can either be replayed in real time or fast
forwarded where the processing time is limited by the computer on which the sim-
ulation is run. The coverage area of the input data used can be seen in Figure 3.2.
The data covers a total distance of 11 622 km of which approximately 600 km is
unique road recorded during a total of 34 unique runs.

3.1 Road Network Modelling

In order to model the road network bounded by the coverage area, a grid based
approach is used. This is done by discretizing the entire coverage area into small
area elements referred to as pixels and assigning values to pixels as they are visited.
Thus a road network is formed by pixels containing values as roads are driven by a
truck recording data. If a map with high resolution or a large coverage area is con-
sidered, the number of pixels that are needed to be managed is increasing quickly,
therefor the concept of tiles is introduced. This terminology is normally used when
rendering different zoom levels in digital raster maps. A tile can essentially be
considered as a larger pixel that can be used to represent the map or image with
a lower resolution. If more detailed information than what the tile representation
offers is needed, a tile is expanded so that the smallest elements, the pixels, can
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Figure 3.3: Illustration of the relation between the coverage area, the tiles and the
pixels of the map.

be accessed. A tile can thereby be seen as a cluster of pixels. The advantage of
this approach is that the functions using the map can operate on a smaller amount
of data at the time which makes the implementation more memory efficient. The
relation between coverage area, tiles and pixels are illustrated in Figure 3.3.

Once position data is available the position is mapped into a unique pixel and
the information available for the road segments is stored. When data is associated
with the pixel, it is treated as a part of a road. An example of pixels being marked
as parts of roads by the system can be seen in Figure 3.4.

Statistics

Once the area represented by a pixel has been traversed by a vehicle, the pixel is
assigned a value and is hence seen as visited. When making a prediction of the
future movement from a pixel, the pixels on the edges of the first one are studied in
order to determine which of those has been visited before. By doing so a decision
can be made concerning which pixel is the most probable one to be the next one to
visit. If a pixel only has two additional pixels that have been visited next to itself,
it is straightforward to determine the most probable path. This is the case since
one of the two neighbouring pixels represent the previous pixel and the other one
the probable next pixel to visit. The most probable move in this case is thus to exit
the current pixel into the neighbouring pixel that the vehicle did not enter through.
However when noisy positioning signals, highways with multiple lanes and crossings
are a reality in real world road networks, more sophisticated ways of predicting the
most probable path is needed. To be able to predict the future path of the vehicle
it is necessary to store statistics in order to generate a prediction of the road ahead.
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Figure 3.4: Illustration of the modelled road network. The black lines represent the
GPS traces logged by the truck used for recoding data. The squares marked with
x in the grid corresponds to the pixels assigned data as a result of the recorded
traces. Only the marked pixels are stored by the system and not the traces.

The statistics from previous passes in a pixel is chosen to be implemented in the
form of arrows, pointing in the most common direction of movement through each
pixel. One direction through a pixel is not enough for predicting the upcoming road,
since it is possible to enter a pixel from any of its eight surrounding neighbours. To
reduce the complexity and memory usage, a simplification regarding the transition
between two pixels is made. The simplification states that it is only possible to
enter a pixel from one of the four pixels located in the North, South, East and
West directions. The simplification is illustrated in Figure 3.5.

The simplification is reasonable since in practical applications it would be very
unlikely to enter through a corner of a pixel because the area of contact is infinitely
small. If two following position samples are located in the pixels diagonally next
to each other, a linear interpolation is made and any pixels that are intersected
are considered as a part of the road. This linear interpolation is always conducted
in order to find all pixels that have been crossed. To add some robustness to the
system, the case where the interpolation gives more crossed pixels than possible,
based on the maximum speed of a heavy vehicle, is disregarded. The directions
are identified based on from which side the pixel was entered. This gives each
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Figure 3.5: Illustration of the possible entry and exit direction to and from a pixel
after the simplification of the road model.

Figure 3.6: The figure illustrates the stored statistics of the most probable move-
ment through a complex intersection. The arrows in the map points in the most
probable direction of travel for each pixel, dependent on the entry side

individual pixel the theoretical possibility to represent a unidirectional road, a semi
directional road, a four-way intersection or similar situation. An illustration of
the arrows pointing in the most probable direction of travel through a complex
intersection is shown in Figure 3.6

Road attributes
Theoretically a wide variety of road attributes can be associated with certain road
segments stored in the map. Such attributes could be speed limits, curvature, road
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slope and road type. The implementation has been limited to storing the road
slope, but could easily be scaled to include more road attributes.

As can be seen in Hellström (2007) and discussed in Section 2.5 the height
profile is of interest when an optimal velocity profile is derived to reduce the fuel
consumption. Such a height profile can either be generated from stored heights
in a map database or by integrating the road slope over a distance. When a map
containing altitude information is built while driving, the system will suffer from
inaccuracies such as bias errors in the height signal from the GPS-system as dis-
cussed in Section 2.2. This could be overcome by storing the road grade instead of
the height profile, however an additional issue arises. The slope of a road segment
is dependent of the direction of movement while the height is not. The road slope
must therefore be combined with an identifier of its associated direction. The extra
data will have to be stored for every pixel and therefore have to be minimized. A
simplification similar to the one concerning the directions is made that limits the
different road slopes to one in each of the North, South, East and West directions.

3.2 WGS84-coordinate Mapping

The de facto reference frame used when analysing data from a GPS-receiver is the
World Geodetic System 1984 (WGS84), invented by the United States Department
Of Defence (DOD). The WGS84 is an Earth Centred Earth Fixed (ECEF) Carte-
sian coordinate system that describes the position of the GPS-user as well as the
satellites. The standard specifies an ellipsoid as a model for the shape of the earth.

Within the implementation, it is desired to map the WGS84-coordinates into
coordinates expressed in terms of tiles and pixels. The coverage area is specified
in terms of two pairs of maximum and minimum longitude and latitude degrees.
Then the desired number of pixels per tile and number of tiles in each direction is
specified which gives the resolution of the raster map as well as the pixel width.
A grid is obtained and each pixel can be expressed in the number of tiles from
the lower left corner of the coverage area and its offset within the tile. In some
cases it is desired to express a position with a higher accuracy than only on pixel
level, inside a specific tile. Therefore two rest terms are introduced to indicate the
relative location in the in North-South and East-West directions within a pixel.

Due to the spherical shape of the Earth, the idealized view of the pixels being
perfect rectangles is not valid. As is illustrated in Figure 3.7 the pixels will be
more and more narrow the further away the pixel is located from the equator in the
North-South direction. For sufficiently small pixel sizes the shape is maintained in
a way so that they can be considered to be rectangles.

A pixel with equal sides at the equator is considered. When this pixel is moved
further north the length of the pixel will be maintained. Meanwhile the width will
be reduced, hence the rectangular approximation. The shape itself is irrelevant in
the practical use of the system while the pixel dimensions are used to calculate the
distance of the predicted road. In order to address the error with scaling in the
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Figure 3.7: Illustration of the error when computing distances in the East-West
direction.

East-West direction a scaling factor Cf is introduced. The scaling factor is defined
as the width of a specific pixel as a fraction of the width of a pixel located at the
equator. To compute the scaling factor the corresponding distances represented by
a step of one degree in longitude, λ is calculated over a range of latitudinal angles, φ
betwen 0 and 90 degrees. The distances are computed using the Haversine formula
given in Equation (3.1) where r is the earth radius, set to 6371km.

d = 2r arcsin(
√
haversin(φ2 − φ1) + cos(φ1)cos(φ2)haversin(λ2 − λ1)) (3.1)

In order to be able to easily calculate Cf for a specific latitude, it is of interest
to find a mathematical relationship between the width of a pixel and the latitude
at which it is located. A second order polynomial is therefore fitted to the measure-
ments, for the latitudinal range representing Europe as this is the specified coverage
area. The corresponding plot is shown in Figure 3.8. The resulting polynomial can
be used to calculate the scaling factor Cf that can be used to compensate for the
varying pixel width when conducting distance calculations.

The error due to the second order approximation is then limited to 0.57% which
is considered neglectable compared to the accuracy needed by the application at
hand. The Haversin formula gives an error of 1% due to the spherical approxi-
mation of the Earth. For short distances the formula in Equation (3.2), based on
the Pythagorean Theorem, is used. If longer distances are to be calculated the
coordinates can be converted back to the WGS84 reference frame and the distance
computed using the Haversin formula.

d =
√
Cf (φ)x2 + y2 (3.2)

The idea is that the system should be scalable to support different coverage
areas. The properties of the map is stored in the database and is loaded at start
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Figure 3.8: Correction factor and a second order approximation over a latitude
range corresponding to Europe

up of the system. The coefficients of the second order approximation could be
calculated for various coverage areas and stored as well as the boundaries of the
map in the database.

3.3 Incremental Update of the Map

When a vehicle drives through an unmapped pixel the directional statistics and
the road slope is recorded and directly stored in the map since this is the best
approximation currently existing. When additional passes are made through a
previously visited pixel the new data is merged with the previously recorded data.
The idea is that the measured signal is a combination of a correct signal and a
random error term. If many samples are merged together then the random error
term will be averaged out over time and a better estimate can be obtained than
possible with a single sample.

There are many ways of doing such an estimation. Due to the memory con-
straints on an embedded system advanced methods for averaging the data are un-
suitable since they in many cases need access to an entire data set in order to find
the optimal estimate. In the implementation a weighted cumulative average is used
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as shown in Equation (3.3) where x is the summed value that is stored between the
iterations, z the latest measurement and α is a constant which affects how large of
an impact the latest sample has compared to the summed average.

x[n] = (1− α)z[n] + αx[n] (3.3)

The averaging method described in Equation (3.3) is both used for updating the
probable direction a vehicle is likely to drive and the road grade. The method is
applied once the vehicle has left the latest registered pixel. If two or more consecu-
tive position samples are registered within the same pixel these are discarded. The
point of entry is registered once the vehicle enters the pixel and the exit point is
registered as well at exit. The angle between the entry and exit point is calculated
and then merged with the earlier stored average according to Equation (3.3). The
selection of the constant α was found to have a very small impact on the result.
Different values were tested through simulation and 0.7 was found to work well.
The merging of different samples and the effects of adding more data is discussed
with the results as a basis in Section 5.2.

Since the number of pixels that is traversed between two consecutive samples are
dependent of the vehicle speed, pixel size, sample rate of the positioning signal as
well as the direction of travel, a linear interpolation is used to find the intersecting
pixels between the two position samples. This is done to allow a lower sample
rate than what would be required to guarantee that a continuous trace of pixels
containing data is created. A threshold of the maximum number of pixels that is
reasonable to be traversed between two consecutive samples is applied to reduce
the impact of sudden large steps in the positioning signal.

3.4 Memory Management

The prototype is developed with the hardware specifications of the embedded plat-
form specified in Section 1.4 taken into consideration. Since the total amount of
data needed by the system in order to meet the specifications of the use case ex-
ceeds the available primary memory of the targeted platform, a method suggested
by Konrad et al. (2011) and Davies et al. (2006) is implemented. The method is
described in detail in Section 2.3, but the main idea with this method is to keep only
the area near the vehicle’s current position in main memory. As the vehicle drives
along a road the area around it will change and the area in the main memory hence
has to be updated. Since pixels are grouped together based on their geographical
location in tiles, a certain number of tiles surrounding the vehicle is kept in main
memory. Tiles that are passed and no longer located near the vehicle are written
to secondary memory, removed from main memory and new tiles are loaded into
the main memory. This procedure is illustrated in Figure 3.9.

The size of a tile is determined by the number of pixels it contains as well as
their individual sizes. This size, combined with the number of tiles kept in main
memory limits the longest possible horizon that can be generated in one single
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Figure 3.9: The figure illustrates how the tiles held in main memory is updated
when a vehicle travels along a road that crosses the border of a tile. Tiles no longer
near the vehicle’s current position are saved to the secondary memory and new tiles
are loaded from the secondary to the main memory.

direction. The exact size that is required is determined by the end-use functions.
However an approximate minimum length of a horizon, for typical applications such
as adaptive cruise control, is presented by Hellström et al. (2010) to be up to 2.5
km. This is said to be necessary in order to fore-fill some requirements specified
by Hellström et al. (2010) and is said to be a worst case scenario, where a 40 ton
truck is studied. The assumptions for this calculation is explored more in detail in
Section 2.5. The minimum horizon length of 2.5 km is used as a reference in the
thesis to make decisions about how much data has to be kept in the main memory.
In the implementation nine tiles are kept in main memory at all times, the tile
containing the vehicles current location and the surrounding eight tiles.

In the worst case scenario the vehicle is positioned on the border of the current
middle tile when a horizon is to be generated. This implies that the width of a tile
has to be at least as long as the horizon that is to be generated. This is necessary
to guarantee that the prediction engine will not run out of available data loaded in
the main memory before the desired length of the predicted horizon is achieved. A
factor to take into account is that the width of a pixel, and thereby also the width of
a tile, varies depending on what latitude the vehicle is located on. This is the case
since the width is decreasing further north due to the scaling between WGS84 and
Cartesian coordinates as described in Section 3.2. The shortest distance straight
through a tile is the distance across one of the most northern tiles in the coverage
area, in the longitudinal direction. This distance with the current configuration is
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Figure 3.10: The principle of the memory management is schematically illustrated
in the figure. The data containing information about the area around the vehicles
current position is kept in the RAM memory while the rest of the map is kept in
the FLASH memory. The memory management system box symbolises an interface
that makes it possible to exchange the current secondary storage solution (the
FLASH memory) to an alternate one without affecting the system in the RAM
box.

calculated to be approximately 2450 meters which is determined to be acceptable.
To structure the map data in secondary memory in an efficient way a database

is used. In the prototype an SQLite database is chosen. SQLite is an extremely
lightweight embedded database that is suitable for embedded implementations and
is supported by the target platform. In order to keep track of what geographical
area a tile represents, a specific key is assigned to the tile when it is stored in
the database. This key is based on the coordinates of the lower left corner of the
tile in question and is thereby unique for each tile. Only tiles containing visited
pixels are stored in the database, which prevents unnecessary memory allocation.
This also mean that determining if an area has been visited before is done by
simply looking if there is an entry in the database for the corresponding area key.
Separate information about which areas have or have not been visited thus becomes
obsolete and additional memory usage can be avoided. An overview of the memory
management is seen in Figure 3.10

When a tile is held in the main memory, memory is allocated for the full tile
and all of its pixels. In this way the main program doing the map building and
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navigation can operate without having to take into account if a pixel is visited
or not. When the tile is no longer needed as a part of the vehicles local road
buffer, only the visited pixels are saved in an array. This array represented all the
useful data in the tile and represents all of the information that has to be stored to
reconstruct the tile. The array is stored in form of a Binary Large Object (BLOB)
in the database for later use and the memory allocated in the main memory can be
used to represent a new tile instead. When a tile is loaded from the secondary to
the main memory the BLOB is decoded and the previously visited pixels is placed
in the allocated space for the tile in the main memory. The system is designed in
order for the secondary storage solution to be independent of the program operating
in the main memory. The purpose of this is to allow the possibility of changing the
storage to a more optimized solution if desired without affecting the system run in
the main memory.

3.5 Pixel Sizing and Memory Estimation

The resolution of the grid has an impact on the theoretical resolution of the system
as well as the requirements that the system imposes on the targeted hardware. In
this section the reader is taken through some calculations purposed to investigate
the impact of the selection of the pixel size, both in terms of accuracy and memory
usage.

Sizing of pixels
The performance of the system due to changes in grid resolution is evaluated based
on three aspects:

• How well the length of a road can be represented by a series of linear segments
bounded by the pixel borders.

• How accurately a position can be represented in the map.

• How the relative memory usage is changing depending on the pixel size.

A finer grid with smaller pixels will allow a more accurate description of a road,
both in terms of road grade and positioning. An increased pixel resolution will cause
the memory usage to increase in a quadratic manner. In order to investigate how
the distance error caused by the linear approximation of the road is dependent on
the chosen resolution, a simple calculation is made. A road is approximated with a
third order polynomial to serve as a reference. The selection of the polynomial will
have a significant effect of the results. The higher the order of the polynomial and
the sharper the curve, the worse the linear approximation will perform. The chosen
polynomial is of third order and is fitted to give two curves with an approximate
radius of 150 m. In Tra a new road is specified to have a smallest desired curve
radius of 140 m if the speed limit is up to 60 kph. On roads with higher speed
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Figure 3.11: Plot of the polynomial used as a road reference (left) and zoomed view
illustrating the linear approximation of the road (right).

limits the desired curve radius is even larger. The curve radius in the road segment
used for the calculations is thus seen to be a fair and simplified representation of
a larger road with curvy characteristics. In Figure 3.11 the polynomial is shown
together with an linear approximation in a gird with a pixel width of 50m.

The calculations cannot be considered as representative for how the system will
perform in terms of accuracy since in reality the knowledge of the exact road will
not be available. In this case each linear approximation will begin and end at
the road/polynomial. In reality an error will be accumulated since there are no
mechanism to correct for it. The calculations are only representative as to compare
different limiting factors with respect to the selected pixel size. The same goes for
the memory calculations. The memory calculations is only assuming that the same
area should be represented by pixels in different sizes and compares the relative
differences. To see how the system performs in terms of accuracy, the reader is
referred to Section 4.2.

The relative distance error, ηdistance compared to the reference polynomial is
defined as in Equation (3.4).

ηdistance = 1− dlinear

dpolynomial
(3.4)

The distance, dpolynomial is equal to the arc length of the polynomial represent-
ing the road. The arc length is computed according to Equation (3.5)

dpolynomial =
∫ xend

xstart

ds =
∫ xend

xstart

√
1 + dy

dx
dx (3.5)
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Width (d) 1 5 10 20 50
Positioning Error (εposition) [m] 0.0025 0.062 0.25 1.01 6.43

Relative distance Error (ηdistance)[%] 0.1 0.3 0.5 1.1 2.7
Relative memory usage [-] 2500 100 25 6.25 1

Table 3.2: Positioning errors (R = 100m) and distance errors for different pixel
widths.

The total length of the linear approximation, dlinear, is computed by summing
the length of all linear segments, vi as shown in Equation (3.6).

dlinear =
n∑

i=1
‖vi‖ (3.6)

The worst case positioning error due to the linear approximation can also be
computed for various pixels sizes, d given a certain curve radius, R as shown in
Equation (3.7). In the equation, the worst case is assumed i.e the pixel is traversed
diagonally which gives a linearly approximated travelled distance of

√
2d. The

positing error, εpositioning is defined as the largest possible perpendicular distance
between the curve segment with radius R and the linear approximation. The model
used to calculate this error is visualised in Figure 3.12.

εP ositioning = R−
√
R2 − (d2)2 (3.7)

The relative distance error is computed for various pixel sizes and the result is
presented in Table 3.2 with a curve radius of 100 m.

From Table 3.2 it can be concluded that a pixel size of 20 m is suitable. This
is motivated by the positioning accuracy being far better than the one obtained
from the GPS as specified in Table 3.1. The relative distance error would give an
absolute error of 55 m over a 5km long prediction.

If larger pixels are used the likelihood of the same pixel being visited over
multiple runs increases compared to if smaller pixels are used. When using larger
pixels the values used are more probable to be merged of samples from several runs
and therefore better representing the actual characteristics of the road segments
and the driving patterns through that segment. This acts to increase robustness
and be less susceptible to sudden changes in the positing signal. By increasing the
pixel size the possibilities to create a more continuous map are increased, which
makes it more likely that a longer prediction can be made.

Another issue at hand is the accuracy needed to recreate a path in the horizontal
plane when a horizon is predicted. The directions used to predict a trajectory
through a series of pixels has a fixed number of bits, and thus a fixed resolution.
In order to optimize the memory usage an implementation with as low resolution
as possible is desired. However each time a direction is calculated and to be saved,
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Figure 3.12: The figure illustrates how a curved road is approximated with a linear
segment and the resulting error.

the directional value will have to be truncated that will lead to a loss of precision.
It is therefore of interest to find a number of bits to use for representing the angle,
that provides a precision that is high enough without using an unnecessary amount
of memory.

The effect of losses in the angle precision is investigated by creating a linear
approximation of the polynomial where each segment is described with a truncated
angle. This is done by first creating a linear segment between the point of entry
and the point of exit of the polynomial as it passes through a pixel. This approxi-
mation can be seen in Figure 3.11. By describing the direction of this line with a
different number of bits the lines direction will be represented with different levels
of precision. With a fixed entry point this will result in different exit points in
the pixel. The lower resolution the angle is stored with, the larger the difference
between the approximated exit point and the actual exit point.

To investigate how the error due to the loss of precision is accumulated over a
longer distance when a prediction is made, an attempt to reconstruct the polynomial
road was made using the truncated directions. The idea is to visualize how far off a
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Figure 3.13: Resulting errors in position for different numbers of bits used to express
the angle in every pixel. The position error that accumulates over time is shown to
the right and the resulting trajectories to the left.

point is being predicted to be compared to its actual position when using different
levels of accuracy. The prediction was made using different number of bits to
represent the stored direction and the accumulated error over distance is shown in
Figure 3.13.

It shall be noted that the calculations are not accurate representations of what
accuracy can be expected from the system. It is more of a comparison between the
effects of different design parameters. In the actual system an error in the direction
will cause the prediction to end up in another pixel than intended. This may have
several negative effects on the performance of the system:

• The predicted distance through the pixel will be wrongfully estimated.

• The wrong path can be predicted which will cause an unlikely prediction to
be made.

• If the direction leads into a dead end, this will cause the prediction engine to
terminate its prediction, which could yield an unusable short horizon to be
generated.
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Parameter Value
Coverage area Europe

Buffered tiles in main memory 9
Tile size 5x5 km at the equator

Travelled distance during a HDV’s lifetime 50 000 km
Memory usage for one pixel 10 bytes
Memory usage for tile key 4 bytes

Table 3.3: The table presents the assumptions used to conduct the estimated mem-
ory consumption in the example

Figure 3.14: The illustrations marks the borders of the coverage area used in the
memory usage estimation.

How this behaviour is prevented is addressed in Section 3.6.

Memory usage estimation
In order to verify that the reasonable pixel size is feasible from a memory perspec-
tive, the memory usage is estimated for an assumed application. The assumptions
are presented in Table 3.3.

The coverage area is shown as a map in Figure 3.14.
In the calculations it is assumed that each tile is to represent the same geo-

graphical area independent of the pixels’ size. When pixels are smaller the result
is therefore that each tile contain more pixels.

To represent all pixels in the desired coverage area with a pixel size of 20x20m,
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Figure 3.15: It is shown in the figure how the vehicle is assumed to drive in order
to pass through as may pixels as possible in the limited distance specified in the
use case. The rectangles are symbolizing the most northern pixels in the coverage
area, which is why the edges in the latitudinal direction is considerably longer then
the ones in the longitudinal direction

about 465 GB of secondary memory would be required. This amount of secondary
memory would not be suitable to have available in an embedded system. In order
to avoid allocating memory for areas that are never visited, only the tiles for visited
areas are stored. The same goes for the visited pixels within a tile. By assuming
a length of the unique road driven by a single truck during its service time, the
number of pixels and tiles necessary to represent these roads are calculated for a
worst case scenario. The calculations are based on the total amount of memory used
for storing the visited pixels as well as the keys of the visited tiles. It is assumed
that the vehicle drives in a pattern that passes through as many tiles and pixels as
possible in the specified distance. This is assumed to be done by constantly driving
on the border of two pixels and thus visit twice as many pixels per distance travelled
as if it passed straight through a single pixel at the time. It is also assumed that the
vehicle passes through the pixels at the point where the distance through a pixel is
as short as possible, i.e. at the most northern location in the coverage area. The
driving pattern assumed is shown in Figure 3.15. The results from the memory
calculations are presented in Table 3.4.

The computations in Table 3.4 shows that a pixel size of 20x20m would result in
an appropriate memory usage compared to what is available in the target platform.
Even if the length of unique road travelled by a truck would be multiplied several
times there would be no problem to fit the road in the secondary memory of the
target platform.
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Pixel width [m] 10 20 50
Main memory usage [Mb] 23.4 5.85 0.936

Secondary memory usage [Mb] 240 100 40.2

Table 3.4: Primary and secondary memory usage for different pixel sizes.

In addition to the specified data above there is some necessary overhead memory
usage connected to maintaining the database which should be taken into account.
Measurements are conducted on the actual database used in the prototype in order
to determine the size of this overhead and validate the feasibility of the memory
estimation. The results of the measurements are presented in Section 4.

3.6 Vehicle Trajectory Prediction

The purpose of the system developed is to predict how the road in front of a moving
truck looks like. The desired output is a prediction of the profile of the upcoming
road. This implies that the system has to be able to determine how the route that
will be driven by the vehicle will most probably look like. A system module is used
to generate a prediction of the road ahead of the vehicle. The core of the system
is an algorithm that determines how the vehicle will most likely navigate between
the buffered pixels in the main memory. With this information the distance of a
predicted path can be estimated and the registered road slope can be associated to
the predicted path. Since each of the four directions stored in a pixel is associated
with a road slope, the road profile can be extracted together with the direction of
the pixel. If it is possible to predict a 2 dimensional road, then the road grade
profile is also automatically determined for the prediction, given that the stored
road grade is available.

Trajectory distance estimation
An issue that arises when attempting to predict a road profile is that of creating
an accurate distance estimation to associate the road grade to. As discussed in
Section 2.5 it is important for a predicted hill to not have an offset in terms of
distance, since this will limit the performance of the functions using the output.
The most basic approach to calculate the distance of the horizon is to simply
approximate the trajectory with a series of straight lines between the midpoints of
the visited pixels. This yields an uncertain distance estimation since some pixels
are traversed shorter than the pixel width and some longer. A more accurate
approach would be to calculate the distance that the vehicle actually travelled
through a pixel and store the distance in the database. This value could then be
incrementally updated every time the pixel is traversed. An issue related to this
method is that the stored length in some cases is different depending on where the
pixels is entered. This would for example be the case if a pixel is located across a
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Figure 3.16: The figure shows how one single pixel is crossed and how the distance
through the pixel is calculated. Since the distances A and B are known the distance
of the solid line can be calculated.

multi-lane highway where the highway crosses the pixel at a 45 degree angle. Then
the stored distance would vary depending on which lane was used.

The approach actually implemented is utilizing the stored direction statistics.
Given an entry point in the pixel as well as the most likely direction of travel, the
exit as well as the distance of travel can be estimated using a linear approximation
as shown in Figure 3.16.

Trajectory prediction algorithm

A difficulty related to creating the system is developing an algorithm that can
accurately create a predicted road segment from the stored data at the same time
as being robust to errors in stored directions. The fundamental idea is to use the
latest known position and bearing sample as a starting point for creating a horizon
from the stored pixel information. This is done by extending a straight line from
the original position with the current bearing. When this line crosses into a new
pixel the stored data in the new pixel is extracted and the directional information
for the specific entry side is used to give the line a new direction. The line will then
be extended until crossing a new pixel border and the procedure will be repeated.
In this way a long piecewise linear road prediction is created. The corresponding
road grade data is extracted at the same time and the distance in each pixel is
calculated. The procedure of creating a predicted road segment is displayed in
Figure 3.17.
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Figure 3.17: To the left the stored directional values for this example are displayed.
These are used for creating the predicted road segment that is seen on the right.
With an initial bearing the pixel to the lower right is crossed and the directional
data is used to change the direction and extend the line until next pixel is crossed.

It is important to note that no starting point of the directions is stored but
only the directions themselves. The arrows on the left hand side in Figure 3.17
are all placed in the middle of their respective entry side for illustrative purposes.
The entry point of a pixel is determined from where the horizon being generated
intersects the pixel boundary. The stored direction is then used to make the horizon
continue from this point and find the next exit. The horizon generation proceeds
until one of three events occurs:

• A predefined maximum length of the horizon is obtained.

• The algorithm cannot find any probable continuation of the predicted road.

• The predicted road reaches the edge of the available map buffered in the main
memory.

The case described above is the case where all necessary information is stored as
expected. This is however not always the case since an offset in the starting point of
the algorithm or disturbances in the recorded directions might result in a predicted
horizon crossing into a previously not visited pixel and consequently not being able
to find the necessary directional data. Instead of terminating the prediction and
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Figure 3.18: The figure illustrates the behaviour of the algorithm for horizon gen-
eration when encountering a pixel with no valid data. The dotted red line in the
lower right pixel is representing the horizon that would have been generated if data
would have been present in the lower left pixel. The solid red line represents the
horizon actually generated.

concluding that a longer prediction cannot be achieved, some alternative approaches
are used to increase the robustness and predict longer horizons.

The first solution to the problem is to investigate an alternative exit from the
last valid pixel. Depending on the directional data stored in the last valid pixel, an
alternative candidate pixel is chosen and investigated. This is generally the pixel
closest to the expected exit point of the last valid pixel. If the data required to
proceed with the horizon generation can be found in the alternate pixel the gener-
ated horizon is modified to enter into this pixel instead and the horizon generation
continues in the original manner from the alternative pixel. This alternative catches
the most cases when the horizon segment is terminated too early. The situation is
illustrated in Figure 3.18.

If the attempt illustrated in Figure 3.18 is unsuccessful a pattern of alternative
pixels are sequentially considered as candidates to be used in the horizon. Three
candidate pixels are evaluated if the first choice of next pixel for the horizon is
unavailable. The first choice of next pixel along with the three candidates are
described in turn in the list below.

1. The pixel that shares the border where the exit point is calculated to be
located.

2. The pixel that is located alongside the last valid pixel and is the closest to
the calculated exit point.

3. The pixel that is located alongside the first choice of next pixel and is closest
to the exit point.
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Figure 3.19: The figures shows how the algorithm used in the prototype chooses
which pixel to proceed to. The numbers indicates in which order the pixels are
investigated in order to determine if they are suitable to be the next in the horizon.

4. The other pixel that is located alongside the first choice of next pixel but that
is not the closest to the exit point.

The different choices of the next pixel in the horizon is illustrated in Figure 3.19.

Pixel referenced coordinate transformation
In order to make the specific in-pixel calculations standardized a standard pixel
is used for all operations on this level. This means that independent of the side
on which the pixel is entered, the calculations within the pixel are conducted in
the same manner. The entry side of the pixel is defined as the base of the pixel.
From this side a relative coordinate system is defined in which the entry and exit
positions are defined. A relative angle defined from the base line is used to describe
the direction of travel. This makes it possible to calculate a distance through the
pixel and determine the exit point of the pixel independently of the entry side of
the pixel.

In order to integrate this relative pixel with its corresponding values and the
calculations in the real map, a transformation from the absolute coordinates into
relative coordinates is necessary. The transformation can be seen as a simple rota-
tion of the pixel. It is rotated so that the entry side is the base. Calculations are
conducted and the results is transformed back into absolute values and stored in
that format.



Chapter 4

Result

In this section the results obtained from the implementation are presented and
compared to reference material. The result chapter is divided into four parts.
At first the selection of the road segments used as references are presented and
discussed. The results regarding the building of the map are then presented together
with the results from the memory analysis. The performance of the prediction
algorithm is presented and compared to the reference segments. It is investigated
how well the prediction follows a recorded road and then how well the predicted
road slope correlates with the references. The result is evaluated for three different
predictions. One road segment is studied presented in the text and the other two
are provided as appendices in Section A and Section B.

4.1 Reference Road Segment and Filtering

The selected road segments used for evaluation are selected based on three criteria.
That is the availability of an accurate reference road slope, the presence of input
data from multiple runs over the road segment and the level of hilliness of the
segments. The prediction algorithm is evaluated on three different road segments.

Three means of references are used to validate the result. The first is a highly
accurate recorded GPS-trace that provides a reference for both the road slope as
well as the positioning of the road. The GPS-receiver used is of the model RT2002
manufactured by Oxford. The receiver has an accuracy of 0.02 m in positioning
and 0.05°in pitch and roll angle with a sample rate of 100 Hz. (Oxford Technical
Solutions Limited, 2013). A map, provided by HERE (HERE Automotive Services)
is also used as a reference. This map is currently being used in the automotive
industry for ADAS applications and serves as a representation of a commercially
viable map. Thirdly a map provided by Google is used for visual representation
and for a better understanding of the results.

In Figure 4.1 one of the selected road segments is displayed. In the upper part
the GPS-trace from the high accuracy GPS is showed, overlaid on a map provided

45
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Figure 4.1: Illustration of one of the three reference road segment used for evalua-
tion. The geographical location is shown at the top of the figure with the GPS-trace
and the height profiles obtained from the reference map and the GPS are shown at
the bottom.

by Google Maps. At the bottom the height profile of the road segment is shown
for the GPS-reference and the reference digital map.

Filtering
When evaluating how well the predicted road slope correlates with the references
it is of interest to investigate the slowly varying changes in the road grade that
represent hills. The highly accurate GPS-receiver has such a high sampling rate,
making it capable of detecting sudden changes in road slope caused by bumps in
the road. The signal is therefore filtered to exclude high frequency content that are
caused by vibrations and small oscillations of the vehicle during recording.

Before filtering, the signal it is resampled at a interval of 2.5 m and then low-pass
filtered using a sixth order zero phase filter with a cut off frequency of 8∗10−3 m−1.
The resampled signal is showed together with the filtered signal in Figure 4.2. The
method of filtering of the road profiles are reasonable with respect to earlier work
by Sahlholm (2011) and Myklebust and Eriksson (2012).

To more easily compare the predicted horizons to the filtered reference and
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Figure 4.2: The filtered road profile used as reference and the unfiltered signal.

illustrate a more realistic use case, the predictions are also filtered. As described
in Section 3.6 the predictions are built by segments of varying length. The largest
segments possible is 20 m in length, therefore the predictions are resampled at 25
m intervals before the filtering. The predictions are filtered using the same filter as
used for the reference signal.

In order to synchronize the recorded road slope profile with the predicted hori-
zons described in Section 3.6 the recorded GPS signals are used. The absolute
difference in longitude and latitude between the starting point of the prediction
and the reference data set is computed and the best match is selected. The same
procedure is used to find the best matching end point of the horizon and the ref-
erence data set. The absolute error in distance between the starting coordinate of
the horizon and the best match in the reference was computed using the Haversine
equation that gave a distance error about 2 m for both starting and end point.
This error is considered to be negligible compared to the length of the predicted
horizons of 5-9 km.
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Figure 4.3: The entire map with of the final simulation where all data is used.

4.2 Map Evaluation and Memory Usage

When all of the available simulation data is fed into the system the result is nu-
merous entries in the database. All pixels available in the database are extracted
and plotted in a map provided by Google which is shown in Figure 4.3.

As can be seen in Figure 4.3 the data corresponds well to the map used as
reference. When a more detailed view is considered the limitations in resolution
can be seen. In Figure 4.4 the grid corresponding to the individual pixels are
plotted. The pixels that are identified as a part of the road is marked with a cross.
The marked pixels can be compared to the pixels crossed by the GPS-traces shown
in black. As a reference the pixels in this specific area has the approximate size of
22 x 11 m.

The stored statistics described in Section 3.1 can be visualized as arrows pointing
in the most probable direction of travel. A plot over the same intersection as in
Figure 4.4 where these arrows are shown is presented in Figure 4.5.

In Figure 4.6 it is shown how the map is updated and how the most likely road
is changed accordingly. In the figure the map is shown after one, two and three
recorded runs. The predicted horizons based on the three different data sets are
also shown. To generate the left picture, a data set where the vehicle passes from
the top, straight through the T-junction is used. In the middle figure more data
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Figure 4.4: Picture of the pixels overlaid on an aerial image of a road intersection.
The black lines are GPS-traces used for constructing the map. The red crosses
indicates which pixels are marked as part of a road.

is added with a second pass where the vehicle makes a right turn. It can be seen
how the statics in the intersection and the resulting prediction are changed slightly.
Based on the weighted summation of the statistics described in Section 3.1 the
added right turn is not enough to make the right turn the most probable. In the
third and last figure to the right another data set with a right turn is added and
now the prediction is changed into the road to the left.

Memory Usage
The memory usage is of importance to be able to calculate how much memory is a
required for a typical application and from there determine whether it is possible
to implement on a certain target hardware or not.

The size of the database file is measured in order to investigate the actual
memory usage of the map. In order to determine how the memory is related to
the number of pixels stored in the database, the file size is measured over multiple
runs where different data sets are used as inputs. The numbers of pixels in the
map is always increasing when new roads are explored and additional data is added
to existing roads. In Figure 4.2 the memory used for storing different numbers of
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Figure 4.5: Figure of an intersection with all GPS-traces that are used for generating
the map together with the stored statistics of the corresponding pixels.

Figure 4.6: The figure show how the predicted horizon changes after different num-
ber of recorded passes through a map segment. To the left is the horizon after one
run, in the middle the horizon after two runs and to the right the horizon after
three runs.
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Memory parameter Value
Memory usage per pixel 10.53 bytes/pixel

Memory usage per distance 723.3 bytes/km
Initial database overhead 3072 bytes
Relative database overhead 5.2 %

Table 4.1: Results of the memory measurements conducted on the database.

pixels are shown.
In Section 3.5 an attempt is made to estimate the memory usage for a certain

length of road inputted into the map. The theoretical calculations can be compared
to the measured memory usage in order to give an idea of how well the memory
usage can be estimated and how large the database overhead is. By assuming
that the storage of each individual pixel is associated with an certain overhead,
proportional to its size, a ratio between the predicted and actual memory usage
can be calculated which is found to correspond to 5.2 %. This ratio can be used
to update the calculations of the expected memory usage. Both the original and
the updated calculated memory consumption are presented alongside the measured
data in Figure 4.2. The theoretical calculations are based on the number of pixels
in the database. It should be noted that the measured memory are not directly
proportional to the amount of pixels stored even though it is very close. This can
be explained by the number of tiles that are saved in the database. The number of
tiles saved determines the number of entries while not being directly proportional to
the amount of pixels saved. Since this effect seem to be very small it is determined
that a linear relationship between the number of pixels and the memory usage
is a suitable approximation. The database size when empty is measured to be 3
kb which is seen as the initial overhead that is required to maintain the database
without any entries. It is small compared to the size required to represent the roads
in the data sets used and is considered too small to effect the memory calculations.

In order to produce a measure of how much memory is required for a specific
use case, a relationship between the driven distance and memory used is derived.
The value can be used to give a rough idea of what kind of requirements a specific
use case will impose on the memory of a system. By using recorded road data,
an average memory consumption of 723.3 bytes/km is calculated. In Figure 4.8
the measured memory usage per travelled distance is plotted together with the
estimated memory usage for the same distance and the worst case memory con-
sumption assumed in Section 3.5. As can be seen, the worst case derived is much
worse from a memory perspective compared to measured data from actual driving
patterns. It can also be noted that the measured memory usage is not completely
proportional to driven distance in the test runs, as could be expected. The average
memory usage per kilometer does however give a fair approximation of the memory
usage. A summary of all relationships found between the memory related variables
are presented in Table 4.2.
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Figure 4.7: Plot illustrating how the actual measured database size varies with a
growing number of pixels. The theoretically calculated memory usage when ne-
glecting the database overhead as well as with the calculated overhead added are
presented. The worst case estimation from Section 3.5 is provided as a reference.

It shall be noted that the presented values are only valid for the specific database
used and PC platform on which the prototype is run. The database overhead mea-
surements are only purposed to give an indication of the memory usage connected
to maintaining the required amount of data and should not be seen as an exact
value. The measured memory usage of the system of 723 bytes/km can be com-
pared to the memory usage presented in Hillnertz (2014) where the memory usage
was stated to be 23.5 kB/km. A direct comparison is however not possible to do
since the work by Hillnertz did not specify exactly what data was stored in each
node and at which precision.The result does however indicate that the resulting
memory usage of the developed system can be considered as reasonable.

4.3 Predicted Horizon

In order to validate that the system is representing the actual road a horizon was
evaluated for a certain starting coordinate and direction. The predicted horizon was
converted into the WGS84 reference frame and plotted overlaid on a map provided



4.3. PREDICTED HORIZON 53

Figure 4.8: Plot illustrating how the measured database size increases with a in-
creasing amount of explored roads. The theoretically memory usage when the
database overhead is both neglected and included are presented together with the
worst case memory estimation.

by Google Maps. As can be seen in Figure 4.9 the predicted horizon follows the
road very well in a larger perspective.

In Figure 4.10 a more detailed view is provided and it can be seen that the
following of the road is not ideal at all times where all the GPS-traces used to
generate the map is plotted together with the prediction. In the figure it can be seen
that the prediction makes a diagonal step caused by the lack of stored directional
data. One of the alternate pixels discussed in Section 3.6 are chosen as the next
pixel and thus making the prediction less accurate. This diagonal prediction will
result in a slight distance related offset compared to the road.

The prediction algorithm developed in this work is still novel and does need more
work to be robust to many of the errors that occur in the modeling of real life road
networks. A known error that occurs is illustrated in Figure 4.11. The prediction
algorithm is unable to detect altitude differences between different directions and
can thereby not differentiate between an over path on an highway and a four-way
junction under certain circumstances. In this case the algorithm predicts the most
probable path to be a 90 °turn on the highway instead of predicting the more
realistic slip road. Possible solutions to this behaviour are discussed in Section 5.2.
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Figure 4.9: A prediction overlaid on a map representation of the area.

The accuracy of the road slope prediction is of interest for the end using func-
tions. As discussed in Section 2.5 the prediction of a road profile for a cruise control
application can be separated into two parts. The positioning bias error and the an-
gle bias error are defined. It is therefore of interest to investigate how well the
prediction correlates with the actual road. In Figure 4.12 the predicted road pro-
file for the road segment illustrated in Figure 4.1 is shown after different number
of passes. The two references from the commercial map and the high accuracy
GPS-receiver is also provided in the figure.

The road slope plot over the predicted path is also shown for the other two
reference road segments in Figure A.2 and Figure B.2. As can be seen in Figure 4.12,
Figure A.2 and Figure B.2 it can not be concluded that more data gives a more
accurate representation of the road profile.

In Figure 4.13 the relative length of three different predictions, located three
different reference road segments are shown. Note the difference in maximum length
is depending on how close the starting point is to the borders of the middle tile in
the buffer, how many curves the predicted road has and what direction the road is
heading at. For each of the data sets of recorded vehicle data a map was built for
each one.

Even though more passes did not provide a more accurate prediction of the
road profile, more data makes it possible to make longer predictions. If predictions
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Figure 4.10: Illustration of how the prediction engine creates a predicted horizon
that differs from the actual road at a position in the map. The strange behavior is
caused by the lack of recorded data and which will cause an error in the estimation
of the distance along the road.

with a length in the rage of the maximum possible predicating length shown within
parenthesis in Figure 4.13 are needed it can be concluded that at least 2-3 passes
are needed.
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Figure 4.11: Illustration of an error caused by the prediction algorithm. When
encountering an overpasses the algorithm cannot determine the altitude difference
and does thereby misses the slip road. One of the scenarios the algorithm needs to
be robust against.
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Figure 4.12: The predicted road profiles after 5, 10, 15, 20 and 25 passes together
with the recorded high accuracy GPS-trace and the reference map.
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Figure 4.13: Plot illustrating the percentage of the maximum possible prediction
length obtained when a prediction is made at the starting point of each of the three
reference segments. The maximum length of a horizon is defined as the longest
prediction that can be achieved before running out of buffered map and is shown
within the parenthesis.



Chapter 5

Discussion

5.1 Conclusion

It can be concluded that the system and the raster based road model is perform-
ing desirably. It is capable of creating accurate predictions of the most probable
roads with corresponding road slopes. The grid based road modelling approach
originating form the earlier work has been modified to be able to make more accu-
rate predictions of the upcoming road and as to decrease the memory usage. It is
believed to be beneficial for the model to be extended to include more attributes
in order to enable more look ahead functions and to increase the robustness of the
predictions. The results does show the modelling approach to be suitable in appli-
cations where a dynamic map is desired to be built without any prior knowledge
about the road network and moderate accuracy is needed.

The two main concerns related to the usage of a grid based modelling approach
were the memory usage and the ability to accurately estimate the length of the
upcoming road. The work has shown that it is possible to limit the memory usage
while maintaining a reasonable accuracy in the distance estimation of the predicted
road. The results show promising when compared to the available memory on a
targeted hardware platform as well as compared to previous work in the area. As for
the distance estimation of the upcoming road it is concluded that the predicted road
profile correlates well to the two independent references used in this work. When
compared to the robustness analysis done in literature the errors in the generated
map seem to be manageable for a robust control algorithm.

It is important to note that some areas should be further developed before a
possible implementation in an actual vehicle. One of the most important parts
would be to investigate and improve the procedure of how the system is handling
complex road structures in order to improve the robustness of the predictions.
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5.2 Future work

As concluded, the results show potential for gird based road model when building
dynamic maps for look-ahead purposes. Some new issues has arisen during the
work as well as some alternative solutions the problems addressed in this theses
which are presented in the following sections.

Road model improvements
A functionality that is often discussed in self learning road maps is the ability for the
map to be aged, i.e the ability to remove pixels that are not frequently used or that
are older than a certain set threshold. No such functionally has been implemented
or investigated in this work. In the current configuration with the test runs used
this has not presented a problem, but it is possible that this functionality would
be a necessity in order to not exceed the available memory while still allowing new
roads to be recorded. If time stamps were to be implemented for recorded data,
older not frequently used pixels could be identified and deleted in order to free up
memory space. Implementing a time stamp would however require more memory
to be used in the first place.

Another area that opens for further investigations is what additional road at-
tributes could actually be useful to save in the map. Properties that could be
investigated and implemented in the structure could for example be: speed lim-
its, road types, curvature etc. A simplification of the current model that could be
made is that the road slope in one direction is the same as the one in the opposite
direction but with a negative sign. This allows the memory usage to be reduced
since less unique data has to be stored since only one value for the east-west and
one for the north-south direction are needed.

In this thesis the case where a single vehicle records all of the road data in the
map itself has been the focus. Further investigations of how data can be share
between different vehicles might pose important for future work. It might then
be of interest to implement a system that evaluates the credibility of the recorded
data and determine which roads are of interest for other trucks. By sharing data it
might also be possible to only keep a certain coverage area in the physical memory
a truck and downloading a new coverage area if the truck is relocated to another
geographical area. This could enable a higher resolution as a smaller coverage area
could be kept in the physical memory of a HDV. A higher resolution and smaller
coverage could be of interest for use in mining where a low speed and accurate
map is of interest, while a truck used for long haulage might benefit from a lower
resolution and a larger coverage area.

Prediction improvements
The prediction engine that has been implemented is still quite novel and it is be-
lieved that further work in this area would have the largest impact on the per-
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formance of the system. The main area of improvement would be to increase the
robustness of the algorithm that creates a horizon. By doing so it would be possible
to decrease the risk of a prediction being preempted when encountering disturbances
in the stored data. It is also necessary to make the prediction algorithm able to
better determine when a turn is possible or not in order to avoid unrealistic predic-
tions. To achieve this two different approaches to the problem is considered. The
first is to continuing to work with the intelligence of the prediction algorithm in
order to increase the chance of finding plausible patterns from little amount of data.
The other would be to add more data in the road model in order to provide the
algorithm with more data to work with. It is believed that both of the approaches
are needed to be explored in order to be able to design a more robust and better
performing system. Some ideas of how to overcome the weaknesses using either or
both approaches are presented.

A known flaw in the prediction engine is that it does not handle crossings of
roads that are located on different heights very well. This is the case when for
example a bridge crosses a road on the ground and the system sometimes deems
it most probable that the vehicle will jump from the road on the ground onto
the bridge. It can be seen as trivial to determine that it is not possible to move
from one road directly onto another if they are located on different heights, but
such functionality is however not implemented in the prototype. Implementing
this type of functionality would require more information to be taken into account
than what is currently used when predicting a horizon. Since no individual height
can be stored for for a pixel if it contains several roads, another approach to the
problem in necessary. One idea of a solution to this problem could be to register
and store the speed kept through a pixel for each entry direction. Considering
the registered speed and the current movement pattern at a crossing opens for a
more well informed decision concerning which way to continue the prediction, to
be made. If a high speed is used the decision that a 90 degree turn is to be made
can be deemed implausible and thus be avoided. This could prevent the system
from suggesting that the most probable road to follow is a road sharply crossing a
highway when the vehicle in question is driving on the highway in high speed.

An alternate approach would be to store the variance of the driving direction
in a pixel. The idea would then be to store information of how much the detected
direction through a pixel would change between recordings. If the recorded values
would be very close to each other on every pass the variance would be small. When
predicting the most probable road a decision could then be made that states it
implausible that a sharp turn is made in the pixel. If instead considerably different
directions would be recorded a high variance would be stored. When predicting the
road a decision that states it is very likely that a turn is made in this area could
be taken. This might prove useful in intersections.

A known limitation of the prediction algorithm is that it is currently able to
make predictions that could include elements that already are in the current pre-
diction. As an example, the prediction could start to loop itself in a roundabout or
if an imperfection exists in the map, turn 180 degrees. This is a relevant issue since
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when encountering roundabouts the most probable path will in the long term be
to continue to drive around the roundabout in an infinite loop. Such a prediction
would be unusable and therefore an algorithm that compares the already buffered
road in the predicted horizon with the pixel which is about to be added is sug-
gested. The real problem would however be to detect exits in the roundabout and
then suggest the most probable one for the prediction algorithm to continue from.

In the used implementation many of the predicted horizons are limited in length
by the buffered area in main memory. If longer horizons would be required addi-
tional data would have to be kept in the main memory. A novel approach to the
problem would be to expand the size of the tiles to cover a larger geographic area,
thereby also increasing the memory usage. A less memory intensive implementation
would be to only load the tiles needed to actually make the prediction into the main
memory. The middle tile that corresponds to the vehicles latest position and its 8
surrounding tiles are still kept in the main memory, but some additional tiles would
also be appended. By identifying where a predicted horizon hits the border of the
available data in main memory, the tile needed for a longer prediction could loaded.
The predicted horizon could then continue in the new tile until it hits a new border
and the same procedure could be repeated until a desired length is reached. By
using this technique a long horizon could be generated while preventing the RAM
buffer to expand in areas that are of less importance.

A complementary approach, not yet implemented, to the problem of finding
a longer horizon, is to backtrack the last steps in the found horizon and look for
a different possible route when encountering a dead end. This approach can be
illustrated as a decision tree where different pixels are represented by nodes that
can be traversed in order to achieve the longest horizon. The purpose of this
approach is to rather generate a longer horizon then predicting a dead end of a
road. The reason for such behaviour could be an actual dead end or be caused by
incorrect data stored in the map. This could be the case when a vehicle approaches
a T- or Y-junction. If both of the roads are visited several times the directional
information will indicate that the most probable direction of travel is in the middle
of the two roads. In the best case the pixel between the two roads has not been
visited and the algorithm will choose one of the two real roads. However if a pixel
outside the two roads has been assigned a value due to incorrect positional data
being stored earlier, a "phantom road" might be detected. That is a road that does
not exist in reality. If this non-actual road only has a few pixels registered in its
direction, it would be possible to step back a few pixels to find an alternate road
when the non-actual road ends. In the case described with the T-junction it would
then be possible to find and choose on of the actual roads and continue the horizon
generation from there.

As a delimitation of the thesis work it was decided not to implement any func-
tionality to determine if a vehicle is following the predicted trajectory or not. In
order to conduct real life tests on the predicted look-ahead data such functionality
must be implemented. A novel approach would be to use the direction of travel
and the error in position combined with a threshold to determine if the vehicle is
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following the trajectory or not. A more sophisticated approach would be to merge
the already available data from gyro and accelerometer to get a better estimation
of the vehicles position and heading than can be obtained from discretizing the
GPS-signal.
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Appendix A

Results - Horizon 1

Figure A.1: Reference road segment one used for evaluation. The geographical
location is shown at the top and the road profile at according to the two references
are shown at the bottom.
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Figure A.2: The predicted road profiles after 5, 10, 15, 20 and 25 passes together
with the recorded high accuracy GPS-trace and the reference map.



Appendix B

Results - Horizon 2

Figure B.1: Reference road segment two used for evaluation. The geographical
location is shown at the top and the road profile at according to the two references
are shown at the bottom.
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Figure B.2: The predicted road profiles after 5, 10, 15, 20 and 25 passes together
with the recorded high accuracy GPS-trace and the reference map.
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