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Valhallavägen 79, Stockholm.

TRITA–NA–0205
ISSN 0348–2952

ISBN 91–7283–254–1
CVAP262

Copyright c Dennis Tell, mars 2002



Abstract

Matching is a fundamental problem in computer vision. In one formulation of the match-
ing problem, the task is to determine what point in one image that corresponds to a given
point in another image of the same scene. If sufficiently many correspondences between
the images are known, the 3D structure of the scene may be recovered. A system capa-
ble of performing this task would have applications in robotics, computer vision for the
entertainment industry and media, and 3D modeling from multiple views.

Stereo matching is a restricted version of the image matching problem, in which the
viewpoints of the different images are required to have a very small separation. In such
cases, corresponding points will have almost the same position in both images, and the
complexity of the matching problem is reduced. Furthermore, a potential correspondence
between two images may be verified by requiring that the image neighbourhoods of the
points are similar to one and another. As the viewpoint difference between the images is
assumed to be small, this verification can be made using cross-correlation of image data.
Many impressive results on stereo matching have been demonstrated in the computer vision
community.

However, another form of the problem — wide baseline matching — has not yet seen
this success. In the wide baseline formulation, the images are allowed to be taken from
widely separated viewpoints, so that a point in one image may have moved anywhere in
the other image. This creates a much more difficult matching problem. Not only are larger
search areas needed, there is no longer an easy way of verifying potential matches. The
image data in the neighbourhood of a point may be severely distorted by the change of
viewpoint, and cross-correlation techniques will fail. New techniques for matching in such
conditions are thus required.

To this end, several wide baseline matching algorithms have been developed during
the last few years. In this thesis, we will introduce new contributions to this class of al-
gorithms. We propose novel methods for matching using line segments as well as using
points. The algorithms can in theory handle large changes of viewpoint. The viewpoint
invariance properties of the line matching algorithm are data dependent, but for many re-
alistic situations, they are more than adequate. Concerning the point matching algorithm,
it is invariant to affine transformations. However, it is shown that it can also successfully
match image pairs where projective distortions are present. The matching algorithms are
both demonstrated in a visual servoing application.

Finally, an extension to the robust estimation method RANSAC is introduced. The ex-
tension enables the algorithm to handle ambiguous correspondences in a principled man-
ner. Experiments show that the performance is better than RANSAC, at the price of a higher
computational complexity.
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lyssna på många erkända forskare. Apropå erkända forskare är jag mycket tacksam för att
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Chapter 1

The association problem

Making computers see is not a trivial task. What many humans take for granted has turned
out to be an extremely complicated process. For instance, the human brain routinely infers
properties of our three dimensional world from the two dimensional “images” formed on
the retina. One goal of computer vision is to mimic this by replacing the eyes with digital
cameras and the brain with a computer. This has turned out to be quite difficult, some
would even say it is impossible. To a computer, an image is simply an array of pixels of
different colours. To have the computer respond to these pixels in any useful way, we have
to tell it what to do with them or how to interpret them.

Looking at our daily life, one can readily identify several tasks which we would like
a computer to perform; we use stereo vision to estimate the distance to objects around
us, object recognition to find what we are looking for and visual servoing and hand-eye
coordination when picking things up. It would undoubtedly be nice to have a computer
which could perform these tasks. This view is shared by the many researchers working in
the field of computer vision.

The field has come a long way during the last decades, and a large body of literature
has emerged. Theoretical results on the geometry of one, two or multiple cameras have
aided researchers in their efforts to make computers see. Despite all these mathematical
findings, computers still cannot do what we would like them to. One of the reasons is that
no matter how well we can model the mathematics of images, cameras and the motion of
cameras and objects, we still need to solve one major problem — association. One image
alone does not tell us much in the absence of other pieces of information, but when we
associate the image to other images or to other types of information we can perform useful
tasks.

When humans recognise an object, we do so because our brain instantly solves the
association problem, by relating the current eye view to stored data. When we estimate the
distance to an object, we use our two eyes as a stereo system, enabling depth computation
based on the disparity of the two images. To do this however, the brain has to match the
two images, that is decide which point in the left eye image that corresponds to a particular
point in the right eye image. This correspondence enables us to effectively triangulate the

3



4 Chapter 1. The association problem

3D position of a point. It is not clear whether the brain performs point-to-point matching
explicitly, but if a person is asked to perform it, he or she can certainly do it. In computer
vision, the association problem is present in most applications. The following list is by no
means exhaustive:

� In object recognition, stored images can be used to represent known objects, but
given a new image of an object, we need to associate the new image to one of the
objects. Since the known objects are represented by images, we need to associate
the new image with one or several of the stored images.

� In reconstruction and stereo vision, where the task is to reconstruct a three dimen-
sional model from any number of images of the same scene, we must identify which
pixels in one image that correspond to pixels in the other images, i.e. which image
pixels represent the same points in the 3D scene.

� In visual tracking, the task is to follow the movement of an object throughout a
sequence of images. To do this, we need to associate image points between two
consecutive images of the sequence.

Obviously, due to its importance, the association problem has not been left untouched.
Much work has been spent on it, and it has grown to be a separate research field within
the computer vision field. The problem comes in many flavours, depending on whether we
associate images with images or points with points or perhaps images with 3D models. The
problem also depends on what kind of camera movement that is allowed between different
images and what kind of information the images contain, for instance whether they are
textured or non-textured.

Solving the problem in general does not seem feasible, given the knowledge and com-
putational resources we have today. In this thesis, we will only be concerned with two
forms of the problem: point and line correspondence. Given two images of the same scene
or the same object, but taken from different viewpoints, the task is to find points or line
segments in the two images which correspond to the same 3D points or line segments in
the scene. As previously mentioned, this correspondence is required in for instance 3D
reconstruction and stereo vision.

Numerous methods for solving the correspondence problem have been proposed. The
only thing they all have in common is that they do not always succeed. An algorithm that
performs very well in certain conditions may fail miserably in others. There are many
properties of the scene, the objects or the position of objects which affect the performance
of a particular algorithm. We will attempt to categorise these algorithms with respect to
two main properties: the class of images they operate on and the allowed change in camera
setup between the images which are to be matched.
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1.1 Classification of matching algorithms

1.1.1 Scene type

The first property that distinguishes matching algorithms is scene type. It seems reasonable
that an algorithm should exploit the most salient information in the images. However,
depending on the scene, the “best” image information to use may vary. For instance,
suppose the scene contains mostly texture-less objects. In this case, the edges of the objects
are probably easy to detect in the images. On the other hand, if the scene contains many
textured objects, the edges of the objects might be difficult to distinguish from the texture
on the objects. In this case, the use of texture as a cue for matching is potentially a better
choice than the edges.

Texture is certainly an important property, but there are others. The following is a list
of some of the considerations with regards to image content that should be made during
the development of a new matching algorithm:

� Is the scene textured or not?

� Is the texture repeated or not? For instance, the surface of a wooden desk is textured,
but since the texture is almost periodic, it cannot be used to tell one part of the desk
from the other. This property is good for object recognition, where the purpose is to
recognise the desk, but bad for finding point correspondences, where the task is to
recognise specific parts of the desk.

� Are objects in the scene piecewise planar or curved?

� Can specular reflections occur on objects?

� Can colour be used to distinguish objects?

� Will significant occlusion occur if we move the camera to a new position? Does the
scene contain many depth discontinuities?

These properties offer some explanation to why the domain of a matching algorithm
may be limited — there simply are too many properties of the scene to handle for any one
algorithm. Hence it seems that a system capable of performing image matching on a wide
range of images would have to use several algorithms, intelligently selecting an algorithm
based on the content of the images, or even using several algorithms on the same image
pair. What the selection mechanism for such a system would be is also an interesting
research topic, but one that has not been considered here. In this thesis, we present two
algorithms which could potentially be part of a system, given that a selection mechanism
already exists.

1.1.2 Camera setup — wide vs. short baseline

Another important property which affects the behaviour of a matching algorithm is the
camera setup. The most suitable method for finding correspondences between two images
depends heavily on the motion of the camera between the views. Suppose we would like
to find corresponding points. If the camera movement is small, corresponding points will
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be close to each other and the neighbourhoods around those points will be similar. On
the other hand, if the camera has moved or rotated significantly, none of these properties
will hold. This leads to another division, into wide baseline and short baseline matching
algorithms. The word “baseline” originally referred to the distance between the two camera
centres of a stereo camera system, but lately the expression “wide baseline” has been used
to denote any situation where two images are not “obviously similar” (to a computer at
least), i.e. when a simple cross-correlation of the images fails.

There is no clear distinction between wide and short baseline algorithms, but in general
the following assumptions are often made for short-baseline algorithms:

� If the images are overlayed on each other, corresponding points are close.

� The neighbourhoods around these points are similar.

� The camera has not moved or rotated significantly between the images.

� The focal length or other intrinsic properties of the camera have not changed between
the images.

In contrast, for wide baseline algorithms, the following assumptions are often made:

� For any point, its corresponding point may be anywhere in the other image.

� The neighbourhoods around corresponding points may exhibit similarity, but since
they have been transformed by the camera movement, it is not possible to directly
compare the neighbourhoods to each other.

� The camera may have moved in any way, but the two images must contain the same
objects, viewed from “the same side”.

� The focal length as well as other internal parameters of the camera may have changed
between the images.

� Objects which were visible in one image may be occluded in the other.

Existing wide baseline algorithms fall somewhere in between these two extremes, simply
because the full wide baseline problem is very hard to solve.

The choice between wide and short baseline matching in an application is a trade-off
between matching performance and numerical reliability. Given a short baseline, it is easy
to find many matching points, but since the disparity of these points is very small compared
to the distance to the objects in the scene, the uncertainty of the estimated depth and camera
motion is large. With a wide baseline, depth and motion estimates are more reliable, but it
is much harder to find the corresponding points.

There is also a trade-off between using a small or a large number of images. For
instance, if we want to perform 3D reconstruction, an entire video sequence might be
needed to get reliable results, if only a short baseline algorithm is available. The matching
algorithm can only match consecutive images in the sequence, but since the depth from
these matches is unreliable, matching is performed for every consecutive pair of images to
arrive at a more reliable estimate (Fitzgibbon and Zisserman, 1998; Zisserman et al., 1999;
Nistér, 2001). If a wide baseline algorithm was available, perhaps only the first and the last
image of the sequence would have to be used, yielding a reliable depth estimate directly.
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Other applications which would benefit from wide baseline matching are visual servo-
ing and visual navigation for an autonomous robot. Such a robot could represent positions
in its operating environment by images taken from those positions. To represent the entire
workspace of the robot when only a short baseline algorithm is available, a huge number
of images are required. With a wide baseline algorithm, a few images would suffice.

1.2 Our problem

We have seen that many factors affect the association problem. The conclusion of this is
that the solution depends strongly on the task at hand. For instance, if we want to perform
object recognition, it is probably enough to be able to decide whether parts of images
correspond or not. It is probably not necessary to find corresponding pixels between the
images. But having decided that, can we use the same algorithms for heavily textured
objects as for non-textured objects?

As the reader may have guessed by now, we have not tried to solve the association
problem in general. Instead, we have studied a few tasks, and only two kinds of associa-
tion algorithms. These algorithms complement each other, since they require completely
different scenes for successful operation.

We have studied the wide baseline matching problem for two different classes of
scenes. These are scenes with lots of linear structure, where straight line segments are
abundant, and scenes with piecewise planar textured objects. The algorithms which we
will present exploit the properties of these two scene types as much as possible. The first
approach relies on line segments, and finds corresponding line segments between the im-
ages. The second approach uses texture to find corresponding points between the images.

In the literature, point matching is more common than line matching, since matched
lines in two views do not provide any information regarding the relative positions of the
cameras, unless there are additional constraints. However, lines can be used as a tool for
indirect point matching, since we may find corresponding points either by intersecting
lines or by exploiting a scene constraint. Also, scenes with an abundance of line segments
are usually constrained, so that many lines are coplanar. This constraint can be used to
derive 3D information from line correspondences in two views. Hence we believe that the
problem of matching line segments is also worth studying.

In both cases, we have aimed for invariance to quite general transformations, i.e. pro-
jective or affine transformations. Some authors regard an algorithm which is capable of
handling only image plane rotation and translation as falling into the wide baseline cate-
gory, but in many cases, that is insufficient.
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1.3 Thesis outline

The outline of the rest of the thesis is as follows:

Camera geometry and image processing. In this chapter, we provide the necessary back-
ground material which is required for the understanding of the thesis. The pinhole camera
is explored, as well as the geometrical constraints that arise when two cameras are viewing
the same scene from different positions. The numerical methods needed to compute the
parameters of these constraints are introduced. Robust estimation methods are reviewed.
Finally, the edge and corner detection algorithms which are used in the thesis are intro-
duced.

State of the art. Several wide baseline matching algorithms have been developed over the
years. This chapter contains a summary of some of these. Here we focus on related texture
based point matching algorithms and line segment based matching algorithms.

Matching using linear structure. This chapter introduces one of the matching algorithms
in the thesis. The algorithm uses line segments extracted from the images. An experimental
evaluation of the algorithm is also presented.

Visual servoing for a mobile robot. The linear structure matching algorithm was used
for indoor navigation of a mobile robot. The examples that are presented are quite simple,
since the intention is merely to illustrate an application of line segment matching.

Matching using local and global texture. The other matching algorithm which was devel-
oped exploited the texture on planar surfaces. Based on that texture, points were matched
between the two images. The planar surface constraint resulted in quite a robust algorithm.

Topological constraints for matching. Texture is a very good cue for matching, but
additional information is available in the spatial relations between feature points. In this
chapter, string matching methods are employed to enforce such constraints, yielding an
improved matching algorithm.

Visual servoing for a robotic arm. The texture matching algorithm was tested in an
application where a 6 dof robotic arm was controlled. The task was to move to specific
positions, each of which was represented by an image taken from that position. The goal
of this work was to develop a robust visual servoing system. Robustness was achieved
by sacrificing some generality, i.e. by restricting the servoing algorithm to textured planar
surfaces.

Robust estimation using multiple match hypothesis. Robust estimation methods are
widely used in computer vision. These methods allow estimation of the parameters of a
model given data which is contaminated by outliers, i.e. data which are in gross misalign-
ment with the model. In image matching, the data is often point correspondences between
images. In this chapter, we have investigated the use of ambiguous correspondences in
robust estimation, i.e. points which may have more than one potential match in the other
image.

Summary and conclusions. The thesis is summarised and possible extensions are dis-
cussed.
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1.4 Contributions

The main contributions of this thesis are the algorithms for matching line segments and
points. The ideas of the line segment matching algorithm date back to the 1960’s, when
much research was focused on line drawing interpretation. The contribution here is a less
heuristic treatment of invariance properties and the application of line group invariants to
matching.

Regarding the point matching algorithm, the contribution is twofold: a method for com-
puting affine invariant feature values, and a method for enforcing topological constraints
between points. A particular advantage of the affine invariant descriptors lies in the fact
that both local and global image information is used.

The experiments on visual servoing do not constitute any new ideas. The servoing
algorithm used for line segments is quite simple, and the one used for the point based
matching algorithm does not contain any novel ideas. However, the successful combination
of automatic matching and visual servoing into a working system is indeed a significant
contribution. The literature contains many references to both matching and visual servoing,
but most publications on visual servoing deal only with the theory of servoing, eliminating
the vision problem by using artifical landmarks and markers. Therefore, the fact that we
have managed to demonstrate integration of matching and servoing is novel.

Finally, a novel method for robust estimation is presented. The method allows for
ambiguous correspondences to be used while estimating geometric relations.

1.5 Publications

The thesis is based on material from the following publications:

� Dennis Tell and Stefan Carlsson. View based visual servoing using epipolar geome-
try. Scandinavian Conference on Image Analysis (SCIA), pp 63–70, 1999.

� Dennis Tell and Stefan Carlsson. Wide baseline point matching using affine invari-
ants computed from intensity profiles. European Conference on Computer Vision
(ECCV), vol 1, pp 814–828, 2000.

� Dennis Tell. Visual servoing on planar textured objects. Technical report, CVAP260,
NADA, KTH, 2002.

� Dennis Tell and Stefan Carlsson. Combining topology and appearance for wide
baseline matching. European Conference on Computer Vision (ECCV), to appear,
2002.

� Lars Petersson, Patric Jensfelt, Dennis Tell, Morten Strandberg and Danica Kragić.
Systems Integration for Real-World Manipulation Tasks. International Conference
on Robotics and Automation (ICRA), to appear, 2002.
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Chapter 2

Camera geometry and image
processing

In this chapter, we will first review some fundamental concepts on camera geometry. Fol-
lowing that, two important geometric relations which hold between image pairs will be
introduced, as well as methods for estimating the parameters of those relations. Finally,
we present commonly used techniques for edge and corner detection in images.

The material presented here does not constitute any new contribution to the field; rather,
it is included to establish a foundation on which the thesis is built and as a reference for
the reader. Furthermore, the review in this chapter is far from complete, only that which is
directly relevant to the thesis is treated in detail.

2.1 The pinhole camera

The pinhole camera is the most widely used camera model in computer vision, the reason
being that it allows a linear projection model from 3D to the 2D image. Also, many real-
world cameras are good approximations to the pinhole camera.

An excellent book on this topic is (Hartley and Zisserman, 2000), from which parts
of the notation and presentation of camera geometry in this chapter is adopted. However,
there are several other books on geometry for computer vision (Faugeras, 1993; Faugeras
and Luong, 2001; Xu and Zhang, 1996).

In the pinhole camera model, a world pointX = (X;Y; Z)> projects to an image point
x = (x; y)> by intersecting the image plane with the line between the world point and the
centre of projection X0 = (X0; Y0; Z0)

> (figure 2.1). If the world point and the image
point are both expressed in the same coordinate system, the projection equation, which can
be found by considering similar triangles, is

(x; y)> = (fX=Z; fY=Z)> (2.1)

11
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Figure 2.1. The pinhole camera: A world point X projects to an image point x by intersecting
the image plane with the line between the world point and the centre of projection X0 .

where f , the focal length of the camera, is the distance from the centre of projection, X0,
to the image plane. This projection equation is nonlinear in the world point coordinates,
which is quite inconvenient. By introducing homogeneous image and world points, x =
(u; v; w)> and X = (X;Y; Z; 1)>, the equation can be written linearly:

0
@u
v
w

1
A =

0
@fXfY

Z

1
A =

2
4f 0

f 0
1 0

3
5
0
BB@
X
Y
Z
1

1
CCA : (2.2)

Non-homogeneous image coordinates can be obtained from the homogeneous ones by
dividing by the last component: (x; y)> = (u=w; v=w)>. It will shortly be shown that this
homogeneous representation is indeed convenient. Henceforth, we shall use the notation x
to denote a non-homogeneous vector, and x to denote a homogeneous vector.

Equation 2.2 holds true if the image origin is at the principal point — the intersection
of the z-axis with the image plane. If this is not the case, an offset must be introduced into
the projection equation. Also, in a CCD camera, the image is quantised into pixels, so an
extra scale change is introduced to account for the size of a pixel. Adding the scale factors
and the offset, we get the following projection equation:

0
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v
w

1
A =

2
4�xf ux 0

�yf uy 0
1 0

3
5
0
BB@
X
Y
Z
1

1
CCA : (2.3)

This can be written more compactly in block form as:

x = [ K j 0 ] X (2.4)
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where K is the matrix of internal camera parameters: focal length, scales and offsets. In
some cases, a skew parameter is introduced in K to account for non-orthogonal image
coordinate systems, but for most purposes the above mentioned parameters are sufficient.

Finally, we allow for an arbitrary rotation and translation between the world and camera
coordinate systems: Xcam = RXworld + t. Using homogeneous coordinates, this is
equivalent to

Xcam =

�
R t

0 1

�
Xworld: (2.5)

Combining this with (2.4), we get the general projection equation for a pinhole camera:

x = K [ R j t ] X = PX (2.6)

where we have introduced P for the 3 � 4 camera projection matrix. Note that the use
of homogeneous coordinates for image and world points allows the general projection
equation to be written linearly.

In the real world, the pinhole camera model is sometimes insufficient. Lenses may
introduce radial distortions in the image; straight lines are imaged as curved by the camera.
This is particularly true for wide angle lenses. However, it is possible to model these
distortions and to a large degree undo their effects on the image (Slama et al., 1980; Li and
Lavest, 1995; Weng et al., 1992).

2.2 Epipolar geometry

When two pinhole cameras are viewing the same scene, there is a geometric constraint
which limits the possible projections of a point in one image, given that the projection is
known in the other image. This constraint is known as the epipolar constraint. A world
point and its projections in both images define the epipolar plane (figure 2.2). Visualising
this plane, one realises that given the projection of a point in one image, the projection in
the other image must lie on a line. This line is called the epipolar line.

Algebraically, the epipolar constraint can be derived in the following way. Denote the
two camera projection matrices by P and P0. A world point X is projected to the image
point x = PX in the first and x0 = P0X in the second image. The plane formed by
these three points intersects the second image in the epipolar line l0. To define this line,
two points are needed. One such point is the projection into the second image of the first
camera centre. This point is usually called the epipole, and can be computed using P0:
e0 = P0X0. A second point can be found by back-projectingx using the pseudo-inverse of
P, and then projecting that point to the second image. This yields the point P0P+x, where
P+ is the pseudo-inverse. The epipolar line l0 joins these two points. In homogeneous
coordinates, the line joining two points is the cross-product of the points (Hartley and
Zisserman, 2000). Hence, we have that l0 = e0 � (P0P+x). By introducing the matrix
[e0]� which has the property that [e0]�a = e0 � a, the epipolar line can be written as
l0 = [e0]�(P

0P+x).



14 Chapter 2. Camera geometry and image processing

Figure 2.2. Epipolar geometry: a world point X and its projections (x; x0) in the two images
define the epipolar plane. Given a point in one image, the intersection of the epipolar plane and
the other image plane defines a line, on which the projection of the world point must lie. This line
is called the epipolar line.

Finally, the condition that the point x0 lies on the epipolar line l0 is x0>l0 = 0, which
yields the epipolar constraint:

x0>[e0]�P
0
P
+x = 0 (2.7)

or
x0>Fx = 0 (2.8)

where the matrix F = [e0]�P
0P+ is called the fundamental matrix. It is independent of

the point in space, and depends only on the two projection matrices (the epipole e0 can
be found from the projection matrix. In fact it is the null-space of the projection matrix
(Hartley and Zisserman, 2000)).

The epipolar constraint is a necessary constraint that must be fulfilled if two points
are in correspondence. Note however that it is not a sufficient condition for finding corre-
sponding points. Given a point in one image, the fundamental matrix only constrains the
possible positions of the point in the other image to a line.

2.3 Viewing a plane

If two cameras are viewing a planar surface, there exists a constraint which is stronger than
the epipolar constraint (figure 2.3). Suppose we have two cameras, P and P0, and that both
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Figure 2.3. Viewing a planar surface: when two cameras view a planar surface, a stronger con-
straint than the epipolar constraint arises.

cameras are viewing a planar surface. Without loss of generality, we let the viewed plane
be the z = 0 plane in the world coordinate system. Points on this plane in homogeneous
coordinates are of the form X = (X;Y; 0; 1)>. Writing the camera projection matrices as
P = [p1 p2 p3 p4], a point on the plane is projected to:

x = [p1 p2 p3 p4]

0
BB@
X
Y
0
1

1
CCA = [p1 p2 p4]

0
@XY

1

1
A = P124X124 (2.9)

and similarly for the other camera, x0 = P0124X124. Now, since P124 is a 3 � 3 matrix
which is invertible (unless the camera and scene plane configuration is degenerate, i.e.
when either of the camera optical axes is in the scene plane) we can eliminate the world
point:

x0 = P
0
124P

�1
124x = Hx: (2.10)

H is a 3 � 3 invertible matrix known as a homography. In the case of viewing a planar
surface, the position of a point in one image is thus fully determined by the position in the
other image, provided that we know the homography matrix H. This matrix depends only
on the two camera projection matrices, and is thus independent of the chosen point on the
plane.
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2.4 Computing the fundamental matrix

Computing the fundamental matrix F is an important step in many matching and recon-
struction algorithms, and the computation is usually done using a set of corresponding
points in the following way: each correspondence provides a linear equation in the image
coordinates and the elements of the fundamental matrix. The form of this equation can be
seen by multiplying out the epipolar constraint x0>Fx = 0:

x0xf11 + x0yf12 + x0f13 + y0xf21 + y0yf22 + y0f23 + xf31 + yf32 + f33 = 0: (2.11)

By introducing the 9-vector f for the elements of F in row-major order, this can be written
as a vector inner product:

(x0x; x0y; x0; y0x; y0y; y0; x; y; 1) f = 0: (2.12)

When several correspondences are available, the equations for each correspondence can be
stacked to produce the following system of equations:

A f =

2
64
x01x1 x01y1 x01 y01x1 y01y1 y01 x1 y1 1

...
...

...
...

...
...

...
...

x0nxn x0nyn x0n y0nxn y0nyn y0n xn yn n

3
75 f = 0: (2.13)

If 8 correspondences are available, A is an 8 � 9 matrix of rank 8 (unless there is
a dependence among the correspondences such as a collinearity in which case the rank
may be lower). A solution f would then be the null-space of A (Longuet-Higgins, 1981;
Hartley, 1997a). If more than 8 points are available, a linear least squares solution can be
found. However a solution based on 8 or more points does not take into account the fact
that det(F) = 0 (Luong and Faugeras, 1996). Now, being a homogeneous singular matrix,
F has only 7 degrees of freedom. Thus 7 correspondences should be sufficient to compute
it. In this case, A is 7� 9 and the null-space is spanned by two vectors, f1 and f 2. Possible
solutions are of the form f = �f 1 + (1 � �)f 2. Solutions which include the singularity
constraint should satisfy

det(�F1 + (1� �)F2) = 0: (2.14)

This equation gives rise to a cubic polynomial in �, which has either one or three real
solutions.

Several algorithms for the computation of F have been developed, differing in many
respects: whether they are linear or non-linear, what cost function they optimise given
more than the minimum number of points and how they enforce the singularity constraint.
The linear method using 8 or more points does not produce a singular F, so the singularity
constraint has to be enforced afterwards (Hartley, 1997a). The linear algorithm also has
the disadvantage of minimising an algebraic cost. The goal of algorithms that compute
F is often to recover 3D structure, so it would be more meaningful to minimise a cost
function related to that 3D structure (Luong et al., 1993; Torr and Zisserman, 1998). The
properties of various methods for computing F have been examined in several surveys (Torr
and Murray, 1997; Zhang, 1998a; Hartley and Zisserman, 2000).
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In the thesis, we will use two algorithms for fundamental matrix computation. The 7-
point linear algorithm will be employed for robust estimation using RANSAC (section 2.6),
whereas a non-linear minimisation procedure will be used to refine a solution which was
estimated by means of the linear method. For the non-linear method, the cost which is
minimised is the sum of Sampson distances �(F;x;x0) (Hartley and Zisserman, 2000),
where x and x0 are two homogeneous image points. Denoting the element i of the column
vector y by (y)i, we have that

�(F;x;x0)2 =
(x0>Fx)2

(Fx)21 + (Fx)22 + (F>x0)21 + (F>x0)22
: (2.15)

The implementation of the non-linear minimisation method is that which has been made
available by Zhang (1998b).

2.5 Computing a homography

Computing a homography matrix requires fewer point correspondences than computing the
fundamental matrix. The reason for this is that the equation which constrains the positions
of corresponding points, x0 = Hx, provides two constraints on the elements of H for each
point correspondence. Too see this, we first write H as

H =

2
4h1 h2 h3
h4 h5 h6
h7 h8 h9

3
5 : (2.16)

An image point x = (x; y; 1)>, is transfered to x0 = (x0; y0; w0)> = Hx in the other im-
age. Dividing by w0 to get non-homogeneous image coordinates, the following equations
hold for x0 and y0: �

x0

y0

�
=

�
(h1x+ h2y + h3)=(h7x+ h8y + h9)
(h4x+ h5y + h6)=(h7x+ h8y + h9)

�
: (2.17)

Multiplying by the respective denominators and moving everything to the left hand side,
we get: �

�h1x� h2y � h3 + h7x
0x+ h8x

0y + h9x
0

�h4x� h5y � h6 + h7y
0x+ h8y

0y + h9y
0

�
= 0: (2.18)

By factoring out the elements of H, this can be written as a linear homogeneous system of
equations: �

�x �y �1 0 0 0 x0x x0y x0

0 0 0 �x �y �1 y0x y0y y0

�
h = 0: (2.19)

Since H is a homogeneous invertible matrix, it has 8 degrees of freedom. If four point
correspondences are available, we get 8 equations by stacking them to form a linear system
of the form Ah = 0, where A is 8 � 9. The solution h is the one-dimensional null-space
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of A. If we have n correspondences, A is 2n� 9 and the system is overdetermined. In this
case, a solution can be found by using linear least squares techniques.

As in the case of fundamental matrix estimation, homographies can be estimated in a
variety of ways (Kanatani, 1998; Hartley and Zisserman, 2000). However, we have only
employed the linear method requiring eight or more points in our experiments.

2.6 Robust estimation — RANSAC

Suppose a matching algorithm has provided a set of points believed to be in correspondence
between the images. How can one verify that these points are indeed corresponding, when
some of them may very well be false matches?

A partial answer to questions like these lies in using the geometric constraints which
are available. For instance, the correspondences must all satisfy the epipolar constraint, i.e.
support the same fundamental matrix. If they do not, either some or all of the matches are
false. Robust estimation is the term used for methods which solve systems of equations
when some of the available data is completely wrong, i.e. when outliers are present in the
data.

The most commonly used robust estimation method in visual geometry is RANSAC
(Fischler and Bolles, 1981), which was introduced in computer vision for fundamental
matrix estimation by Torr (1995). The technique is best explained by giving a specific
example. Suppose we have a set of correspondences between a pair of images, and that we
would like to compute the fundamental matrix for the images. One way to do this would be
to use all the matches and compute a least-squares estimate of F, but if one or more of the
points are outliers, this estimate will not be correct. In fact, outliers may heavily influence
the solution. With RANSAC estimation, the following is done:

1. Randomly select 7 of the correspondences.

2. Compute F for these points.

3. For the remaining correspondences, count how many of them that satisfy the epipolar
constraint x0>Fx = 0, for this candidate F matrix.

4. Repeat steps 1–3 many times.

5. Select the fundamental matrix which was supported by the largest number of corre-
spondences. Mark those points as being inliers and the rest as being outliers.

There are several open issues in this scheme. One is how we check that the epipolar
constraint is satisfied. The equation x0>Fx = 0 is an algebraic constraint, which is not
necessarily the best measure to use for verification. Geometrically meaningful cost func-
tions have been shown to be a better choice (Torr and Murray, 1997; Zhang, 1998a; Hart-
ley and Zisserman, 2000). Also, the number of repetitions of steps 1–3 should be com-
puted in some meaningful way, such that the probability of finding a good solution is high
(Torr, 1995).
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Note that RANSAC can of course be used to solve other problems as well, for instance
for finding a homography between two images of a plane given point correspondences. To
estimate a homography H, one would use 4 points in the sample, compute a candidate H,
and measure support in a relevant manner.

At this point, it should be mentioned that RANSAC is certainly not the only robust
estimation technique. There are several others, including M-estimators (Huber, 1981), least
median of squares (LMedS) (Rousseeuw, 1984; Zhang et al., 1995), the Hough transform
(Hough, 1962; Illingworth and Kittler, 1988) and MLESAC (Torr and Zisserman, 2000).
Severals reviews of robust estimation methods are available (Meer et al., 1991; Zhang,
1998a; Torr and Murray, 1997; Torr et al., 1998).

In this thesis, we have used RANSAC to estimate fundamental matrices and homogra-
phies, mainly because of its ability to handle data sets with more than 50% outliers (Meer
et al., 1991). This property is desirable in wide baseline matching, where the number of
outliers is often quite large.

2.7 Interest point detection

Since geometric image relations such as the fundamental matrix may be computed from
corresponding image points, a means of finding such point sets is usually required in com-
puter vision algorithms. A typical digital image contains in the order of 106 pixels, so it is
often desirable to extract a much smaller number of points from the image. Furthermore,
if image matching is going to occur, points representing the same 3D point must be found
in each image. Many algorithms have been proposed for this purpose, but the one intro-
duced by Harris and Stephens (1988) is by far the most widely used and was also found
to outperform its competitors in a recent survey (Schmid et al., 1998) of interest point
detectors.

The Harris corner detector starts out by considering the image auto-correlation function
at each image point (x0; y0):

Ex0;y0(dx; dy) =
X
i;j

w(i� x0; j � y0)[I(i+ dx; j + dy)� I(i; j)]2 (2.20)

where w(u; v) is a Gaussian window function: w(u; v) = e�(u
2+v2)=2�2 , and I is the

intensity image. The sum is taken over all pixels in the image, but due to the Gaussian
window, only a small neighbourhood around each image point contributes to the result.

Using a first order Taylor expansion, equation 2.20 can be written as

Ex0;y0(dx; dy) �
X
i;j

w(i� x0; j � y0)[Ix(i; j)dx + Iy(i; j)dy]
2 (2.21)

where Ix and Iy denote the image x- and y-derivatives. Furthermore, by introducing the
notation P
 w =

P
i;j w(i�x0; j�y0)P(i; j), equation 2.20 can be written even more

compactly as

Ex0;y0(dx; dy) �
�
dx dy

�
M

�
dx
dy

�
(2.22)
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where

M =

�
(Ix)
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 w Ixy 
 w
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 w (Iy)
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 w

�
: (2.23)

Locally, the auto-correlation function thus behaves as the quadratic form M. Since the
eigenvalues� and � ofM are proportional to the principal curvatures of the auto-correlation
function at each image point, corners are indicated by both of the eigenvalues being large.
If only one eigenvalue is large, the image point is more likely to be on an edge. This led
Harris and Stephens to suggest the following corner response function at each image point:

R = det(M)� k � tr(M) = �� � k(�+ �): (2.24)

This function is designed to have a large value if both eigenvalues are large, but to have
a low value if only one of the eigenvalues is large. Empirically, a value of k = 0:04 has
been shown to give good results for most purposes (Harris and Stephens, 1988). To detect
corners in an image, the corner response is evaluated at each point, and corners are taken
as points where the response is an 8-way local maximum above a threshold.

The positions of the corners which are found using the Harris corner detector are not
invariant with respect to camera position, mainly due to the fact that the support region of
the Gaussian smoothing function is always circular, and not adapted to different viewing
angles. However, the change in corner positions due to camera movement is often small
enough to produce meaningful results.

One problematic aspect of corner detection is the scale. In an implementation of the
Harris corner detector, image derivatives must be computed at some particular scale. If cor-
ner detection is done on two images of the same scene, where these images differ greatly in
scale, the same sets of corners might not be found in both images. Mikolajczyk and Schmid
(2001) recently presented a robust way of attacking this problem. Their method detects po-
tential corners across several scales and uses a scale invariant measure of significance to
identify the most prominent feature points. The problem of choosing a local scale at an
image point has also been addressed by several other authors (Lindeberg, 1998b; Chomat
and de Verdière, 2000; Kadir and Brady, 2001).

2.8 Line detection

Another feature extraction method is line detection. Lines are usually much more stable
image features than corner points, since the evidence of a line extends over a larger image
area. However, line detection can be quite difficult, since one physical line may, due to
noise, appear as two or more broken lines in the image. The method which was used in
this thesis was to first extract edges using the Canny edge detector (Canny, 1986), and
then to fit line segments to the edges using a method of Lowe (1987). Another notable
method for line extraction is the Hough transform (Hough, 1962). See (Illingworth and
Kittler, 1988) for a survey on such methods. The reason why we have used the method of
first extracting edges and then lines is that the endpoints of line segments are important in
the line matching algorithm presented in this thesis. The Hough transform is a method for
finding lines, not line segments.
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2.8.1 Canny edge detection

Canny edge detection consists of Gaussian filtering, gradient magnitude computation, non-
maximum suppression and hysteresis thresholding. In the simplest implementation of
the algorithm, the image I is convolved with a Gaussian window function w(u; v) =
exp(�(u2 + v2)=2�2) to produce a filtered image Iw = I 
 w. The Gaussian filtering
serves to remove noise and to determine the scale at which edges are detected. The gra-
dient magnitude image is then formed from the x- and y-derivatives of the filtered image:
jrI j2 = (Iwx )

2 + (Iwy )
2.

In the next step, non-maximum suppression, each pixel in the gradient magnitude im-
age is labelled as edge or non-edge. If the magnitude of a pixel is a local maximum in the
direction of the gradient of the original image, an edge is present, otherwise not.

In the last step, 8-connected edge pixels are joined into edge chains. Each such edge
chain is then subject to hysteresis thresholding, in which an edge chain is kept if any of the
edge pixels in the chain has a gradient magnitude above a high threshold and all of them
have a gradient magnitude above a low threshold.

As in all computer vision problems, the scale issue is present in edge detection. When
the scale difference between two images becomes too large, one might not find the same
edges in both images, unless the problem of choosing a scale automatically is addressed
(Lindeberg, 1998a).

2.8.2 Line fitting

Lowe (1987) presented a simple method of fitting lines to an edge image. The method
was later improved by Rosin and West (1989). A line segment is hypothesised through the
endpoints of each 8-connected edge chain. Each line segment is recursively subdivided at
the point where the deviation of the edge chain from the line segment is maximum. The
process continues until the line segments are shorter than a few pixels. At this stage, a
multi-level tree of line segments is available for each edge chain. The recursion now goes
up the tree. At each level, the two sub-divided line segments are preferred over the higher-
level longer segment if they are more significant. The significance measure is defined as
the ratio of line segment length and the maximum deviation between edge chain and line
segment.

The drawback of this approach is that if an edge chain is broken in the edge image,
it will never be joined into one single line segment. Post-processing may of course be
applied to the list of line segments, joining parallel segments whose endpoints are close,
but this introduces more parameters in the line detection algorithm. Furthermore, such
post-processing methods must be used with great care, as then can easily do more harm
than good.

There are other, more direct, approaches to line detection which find lines without first
detecting edges (Illingworth and Kittler, 1988; Clarke et al., 1996; Nelson, 1994) but the
experience we have is that such algorithms are more unstable with respect to the endpoint
location of the line segments.
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2.9 Summary

In this chapter, we introduced some results on visual geometry, parameter estimation meth-
ods and the image processing techniques which are needed for the understanding of the rest
of the thesis. However, it should be noted that visual geometry, parameter estimation and
edge/corner detection are all active areas of research in computer vision. Our presentation
is by no means complete, and the material we have presented is not part of the contribution
of the thesis. The reader is referred to the references for details about these research areas.



Chapter 3

State of the art

During the last few years, a number of novel approaches to wide baseline matching have
appeared. These have mainly been concerned with the matching of points using local tex-
ture. Less work has gone into matching other geometric primitives, such as line segments.
The reason for this might be that a set of corresponding lines in two images do not in
general provide any relative camera information. Three views are needed to perform 3D
reconstruction using lines, whereas for points two images suffice. Nevertheless, man made
environments do contain lots of linear structures, which is why we have investigated the
use of line segments, at least as an indirect tool for point matching. Furthermore, scene
constraints such as coplanarity of lines, can be used to compute 3D structure from line
correspondences in two views.

In this survey of the current state of the art, we first consider the point and texture based
approaches and then the methods using line segments.

3.1 Texture based point matching

Many of the point matching algorithms which have been developed during the last few
years are similar to each other to a large extent. The following general algorithm sketch
can therefore be applied to several of the methods presented in this section.

First, since the task is “point matching”, we need to find points in the images. An
image typically contains in the order of 106 pixels, so trying to associate each and every
pixel with a pixel in the other image is not feasible using the computers of today. Hence
most approaches rely on some algorithm to find a few salient points, in the order of 102, in
the images. It is important that many point features are detected in both images, in spite of
scale changes and camera motion. That is to say we need to find the points representing the
same 3D points in both images, without assuming any knowledge about which points ac-
tually correspond to which. The most commonly used point detector is the one introduced
by Harris and Stephens (1988) (section 2.7). The points of interest are often referred to as
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“corners”, although they might not correspond to a corner in the ordinary sense, and may
not even be points that humans perceive as significant.

Secondly, once a set of points has been found, we need to form a hypothesis as to
which point in the first image corresponds to which point in the second image. This is
where matching algorithms differ the most, as will be seen in the detailed review below.
Some use the texture in the neighbourhood of the point, some use more global image
information, and others use the information contained in the relative positions of several
points.

The key issue here is that some kind of invariant information must be extracted from
both images. To be able to check if two points are in correspondence, we need a measure
from the images which does not change when the camera is moved or the illumination is
changed. Without this ability, there would not be any way to compare the points across
images. Next, the invariant measure of similarity is used to produce a set of potential
correspondences. There are several ways to do this, the simplest being the greedy algorithm
in which each point in one image is paired with the most similar one in the other image.

Finally, as matching algorithms typically produce a large number of incorrect matches,
most algorithms utilise some geometric constraint and a robust estimation technique, such
as the epipolar constraint and RANSAC, to estimate 3D structure and eliminate mismatches.

In summary, many matching algorithm perform these steps:

1. Extract interest points from the images (Harris corners).

2. Select a neighbourhood around each corner and compute feature values, or descrip-
tors, which describe the content of that image patch in a compact and invariant way.
For each corner, store these values in a feature vector.

3. Find a set of potential corner matches by comparing the distance between feature
vectors across the images.

4. Reject outliers in the set of potential matches by robust estimation (RANSAC) of a
geometric constraint (for instance the epipolar constraint).

5. Optionally, use the estimated epipolar geometry as a guide for finding further corre-
spondences between the images.

The main difference between different algorithms is in how the neighbourhood is se-
lected and how the feature values, or descriptors, are computed. If the comparison step (3)
in the above algorithm sketch is to succeed, one must be able to compute descriptors which
are invariant to the distortions, or transformations, which arise if the camera is moved or
the illumination is changed. The transformations which are handled by the algorithms
reviewed here range from image translation to 2D projective transformations. The meth-
ods are as far as possible presented in order of invariance to increasingly more general
transformations.
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Zhang et al.

The algorithm of Zhang et al. (1995) uses a fixed window around each corner, and finds
potential matches by cross-correlation of corner neighbourhoods. For each corner in the
first image, its neighbourhood is correlated with the neighbourhoods of all corners in the
other image which are inside a given region. To allow for large displacements, this region
is quite large, typically up to a quarter of the image. Due to the large region however, a
number of potential matches with high correlation are found. To resolve these ambiguities,
the authors employ a relaxation method, where semi-local constraints between points are
enforced. These constraints express the fact that if two points are in correspondence, one
can expect to find other points which are also in correspondence close to the first points.
Also, all these points should be in roughly the same positions relative to each other in
both images, meaning that angles and distances should be preserved. By forming a cost
function which expresses these constraints, the iterative relaxation procedure eliminates
ambiguous matches and finds a set of potential matches. This set of matches is fed into a
robust estimation method called least median of squares (LMedS) to estimate the epipolar
geometry and eliminate mismatches.

The main drawback of this approach is that it cannot handle other transformations than
image plane translations. Rotation, skew or a small scale change between the images will
severely degrade the results. This method is representative of most classical short baseline
matching methods using correlation.

Schmid and Mohr

Invariance to image plane rotations can be achieved using differential invariants. These
are functions of the image derivatives at an image point. Typically, derivatives of several
orders and in two orthogonal directions are combined in different ways to form rotation-
ally invariant descriptors. The intuitive way to understand this is by using an orthogonal
coordinate system at each point, where one axis is aligned with the direction of the image
gradient. Expressed in this system, the image data is invariant to image plane rotations.
Differential invariants of several orders were used by Schmid and Mohr (1997), with im-
age retrieval and object recognition in mind. In their implementation, derivatives up to the
third order are computed. The reason why such high order derivatives are considered is
that they need a large enough number of invariants to characterise the image region for
an intensity image. The derivatives are combined to form various rotationally invariant
descriptors. Object recognition or image comparison can then be performed by comparing
feature vectors between images, using the Mahalanobis distance between features vectors
as a measure of similarity. To additionally achieve a certain degree of scale invariance,
Schmid and Mohr also use a multi-scale approach, where the invariants are computed at
several scales by convolving the image with gaussian kernels of different widths and tak-
ing derivatives over differently sized regions. In practice, this means that each image has
multiple representations. Similar to Zhang et al. (1995), Schmid and Mohr use semi-local
constraints to disambiguate matches. These constraints essentially require that angles and
distances between points are preserved across images.
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Montesinos et al. and Gouet et al.

The drawback with differential invariants is that high order derivatives are sensitive to
noise, even when the images are pre-smoothed by Gaussian kernels. Gouet et al. (1998)
(see also Montesinos et al., 1998) tried to improve upon the method of Schmid and Mohr by
using colour images. They show that if all three colour bands are considered, a reasonably
large number of invariants involving only first order derivatives can be found. Points are
then compared using the Euclidean distance between feature vectors of invariants. Like
the previous two approaches, Gouet et al. also use semi-local constraints, and like Zhang
et al. (1995) they use a relaxation method to disambiguate matches.

Lowe

Lowe (1999) also used rotationally invariant descriptors. However, his method also pro-
vided scale invariance. The method was based on the detection of interest points in scale
space, instead of using only one fixed scale. Using these interest points, rotational in-
variance was achieved by aligning a coordinate system with the local gradient direction.
Descriptors were then computed in that system. To be able to tolerate small affine defor-
mations, Lowe computed descriptors for a number of different orientations of the plane
represented by the local image patch. This method does not, however, provide full affine
invariance.

Tuytelaars et al. and Mindru et al.

Although rotational invariants do provide a certain degree of quasi-invariance to other
transformations, they will break down when for instance affine transformations are consid-
ered. In addition to image translation and rotation, an affine transformation may transform
an image patch by scaling, stretching and skewing. Tuytelaars et al. (1999) and Mindru
et al. (1999) present a matching method based on colour moments up to the first order. The
moments of the different colour bands are combined to achieve invariance to affine trans-
formations. However, this is only true if the descriptors are computed for the same region
of the viewed scene in both images. As the image of the region is distorted by camera
movement, it may not have the same size or shape in both images. Tuytelaars et al. solve
this problem by devising a method to find image regions in an invariant way. They define
the neighbourhood around a corner point as a function A(s). The parameter s controls
the size and shape of the region. The function A(s) is selected in such a manner that the
regions corresponding to its local extrema are affine invariant. Hence, by selecting neigh-
bourhoods where local extrema of A are found, the same support regions for computing
descriptors can be used irrespective of the viewpoint. Tuytelaars et al. suggest several
ways of defining the region, one is by defining a parallelogram where two sides are con-
trolled by the edges forming the corner. A problem with this method is that several local
extrema might be found for each corner point. Tuytelaars et al. handle this by computing
descriptors for all those regions.
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Baumberg

Another matching method dealing with affine invariance is that of Baumberg (2000). He
combines differential invariants with a means of finding image regions in an affine invariant
manner. The key idea is to handle the different parameters of the affine transformation
individually. First, corner points are detected across multiple scales. The scale at which a
corner was found provides the scale part of the transformation. Second, the image region
around the point is transformed to a stretch and skew normalised frame by using an iterative
procedure for finding a non-uniform Gaussian kernel introduced by Lindeberg and Gårding
(1997). Essentially, this method warps the image neighbourhood so that the image x-
and y-gradients are equal and uncorrelated. Finally, differential rotational invariants are
computed for the normalised image patch. These are subsequently used in the matching
process. A problem with this approach is that with complex texture around a point, the
iterative procedure may not always find the same neighbourhood in both images. This
means that the method suffers from the same problem as the work of Tuytelaars et al., i.e.
that several local minima may be found.

Mikolajczyk and Schmid

Mikolajczyk and Schmid (2001) present a matching algorithm which is an extension of the
work of Schmid and Mohr (1997). In the original work of Schmid and Mohr, interest points
were detected at multiple scales, which means that images were explicitly represented at
several scales. This has two main drawbacks, one being that it is not guaranteed that the
points used are the most significant ones over scale, and the other being that the detection
of too many points results in a computationally expensive algorithm. Mikolajczyk and
Schmid introduce a robust method for detection of interest points in scale space, which
addresses and resolves both of these issues. The points are normalised with respect to
scale, which allows a selection of only the most prominent points over scale. The detected
interest points are then used to compute rotational invariants over small neighbourhoods
to facilitate efficient matching. Experiments indicate that the proposed method tolerates a
scale change between images up to a factor of four.

Pritchett and Zisserman

A different strategy for wide baseline matching was proposed by Pritchett and Zisserman
(1998). They present two different methods. The first relies on the presence of a number
of structures which are “easy” to match in the image. Line segments forming parallelo-
grams are used in (Pritchett and Zisserman, 1998). Using heuristics, the parallelograms
are matched between the images. A local homography is then computed for each pair of
matched parallelograms. The homography is used for finding corresponding points close
to the parallelograms. It is used both for finding the positions of the points and for defin-
ing a projectively invariant correlation score between neighbourhoods of points. When a
few points have been found, a new homography is computed based on the new points, and
the process is repeated to find correspondences further and further away from the original
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parallelogram. In this way, correspondences can be found on curved surfaces, since the
homography is only assumed to be valid locally.

This method depends heavily on finding an initial set of seed matches. Since that
is generally not possible, the method seems to be limited to particular applications, i.e.
buildings where parallelograms are abundant. However, even then it is not obvious that the
method will work, since in this case the problem of matching a large set of parallelograms
becomes non-trivial.

The other method presented by Pritchett and Zisserman is based on a coarse-to-fine
strategy. A global image similarity transform is approximated on a coarse scale by opti-
mising a cross-correlation score with respect to the parameters of the transform. The image
is then split up into regions, and homographies are optimised for each image region, using
the global similarity transform as a starting point. The process continues until a homogra-
phy transformation is available for each small image patch. These homographies are used
for the same guided matching as in the first method.

The advantage of the coarse-to-fine method is that at coarse scales, a similarity trans-
form is enough to capture quite large variations in appearance, so the algorithm will tolerate
large view changes despite the small number of parameters in the transform.

Torr and Davidson

The method introduced by Torr and Davidson (2000) is related to the work of Pritchett
and Zisserman (1998) in that they try to solve the wide baseline problem using a coarse
to fine strategy. First, corner points are detected at each scale. At the coarsest level, cor-
ners are matched using cross correlation. To achieve invariance to image plane rotations,
this correlation is done for a number of rotations. Since the matches at the coarse level
can be quite ambiguous, the authors use a particle filtering approach when moving to a
finer scale. At the coarsest scale, many different minimal sets of putative correspondences
are selected, and the epipolar geometry and its likelihood is computed for each set. The
different solutions are then propagated up to finer scales, being recomputed at each scale.
Finally, at the finest scale, the solution with the maximum posterior probability is chosen.
The main difference between this method and that of Pritchett and Zisserman (1998), is
then that particle filtering is used to propagate several potential solutions from coarser to
finer levels, instead of just a single solution.

A drawback with this method is that it does not address the problem of having a differ-
ence in scale between the images. The cross correlation at the coarsest scale will not work
unless the images have roughly the same scale to begin with.

Schaffalitzky and Zisserman

A common feature of the methods mentioned above is that the comparison of corner neigh-
bourhoods has to be done over the same physical region of the imaged object, irrespective
of the viewpoint; an affine invariant descriptor will not actually be invariant unless it is
computed over the same region in all images. Schaffalitzky and Zisserman (2001) intro-
duce a method where this requirement is removed, at the cost of reducing the class of scenes
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for which the algorithm is applicable. Schaffalitzky and Zisserman note that for stationary
textures, it is not necessary to compute descriptors over the same regions in both images.
In fact, all that is required is that the regions contain the same texture, and that the affine
distortion is removed. The latter is accomplished in the same way as in (Baumberg, 2000),
i.e. by using the iterative procedure suggested by Lindeberg and Gårding (1997).

Schaffalitzky and Zisserman use a texture segmentation algorithm to find many small
regions. After applying the iterative rectification algorithm to those regions, rotationally
invariant descriptors are computed. The descriptors are then used to find putative region
matches. Given these region matches, interest point correspondences are established within
the regions using cross correlation guided by the affine transformation which was found
during region rectification.

The success of this method relies on the fact that the images contain regions with
stationary texture. On the other hand, if too many regions contain the same texture, they
are not sufficiently discriminating, and the technique is likely to fail.

3.2 Matching lines

Line segments extracted from images have not been as popular for matching as points
have been. There are a few recent references, but most work in this area dates back to
the 1970’s and 1980’s. The earliest work was done in the context of line drawing inter-
pretation (Roberts, 1963; Guzman-Arenas, 1968; Huffman, 1971; Clowes, 1971; Waltz,
1972; Kanade, 1981). The task was to group line segments belonging to the same object,
and to infer the 3D properties and position of that object from the projections of the lines.
Most work on line segments cannot be easily categorised with respect to invariance, sim-
ply because the authors generally have not investigated it. Instead, we will present a few
approaches in chronological order.

Roberts

Roberts (1963) designed a system capable of interpreting a line drawing and redrawing
the scene from any other viewpoint. He assumed that a scene could be described as a
composition of a number of primitive polyhedra. Groups of line segments in the scene
were interpreted as transformed versions of the primitive polyhedra. The interpretation of
a group of segments as a specific polyhedron was based on the topological configuration
of the segments. The system used an iterative approach where the most likely primitive
polyhedron was found and removed after which the process was restarted.

Guzman-Arenas

Guzman-Arenas (1968) presented a similar system where the objective was to infer a de-
scription of the scene as a combination of polyhedral blocks. The system identified in-
stances of polyhedra based on the type of junctions that appeared in the image. L-junctions,
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T-junctions, and arrow-shaped junctions of three segments are examples of such configu-
rations.

Guzman-Arenas and Clowes

Both Huffman (1971) and Clowes (1971) extended the line-labelling based system of
Guzman-Arenas. They included more properties of the line segments in a junction. These
properties indicated whether the segment was at a concave or convex edge, or if it was
an occluding contour. When checking for the presence of a polyhedron in an image, they
could reject hypothesis where these extra properties were inconsistent for the segments.

Medioni and Nevatia

In the work of Medioni and Nevatia (1984), an iterative matching procedure is described.
In each iteration, a match between two segments is hypothesised. The match is selected
if it causes many of the other segments to match well. Segments are considered to match
well if they have a similar position and orientation. As the authors point out, this means
the method can only handle very small view changes between the images.

Gu et al.

Gu et al. (1987) presented a method which could tolerate more severe changes in camera
position and orientation. Each closed circuit, or polygon, of line segments in both images
was encoded to a unique string based on the shape of the circuit. The string encoded
the concavity or convexity of each vertex of the polygon. Polygons were then matched
according to the string values.

McIntosh and Mutch

McIntosh and Mutch (1988), contrary to other authors, did not consider the relative posi-
tions of groups of line segments. In their work, lines were matched based on parameters
such a similarity of length, orientation and contrast of lines. This approach will obviously
be quite sensitive to illumination changes and camera movement.

Horaud and Skordas

The problem of matching lines was reduced to a graph matching problem by Horaud and
Skordas (1989). The lines in each image form the node set of a graph. Edges in that graph
encode relations between line segments, such as whether two line segments are collinear,
belong to the same junction or whether one segment is to the left or right of another one. A
third graph, the association graph, is then constructed with the aid of the other two graphs.
Each node in the association graph represents the correspondence of two line segments,
and nodes are connected by edges if the correspondences are mutually compatible. The
matching problem is then solved by finding the maximal clique in the graph. As the authors
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point out, max-clique is an NP-complete problem (Papadimitriou, 1994), which means that
heuristic algorithms have to be used.

Tsai

Although not really in the context of matching, but object recognition, Tsai (1994; 1996)
used the idea of geometric hashing (Lamdan and Wolfson, 1988) for recognising instances
of certain line models in an image. Given a model, i.e. an image with line segments, all
possible triplets of lines are selected. Each of those triplets constitutes an affine basis. For
each triplet, it is possible to compute an affine invariant value from any fourth line. The
triplets are stored in a hash table indexed by the invariant value. Given a query image,
recognition is thus performed by forming triplets, computing invariants, and searching the
hash table for model triplets having the same invariant value. Voting is then used to find
likely correspondences between triplets of line segments. In principle, the approach could
be used for 2D projective transformations, by choosing four lines for the basis instead of
three, but since the computational complexity is quite high even for the affine case, this
was not tested by Tsai.

Gros et al.

Quite simple invariants for line matching were used by Gros et al. (1998). In their work,
length ratios and angles between line segments were used for finding correspondences. It
was assumed that the transformation between two images could be modelled with either a
similarity or an affine transformation. In the former case, angles were used as invariants
and in the latter length ratios. The obvious limitation of these techniques is the restrictive,
and frequently unrealistic assumption concerning the image to image transformation; the
examples shown are of a very short baseline. Furthermore, the invariants used are not very
discriminative at all.

Schmid and Zisserman and Baillard et al.

Schmid and Zisserman (1997) presented a matching strategy based on correlation of the
neighbourhood around a line segment. The epipolar geometry between the two images is
assumed to be known and provides a point-to-point correspondence between potential line
matches. Using this correspondence, a cross-correlation matching score of the intensity
neighbourhoods of the lines is used to find good matches. The epipolar geometry and
the lines are used to find the pointwise correspondence between textured neighbourhoods
of lines in different images. However, the requirement that the epipolar geometry needs
to be known limits the usefulness of the method. Also, the use of cross correlation in
the neighbourhoods of lines will suffer from the problem that there will often be a depth
discontinuity on one side of the line. However, the main application of the algorithm
in (Schmid and Zisserman, 1997) and (Baillard et al., 1999) seems to be aerial imagery,
where this is not as much a problem as in other types of images. The authors also employ
the trifocal tensor as a tool for line matching. Given three images and a hypothesised
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correspondence of three lines, one in each image, the trifocal tensor can be used to verify
or reject the match. However, once again, the assumption that inter-view relations are
known is a severe restriction.

3.3 Summary

The conclusion of this review is that wide baseline matching is an unsolved and difficult
problem. This is particularly true for the case of line matching. However, point match-
ing also requires more research; results on affine invariance have started to appear quite
recently. This motivates a search for new matching algorithms, which is the topic of this
thesis.
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Using linear structure

Man-made environments contain many linear structures. Houses, furniture, outdoor and
indoor environments in general contain a large number of planar surfaces. These surfaces
often intersect each other to form line segments. Can those lines be used to find corre-
sponding points between images? This is a question we have tried to answer in the work
presented in this chapter.

The reason why corresponding points are needed is that one cannot in general (without
making assumptions on scene constraints) derive relative camera information from corre-
sponding lines in two views of 3D scenes. Given a set (of any size) of corresponding lines
in two views, it is always possible to find a set of 3D lines which project to the image
lines (Hartley and Zisserman, 2000). Hence, the corresponding lines do not constrain the
camera positions in any way. If three views are used, however, such geometric constraints
arise for lines. The drawback of using three views is that there is a combinatorial explosion
of putative matches; correspondences have to established across all three views. This is the
reason why we have restricted ourselves to considering only two views.

Images reduced to line segments have previously been studied in several other contexts,
such as line drawing interpretation and model-based object recognition. In line drawing
interpretation, the goal is to find a high-level description of a scene by grouping lines in
one image belonging to the same object. In model based object recognition, 3D CAD
models of objects are given, and the goal is to find instances of these objects in an image,
regardless of the viewpoint.

We would like to match pairs of images, and a 3D model of the scene will generally not
be available a priori. Also, we have no desire to gain a higher understanding of the scene,
the task is simply to find matching points. This can be done indirectly by first matching
line segments and then intersecting segments belonging to the same plane in space to find
matching points.

Geometrically, a single line segment in one image could, in the absence of additional
information, match any line segment in the other image. One way to match line segments
between images would be to use the texture in the neighbourhood of the segments. The
problem with this approach is that line segments often lie at the boundary of objects, which

33



34 Chapter 4. Using linear structure

means that the texture on one side of the line might change significantly if the viewpoint
is changed. Another practical problem is that in some environments where line segments
are clearly visible, there is not sufficient texture. For instance, in indoor environments line
segments appear at the borders of doors, floors, windows and walls. There usually is not
much texture in those places1.

If the texture cannot be used, one option is to use the properties of the line segments
themselves. These properties are mainly length and orientation. However, due to noise,
the length of a line segment cannot be reliably detected from an image, and the orientation
should not be used to match segments, since it can change if the camera moves.

We are thus forced to consider the option of using several line segments. Suppose we
choose a few line segments in one image and somehow encode the relative positions and
orientations of those segments. Can this encoding be used for matching the group of line
segments to another such group in the other image? The answer to that question is yes, but
only if there are a limited number of similar line segment groups in the other image, and if
the encoding we choose is invariant with respect to viewpoint changes.

This idea was explored in early computer vision in the context of line drawing in-
terpretation. Junctions of line segments were labelled as for instance T-junctions or L-
junctions (Roberts, 1963; Guzman-Arenas, 1968; Huffman, 1971; Clowes, 1971; Waltz,
1972; Kanade, 1981). From this labelling, 3D properties of the viewed object could be
inferred. These junctions are simple examples of groups of line segments, and the label
“T” or “L” serves as an encoding of the relative positions of the line segments.

To use this basic idea for matching, we need a richer description to avoid matching
ambiguities as well as a formal characterisation of the viewpoint invariance properties. One
such characterisation can be found in (Carlsson, 1996), where the combinatorial structure
of groups of points as well as line segments is investigated. The combinatorial structure
is a description capturing the relative positions of geometric primitives such as points and
lines. Carlsson shows that a group of line segments can be represented by the order and
incidence properties of the endpoints of the segments. A point can be on either of the two
sides of a segment or it can be collinear with it. A group of line segments can thus be
described by these properties, where all combinations of a line segment and an endpoint of
another segment are considered.

4.1 The combinatorial structure of line segment pairs

To illustrate the idea, we will first consider pairs of line segments. A point on one of the
segments can be on either sides of, or collinear with, the other segment (figure 4.1).

Given three points, p1, p2 and p3, we may use two of them to define a line. In homoge-
neous coordinates the line joining two points is the cross product of the points: l = p1�p2.
The condition that the third point is on the line is then formulated as p3>l = 0. Since the
expression p3

>(p1 � p2) is equal to the determinant of the 3 � 3 matrix formed by the
homogeneous coordinates p1, p2 and p3 of the points, we may express collinearity of

1Unless the rooms have wallpaper from the 1970’s.



4.1. The combinatorial structure of line segment pairs 35

p0

p+

p�

Figure 4.1. A point may be collinear with, or on either side of a line segment.

Figure 4.2. Example showing different line pair combinations. Lines do not necessarily have to
be perpendicular to each other.

three image points as jp1;p2;p3j = 0, where j::j denotes the determinant. The sign of the
determinant jp1;p2;p3j indicates on which side of the line joining p1 and p2 the point p3
is. The homogeneous coordinates must then be normalised so that the third component is
one.

Now, given a pair of lines, the idea is to encode this information into a unique index
which characterises the lines. Figure 4.2 shows examples of some line pairs with qualita-
tively different incidence structure of the endpoints of the segments. These should all have
different indices. Given two line segments a and b with endpoints a1; a2;b1;b2, we can
accomplish this by forming four different determinants of three points:

(ja1; a2;b1j; ja1; a2;b2j; jb1;b2; a1j; jb1;b2; a2j): (4.1)

By taking the sign of each determinant, we get an index vector (x1; x2; x3; x4) where
x1; : : : ; x4 2 f�1; 0;+1g. This vector represents a unique index for the specific geometric
structure of the two segments. To be able to store line segment pairs efficiently according
to their index vector, an integer index can be formed from the vector by treating it as an
integer of base 3:

index = (x1 + 1) � 27 + (x2 + 1) � 9 + (x3 + 1) � 3 + (x4 + 1): (4.2)

This gives us an integer in the range [0; 81], which contains all the information needed
to represent the particular structure of the line pair. However, the usefulness of the index
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(a) View 1 (b) View 2

(c) View 3 - incidence (d) View 4

Figure 4.3. If lines are drawn to connect the endpoints of two 3D lines, a tetrahedron is formed.
The combinatorial index of a line pair is changed whenever the camera crosses one of the planes
of the tetrahedron. The figures illustrates this: imagine that you are the camera. As you move
downwards, the upper plane of the tetrahedron gradually disappears. The combinatorial index
changes between the second and the third image, as well as between the third and the fourth
image.

depends on its invariance properties with respect to viewpoint changes. These properties
can be illustrated by a simple graphical construction as we shall see next.

The invariance properties of the index are determined by the tetrahedron formed by
joining the endpoints of the two segments. The index changes whenever the camera moves
from one side of a tetrahedron plane to another (figure 4.3). The reason for this is that
when the camera crosses a tetrahedron plane in 3D, one of the points moves from one
side of a line to another in the 2D image. If the two line segments are coplanar in 3D,
the tetrahedron is degenerate, and is defined by only one plane, providing a very large
viewpoint invariance. Therefore, it should be advantageous to choose line pairs which are
likely to be coplanar.

Similarly, a point which is collinear with a line in 3D provides large viewpoint invari-
ance, since collinearity is always preserved by projective transformations. Also, given that
a line and point collinearity is observed in the image, it is much more likely that it is due
to a collinearity in 3D, than to accidental alignment in the image. Using line pairs where a
collinearity is present should therefore also be advantageous, but some threshold for when
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Figure 4.4. The 25 line segment pairs shown in this figure are the ones which are unique if the
permutations of the lines and their endpoints are considered. The image has been taken from
(Carlsson, 1996).

three points are considered as collinear should be imposed.
The visualisation in figure 4.3 and the use of combinatorial indices encoding the view

of the line segments is similar to the aspect graph, which was introduced by Koenderink and
von Doorn (1976; 1979). The purpose of the aspect graph is to encode all the qualitatively
different views of an object. In (Gigus and Malik, 1988), it is shown how to compute the
aspect graph for line drawings of polyhedral objects. However, we do not strive to encode
the entire aspect graph of an object, since only pairs and triplets of lines are used in our
work.

In practice, not all of the 81 indices of a line pair are unique, since the line segments, as
well as their endpoints, can be permuted. In fact, if the possible permutations of points and
lines are considered, only 25 pairs are unique (figure 4.4). Furthermore, if no constraint is
put on the allowable camera movement, even fewer line pairs can be used for matching.
For instance, if we do not have any a priori ordering of the line segments, all the line pairs
in figure 4.5 are structurally equivalent, despite the fact that their computed indices might
be different, depending on the order in which lines and points were chosen.
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Figure 4.5. Example showing line pairs which cannot be distinguished if no ordering of the line
pairs is introduced.

However, if we assume that the environment and the camera movement between frames
are both constrained in some suitable way, then the structures of all the top four line pairs
in figure 4.5 are unique and can be used for matching. For instance, in many environments,
line segments can be divided into two classes, vertical and non-vertical. Suppose we always
choose line pairs with one vertical and one non-vertical segment. The endpoints of the
vertical segment can then be ordered from bottom to top, and the endpoints of the non-
vertical segment can be ordered from left to right. However, this requires that we constrain
the camera motion in two ways. It may not rotate around the optical axis and it can not be
allowed to tilt too much, in order to ensure that line segments which are vertical in 3D stay
vertical or almost vertical in the image.

In the experimental evaluation given here, we will assume that the above mentioned
limitations on camera motion hold, i.e. we choose a greater discriminative ability instead
of a higher degree of viewpoint invariance. With this limitation, we have at our disposal 25
geometrically unique line pair structures. Ideally one would like to avoid these restrictions,
but without them, matching would be quite difficult considering the limited amount of
information contained in line segment groups.

4.2 Handling fragmented lines

Due to noise, lines might not always be correctly detected. The line parameters of a line
segment can usually be obtained robustly, but the endpoints, which are important for our
algorithm, are more difficult to estimate accurately. Specifically, a line may be broken into
two or more lines, or parts of a line may not be detected at all. If the line was correctly
detected in one image but incorrectly in the other, line pairs involving that line would po-
tentially give rise to different combinatorial indices in the two images and would therefore
not match correctly. To cope with this problem, we assign multiple indices based on the
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l1

l2

d1

d2

w2 = min(d2=l2; 1)

wa wb wc wd

w1 = min(d1=l1; 1)

wa = w1w2

wb = (1� w1)(1� w2)

wc = (1� w1)w2

wd = w1(1� w2)

wa + wb + wc + wd = 1

Figure 4.6. Due to fragmentation of lines, a pair of lines may be incorrectly interpreted. This
problem is handled by assigning multiple indices with different weights wa, wb, wc and wd.

distance to the intersection point. In figure 4.6, the detected line pair might in reality cor-
respond to any of four different line pairs. In this case, all four line pairs are used, but with
different weights. The weights (shown in figure 4.6) are computed so that they sum to 1.
The reasoning behind the method of computing the weights is that if the distance from the
endpoint of a line to the intersection point is larger than the length of the line, then it is
unlikely that we are dealing with a broken line, but if the distance is shorter there is an
increasing probability that the two lines should actually be connected to form a junction.

4.3 Using triplets of line segments

In much the same way as for line pairs, triplets of lines can be considered. The difference is
that we get a much larger number of possible structures of segments and a less ambiguous
matching. On the other hand, the more line segments we choose, the greater the risk
that one of the segments was not detected in the other image. There is also the issue of
invariance. If only two line segments are considered, the combinatorial index changes
when the camera position crosses one of the four planes of a tetrahedron, but for three
segments, we may form three different tetrahedra, with a total of twelve planes. If the
camera position crosses any of those twelve planes, the combinatorial index for the triplet
of lines changes. This could greatly reduce the viewpoint invariance, but if some or all three
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(a) View 1 (b) View 2

(c) View 3 (d) View 4

Figure 4.7. The three thick lines can be used to compute an index. The index changes when
the endpoint of a line segment crosses any of the extended lines defined by the other two line
segments. These extended lines are shown dash-dotted in the images. In the example shown here,
the index remains unchanged as the camera moves through the different viewpoints.

of the possible line pairs in a triplet are coplanar, the invariance properties improve. An
example of a line triplet and its invariance properties is shown in fig 4.7. A simple strategy
for selecting triplets which are likely to be pairwise coplanar, is to select them such that
the endpoints of the segments taken pairwise are close to the common intersection point.

The easiest way to implement a line triplet matching algorithm is to make use of the
line pairs discussed in section 4.1. Triplets can be formed by combining all line pairs
having exactly one line segment in common. A unique combinatorial index for the line
triplet is computed from the indices of the two line pairs:

tripletIndex = pairIndex1 � 81
3 + pairIndex2 � 81

2 + pairIndex3 + f0; 1g: (4.3)

The 1 in the final term is added depending on whether the line pairs had a mostly horizontal
or a mostly vertical segment in common. The index represented by pairIndex3 encodes
the relative positions of the two segments which the pairs did not have in common. Again,
this assumes that the constraints mentioned above on camera motion hold.
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4.4 Association of line segments between images

The procedure for finding corresponding lines is described for the case of line pairs, but
the case for triplets is similar.

A voting technique is employed to gather the evidence of correspondences (Bräutigam,
1998). To be able to find corresponding line segments, we first compute the combinatorial
indices for line segment pairs in the first image. For each pair of line segments in the first
image, we store the pair in an index table I(index; pair). For each index, the table will
contain all the line pairs in the first image having that particular index.

This process is repeated for the second view, except that no table is built. For each line
pair (la; lb), we check the index table of the first view for line pairs (la1 ; l

b
1) : : : (l

a
n; l

b
n) with

the same index. For each of those pairs, we put votes in a matrix A(li; lj) associating line
segments in the first view with line segments in the second view,

A(lai ; l
a) = A(lai ; l

a) + (wi + w)=n

A(lbi ; l
b) = A(lbi ; l

b) + (wi + w)=n

i 2 1 : : : n (4.4)

wherew andwi are the weights associated with the line pairs in the first and second images.
The vote value is divided by the number of matching line pairs, to avoid introducing a bias
in the association matrix.

After the voting procedure, the association matrix entry A(i; j) indicates how strongly
line segment i in the first image has been associated with line segment j in the second
image. If the combinatorial indices used in the association algorithm are discriminative
enough, a line will be associated more strongly with its corresponding segment in the other
image, than with other segments.

The algorithm for line triplets is essentially equivalent, except that three votes are cast
in the association matrix for each triplet.

4.5 Extracting a set of possible line matches

A set of possible line matches now has to be selected from the association matrix. This
problem has been studied in the context of network and graph theory and is known as the
matching or assignment problem (Cormen et al., 1992). The association matrix can be
viewed as a weighted bipartite graph (figure 4.8), where the rows and columns correspond
to nodes of the graph and the entries in the matrix correspond to edges of the graph. A
matching in a bipartite graph is a subset of edges such that no two edges have a node in
common. This is precisely the problem we wish to solve.

The simplest method is the greedy one: First, the row and column of the maximum
entry in the matrix is found, and the two lines corresponding to that row and column are
marked as a potential match. Next, both the row and the column of the maximum entry are
deleted. The process is then repeated by again finding the maximum entry, and so on until
the matrix runs out of either columns or rows.
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Figure 4.8. An association matrix defines a bipartite weighted graph. (Not all edges of the graph
are shown.)

There are other more sophisticated methods (Kuhn, 1955; Edmonds and Karp, 1972;
Fredman and Tarjan, 1987) which maximise the sum of the edge weights of the matches.
Although this usually gave somewhat better results, in our experience it is much more
important to have a good association matrix to start with than using a more advanced
graph matching algorithm. In our implementation, we used a maximum weight matching
algorithm from the LEDA software package (LEDA, 2000).

The end result of the graph matching process is a list of potential line matches with
associated confidences, the latter being the association matrix value A(i; j) for the two
lines of a potential match. If point matches are needed for an application, these can be
found as intersections of pairs of corresponding lines. However, a point found in that way,
will only be valid if the two lines are coplanar in 3D. To increase the likelihood that the
two lines are coplanar, we only select pairs of lines such that the endpoints of both lines
are less than a small threshold distance from the intersection point.

Alternatively, one might try to use the lines directly for estimation of 3D structure. This
can be achieved by assuming that sets of four or more lines are coplanar in 3D. If this is
the case, there is a homography relating the projections of the lines in the two images, and
RANSAC may be used to estimate that homography.

4.6 Experiments

In this evaluation of the matching algorithm, several experiments were performed to inves-
tigate the performance of the algorithm with respect to viewpoint changes and parameter
settings.

Edge detection was performed using the Canny-Deriche (section 2.8.1) edge detec-
tor. Edges were linked into chains according to 8-connectivity of edge pixels. These
edge chains were then scanned for straight line segments using the method of Lowe (sec-
tion 2.8.2). The algorithms using line pairs (section 4.1) and triplets (section 4.3) were
then run on several image pairs.
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The images and lines which were used in the evaluation are shown at the end of this
chapter in figures 4.11(p48), 4.12(p49) and 4.13(p50). Figure 4.13 consists of several
image pairs. These pairs were chosen to demonstrate the viewpoint invariance properties
of the algorithm. The line segments which were extracted from the images are shown in
figures 4.11(p48), 4.12(p49) and 4.14(p51). All images were of resolution 768� 576.

Two parameters were varied in the experiments. The first is the scale at which edges
were detected. Two different scales were used, one fine and one coarse scale. The dif-
ference was set so that at the fine scale roughly 50% more lines were detected than at the
coarse scale.

In the actual matching algorithm, the main parameter to vary is the one which controls
how far away line segments can be from each other to form a pair or a triplet. Two line
segments are only considered as a pair if the distance from the closest endpoint of each
segment to the common intersection point is below a threshold. Three different settings of
this threshold were tested: 25, 75 and 125 pixels.

The performance was measured manually by inspecting the top 50 and the top 25
matches (having the top 50 and top 25 association matrix entries among the matched set).
A match was deemed correct if the two lines corresponded to the same 3D line and if the
overlap was more than half of the length of one of the segments.

4.6.1 The results

The results of the experiments using line triplets are summarised in table 4.1. Concerning
these results, if one studies the first two rows of table 4.1, corresponding to the image pairs
in figures 4.11(p48) and 4.12(p49), it appears that there is a performance gain in allowing
lines at 75 pixels distance or more to form triplets. The reason for this could be that the
line combinations which are formed when the threshold is 25 pixels are simply too few;
the association matrix is sparsely populated. It could also be the case that a larger distance
allows ambiguities to be resolved more efficiently, as the number of segments constraining
the position of a particular segment rises when the distance threshold is increased.

As for the significance of the edge detection scale, again referring to table 4.1, there
is a slight increase in performance when more segments are detected. This result seems
somewhat counterintuitive, since one might believe that a greater number of line segments
would increase the noise in the association matrix and thus ruin the matching, but this does
not seem to be the case. The slight performance gain shown in table 4.1 could be due to the
fact that the position of a line segment is encoded more accurately if there are more lines
in the neighbourhood of the line segment.

A second aspect of the experiments was to investigate the viewpoint invariance prop-
erties of the algorithm. Rows 3–5 of table 4.1 summarise the results of matching the top
image in figure 4.13(p50) to the other three images. Two scales and three distance thresh-
olds were used as before. The line segments which were detected in the images are shown
in figure 4.14(p51).

The results show that the number of correctly matched line segments degrade succes-
sively from about 80% for the first image pair, to about 40% in the last image pair. Since
the camera position has not crossed any of the two visible planes of the house, the reason
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Table 4.1. Results of line triplet based matching. The table shows the number of correct corre-
spondences among the top 25 and top 50.

Image pair Max distance! 25 75 125
Canny “scale”! Fine Coarse Fine Coarse Fine Coarse

House 1
(fig. 4.11)

Correct of top 25: 11 13 21 12 18 14
50: 14 19 36 23 32 25

House 2
(fig. 4.12)

Correct of top 25: 3 5 15 14 13 15
50: 6 8 26 21 21 22

House 3
(fig. 4.13) 1 & 2

Correct of top 25: 20 21 23 22 24 23
50: 35 37 46 41 43 43

House 3
(fig. 4.13) 1 & 3

Correct of top 25: 15 14 18 14 20 20
50: 26 23 28 23 37 32

House 3
(fig. 4.13) 1 & 4

Correct of top 25: 6 3 13 6 11 7
50: 8 9 23 9 28 20

House 3 (fig.4.13) Correct of top 25: 9 13 22
view 1-4, manual
line extraction 50: 17 30 40

for this degradation should not be related to the view invariance of line segment combina-
tions. Rather, it is due to lines not being detected in both images. The line detection may
fail in several ways: some lines in one image might go undetected in the other image, a line
might be broken in one image but complete in the other, or the endpoints of a line might
have moved considerably from image to image.

To see if this was indeed the reason for the performance loss, a manual extraction of
line segments was done for the first and last image of figure 4.13(p50), after which the
algorithm was run on those lines. These lines, shown in figure 4.15(p52), represent an
almost perfect extraction of the significant line segments. The results of this experiment
are shown in the last row of table 4.1. When the distance threshold was set to 125 pixels,
80% of the top 50 matches were correct. Thus the description of line segment combinations
is indeed to a large degree view invariant, but the results are destroyed by imperfect and
noisy line detection.

Finally, tests were conducted using line pairs in the matching algorithm. These ex-
periments were only performed with the distance threshold set to 75 pixels. We wanted
to investigate if the extra complexity introduced by considering triplets of lines was ben-
eficial. As table 4.2 shows, this is clearly the case. Even in the last row, where manual
extraction of lines was used, the number of matches are far less than in the case of triplets.

4.7 Geometry estimation from lines

In most cases, any matching algorithm will produce some false matches, and a means of
identifying those is necessary. Typically, this is done by making use of available geometric
constraints, such as the epipolar constraint, combined with a robust estimation method such
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Table 4.2. Results of line pair based matching. The table shows the number of correct correspon-
dences among the top 25 and top 50. In comparison with table 4.1, we see that the results here
are much worse, even in the case of manual line extraction.

Image pair Max distance! 75
Canny “scale”! Fine Coarse

House 1
(fig. 4.11)

Correct of top 25: 11 7
50: 18 13

House 2
(fig. 4.12)

Correct of top 25: 7 5
50: 12 10

House 3
(fig. 4.13) 1 & 2

Correct of top 25: 23 17
50: 30 27

House 3
(fig. 4.13) 1 & 3

Correct of top 25: 7 10
50: 12 16

House 3
(fig. 4.13) 1 & 4

Correct of top 25: 5 5
50: 5 9

House 3 (fig. 4.13) view 1-4 Correct of top 25: 9
manual line extraction 50: 20

as RANSAC. With this method, 3D structure computation and rejection of false matches are
done simultaneously.

As was discussed in the introduction to this chapter, there are in general no geometric
image constraints available for corresponding lines in two views. For instance, given a
point in one image, the epipolar geometry tells us that the position of the point in the other
image is constrained to a line – the epipolar line. In contrast, given a line on one image,
the projection of the same 3D line in the other image is not constrained at all. However, if
we make certain assumptions about the scene, geometric constraints do arise.

Zhang (1995) assumed that the line segments which were detected in the images had a
common overlap on the corresponding 3D line, and devised an algorithm which computed
the epipolar geometry by maximising this overlap. In our work we have adopted another
technique. For instance, if we assume that lines which are close to each other are coplanar,
we may intersect lines to form points. These points could potentially be used to compute
the epipolar geometry between the views. Not all lines may be coplanar if this is to work.

Another approach, which is reasonable when dealing with images of buildings, is to
assume that the scene contains a few dominant planes, on which most of the lines lie. With
this assumption, we may search for these planes by computing the homography which
maps the image of a plane between the views. The homography can be computed using four
or more pairs of corresponding coplanar lines. When one homography has been found, the
line matches corresponding to that homography can be removed, and a new homography
can be searched for. If two homographies, corresponding to two scene planes, can be
found, the epipolar geometry can be computed.

We tested these approaches on images from figure 4.13. The line matches were es-
tablished using the triplet algorithm, using the finer edge detection scale and a distance
threshold of 125 pixels. RANSAC was then run either with fundamental matrix compu-
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(a) (b)

(c) (d)

Figure 4.9. Line segments matched by fitting two homographies. (a) and (b) show the lines
consistent with one homography, (c) and (d) show lines consistent with the other homography.

tation based on seven point correspondences, or with homography computation based on
four line correspondences.

4.7.1 Homographies

When estimating homographies, we used the linear method presented in section 2.5, and
two first two images of figure 4.13. We first used RANSAC to find one homography, and
then deleted the final matches as well as any matches which were in the convex hull of
those. Then RANSAC was run again to find a second homography. Hopefully, the other
plane of the house would now be found. The results of this was that about 50 matches were
found as inliers to the first homography, corresponding to the left side of the house, while
only 10 matches were found on the right side. The reason for this is that the right side is
not very clearly visible in the first image. The matched lines on the two planes are shown
in figure 4.9.

The main problem with the homography estimation was that it was quite sensitive to
the thresholds used for RANSAC . A line correspondence was considered as an inlier if the
distance between the lines when warped by the homography was below some threshold.
We measured the angle between the lines and the difference of perpendicular distances to
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Figure 4.10. Point correspondences found by intersecting lines and eliminating outliers using
RANSAC . The epipolar lines which are shown correspond to the points marked with larger
circles. The matches are largely correct, but the topmost epipolar line is incorrect. There are no
matching points on the roof, which would explain why the epipolar geometry is inaccurate there.

the origin. If these parameters were set too tight, very few matches were found, but if
they were set slightly higher, matches for a single homography were found on both planes.
For instance, a few of the matches on the right side of the house are completely wrong, as
figure 4.9 shows. However, such false matches could potentially be removed by measuring
the distance between line segments instead of the distance between the line parameters of
the segments. However, as Hayman (2000) noted, there is no natural way of defining the
distance between two line segments.

4.7.2 Fundamental matrix
Estimation of the epipolar geometry from points only requires RANSAC to be run once.
Points are found by intersecting pairs of corresponding lines. To avoid intersecting lines
which are not coplanar in 3D, we only use line pairs with a small distance from the in-
tersection point to the endpoints of the line segments. The experiment in this section was
performed on the second and fourth images of figure 4.13. The result of this is the point
correspondences and the epipolar geometry shown in figure 4.10. There were 120 points
consistent with the epipolar geometry. The average residual after non-linear minimisation
(Zhang, 1998b) was 0.45. The epipolar geometry is not perfect, as the topmost epipolar
line shows.

4.8 Summary
This chapter has dealt with the topic of line segment matching between two views. We
presented a novel method based on representing the relative positions of pairs or triplets
of line segments in a view invariant manner. An experiment with manual extraction of
line segments showed that the algorithm can tolerate quite a large change of viewpoint.
However, for automatic line extraction, the results degraded due to noisy line detection.
The limitation is thus the performance of the edge detector and the line finding algorithm.
The improvement of these stages remains an active area of research in the computer vision
community.
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(a) Image pair

(b) Lines at a fine scale. 247 lines in the left and 252 lines in the right image were found.

(c) Lines at a coarse scale. 142 lines in the left and 158 lines in the right image were
found.

Figure 4.11. Images and lines used in the matching experiment. The algorithm was run at two
different edge detection scales, to investigate its sensitivity to the number of lines.
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(a) Image pair

(b) Lines at a fine scale. 210 lines in the left and 213 lines in the right image were found.

(c) Lines at a coarse scale. 147 lines in the left and 144 lines in the right image were found

Figure 4.12. Images and lines used in the matching experiment. The algorithm was run at two
different edge detection scales, to investigate its sensitivity to the number of lines. The image are
used with permission from the VISICS group, K.U. Leuven.
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1)

2)

3)

4)

Figure 4.13. Viewpoint invariance experiment for line matching. The top image was matched to
the other three images.
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1)

2)

3)

4)

Figure 4.14. Lines used in the viewpoint variation experiment. On the left lines are detected at a
fine scale, on the right at a coarse scale. The left and right images contain about 300 and 200 line
segments respectively.
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Figure 4.15. Lines extracted manually from the first and the last image of figure 4.13.



Chapter 5

Moving platform servoing

In this chapter, we demonstrate how the line matching algorithm presented in the previous
chapter can be used in a simple visual servoing application.

Camera based navigation for autonomous vehicles can be performed by using multiple
images and building a complete 3D map of the environment which can be matched with
a stored model (Kosaka and Kak, 1992) in order to compute the position of the vehicle in
the world model system.

However, by measuring the position of only a few specific landmarks in the environ-
ment and recognising these, the problem of complete 3D reconstruction can be avoided.
This approach has been used for laser and sonar range sensors (Jensfelt, 2001; Wijk, 2001),
and also in visual navigation (Davidson, 1999). In this context, the idea of visual homing
has appeared. This implies that one tries to servo the vehicle to a specific position in the
environment based on matching image data with stored 3D models (Hong et al., 1992)
or multiple views (Basri and Rivlin, 1995). The idea of using complete views as ”land-
marks” has also been investigated (Basri et al., 1998; Dudek and Zhang, 1996; Matsumoto
et al., 1996; Andersen et al., 1997; Santos-Victor and Sandini, 1997). The environment is
then represented by a set of views captured from different reference positions. The navi-
gation problem is formulated as that of reaching the reference positions from an arbitrary
position. This can be achieved using visual homing, or servoing, based on the image from
the current position and that of the reference position. The problem of point to point navi-
gation, i.e. moving from a certain position to a pre-defined reference position, can then be
broken down into essentially two components:

� Finding the direction to the reference position

� Determining when the reference position has been reached

If the image from a certain viewpoint sufficiently overlaps the image from a certain refer-
ence position, the direction from this viewpoint to the reference position can be computed
from the epipolar geometry of this two-view system (figure 5.1).

53
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epipole
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    image
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 position
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Figure 5.1. Epipolar geometry: The epipole in the image of the current position gives the direc-
tion to the reference position.

We can find the epipole in the current image as the null-space of the fundamental
matrix. From knowledge of the internal parameters of the camera, we can then compute
the direction to the projection point of the camera of the reference image. The problem
of recognising specific landmarks for navigation is therefore replaced by the problem of
matching and computing the epipolar geometry of overlapping views. The basic idea of
using epipolar geometry for visual servoing was presented in (Basri et al., 1998) using
manual extraction of corresponding points. Here we will demonstrate the method for visual
servoing of a robot platform to a desired position using automatic feature extraction and
establishment of point correspondences.

5.1 Constrained geometry for indoor navigation

For specific common environments, for instance indoors, we can exploit the fact that a
navigation platform will be moving on a planar surface. This constrains the epipolar ge-
ometry of the current and reference cameras in the sense that translation in the vertical
direction is zero. We can also align the cameras to be parallel with the floor and only allow
rotations about the camera’s optical axis. For a calibrated camera, the epipole will then be
constrained to lie on a horizontal line passing through the principal point of the camera. By
constraining the current and reference cameras to have the same relative rotation we ob-
tain an even further simplification in the sense that the epipolar geometry is determined by
relative translational motion only. If the current and reference images are superposed, they
will then be related by an expansional flow field with centre at the epipole (figure 5.2). The
epipole can then be computed as the intersection of lines through corresponding points in
the current and reference image. If the internal camera parameters are known, the direction
of translation can be computed from the x-coordinate of the epipole.
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actual image point
reference image point

epipole

Figure 5.2. In the case of pure relative translation, the images of the actual camera position and
that of the reference position are related by an expansional flow field with centre at the epipole.

In a real world system, one cannot expect the reference and current image planes to be
parallel, but for simplicity we have chosen this case for our demonstration. Obviously, the
algorithm needs to be generalised in order to have wider practical use.

Corresponding points are here found with the aid of our line segment matching algo-
rithm presented in the previous chapter. For this, only line pairs were used. Corresponding
points were obtained by intersecting line segments.

5.2 Finding the desired direction

Since some of the line correspondences are incorrect, and consequently even more of the
point correspondences are erroneous, a voting procedure was used to find the correct head-
ing. Each pair of corresponding points give rise to an epipolar line and thus a desired
direction �. Each such direction is used to increase the vote value in a histogram of robot
headings H(�) (� 2 ��=2 : : : �=2). The vote value of a direction is the reliability value
associated with the point correspondence. Figure 5.3 shows how the histogram is formed
from a set of point matches. One way of selecting a robot heading is to select the largest
peak in the histogram. The voting scheme for finding the robot heading produces the cor-
rect results at most times. Occasionally, however, the scheme will fail and a false peak will
be selected if the global maximum is used. We have observed that when a false peak is se-
lected, the correct direction is most often still represented as a sharp peak in the histogram,
although not as high as the global maximum. Now, if the last step of the robot was in a
particular direction, we should expect that the new step is in roughly the same direction.
Consequently, we define a region of interest in the histogram and select the highest peak
in this region. At startup, the region is initialised to the range [��=2 + K;�=2 � K].
The small positive constant K is used to discard nearly horizontal epipolar lines, since
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(a) Reference image with matched points. (b) Current image with matched points.
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(d) Histogram of headings.

Figure 5.3. Example showing how a histogram of headings is formed from a set of corresponding
points in two images.

the uncertainty of their corresponding epipoles is too large to be useful with our method.
At each subsequent iteration, the region of interest is centred around the new heading and
then widened or narrowed, depending on whether the global maximum of the histogram
lies inside the region of interest or not.

5.3 Deciding when to stop

The epipole only gives us an indication of the direction to the goal. It does not provide any
information regarding the distance. To decide when to stop, we use a correlation scheme.
The gradient magnitude image of the current view is correlated with the gradient magnitude
image of the stored view. A sudden rise in correlation indicates that we are near the target
position. To detect this rise, we calculate, at each iteration, the standard deviation of the
correlation value over all previous iterations. When the correlation rises suddenly between
two consecutive views, we set the robot in a special state, where it waits for a drop in
correlation, and then stops.
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(a) The view of the robot at the first itera-
tion.

(b) The reference view.

Figure 5.4. Pictures from the desk experiment. The line segments used for navigation are super-
imposed on the images.

5.4 Experimental results

The algorithm was implemented on a Nomad200 robot, which was equipped with a CCD
camera and a framegrabber. The robot has holonomic steering, enabling it to translate in
any direction without changing its orientation.

To test the algorithm, we placed the robot in front of an object and allowed the robot
to take a picture of the object. Line segment pairs were then indexed and stored into an
index table. The gradient magnitude image from the Canny-Deriche edge detector was also
stored. The robot was then translated backwards from the goal a given distance and angle
before the algorithm was started. At each iteration, a histogram of robot headings was
formed, and the largest peak in the current region of interest was selected as the desired
heading �. At each iteration, the robot was translated approximately 2 cm in the new
direction. We reduced the step size to 1 cm when the rise in correlation was detected.

Here we present two tests of our algorithm on different objects. In the first test, the
objective of the robot was to move to a position in front of a desk. After having stored an
index table and a gradient magnitude image, the robot was translated backwards and to the
left about one meter at an angle of 25 degrees to the optical axis of the camera (figure 5.4).
In this test run, the robot stopped at the correct depth relative to the desk, but ended up about
1 cm to the left of its intended position. The path of the robot is shown in figure 5.5(a) and
the correlation at each step in figure 5.5(b). The histograms of robot headings for a few of
the iterations are shown in figure 5.6. Note that the logarithm of the vote values is plotted
(to be able to show all histograms at the same scale). These histogram indicate that the
correct direction can be found as long as the robot is at a certain minimum distance from
the target position. However, when the robot is close enough, the uncertainty of the location
of the epipole increases. This is because the point correspondences are so close that the
lines joining them are ill-conditioned. The reason for the success of the system, is that the
region of interest is usually very small when the robot is close to the goal, and even if it
starts to widen, the robot will go on in roughly the same direction the last centimetres, and
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each iteration.

Figure 5.5. Results of desk experiment.

that is enough to reach the correlation maximum. This suggests that another method should
be used for the final part of the visual docking procedure, for instance image based visual
servoing using correlation. In the second set of experiments, the robot was positioned in
front of a cabinet with glass doors (figure 5.7). It was translated backwards about 80 cm
at an angle of 25 degrees to the optical axis of the camera. In this case, the robot stopped
about 2 cm past its target position. Graphs of the path and the correlation measure are
shown in figure 5.8. An interesting observation about this example is that the robot turned
too much to the right in the beginning (figure 5.8(a)), thereby almost failing. The reason
for this is the repetitive structure of the cabinet and the shelves. As the robot only sees line
segments, there is an erroneous candidate solution half a cabinet’s width to the right of the
correct target position. However, when the robot got close enough, it started turning to the
left and chose the correct solution, as the direction histograms in figure 5.9 show.

5.5 Summary

Methods for visual servoing often assume perfect or near perfect point correspondences
between camera views. We have presented a method which does not require a very high
percentage of correct matches. Instead of relying on any single point correspondence, we
use a voting scheme to find the desired direction to the target position.

The method is potentially robust in a real indoor environment. However, when the
robot is close to the target position, the algorithm breaks down, due to a large uncertainty
in the epipole associated with a point correspondence. At close distances another method
should be used, for instance correlation. An obvious extension is to handle rotation of the
robot and to use the line triplet matching algorithm. Furthermore, it might be desirable to
use a method for multiple hypothesis, such as particle filtering (Isard and Blake, 1998a).
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Figure 5.6. Desk example: Polar plots of histograms showing the vote value for different direc-
tions. The correct direction is indicated by the thick line. The region of interest in the histogram
is indicated by two dashed lines. The distance to the goal is measured in millimetres.
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(a) The view of the robot at the first itera-
tion.

(b) The reference view.

Figure 5.7. Pictures from the cabinet example. The line segments used for navigation are super-
imposed on the images.

0 200 400 600 800 1000 1200 1400 1600

−500

−400

−300

−200

−100

0

100

200

300

400

z−position (mm)

x−
po

si
tio

n 
(m

m
)

Cabinet
Start

Stop

(a) The path of the robot.

0 5 10 15 20 25 30 35 40 45
10

20

30

40

50

60

70

80

90

Iteration #

C
or

re
la

tio
n 

co
ef

f.

(b) The correlation between the reference
and current gradient magnitude images at
each iteration.

Figure 5.8. Cabinet example.
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Figure 5.9. Cabinet example: Polar plots of histograms showing vote value for different direc-
tions. The correct direction is indicated by the thick line. The region of interest in the histogram
is indicated by two dashed lines. The distance to the goal is measured in millimetres.
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Chapter 6

Using global and local texture

The previous two chapters have dealt with matching and visual servoing using line seg-
ments. However, many scenes contain few salient line segments and are thus not suitable
for a line matching algorithm. In these situations, point matching may be a better approach.
In this chapter, we shall introduce a novel method for establishing point correspondences
between two images.

As was discussed in section 3.1, most point matching techniques start out with the
detection of interest points, typically using the corner detector of Harris and Stephens
(1988). The purpose of this is to reduce the amount of data which has to be processed by
the algorithm. If every single image point has to be considered, the processing time would
be unreasonably large. Crucial to this step is that the same points can be reliably detected
in all the images which are to be matched. An investigation of reliability and repeatability
of several corner detectors can be found in (Schmid et al., 1998). The outcome of this
survey was that the corner detector of Harris and Stephens outperformed the others.

Given that the problem has been reduced to matching a set of interest points (or corner
points), the next step is to find a way to compare points across images. This is performed
using the image texture in the neighbourhood of each point. Since the images may have
been taken from substantially different viewpoints, accomplishing this step is non-trivial.
Simply implementing cross correlation of corner neighbourhoods, as in stereo matching
algorithms, will not work in the wide baseline case. These algorithms based on cross
correlation assume that the only transformation which affects the image is translation in the
image plane. If the camera movement between two images is small, this is approximately
true, but for larger camera movements, it is not. One then has to consider more general
classes of transformations. For instance, under general camera movement, the images of
planar surfaces are related by 2D projective transformations. Such a transformation may
distort the texture in an image to such a degree that cross correlation will be useless.

Existing approaches (section 3.1) have therefore concentrated on finding compact de-
scriptions of corner neighbourhoods, which are invariant to the deformations which occur
between images when the camera moves. These descriptions are often in the form of a low
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64 Chapter 6. Using global and local texture

dimensional feature vector, which serves as both an invariant and compact description of
the region. Points can then be matched based on these feature vectors.

Unfortunately, it is impossible to find a description which is invariant to every camera
movement, since the shape of the surface of the viewed object is not generally known.
Therefore, it is usually assumed that the surface is locally planar, which is a reasonable
assumption in many cases, unless the point of interest is located on a depth discontinuity,
or on an apparent contour. Even with the assumption of locally planar surfaces, invari-
ance to general camera motion is extremely difficult to achieve, and most approaches have
therefore settled for invariance to affine transformations (or less) of the viewed surface
patch.

Sadly, even affine invariant descriptions are hard to compute. Although there are sev-
eral types of affine invariant features available for use, for instance differential invariants or
moment invariants, they all depend on the fact that the feature values are computed over the
same region in both images. Since this information must be available before any matching
can take place, these regions have to be found in both images independently of each other.

Recently, efforts have been made to accomplish this (Tuytelaars et al., 1999; Baum-
berg, 2000), resulting in quite sophisticated and computationally expensive algorithms. In
addition to the time complexity aspects, these approaches cannot guarantee that the same
regions will be found in both images. The solution to this problem has been to select a
number of potential regions for each corner point and compute feature values for all those
regions.

6.1 Point pair algorithm

We propose an algorithm which uses affine invariant features, but unlike other methods
(Tuytelaars et al., 1999; Baumberg, 2000), eliminates the search for regions over which to
compute invariant values. It introduces a higher computational complexity, since we look
at pairs of points, but that complexity is partly reduced by the fact that invariants are only
computed for the image information on a line between two interest points, instead of on a
surface patch.

The key idea of the proposed algorithm is illustrated in figure 6.1, which shows the
image intensity profiles between pairs of points in two images. These two intensity profiles
are related by a scale change (a 1D affine transformation), provided that the two images of
the line between the points actually correspond to a line on the surface of the object and
that the images of this line are related by an affine transformation. The latter is not always
true, but for many camera movements, it is a good approximation.

If these conditions are met, corner points can be matched based on the information
contained in the intensity profiles. The positions of the corner points automatically provide
the region over which the computations should be done, and if the same corner points can
be detected in both images, we have a means of finding the same regions in both images
independently of each other.

An obvious way to proceed would be to use cross correlation of intensity profiles,
taking into account the scale change between each profile pair. If two profiles have a high
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Figure 6.1. The same intensity profile extracted from two different images. Under certain cir-
cumstances, profiles of this type are related by a scale change.

correlation score, their respective endpoints are likely to correspond. Although this would
certainly work, the computational requirements of such a method are enormous. Typically,
500 corners are extracted from each image. If, for each corner, the intensity profiles of
the 200 closest corners are extracted, we end up with 105 profiles. If the profiles are all
rescaled to have the same length, say a 100 pixels, cross correlation of all profiles would
require in the order of 105105100 = 1012 floating-point operations. As a comparison, the
IBM SP computer, with over 300 processors, available at the centre for parallel computers
at KTH has a peak performance in the order of 1011 floating-point operations per second.
Since this computing power is not going to reach desktop computers in a few years time,
we have to find a faster way of doing the matching than cross correlation.

The approach which has been taken in this work is to compute a small number of
features from the intensity profiles, and then to store these in a fast data structure for
efficient retrieval based on feature similarity.

Before presenting the details of the different parts of the algorithm, and the motivation
for these, it might be enlightening to provide an overview of the entire process. In short the
complete algorithm consists of seven steps. Assuming that the reference image has already
been processed, and a new query image is to be matched to the reference image, these are
the main steps of the algorithm:
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1. Extract interest points from the query image using the Harris corner detector.
Form pairs of interest points.

2. For each pair of interest points, extract the image intensity profile for the
line joining the two points.

3. For each intensity profile, compute scale invariant Fourier coefficients to
form feature vectors.

4. For each feature vector in the query image, find all the feature vectors in the
reference image which are similar. In an association matrix, place one vote
for the match of the two start points of the lines, and one vote for the match
of the endpoints.

5. Extract maxima from the association matrix. This gives a set of candidate
point correspondences.

6. Optionally, reject outliers using view consistency constraints.

7. Using RANSAC, eliminate more outliers and find the epipolar geometry.

The major contribution here is the use of features computed from intensity profiles
(figure 6.1) and the use of view consistency constraints to reject outliers.

The steps mentioned above will now be described and discussed in greater detail.

6.1.1 Selecting point pairs

The Harris corner detector (section 2.7) was used to find interest points in the images. The
word “corner” will be used interchangeably to denote an interest point.

When forming pairs of interest points, one would ideally like to form all possible pairs,
but since the computation time is linear in the number of pairs, and hence quadratic in
the number of interest points, the number of pairs should be limited somehow. Since
feature values are extracted from the intensity profile between two corner points, it seems
reasonable to assume that the greater the distance between two corners, the less likely it is
for the line between them to be on a planar surface. Therefore, a threshold may be imposed
on the maximally allowed distance between two points. Interest points should not be too
close either, since the information content of the line between the points would be too
small for a reliable computation of the features. A third possibility is to limit the number
of pairs in which a corner participates, perhaps to the Kc closest corners. Setting these
thresholds is not trivial, so experiments were performed with several different settings to
see how much they affected the results. The results of these experiments are presented at
the end of this chapter.
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6.1.2 Feature extraction

Once a set of intensity profiles has been selected, the information in each profile has to be
expressed compactly and invariantly by a set of feature values. The goal is to be invariant to
affine geometric and light transformations. Invariance to affine light changes, i.e. scaling
and offset of illumination, can be achieved by applying the following transformation to
each intensity profile p:

p(i) = (p(i)�mean(p))=max(p): (6.1)

As for geometric affine invariance, one can note that in the case of intensity profiles, it is
reduced to scale invariance, since the endpoints of each profile are given. In addition to
invariance, the features should have good information packing properties, so that as few as
possible are needed to represent the profile.

In general, the process of (linear) feature computation can be regarded as the projection
of the input profile p onto a set of basis vectors bi:

fi = p>bi: (6.2)

Good basis vectors are such that only a few feature values are needed to represent the
original signal and that these feature values are uncorrelated.

A common choice of basis vectors are the ones resulting from applying the Karhunen-
Loève (K-L) transform to all the intensity profiles in an image. These basis vectors pro-
duce features which are uncorrelated and have excellent information packing properties
(Theodoridis and Koutroumbas, 1998). However, this is with respect to the whole ensem-
ble of profiles in the image, which means that the basis vectors have to be computed from
all the profiles in each image. Also, in order to compute the basis vectors, all intensity
profiles have to be rescaled to the same size, so the computational requirements are large.

In contrast, the discrete cosine and sine transform offers both fixed basis vectors and
scale invariance without having to rescale profiles. It also offers very good information
packing properties, and the resulting features are quite uncorrelated. Hence, Fourier coef-
ficients are used as feature values.

Specifically, n coefficients are used: the projection of the profile onto the first n=2
sine and cosine basis vectors. To make the features invariant to scale changes, they are
normalised by dividing by the profile length. The number n of coefficients to use has to be
deduced empirically. It should be large enough to accommodate unambiguous matching,
but not too large since that would increase the running time of the algorithm. Also, a large
n means that higher frequency information is used, and such information is more sensitive
to scale changes.

Formally, given a brightness normalised image intensity profile p of length N , the
following sine coefficients for m 2 f1; :::; n=2g are computed:

fsinm =
1

N

N�1X
i=0

p(i) � sin (�mi=N): (6.3)

The case for the cosine function is equivalent. These features are invariant to affine
transformations of the planar surface on which the line lies (figure 6.2). Strictly speaking,
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Figure 6.2. Fourier coefficients are computed from intensity profiles between interest points.
Here, three sine basis vectors are shown (amplitude adjusted to fit well in the image). The nor-
malised feature values for the left image profile are (0.56, -0.26, 1.52) and for the right (0.57,
-0.12, 1.47).

this is not true since images are discrete, but in many cases the features will remain largely
unchanged with respect to camera movement and illumination changes. The experiments
will show too what extent this is true.

Although not presented here, a few experiments with the K-L transform were also per-
formed. The results were comparable to those of the Fourier coefficients. As is well known
(Jain, 1989), the Fourier coefficients can sometimes offer a close approximation to the K-L
transform. For the application domain used here, we did not see any systematic differences
in the end results when comparing K-L and Fourier coefficients. Both methods produced
a similar level of accuracy of the estimated geometry and the number of correct matches.
Since the Fourier features result in a much faster algorithm (fixed basis vectors, profiles
need not be rescaled), we decided not to proceed any further with the K-L transform. In-
tuitively, these results can be explained by the fact that the K-L transform adapts the basis
vectors for the problem at hand. Our problem is to characterise the intensity information
on lines between corner points. There is generally very little correlation between different
intensity profiles in the same image. Hence, there is little to be gained by adapting the
basis vectors, and they end up looking like Fourier basis vectors. The K-L transform is
probably more successful in other areas. For instance, by Turk and Pentland (1992) it was
applied to face recognition. The reason for its success in that application seems to be that
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Figure 6.3. If a square patch is viewed from an angle, projective distortions will appear along the
dashed line, whereas the intensity profile along the dash-dotted line is largely unaffected.

different face images have many similarities (provided that all images show faces from the
same viewpoint), which means that the K-L transform produces basis vectors which look
like faces or face parts, and not like sine and cosine functions.

6.1.3 Invariance properties

It is worth noting that the features used here possess an interesting property which some-
what relaxes the constraint that the transformation between the images must be affine.
Since image information is considered along lines only, it suffices if the transformation is
locally approximated by a 1D affine transformation in the direction of the line. In many
images of planar surfaces, there are severe projective distortions, but sometimes predomi-
nantly in one direction and less in another (figure 6.3). Since all possible pairs of points are
formed, the algorithm can make use of the profiles where the local 1D transformation is
nearly affine. A similar argument applies to images of curved objects, for instance a bottle
or a can. On a cylinder shaped object, there is one direction in which the surface is planar,
which might allow a robust computation of the features, unless there is severe projective
distortion in that direction.

6.1.4 Voting to find candidate matches

Once the feature vectors have been computed for each profile, they are used to find match-
ing points between the images. A voting approach is used to find candidate matches be-
tween interest points. Basically, each pair of matching feature vectors votes for the matches
of the points between which the features were computed. This is similar to the voting
method used in section 4.4.

First, each component of the feature vectors is normalised so that it has zero mean and
unit standard deviation taken over all the intensity profiles in the image. This ensures that
all features have about the same dynamic range.

Although the Fourier basis vectors, unlike those of the K-L transform, do not provide
completely uncorrelated features, covariances between features are not taken into account
in the matching algorithm. More attention will be paid to this issue in the next section.
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Figure 6.4. Two matching interest points will receive many votes because they have several
matching intensity profiles in common.

The normalised feature vectors are stored in a kd-tree (Friedman et al., 1977; de Berg
and van Kreveld, 1997). We have used the kd-tree implementation of Arya and Mount
(1998). Given a feature vector from the query image, the tree can be searched for all the
feature vectors in the reference image having all their feature values within a specified
interval. For every pair of interval matching feature vectors, the distance between them
is computed. Since the features are normalised this distance is the L2-norm of the differ-
ence vector. If the distance is below a threshold, the two intensity profiles are likely to
correspond. Hence the corner points of the profiles are also likely to correspond. This
is registered by placing a vote for the matches of both the respective start- and endpoints
of the two profiles. If two interest points are the images of the same physical point, they
will have more matching intensity profiles in common than two random points (figure 6.4).
This voting process is repeated for all the feature vectors in the query image.

To ensure that the association matrix is not biased by feature vectors with many matches,
the vote values are weighted by the number of matching feature vectors. If a particular fea-
ture vector in the query image has Kv matches, the vote value for each of those is set equal
to 1=Kv.

The result of the voting process is an association matrix A where element A(i; j) is a
measure of how strongly corner i in the reference image is associated with corner j in the
query image.

6.1.5 Measuring the distance between feature vectors

In the previous section, we introduced a basic method for matching using our feature vec-
tors. Two feature vectors voted for a correspondence if the L2-norm of their difference
vector was smaller than some threshold. However, there are several issues to consider in
order to accurately determine when two feature vectors are close enough. Ideally, the fea-
tures should remain constant over affine transformations, but due to illumination changes,
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(a) (b)

Figure 6.5. One image from each of the sequences used to compute standard deviations of the
feature values of a few profiles. The six intensity profiles which were used are indicated in the
images.

camera movement, sampling and error in interest point location, they do not. If the vari-
ation of feature values for a particular profile with respect to these changes was known,
the size of the search window could be adapted so that feature vectors could be matched
despite small deviations.

Unfortunately, it is extremely difficult to predict the variation of the features, as it
strongly depends on the degree of viewpoint change and the information content in the
profile. These intra-class statistics are thus unique for every intensity profile and every
situation. It seems impossible to estimate parameters such as variances and covariances
for each feature vector individually and rather pointless to estimate common parameters,
or inter-class statistics, for all feature vectors.

Nevertheless, the latter approach was used in (Tuytelaars et al., 1999), where the au-
thors gathered statistics by computing feature values for a few points in several images.
The points were tracked manually across the images. The result was a covariance matrix
which was used to design search windows of feature values for all interest points. The un-
derlying assumption of their approach is that the intra-class statistics of a few points model
the intra-class statistics of all other points well. If this method is applied to our case, it
does not give any useful results. The following experiment demonstrates this.

We used two sequences of about 10 images each. The first sequence was a series of
images with successively smaller scales. The second one was a series of images taken
from different angles (figure 6.5). For each sequence, a normalising transformation was
computed in the following way: 500 corners were detected in each image of the sequence
and features were computed for all intensity profiles shorter than 200 pixels. The standard
deviations of the feature values were then computed, taken over all the profiles and all the
images. These standard deviations represent the inter-class statistics.

The six profiles indicated in figure 6.5 were then extracted in each frame of the se-
quence. Six Fourier coefficients were computed for each profile, and the standard devia-
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Feature sin 1 cos 1 sin 2 cos 2 sin 3 cos 3

Profile 1 0.13 0.10 0.10 0.09 0.08 0.10
Profile 2 0.23 0.10 0.45 0.39 0.18 0.21
Profile 3 0.10 0.14 0.11 0.07 0.09 0.07
Profile 4 0.06 0.13 0.09 0.04 0.20 0.12
Profile 5 0.19 0.39 0.37 0.18 0.24 0.30
Profile 6 0.44 0.32 0.27 0.35 0.21 0.24

Table 6.1. A simple experiment was performed to investigate the standard deviation of feature
values for individual profiles with respect to viewpoint changes. The six profiles indicated in
figure 6.5 were manually tracked across several frames, and the standard deviations of each feature
value were computed. The values are normalised so that the feature values of all the profiles
extracted from each image have unit standard deviation and zero mean.

tion of each coefficient was computed over the entire sequence for each of the six profiles.
These standard deviations represent the intra-class statistics and are shown in table 6.1.

The results in table 6.1 have been normalised so that the inter-class standard deviations
are all unity. We see that the standard deviations of feature values are quite different from
one profile to another, so estimating a common covariance matrix seems to be of little use.
However, in all cases, the standard deviations are less than half of the ensemble standard
deviation (which was normalised to unity). This provides an indication that the features
can be used for matching.

Now, if there is no way to determine search windows intelligently based on statistics,
what remains is to find reasonable values empirically. If the ensemble of feature vectors
is normalised to have zero mean and unit standard deviation, one approach is to perform
experiments where the sizes of windows for searching in the kd-tree range from almost
zero up to a “reasonable limit”. This limit could be the standard deviation of the ensemble
of feature vectors. There is not much point in using larger search windows than that, since
it would result in matchings which are too ambiguous.

Another approach would be to not use search windows at all, and simply select the Kv

closest feature vectors in the reference image for each feature vector in the query image.
However, the measure of closeness would still have to be the L2-norm of the difference
vector, since the covariance matrices of individual feature vectors are unknown.

The difference between the two methods is that the Kv-closest approach automatically
adapts the size of its “search window”. It is smaller in regions where there are many feature
vectors. Figure 6.6 illustrates why this could be a desirable property. The histograms
show the marginal distributions of the first two dimensions of the feature vectors computed
from the image in figure 6.5(a). 500 corners and all profiles shorter than 200 pixels were
used to compute the histograms of feature values in figure 6.6. The same experiment was
conducted for several other images, and the histograms had almost the same shape in all
cases.

It appears that large feature values are much less common than feature values around
zero. Since feature values are weighted sums of pixel values, it is tempting to explain
this using the central limit theorem. However, not all pixel values are independent, so this
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Figure 6.6. Marginal distributions of feature values for the first two Fourier coefficients. The his-
tograms were created using the features computed from 500 corners of the image in figure 6.5(a).
All intensity profiles shorter than 200 pixels were formed.

explanation is not completely true, but it is plausible. Now, having fixed search windows
means that feature vectors with low norm are useless for matching, since they generate too
many votes in the vote matrix. By selecting the Kv closest feature vectors, such problems
are avoided.

6.1.6 Locating candidate matches in the association matrix

When the voting process has finished, a variety of methods can be used to locate candidate
matches in the association matrix, as discussed in section 4.5. In the experiments which
were conducted here, the association matrix was viewed as a bipartite graph, and the candi-
date set of matches is the set which yields the maximum sum weight. The implementation
which was used is the one in the LEDA software package (LEDA, 2000).

6.1.7 Computing the fundamental matrix

To eliminate outliers in the list of candidate matches, RANSAC was used with the 7 point
linear algorithm (see sections 2.4 and 2.6 for details). As a final step, the epipolar geometry
was refined by a nonlinear minimisation using all the consistent matches. For this purpose,
we used the “FMatrix” software of Zhang (1998b; 1998a).
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6.2 Experiments

Implementation of the algorithm involves the setting of several parameters. To investigate
the importance of these, extensive experiments were performed, with the different settings
systematically varied. The following is a summary of the most important parameters of the
algorithm:

� Corner detection parameters (scale and number of corners)
� The number of Fourier features: Nfn � The maximum allowable distance between corners: Dc

� The maximum number of pairs each corner may participate in: Kcn � L2-norm distance threshold between feature vectors: Dv

� The number of closest feature vectors: Kv

The corner detection parameters were not varied at all. The scale of corner detection
was chosen to be 0.7 and the top 500 corners were detected in all images. Concerning the
remaining parameters, those within braces in the list above are mutually exclusive; either
the distance between corners or the number of pairs per corner was varied. The kd-tree
was searched for the Kv closest feature vectors or all vectors within distance Dv. The
following parameter values were used in the experiments:

�Nf : 4, 6 and 8

n �Dc: 50, 100, 200 and 300 pixels
�Kc: 50, 100, 200 and 300 profiles

n �Dv: 0.1, 0.25, 0.5, 1 and 1.5
�Kv: 1, 5, 25 and 50

The values of Dc should be considered in relation to the images sizes, which were
� 768� 576. Similarly, the values of Kc were selected based on the fact that 500 corners
were detected. All combinations of these parameter values were not tested. Our approach
was to vary one parameter while holding the other ones fixed. The images used for these
experiments are shown in figure 6.7. The RANSAC threshold for inliers was set to one pixel
in all experiments.

6.2.1 TestingDc andKc

The first experiment was designed to test the sensitivity with respect to the values of Dc

and Kc. In these experiments, the other parameters were fixed at the following values:
Nf = 6 and Dv = 0:4.

The results of varyingDc are shown in figure 6.8. Note that, in images with only planar
objects, larger values of Dc provide better results. In the example with curved objects, the
results are much worse for the largest value of Dc. This is reasonable, since very few
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Figure 6.7. Image pairs used in the evaluation of the parameter settings.
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Figure 6.8. Results of varying Dc. The graphs show the number of matches after epipolar geom-
etry estimation using RANSAC, for different corner distances. The experiments were performed
on the images in figure 6.7.

profiles of that length lie on a planar surface. Hence, the additional profiles only introduce
noise into the association matrix. The results of varyingKc (figure 6.9) are similar to those
displayed in figure 6.8. The algorithm seems to be largely unaffected by how the intensity
profiles are chosen. An argument in favour of limiting the number of pairs instead of
limiting the distance between pairs, is that the former method is not biased by regions with
many corners.

6.2.2 TestingNf ,Dv andKv

The second part of the experiment was designed to test the number of Fourier features,Nf ,
and the method of deciding when two feature vectors are close enough, represented by the
parameters Dv and Kv.

The results (figure 6.10) suggest that the “Kv nearest neighbour” approach is superior
to using a fixed search radiusDv. Furthermore, increasing the dimensionNf of the feature
vectors improves the results. Figure 6.10 also shows that when fixed search windows are
used, it is important to choose the “right” window width, whereas the results of the Kv

nearest neighbour approach are less sensitive to the value of Kv, at least not in the range
which was tested. The only case where the results are significantly worse is for Kv = 1.
Here the advantage of using a voting approach is apparent. The closest feature vector is
not always the correct one, so voting does improve the results.
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Figure 6.9. Results of varying Kc. The graphs show the number of matches after epipolar geom-
etry estimation using RANSAC, for different numbers of profiles per corner. The experiments
were performed on the images in figure 6.7.

Another conclusion which can be drawn by these experiments is that all feature vectors
are useful for matching, even the low norm ones. If a fixed window width is used, low
norm feature vectors will have many matches, perhaps more than there are corners in the
image, which means that they will only contribute with noise to the association matrix.
The Kv nearest neighbour method uses all feature vectors equally often in the association
matrix, and the results are much better.

Since these experiments were based on only four image pairs, the results should be
interpreted with caution, but they provide an indication to reasonable parameter settings.
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Figure 6.10. Results of varying the number of Fourier coefficients and the matching method —
fixed search radius Dv , or Kv nearest neighbours. The bars show the number of matches after
RANSAC and epipolar geometry estimation for image pairs 1, 2, 3 and 4 in figure 6.7. For each
image pair, several bars are shown, corresponding to different values of Dv and Kv .
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6.3 Outlier rejection with view consistency constraints

In the list of candidate matches, there will generally be a number of mismatches, due to
accidental correspondence of feature vectors. As discussed in section 2.6, RANSAC can be
used to eliminate these mismatches.

One drawback of RANSAC is that it is computationally expensive, since it involves
repeatedly selecting sets of 7 matches, computing the SVD to find the fundamental matrix
(1 or 3 solutions) and counting the number of consistent matches. If there are many outliers,
this will take a long time, since many of the 7-point samples will contain outliers.

We propose an intermediate outlier rejection stage to eliminate as many outliers as
possible before using RANSAC. The approach is based on view consistency constraints
(Carlsson, 2000). Given a camera model and a sufficient number of points, one can elim-
inate all camera parameters from the epipolar constraint and form a single equation con-
straining the image coordinates of a set of points, thus eliminating the need for SVD com-
putation.

In general, the fundamental matrix has 7 degrees of freedom, which are accounted for
by the fact that two perspective cameras have 2 � 11 = 22 degrees of freedom, but since
epipolar geometry only determines the camera matrices up to a 3D projective transforma-
tion, only 22 � 15 = 7 parameters remain (Hartley and Zisserman, 2000). Therefore, a
view constraint in general would require 8 points, 7 to determine the parameters and an
extra point to verify or reject these parameters. However, deriving view consistency con-
straints for the general case is neither easy (or possible?) nor necessary. Our experiments
have shown that a scaled orthographic camera model is sufficient to reject outliers. For this
camera model, Carlsson (2000) derives an equation constraining the image coordinates of
five points across two views A and B. The constraint is expressed as a polynomial in the
image coordinates being equal to zero.

In the scaled orthographic case, we have two affine cameras, which have only 2� 8 =
16 degrees of freedom. The epipolar geometry is defined up to a 3D affine transformation,
which means that the affine fundamental matrix has only 16� 12 = 4 degrees of freedom.
Thus, four image points are needed to compute the parameters and a fifth point is required
to test the correctness of these parameters. Hence, five points are used to form the view
consistency constraint.

The constraint can be derived by starting with the projection equation for a scaled
orthographic camera,

x = �r>1 P+ x0
y = �r>2 P+ y0

(6.4)

where r>1 and r>2 are rows of a rotation matrix, P is a world point, x0 and y0 the principal
point of the camera, and � the scale factor.

Through a series of algebraic manipulations and use of five image point correspon-
dences, eq. 6.4 can be transformed so as to eliminate all parameters, forming a polynomial
constraint equation which involves only image coordinates (Carlsson, 2000).



80 Chapter 6. Using global and local texture

We introduce the following expressions involving image coordinates (xak ; y
a
k) of points

k 2 1 : : : 5 in view A (and equivalently for view B),

aij = (xai � xa1)(x
a
j � xa1) + (yai � ya1 )(y

a
j � ya1)

Ai = (ai2; ai3; ai4)
T

(6.5)

and use the notation [::] for the determinant. Then the following constraint equation must
be satisfied (see (Carlsson, 2000) for details about the derivation) if the points are actually
the scaled orthographic projections of the same five points in space (figure 6.11):

"
[B2A3A4]+[A2B3A4]+[A2A3B4] [B2B3A4]+[B2A3B4]+[A2B3B4]

[B2A3A5]+[A2B3A5]+[A2A3B5] [B2B3A5]+[B2A3B5]+[A2B3B5]

#
= 0

(6.6)
Two ways of applying the view constraints have been examined. The first method is

applied separately, prior to running RANSAC, while the second method is applied inside
RANSAC.

In the first method, we repeatedly select random sets of five candidate matches and
compute the constraint (6.6). If it is satisfied, i.e. below a threshold, the five matches
constitute a view consistent group of points, and we increment a counter for each match
in the group by one. The process terminates when the average number of increments has
reached a certain level. This is to make sure that the amount of data gathered on average
for each match is the same, regardless of the number of input matches or the fraction
of outliers. To classify the matches as outliers or inliers, a k-means (Theodoridis and
Koutroumbas, 1998) clustering on the number of times a match was in a view consistent
group is performed. The midpoint between the cluster centres is then used as a threshold
to reject outliers. The remaining set of inliers is finally used as input to the traditional
RANSAC algorithm.

The second method is somewhat different. Here, the view constraint is applied to
each RANSAC sample. Suppose the epipolar geometry is to be computed. The RANSAC
sample size is seven points in this case. Although it is almost always possible to compute a
fundamental matrix from seven points, it might not always be sensible to do so. Therefore,
we first compute the value of the 5-point view constraint for two sets of points: the first five
and the last five in the set of seven points. If the larger of those two values is above a given
threshold, the sample is discarded and a new one is tested. This avoids the computation of
a fundamental matrix and measurement of its support in cases when the sample is not view
consistent, thus saving computation time.

6.3.1 Epipolar geometry examples

Experiments were conducted on a series of image pairs. The matching algorithm was first
run unaltered, then with one of the two view constraint methods applied. In each case, the
appropriate geometric relation was estimated.
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Figure 6.11. View constraints — single equations obtained by eliminating all camera parameters
from the epipolar constraint — can be used to find outliers. If the selected point set is view
consistent, the value of the view constraint should be close to zero. Here, the value of the view
constraint evaluated for the points marked with circles is 0.25 and for the points marked with
crosses 5.42.

Matching results are difficult to demonstrate in printed form, some authors show the
images with the matches plotted and numbered in the images, while others choose to draw
epipolar lines. We have tried to use a somewhat more illustrative method in a few cases.
Prior to taking the target image, we positioned the tip of a pen at the point in space where
the focal point of the reference camera was. The epipolar point in the target image should
then coincide with the image of the pen tip. Of course, this method can only be used if the
epipolar point is in the image. The same method was used in another example, but instead
of using a pen, two cameras were used, so that the reference camera is actually seen in the
target image.

The results of applying the view constraint within RANSAC are shown in figs. 6.12–
6.13). Images for the other cases are not shown, but the results are summarised in ta-
bles 6.2 and 6.3.

As the results (figs. 6.12–6.13) show, the epipolar geometry is not very accurate for
some of the examples, due to the fact that the object in question has small depth variations,
and occupies a small part of the image. Nevertheless, the epipolar constraint can still be
used to reject outliers among the matches. The examples show that the algorithm can
tolerate quite a large change of scale between the images.

Looking closely, one can see that a few outliers are still present in the examples, espe-
cially the top example in figure 6.13, where the epipolar lines are almost horizontal. The
latter, combined with the repetitive structure, causes the mismatches. This example also
reveals a situation which the algorithm cannot handle — reflective surfaces. Due to reflec-
tions in the windows, the intensity profiles differ strongly between images, hence points
on the upper right part of the building cannot be matched.

In the very last example of figure 6.13, we fitted a homography with RANSAC. From
this example it is clear that the algorithm is capable of handling projective distortions,
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Number of matches after each step (VC=view constraint)
Voting Plain RANSAC VC VC followed by

RANSAC
Example 1 476 53 100 43
Example 2 461 57 114 63
Example 3 460 60 124 57
Example 4 484 37 161 35
Example 5 462 116 170 103
Example 6 424 95 210 95

Table 6.2. The results of applying view constraints prior to RANSAC. Columns show the
number of matches after different steps of the algorithm. The examples are in the same order as
in figures 6.12 – 6.13.

despite the fact that the features are only affine invariant.
Turning to tables 6.2 and 6.3, which summarise the number of consistent matches in

each case, we see that both methods for view constraint application are adequate.
Table 6.2 contains the results of applying the view constraint prior to RANSAC using

an accumulation strategy and k-means clustering. Comparing the column named “plain
RANSAC” with the column “VC followed by RANSAC” in table 6.2, one notices that the
number of matches are roughly the same in both cases.

The method for incorporating the view constraint into the original RANSAC algorithm
also seems to perform well, as shown in table 6.3. Here, the last column shows how many
samples that were evaluated. Normally, we limit RANSAC to at most 2000 iterations, but in
the view constraint version, the limit is 2000 view consistent samples, which means that the
number of samples actually tried might be much larger. For instance, for the third example,
more than 12000 samples were tried, most of which were discarded right away, without
increasing the running time of RANSAC. In fact, the running time in this case was cut down
by a factor of four, compared to actually running RANSAC for 12000 iterations. This makes
the second method the clear winner. The first method of applying view constraints requires
almost as long running time as RANSAC, which means that there is no time gain.

The only drawback of the second method is that it cannot be applied to homography
estimation, which is why the results for example 6 are missing in table 6.3. The RANSAC
sample size for homography estimation is four points, but the view constraints require five
points.

6.4 Conclusions and future work

We have presented a wide baseline matching algorithm which is based on a novel technique
for extracting features. There are several advantages of this method. One is that there is
no search for affine invariant regions. Regions are chosen simply as lines joining image
interest points. Furthermore, it is possible to compute affine invariant descriptors from
the information along these lines, and in addition, these descriptors are likely to be more



6.4. Conclusions and future work 83
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Figure 6.12. Results for matching image pairs. The tip of the pen or the camera lens serve
as ground truth for the position of the epipolar point. The three large circles in the left images
indicate the points that generated the epipolar lines in the right images. The epipolar point in the
top example is incorrectly positioned, which is likely to be caused by the small extent and depth
variation of the points in the right image.
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4)

5)

6)

Figure 6.13. Results for matching image pairs. The three large circles in the top two left images
indicate the points that generated the epipolar lines in the right images. In the bottom example
a homography was estimated using RANSAC. The four corner points of the box in the lower
left image was warped using the estimated homography, resulting in the quadrangle shown in the
lower right image.
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Number of matches after each step (VC=view constraint)
Voting Plain RANSAC RANSAC with VC RANSAC samples

tried
Example 1 476 53 50 4093
Example 2 461 57 68 5361
Example 3 460 60 70 12697
Example 4 484 37 55 6738
Example 5 462 116 111 2822
Example 6 424 95 – –

Table 6.3. The results of applying view constraints within RANSAC. All but the last column
show the number of matches after different steps of the algorithm. The examples are in the same
order as in figures 6.12 – 6.13.

tolerant to projective distortions than descriptors computed over 2D regions. Finally, the
use of image information between many point pairs provides a natural way of integrating
both local and global image information. However, global image information can only be
used if there are planar structures in the scene.

Furthermore, we introduced an intermediate outlier rejection stage. Outliers will al-
ways be present in the matches based on the image information alone. As it is computa-
tionally expensive to reject outliers using RANSAC, two outlier rejection methods based
on view consistency constraints were investigated. One of them was designed to function
prior to RANSAC, while the other one was integrated into RANSAC. Both performed well,
but the latter method is preferred, since it is faster.

Regarding future work and improving the method presented here, there are several
issues to consider. The problem of how to measure the distance between feature vectors
requires more thought, our solution is quite ad-hoc, but a more principled approach is not
self evident. Another area which deserves more attention is the fact that the algorithm
requires a reasonable amount of information to be present on the surface of an object. On
surfaces with little information (i.e. constant brightness regions), the matches are often
ambiguous. Searching for more matches along epipolar lines or combining this method
with Pritchett and Zisserman’s (1998) surface following approach is another method which
would potentially improve the results. An explicit strategy for handling multiple scales
might also increase the performance. At present, corners are detected at a fixed scale,
which means that the algorithm will break down for large scale changes.

Finally, it should be possible to incorporate some kind of semi-local constraints, or
topological constraints, on the relative positions of groups of points. This has been shown
to improve performance in other matching algorithms (Zhang et al., 1995; Schmid and
Mohr, 1997). The implementation of such constraints is the topic of the next chapter.
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Chapter 7

Topological constraints for
matching

The previous chapter dealt with the matching of corner points based on image texture. Tex-
ture is a valuable cue for finding correspondences, but there are other cues which should be
used if possible. One such cue is the spatial relationship between corners. Just as in the case
of line segments, it is possible to formulate projectively invariant relations between groups
of points, without any regard to image texture. Such spatial relationships have been used
by several authors, although existing methods have mainly used heuristics to encode spatial
constraints in matching algorithms (Zhang et al., 1995; Schmid and Mohr, 1997; Belongie
et al., 2001). Zhang et al. (1995) used a heuristic constraint in a short baseline setting.
Matches were disambiguated using a relaxation technique where local consistency such as
angles and distances between points was enforced. Schmid and Mohr (1997) used what
they called semi-local constraints to aid matching. Given a possible point correspondence,
these constraints required that neighbouring points be good correspondences as well. As
Schmid and Mohr’s (1997) algorithm dealt with similarity transformations, they also re-
quired angles in the triangles formed by triplets of points to be consistent across the images.
We want to be invariant to affine or even projective transformations, and for those classes
of transformations, angles are not preserved.

A more general, although also heuristic approach was introduced by Belongie et al.
(2001). In their method, images were sampled sparsely along edges and for each sample
point a histogram was formed. Each bin represented the density of sample points of the rest
of the shape in a particular direction and at a particular distance from the point. Essentially,
this histogram captured the appearance of the image as “seen” from every sampled point.
By aligning the histogram with the direction of the image gradient, rotational invariance
was achieved. Although the histogram was quite coarse, this method is unlikely to be
successful if significant affine or projective transformations relate the images. Also, the
method of Belongie et al. does not use texture in any direct way.

87
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However, the property that each point of interest has an attached descriptor, which
encodes a large portion of the image “as seen” from that point, is appealing, but a less
heuristic method of enforcing topological constraints would be desirable. So what we
should aim for is a method combining the idea of constraining the spatial relations be-
tween points, with the use of local and global texture information. Our goal will thus
be to improve the intensity profile matching algorithm presented in the previous chapter.
This involves a re-examination of the voting process used in the algorithm of the previous
chapter.

7.1 Voting revisited

To find candidate matches in the matching algorithm, we used a voting strategy. Recall
that, for each intensity profile in the first image, the second image was searched for pro-
files with similar feature vectors. One can either find all feature vectors within a given
distance, or select the Kv closest ones. For each of these profiles, votes are cast for the
correspondences of the endpoints of the profiles. The result of this process is a matrix A of
votes (or associations), where the entry A(i; j) is the number of times corner i was associ-
ated with corner j. Figure 7.1 shows a simple example where the profile in the left image
matches the three profiles shown in the right image, which provides a small association
matrix.
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Figure 7.1. Illustration of voting. The profile in the left image matches the three profiles in the
right image. Hence votes are cast for the correspondences of the endpoints of the profiles.

When the voting process is done, a set of candidate matches can be extracted from the
voting table. Several methods are available for this step, for instance the greedy algorithm
of iteratively selecting the largest entry and then eliminating that column and row. If one
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wishes to maximise the sum of the selected entries, graph matching algorithms such as
maximum weight matching are applicable (section 4.5).

7.2 Drawback of the original method

To see why this method can be improved, consider one single corner in each image. These
two corners are characterised by all their outgoing intensity profiles, as shown in figure 7.2,
where the profiles around corner i in the left image and corner j in the right image are
displayed. This collection of profiles serves as a signature which (hopefully) uniquely
identifies the corner. This idea is similar to the “shape contexts” of Belongie et al. (2001),
i.e. that every point of interest has an attached descriptor which represents the rest of the
image as seen from that point.

In our algorithm, every corner was allowed to form intensity profiles with itsKc closest
neighbouring corners. Formulated this way, it is clear that the association matrix entry
A(i; j) for these two corners, is the number of times a profile from corner i in the left
image matches a profile from corner j in the right image.

Figure 7.2. Each corner is characterised by its outgoing intensity profiles.

There are two problems with this measure of corner similarity. First, one of the profiles
of the left image in figure 7.2 may actually match several of the profiles in the right image,
thereby voting for the same corner correspondence several times. This introduces a bias in
the association matrix. Second, the fact that intensity profiles should be cyclically ordered
around the corners is not taken into account in any way. Again, considering figure 7.2,
given a subset of corresponding intensity profiles around the two corners, cyclic order
should be preserved across the images. This is always true if the intensity profiles lie along
planar surfaces, which is already one of the basic assumptions of the method.

More formally, consider figure 7.3, where the same profiles as in figure 7.2 are shown
with labels pm, m 2 f0; :::;Mg, for the profiles around corner i in the left image, and qn,
n 2 f0; :::; Ng, for profiles around corner j in the right image.
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Figure 7.3. The profiles extracted around corner i in the left image and corner j in the right image
of figure 7.2.

Then, define a vote function v between two profiles, pm and qn as vmn = v(pm;qn).
The form of the function v is defined by the voting strategy. For instance, by introducing
the feature vectors of profiles as pfm and qfn, and the covariance matrix C, the following
vote function could be used:

v(pm;qn) =

�
1 if pfm

>C qfn < D2
v

0 otherwise
(7.1)

given some suitable distance threshold Dv. This method might provide different numbers
of votes depending on how “common” a particular profile is, so another possibility without
this bias is the following:

v(pm;qn) =

�
1 if qn 2 fthe Kv profiles closest to pmg
0 otherwise

: (7.2)

In this definition of the vote function, “closest to” means closest in the sense of Maha-
lanobis distance between feature vectors, as in eq. 7.1.

With these definitions, the association matrix entry A(i; j) can be written as

A(i; j) =

MX
m=0

NX
n=0

vmn: (7.3)

This equation makes it quite clear that one profile may vote several times in A(i; j), and
that the angular order of the profiles is not taken into account. This applies to the voting
functions used in eq. 7.1 and in eq. 7.2, and these are the ones which were used in the
previous chapter.
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7.3 Suggested solution – string matching

It seems reasonable that the algorithm would be improved if cyclic order and one-to-one
matching of intensity profiles were enforced somehow. However, since the method is al-
ready computationally quite expensive, it would be desirable to accomplish this without
increasing the time complexity inordinately. We believe that this is possible.

The problems of one-to-one matching and that of preservation of cyclic order can be
solved in the same way — by applying string matching methods to the algorithm. String
matching, or the string to string correction problem, is in its simplest form the problem
of finding the longest common subsequence of two strings. For instance, given the string
“EABBCD” and “BCED”, the longest common subsequence is “BCD”. This problem is
well known (Cormen et al., 1992) and can be solved by dynamic programming in O(mn)
time wherem and n are the lengths of the two strings. Algorithm 1 below contains pseudo-
code for a solution to this problem. In the string matching formulation, two letters either
match or do not match and the similarity function in algorithm 1 is either zero or one, but
the dynamic programming algorithm can also handle the case of arbitrary similarities of
letters. Each possible letter correspondence is simply assigned a weight which expresses
the similarity of the letters. In this case, the algorithm still finds a solution with one-to-one
correspondences, but now one of maximum sum weight instead of one of maximum length.

Algorithm 1: Longest common subsequence
Input: Two strings A and B, of length m and n respectively. A scalar
similarity function s(ai; bj) which measures the similarity of letters ai
and bj
Output: The length of the longest common subsequence of A and B
LONGEST COMMON SUBSEQUENCE(A,B)
(1) Initialise matrix cij = 0
(2) for i = 1 to m
(3) for j = 1 to n
(4) cij = max(ci�1;j ; ci;j�1; ci�1;j�1 + s(ai; bj))
(5) end
(6) end
(7) return cmn

In our case, each corner is represented by a “string”. These “strings” are the collection
of outgoing intensity profiles from the corner. The “letters” are the individual profiles,
sorted by their angle, and the weights can for instance be the normalised cross correlation
between feature vectors. To allow for a robust algorithm, the weights are set to zero if the
correlation falls below a certain threshold.

A complicating property of our problem is that we do not know the starting points of
the “strings”. One image may well be rotated in relation to the other. The brute-force solu-
tion would be to try all possible starting points, resulting in a O(mn2) algorithm, but better
solutions exist for this so-called “cyclic string-to-string correction problem” (Maes, 1990).
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Gregor and Thomason (1993) introduced an algorithm with time complexityO(mn logn),
and Landau et al. (1998) an O(mn) algorithm. However, the latter solution requires unit
weights, implying that letters either match, or do not. In our implementation, the algorithm
in (Gregor and Thomason, 1993) was used, since it allows arbitrary weights. This algo-
rithm uses a divide and conquer strategy to achieve a better time complexity than the naive
algorithm.

Using cyclic string matching, eq. 7.3 is changed to

A(i; j) = max
S

X
(m;n)2S

vmn (7.4)

where the maximum is taken over all sequencesS of the formS = f(m1; n1) � � � (mp; np)g,
p � min(M;N), such that the following holds:

mk > mk�1 0 � mk �M
nk > nk�1 0 � nk � 2N

ni 6= nj mod N if i 6= j

The indices nk are used as nk mod N when accessing the intensity profiles. This compli-
cation is due to the fact that eq. 7.4 should be rotationally invariant.

This is a much more sensible measure of corner similarity than eq. 7.3. For instance,
given the two strings “CDABBAA” and “ABCD”, the original algorithm would find that
the vote value is 7, whereas the one using cyclic string matching would find the correct
value, which is 4. If ordinary string matching, and not cyclic string matching, was used,
the result would be 2, which is not correct either, since rotational invariance is desired.

The remaining problem is how the dynamic programming algorithm for string match-
ing can be applied to the original matching algorithm. This is the topic of the next section.
Before the details, however, an illustrative example might help to appreciate the impor-
tance of the topological constraints. Consider figure 7.4, which shows the same row of an
association matrix both using the new approach and not using it. String matching clearly
decreases the noise level in the vote matrix, and the correct match can easily be identified.

7.4 Applying the string matching algorithm

There are two immediate possibilities for applying the string matching method. The first
is the brute-force approach. Such an algorithm would consist of two steps. First, intensity
profiles are extracted and features computed for each corner in order to find the “signature”
(see figure 7.3) of the corner. Second, the cyclic string matching problem is solved for
every possible corner correspondence. This means that the voting process and the use of a
kd-tree for fast retrieval of feature vectors in the original matching algorithm is completely
replaced by a very large number of string matching problems.

Suppose that N corners are detected in each image, and that every corner will partici-
pate inKc intensity profiles. Since there areN2 possible corner correspondences, and each
such candidate correspondence is evaluated using string matching with signatures of length
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Figure 7.4. Illustration of how the improved algorithm decreases noise in the vote matrix. The
graphs show an entire row of a association matrix. The left image shows the results using the new
approach, the right image shows the results using the original algorithm. The circles indicate the
correctly matching column for the given row.

Kc, the computational complexity of such an algorithm would be O(N2K2
c logKc). If a

complete set of profiles is used, i.e. every corner may form profiles with every other corner,
then Kc = N , and the time complexity becomes O(N4 logN). Typical running times in a
C++ implementation of the brute force algorithm with N = 500 is in the order of 10 hours
on a Sun Blade 100 workstation.

Clearly, this is not practical with the computers of today, so an alternative is applying
the string matching methods after the original algorithm. This will result in a substantial
time gain while still yielding nearly the same results. Basically, the original algorithm is
used to find out which intensity profiles that are similar for two given corners (one corner
in each image). The string matching method is then used to enforce angular order and
one-to-one matching of intensity profiles.

In order to do this, one must keep track of which intensity profiles that contributed to
the association matrix entry A(i; j) in the original algorithm. A list is kept for each entry
in the matrix. Each time a vote is put in an entry, the list is appended with the identities of
the two intensity profiles which caused the vote.

Then, for each association matrix entry, the cyclic string matching problem is solved
only for the contributing intensity profiles. With this approach, there are still N2 string
matching problems to solve, but each such problem is smaller than in the brute-force algo-
rithm. If the voting process is such that each intensity profile may only put Kv votes in the
matrix, the time needed to solve each string matching problem is on average K2

v logKv,
as opposed to the brute-force approach where each such problem took K2

c logKc time. In
our experiments, typical values of N , Kc and Kv was N = 500, Kc = 200 and Kv = 25,
which reduced the running time from 10 hours to a few minutes. The trade-off is that more
memory is used to keep the lists of contributing intensity profiles for each vote matrix
entry.
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7.5 Results

We have conducted a series of experiments designed to compare the performance of our ex-
tended algorithm to the original one. The first experiment was designed to compare the two
algorithms by matching images of a piecewise planar object using increasing differences in
viewing angle. Both algorithms were run to find a candidate set of point correspondences,
after which RANSAC was run to find a homography and a set of consistent matches. Fig-
ures 7.5–7.6 show the results and the number of consistent matches for the original algo-
rithm, and figures 7.7–7.8 show the results using the string matching approach. Clearly,
the latter method gives far more matches, and in the last image pair, where there is a very
large difference in viewing angle, the original algorithm fails while the new approach still
finds a reasonable solution.

The second experiment was using a cylindrical object. Figure 7.9 shows the results of
the original algorithm and figure 7.10 those of the new method. Here, the baseline cannot
be as wide as in the previous experiment for any of the algorithms, simply because the
same part of the object cannot be seen in both images if the difference in viewing angle is
too large. Still, the extended method outperforms the original one. It finds a solution in all
three image pairs, while the original method only finds a solution in the first image pair.

The last experiment (figure 7.11) shows a result on estimating a fundamental matrix
instead of a homography. Again, the improved algorithm finds about 50% more matches.

7.6 Conclusion

We have presented a general method of enforcing the topological constraints of one-to-one
matching and cyclic order in matching algorithms. The method is based on applying cyclic
string matching for every possible corner correspondence. Experiments have shown that
the new method improves the results of the wide baseline algorithm presented in chapter 6
significantly. Larger sets of correspondences are found, and solutions are even found in
cases where the original algorithm failed.

Furthermore, the method is not limited to our matching algorithm. It can in principle be
applied to other correspondence algorithms where interest points are used in the matching
process, particularly those using the more traditional approach of computing features from
small neighbourhoods around corners (Schmid and Mohr, 1997; Montesinos et al., 1998;
Baumberg, 2000). Investigating this could be the topic of future work.
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100 matches

97 matches

110 matches

Figure 7.5. Using the original matching method. Results on matching using increasing differ-
ence in viewing angle. The results are clearly worse than those in figure 7.7 using the extended
algorithm.
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96 matches

71 matches

8 matches

Figure 7.6. Using the original matching method. Results on matching using increasing differ-
ences in viewing angle. The results are clearly worse than those in figure 7.8 using the extended
algorithm.
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149 matches

135 matches

157 matches

Figure 7.7. Using string matching. Results on matching using increasing differences in viewing
angle. The results are clearly better than those in figure 7.5 using the original algorithm.
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151 matches

125 matches

47 matches

Figure 7.8. Using string matching. Results on matching using increasing differences in viewing
angle. The results are clearly better than those in figure 7.6 using the original algorithm.
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58 matches

8 matches

6 matches

Figure 7.9. Results on matching using increasing differences in viewing angle — original method.
Compared to figure 7.10, where the extended algorithm was used, these results are worse.
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109 matches

44 matches

29 matches

Figure 7.10. Results on matching using increasing differences in viewing angle — string match-
ing. Compared to figure 7.9, where the original algorithm was used, these results are much better.
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(a) Original method, 66 matches

(b) String matching, 105 matches

Figure 7.11. Results on matching using fundamental matrix estimation. A few matches are
incorrect in both examples. This is usually the case for fundamental matrix estimation.
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Chapter 8

Robot arm servoing

As already stated in this thesis, the problem of matching points between images taken from
different viewpoints is fundamental in computer vision. 3D reconstruction, camera motion
recovery, object recognition and visual servoing are some of the tasks which benefit from
or demand point correspondences across images. The latter of these applications, visual
servoing (the process of using visual feedback to guide a robot towards a target position
(Hutchinson et al., 1996)), will in this chapter serve as an example of the accomplishments
that can be made using the point matching method which was introduced in chapters 6–7.

The Centre for Autonomous Systems (CAS), at KTH, has during the last five years
coordinated a long-term research project on human friendly robots. The Intelligent Service
Robot (ISR) project (Andersson et al., 1999) has focused on the development of a robot
capable of performing everyday tasks in a domestic environment. The experimental testbed
has been a Nomadics XR4000 robot, equipped with a Unimate Puma 560 robotic arm, and
a Barrett hand. A CCD camera is mounted on the wrist of the hand (figure 8.1). One of the
goals of this project has been to enable the robot to use its arm and eye-in-hand camera to
find, recognise and pick up objects.

In general, an object can only be stably grasped in a limited number of ways, depending
on the shape of the object. However, given that the robot knows how to grasp an object
starting from a discrete set of reference positions relative to the object, all that is needed is
to position the hand of the robot, the gripper, in one of the reference positions.

The key to positioning the gripper in the reference position is the epipolar geometry
relating one image taken from the reference position and one image taken from the current
position of the robot. If the epipolar geometry is known (and the internal camera param-
eters), the direction of translation and the rotation which is required to bring the camera
and the gripper to the reference position can be recovered. This well-known fact has been
exploited by several authors (Basri et al., 1998; Basri et al., 1999; Tuytelaars et al., 1999).
However, to compute the epipolar geometry, point correspondences between the current
and the reference image are needed.

The servoing method presented here was implemented as part of a complete robot
control system, where navigation, object recognition, visual servoing and manipulation

103
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Figure 8.1. Obelix, the robot used in the experiments of this chapter.

was integrated into a working system (Petersson et al., 2002; Petersson, 2002; Wijk, 2001;
Jensfelt, 2001; Kragić, 2001; Roobaert, 2001).

8.1 Overview

As already stated, the servoing system uses an eye-in-hand camera, i.e. a camera mounted
on the gripper of the manipulator. The transformation relating the gripper and the camera
can be considered to be constant and known. The key idea of the servoing system is the use
of a reference position for the camera. This position has the properties that a) the object
of interest is fully visible by the camera, and b) it is known how the object can be safely
grasped starting from the reference position (see figure 8.2).

Starting from any other position, the servoing task is thus reduced to moving to the
reference position. The information required to do this is contained in the image taken by
the camera from the reference position. Using this stored image, the manipulator should
be moved in such a way that the current camera view is gradually changed to match the
stored reference view.
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Figure 8.2. The left image shows a robotic arm with an eye-in-hand camera in a reference posi-
tion, from which it is known how to grasp the object. The right image shows the camera looking
at the same object but in another situation and another position.

We assume that the world consists of piecewise planar objects, and that an object can
be represented by one image for each planar facet.

The scheme implemented requires three major components. The first one is initialisa-
tion. Given a current image and the stored reference image, the correspondence problem
must be solved. This step is performed by the matching algorithm of chapter 6.

The second component is tracking. For each new image, correspondences are needed
to compute the next movement. However, the matching algorithm used in the initialisation
step is too computationally intensive to be used for each new image, which implies that
a faster way of finding the correspondences in a new image is needed, given that they are
known in the previous image. The method we use exploits the fact that the robotic arm has
very good odometry. This, along with the assumption about planar surfaces, can be used
for efficient tracking.

Lastly, the third component is the one which tells us how to move the manipulator in
order to reach the reference position. Again, since planar surfaces are assumed, this algo-
rithm should exploit that fact. Such a servoing algorithm already exists and was presented
by Malis et al. (1998). It requires a plane-to-plane transformation, or homography. In our
case, the homography can be estimated from the point correspondences provided by the
initialisation and tracking components.

8.2 Plane projective transformations

This section introduces a well-known result regarding the decomposition of a homography
(Faugeras, 1993).

A homographyH relating homogenous coordinates pa and pb of points in two images
of a planar surface, can be written in terms of the internal camera parametersK, the camera
motion between views (R; t) and the equation of the plane (n; d) being viewed:

pa = Hpb = K (R+ t n>=d)K�1pb: (8.1)
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This equation is valid provided that the same camera is used for both images. If the internal
parameters K of this camera are known, the rotation R and the plane normal n can be fully
recovered from the homography. The translation t and the distance to the plane d can
only be recovered up to scale. The decomposition can be done using the singular value
decomposition (Faugeras, 1993).

8.3 Initialisation

To start the servoing, correspondences between the reference image and the current image
must be established. Furthermore, the homography relating two images of a planar surface
must be estimated. The wide baseline matching algorithm of chapter 6 was employed
to find matching points. A homography was then estimated using RANSAC and the linear
algorithm (sections 2.5 and 2.6). Parameters for the matching algorithm were chosen based
on the experimental evaluation in chapter 6. The threshold for inliers in RANSAC was set
rather high to four pixels.

8.4 Feature tracking

Running the initialisation algorithm for each new frame is too computationally intensive
for visual servoing (typically the initialisation takes about 15 seconds on a Pentium III -
500 MHz processor), so a means for efficiently finding correspondences in a new image is
important.

One possible method would be to track the actual corners across frames, keeping the
set of correspondences and updating the locations of the points. The drawback of this
approach is that individual corners can be hard to robustly detect across frames. Also,
tracking existing correspondences does not generate any new ones. If many of them are lost
during tracking, complete reinitialisation would be necessary. Hence, another approach has
been used.

Assume that there is a reliable estimate of the homography H relating points in the
previous and reference images:

pprev = Hpref : (8.2)

Given H and the motion between the previous and the current image, it is possible to
roughly predict what the homography H0 relating the current and the reference images
should be. Using the known (from odometry) translation and rotation of the arm (�R;�t),
the homography �H relating the previous and the current image can be approximated as:

�H = K (�R+�t n>=d)K�1 pcur = �Hpprev (8.3)

where K is assumed to be known. The surface normal n, expressed in the coordinate
system of the previous image, can be computed from the homography H, but the distance
to the plane d cannot be recovered from two images. However, after one tracking step, d
can be estimated, since we then have two images related by known motion.
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Figure 8.3. Guided matching. A point and an estimated homography H0 defines a point and a
neighbourhood in the other image where corresponding points are sought.

Using the above expression for �H, we get an estimate for the homographyH0 relating
the current image to the reference image:

H
0 = �HH: (8.4)

H0 is then used in a guided search for new correspondences (Pritchett and Zisserman, 1998)
between the current image and the reference image. Each corner pref in the reference im-
age defines a region of interest in the current image (figure 8.3). The centre of this region
is defined by the point H0pref . All corners falling inside the region of interest are taken
into account in a correlation scheme, where neighbourhoods around the corners are cor-
related with the neighbourhood around the reference image corner. To achieve projective
invariance in the correlation measure, the neighbourhoods are warped byH0 before the cor-
relation is done. By selecting the strongest candidate which is above a correlation threshold
for each reference image corner, a set of candidate matches is obtained. Mismatches in this
set are eliminated using RANSAC , and a new homography is computed. This homography
is used as input to the servoing algorithm and as input to the next tracking step.

The advantage of this approach is that individual feature points are not being tracked,
since they are not usually reliably detected across frames. Instead, the predicted homogra-
phy H0 is used to find completely new correspondences. If the prediction is good enough,
the search region can be made quite small and the process of finding correspondences can
be run in real-time.

8.5 Filtering

While servoing, a new homography is estimated for each image. To ensure smooth move-
ment and good accuracy, measurements from several images should be combined before
they are used in the control algorithm. The approach we have used is to filter the different
parts of H (i.e R, t, d and n) individually.
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The two plane parameters d and n should be constant during the servoing. The reason
for this is that they express the plane parameters in the coordinate system of the reference
camera. A very simple method to filter these is averaging over all images (equivalent to
least squares in this case). For n, this is trivial, since each homography decomposition
gives n uniquely. For d, decomposition only yields the quotient t� = t=d. To estimate d,
we thus need two H matrices related by known movement (�R;�t).

H1 = (R1 + t1 n
>=d) and H2 = (R2 + t2 n

>=d) : (8.5)

Odometry yields the relation between t1 and t2:

t2 = �Rt1 +�t: (8.6)

Combining this with t� = t=d and factoring out d we get:

(t�2 ��Rt�1)d = �t: (8.7)

By computing the least squares solution to this overdetermined system, an estimate of d can
be obtained. To get a reliable solution, it is important to have a wide baseline. Hence, we
wait until k�tk > 0:1 before we perform the first estimation of d. Subsequent estimations
are then made using a sliding window of the last 0.1 meter movement of the robot. The
different estimates of d are averaged to produce the filtered value.

Filtering t can also be done by averaging, provided that the measurements from differ-
ent images can all be represented in the same coordinate system, which is possible using
(8.6) and the estimate of d.

The measurements of rotation,R, can also be represented in the same coordinate system
using odometry. The method we have used to filter R is to find the solution which min-
imises

P
kRi �RkF . This is essentially the orthogonal Procrustes problem (see G. Golub

(1996) for an algorithm).
The filtered values for the various components ofH is now used as input to the servoing

algorithm.

8.6 Servoing

Based on the homography, the purpose of the servoing algorithm is to compute the velocity
screw to be used for the next arm movement. A large body of literature exists on this topic,
but a method which is applicable to our case of planar structures is the 2.5D servoing of
Malis et al. (1998), where a combination of 3D information and image coordinates are used
in the computations.

Malis 2.5D servoing is suitable since it relies on a homography relating the reference
image and the current image. By computing partial 3D pose of the viewed planar surface,
the algorithm combines image-based servoing and position-based servoing. The main idea
is to decouple the rotational part of the control law from the translational part. This is
possible since the decomposition of the homography provides a unique rotation matrix.
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The x- and y-directions of the translational part of the control law are controlled using
image coordinates directly, similar to image-based servoing. The z-direction, however, is
treated differently since absolute depth cannot be recovered from the homography. Instead
the control is based on the relative distance to the planar surface, i.e. the quotient of the
distances measured from the reference and the current position. This quotient can indeed
be obtained from the homography.

We have implemented Malis algorithm with the adaptive gains approach (see Malis
et al. (1999) for details) to avoid that the area of interest moves out of the image. A point
in the centre of the reference image is chosen. By setting the gains such that this point
never leaves the image, a large part of the object is always visible. The position of the
chosen point in the current image can be found by using the estimated homography.

8.7 Results

To test the system, experiments were performed with textured objects. The accuracy of the
positioning was generally quite good. Typically, the reference position was reached within
6 mm and the rotational accuracy was about 0.5 degrees. Figures 8.4 and 8.5 present
detailed results of two servoing runs.

The advantage of finding new correspondences for each new image is obvious in these
two examples. In the first matched image pairs (figure 8.5), the number of matched points
is quite small, but in the final image several hundred points are matched. This property
is appealing, because it is more important too have accurate data for the final positioning
than in the beginning.

To test the repeatability and robustness of the system, we also performed a set of re-
peated experiments. A reference image and the position of the arm were saved. The arm
was then moved to a suitable starting point for servoing, and the new position was also
saved. By running the servoing system from the starting position several times, important
properties of the system could be verified.

The experiment was performed for two different objects and three starting positions.
For each starting position, 20 servoing runs were made, 10 with the same illumination as in
the reference image (fluorescent lights in the ceiling) and 10 with illumination from a bulb
in a lamp next to the objects. Table 8.7 summarises the results of these experiments. Fig-
ures 8.7–8.6 show the reference images along with the images from the respective starting
points.

The “mouse” example (table 8.7, figure 8.6) shows that the system can handle quite
large changes in viewpoint, but it also shows that the system is not perfect. When a couple
of distraction objects were placed in the camera’s field of view, the results degraded. Five of
the six failures in this case occurred when the fluorescent lighting in the ceiling was turned
off. All these failures were detected by the system. Most of the failures were caused
by unsuccessful initial matching, a few were caused by tracking failure. The servoing
algorithm always converged when matching and tracking succeeded.

In the “rice” example (table 8.7, figure 8.7), it is illustrated that the system can handle
quite a large scale change. However, at this large scale change, the performance degraded
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(a) Mouse example
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(b) Rice example

Figure 8.4. Graphs showing how the goal was reached. Notice that although the rotational and
depth errors decrease, the image point (figure b, upper left) error grows at first, which is why the
adaptive gains are lowered, to avoid that the object’s disappearance from the image. One adaptive
gain controls the x-coordinate, the other controls the y-coordinate.
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Figure 8.5. First and last matched image pairs with overlayed matched points. All the images on
the left are reference images, all the images on the right are matched to the left ones.
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Table 8.1. Results of repeated experiments, mean position errors and standard deviations. The
failings in the third and last rows were due to the combinations of extremely wide baselines and
distraction objects introduced into the scene. In the initialisation, a fixed number of corners were
detected. When additional objects were introduced, too few corners were detected on the objects
of interest.

Failures Pos err (mm) Ang err (deg)
(of 20) err std err std

Rice 1 0 2.1 0.9 0.2 0.2
Rice 2 0 3.2 1.2 0.3 0.3
Rice 3 10 2.9 1.1 0.3 0.3
Mouse 1 0 3.5 1.9 0.9 0.8
Mouse 2 1 6.9 3.1 0.4 0.2
Mouse 3 6 5.4 2.1 0.5 0.3

severely when only one distraction object was introduced. Clearly, the corners which were
“stolen” by the the second object were enough to prevent matching. All failures were
detected by the system.

8.8 Summary

We have developed a working system for visual servoing on piecewise planar textured ob-
jects. Since every part of the system is designed for a specific class of objects, a high
level of robustness was reached. Experiments demonstrated that the system functions reli-
ably. The major contribution of this chapter is the integration of algorithms for matching,
tracking and servoing into a robust working system with automatic initialisation.

The failings which were caused by distraction objects placed in the field of view of
the camera are explained by the fact that a fixed number of corners were detected in each
image. This is less of a problem in the fully integrated system presented in (Petersson et al.,
2002), as an object recognition module in that system provided our matching algorithm
with a region of interest in the image. Corner points are then only detected within that
region.
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(a) Reference image (b) Mouse 1

(c) Mouse 2 (d) Mouse 3

Figure 8.6. Mouse images: Reference image and images from the starting points.
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(a) Reference image (b) Rice 1

(c) Rice 2 (d) Rice 3

Figure 8.7. Rice images: Reference image and images from the starting points.



Chapter 9

Robust estimation using multiple
match hypotheses

An important problem in computer vision is that of computing 3D information from im-
ages. As has already been discussed in this thesis, the geometry of two images is encoded
in the fundamental matrix. This matrix can be estimated given seven or more point cor-
respondences between the images, unless the cameras are calibrated, in which case fewer
points suffice. If the two images both depict the same planar surface, the images are re-
lated by a homography matrix, which can be estimated given four or more point correspon-
dences (Hartley and Zisserman, 2000). Other two-view and multi-view relations also exist
(Shashua, 1994; Hartley, 1997b; Triggs, 1995), but to compute any of them without prior
knowledge concerning the relative positions of the cameras, correspondences between the
images are needed.

Finding point correspondences is a very challenging problem, as discussed in chapter 3.
Many methods based on various correlation techniques have been proposed (Zhang et al.,
1995; Pritchett and Zisserman, 1998; Tell and Carlsson, 2000; Tuytelaars et al., 1999),
but none of them has been able to produce a 100% correct set of point matches. Poten-
tially, an estimate of a two-view relation can be completely wrong, if only a single point
correspondence is incorrect.

This problem has led to extensive use of robust estimation techniques, such as RANSAC
(Fischler and Bolles, 1981) and LMedS (Rousseeuw, 1984). These algorithms are designed
to solve optimisation problems where the available data contains a large amount of outliers,
that is incorrect measurements. In particular, RANSAC has been very popular during the
last few years, and judging from the vast number of publications where it has been used,
it works very well indeed. Recently, the original RANSAC algorithm was improved by
replacing the simple count of inliers by a measure of the likelihood of a given solution (Torr
and Zisserman, 2000). However, there is one capability that RANSAC and its relatives still
lack — the ability to handle multiple point correspondences. In the traditional application
of RANSAC, one starts out with a putative list of point matches between the images. This
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list should be unique, in the sense that no point from either image may appear more than
one time in the list. The problem with this is that since the list of correspondences is usually
based on correlation scores, an incorrect correspondence will sometimes be chosen due
to accidental high correlation between non-matching points. Admittedly, such incorrect
points are exactly what RANSAC is designed to handle, but if too many wrong decisions
are made, the list of candidate point matches will contain too few correct matches, even
for RANSAC. Hence the correct solution will not be found even if an infinite number of
iterations are performed.

A method of avoiding early commitment to a set of matches was presented in (Torr and
Davidson, 2000), where a coarse-to-fine approach was used for wide baseline matching and
fundamental matrix estimation. Using importance sampling (i.e sampling of points with
a probability proportional to the probability of the correspondence (Ripley, 1987; Isard
and Blake, 1998b)) of points based on correlation scores, a set of fundamental matrices
were estimated at the coarsest scale. In the work of Torr and Davidson (2000), the set of
solutions were then propagated to finer scales using importance resampling, where both
geometric fit and correlation scores were taken into account at each scale in a Bayesian
framework.

In this chapter, we propose an enhancement to the single scale RANSAC algorithm,
which also avoids a commitment to a single set of matches. In this method, a point in
one image may have several possible matches in the other image, each with an associated
“probability” or belief. The belief might for instance be based on correlation scores. In-
stead of random sampling of points, as in RANSAC, our method uses importance sampling
based on these beliefs, similar to Torr and Davidson (2000). Furthermore, the measure
of support, which in traditional RANSAC is based on counting the number of candidate
matches which agree with a given solution, is replaced by solving a maximum weight
bipartite graph matching problem.

9.1 Overview of RANSAC

RANSAC (RANdom SAmple Consensus) was first introduced by Fischler and Bolles (1981).
In computer vision, it has been used for instance in fundamental matrix estimation from
point matches (Torr, 1995). RANSAC was reviewed in section 2.6 and has been widely
used throughout this thesis.

Recall that, in RANSAC, one starts with a set of candidate point matches. For funda-
mental matrix estimation, a random sample of seven pairs of points are drawn from the
set, and the F matrix is computed for just these seven correspondences. Next, the support
for this solution is computed by counting the number of matches in the candidate set that
agree with F. A new random sample is then drawn, and the support for the new solution
is computed. This process is repeated a large number of times, or until a sufficiently good
solution has been found. It is also possible to compute the number of iterations that are
needed to guarantee a certain probability of finding the correct solution (Torr, 1995).
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9.2 Why a new approach?

If the candidate match list contains “enough” inliers, then RANSAC will work well, but
the process which led to the formation of the candidate match list is sometimes very com-
plicated, and the decisions which led to the list are often far from clear-cut. In stereo
matching, a small set of points are typically extracted using a corner detector. Each point
in one image is then compared to points which are within a certain radius in the other
image (assuming the images are “close” to each other). This comparison is based on the
cross-correlation of the textured neighbourhoods of the corners. One way of creating the
candidate match list is to select the correspondences with the highest correlation score in a
“winner takes all” strategy. However, if two potential correspondences involving the same
point in one image have similar correlation scores, the probability of choosing an erroneous
match is high. False matches may have higher correlation scores than correct matches, due
to accidental texture alignment or repeated image texture.

One way of viewing this situation is in the form of an association matrix A, where in
the case of cross-correlation of corner neighbourhoods, an element aij of A is the cross-
correlation of corner i in one image to corner j in the other image. The same situation
also arose, but in the form of a vote matrix, in the matching algorithms presented in chap-
ters 4 and 6. There, the elements ofAwere not correlation scores, but votes which indicated
how strongly two corners were associated by a voting process.

Recall that (section 4.5) there are several ways of forming a candidate match list from
an association matrix. One is to select mutual best matches. This amounts to selecting
entries aij in the matrix which are the maximum value in both row i and column j. Another
method is based on viewing the matrix as a bipartite graph, where one set of nodes are the
corners in one image, and the other node set are the corners in the other image. An edge
connects node i in the first node set and node j in the second node set if aij > 0, in which
case the edge gets weight aij (see figure 4.8). Using this graph, a candidate match list can
be found by solving the maximum weight matching problem on the graph.

If one considers an association matrix, the problem of the traditional RANSAC algo-
rithm should now be apparent. Some entries in A may correspond to correct matches with
very high probabilities, whereas others may not. Making wrong decisions could lead to a
candidate match list which contains too few inliers, even for RANSAC. This motivates an
approach where the decision of mutual best matches or graph matching is not made prior
to RANSAC. Instead, the entire matrix, or large parts of it, should be used in the iterative
search for a solution.

9.3 The proposed algorithm

In the new method, it is assumed that there exists an association matrix A, where element
aij is a measure of the goodness of match of corner i in the first image and corner j in the
second image. This matrix should be normalised so that the entries sum to one. Whenever
a new sample is to be drawn, the correspondence of corner i and corner j is selected with
probability aij . If the same row or column is selected twice, the process is simply repeated



118 Chapter 9. Robust estimation using multiple match hypotheses

until the desired number of points have been drawn. This process is commonly called
importance sampling (Ripley, 1987; Isard and Blake, 1998b).

Using the drawn sample, the solution is computed in exactly the same way as for
RANSAC. Hence, in the case of the fundamental matrix, seven points are drawn and the
fundamental matrix is then computed.

Now, given a candidate solution, its support must be measured. Since no single candi-
date match list is available, this must also be done with respect to an association matrix,
but not the same one as was used in the importance sampling, since the support should
measure the geometric fit of the solution.

Every solution S and every pair of points x0 and x induce a cost �(S;x;x0), so we can
define a new association matrix D in the following way:

dij = max(0; T � �(S;xi;x
0
j)): (9.1)

T is a threshold on the cost function � designed to reject outliers. In the case of the funda-
mental matrix, �(S;x;x0) can be for instance the distances to epipolar lines or the Sampson
distance (Hartley and Zisserman, 2000). Using the Sampson distance, and denoting the el-
ement i of the column vector y by (y)i, we have

�(F;x;x0)2 =
(x0>Fx)2

(Fx)21 + (Fx)22 + (F>x0)21 + (F>x0)22
: (9.2)

Alternatively, using the symmetric distance to epipolar lines yields

�(F;x;x0)2 = (x0>Fx)2
�

1

(Fx)21 + (Fx)22
+

1

(F>x0)21 + (F>x0)22

�
: (9.3)

Both of these measures have been shown to provide similar performance (Zhang,
1998a), but it is argued in (Torr and Murray, 1997) and (Hartley and Zisserman, 2000)
that the Sampson distance is more justifiable, as it is a first-order approximation to the
reprojection error, i.e. the distance between measured and true correspondences. Hence,
we will use the Sampson distance in our experiments. However, following Hartley and
Zisserman (2000), the distance to epipolar lines will be used for assessing the quality of
the estimated solution.

Referring to eq. 9.1, if the distance is greater than the threshold T , the two points are
not associated at all. The support for the solution S is now measured with respect to D
in the following way: The association matrix D defines a bipartite graph G, with one set
of nodes representing the points in the first image, and another set of nodes representing
points in the other image. An edge connects node i in the first node set and node j in the
second node set if dij > 0. If that is the case, the edge is given weight dij .

A unique set of correspondences between the images can now be found by finding the
matching of total maximum weight for the graph, i.e. we want to find a subset of the edges
of G, such that no two of the selected edges have a node in common, and such that the sum
of the edge weights is as large as possible. A similar approach was used by Cheng et al.
(2001), but their goal was to perform 3D reconstruction, assuming known camera poses.
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Finally, the support for the solution S is taken to be the number of edges in the max-
imum match. If two solutions have the same support, the one with the maximum edge
weight sum is preferred. The process of importance sampling, solution computation and
bipartite graph matching is repeated a large number of times, in order to find a good solu-
tion.

9.4 Iterative improvement of the solution

In RANSAC, a solution may be improved significantly by adding a second stage to the algo-
rithm. Again, using the case of epipolar geometry as an example, given that a reasonably
good solution has been found, we have a seven point sample on which the solution was
based. These points are likely to be correct correspondences, since they have a lot of sup-
port from other points. However, it may be possible to find an even better solution, by in
turn replacing each of the seven sample points with each of the remaining points from the
candidate match list. For instance, given that there are 500 points in the list of candidate
matches, trying each of them in each position of the seven point sample would require an
extra 3500 solution evaluations. However, since only one point at a time is replaced, the
probability of forming a good seven point sample is much higher than if seven points were
chosen randomly from scratch. Hence, many more of the samples formed in this manner
are good, in comparison with randomly selecting seven new points each time.

We would like to implement something similar in our method, but we cannot try all
candidate matches as there can be up to as many as the number of entries of the association
matrix, or 5002 = 250000 using the figures of the example in the last paragraph. As this
is not feasible, and would not constitute a “fair” comparison with RANSAC, the approach
taken has been to allow as many iterations as RANSAC would use in its improvement stage.
Using the same figures as above, this means that each point in the seven point sample is
replaced 500 times by other points. These other points are sampled from the association
matrix using importance sampling, just as in the first stage of the algorithm.

The complete algorithm is summarised in pseudo-code in algorithm 2 (p132).

9.5 Computational issues

There are two ways in which the computational complexity of the proposed algorithm
could differ as compared to RANSAC: the amount of work per iteration and the number of
iterations.

If every possible correspondence is used in the algorithm, the running time will be
quite high, since the graph matching algorithm takes a lot of time to run on a complete
graph. Hence, in such cases, the algorithm will require much more work per iteration then
RANSAC. Usually though, only a few correspondences are reasonably likely, and weak
correspondences would not be sampled very often anyway. Hence, the algorithm can be
made to run faster by thresholding the association matrix in some fashion, and building
bipartite graphs with fewer edges. Our implementation uses a graph matching algorithm of
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the LEDA software package (LEDA, 2000). This algorithm has time complexityO(n(m+
n logn)), where n is the number of nodes andm is the number of edges, so as long as there
are many more edges than nodes, there is a substantial gain from reducing the number of
edges.

Selecting a subset of the possible edges is not a trivial task. One way would be to
select the k overall best entries in the association matrix, but that could lead to a problem if
a few points were strongly associated to many other points. This could occur in correlation
matching, where the association matrix can be biased by repeated structure or areas with a
very high density of corners. One way to deal with this is to modify the actual matching
algorithm, so that it produces an unbiased association matrix. However, in the experiments
in this chapter, we chose to use the simple method of selecting the 10 largest entries in each
row of the association matrix.

With regard to the number of iterations, since many more potential correspondences are
used in our algorithm than in RANSAC, it might at a first glance seem that it takes longer
to run. However, this is not necessarily true, as is demonstrated by looking at two extreme
situations. First, consider a binary association matrix — a matrix which is zero everywhere
except for a few elements with value 1, such that no row or column contains more than one
nonzero element, i.e. a permutation matrix. If importance sampling and graph matching is
used with this matrix, the new algorithm behaves exactly as RANSAC. Both the solution
and the time complexity will be the same for both algorithms. Next, consider a completely
ambiguous association matrix, one where each element is of the same value. Suppose it is
of size n� n, and that there are exactly n inliers in the matrix. In this case, any method of
acquiring a candidate match list for RANSAC would on average yield 1=n inliers. Hence,
in the random sampling step, the probability of selecting an inlier is 1=n. Importance
sampling directly from the matrix yields an inlier with probability n=n2 = 1=n. Hence,
the time complexity of our novel scheme will be the same also in this case. Furthermore,
by simply running our algorithm a longer time, one can obtain solutions which could not
be found at all using RANSAC.

These two examples are extreme, and the proposed method might of course be slower
in practice, but this depends heavily on the problem at hand and the information in the
association matrix. One can construct “degenerate” situations where our method seemingly
“fails”. For instance, suppose we have a problem where the correct association matrix is
the identity matrix, but that the available association matrix has the form

0
B@
1 + � 1 : : :
1 1 + �
...

. . .

1
CA (9.4)

where � > 0 is a very small number.
In this case, solving a graph matching problem and then running RANSAC will give a

perfect result instantly, but importance sampling will take a much longer time. However,
one can argue that if the association matrix is so ambiguous, the perfect result of RANSAC
is pure luck anyway, so this does not really constitute a failing of the proposed algorithm.
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In summary, we expect that under low noise conditions, i.e. we have good association
matrices, the new algorithm will yield largely the same results as RANSAC, but that when
the noise level increases, RANSAC results will degrade, as will those of the new algorithm.
We should then be able to produce better results simply by allowing our algorithm a longer
running time. However, too long running times result in an algorithm of little practical use.
Therefore, we have also considered an alternative version of our algorithm, as we will see
next.

9.5.1 A modified algorithm

Due to the fact that importance sampling among thousands of points might lead to long
running times, we have also investigated a slightly different version of the algorithm. In-
stead of selecting the k best entries from each row of the association matrix, the algorithm
starts exactly as RANSAC, by applying graph matching to find a candidate set of matches,
with no repeated points. From this set, matches are sampled uniformly just as in RANSAC.
However, the measure of support for a particular solution is still performed using a graph
matching method with respect to the entries of the association matrix. This means that a
solution will potentially receive support from points not in the candidate match list. This
should not be a problem, since the graph matching guarantees that no point in the set of
supporting points is repeated. Also, the sample used to compute the solution will always
be in the supporting set, since it is a perfect fit to the solution, hence incorporating it in the
supporting point set has zero cost.

9.6 Experiments

Experiments were performed on both simulated and real data, to test the algorithm and
verify the hypotheses about its behaviour. In the simulations, 500 3D points were randomly
generated with a uniform distribution inside a box of width and height 2 meters, but depth
only 0.5 meters, i.e. points were sampled from the 3-dimensional uniform distribution with
densityU(x; y; z) = Ux(�1; 1)Uy(�1; 1)Uz(0; 0:5). In real-life situations, one often finds
that the depth range of the available feature points is smaller than the range of the other
dimensions, so this choice was made to reflect this fact.

One camera was then placed 2 meters from the point cloud, at positionX0 = (0; 0;�2),
and the other camera at position X0

0 = (�0:7; 0;�2). The second camera was also rotated
around its y-axis so as to look at the centre of the point cloud. The cameras were chosen to
have the same internal parameters: square pixels with scale factor 600, and principal point
(300,300). The points were projected into the image of each camera and Gaussian noise
with standard deviation 0.5 was then added to the image coordinates.

To simulate a real matching situation, an association matrix was needed. Since all
the points were projected into the images and the order of the points was preserved, a
perfect association matrix is simply the identity matrix. In the experiments, this matrix
was contaminated by different levels of noise to test the performance of the algorithm. The
choice of noise model is quite arbitrary, since we did not gather any statistics about the
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Standard deviation 0.25 0.27 0.29 0.31 0.33
# elements > 1 16 53 141 314 610

# elements > 0:5 11375 16012 21171 26691 32434

Table 9.1. The number of outliers in the association matrix given different noise levels. These
values should be considered in relation to the number of entries used for importance sampling.
The association matrices were of size 500 � 500 and 5000 entries were selected.

noise characteristics in real association matrices, but we believe that the model we chose
demonstrates some important properties of the algorithm.

The identity association matrix was contaminated by additive Gaussian noise, but only
to the zero elements. The associations along the diagonal were left intact. Several levels of
noise were tried, ranging from standard deviation � = 0:25 to � = 0:34. In other words,
each association matrix entry aij such that i 6= j was changed according to the formula
aij = jxj, where x 2 N (0; �).

The values of � might sound low, but looking at the normal distribution function to see
what the number of expected outliers are, the numbers are far from low. Table 9.1 shows
that the expected number of elements which are greater than 1 increases quite rapidly
with the noise level. An element with value greater than 1 is sampled more often than
the correct matches, which all have exactly value 1 in the simulations. Furthermore, the
expected number of elements greater than 0.5 are of the order of 104. All of those elements
are sampled at least half as often as the correct correspondences.

The same threshold for support was used in both algorithms. A match was considered
an inlier if the Sampson distance given a fundamental matrix was less than one pixel. When
running RANSAC, graph matching was used to find a set of candidate matches from the
association matrix. The graph matching method was the same as that used in the measure
of support in our algorithm.

9.6.1 Simulated data with the full algorithm

The simulation results shown in figure 9.1 were obtained by running both RANSAC and
the proposed algorithm 20 times for each noise setting, and then averaging the number of
consistent matches over the 20 runs. The experiments were performed, one using 2000 iter-
ations for both algorithms, and one using 200000 iterations. The results in figure 9.1 show
that the proposed algorithm requires many more iterations than RANSAC to produce decent
results. The use of only 2000 iterations yields quite bad results compared to RANSAC. Not
only are the results bad, they are also quite unstable, which can be seen in figure 9.2. The
standard deviation of the number of consistent matches over the 20 test runs is very high.
This behaviour is to be expected, since table 9.1 reveals that even for very low noise levels,
more than 10000 entries of the association matrix are greater than 0.5. This means that
when using importance sampling, false matches are sampled quite often, considering that
the number of correct matches are only 500. Finally, figure 9.3 show that the number of
false positive matches increases when 2000 iterations are used.



9.6. Experiments 123

0.25 0.26 0.27 0.28 0.29 0.3 0.31 0.32 0.33 0.34 0.35
0

50

100

150

200

250

300

350

400

450

500

The number of consistent matches

Standard deviation of additive noise

Ransac 2000 iterations
Graph matching 2000 iter.

0.25 0.26 0.27 0.28 0.29 0.3 0.31 0.32 0.33 0.34 0.35
0

50

100

150

200

250

300

350

400

450

500

The number of consistent matches

Standard deviation of additive noise

Ransac 200000 iterations
Graph matching 200000 iter.

Figure 9.1. The number of consistent matches in fundamental matrix estimation for
simulated data of 500 points. The graphs show the number of correct matches ver-
sus the amount of noise. Each graph corresponds to a different number of allowed
iterations.

However, when 200000 samples are used, the performance of our novel algorithm
improves dramatically and is clearly superior to RANSAC for high levels of contamination.
The number of consistent matches increases and the number of false positives decreases
for low to moderate noise levels. This is also an expected result. As long as the correct
matches are in the set from which samples are drawn, the correct solution will eventually
be found, albeit after a very long time.

Too shed further light on the dependence of the results on the number of iterations, we
conducted an experiment using a fixed noise level and varying number of iterations. For
this experiment, the standard deviation of the noise was fixed at 0.31, and the algorithm
was run using an increasing number of iterations until it reached a level where perfect
results were obtained every time. As figure 9.4 shows, the results stabilise only when the
number of iterations reaches about half a million.

Thus, there is little practical advantage gained by employing our algorithm rather than
RANSAC. One conclusion is that if the association matrix is good enough to allow RANSAC
to be run successfully, then there is not much point in running our algorithm. On the other
hand, if the association matrix is so noisy that RANSAC does not work, our algorithm might
be able to find a solution, at the price of a significant increase in computation time.

The reason why it takes so much time is that the ratio of inliers to outliers is very
low. We saw in table 9.1 that even at the lowest noise level of the experiments, all of
the entries selected for use in importance sampling were expected to have an association
matrix value aij > 0:5, and are thus sampled at least half as often as the correct matches,
which have value aij = 1. This means that if we choose the 10 best entries in each
row of the association matrix for use in the algorithm, and the outliers have values aij =
0:5 exactly, the effective inlier to outlier ratio would be 0.2. Referring to (Hartley and
Zisserman, 2000), the number N of iterations needed to find a good seven point sample
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Figure 9.2. The standard deviation of the number of consistent matches in fundamental
matrix estimation for simulated data of 500 points. For each noise level, the algorithms
were run 20 times. The graphs show the standard deviation of the number of correct
matches averaged over the 20 runs versus the amount of noise.
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Figure 9.3. The average number of false positive matches in fundamental matrix esti-
mation for simulated data of 500 points. For each noise level, the algorithms were run
20 times. The graphs show the number of false positive matches averaged over the 20
runs versus the amount of noise.
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Figure 9.4. The number of consistent matches in fundamental matrix estimation for
simulated data of 500 points. The graph show the average number of correct matches
versus the number of allowed iterations for a fixed noise level � = 0:31.

with probability p is

N = log(1� p)= log(1� (1� w)7): (9.5)

With an effective inlier ratio of 0.2 and a probability of selecting a good sample p = 0:99,
we have N = 359776, which explains the observation that about half a million samples
were required to get stable and reliable results.

9.6.2 Simulated data with the modified algorithm

Too investigate whether better results could be obtained using the modified algorithm, the
same experiments were conducted without using importance sampling of points. Instead, a
candidate match set was found by applying graph matching to the association matrix, and
points were then sampled from that set. Support was on the other hand measured using the
association matrix directly, just as in the experiments of the previous section. The results of
the experiments are displayed in figure 9.5. The number of false positive matches is shown
in figure 9.6. These results are much better than those of the previous section, and require
only 2000 iterations. This comes as no surprise; we used the same sampling strategy as
in RANSAC, the only difference was the measure of support. The use of graph matching
provides the opportunity to find matches which are not in the candidate match list, without
affecting the number of iterations.
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Figure 9.5. The number of consistent matches in fundamental matrix estimation for sim-
ulated data of 500 points. The left graph shows the number of correct matches versus
the amount of noise. Each graph corresponds to a different number of allowed itera-
tions. The right graph shows the standard deviation of the number of correct matches
over the 20 runs versus the amount of noise.
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Figure 9.6. The number of false positive matches in fundamental matrix estimation for
simulated data of 500 points. The graph shows the average number of false positive
matches versus the amount of noise

.
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9.6.3 Real data

Experiments were also performed with real data (see figure 9.7–9.10). An association
matrix was produced for each image pair by running the matching algorithm based on
comparing intensity profiles between corners (Tell and Carlsson, 2000), which was pre-
sented in an chapter 6. In all experiments, 500 corners were detected in each image. Each
image pair was tested in three ways, first by RANSAC, then using our graph matching
method with importance sampling of points from the association matrix, and finally using
graph matching for measuring support but without the importance sampling of points. For
RANSAC and the method without importance sampling, 2000 iterations were used, and for
the method with importance sampling 200000 iterations. To cope with the large number
of iterations, view consistency constraints were used in order to avoid computing solutions
for bad samples.

In the first, second and third experiment (figure 9.7–9.9), the epipolar geometry was
estimated, whereas in the last experiment (figure 9.10), a homography was computed.

The results indicate that the method using importance sampling is worse, or no bet-
ter, than RANSAC in all examples (for homography estimation we could not use the view
consistency constraints, as they require five points, and without those constraints, the com-
putation time is too large). For the method which uses the same sampling strategy as
RANSAC, but measures support using graph matching, better results were obtained in all
examples.

However, in figure 9.9, it appears that in the lower two image pairs, a larger fraction of
the matches are actually outliers which happen to be consistent with the epipolar geometry,
than in the upper pair where RANSAC was used. This illustrates a danger of using multiple
matches with a “weak” constraint such as the epipolar geometry; one can easily get erro-
neous results. One way to deal with this would be to define edge weights in the bipartite
graph which incorporate both geometric fit and association matrix information, so that the
edge weights dij become: dij = �aij + (T � �(S;xi;x

0
j)). The problem with this is that

it is not obvious how to select the weight � to combine the two types of information into a
single cost function. In (Torr and Davidson, 2000), geometric and photometric information
was fused using Bayesian methods. It was assumed that both geometric and photometric
fit could be modelled by Gaussian distributions, which means that the likelihood function
was a weighted sum of the different cues. However, choosing the weighting is nontrivial,
and justifying the Gaussian assumption is in general difficult.
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Figure 9.7. Epipolar geometry estimation for an image pair. a) RANSAC, 136 matches,
average residual: 0.54. b) Graph matching with importance sampling, 121 matches,
average residual 0.64. c) Graph matching and no importance sampling, 187 matches,
average residual 0.51.
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Figure 9.8. Epipolar geometry estimation for an image pair. a) RANSAC, 109 matches,
average residual 1.23. b) Graph matching with importance sampling, 107 matches,
average residual 1.23. c) Graph matching and no importance sampling, 151 matches,
average residual 1.22.
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Figure 9.9. Epipolar geometry estimation for an image pair. a) RANSAC, 104 matches,
average residual 0.58. b) Graph matching with importance sampling, 105 matches,
average residual 0.52. c) Graph matching and no importance sampling, 127 matches,
average residual 0.58. Image used with permission from INRIA.



9.7. Summary 131

a)

100 200 300 400 500 600

50

100

150

200

250

300

350

400

450

100 200 300 400 500 600

50

100

150

200

250

300

350

400

450

b)

100 200 300 400 500 600

50

100

150

200

250

300

350

400

450

100 200 300 400 500 600

50

100

150

200

250

300

350

400

450

Figure 9.10. Homography estimation. a) RANSAC, 138 matches, average residual 1.87.
b) Graph matching, no imp. sampling, 161 matches, residual 1.7.

9.7 Summary
The traditional way of doing matching and robust estimation has been to first find a can-
didate set of matches in winner-takes-all fashion, and then to eliminate outliers from this
set by enforcing a geometric constraint. The novel algorithms presented in this chapter at-
tempted to remove the winner-takes-all part, and allow multiple possible correspondences
in the robust estimation algorithm. The method differs from RANSAC in that they allow
multiple matches to be handled. One of the methods uses importance sampling instead
of random sampling, and both methods measure support for a given solution by solving a
bipartite graph matching problem.

The results indicate that using importance sampling directly from the association ma-
trix should be avoided. In cases where the association matrix contains “good” informa-
tion, one is better off finding a candidate set of matches from the matrix and then running
RANSAC with random sampling. In cases where the information in the association matrix
is poor, the method can find solutions, but the number of iterations required is huge, and
if a weak constraint such as the epipolar geometry is being used, erroneous solutions can
easily be found.

The method of using random sampling from a candidate match list, but using graph
matching and multiple matches for the measure of support requires the same number of
iterations as RANSAC (since the sampling strategy is the same), and produces results which
are better than RANSAC. However, it is not clear whether this improvement is large enough
to justify the added computational complexity.
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Algorithm 2: Robust fundamental matrix estimation
using multiple (ambiguous) correspondences.
Input: Two lists of image points: xi, i 2 (1 : : :m) and yj , i 2 (1 : : : n).
An association matrix, A, where element aij is a measure of the belief
that points xi and yj are in correspondence. Two parameters N1 and
N2, denoting the number of iterations in the two phases.
Output: A fundamental matrix F and a set of points (xk;yk), consistent
with it.
EXTENDED-RANSAC (xi,yj , A, N1, N2)
(1) for iter = 1 to N1

(2) Select seven entries from A such that an entry (i,j) is selected
with probability aij , and such that the same row or column is
not selected more than once. Denote the seven point sample
by S7

(3) Compute the fundamental matrix F from S7, yielding one or
three solutions.

(4) foreach solution F
(5) Compute the matrix D of geometric fit, dij =

max(0; T � �(F;xi;x
0
j)).

(6) Form a bipartite graph from matrix D, using row indices
as the first and column indices as the second vertex set.
Connect vertex i and j with an edge of weight dij if
dij > 0.

(7) Find the maximum weighted matching of the bipartite
graph. Let C be the cardinality of the matching, and let
S be its sum weight

(8) if C > bestC or (C == bestC and S > bestS)
(9) bestC = C, bestS = S, bestF = F, bestS7 = S7
(10) end
(11) end
(12)
(13) for iter = 1 to N2

(14) for k = 1 to 7
(15) Select 1 entry (i,j) from A (with probability aij ), and re-

place entry k in the seven point sample bestS7 by the
new entry. If the resulting sample has repeated columns
or rows, repeatedly select new entries until a valid sam-
ple has been found.

(16) Perform steps 3–10 above, i.e. compute F, measure sup-
port, and if the new solution is a better one, remember
it.

(17) end
(18) end



Chapter 10

Summary and conclusions

The primary goal of this thesis was to develop methods for automatic matching of images
taken from widely separated viewpoints. This is a very loosely defined problem, and solv-
ing it in general is difficult. Hence, we only studied two different situations: scenes with
many line segments but little texture and scenes with plenty of texture and mostly planar
surfaces. For these two types of scenes, many good results were obtained.

Line segments proved to be harder to work with due to the difficulty of detecting them
reliably. Noise, reflections and occlusions are some of the causes of broken or missing line
segments. If the line segments can be detected reliably, the matching algorithm performs
well, as was indicated by an example where manual line extraction was used (table 4.1).
The question is whether line segment detection can at all be done robustly or considered in
isolation.

The method of matching points using texture gives impressive results. The incorpora-
tion of topological constraints as the preservation of cyclic order of intensity profiles gave
a further improvement in our experiments. These two methods for point matching, and
also their combination into a single system, are the most important contributions of this
thesis. However, the restriction to planar or almost planar surfaces prohibits the use of the
methods on scenes with many depth discontinuities or strongly curved surfaces, but this is
true of most matching algorithms using affine invariants which have been developed during
the last few years.

Finally, two different algorithms for robust estimation using multiple correspondences
were suggested. Bipartite weighted graph matching was used to resolve ambiguities among
these correspondences. The experiments showed that the method which employed impor-
tance sampling did indeed deliver impressive results, but only when it was allowed a very
large number of iterations. Hence, the method is of little practical use. However, the
method that used the same sampling strategy as RANSAC, but used graph matching for
measuring support, outperformed RANSAC. This method required the same number of it-
erations as RANSAC, but since support was measured using graph matching, it too required
a larger computation time.
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10.1 Discussion

Although the methods presented in this thesis have successfully been applied to a variety of
scenes, those scenes still qualify as “reasonably simple”. If you were to go out on a busy
city street and take a couple of images from two widely separated viewpoints, chances
are that neither of the algorithms would work. A typical “street scene” contains many
distractions like trees, moving people, cars and specular reflections on windows. These
and many other sources of “noise” makes it incredibly difficult to create a fully automatic
system for image matching. Whatever algorithm you build, some assumptions on scene
structure have to be made, and for general scenes, some or all of those assumptions will
always be violated. The reason for this is that all existing matching algorithms tend to make
assumptions that simplify the world in some way, but the world itself stays the complex
beast it has always been, and it has no intention of changing.

So, how would one go about overcoming the complexity of the world? This is one
of the fundamental questions of computer vision, and indeed human vision. The meth-
ods we have used in this thesis represent a view-based approach to vision. Everything is
represented by images. To avoid having to use millions of images for representation, we
developed wide baseline matching algorithms. These enable us to represent several neigh-
bouring views of a scene using only a single image. However, there are certainly scenes
which are sufficiently complex to force a dense sampling of images in spite of our efforts
on wide baseline matching.

A basic question that should be asked is this: In general, is it at all possible to solve the
matching problem, given any two images and only those images? Humans certainly do not
do this all the time. In fact, we probably never do that. We use attention to focus on what
we are currently interested in. Much information goes unnoticed by us. Also, most of the
time, we know where we are and what we are doing, so we have some a priori information
about what to expect in the environment. We have a model which helps us interpret the
world. We know that a house has three dimensions, even if we only see one wall. Perhaps
this means that the purely view-based approach to vision is flawed, and that as researchers
in computer vision, we are trying to achieve the impossible. However, we have seen that
good results can indeed be obtained by our algorithms for specific scene types, so although
not being a solution to the general problem of vision, the methods can be used for solving
specific tasks.

The next question concerns how computational algorithms can approach the perfor-
mance of the human visual system. Certainly, there is much information which our al-
gorithms do not use, the reason being that it is not available at the pixel level. Matching
algorithms typically use image intensities, or colour, or statistics of these over image re-
gions. Algorithms also use geometric constraints, such as the epipolar geometry, to restrict
the possible interpretations of a scene. However, few matching algorithms use higher level
constraints, such as the fact that a building stands on the ground, or that a car has four
wheels, or that windows are regularly placed. These facts have been exploited in research
on object recognition, but the problem is that to use these properties, one first has to deal
with the matching problem. It is hard to build any higher level representations of a scene
without solving some kind of an association problem. Likewise, it is difficult to solve the
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association problem before one has access to a higher level description of the scene. As so
often in computer vision, the nature of the task is a chicken and egg problem.

It is likely that these questions must be addressed in order to reach new standards in
matching algorithms. Research on computer vision has to a large extent focused on isolated
problems like matching, segmentation, computation of depth, or object recognition. This
thesis is no exception from that rule. There is a plethora of algorithms for solving these
tasks in a variety of situations, but no algorithm produces miracles, they all have their
advantages and shortcomings. Although significant progress has been made, maybe we
have to stop thinking in terms of points, texture and image intensities, and start thinking in
more general terms to represent the world. The problem is that the latter is quite a vague
concept, while the colour of an image pixel is more concrete. When the field of computer
vision started about 50 years ago, researchers actually gave much more thought to these
issues than they do today. One can only speculate about the reason for this, but the arrival
of fast computers capable of performing computationally intensive image processing tasks
is certainly one factor. In the 1960’s, no computers had the processing speed to perform
correlation stereo matching on digital images in less than a second. It was difficult enough
to use digital images at all.

Whatever the reason for the lack of focus on higher level knowledge, the conclusion
of our argument is that low-level knowledge should not be considered in isolation from
high-level knowledge.

10.2 Future work

The statement that high-level knowledge may improve matching performance is extremely
vague. Clarifying and realising this concept is thus a possible subject of future work.

At a lower level, the issue of scale has not really been addressed in this thesis. The ex-
periments have been performed using edge or corner detection at a particular scale. A prin-
cipled way of incorporating scale into the methods is a possible extension. Furthermore,
voting has been widely used for cue integration. An alternative to voting are Bayesian
methods. However, that would require using models of the data, i.e. probability density
functions of observed features given a particular solution. Finding those models is not a
trivial task, neither in the case of line segments nor intensity profiles.

Finally, the application of our matching methods to 3D reconstruction would also be
an interesting topic for future work. In the introduction to this thesis, it was mentioned that
3D reconstruction is currently performed mostly on video sequences, where the baseline
of successive images is small. We noted that using wide baseline matching, reconstruction
can be performed with fewer images. Whether or not the results of our algorithms are good
enough to allow reconstruction should be investigated experimentally.
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