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Summary
Measuring what people care about makes it easier to improve what they care
about. Also, throwing away useless data makes computer networks go faster.
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Abstract
As computer networks grow in complexity, measuring the performance
becomes a challenge. Intrinsic properties of the networks capability to transport data, such as bandwidth, throughput, latency, jitter, loss, and error
rate are not always enough to provide a clear picture of how well the network can satisfy the users’ expectations. In these situations, the relationship
between the users’ expectations and the quality provided by the network is
of interest. Today multiple approaches to quantifying quality exists, such as
Quality of Service (QoS), Quality of Experience (QoE) and Quality of Information (QoI). In this thesis, we explore how such quality measurements can be
used as means to improve network performance.
In the first part, we examine the Quality of Service in shared experiment
networks, with a focus on the FEDERICA network. We study how we can collect various types of information about the experiment environment, known as
metadata. We present a method for statistical analysis of metadata, based on
clustering, and group the data into periods with comparable conditions. This
lets us draw conclusions about the network conditions during the experiment.
We show that, using this method, it is possible to improve the reliability of
experiments in shared experiment networks.
In the second part, we take a Quality of Experience viewpoint, while doing
experimental development. The goal is to improve the mobility performance
of an implementation of the Stream Control Transfer Protocol (SCTP). The
experimental environment is a combination of mobile devices and real-world
networks. Experiments are performed and through careful use of metadata,
we identify important properties of the experiment environments that impact
our experiment results. We present a mobility framework, which simplifies the
introduction of mobility functionality in an existing SCTP application, and
use it in the experiments. This framework is combined with optimisations
of the SCTP implementation and a policy for vertical handover based on
radio signal strength measurements. Finally, we show that by using this
combination, it is possible to perform seamless vertical handover between
WiFi and 3G cellular networks.
In the third part, we focus on Quality of Information in Delay Tolerant
Wireless Sensor Networks (DT-WSN). These are wireless networks designed
to sense the environment and communicate the collected measurement data
over unreliable wireless links. We study how it is possible to improve the
quality of the measurements obtained under conditions where bandwidth and
storage capacity are limited, forcing the network to discard a significant fraction of the data. We introduce the SmartGap algorithm, a buffer management
algorithm for DT-WSNs, and demonstrate that this algorithm can provide significantly improved QoI over a wide range of network configurations. Along
the way, we investigate the impact of different factors on the evaluation of
buffer management algorithms for DT-WSN.
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Sammanfattning
De datornätverk som vi bygger idag är så komplexa att det kan vara svårt
att mäta hur de presterar. Vi kan mäta grundläggande egenskaper, såsom
bandbredd, genomströmning, latens, paketspridning och förluster, men det
går inte alltid att direkt översätta resultatet av våra mätningar i en användarupplevelse. I det läget är förhållandet mellan användarens förväntningar
och den kvalité som nätverket levererar intressant. Det har utvecklats en
mängd olika lösningar för att mäta kvalité, så som tjänstekvalité (Quality of
Service, QoS), upplevelsekvalité (Quality of Experience, QoE) och informationskvalité (Quality of Information, QoI).
I detta arbete undersöker vi prestandan i komplexa nätverk, för att sedan
försöka förbättra den. Vi grundar vårt arbete på mätningar av den nuvarande
prestandan som vi kombinerar med relevanta kvalitetsaspekter. Arbetet görs
i tre delar, i tre olika typer av nätverk. Vi fokuserar på olika kvalitétsmått i
de olika delarna.
I första delen så studerar vi tjänstekvalité (QoS) i delade forskningsnätverk, och då framförallt FEDERICA. Vi undersöker hur vi kan samla olika
typer av information om nätverket och använda detta som en form av metadata om nätverket. Sedan presenterar vi en metod där vi använder statistisk
analys och gruppering av metadata för att kunna dra slutsatser om nätverkets
egenskaper. Vi visar att metoden kan förbättra tillförlitligheten hos experiment som utförs i delade forskningsnätverk.
I andra delen fokuserar vi på upplevelsekvalité (QoE) och använder en
experimentbaserad metod för att utveckla ett protokoll. Vi arbetar med övergångar mellan WiFI och mobila nätverk (så kallade vertikala övergångar) när
vi använder SCTP-protokollet. Vid vertikala övergångar byter en enhet till
ett nytt anslutningsmedium (från WiFi till mobilt nätverk eller tvärt om)
men behåller de kommunikationsvägar som har etablerats. Målet är att användaren inte skall uppleva en kvalitésänkning när en övergång sker, vilket
gör övergången transparent. Vi använder en kombination av vanliga mobiltelefoner och produktionsnätverk. Under arbetets gång utför vi experiment
och samlar data om hur näten fungerar. Vi använder sedan den information
för att identifiera olika faktorer som påverkar våra resultat. För att förbättra
prestandan, och underlätta utvecklingen, introducerar vi ett ramverk för vertikala övergångar. Ramverket kombineras sedan med väl valda inställningar
och en policy för vertikala övergångar baserat på signalstyrkan hos de anslutningspunkter som enheten har. Med den kombinationen visar vi att det är
möjligt att genomföra transparenta övergångar.
I tredje delen av arbetet utgår vi från informationskvalité (QoI) när vi undersöker störningståliga trådlösa sensornätverk (Delay/Distruption Tolerant
Wireless Sensor Networks, DT-WSN). Vi undersöker hur vi kan förbättra
kvalitén på mätningar i situationer där bandbredd och lagringskapacitet är
kraftigt begränsaded, vilket gör att nätverket måste slänga bort en stor del
av den insamlade datan. Som en del av detta arbete introducerar vi SmartGap, en bufferhanteringsalgorithm som fokuserar på informationskvalité för
mätningar i DT-WSN. Vi studerar också vilka faktorer som är viktiga vid
utvärdering av bufferhanteringsalgoritmer för DT-WSN.
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Chapter 1

Introduction
Telecommunications Network: [An] electronic system of links and switches,
and the controls that govern their operation, that allows for data transfer, and exchange among multiple users. – Encyclopædia Britannica [1]
It seems, whenever I mention that I do research in telecommunication systems,
the question I get is ‘Can you make my mobile phone go faster?’. Bandwidth grows,
latency is reduced, and packet loss is eliminated, but the users increase their demands at a similar pace. Why should they not? After all, if they open a newspaper,
the advertisements will tell them that they can now get ‘up to 100 Mbit/s’, which
obviously must be ten times better than the ‘up to 10 Mbit/s’ that was offered last
year. Yet, that is not how it feels to the user. Perhaps this discord originates in
the tendency we have to focus on the most obvious performance metrics. We try to
measure the performance networks by looking at the maximum transmission rates.
But, are we really interested in the maximum achievable transmission rate on a link
in a network? By only looking at the most obvious performance metrics, we can fool
ourselves into focusing on wrong issues; we should really be asking ourselves what
is having an impact on the quality 1 the user experiences with a system. However,
quality can mean many things in a network, depending on what the users need. Are
we looking for the Quality of Service, the intrinsic performance of the network? Or
perhaps, the Quality of Experience, the subjective user experiences the network
performance? Or maybe, the Quality of Information, the value provided by the
network to an application? If we can identify a relevant aspect of quality for the
user, and the relationship between this aspect of quality and the performance of
the network, it may be possible to target bottlenecks that limit the performance
of the network. By targeting these bottlenecks, we may be able to obtain performance gains with a limited effort compared to what is required to upgrade the whole
system.
1 Quality

(noun): how good or bad something is. [2]

1
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Fundamental to this approach is measuring relevant aspects of how the network
performs2 . So, at some point, we have to ask ourselves, what is it we are trying to
measure, and how does it relate to the quality we are interested in? Telecommunication networks are notoriously complex systems, where software, hardware and the
physical world interact. Measuring performance in this environment is a challenge
in itself. In addition, user requirements and network performance are not always
expressed in the same manner. Users often express the experience they wish to have
with the network. For example, a user can express a need for ‘good, cheap coverage’ in a cellular network. Meanwhile, measurements instead focus on quantifying
properties of the network such as throughput (in bits per second), signal-to-noise
ratio, dropped calls, handover delay, or perhaps packet loss ratio.
Therefore, we need a way to relate the properties we measure to the requirements
of the users. We need to relate what we measure, to the quality we are looking for.
If we cannot find such a relationship, it may invalidate our efforts to improve the
performance of a system, even if we conduct well planned, and carefully executed,
measurement campaigns.

1.1

Structure

This compilation thesis is organised as follows: Chapter 1 continues with the
presentation of our problem and research questions. We then present our methodology and detail the work we have conducted, including our contributions. Chapter 1
ends with the conclusions we draw from our work and provide an overview of the
publications. In Chapter 2, we present background and related work, which is complementary to the background material included in the individual publications. The
background is especially useful to readers who are not familiar with the characteristics of the networks where the research has been conducted. Finally, we include
a compilation of the publications that are used as a base for this thesis.

1.2

Problem Definition

In this work, we explore the process of improving the performance of three types of
networks, with different demands and views of what constitutes good performance.
In each of these networks, we use measurements to identify potential bottlenecks,
and let this guide our exploration of technical solutions to improve the performance
of networks. An important part of our research is the application of different quality
aspects such as Quality of Service (QoS), Quality of Information (QoI) and Quality
of Experience (QoE). We investigate how these aspects are applicable in the process
2 To Quote William Thomson, 1st Baron Kelvin: ‘I often say that when you can measure
what you are speaking about, and express it in numbers, you know something about it; but when
you cannot measure it, when you cannot express it in numbers, your knowledge is of a meagre
and unsatisfactory kind; it may be the beginning of knowledge, but you have scarcely, in your
thoughts, advanced to the stage of science, whatever the matter may be.’ [3]
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of improving the performance of a network. The work is split into three parts, and
in each part, we focus on one aspect of quality. Based on this, we conduct a
measurement campaign, analyse data, and validate a hypothesis.
First, we focus on shared experiment networks. These networks can span over
continents, or even the whole world, and researchers with testbeds. Shared experiment networks are, for example, used to validate a protocol before its deployment
‘in the wild’. One of the issues in these networks is the reliability of the experiments
being conducted. That is, how can we ensure that the experiments give the same
outcome when repeated? We use Quality of Service (QoS) measurements, which
focus on the intrinsic properties of the network carrying the data such as latency,
jitter, bandwidth, and packet loss. We try to answer the following question:
How can Quality of Service measurements be used to provide more reliable experiment results in a shared experiment network?
Next, we examine the vertical handover performance of mobile devices using the
SCTP protocol. Vertical handover is a technology that allows a device to switch
between different access technologies, while maintaining communication sessions.
By performing vertical handover, it is possible to switch to the communication path
which, at the moment, best fulfils the users’ performance requirements. Thus, it is
possible to do a trade-off between bandwidth, cost, and reliability of the transport
path while maintaining the communication session. Here we use a quantification
of Quality of Experience (QoE) measurements, which focus on the perceived performance by a user of the system, developed by Ickin et al. [4]. The question we
try to answer is:
How can Quality of Experience be upheld during a vertical handover
between Cellular and WiFi networks using the SCTP protocol?
Finally, we study a combination of Delay Tolerant Networking (DTN) and Wireless Sensor Networks (WSN), which is known as Delay Tolerant Wireless Sensor
Networks (DT-WSN). These networks face the challenges of DTN, which include
unreliable communication paths and long delays, as well as the challenges of WSN,
which include limited communication, memory, and computational capabilities. In
a DT-WSN, the limited buffer space can force a device to discard data, and by
using smart algorithms to manage the data in the buffer, it may be possible to improve the efficiency of the network. As a measurement of efficiency, we focus on the
measurement fidelity in the network. With this we refer to how well measurements
collected by our network reflects the real world. While exploring how to improve
the measurement fidelity of the network, we focus on the Quality of Information
(QoI). QoI is a quality measure, which quantifies the value, to the application, of
the service provided by a network. The question we study is:
How can Quality of Information focused buffer management in a Delay
Tolerant Wireless Sensor Network improve measurement fidelity?

1
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1.3

Methodology

We primarily use the quantitative approach to research. Creswell [5] defines the
quantitative approach as:
In quantitative studies, investigators use quantitative research questions
and hypothesis, and sometimes objectives, to shape and specifically focus the purpose of the study. Quantitative research questions inquire
about the relationships among variables that the investigator seeks to
know. [5]
In other words, we form a hypothesis. To test the hypothesis, we gather relevant
data from the world and apply statistical methods to find relationships in the data
we have gathered. Finally, we try to generalise the results from the statistical
analysis onto the world at large, and decide weather or not the results support
the hypothesis. For a deeper discussion of the quantitative and the alternative of
performing qualitative research, see Creswel [5].
We focus on three different methods when conducting the research: mathematical modelling, simulations, and experimental evaluation. In the following, a short
introduction to these methods is provided, and we describe how they are used in
this thesis.

1.3.1

Mathematical modelling and analysis

In a mathematical modelling, sometimes known as a mathematical analysis, we describe the properties of a system using mathematical formulas, and calculate how
the system is expected to perform. Edwards and Hamson [6] describe a mathematical modelling as comprising five steps:
1. Identifying the key problem variables and making sensible simplifying assumptions.
2. Constructing relations between these variables.
3. Taking measurements and judging the size of quantities.
4. Collecting appropriate data and deciding how to use the data.
5. Estimating the values of parameters within the formulation that
cannot be directly measured or calculated.
As can be understood from this, mathematical modelling comprises a wide range
of methods. In this work, we use mathematical modelling to provide an abstract,
high-level description of how a system performs. It allows us to ignore factors,
which we do not consider relevant. Therefore, by making assumptions about how a
system works, we are able to provide a mathematical description of the performance
of an algorithm, and describe the difference between algorithms under idealised
circumstances.
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For example, knowing the transmission characteristics of a protocol, we can
estimate the minimum and maximum time it takes for the protocol to detect that
a client has lost connectivity to a server. This, in turn, lets us estimate the impact
service interruptions will have on an application.

Applications of Mathematical Modelling
In this work, we use mathematical modelling for a wide range of purposes. First,
we perform basic complexity analysis, and use the O notation [7] to describe the
performance characteristics of algorithms presented. In addition to this, we apply
methods from mathematical modelling when developing a state machine for vertical
handover, as well as a clustering algorithm for shared experiment networks.

1.3.2

Simulation

A simulation is a modelling of a system over time, which we carry out with the
support of a computer. Specifically, we use a type of simulation known as discrete
event simulation [8]. In the simulation, we have a state, a configuration of the world,
and the concept of time. A simulation starts at a state, X0 . We then move the
simulation forward to a new state by applying a function, which updates the state
depending on what happens in a time period. In other words, we apply a function
f to update the state so that f (Xn ) = Xn+1 . This way the simulation continues
iteratively until it reaches a halting condition. Each application of the function to
update the state is known as an event.
The function f , can use approximations, and random number generators combined with distribution functions, to simulate events in the world, which are too
complex to be described exactly. For example, assume that in the initial state X0
there are two hosts, connected with a link having a delay of 100 milliseconds, normally distributed with a standard deviation of 10 milliseconds. One of these hosts
has a packet, which is destined to the other host. The simulation can then start
with an event that removes the packet from the sending host. A random number
generator is then used, which decides that the delay should be 97 milliseconds. The
state of the simulation is then updated so that the packet is in transit, and a new
event scheduled to occur 97 simulated milliseconds later. The simulation can now
move forward 97 simulated milliseconds, to the next event. At this point, the event
updates the state so that receiver has received the packet.
A challenge when working with simulations is the level of realism. As we increase
the realism of the simulation, the state, and the computational effort required, grows
until, at a certain point, the simulation becomes infeasible. On the other hand, if
the simulation is too simplified, the simulation results may not be relevant. In the
previous example, we have simplified factors such as the characteristics of the link,
which could be relevant for the outcome of the simulation.

1
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Applications of Simulation
In this work, we use simulations as a way to investigate systems with a time component. Specifically, in the exploration of the DT-WSN algorithms we build a
discrete event simulator, which let us simulate systems with hundreds of nodes and
thousands of different configurations. The framework is built in Python using a
combination of the simulation system SimPy [9] and the SciPy library for scientific
computations [10]. This simulation system allows us to collect a large amount of
data, much larger than would be feasible with an experimental evaluation.

1.3.3

Experimental Evaluation

In an experimental evaluation, we use an implementation or emulation3 to explore
the properties of a system. An experimental evaluation differs from a simulation, in
that we do not rely on estimation and probability distribution functions to model
the real world, instead we use the real world as input to the system. We then test
the system, as if it was used in the real world, and measure the performance.
Experimental evaluation has the advantage of providing data that is representative of something from the real world. This can improve our confidence when we
try to generalise the results and provide a conclusion about the real world. However, large amounts of resources have to be spent building and testing the devices,
which limits the amount of data that can be gathered with the available resources.
For a deeper discussion about the value of experimental evaluation, see Tichy et
al. [11].

Applications of Experimental Evaluation
In this work, we use experimental evaluation when working with shared experiment networks and vertical handover. When exploring the performance of shared
experiment networks we deploy a measurement system in the network and gather
performance data. The measurement system comprises five hosts and associated
links. By transmitting data, we can then measure the response of the network to
different types of load. We use experimental evaluation since the shared experiment
networks are too complex to allow for modelling or simulation of their performance
with the accuracy we need.
When working with vertical handover we go through a number of test bed
implementations, starting with a small framework, which is then expanded and
moved onto different devices, as the research progresses. Here the test bed is critical
to the project, as it lets us both identify bottlenecks and test our solutions in the
real world.
3A

system designed to imitate the functionality of another system.

1.4. SUMMARY OF THE WORK
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Summary of the Work

In this thesis, we study three types of networks. In each network, there is a complex
performance problem. We identify one aspect of quality suitable for each network,
measure the performance, and use the insights from the measurement campaign to
improve the performance of the network.
In the following section, we give a short description of the work we have done in
each of these three types of networks. We then detail what we consider our primary
research contributions. Finally, we explain how the results relate to the research
questions.
Chapter 2 contains related work complementing this summary. Refer to Chapter 2
for an introduction to shared experiment networks, mobility, Stream Control Transfer Protocol (SCTP) and Delay Tolerant Wireless Sensor Networks (DT-WSN).

Value (milliseconds)

1.4.1

Reliability in Shared Experiment Networks

40

QoS measurement (latency)
Experiment conducted

20

0

5

10

15
20
Time (hours)

25

30

35

Figure 1.1: A series of experiments conducted in a shared experiment network
over time. The conditions in the network change (shaded vs white). The change
in network conditions has an effect on the latency of a link. The difference in
latency may in turn influence experiment results. The question we want to answer
is whether QoS measurements can be used to identify the conditions under which
the experiments were conducted.
Shared experiment networks, such as PlanetLab [12] and FEDERICA [13], [14],
are platforms for running network-related experiments. A shared experiment network consists of servers interconnected by links, both of which are shared among
the users of the network.
In a shared experiment network, it is difficult to provide the users with isolated
and stable environments. One reason for this is the load placed on the network
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by the actions of the users. For example, if one user sends packets on a link, each
packet will block the link for a short period. If another user tries to send a packet
at the same time, one of the packets will be delayed until the transmission of the
other packet has completed. The more packets that are sent, the more frequently
the link will be occupied, which in turn means that packets will more frequently be
delayed. This kind of unintentional interaction between users is sometimes known
as the ‘Noisy Neighbour Problem’ [15]. Figure 1.1 illustrates the problem. A
measurement campaign is conducted in a network, but during part of the campaign,
the conditions in the network change, which may influence the experiment outcome.
The primary way to avoid this problem is to reserve resources for users. However,
reserving resources exclusively for users is inefficient as it prevents pooling and
sharing of excess resources.
Besides the influence from activities of other users, many other things can affect
the outcome of experiments, such as changes to the network configuration, and
transient network problems. Reserving resources do not solve these issues.
These issues reduce the reliability of experiments in shared experiment networks. That is, they reduce the extent to which an experiment, test, or measuring
procedure yields the same results on repeated trials4 . Experiment reliability is the
probability of an experiment providing the same outcome when repeated. The
design of the experiment and the environment are both important to provide high
experiment reliability. An environment where the conditions make it difficult to
replicate results will have low reliability.
A significant effort have gone into improving the reliability of shared experiment
networks, and technologies such as virtualisation, specialised kernel modules, and
policies to penalise users who claim a large share of the available resources have been
deployed. These technologies improve the conditions for making measurements in
shared experiment networks [16], and further improvements to the reliability of
shared experiment networks is an active research field. The need for improved
reliability has been one of the motivations for the development of the Emulab [17],
FEDERICA [13], [14] and GENI [18] networks.
It is also possible to use strategies based on an analysis of the performance of
a network. One obvious, and well-explored, strategy is to apply event detection
algorithms. Event detection is used to identify sudden changes in the performance
of the network, which can be caused by significant changes in how the network
operates. A limitation with this strategy is that it is implied that the baseline is
‘suitable’ for an experiment and that a deviation from the baseline is ‘unsuitable’
for an experiment. In addition, establishing the baseline is far from trivial. Another
strategy is to set strict performance requirements for the experiment, and reject any
experiment done during a period where the network does not fulfil the performance
requirements. This strategy is often applied in an ad-hoc manner when running
4 There exists multiple, to some extent conflicting, definitions of reliability in use.
The
definition used in this thesis is based on the definition in the Merriam-Webster dictionary:
http://www.merriam-webster.com/dictionary/reliability
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experiments, rejecting part of the material, based on the presence of outliers in the
data, or conditions otherwise considered unsuitable for the experiment.
What is missing from these strategies is a way to decide if two experiments have
been conducted in comparable environments. After all, an environment, which
may be suitable for one experiment, may be unsuitable for another. However, if
we know that the environment is stable over a measurement campaign it simplifies
the analysis of the outcome of the experiment. Therefore, our hypothesis is that
by identifying periods where the network performance was similar, we can improve
the reliability of the measurement. A suitable aspect of quality for this problem is
Quality of Service, which is related to the intrinsic properties of the network such
as bandwidth, latency, jitter, and packet loss.

Load Generator VM

Load Generator Host

FEDERICA Core

Experiment VM

Experiment Host

Virtualisation Server
Figure 1.2: A schematic illustration of a system deployed in the FEDERICA network to test isolation between users. An experiment, and a load generator, compete
for capacity in a virtualised system and across links in the FEDERICA core. By
turning the load generator on and off, we can explore the impact of generated load
on experiments.

To explore the possibilities of such a system, we deploy a measurement slice
in the FEDERICA network. A slice is a collection of resources, including links,
virtual machines, and management systems. The slice carries out measurements
of the core of the network, including latency, packet loss and available bandwidth,
and contains a number of load generators, which can create competing load on
links and virtual servers. Figure 1.2 illustrates the slice in a configuration with two
measurement systems (named ‘Experiment’) and two load generators competing
for resources in the core of the network and at a virtualisation server.
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Contribution 1: Data collection in the FEDERICA network
As the FEDERICA network is built using different technologies compared to alternative networks such as PlanetLab, Emulab, and GENI, the network also has
different performance characteristics. Using the slice in FEDERICA, we collect a
data series of network related performance metrics (including latency, loss, reordering and packet errors) stretching over two years. The long-term measurements give
us insights into the stability of the network. These measurements serve a similar
function as the CoMon [19] effort in PlanetLab to collect long-term performance
metrics of a shared experiment network.
We also use the slice to introduce different types of load into the network and
investigate the impact load has on the performance of other parts of the network.
This lets us explore the isolation between different experiments. The slice is also a
resource in the development and operations of the FEDERICA network [14].
Contribution 2: Reliability improvements in shared experiment
networks
A great deal of work is going into improving the reliability of the shared experiment
networks, primarily through changes to technical aspects of the networks. An
alternative strategy, which we have explored, is to detect and monitor changes in
shared experiment networks that might have an effect on the experiment outcome.
By developing new tools to measure and classify network conditions, we are able
to identify periods of similar conditions.
We develop a method [20] to improve the reliability in shared experiment networks. We choose to focus on Quality of Service (QoS) measurements, which capture intrinsic properties of network performance such as bandwidth, jitter, latency,
and loss. Using this data, we provide a characterisation of the network behaviour
during a certain period. This characterisation is then combined with a hierarchical clustering algorithm to group data into periods based on the conditions in the
network. Finally, we show that in sample experiments with known outcomes, this
strategy provides improved experiment reliability.
Research Question 1
How can Quality of Service measurements be used to provide more
reliable experiment results in a shared experiment network?
We find that the algorithm we developed gave promising results when combined
with the data we collected from the FEDERICA network. Therefore, by applying
clustering and information retrieval algorithms on Quality of Service measurements,
it is possible to gain insight into the behaviour of a network over the time when
a measurement campaign is conducted. These insights improve the reliability of
experiments by strengthening the analysis of the experiment data.
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Vertical handover between WiFi and Cellular Networks

WiFi

Cellular

Figure 1.3: A multi-homed device (such as a mobile phone or a tablet) with both
WiFi and cellular access capabilities moves between areas with varying degrees of
connectivity. For example, a device can move from an outdoor area with cellular
connectivity to an indoor area with WiFi connectivity. The movements require the
device to perform vertical handovers to maintain the communication sessions while
taking full advantage of the available connectivity.
Handover is the ability to handle the situation when a device moves from one
network to another while maintaining communication sessions, as illustrated in
Figure 1.3. A vertical handover takes place between different types of access technologies such as WiFi, Ethernet, or cellular networks. This is a form of multi-path
communication, where a new primary path is chosen for the communication, and
the additional paths are used as a backup. Vertical handover is especially interesting for mobile devices, as they can opportunistically use high-speed, short-range
networks such as WiFi to boost transfer rates and reduce latency, while relying on a
slower backup path such as a cellular network to maintain connectivity. Preferably,
the vertical handover should be seamless, which means that it should take place
without reduction in the users’ experience of the network. Vertical handover can
be implemented at the network or transport layer. In this thesis, the focus is on
transport layer vertical handover.
The Stream Control Transfer Protocol (SCTP) [21] supports vertical handover.
In SCTP, one path is considered the primary path, and, provided this path is
available, it is the only path used for communication. Alternative paths between
the devices are considered backup paths, and are kept available if a handover is
necessary. However, using SCTP for vertical handover between cellular and WiFi
in mobile devices takes several seconds [22], and this is not acceptable for e.g. video
streaming. In a video stream, a service interruption on the order of hundreds of
milliseconds causes a noticeable reduction in the users’ experience [4].
A number of factors exist which influence the vertical handover delay between
WiFi and cellular networks. For example, the direction of the handover has significant impact on the handover delay. If the device is using a cellular connection
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to communicate and moves within reach of a WiFi access point, a handover can
seamlessly be made to WiFi, as the cellular connection is still available as a backup
path. This is a benign scenario. In contrast, when handover is made in the other
direction, the handover occurs when the device moves out of range from the WiFi
access point. In this case, the device must establish a new communication path
without having the backup path to transmit data.
The SCTP protocol has mechanisms for both handover and failover, i.e. it is
able to handle both the case when the change of path is initiated by an application,
and where the protocol stack initiates the change to the new path after detecting the
loss of a communication path. Failover can take up to a minute, and is therefore not
an acceptable solution from a user experience perspective. Meanwhile, a handover
has to be initiated while both paths are still available. This implies that the device
must predict a mobility event and initiate the handover before losing connectivity
on the primary path.
Our hypothesis is that by introducing a framework for vertical handover, we are
able to accomplish seamless handover. The framework will monitor the available
paths and decide when to perform a handover. We combine this framework with
optimisations of the SCTP network stack. A suitable way to measure the performance of the system is the Quality of Experience (QoE). QoE focuses on how the
user perceives the performance of the system.

Contribution 3: Measurements of handover performance in production
networks
We note that there are few publications detailing the vertical handover performance
of Android-based cellular devices in production networks. Instead, the focus seems
to have been on simulation studies, as in the works by Shieh et a. [23] and Ma et
al. [24]. Experimental evaluations have also been done, using laptop computers, as
in the work by Chakravorty et al. [25] and Busanelli et al. [26]. These results are
not necessarily representative for cellular devices.
Our contributions in this area are performance measurements illustrating the
real-world vertical handover performance between cellular and WLAN networks
on Android-based cellular devices. The performance measurements are collected
using a representative select of devices, using several operating system versions,
and considering a number of mobility scenarios. We examine both the performance using devices with minimal changes, and the achievable performance with
modifications [22], [27].
Through extensive experimentation, we identify a number of important factors
for vertical handover performance. Figure 1.4 illustrates one of the factors we identified; the difference between ‘cold’ and ‘warm’ cellular interfaces. An interface can
be ‘warmed up’ by transmitting data on it, which ensures that it obtains resources
in the cellular network. Warming up an interface significantly reduces the handover
delay.
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Figure 1.4: The impact of warming up a 3G interface before initialising a vertical
handover. The graph shows the cumulative distribution of 100 data points. A long
delay results in a reduction in QoE. If the interface is not warmed beforehand, there
is a significant delay (up to several second) before the handover can be completed.

Additional factors of importance identified through the measurement campaign
include limited software support for vertical handover, delays in establishing connectivity on cellular networks, and decision problems related to the timing of vertical handover.

Contribution 4: A framework for vertical handover in mobile devices
The Android operating system does not provide any framework to predict or handle
mobility events. To this end, we propose a framework for mobility management in
mobile devices using the SCTP [22] protocol, with the intention of simplifying the
implementation of vertical handover. This mobility framework contains a library
for enabling vertical handover between WiFi and cellular in an application, and
introduces a state machine which predicts mobility events based on wireless signal
strength measurements. With a limited effort, an application using the framework
can initiate vertical handover as needed to maintain a high QoE for the user. Figure 1.5 illustrates the structure of the mobility manager, and how it interacts with
the SCTP stack in parallel with the original application.

14

CHAPTER 1. INTRODUCTION

1

Figure 1.5: ´Schematic design of the Mobility Manager. Both the user application
and the mobility manager interact with the SCTP sockets API in the kernel.

Contribution 5: Demonstration of seamless vertical handover in mobile
devices using the SCTP protocol
We are not aware of any previous results demonstrating seamless vertical handover
in production networks using the SCTP protocol on Android cellular devices. Using
a combination of the previously mentioned framework and the experience gathered
from the measurements of network performance, we demonstrate that seamless
vertical handover is possible. A seamless handover is a handover without reduction
in QoE [28]. We measure handover performance using production networks, both
cellular and WiFi, while moving the device physically in and out of range of a WiFi
network.
Research Question 2
How can Quality of Experience be upheld during a vertical handover
between cellular and WiFi networks using the SCTP protocol?
We find that we have demonstrated one way to maintain the QoE, not only in
theory but also in an implementation. We have explored the different parts of the
system required, and conducted measurements in production networks which gives
us a high degree of confidence in the performance of our solution.
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Buffer Management in Delay Tolerant Wireless Sensor
Networks

DT-WSN

Internet

Figure 1.6: A DT-WSN scenario. A wireless sensor network (WSN) is deployed in
a location without connectivity. By buffering the sensor data and employing data
mules, mobile sensor nodes that transport data between disconnected parts of the
network, the WSN becomes a DT-WSN and is capable of transporting data across
connectivity gaps.
A Delay Tolerant Network (DTN) is a network that is designed to provide service despite lacking end-to-end connectivity, high latency, and frequent topology
changes. In these networks, lack of connectivity can delay packet delivery for long
periods of time. A Wireless Sensor Network (WSN) is a network of devices with
limited capabilities, sensing the environment, and communicating this information
using wireless links. Combining DTN with WSN gives us a Delay Tolerant Wireless Sensor Network (DT-WSN). A DT-WSN is a network of devices with limited
capabilities, communicating over unreliable wireless links.
Communication paths in a DT-WSN can be scheduled so that the devices know
beforehand when they will be able to communicate, or opportunistically, where
the devices lack the ability to predict future communication opportunities. In a
DT-WSN, some devices may act as so-called data mules, i.e. mobile nodes that are
capable of transporting data between disconnected parts of the network. Figure 1.6
illustrates a DT-WSN scenario, using data mules to provide a transport path from
an isolated sensor network.
An important problem in a DT-WSN is the buffer management. The memory
available on WSN hardware is constrained by limited energy budgets and device
costs. Meanwhile, DTN protocol performance is constrained by the amount of buffer
space available. The efficient use of this buffer space is critical to the performance of
the protocol when the load approaches the capacity of the network, a fact observed
by Krifa et al. [29]. In a survey by Hempstead et al. [30], the WSN hardware was
found to have a storage space ranging from under 1KB to 138KB. In this very
constrained storage space, we need to fit the operating system, communication
protocols, sensor program and more, which leaves very little room for buffering
sensor data.
For some networks, naive approaches to buffer management such as using the
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FIFO algorithm may give acceptable performance. However, a number of efforts
have been made to develop buffer management algorithms with better performance. For general purpose DTNs, Lindgren et al. [31] examine nine different buffer
management algorithms and Lo et al. [32] adds three more to those. Still, none of
these algorithms takes advantage of the special nature of data in a DT-WSN. In a
DT-WSN, the network is measuring the environment, and there is often a correlation in the measured data. This correlation can be exploited to further improve
the performance of the buffer management algorithms.
Taking advantage of the correlation in the data being transported implies an
analysis of the value of the measurement data provided by the DT-WSN to the
application. There are authors who have focused on this approach: Humber and
Ngai [33] propose parsing the measurement data, and using a sliding window to
give priority to packets with large changes in the measurement data. Liu et al. [34]
replace the measurement data with a linear approximation when the buffer is full.
Alippi et al. [35] focus on energy saving, and dynamically adjust the sample rate
based on the frequency of the property being sampled to reduce the amount of
measurement data.
However, these approaches assume that the data can be parsed, and possibly
modified, by the node transporting the data. This is not necessarily true. Due to
the limited capabilities of the sensor nodes, they may not have the computational
resources to parse the data. Furthermore, a DT-WSN may be gathering complex
types of data, such as images. The tuning of these algorithms for a type of data is
also a complex problem in itself.
If the focus lies on the quality of the measurements, there are scenarios that
can be very challenging to the existing algorithms. One challenging scenario is in
the form of isolated sensor networks collecting measurements of the physical world,
such as temperature, images, or humidity. The sensor networks then upload the
information using an unreliable network. In these scenarios, it would be useful with
an algorithm that provides high measurement fidelity without relying on parsing of
the data being transported.
Our hypothesis is that by obtaining an even distribution of packets over time,
we can provide improved performance compared to alternative algorithms. Our
work is based on Quality of Information (QoI), which focuses on the value of the
information provided by a network to a specific application. QoI is a technical way
of measuring performance, where we try to quantify the value of service provided
by the network, for example, by studying the resolution or precision of the gathered
data.
Contribution 6: An algorithm for buffer management in Delay Tolerant
Wireless Sensor Networks (DT-WSN)
A number of algorithms suitable for buffer management in DT-WSN do exist. However, we find that these algorithms either require parsing of the content, or do not
take advantage of the correlation in the temporal dimension present in many data
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Figure 1.7: Illustration of the difference between the data transmitted from a DTWSN that employs the SmartGap buffer management policy compared to one that
employs the common FIFO buffer management policy. Both networks deliver the
same number of packets, but the distributions differs.

sets from a DT-WSN. In view of this, we have designed an algorithm, SmartGap,
that can take advantage of the correlation in the data found in a DT-WSN, while
not requiring parsing of the content. The algorithm is based on the insight (which
follows from the Nyquist–Shannon theorem) that for continuous functions, evenly
distributed samples provide higher Quality of Information than unevenly distributed ones. The algorithm uses the creation time of the packets in the buffer of a
node to estimate the time period, or gap, each packet covers. Provided that the
packets are sorted by creation time, the gap of Pn is defined as the difference in
creation time between Pn−1 and Pn+1 . This enables prioritisation of the packets
based on the gap values, discarding packets with low gap values, and forwarding
packets with high gap values. Assuming that each sample of a signal is transported
in a separate packet by a DT-WSN, SmartGap approximates a dynamic sampling
of the signal at a rate, which matches the available bandwidth [36]. Figure 1.7,
illustrates the dramatic difference in distribution of data which can be achieved by
using SmartGap as a buffer management algorithm instead of FIFO.
Contribution 7: Identification of relevant factors when evaluating
DT-WSN performance
One problem encountered when studying DT-WSN buffer management is the wide
range of network configurations and factors studied in the related work. The choice
of which factors to include in an evaluation are not obvious, and a comparison
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between algorithms is complicated when the evaluations are done using completely
different configurations. In some cases, the choice of factors in the evaluation may
have a large influence on the outcome.
We conduct a simulation study where we explore which factors influences DTWSN network performance. We first examine related work and identify seven different factors used to explore DT-WSN performance. After identifying interesting
factors we choose to focus on two different performance metrics, both of which are
found in the related work: The mean absolute error (MAE), a Quality of Information focused performance metric, and the latency.
We use an experiment design where we test all possible combinations of the
factors. We find that the choice of levels for some factors have low impact on the
experiment outcome, while other factors have much larger effect on the experiment
outcome. Perhaps most interestingly, there are some factors where the choice of
levels can give conflicting experiment results [37].
Research Question 3
How can Quality of Information focused buffer management in a Delay
Tolerant Wireless Sensor Network improve measurement fidelity?
We explore this problem, taking a QoI approach, where we focus on estimating
the value of the delivered data instead of, for example, the amount of data delivered
or the latency in the network. As a part of this work, we introduce a new algorithm,
SmartGap, which is based on QoI and can provide several orders of magnitude lower
errors in the measurement compared to algorithms, which are optimised for low
latency. We believe this indicates that considering QoI in the buffer management
can improve measurement fidelity.

1.5

Conclusions and Future Work

In this work, we approach three different performance problems in complex network
environments. In each case, we form a hypothesis about how the performance can
be improved. Then we identify a suitable quality aspect, and use this to design
a measurement campaign. Using the measurement data, we build a solution to
improve the performance. We finally deploy the solution and verify the performance
improvements, using the chosen aspect of quality as a foundation to evaluate the
results. The work we present is evolutionary in nature, but does lead to significant
performance improvements.
Starting the optimisation work by forming a hypothesis and identifying a suitable quality aspect is an interesting approach, in our opinion. Different aspects of
quality imply different measurement campaigns and experiments, which in turn will
lead to different solutions. The quality-based methodology turned out to be useful
in all three works, and has lead to a number of contributions. These contributions
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include a method to improve the reliability of shared experiment networks, by applying clustering on QoS data, a process of optimising vertical handover in mobile
devices, to obtain high QoE, and a QoI-focused buffer management algorithm for
delay tolerant wireless sensor networks.
So, how do we move forward from here? In the field of shared experiment
networks, the question of how to obtain reliable results is still partially open. This
is actually a question that is growing in importance, as we move more and more
of our computing into ‘cloud services’, which share many characteristics with the
shared experiment networks. There is already a significant knowledge transfer from
the shared experiment networks, and this is likely to continue. We believe that
continuing with the strategy of combining metadata with clustering can provide
more tools to help manage these increasingly complex systems. A deeper study
exploring the suitability of different clustering algorithms for this purpose could be
very valuable.
When it comes to vertical handover, the data collected quickly grows stale. Just
a few years later we, are now using fourth-generation cellular networks with different
performance characteristics compared to the third generation networks we used for
the experiments. 4G networks have significantly reduced latency and warm-up
delays, simplifying the deployment of seamless vertical handover solutions. We are
also seeing a push for multi-path communication, the logical next step after vertical
handover. Examining a modern Android device, you are likely to find functions such
as the ‘Download Booster’, a simple implementation of multi-path communication
at the application layer. It uses two interfaces to download different parts of a data
stream in parallel. It is not unreasonable to believe that the next step after this
will be a large-scale deployment of a multi-path enabled transport protocol, such as
MPTCP [38] or SCTP [21] with the concurrent multi-path transport extensions [39].
DT-WSN, and specifically the buffer management problem, is an area where
we have barely scratched the surface. One obvious way to continue the work is
to deploy the SmartGap algorithm in real world scenarios and measure if the performance matches the promising simulation results. Another interesting direction
is to extend the study of the importance of different factors in the evaluation of
buffer management algorithms. There is a wide range of variables and aspects of
this problem to be explored, depending on the intended applications of the network. We have demonstrated one algorithm, which performs well compared to the
alternative algorithms in our simulations. Still, it is likely that scenarios can be
found where other algorithms perform better. This is a quickly developing field,
and algorithms for efficient buffer management will, along with efficient routing
and congestion control, be critical to provide good performance in DT-WSN in the
future.
Altogether, we believe that studying quality aspects will be a valuable tool in
the hands of future researchers in these fields. We have found our strategy, and the
framework it provides, valuable in our research.
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Publications

This section provides a summary of the publications includes in this thesis. The
publications are briefly described with the authors, where it is published, and a
short summary of the publication and our contributions. The first five papers have
previously been published in my Licentiate thesis [40]. My advisors (Peter Sjödin,
Markus Hidell and Karl-Johan Grinnemo) have held an advisory role in all the
publications. Anna Brunström held an advisory role in the three publications on
SCTP.

1.6.1

Enabling Future Internet Research: The FEDERICA
Case

Authored by: Peter Szegedi, Jordi Ferrer Riera, Joan A. García-Espín, Markus
Hidell, Peter Sjödin, Pehr Söderman, Marco Ruffini, Donal O’Mahony, Andrea
Bianco, Luca Giraudo, Miguel Ponce de Leon, Gemma Power, Cristina CervellóPastor, Víctor López and Susanne Naegele-Jackson
Published in: IEEE Communications Magazine, July 2011
Summary of the Paper: FEDERICA is an infrastructure for running potentially disruptive experiments in a geographically distributed network over Europe.
The primary research objectives of the FEDERICA project include the exploration of virtualisation of networks and the reliability of an experiment platform,
which extends into other experiment networks. The paper provides an overview of
the FEDERICA network and the state of the art in shared experiment networks.
It investigates the need for shared research networks to bridge the gap between
local testbeds, and full-scale deployments, and explains how virtualisation can be
used to simplify deployment of a federated infrastructure. FEDERICA is positioned and the relationship to alternative federated infrastructures such as GENI,
AKARI, FIRE and OneLab is described. The article also covers use cases for the
FEDERICA network, as well as design decisions, and user experiences, deploying
a new experiment network.
Contributions: My contributions are in the section ‘validation of virtual infrastructure features’ where use cases for the network are provided. I use the
FEDERICA network to measure the impact of competing experiments and provide
long term monitoring of links in the core of the network to help establish a performance baseline for the core of the network.

1.6.2

Using Metadata to Improve Experiment Reliability in
Shared Environments

Authored by: Pehr Söderman, Markus Hidell, and Peter Sjödin
Presented in: The 13th Passive and Active Measurement Conference/COST
Traffic Monitoring and Analysis (PAM/TMA) 2012

1.6. PUBLICATIONS

21

Summary of the Paper: This paper introduces an algorithm for clustering
metadata from an experiment network. The fundamental idea is that by applying clustering on performance measurements from a shared experiment network it
is possible to identify comparable periods, i.e. periods where the metadata does
not indicate significant changes in network conditions. To provide examples of
how this method can be used, and explore the stability of the FEDERICA and
PlanetLab [41] networks, we include two sets of experiments. In FEDERICA, we
introduce disturbances and demonstrate how we can identify and eliminate them
to some degree, while in the PlanetLab experiments we use a large data set from
the CoMon system to test some common beliefs about PlanetLab performance.
Contributions: My contribution in this paper is the hierarchical clustering of
measurement data with a temporal dimension. In addition to the clustering algorithm, I contributed the collection and analysis of data from FEDERICA, and
analysis of data from PlanetLab. The PlanetLab data was obtained from CoMon [19]. I have performed this work independently.

1.6.3

A SCTP-based Mobility Management Framework for
Smartphones and Tablets

Authored by: Pehr Söderman, Karl-Johan Grinnemo, Georgios Cheimonidis, Yuri
Ismailov and Anna Brunström
Presented in: The 26th IEEE International Conference on Advanced Information Networking and Applications/2nd International Workshop on Protocols and
Applications with Multi-Homing Support (AINA/PAMS) 2012
Summary of the Paper: SCTP [21] is a modern transport protocol that was
originally developed for signalling traffic. It introduces a number of extensibility,
performance, and security related improvements compared to the commonly used
transport protocol TCP. The paper introduces an SCTP-based mobility framework and the proof-of-concept implementation running on an Android-based mobile device that is used as an experiment platform. Apart from providing a detailed
description of the framework, the publication also includes basic performance measurements. Moreover, it points out the problems that need to be solved to be able
to introduce vertical handover in Android-based mobile devices.
Contributions: Georgios Cheimonidis and Yuri Ismailov contributed an initial
version of the mobility framework and background material, while I completed
the work. My contributions include the presentation of the mobility framework
on the Android platform and the demonstration of the proof-of-concept setup to
explore SCTP performance in mobile devices. The collection and presentation of
experiment data (as well as metadata) are also my contributions.
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Sub-Second Transport Layer Vertical Handover Using
mSCTP in Android Mobile Devices

Authored by: Pehr Söderman, Markus Hidell, Karl-Johan Grinnemo and Anna
Brunström
Presented in: The Ninth International Symposium on Wireless Communication
Systems (ISWCS) 2012
Summary of the Paper: This paper presents extended performance measurements of SCTP in physical mobility scenarios. We identify a number of performance
bottlenecks, and investigate how these bottlenecks can be mitigated. The results
are a set of measurements, which show that we can do vertical handover between
WiFi and 3G networks in less than a second, which is a considerable improvement
from previous results.
Contributions: My contribution here is the process of exploring the performance
of SCTP in the mobile device, including experiment setup, the choice of parameters,
experiment execution and analysis, which altogether lay foundations for fast vertical
handover in android based mobile devices running SCTP. I have performed this
work independently.

1.6.5

Handover in the Wild: The Feasibility of Vertical
Handover in Commodity Smartphones

Authored by: Pehr Söderman, Johan Eklund, Karl-Johan Grinnemo, Markus
Hidell and Anna Brunström
Presented in: IEEE International Conference on Communications (ICC) 2013
Summary of the Paper: This paper introduces a seamless handover mechanism
in an Android-based mobile device by adding a vertical handover policy based on
signal strength (RSSI) measurements to the framework and previous optimisations.
The paper demonstrates how a high QoE can be maintained while moving devices
at walking speed. We use a QoE quantification based on packet-delay variation,
and tune the protocol using a set of parameters chosen for improved performance
after vertical handover. The result is a high QoE during the handover, indicating
that we have reached the goal of providing seamless vertical handover between WiFi
and 3G in this scenario.
Contributions: In this paper, my contribution is primarily the vertical handover scheme based on delta RSSI and the performance measurements. I demonstrate good performance using production networks and commercial devices. Johan
Eklund contributed parameterisation for the SCTP stack and parts of the analysis,
while I built the test environment, performed the experiments and performed the
remaining analysis.
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Mind the SmartGap: A Buffer Management Algorithm
For Delay Tolerant Wireless Sensor Networks

Authored by: Pehr Söderman, Karl-Johan Grinnemo, Markus Hidell and Peter
Sjödin
Presented in: EWSN 2015, the 12th European Conference on Wireless Sensor
Networks
Summary of the Paper: This paper proposes a Quality of Information targeted
buffer management algorithm, SmartGap. Using SmartGap, the value of a single
packet is governed by an estimation of its importance in recreating of the original
signal. Attractive features of SmartGap include a low computational complexity
and a simplified reconstruction of the original signal. We provide simulation results
in which the performance of SmartGap is compared with the performance of several commonly used buffer management algorithms. The simulations suggest that
SmartGap indeed provides improved QoI compared the other evaluated algorithms.
Contributions: In this paper, my the contribution includes the SmartGap algorithm and initial performance measurements of the algorithm. I have performed
this work independently.

1.6.7

Evaluating Buffer Management Algorithms for Delay
Tolerant Wireless Sensor Networks

Authored by: Pehr Söderman, Karl-Johan Grinnemo, Markus Hidell and Peter
Sjödin
Submitted to: Elsevier computer networks
Summary of the Paper: This paper documents an extensive simulation study. It
both studies the impact of a wide range of factors on the performance of buffer management algorithms for Delay Tolerant Wireless Sensor Networks (DT-WSN) and
examines the relative performance of four different buffer management algorithms.
The paper also shows how SmartGap provides superior Quality of Information in
a wide range of network configurations.
Contributions: My contribution is the study of the relative importance of a number of factors when studying DT-WSN and the performance evaluation of four
buffer management algorithms, which shows that SmartGap provides higher QoI
compared to the alternative algorithms. I have performed this work independently.
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Chapter 2

Background and Related Work
This chapter provides an overview of background and related work relevant to the
thesis. We split the chapter into four sections. The first section covers the concept
of data quality and measurement theory, which is applicable to the work in general.
Here we also introduce the three aspects of quality, namely Quality of Service (QoS),
Quality of Experience (QoE) and Quality of Information (QoI). Then follows three
sections, each one matching one of the three different environments where the work
of this thesis has been conducted. In the first part, we cover shared experiment
networks and clustering, and we focus on QoS aspects. In the second part, we
cover mobility in networks and theStream Control Transfer Protocol (SCTP). Here
the focus lies on QoE aspects. In the last part, we cover delay/disruption tolerant
networking, wireless sensor networks and delay tolerant wireless sensor networks,
and focus on QoI aspects.

2.1

Measurement Theory and Data Quality

A major part of the work in this thesis is based on measurements of network performance. To efficiently measure the performance of a network, we need to understand both the concepts of data quality and measurement theory. In this section
we introduce data quality and discuss the relationship between the concept of data
quality and the quality measurements, Quality of Service, Quality of Experience,
and Quality of Information, used in the publications of this thesis. We also cover
some basics of measurement theory, with a focus on the issues encountered while
performing measurements in networks.

2.1.1

Data Quality

The concept of data quality is fundamental to the study of the value of the data.
Data quality is an attempt to quantify the value of the data to an organisation. It
25
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is also known as ‘fitness for use’ [42]. High data quality allows an organization to
make correct decisions based on the information provided.
In a study by Wang et al. [43], 172 attributes for data quality were identified,
split into four classes: intrinsic, contextual, representational, and accessibility. Intrinsic data quality includes metrics directly related to the measurements, such
as accuracy, objectivity, trustworthiness, and reputation. Contextual data quality includes metrics related to the context where the data is to be used, such as
relevancy, timeliness, and amount. Representational data quality includes metrics
related to the formatting and meaning of the data, such as interpretability, consistency, and representation. Finally, accessibility data quality includes metrics such
as availability, and security of the data.
The wide range of metrics identified by Wang et al. [43], which further can be
quantified in many ways, does not offer much help to the designer of a network
system. Networked systems have instead focused on intrinsic attributes, and the
measurements have been known as the Quality of Service (QoS) of the network.
QoS is used both to refer to the measurement of the performance of the networked
system, and to the performance guarantees provided by the system, and does not
concern itself with the content of the data being transported.
However, as systems grow more complex, the intrinsic qualities of the transport
of the data may not be enough to describe the actual impact on the performance
of the systems. Different pieces of data have different value, and only by analysis
of how the application will use the data, is it possible to quantify the effect on the
system. This approach, which focus on the value of the service provided by the
network to an application, is known as the Quality of Information (QoI) [44]. This
application-centric viewpoint for network performance has been used successfully
by a number of authors identified in the survey by Sachidananda et al. [44].
An alternative approach is to focus on the high level experience the users have of
the system. This is known as the Quality of Experience (QoE) of the system. QoE is
by its nature subjective and user dependent, unlike the QoS and QoI which both are
objective and to some degree directly quantifiable. Measuring the QoE can be done
using scales such as Mean Opinion Score [45], where users are asked to quantify the
distortion of a voice communication on a five-step scale: very annoying, annoying,
slightly annoying, perceptible but not annoying, imperceptible. A considerable
effort has also gone into methods to quantify the QoE, by weighted combinations
of several factors, which may influence the QoE. Su et al. [46] provide an overview
of the state of the art of QoE in streaming video applications, which can serve as
an introduction to the challenges encountered when trying to quantify QoE [46].

2.1.2

Measurement Theory

Measurement theory is a branch of applied mathematics dealing with the collection
and analysis of data. Measurement theory is based on two observations: That it is
possible to assign values to attributes of the real world, and that there is a difference
between the measurement and the attribute being measured [47]. For example, an
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attribute can be the motion of a car while the measurement is the speed as shown
on the dashboard. To be able to draw any conclusions about a measurement, we
must know the relationship between the measurement and the underlying attribute.
To understand how we measure, we can consider a scenario where we shoot a
rifle at a target, and then examining the result, to investigate how straight the
rifle shoots. The rifle itself has two attributes: The precision, which is how close
to each other bullets end up if several shots are taken, and the accuracy, which
is how close the bullets are to where the rifle is aimed. The shooting range then
becomes an instrument. A sampling, a collection of information, can be performed
by shooting at a target. Then an analysis can be performed by examining where
the bullet holes are in the target. The definitions of analysis, accuracy, precision,
instrument and sampling used here are based on the definitions used by NIST [48]
and ISO 3534-1 [49] standard.
The shooting range has a resolution, which is the number of rings in the target. The resolution reflects our ability to discern small changes in the experiment
outcome. The shooting range can also provide a measured precision, i.e. how large
variance there is in repeated measurements under unchanged conditions. This will
be influenced by both the precision of the rifle, and by the precision of the shooting
range itself. Finally, the shooting range can provide a measured accuracy. Note the
important difference between the precision and accuracy of the rifle, and the measured precision and the measured accuracy obtained from the instrument, which are
influenced by the precision and accuracy of the instrument itself. The study of this
relationship is fundamental to the measurement theory. Figure 2.1 illustrates the
difference between precision, accuracy and resolution.

Low precision
Low accuracy
Low resolution

High precision
Low accuracy
High resolution

Low precision
High accuracy
High resolution

High precision
High accuracy
High resolution

Figure 2.1: Precision, accuracy and resolution.
The strategies for the sampling, the analysis, and the choice of instrument are
all part of the experiment. The experiment is usually designed to maximize one
or several of three important properties: the repeatability, i.e. the property that
the experiment should give the same outcome using the same instruments over a
limited amount of time, the reproducibility, i.e. the property that the experiment
should give the same outcome using different instruments over a long time, and the

2

28

2

CHAPTER 2. BACKGROUND AND RELATED WORK

representativity of the experiment, i.e. how well the outcome of the experiment can
be generalised. The definitions of repeatability, reproducibility and representativity
in this text are based on the definitions used by NIST [48].
Going back to our example experiment, we can improve repeatability by shooting from a stable platform in good light on a day without wind. To obtain good
reproducibility we might shoot at a few different shooting ranges and be very careful in describing exactly how we did our shooting. To obtain good representative
results, we would have to examine how our rifle compares to other rifles, perhaps
by shooting many rifles at different shooting ranges and examine how they perform
under similar conditions.

2.1.3

Sampling

The goal of sampling is to collect enough information about an unknown distribution to be able to study its characteristics [50]. In some cases, it might be possible
to collect information about the whole population, known as a complete sample
or census, which, per definition, provides an exact description of the distribution.
This is what we, for example, try to do when we hold elections.
In cases where we cannot obtain a census, we take a sample; we collect information only about some members of the distribution, and use this information to
estimate the distribution. Once we have enough data for an estimate of the distribution, we can use descriptive statistics to describe it as a part of a statistical
analysis [51].

2.1.4

Measuring Time

Computers are discrete systems, with a resolution depending on how often operations are performed. Time is obtained through the number of steps, known as ticks
of a clock. A naive choice of clock is the CPU clock. In theory, a computer system
with a frequency of 2 GHz would provide a resolution of around 0.5 nanoseconds
for measurements. In practice, this is not feasible [52]. Although, it may be possible to measure the number of ticks that pass through CPU instructions such as
the RDTSC (Read time-stamp counter) command, this is not a reliable measurement of passed time: Modern CPU’s adjust the rate they work at depending on
the current load, reorder instructions and may even run different cores at different
rates [53].
Instead, a separate time source is used to provide system time. The time is
measured by a specialised chip, known as the Real Time Clock (or RTC). The
RTC delivers ticks to the kernel at a predefined rate and is powered by an external
battery, in case the system loses power. The kernel increments an internal counter
of the time each time a new tick arrives1 . The RTC can also provide the full system
1 Some operating systems, such as Linux, are moving towards a ‘tickless’ design, where the
OS is not relying on the ticks of the underlying timer. Instead, the operating system queries the
hardware for the current system time as needed.
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time, and this functionality is used during system start-up to initialise the operating
system. A RTC is usually based on a Crystal oscillator and has a frequency of 32.768
kHz, providing a resolution of around 30.5 microseconds between the ticks [52].
Modern computers may also have a High Precision Event Timer (HPET) that
has a frequency above 10 MHz, which gives a theoretical resolution of around 100
nanoseconds [54].

Figure 2.2: ‘Shark tooth’ or ‘Saw blade’ artefacts in latency measurements from the
FEDERICA [14] network. These artefacts can be introduced into measurement by
time synchronization protocols such as NTP. In this case, the artefact has a period
of around 2 hours and an amplitude of around 0.2 ms.
Another factor, which can complicate the measurement of time when working
in networks, is the relative performance of clocks in different systems. They may
have low precision (drifting relatively to each other); they may have low accuracy
(reporting different times); or even different resolution.
Perfect time synchronisation between computers is, due to physical limitations,
not possible. However, there are time sources that provide high-quality time, i.e.
high accuracy, precision, and resolution. These are known as reference clocks.
Reference clocks include caesium ‘atomic’ clocks and GPS receivers, which uses
exact time information in the calculations, but reference clocks are not universally
deployed. It is a matter of cost and space constraints. In the case of GPS receivers,
they also need an antenna mounted with clear line of sight to the sky, which is
impractical in many places where computers are deployed. Therefore, protocols
such as Network Time Protocol (NTP) [55] are used to distribute the time information from the reference clocks to other systems in a network. This process, known
as time synchronisation, reduces the accuracy and precision of the time compared
to the reference clock. When synchronising the clocks the protocol estimates the
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delay and variance on the communication path, and then adjusts the local clock
to match the reference clock. However, the adjustment of the local clock is in itself disruptive and introduces artefacts in the measurements. Figure 2.2, shows a
measurement artefact introduced by NTP. This is a well-known problem, which has
been extensively discussed by Paxon [56].
There exist time synchronisation protocols that provide better precision and
accuracy, in time synchronisation, than NTP. One of these is the Precision Time
Protocol, also known as PTP or IEEE 1588 [57]. PTP is optimised for local networks
and can use hardware support to provide significantly lower clock skew compared
to what is possible to achieve with NTP. However, PTP is not as widely supported
as NTP.
Regardless of which time synchronization protocol is in use, virtualisation introduces addition challenges. In a virtualised system there is an additional layer of
software between the operating system and the hardware clock. This virtualisation
layer can reduce the precision and accuracy of the clock, from the perspective of an
application. In addition, the combined load in a virtualised system can influence
the clock, which can introduce additional measurement errors [58].
As can be imagined, from this little escapade into the world of measuring,
anything with a time component can cause significant problems in a measurement
campaign. We have encountered a few interesting issues. These included the sawtooth artefact in Figure 2.2, and a case where a system reported that packets arrived
up to 200 milliseconds before they were transmitted in FEDERICA. We also had
a case where a cellular device would report lower latency depending on the time it
had been running, due to an unreliable clock.

2.1.5

Relationship to our Work

Data quality is a common theme of this thesis. All our works are focusing on an
aspect of quality, including Quality of Service, Quality of Experience and Quality
of Information. Furthermore, all our works rely heavily on measurements. We
conduct measurement campaigns both in real world environments and in simulated
environments. To obtain reliable, and statistically significant results, we have to
be careful with all steps, including experiment design, building experiment environments, data collections, data storage, analysis and more. The measurement of
time in our experiments was a challenge, but we also faced more mundane problems
such as efficiently storing large amounts of measurement data, and keeping track
of the exact configuration of the environment where experiments were conducted.

2.2

Shared Experiment Networks and Clustering

In this section, we describe the state of the art in shared experiment networks. We
also introduce clustering, which is used in one of the publications in this thesis to
identify periods of similar network behaviour.
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Shared Experiment Networks

When developing a communication protocol, the design work sometimes starts with
mathematical modelling, sometimes complemented by simulations, to estimate the
performance of the proposed protocol. However, before deploying the protocol in
a production network, it is valuable to do an experimental evaluation. When deciding to use experiments to evaluate a protocol, a problem often encountered is
the need for an evaluation environment. Access to a large experiment network is
costly, and therefore it is beneficial to pool resources and share experiment networks with other users. A shared experiment network provides a set of computers
connected by links, both of which are shared among the users of the network. While
these networks may provide a more realistic environment than mathematical models or simulations, their performance characteristics may vary greatly. Variations
in performance can lead to unpredictable conditions in the experimental environment. This lack of predictability is a serious challenge for anybody deploying an
experiment, and information about the characteristics of the environment becomes
critical to design good experiments.
Three examples of shared experiment networks are PlanetLab [41], Emulab [59]
and FEDERICA [13]. In the following sections, short overviews of these networks
are provided.
PlanetLab
PlanetLab [41] is a network built through cooperation between academic institutions and commercial organisations. The network is coordinated by Princeton
University. A philosophy of PlanetLab is ‘tit-for-tat’ sharing of computational resources: By providing computational resources to the PlanetLab network, a user
gains access to a share of the resources in the network.
Joining the network involves installing a PlanetLab node.
A
PlanetLab node is a pair of servers running software provided by PlanetLab.
Figure 2.3: The PlanetLab logo
Administrative control over the node
is then handed over to PlanetLab.
PlanetLab administrates the node, handles abuse, and upgrades the software as
needed. In PlanetLab nodes communicate over the public Internet, and compete
for bandwidth with other ongoing network activities [41]. PlanetLab has an active
research community, and many tools have been developed to support experiments.
These tools include management tools such as Stork [60], centralised network monitoring through the CoMon infrastructure [19], and resource management tools such
as Plush [61].
The PlanetLab nodes run Linux and use a virtualisation solution based on
Linux-VServer [62] to minimise the interaction between user experiments. PlanetLab
supports communication over ICMP, UDP, or TCP. To provide features similar to
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raw sockets, a specialised API called safe raw sockets is used. A raw socket is an
interface towards the operating system kernel that allows a user to construct packets in user space software and send them directly over a network interface, without
involving the regular TCP/IP protocol stack. The safe raw socket API ensures
that all communication is bound to a port (or, in the case of ICMP, an identifier).
The binding to ports is an important part of the PlanetLab security model, since
it assigns a range of ports to each user on a node. By knowing the time, source
address, and port number of a packet, it is possible to identify the user that created
the packet. This functionality is used when handling abuse reports.
In the early stages, shortage of memory and CPU resources were serious issues
in PlanetLab [16]. To mitigate this problem, a system was developed that, in
case of resource contention, penalises the user that has reserved the largest share of
resources [63]. This system uses a strategy similar to the ‘Out Of Memory killer’ [64]
in the Linux kernel. In a situation when the node is running out of memory or CPU,
it picks the user that consumes most resources and stops running the software from
this user. This frees up resources for the other users. The system encourages
users to keep their resource consumption modest, and balance the consumption
over several nodes in the network.
To allow sending of data with a high degree of control over the timing between
packets, PlanetLab has added specialised kernel modules [65]. Exact timing is
important in many network experiments, such as bandwidth measurements.
During periods when resource demand in PlanetLab exceeds what is available,
the largest practical resource allocation on a node shrinks. This causes situations
where experiments cannot run in PlanetLab since the minimum amount of resources
the experiment demands exceeds what is possible to allocate on a single node. To
get around this problem, two systems named Sirius [66] and Bellagio [67] have been
developed. These systems offer a form of auction where users can bid for additional
resources during a limited time.
At the moment, challenges facing a researcher wishing to deploy an experiment
in PlanetLab, include the quickly increasing heterogeneity of the hardware, the
uptime of the nodes, and limited available memory according to Santos et al. [68].
FEDERICA
FEDERICA [14], or the ‘Federated E-infrastructure Dedicated to European Researchers Innovating in Computing network Architectures’, is a shared experiment
network focusing on the deployment of new protocols and disruptive experiments.
The network has nodes spread out over Europe, and uses dedicated links, thus minimising the risk of an experiment in FEDERICA affecting the Internet connectivity
of the site where a FEDERICA node is installed. FEDERICA started as a 2.5-year
effort in the EU Seventh Framework Programme for Research and Technological
Development.
In FEDERICA, separation between the user activities in the nodes is achieved
through a solution based on virtual machines. The virtual machines run on the
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commercial platform ESXi [69] from VMware. The network between the nodes
can either be routed or switched. Separation of network traffic is achieved through
the use of VLAN-tagging [70] or MPLS-tagging [71] of frames. FEDERICA has
hardware support for QoS, and it can be used to reserve bandwidth on links to
reduce the interaction between experiments.
Experiments conducted in FEDERICA
focus on virtualised infrastructures.
For example, experiments have been
conducted to explore features such
as repeatability and isolation, virtual distributed routers, network intrusion detection systems, and scalability in federated infrastructures [14].
Figure 2.4: The FEDERICA logo
FEDERICA is being upgraded to support experimentation with OpenFlow technologies [72].
Emulab
Emulab [59] is a shared experiment network with a focus on reproducibility of experiments and configurable network topologies. Unlike PlanetLab and FEDERICA,
Emulab is not geographically distributed, and the focus of the platform places it
closer to the controlled environment of simulations. In Emulab, the network topology and properties are described using a language based on the TCL [73] scripting
system. This language is intentionally similar to the language used by the NS-2 [74]
network simulator. After designing and uploading an experiment to Emulab, the
network automatically chooses a set of systems and inserts delay nodes to model
link properties. The Emulab software is freely available, and the primary site of
Emulab is located at the University of Utah [59].
Originally, Emulab reserved links
and hosts to individual experiments,
but as the load on the system increased,
a need for more efficient sharing became
evident. The increase in load was due
to a combination of users wishing to exFigure 2.5: The Emulab logo
periment with larger topologies, and an
increased number of users of the network. This performance problem was solved through virtualisation based on
vServer, sharing many characteristics with the PlanetLab solution [17]. Emulab
has put a considerable effort into getting reproducible results despite the virtualisation, going as far as arguing for replayable experiments. Replayable in this context means that a complete experiment, including hosts and network configuration,
can be loaded into the Emulab environment, and that each time the experiment is
repeated the outcome should be identical.
Siaterlis et al. [75] recently described the state-of-the-art in Emulab as ‘[...]
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Emulab-based configurations are representative of real systems in terms of emerging behaviour (qualitative) rather than absolute performance (quantitative). Repeatability can be achieved and the platform allows the use of several accurate and
complementary measurement approaches.’ In other words, Emulab provides good
repeatability as long as the experiment is designed so that it depends on relative
and not absolute performance of the network.

2.2.2

Other shared experiment networks

Beyond FEDERICA, PlanetLab and EmuLab there exists a number of other shared
experiment networks. Many NREN (National Research and Education Networks),
such as Internet2, LambdaRail, DANTE and DFN provide resources for shared
experiment networks. In addition, there are large projects such as GENI, FIRE,
AKARI and G-Lab.
GENI (Global Environment for Network Innovations) [18], is a US effort to
provide a laboratory for networking and distributed system research. GENI provides
a large-scale environment with low level control of the systems and resources to
support advanced experiments. One design goal of GENI is to improve the reproducibility of network experiments.
FIRE (Future Internet Research and Experimentation) [76] is a part of the
European FP7 programme. FIRE aims to create an open, coordinated federation
of testbeds, and to provide a platform for multidisciplinary research. A major goal
of FIRE is the interconnection of different shared experiment networks.
AKARI [77] is sponsored by National Institute of Information and Communications Technology (NICT) in Japan. AKARI aims to design and build a new generation of networks using a clean slate design. It is closely related to the JGN2plus [78]
shared experiment network. An interesting feature of JGN2Plus is the high speed.
The backbone contains links capable of 20 Gbps, and is also designed for experiments with optical transmission at terabit per second rates.
G-Lab (German Lab) [79] is a project sponsored by the German federal ministry
of education and research. G-lab uses a virtualisation solution similar to PlanetLab,
and includes both wired and wireless links. G-Lab provides a high degree of security,
and control over the environment. G-Lab is designed for easy interconnection with
other shared experiment networks.

2.2.3

Sampling in Shared Experiment Networks

Some authors have documented the lack of stability in shared experiment networks
and how it makes sampling harder. Roscoe [12] discusses the challenges related to
both reproducibility and how to obtain representative results in PlanetLab. Albrecht [80] concludes that an approach based on gathering information about the
experiment environment, and later reproducing the experiments by restoring the
environment, is currently not feasible in PlanetLab. Spring et al. [16] recommend
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the use of resource reservation and considering load when sampling in shared environments. An example of such strategies can be found in the performance measurements of peer-to-peer streaming protocols by Seibert et al. [81]. In the experiments,
nodes and execution times are randomly chosen, but only nodes with high available
bandwidth and low latency are used. Using many nodes from the shared experiment
network can reduce the impact of misbehaving nodes.

2.2.4

Clustering

Clustering, also known as cluster analysis, is a process where a set of objects is
divided into groups so that objects sharing a common property end up in the same
group [82]. This can be expressed as an attempt to minimise a distance function, a
function that expresses to which extent objects differ. Clustering has a wide range
of applications, and is used extensively in data mining. For example, clustering is
used to build search engines [83], in automated character recognition [84], and in
climate prediction [85].
To obtain good clustering results, the clustering algorithm can be tuned to the
data set, for example by choosing the maximum and minimum size of the clusters,
the number of clusters, the required separation between clusters and so on. This
tuning is done by exploiting known properties of the dataset to be clustered.
Jain et al. [86] provides an overview of clustering from a statistical pattern
recognition perspective, and creates a taxonomy of the available algorithms. The
taxonomy partitions the available algorithms into two broad groups (Hierarchical
and Partitional), but it should be noted that there are many characteristics that
could be used to create a taxonomy of the algorithms.
In the context of clustering experiment data, the time when the data is collected
can be important, e.g. when creating a time-data series. Data points that are
closely related in the temporal dimension are not necessarily independent. When
clustering time-data series, the clustering algorithm can consider this relationship
and form clusters in the time domain. This is one way to analyse a process that
changes over time. Warren Liao [87] provide an overview of the complications with
time-domain clustering and a set of related algorithms. In addition to this, Wijk et
al. [88] provides an overview of calendar based clustering, which includes a number
of approaches to clustering time-data series. In this work we have investigated two
types of clustering algorithms, namely hierarchical algorithms [89] and K-means
algorithms [90]. Jain et al. [86] characterize hierarchical algorithms as ‘versatile’,
while k-means clustering algorithms are characterized as ‘[...] most efficient in terms
of execution time[...])’.
Hierarchical Clustering
In hierarchical clustering [89], two important decisions form the core of the algorithm; the choice of the distance function (that is, how do we measure to which
extent objects differ) and the criteria for linking two objects (that is, how large dif-
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Figure 2.6: An example of hierarchical clustering of letters based on their frequency
in the English language. Letters with a similar frequency are placed in the same
cluster. The clustering can either be agglomerative, that is, it starts with the
individual letters in separate clusters and combines them, or decomposable, that is,
it starts with all letters in one cluster which is then split into smaller parts in each
step.

ference do we accept between objects in the same group). Objects with the smallest
distance between them are the primary candidates to be placed in the same group.
The clustering can either be done as an agglomerative process (where the objects
are joined into larger and larger groups) or as a decomposable process (where we
start with all objects in a single group and then split it into smaller and smaller
groups). In the agglomerative case, we link the objects with the smallest distance
until the linking criteria can no longer be fulfilled. In the decomposable case, we
split objects that do not fulfil the linking criteria until they do.
Hierarchical clustering is relatively straightforward to implement, but high computational complexity can limit the use on large datasets. In addition, there are no
obvious criteria for terminating the clustering. Instead, we have to be very careful
in our choice of linking criteria. Choosing an unsuitable linking criterion can lead
to the algorithm returning a single cluster with all data, or every single data point
in a separate cluster. For an illustration of a hierarchical clustering of letters by
their approximate frequency in English, see Figure 2.6. The bottom and the top of
the figure show the two extremes of the linking criterion.
K-means Clustering
K-means clustering [90] partitions the data into K clusters. This is done by describing each object to be clustered as a vector. K additional vectors are then chosen,
known as centres. Each object is then assigned to the closest centre, forming K
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Figure 2.7: K-means clustering of a set of data. Top left: the original data, generated by three Gaussian processes. Top right: the data with three centres identified
([1,1], [4,4], [5,3]). Bottom left: the data clustered based on the closest centre. Bottom right: the original data classified based on which process generated it. Note
that some data points along the border between the two clusters [4,4] and [5,3] have
ended up in the ‘wrong’ cluster, a problem when two clusters overlap.

clusters. The placement of the centres is chosen so that the sum of the distance
between objects and their centres is minimised. A distance function is used to calculate the difference between each object and the centres. Methods exist to efficiently
identify the centres [91]. Figure 2.7, shows a clustering using the K-means method
on two-dimensional data, but the same method can be applied even if the data has
a greater number of dimensions. K-means clustering tends to create clusters of a
similar size and density, which can be a drawback if the dataset contains clusters
that have a large spread in size or density.

2.2.5

Relationship to our Work

When working with the shared experiment networks we use both FEDERICA and
PlanetLab. We briefly investigate and relate our work to the other shared experiment networks, but they are not used for experimentation. When developing the
clustering algorithm we try both hierarchical and K-means clustering in our efforts
to find a suitable clustering algorithm for our data. In the end, we settle on the
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hierarchical clustering, which gave better results on our data set. The hierarchical
clustering is fast enough on our data set, but if we increase the amount of data by
an order of magnitude it is likely that the speed advantage of k-means clustering is
more relevant.

2.3

Mobility in Networks and SCTP

In this section, we give a background on how mobility can be provided in networks,
and discuss solutions for mobility. We also introduce the SCTP protocol. SCTP is
a transport layer protocol with mobility functionality.

2.3.1

Mobility in Networks

We use the following definition of mobility in networks, which is based on RFC
4886 [92].
Mobility arises when a host connected to a network dynamically changes
its point of attachment, thereby causing the reachability of the said host
to be changed in relation to the fixed network topology.
We refer to such a host as a mobile host, and the change of connection point as a
mobility event. There are two broad classes of mobility events: horizontal mobility
and vertical mobility [93]. Horizontal mobility is mobility between attachment
points using the same access technology, for example when moving from one base
station to another. Vertical mobility is mobility between attachment points using
different access technologies, for example when changing from a cellular connection
to a WiFi connection.
Handling a mobility event requires the mobile host to perform a handover process. A special case of a handover is a failover, which is a handover initiated by
loss of connectivity. During a failover, the mobile host can either have a backup
connection, or no connectivity at all for some time.
When designing a system to perform handover, two questions arise:
• When should handover be performed?
• How is a handover performed?
Starting with the first question, we note that performing handovers too often
can consume resources and degrade the quality2 experienced by the mobile host.
Meanwhile, not performing a handover when one is needed can leave the mobile host
using an attachment point that provides a lower quality even though an attachment
point providing a higher quality is available. By carefully planning when to perform
2 What constitutes a high or low quality provided by an attachment point will depend on which
requirements are placed on the mobile host.
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handovers, a mobile host can ensure it is always using the best available attachment
point, and minimize the impact of the handovers. Preferably the handover should
be performed seamlessly, i.e. without any noticeable reduction in quality.
Depending on the characteristics of the networks, many schemes for deciding
when to perform a handover have been proposed. In a survey by Ahmed et al. [93],
nearly 100 different schemes for handover in heterogeneous wireless networks are
identified. These schemes are classified into five broad groups, depending on how
the decision to perform a handover is made. The five classes of handover schemes
are Received Signal Strength (RSS), Quality of Service (QoS), Decision Functions
(DF), Artificial Intelligence (AI), and Context based schemes.
Received Signal Strength based schemes are based on measurements of the signal
strength of the available attachment points. These schemes combine RSS measurements with triggers, thresholds, and timers to decide when to perform a handover.
In our work on vertical handover in SCTP [28], we present a scheme that uses RSS
delta measurements to decide when to perform handovers. Yan et al. [94] use a
similar scheme to plan handovers. RSS measurements are used to estimate the
position and motions of the mobile host relative to the access point. The position
information is used to predict the remaining time within range of the access point,
which can be used to decide when to initiate a handover.
Quality of Service based schemes use the same basic structure as RSS-based
schemes, i.e. they are based on the use of triggers, thresholds and timers, but
employ a wider range of parameters. A QoS-based scheme can for example examine
latency, bandwidth, packet loss and other factors in addition to the signal strength,
and use this information to plan handovers. One example of this is the scheme by
Lee et al. [95], which optimises factors such as battery consumption, bandwidth,
and traffic balance in a network by performing handovers between access points.
Decision function based schemes take a different approach. As attachment
points have multiple characteristics, such as bandwidth, signal strength, traffic
charges, and power consumption, direct comparison is not always possible. Instead, a function can be created to estimate the overall value of using a specific
attachment point. Generally, this function is a weighted sum of measurements of
the characteristics of the attachment point. Different attachment points can then
be compared by their value, and a handover expressed as a cost. If the value of another attachment point, with the cost of performing a handover subtracted, is higher
than the value of the current attachment point, a handover should be performed.
McNair et al. [96] present a decision function based scheme which focuses on fourth
generation wireless networks. As input to the decision function, information is collected about the attachment points that can be used for handover, including service
type, traffic charges, network conditions, and system performance. Frömmgen et
al. [97] present a scheme that uses decision functions to forecast future mobility
events. In this scheme, handovers are used to optimise power consumption as well
as bandwidth for the mobile host.
Artificial Intelligence based schemes use methods from artificial intelligence such
as fuzzy logic and artificial neural networks (ANN), which are designed to recognise
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when a handover is advantageous, and when it is not. Nasser et al. [98] present
a scheme based on ANN, where user preferences are measured concerning cost,
security, power consumption and wireless network conditions. An ANN is then
trained to decide when a handover is needed to fulfil the users’ preferences. Khattab
et al. [99] use a fuzzy logic based scheme to provide seamless vertical handover
in fourth generation cellular networks, showing that it is possible to reduce the
probability of connection failures.
Context based schemes collect contextual information about the mobile host,
such as mobility patterns and historical handover decisions. The mobile host can
also employ mobile agents3 , for example to gather information about the signal
strength experienced by other mobile hosts. Pawar et al. [100] present one such
scheme, where context-aware middleware is used to provide vertical handover support for cellular devices. The middleware communicates contextual information
such as service requirements, user preferences, device capabilities, interface power
consumption, user mobility, service criticality and end-to-end QoS (e2eQoS) prediction information [100]. Bhunia et al. [101] provide another example of a context
based scheme, which focuses on seamless mobility for remote health-care services.
This scheme uses Multi Criteria Decision Making (MCDM) to decide when to perform a handover. The context used in the scheme includes the velocity of the mobile
host, as well as network state, and available resources such as energy budget on the
mobile host.
Returning to the second question, ‘How is the handover performed?’, we note
that once the decision has been made to perform a handover, there are technical
challenges in performing the handover quickly. The challenges differ a bit depending
on if the handover is horizontal or vertical, and if the device is capable of connecting
to multiple attachment points simultaneously or not.
The challenges include ‘warming up’4 the interface, ensuring that the mobile
host is communicating with the right system (for security purposes) and in some
cases signalling protocol parameters such as congestion window for the new attachment point. Trade-offs have to be made between latency, security, and resource
consumption. For example, a cellular interface can be kept constantly ready to
transmit data and never enter a power saving mode, but at the cost of additional
energy consumption for the mobile host.
To discuss how mobility functionality can be implemented, the Internet protocol
stack model is useful. Figure 2.8 shows the layers in an IP protocol stack, and the
objective of mobility on the different layers. We note that implementing mobility at
a certain layer should limit the effect of a mobility event on protocols and systems
higher up in the stack, while at the same time dealing with changes taking place at
the underlying layers in the stack.
3 In this context, a mobile agent is a computer program which is able to move from one
computer to another and continue its execution on the destination computer.
4 Wireless devices often put interfaces in a power-saving mode when they are not in use.
Transition to an active mode, and acquiring resources in the network, can take significant amounts
of time. This is sometimes known as ‘warming up’ the interface.
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Layer

Functionality

Mobility objective

Application
layer

High level API, encryption, compression, application functions.
Examples: HTTP, FTP, SSL

Maintain the application session
when the connection changes.

Transport
layer

Multihop communication functions.
Segmentation, multiplexing, reliability. Examples: TCP, UDP, SCTP

Maintain the connection
when the address changes.

Network
layer

Addressing, routing and control functions for multi-hop networks. Examples: IPv4, IPv6

Maintain the address
when the topology changes.

Datalink
layer

Physical specifications. Reliable
transmission. Error correction codes,
collision detection, basic addressing.
Examples: Ethernet, DSL, WiFi

Maintain the topology
during physical movements

Figure 2.8: The TCP/IP protocol stack, and what mobility implies depending on
the layer in the stack where it is implemented.

Mobility at the Data Link Layer
Data link layer mobility is, primarily, discussed in the context of wireless networks.
Wireless networks, such as WiFi and cellular networks, allow movements within
the range of a base station. In some cases, it is possible to perform a horizontal
handover to another base station. If a handover is made, the data link layer needs
to adapt so that packets still reach the mobile host.
A limitation of mobility at the data link layer is the need to remain within a
network and use the same access technology. There are situations when a mobile
host may need to change to a different type of access technology, for example from
WiFi to cellular connectivity.
Mobility at the network Layer
IP was not originally designed to support mobility. It assumes that hosts maintain
their IP addresses as long as they communicate. An IP address indicates the
location, or subnet, on the Internet, to which data shall be routed. If a mobile
host changes its attachment point, it also needs to change its IP address. Thus, if
a mobile host performs a handover to another subnet, this will break any ongoing
connections.
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To maintain the IP address when performing a handover, a standard named
Mobile IP [102] (MIP or MIPv4) has been developed. MIP is sometimes combined
with the IEEE 802.21 [103] Media-Independent Handover (MIH) standard.
MIP introduces the concept of a home agent, which is a router aiding mobile
hosts in maintaining their connectivity when changing the point of attachment. To
begin with, a mobile host will be assigned a home agent and home address when
it connects to a network. If the mobile host changes attachment point, it will
obtain a new address, known as a care-of address and a new router, called a foreign
agent. A tunnel can then be created between the foreign agent and the home agent.
Packets destined to the home address of the mobile host, are forwarded through the
tunnel to the foreign agent. The foreign agent delivers the packets to the care-of
address of the mobile host. In this way, transport protocols do not need to be
aware of the mobility event, as the home address can still be used. However, there
are performance challenges with this approach, such as the delay to forward the
traffic between the agents, the load placed on the agents, and the asymmetric traffic
patterns.
IPv6 includes an integrated version of Mobile IP (MIPv6) [104]. It adds additional functionality, including route optimisation, built in encapsulation (instead of
the tunnels used to transport data in MIPv4) and unreachability detection (through
the neighbor discovery protocol).
IEEE 802.21 has been designed as an extension to MIP. It includes functionality
for communication of link quality information across different network types, as well
as triggers, which can be used to speed up mobile IP handovers. One of the aims
of IEEE 802.21 is to enable seamless handovers between heterogeneous networks
when using MIP [105].
Both MIP and IEEE 802.21 require support from devices in the network other
than the mobile hosts. In the current Internet structure, it is an open question if
ISPs will invest significant resources in deploying protocols such as MIP to support
mobility outside their own networks, due to the lack of a charging model. This
problem is discussed, for instance, by Zdarsky [106].
Virtual Private Network (VPN) is an alternative approach to network layer
mobility. Using a VPN, the mobile host can create a tunnel to its home network,
and use an address that belongs to its home network. All traffic to and from
the mobile host is routed via its home network, where a VPN server routes packets
between the Internet and the tunnel, as in the product offered by Columbitech [107]
and others. The advantage of this approach is that it does not require special
support from the network where the mobile host is attached, and VPN connections
can be re-established after a mobility event, hiding the loss of connectivity from
communicating applications.
Mobility at the Transport Layer
To maintain connectivity on the transport layer when a mobility event occurs,
the transport protocol must have functionality to change the IP address used to
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communicate. In 2005, Atiquzzaman et al. [108] compared and discussed a number
schemes for implementing mobility at the transport layer. These include schemes
to use proxies to handle mobility such as the MSOCKS system by Maltz et al. [109],
I-TCP by Bakre et al. [110], and M-UDP by Brown et al. [111]. There were also
schemes for modifying the transport layer protocol to support mobility natively,
such as in mSCTP by Koh et al. [112]; connection migration schemes such as FreezeTCP by Goff et al. [113]; and schemes for location based mobility management such
as Migrate-TCP by Snoeren [114], and SIGMA by Fu et al. [115].
Today, ten years later, transport layer mobility support can be found in general
purpose transport protocols such as Multipath TCP (MPTCP) [38] (which also
includes multipath communication capabilities) and SCTP [21]. These protocols
are now stable, standardised, and available for popular operating systems such as
Linux, Windows, Mac OS X, IOS and Android.
As alternatives to these transport protocols, there are also proposals to design
and build completely new transport protocols, which are designed from the ground
up for mobility. One example of such a protocol is the MobilityFirst Transport
Protocol (MFTP), an information-centric networking (ICN) protocol [116].
Mobility at the Application Layer
With mobility functionality at the application layer, a mobile host uses information at the application layer to maintain the application sessions even when the
underlying connections are reset. Mobility functionality at the application layer
can be tuned for each specific application. For example, an application for bulk
transfer of data can have a different approach to handling mobility events compared
to applications for voice communication or gaming.
One way to handle handover at the application layer is to re-establish the connection as needed. This scheme can, for example, be found in the File Transfer
Protocol (FTP) [117] protocol, which allows a client to supply an offset when requesting a file. This way, after a handover event, the application can reconnect and
continue the transfer from the point where the connection was lost.
Another option is to use a signalling protocol such as SIP [118] to coordinate
changes at the application layer. For example, this can be done by introducing an
intermediate layer that ensures that connections are maintained and re-established
as needed. Park et al. [119] demonstrate such a system, which allows a SIP server
to provide seamless mobility despite the loss and re-establishment of underlying
connections. Dutta et al. [120] use a similar strategy, but modify the application
instead of introducing an intermediate layer.
Finally, an application proxy with mobility functionality can be introduced. The
proxy encapsulates the normal application, and uses a mobility-enabled transport
protocol to transport the data. This way, it is possible to enable mobility functionality, without modifying the original application. Paash et al. [121] demonstrate
such a scheme for Skype. In the scheme, an application proxy is introduced to
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transport the Skype protocol over MPTCP, hiding connection disruptions from the
application.

2

2.3.2

Stream Control Transfer Protocol

The Stream Control Transmission Protocol, or SCTP, emanates from the IETF
SIGTRAN working group [122] and its effort to develop a transport protocol that
fits the requirements of telephony signalling traffic. SCTP is currently standardised
in RFC 4960 [21] with extensions in separate RFCs. SCTP resembles TCP in many
ways. Like TCP, SCTP is a reliable, connection-oriented transport protocol; it
offers an acknowledged, non-duplicated transfer of data, and uses window-based,
congestion- and flow-control mechanisms that function similarly to those used in
TCP SACK [123]. Connections are established using a mechanism very similar to
the three-way handshake of TCP.
However, unlike TCP, SCTP offers a message-oriented transport serBits
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Mobility Support

To support mobility, SCTP extends the
connection concept of TCP. An endpoint in a SCTP connection or, as
it is formally called, a SCTP assoFigure 2.9: Structure of the SCTP frame. ciation, may comprise several IP addresses. The route taken by the SCTP packets sent by one endpoint to a specific
destination transport address of its peer endpoint is called a path. One path is selected as the primary path. If additional paths are available, one of them is selected
as the backup path. All packets are first transmitted along the primary path. If a
retransmission occurs, the retransmitted packet will be sent over the backup path
instead of the primary path.
Standard SCTP, i.e. SCTP without any extensions, does not support applicationinduced re-routing of traffic between the primary and alternate paths. However, the
protocol is capable of performing a failover if a communication path is lost. During
the failover, all packets are first transmitted on the primary path and then, after a
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time-out, retransmitted on the secondary path, which causes a long period (around
30 seconds with default settings) of service disruption. After this, the backup path
is chosen as the new primary path. If additional paths are available, one of them
is promoted to be a backup path after the failover.
The Dynamic Address Reconfiguration (DAR) [124] extension introducing protocol support for application-induced re-routing of traffic. The DAR extention
includes functionality for signalling changes of the primary interface and enables
dynamic addition and removal of IP addresses. It does this by defining two new
types of control chunks: ASCONF (Address Configuration Change) and ASCONFACK. An endpoint that wants to add or remove an IP address to an association,
or wants to change its primary address, sends the corresponding ASCONF chunk
to its peer. The peer processes the ASCONF chunk and replies with an ASCONFACK that tells the endpoint whether the request succeeded or not. For security
reasons, the DAR extension is combined with chunk authentication as defined in
RFC 4895 [125].
Using the DAR extension, an application can inform the SCTP stack about
which path it prefers to use for communication. This lets the application deploy a
policy for path preference. Should the primary path fail, the SCTP stack will still
follow the normal procedure for a failover to the backup path.
An extension to SCTP, Concurrent Multipath Transport (CMT) [39], is currently in the process of being standardised by the IETF. Without extensions, SCTP
always uses the primary path for the transmission of data. Lost packets may be
retransmitted over a backup path, but as long as the primary path is available,
the backup path is only used for retransmissions. In CMT-SCTP, data can be
transferred on multiple paths simultaneously. This lets SCTP use the available
bandwidth more efficient, and CMT-SCTP could potentially improve transfer performance, and reliability, of mobile devices. CMT is similar to the functionality
found in the MPTCP [38] protocol.

2.3.3

Relationship to our Work

In this thesis we focus on third generation cellular networks, and the SCTP protocol.
While we do some exploration of alternative protocols including Mobile IP and
MPTCP it is not the focus of the work. CMT was not mature enough on our
platform to use in our experiments. We use what Ahmed et al. [93] classifies as an
RSS based scheme to plan vertical handovers, and carefully choose a configuration
for the SCTP protocol to achieve good handover performance.
We note that today the research has shifted focus to 4G networks, as noted by
Miyim et al. [126]. These networks have different characteristics compared to the
3G networks where our work is conducted, and therefore some of our results are
not directly applicable in these networks. Perhaps most noticeably, the warm-up
delays and latency have been significantly reduced in 4G networks, simplifying the
implementation of seamless vertical handover.
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2.4

2

Delay Tolerant Networks and Wireless Sensor Networks

In this section, we introduce Delay Tolerant Networks and Wireless Sensor Networks. These are networks engineered around assumptions that differ from to the
assumptions behind the design of the Internet. Some authors, such as Fall [127], call
these ‘challenged internets’. The challenge they refer to is the resource constraints;
these resource constraints are different from those experienced when designing other
Internet systems. We also discuss the combination of these two types of networks,
known as Delay Tolerant Wireless Sensor Networks or DT-WSN.

2.4.1

Delay Tolerant Networks

The Internet and the protocols used, such as IP, TCP and UDP, are built around a
number of assumptions about the network communication properties. Two of the
important assumptions are that there at all times exists a path between the communicating systems with a reasonable round-trip time (less than a minute or so)5 , and
that packet loss along the path is limited. Yet, there exist classes of networks where
these assumptions do not necessarily hold true. Examples of such networks, identified by Fall [127], include Terrestrial Mobile Networks, Exotic Media Networks,
Military Ad-Hoc Networks and Sensor Networks. Other authors have later identified additional types of challenged networks, such as interplanetary networks [130]
and underwater networks [131]. Fall proposes the name Delay Tolerant Network
(DTN)6 architecture for a network, which is engineered to function correctly under
the aforementioned latency and packet loss conditions.
A DTN is built using a store-and-forward strategy, where nodes forward bundles
of data, hop-by-hop, towards their destinations. If the next step in the path is not
available, the bundle will be stored until a path is available or resource constraints
force a node to discard the bundle. This strategy differs from the common strategy
in Internet protocols, where packets are discarded, and the sender informed, if no
path towards the destination can be found. A general-purpose protocol for DTN,
named Bundle, has been published by the IETF as RFC 5050 [133].
A major challenge in DTN is the routing [134]. The routing protocols designed
for the Internet assume that the network form a connected graph7 , but in a DTN
the network may not form a connected graph at all. In addition, in a DTN the
topology of the graph can change quickly, while the protocols designed for the In5 In

IP each packet is assigned a Time To Live or TTL. This is a field in the packet header
which has a maximum value of 255 and a recommended value of 64 [128], [129]. The unit for this
field is seconds. The value should be decremented by the number of seconds it takes to forward
a packet. If it takes less than 1 second to forward the packet, the TTL should be decremented
by one. When the value reaches zero, the packet should be discarded. This limits IP networks to
255 hops and a latency of 255 seconds. In practice, it is rare for packets to remain in buffers for
more than one second.
6 The term Disruption Tolerant Networking is used interchangeably for the same type of networks by some authors, including Curran and Knox [132].
7 Graph here refers to a mathematical graph which is a set of vertices connected with edges.
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ternet assumes that the topology is relatively stable. To get around this problem
a strategy found in DTN routing protocols, which is usually not employed in the
Internet, is to create multiple copies of the bundles and spread them in the network, in the hope that one eventually will reach the destination. This creates a
trade-off between the chance of delivering a bundle and the resources consumed by
additional copies of bundle. Epidemic routing is the most naive form of this kind
of routing protocol. In epidemic routing, all messages are copied, until all nodes
in the network obtain a copy. Copies can either be removed by a timeout, or by a
vaccination, which is a message informing nodes that a bundle has been delivered
to the destination and can be safely discarded.
To reduce the resource consumption compared to epidemic routing, a number
of protocols have been proposed. PRoPHET is one such protocol, and this protocol
has been standardised in RFC 6693 [135]. Over the last decade, a number of additional routing protocols have been proposed such as MaxProp [136], RAPID [137],
Spray and Wait [138], Spray and Focus [139] etc. What these protocols have in
common is that the performance of the protocol is bound by the buffer space of the
nodes.
The problem of managing the buffer space at a node is known as the buffer
management problem. The buffer management problem has two sides, namely
storage and forwarding. Incoming bundles have to be placed in storage, and if the
storage is full a decision has to be made about which bundles to keep and which
to discard. In addition, decisions have to be made about which bundles to forward
when a link is available.
A number of authors have proposed algorithms to handle the buffer management problem in situations where the node has insufficient storage. Krifa et al. [29]
provide a set of algorithms and bounds for their performance. Lo et al. [32] studies
a number of different strategies and how they relate to the routing. Other works
include those by Solis et al. [140] who focus on the problem with resource hogs and
develop buffer management algorithms to limit their impact on network performance. There are also the works by Lakkakorpi et al. [141] which focus on signalling
available buffer space and prevent the network from accepting more bundles than
it is capable of delivering, a form of congestion control. A recent survey by Siva
et al. [142] identified a limited number of new developments in buffer management
for DTN, instead, the survey did identify several new congestion control schemes
which reduces the need for buffer management.

2.4.2

Wireless Sensor Networks

Wireless Sensor Networks (WSN) is a class of networks built out of nodes capable of
sensing and communicating over wireless links. A wide range of different hardware
platforms has been developed for WSNs, but a trend has been towards nodes with
low cost and capability to allow for wide scale deployments. For example, in the
survey by Hemstead et al. [30] the WSN hardware identified had storage capabilities
between 1 KB and 138 KB, with matching computational capacity. Figure 2.10
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Figure 2.10: An example of WSN hardware; the Philips AquisGrain. This is a
complete node based on the CC2430 System-on-Chip. It includes an 8051 micro
controller, 128 KB flash, 8 KB RAM, radio (2.4 GHz, 802.15.4/ZigBee), sensors
(light, temperature and power) and serial interfaces. Originally published by Söderman [143], used with permission.

shows one example of WSN hardware, the AquisGrain. WSNs are intended to be
deployed in an ad-hoc manner, sense data about the environment and communicate
this data to a more capable node where the data can be analysed.
A limiting factor in the design of WSN hardware is the power supply. In many
applications, each node has a finite power source in the form of a battery, and the
lifetime of the node is limited by the total charge in the battery. Providing the
node with additional computational, storage, sensing, or communication capabilities increases the energy consumption of the node. Therefore, a trade-off has to be
made between capabilities, battery size, and lifetime.
The nature of WSN makes routing a challenging problem. The routing algorithms designed for the Internet (OSPF, ISIS, RIP etc.) assume that the nodes
are capable of relatively expensive operations; that the network topology rarely
changes; and that a single optimal path towards the destination is preferable. None
of these assumptions is necessarily true in a WSN. As mentioned before, the nodes
have limited resources, and spending the limited energy budget on routing, reduces
the value of the network. Topology can change quickly and frequently, especially
if the nodes are mobile. In addition, as communication uses the limited energy
budget, finding communication paths often requires trade-offs to ensure the load is
distributed over the network. As different use cases for WSNs encourage different
trade-offs to be made in the routing, a wide range of protocols and strategies have
been developed. In the survey by Singh et al. [144] about 40 different proposed
routing protocols for WSNs were identified, many of which have variants or can be
tuned depending on the use case.
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Figure 2.11: An example of a DT-WSN comprising a number of spatially isolated
wireless sensors. The source sensor nodes measure the environment by collecting
measurement samples, which are transported by mobile data mules to a sink node.
The sink attempts to reproduce the measurement from the samples. As the capacity
of the network is limited, some samples are lost in transit, and the quality of the
reproduced measurement is affected.

2.4.3

Delay Tolerant Wireless Sensor Networks

Delay Tolerant Wireless Sensor Networks (DT-WSN) are networks, which combine
DTN with WSN technology. Therefore, it is a challenged network of nodes with
limited capabilities, sensing the environment and communicating this information
using wireless links. Communication paths in a DT-WSN can be scheduled, where
the network can predict the availability, or opportunistic, where the network cannot
predict when paths become available. In a DT-WSN, some sensor nodes can act as
data mules. A data mule is a mobile node that is capable of transporting bundles
between disconnected parts of the network. A data mule may be a standard sensor
node, but, in some cases, it may make sense to equip the data mules with increased
storage and communication capabilities.
A few authors have reported on their experiences with DT-WSN systems. Two
examples are the data elevator test bed by Pöttner et al. [145] and the wind tunnel
monitoring system by Luo et al. [146]. In the data elevator network deployed by
Potter, temperature sensor nodes are mounted on the roof of a building. A data
mule is mounted on an elevator, which is moving between the top floor, where it
has connectivity to the roof, and the floor where the gateway node is located. In
the wind tunnel monitoring network by Luo et. al. a sensor network is deployed
around a wind tunnel. Data mules (called rovers by Luo et. al.) move between
this network and a gateway, collecting bundles which are uploaded to the gateway
when an opportunity arise. Both of these works are primarily intended to validate
the concepts and protocols for DT-WSN, and show that the technology is feasible.
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There also exists works such as the YushanNet hiker tracking system, by Huang
et al. [147], but this test bed does not seem to have reached beyond the prototype stage. Cho et al. [148] surveyed routing in what they describe as ‘underwater
delay/disruption tolerant wireless sensor network’, but the nature of the medium
makes these networks resemble DTN more than WSN. Beyond these works, DTWSN does not seem to have been extensively studied, but as von Zengen et al. [149]
recently published an implementation of the Bundle protocol for Contiki [150], a
popular operating system for WSN, we believe it is likely that more authors will
publish their experiences with DT-WSN systems soon. Some very recent developments include the work on Disruption Tolerant Wireless Body Area Networks by
Büsching et al. [151] and a new routing protocol named FREAK by Ravenea et
al. [152].

2.4.4

Relationship to our Work

In our work, the focus lies on buffer management in DT-WSN. We do not explore
WSN or DTN separately, but we do take advantage of the extensive body of related
work that has been developed by researchers working with WSN and DTN system.
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2010, after a four month extension, the infrastructure and its
services are still up and running thanks to the voluntary
efforts of the European Research and Education Networking (NREN) organizations, which are actively participating
in the operation of the infrastructure.
FEDERICA’s architecture has been designed in such a
way that allows users to request “virtual slices” of the infrastructure that are completely isolated from each other and
behave exactly as if they were physical infrastructure from
the point of view of the users’ experiments. The major objective of the deployment of such an infrastructure is twofold. On one hand, FEDERICA allows extensive research
on virtualization based architecture itself. Experiments on
various resource virtualization platforms, virtual resource
descriptions, monitoring and management procedures, virtual network slice compositions, isolations or federations
can be performed. On the other hand, the virtual slices of
FEDERICA enable multi-disciplinary research on future
Internet within the slices.
This article is organized as follows; after a brief summary
of the FEDERICA virtualization capable infrastructure and
its services, we provide an overview of similar initiatives
around the world emphasizing the importance of federated
facilities. Then, we discuss the special features of FEDERICA that make the infrastructure unique (as of today) by
way of supporting a wide variety of future Internet research
activities, maybe leading to new paradigms. As FEDERICA
is highly user-centric, we introduce the broad spectrum of
its user community by looking at the actual users and use
cases. The contribution of FEDERICA user experiments to
the whole Internet research space is also illustrated in this
article that finally concludes with the project’s perspective
for the future.

ABSTRACT
The Internet, undoubtedly, is the most influential technical invention of the 20th century that affects and constantly changes all aspects of our day-to-day lives nowadays.
Although it is hard to predict its long-term consequences,
the potential future of the Internet definitely relies on future
Internet research. Prior to every development and deployment project, an extensive and comprehensive research
study must be performed in order to design, model, analyze,
and evaluate all impacts of the new initiative on the existing
environment. Taking the ever-growing size of the Internet
and the increasing complexity of novel Internet-based applications and services into account, the evaluation and validation of new ideas cannot be effectively carried out over
local test beds and small experimental networks. The gap
which exists between the small-scale pilots in academic and
research test beds and the real-size validations and actual
deployments in production networks can be bridged by using virtual infrastructures. FEDERICA is one of the facilities, based on virtualization capabilities in both network and
computing resources, which creates custom-made virtual
environments and makes them available for Future Internet
Researchers. This article provides a comprehensive overview of the state-of-the-art research projects that have been
using the virtual infrastructure slices of FEDERICA in order to validate their research concepts, even when they are
disruptive to the test bed’s infrastructure, to obtain results in
realistic network environments.

INTRODUCTION
The European Community co-funded project FEDERICA
(Federated E-infrastructure Dedicated to European Researchers Innovating in Computing network Architectures)
[1] supports the development of the future Internet by definition. The project consortium is an optimal mixture of research institutes, universities, and industrial partners in order to foster cross-sector collaboration. Although, the twoand-a-half-year project officially ended on 30 October

FEDERICA AS A SERVICE
FEDERICA project participants have designed and deployed a virtualization capable infrastructure substrate, including programmable high-end routers, multi-protocol
switches, and PC-based virtualization capable nodes, on a
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pan-European footprint (Fig. 1). The physical network topology is composed of 13 sites, 4 core and 9 non-core
nodes, connected by 19 point-to-point links. On top of this
substrate, virtual infrastructure slices can be created, which
realize whatever topologies are requested by the users. The
facility is also connected to the public Internet, thereby enabling easy access from any location and type of connectivity (wireless or fixed-line) [1].

plications can be pre-selected by the users). This may eventually lead to a complete portfolio of cloud services, where
all of these services share simplicity in access, typically
through a web interface, simple scalability, and ease of use.

FEDERATED FACILITIES WORLDWIDE
FEDERICA does not operate in isolation. There are initiatives all over the world, which are of particular relevance
and represent the natural set of peers for liaison and collaboration with FEDERICA.
USA - The Global Environment for Network Innovation
(GENI) initiative [3] in the United States is an activity that
aims at creating a unique virtual laboratory for at-scale
networking experimentation. GENI is in its third phase,
called “Spiral 3”, of exploratory rapid-prototyping with
about 50 experiments and facilities operational. Work in
Spiral 3 should improve the integration, operations, tools,
and documentation of GENI prototypes to lower the barriers of use. User projects have to collectively agree on a federation architecture to create the GENI environment spanning multiple facilities. The FEDERICA project has obtained excellent interactions with the GENI project office
and some GENI experiments (e.g., ProtoGENI, GpENI)
through regular meetings.
JAPAN - The AKARI Architecture Design Project in Japan [4] aims to implement a new generation network by
2015, developing a network architecture and creating a
network design based on that architecture. The philosophy
is to pursue an ideal solution by researching new network
architectures from a clean slate without being impeded by
existing constraints. Some prototyping projects have been
started at the University of Tokyo in collaboration with the
National Institute of Information and Communications
Technology (NICT).
EUROPE - In Europe, the FIRE initiative [5] from the
European Commission funds various infrastructure projects
(e.g., Panlab, Wisebed, OneLab) with which FEDERICA
already has strong collaboration. The federation of OneLab
and FEDERICA facilities is an excellent example e.g., in
terms of combining guaranteed and non-guaranteed resources. FEDERICA can offer resources to OneLab that
have full access to the network layers and OneLab can provide access to a larger set of distributed computing resources. During the last years, OneLab has developed an
architecture to federate different domains based on
PlanetLab that is called Slice Federation Architecture
(SFA) [6]. SFA enables FEDERICA and similar infrastructures to become a worldwide federated facility supporting
collective on Future Internet Research.
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Fig. 1 FEDERICA infrastructure, the substrate topology

Virtualization is the key having a profound influence in
technology. In its network-oriented meaning, it corresponds
to the creation of multiple virtual networks on top of a
physical infrastructure. The network virtualization can be
performed at most layers of the ISO/OSI stack, from the
data link to the network layer. In its system-oriented sense
the process is even faster and more intriguing, leading to
multiple operating systems with varying tasks running on
the same hardware platform.
The service architecture of FEDERICA follows the Infrastructure as a Service (IaaS) paradigm. IaaS, in principle, is
the common delivery of hardware (e.g., server, storage,
network), and associated software (e.g., operating systems
virtualization technology, file systems) as a service. It is an
evolution of traditional hosting that does not require any
long term commitment and allows users to provision resources on demand. Amazon Web Services Elastic Compute Cloud (EC2) and Secure Storage Service (S3) are examples of commercial IaaS offerings [2]. FEDERICA has
two major services;
•

The provisioning of best effort or QoS IP slices with
the option of both pre-configured and not configured
resources (i.e., routing protocols, operation systems,
QoS parameters).

The provisioning of raw resources in terms of data
pipes (i.e., native Ethernet links) and not configured resources (i.e., empty virtual machines, clear routing tables, no network protocols).
The current FEDERICA services may naturally evolve towards Platform as a Service (where various pre-configured
images and network scenarios can be provided from a repository), and Application as a Service (where a set of ap•

UNIQUE FEATURES OF FEDERICA
FEDERICA can be easily compared with PlanetLab [7].
PlanetLab started in Princeton (US) and is a well-known
global research facility based on a large set of end-hosts on
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top of the Public Internet. The hosts are running a common
software package that includes a Linux-based operating
system. The key objective of this software package is to
support distributed virtualization i.e., the ability to allocate
a slice of PlanetLab network-wide hardware resources to a
user application. In contrary, a FEDERICA node is not only
considered as an end-host as in PlanetLab, but a combined
network and computing element that itself routes traffic and
affects network reachability. In addition, the user is not
forced to use a specific operating system or application but
it is free to install any software component within the slice.
While PlanetLab connections are based on the public Internet, FEDERICA allows the user to perform experiments on
the lower layers as well.
FEDERICA architecture is more than an evolution of the
concept of a traditional test bed. Test beds are usually devoted to a few technologies and oriented to production service or to pure research, and are not flexible enough to accommodate both types of use. The FEDERICA environment is also different from a commercial cloud environment, where the delay between nodes is typically negligible. In FEDERICA the delay corresponds to physical distance of the substrate nodes. Such naturally distributed architecture provides an ideal environment for testing medium size experiments and migration paths in a realistic environment.
The unique features of FEDERICA (as of today) can be
summarized as follows:
•

FEDERICA has its own physical substrate fully controlled and managed by the FEDERICA Network Operation Center. This allows the user to take over control
of the lower layer resources within their slices. At the
moment, only raw Ethernet resources are available for
the users but in the near future native optical resources
(i.e., lambdas) may also be provided.

•

Thanks to having full control over the substrate links,
specific QoS parameters can be assured for the virtual
connection of the user slices and real transmission delays can be experienced. Currently the links run up to
1Gbps but this may be upgraded radically in the near
future.

•

FEDERICA users have full flexibility and freedom to
choose any networking protocol or operating system to
be installed onto their virtual nodes. To the virtualization platform end, JUNOS-based programmable highend Juniper platforms and VMware-based SUN servers
are both currently deployed in the FEDERICA substrate.

•

FEDERICA can ensure the reproducibility of the complete testing environment and conditions of the user
experiments at a different location or time. Repeatability of the experiments can also be ensured in the sense
of obtaining the same results given the same initial
conditions at any time.

The overall architecture is federation-ready in line with
the Slice Federation Architecture concept. Moreover,
FEDERICA provides e.g., non-web-based federated
SSH access to all of its resources supported by the Single-Sign-On infrastructure of the research and education community.
However, it is important to mention some of the limitations of FEDERICA, too. Typically, compared to PlanetLab
or commercial clouds, the scalability of the FEDERICA
virtual infrastructure is limited. The scalability is the function of the given size of the physical substrate (that may be
extended in the future) and the number of active user experiments requiring QoS assurances on links and/or computing
nodes. As a consequence of this, the user access to the
FEDERICA slices must be governed with care. This role is
undertaken by the User Policy Board of the project, which
collects and approves (or rejects) the user slice applications.
The exploitation of the aforementioned unique features of
FEDERICA is illustrated in this article by wide range of
user projects.
•

USERS AND USE CASES
During the active lifetime of the FEDERICA project
(2008-2010) the consortium partners approached and consulted more than 40 potential user groups all over Europe
that resulted 15 slice requests for specific user experiments,
as of 30 October, 2010. The segmentation and analysis of
the user community have been considered to be important
to FEDERICA. The aim of this segmentation was to understand the user community better and the type of experiments that can exploit the unique features of FEDERICA.
This should help to steer the future infrastructure development and user consultation activities in the right direction
so as to support the needs of the community better.
User Segmentation
The detailed results of the FEDERICA user segmentation
are available in the public project deliverables [8]. In the
following section, we highlight the main characteristics of
the user community.

Fig. 2 User segmentation results on the exploited unique features of
FEDERICA
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Analyzing both the slice requests already submitted and
the preliminary requirements collected from the possible
user groups, Fig. 2 shows that 40% of the performed experiments in FEDERICA use a slice as a fully configured IP
network with best effort connections. There is nothing
unique in that sense, so other motivations (e.g., cost, economy of scale, simplicity of use) must exist in the case of
that 40%. In contrast, 60% of the experiments performed
use FEDERICA because of its unique features e.g., IP
Quality of Service assurance or not configured resource
provisioning. Especially, 26.6% of users have requested
raw resources and data pipes (i.e., IaaS) in order to fully
configure and manage their slices. Analyzing the potential
broader user base, we expect a few more user experiments
in the future exploiting the above mentioned unique features of FEDERICA.

egories according to their main objectives; validation of
virtual infrastructure features, evaluation of multi-layer
network architectures, and design of novel data and control
plane protocols.
Validation of Virtual Infrastructure Features
This group of experiments aims at validating the basic
principles of virtualization capable infrastructures in general and particularly the unique features of FEDERICA.
The Universitat Politècnica de Catalunya (UPC), Spain,
requested a FEDERICA slice, called ISOLDA, in order to
perform basic network performance and slice isolation tests.
Parameters such as bandwidth, latency, jitter, and packet
loss were measured in parallel slices with the aim to prove
sufficient isolation between them. Fig. 4 depicts the test
scenario where two virtual connections (red and dashed
green slices) share a physical port on the FEDERICA substrate node in the middle. This shared physical link contains
two different VLANs, one for each virtual connection.
VM1 and VM3 are located on the same Virtual Machine
Server, called VMServer 1, while VM2 and VM4 are located on another server, called VMServer 2. The other virtual
connection (doted blue slice) does not share any resource.

Major Experiments
FEDERICA’s mission is to support the development of
the future Internet via Future Internet Research projects. To
measure its success, FEDERICA has collected feedback
from users in order to understand e.g., the contribution of
the experiments’ results to the ICT research community as a
whole.

Fig. 4 ISOLDA: Network performance and slice isolation tests

The isolation test at network level was done by using various control and management protocols to identify whether
the isolated virtual machines can accidentally connect to
each another. Isolation of virtual machines was also proven
by ping tests. The results from these tests were affirmative,
as the virtual machines on different slices were not visible
to one another. In conclusion, information was obtained
about how the FEDERICA substrate nodes should be configured to assure the isolation feature between slices that
share physical resources. Following these defined procedures in FEDERICA, the isolation between slices is completely assured.
KTH Royal Institute of Technology, Sweden, requested a
slice, called METER, in order to study another important
feature of FEDERICA the repeatability of its experiments.
This user project dealt with problems related to repeated
experiments on a shared network, where other external activities may influence the set of results. KTH investigated a
method to identify time periods of comparable network
conditions based on metadata-contextual information about
the environment where the experiment was executed.
During the time-frame of an experiment, active background measurements were run to collect metadata parame-

Fig. 3 Contribution of FEDERICA experiments to ICT research
community

Fig. 3 shows the results of the users’ feedback on this
particular aspect. 60% the experiments performed in FEDERICA contribute to international research projects partly
funded by the European Commission. More than 10% of
experiments are aimed at directly or indirectly contributing
to standardization activities in the field of networking. Requests from the commercial or private sector has not yet
been received during the active lifetime of the project, but
some discussions within the community suggest that it
could be possible in the future.

CONTRIBUTION TO FUTURE INTERNET RESEARCH

In the following section, we will illustrate the usage of
FEDERICA via a wide spectrum of its user experiments.
The examples of user experiments are grouped in three cat-
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ters. Experiment data was time-stamped and KTH used
statistical analysis on the metadata to determine if experiment data was gathered during comparable network conditions. An important goal was to be able to do this without
interrogating the experiment data itself. Within the slice,
service degradation in terms of resource competition with
experimental activities in other slices was rarely detected.
An important part of the experimental work was to detect
differences in network conditions e.g., in terms of latency.
A set of background measurements was used to identify
periods of comparable network conditions. Based on the
measurement results, it was possible to reduce the confidence intervals of the outcome of the repeated experiment,
so the remaining values were suitable for comparison.
The Friedrich-Alexander University of ErlangenNuremberg (FAU), Germany, in cooperation with FEDERICA partner Deutsche Forschungsnetz (DFN), requested a
slice in order to perform HADES (Hades Active Delay
Evaluation System) measurements over the physical infrastructure of FEDERICA. The nodes of the FEDERICA substrate were measured in a full mesh topology; with bidirectional measurements this yielded 42 measured links.
HADES was developed and deployed as a tool that provides performance measurements and offers IP performance
metrics such as one way delay, one-way delay variation,
and packet loss [9]. The main purpose of the experiment
was to collect and archive these IP performance metrics over
an extended period of time and make the data available to
other FEDERICA project partners and experiments that
needed reference data as part of their investigations on the
behavior of virtualized networks and slice processing. The
data was also used to show that FEDERICA users had a
stable network environment and repeatable conditions for
their experiments.

The OIS network architecture was setup in TCD’s laboratory as a core network and interconnected with vanilla IP
domains, which were realized within the FEDERICA slice.
In the experiment the FEDERICA slice was organized in
such a way that emulated a simple access network, where
user data were aggregated by an IP router and sent towards
the TCD test bed. Here packets were routed back to FEDERICA towards the destination network. TCD could then
verify how their test bed would work when connected to
external legacy IP networks. The results for example
showed that UDP and TCP transmissions are impaired
when the signals are dynamically switched from an electronic to an optical connection if both upstream and downstream links are congested. The experiment also gave TCD
the opportunity to evaluate feasibility and efforts required
to use virtualized networks in combination with physical
test beds.
Telecommunications Software & Systems Group
(TSSG), based in Waterford, Ireland, was one of the ten
partners of the European Commission funded project PERIMETER [11] which is finished in May 2011. The project
addressed challenges such as quality of experience (QoE),
security, and end user impact in order to establish a new
paradigm for seamless mobility. TSSG requested a FEDERICA slice (incorporating five virtual nodes and routers) to
extend the existing physical test bed and carry out more
robust testing of the PERIMETER application particularly
in the areas of routing, scalability, and authentication. This
was a relatively inexpensive way to dynamically pool and
use resources for experimentation of new networking concepts. The federated PERIMETER test bed and FEDERICA
slice were used to conduct a number of testing processes
including the scenario conformance tests, interoperability
tests, application tests, Living Labs tests, performance and
scalability tests in the project. These testing processes could
not be performed while achieving such a level of realism,
without the use of FEDERICA. In conclusion, it was validated that the federation of a physical test bed and a virtual
slice allows experimental testing to proceed, using real-size
platforms, real operating systems, and real applications in a
realistic environment, which is similar to the actual target
system.
The Universidad Autónoma de Madrid (UAM), in Spain,
also requested a FEDERICA slice, called ANFORA, in
order to interconnect that with two other infrastructures.
This complex networking experiment used resources of
three facilities: FEDERICA, OneLab, and PASITO. Beside
the FEDERICA slice, UAM already had OneLab nodes
with specific monitoring cards in order to perform Quality
of Service measurement and was also connected to
PASITO, the Spanish national Layer 2 networking facility
[12], to provide lower layer connections at the FEDERICA
Point of Presences. The multi-layer test facility which was
created (Fig. 5) was used to evaluate the Path Computation

Evaluation of Multi-layer Network Architectures
This group of experiments illustrates the capability of
connecting external test beds or virtual slices provided by
other facilities to the FEDERICA user slice. In this way,
multi-layer and multi-domain network architectures and
federation principles can be evaluated.
Trinity College Dublin (TCD), Ireland, requested a slice,
called OIS, in order to carry out experiments on the Optical
IP Switching (OIS) concept; a network architecture [10]
that was developed by the CTVR Telecommunications Research Centre, based at the University of Dublin. The idea
behind OIS is to build a packet router that can analyze traffic flows and use an underlying optical cross-connect to
bypass the router electronics for suitable IP flows. The
FEDERICA slice was used to analyze how dynamic creation, modification or cancellation of optical paths can degrade the quality of applications transported over TCP protocols, on a large-scale test bed implementation. The results
presented substantial differences to those previously obtained through laboratory-based experiments.
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Element (PCE) protocol, and to validate Multi-layer Traffic
Engineering (MTE) algorithms.

tom-made control and management protocols were designed by PoliTo.
The VMSR experiment in FEDERICA consisted of three
L2 balancers (Linux virtual machines running Click on
Ethernet Virtual Switch), one Ethernet switch, three L3
routers (i.e., standard PCs running the Linux protocol stack
and XORP) and three external nodes that generate and sink
traffic. The main advantage of implementing the VMSR
experiment in FEDERICA was related to the ability of controlling and monitoring network resources allocation inside
the architecture, which would not be possible in a test bed
e.g., on top of the public Internet. Functional tests on the
control and management plane protocols were successfully
performed. PoliTo measured throughput and latencies on all
the involved links while varying the packet size of traffic
generators to determine the suitability of the infrastructure
supporting high-performance applications.
Last but not least, Fundació i2CAT, the Spanish research
foundation, requested a slice in order to perform scalability
tests of the Harmony multi-domain and multi-vendor network resource brokering system developed by the European
Commission funded project PHOSPHORUS [14]. Harmony
defines the architecture for a network service layer between
the Grid middleware and applications and the Network Resource Provisioning Systems (NRPS). Harmony architecture has evolved from a centralized Network Service Plane
(NSP) model to a distributed NSP model, passing through a
middle stage, the multi-level, hierarchical NSP model, as
depicted in Fig. 6. Moreover, hybrid architectures of the
NSP have also been under consideration for huge highcapacity environments.

3
Fig. 5 ANFORA: Investigation of federation and multi-layer network scenarios

The FEDERICA slice allowed the creation of a virtual
network topology, which played the role of an IP Service
Provider’s backbone network. OneLab measurement tools,
implemented on top of FEDERICA virtual nodes, ensured
precise monitoring of Traffic Engineering (TE) parameters,
like bandwidth or delay. The end-to-end monitoring information was sent to the PCE database so, PCE nodes knew
the actual performance of each layer.
During the experiment, end-user traffic was routed using
the IP layer (i.e., FEDERICA slice) by default, while the
network performance was adequate. However, when there
was IP congestion, the lower layer connections of PASITO
infrastructure were used to provide the desired QoS for the
end-users. PCE computed the end-to-end routes and decided on which network layer the traffic should be transmitted.
As a result of the experiment it was concluded that, PCE is
suitable for multi-layer algorithms since their computation
is more complex than traditional routing algorithms. Moreover, the PCE database was filled with information of both
layers providing a global view of the network to the operator. The interconnection of FEDERICA, OneLab and
PASITO provided a unique test environment in order to
successfully validate various MTE algorithms.
Design of Novel Data and Control Plane Protocols
This group of experiments aims at designing and validating novel data and control plane protocols as well as architectures.
The Politecnico di Torino (PoliTo), Italy, requested a
slice, called VMSR, in order to experiment with the Virtual
Multistage Software Router (VMSR) distributed architecture. Distributed routers are logical devices whose functionalities are distributed on multiple internal elements, running
on virtual machines, in order to achieve larger aggregated
throughput and improved reliability. The VMSR multistage
router architecture [13] was composed by three internal
stages: layer-2 load balancers, Ethernet switches to interconnect components, and standard Linux based software
routers. In order to coordinate the internal elements and to
allow VMSR to behave externally as a single router, cus-

Fig. 6 PHOSPHORUS: Harmony network resource brokering system scalability study

The experiment performed over the FEDERICA slice
aimed to analyze the performance and scalability of the
different Harmony NSP topologies under different workloads. The experiment focused on collecting information
about two parameters: the service provisioning time and the
average rate of blocking requests. The slice provisioned by
FEDERICA consisted of computational resources (15 virtu-
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al machines with 2GB RAM and 10GB storage each),
where the Harmony NSP entities were deployed.
The performed test cases produced measurements that
helped i2CAT to better understand and characterize the
performance and scalability of the developed system under
higher loads than the ones used in the physical test bed
available in the PHOSPHORUS project. Several new results were obtained, such as the comparison of the performance of each one of the feasible architectures of the NSP.
Moreover, the PHOSPHORUS project participants obtained
service provisioning times of very different situations and
loads for each test scenario through re-configuring the
FEDERICA slice.

[4] H. Harai, “AKARI Architecture Design Project”, 2nd
Japan EU Symposium on the “New-Generation Network” and “Future Internet”, October 13, 2009,
http://www.akari-project.jp/
[5] FIRE WHITE PAPER, 2009, “FIRE: Future Internet
Research and Experimentation”, Aug. 2009,
http://www.ict-fire.eu/home/publications/papers.html
[6] S. Soltesz, S. Sevinc, D. Eisenstat, M. Fiuczynski, L.
Peterson, “On the Design and Evolution of an Architecture for Federation”, ROADS2007, July 2007, Warsaw, Poland
[7] L. Peterson, “PlanetLab: A Blueprint for Introducing
Disruptive Technology into the Internet”, January
2004, http://www.planet-lab.org/
[8] FP7-FEDERICA, Deliverable DNA2.3 “FEDERICA
Usage Reports”, November 2010, http://www.fp7federica.eu/
[9] P. Holleczek, R. Karch, et al, “Statistical Characteristics of Active IP One Way Delay Measurements”, International conference on Networking and Services
(ICNS'06), Silicon Valley, California, USA, 16-18 July
2006
[10] M. Ruffini, D. O'Mahony, L. Doyle, “Optical IP
Switching: a flow-based approach to distributed crosslayer provisioning”, IEEE/OSA Journal of Optical
Communications and Networking, Vol.2, No.8, pp.
609-624, August 2010
[11] E. Dillon, G. Power, M. O. Ramos, M. A. Callejo Rodriguez, J. Rodriguez, M. Fiedler, D. S. Tonesi, “PERIMETER: A Quality of Experience Framework”, International Workshop on the Future Internet of Things
and Services, 1 September 2009, Berlin, Germany
[12] Platform for Telecommunications Services Analysis
(PASITO), http://www.hpcn.es/projects/pasito/
[13] A. Bianco, J. Finochietto, M. Mellia, F. Neri, G. Galante, “Multistage Switching Architectures for Software Routers”, IEEE Network, Vol.21, No.4, pp.15-21,
July 2007
[14] S. Figuerola, N. Ciulli, M. De Leenheer, Y. Demchemko, et al, “PHOSPHORUS: A single-step on-demand
services across multi-domain networks for e-science”,
Network Architectures, Management, and Applications, Proceedings of the SPIE, Vol. 6784, 2007
[15] EC co-funded project GN3, Joint Research Activity 2,
http://www.geant.net/Research/Pages/home.aspx

CONCLUSION
In this article we have given a brief overview of the unique
features and services of the FEDERICA virtualization capable infrastructure, developed and deployed in the framework of a European Commission funded project. The broad
spectrum of Future Internet Research experiments, performed over the virtual slices of FEDERICA, is also illustrated above. Based on the feedback of the user community,
it is clearly signaled that the FEDERICA facility is essential
for sustainable support of Future Internet Research in Europe and beyond. That is why the European NREN partners
of the former project consortium have agreed to continuously support the operation of the infrastructure and are willing
to do further development under the recently launched
“Network Factory” task of the GN3 project’s Joint Research Activity 2 [15].
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Abstract. Experimental network research is subject to challenges since
the experiment outcomes can be influenced by undesired effects from
other activities in the network. In shared experiment networks, control
over resources is often limited and QoS guarantees might not be available. When the network conditions vary during a series of experiment
unwanted artifacts can be introduced in the experimental results, reducing the reliability of the experiments. We propose a novel, systematic,
methodology where network conditions are monitored during the experiments and information about the network is collected. This information,
known as metadata, is analyzed statistically to identify periods during
the experiments when the network conditions have been similar. Data
points collected during these periods are valid for comparison. Our hypothesis is that this methodology can make experiments more reliable.
We present a proof-of-concept implementation of our method, deployed
in the FEDERICA and PlanetLab networks.
Keywords: Clustering, FEDERICA, Measuring, Metadata, PlanetLab

1

Introduction

Experimental evaluation of protocols in large-scale networks is an important
methodology in networking research. However, researchers rarely have access
to large, dedicated infrastructures where experiments can be performed without being influenced by other activities. Instead, researchers are faced with the
challenge of performing experiments on shared networks where there are other
activities going on that could influence the outcome of the experiments: there
can be other traffic that takes up capacity in routers, switches and links, as well
as contention for CPU and memory resources in computing nodes, management
activities that influence the network, and so on. If the researcher wishes to avoid
this, the main alternatives are to do the experiments in an isolated laboratory environment, to use an emulated network environment, or to resort to simulations.
Even though these methods are highly valuable tools for networking research,
they cannot substitute experimentation in large scale networks.
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The goal of this work is to explore tools that aid in running experiments
on shared networks such as PlanetLab [18] and FEDERICA [26]. The tools
are primarily intended for experimental work that involves running a series of
experiments over a period of time, and then comparing the results. This could for
example be a study that aims to measure throughput as a function of message
size for a new protocol, or an investigation of how available bandwidth and
latency to certain Internet nodes change over time. This means that several
experiments will be performed, possibly with different configurations. In order
to be able to draw conclusions from the results, the researcher needs to be able
to compare results between different experiments. However, if the conditions
on the network vary too much, different experiments may not be possible to
compare. So then the question is: what experiments are performed under similar
conditions, so that the data from those experiments can be compared?

4

1.1

Related Work

A fundamental approach to gain confidence in of experiment results is to gather
additional information about the experiment environment. This information,
known as supplementary information or metadata, can be used to identify and
reduce errors in an experiment using statistical methods [14]. While the value of
metadata is well known [17], relatively little attention has been devoted to its
use in shared experiment networks.
Roscoe [20] observes that while it is hard to reproduce experiment conditions in PlanetLab, it might be possible, through continuous measurements of
the network, to sufficiently characterize the network to allow a comparison of
experiments. Roscoe calls this a weather service. Albrecht [1] concludes that
an approach based on gathering information about the experiment environment
and then later reproducing the experiments by restoring the environment is currently not feasible in PlanetLab, since the tools that would be required for this
are currently missing.
With this in mind the researchers use other methods to reduce the impact
of external factors on experiments when working in networks such as PlanetLab
or FEDERICA. Two main strategies can be identified to reduce the impact of
other network activities on the experiment, scheduling and data cleaning.
Scheduling involves careful planning to avoid running experiments in a way
that competes with other activities. Experiments are scheduled to run during
periods of low load, for instance, or on parts of the network that are underutilized. Spring et al. [25] propose the use of resource reservation and taking node
load into consideration when deploying experiments in shared environments. Yet
another approach is to randomly schedule experiments in order to even out the
effects of other activities.
An example of such strategies can be found in the performance measurements
of peer-to-peer streaming protocols by Seibert et al. [22]. In the experiments,
nodes and execution times are randomly chosen, but only nodes with high available bandwidth and low latency are used. The wide range of nodes reduces the
risk that a single node impacts the experiment results too much, and at the
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same time the high bandwidth ensures that the experiment is not limited by
local bandwidth.
Data cleaning is the identification and exclusion of data points in order to
improve the quality of measurement data [19], for instance in order to reduce
bias and variance. It is also possible to “sanitize” the measurement data after
a completed experiment by excluding data points that deviate too much from
the expected, assuming that the deviations are caused by disturbances. This is
known as “outlier elimination”. An example of data cleaning can be found in [10]
where nodes are discarded from the experiment if the measurement process does
not start reliably. It is also possible to apply event detection algorithms [7] on
metadata and thereby try to identify points or periods when significant events
might have impacted the experiment.
1.2

Contributions

Our primary contribution is a novel, systematic method where we collect metadata in the background while the experiments are running. We use the metadata
to identify periods when network conditions are similar, and use this as a basis
for dividing experiments into groups in such a way that experiments within a
group are performed at similar conditions, and hence suitable for comparison.
We present a clustering1 algorithm for identifying periods of similar network
conditions from the metadata, along with an investigation of suitable parameter
values for the clustering process.
To evaluate our method we run an experiment in the FEDERICA network.
In parallel with the experiment, we perform a set of background measurements,
which are used for metadata. During the experiment we also introduce disturbances in the network. We then verify that we can use our method to analyze
the metadata and filter out the periods with disturbances. Furthermore, we investigate how the quality of the experiment data is improved if we only use data
from periods of comparable network conditions, in contrast to using non-filtered
experiment data.
Moreover, we use our method on measurement data from PlanetLab, in order
to investigate the time span over which PlanetLab nodes provide comparable
experiment conditions.
1.3

Outline

The rest of the paper is organized as follows. In Section 2 we give a detailed
overview of the approach we have taken to the problem, and describe the algorithm we have used. Section 3 is an evaluation of our method in FEDERICA
using a sample experiment, and in Section 4 we continue the evaluation using
monitoring data from PlanetLab. Finally, Section 5 concludes the paper, and
discusses experiences and possible further work.
1

Clustering is a generic term for unsupervised algorithms that split data into subsets
by minimizing a measure of similarity between two sets of observations.
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Approach

The basis of our approach is to perform measurements in the background while
the experiments are running. The results from these background measurements
are used as metadata. Each data point in the metadata is a combination of
a timestamp and one or several measurement values. In case the collection of
metadata takes a significant time we also include a time interval for the collection.
The metadata is analyzed in order to identify periods that have similar network
conditions.
The data points from the experiments can then be grouped according to network conditions so that data points gathered during similar network conditions
are grouped together. The idea is that data points that are in the same group
are valid for comparison. We believe this helps to improve experiment validity,
since it increases the confidence that comparisons of data are valid.
It is essential that the grouping of experiment data is performed by only
examining the metadata, and not the experiment data itself. To do this, we first
divide the metadata into time periods. We thereafter use statistical methods to
compare and bundle together time periods into sets of time periods. The decisions
of which time periods can be bundled together is made according to a distance
measurement function. This procedure is a form of clustering of metadata values.
The goal is that experiment data points gathered at time periods belonging to
the same set should be suitable for comparison.
To summarize, the approach has three main steps:
1. A series of experiments is run, gathering sample data. In parallel with the
experiment, we collect information about the experiment environment—the
metadata. Experiment data and metadata are timestamped.
2. The clustering algorithm is performed on the metadata, resulting in a number
of metadata cluster where each cluster represents periods of similar network
conditions.
3. Once periods of similar conditions have been identified, we examine the
actual experiment data. The experiment data is grouped according to the
metadata clustering—experiments that run at periods of similar network
conditions are grouped together.
2.1

Clustering algorithm

So far, we have not discussed at any level of detail what it means that periods
have similar network conditions. This is something that we will leave open,
to some extent, since it is part of the experiment design —it depends on the
character of the experiments, the network where the experiments run, and so
on. However, for the next step we need a more precise measure of similarity
between metadata measurements over time. This measure is part of the design
of the clustering algorithm.
A number of algorithms can be considered for analyzing metadata to identify
periods of comparable conditions. The most common include event detection
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algorithms such as the plateau algorithm [13], prediction algorithms such as
Holt-Winters [6], and clustering algorithms [11].

Initial cluster size
Time

4
Final cluster 1
Final cluster 2
Fig. 1. Hierarchical clustering of 7 initial clusters into 2 clusters. The clusters with the
smallest distance are combined in each step, regardless of the number of data points
in the cluster. The clustering ends when the distance is too large.

We have deployed a hierarchical, agglomerative clustering algorithm to identify comparable periods. We start by dividing metadata into time series to form
initial clusters, as illustrated in Figure 1. The number of consecutive data points
used to form the initial clusters is called the initial cluster size. The initial
clustering is a set of N small clusters. The algorithm starts by comparing the
clusters, using a distance metric (measurement of how different two clusters are),
to find the pair of clusters that are most similar among all possible pairs. The
two chosen metadata clusters are then removed from the working set, merged
into a single larger cluster, and this new cluster is added back to the working
set, resulting in a working set of N − 1 clusters. The clustering process is then
repeated until it reaches one of two termination conditions:
1. No more cluster pairs are found to be similar according to the distance
metric. The limit for when clusters are considered similar is defined by a
parameter alpha.
2. All data points have been combined into a single cluster.
Once the clustering of the metadata has terminated, the experiments are grouped
accordingly based on the time stamps. This clustering algorithm is based primarily on the work by Wijk and Serlow [29], with the addition of the termination
condition alpha. Pseudocode for the algorithm can be found in Figure 2.
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while True do
maxDistance := ∞
for i in metaData do
for j in metaData do
if i 6= j and maxDistance > distance(i, j) then
maxDistance := distance(i, j)
pair := (i, j)
end if
end for
end for
if maxDistance<alpha then
(i, j) := pair
metaData := metaData−{i}
metaData := metaData−{j}
combined := {i ∪ j}
metaData := metaData + combined
else
return metaData
end if
end while

Fig. 2. Clustering algorithm, with two parameters: metaData is a set of sets of metadata (divided according to the initial cluster size) and alpha is the cutoff value. Each
data point in the metadata contains a timestamp and a measurement. Distance is a
function that calculates the difference between two sets of metadata.

2.2

Distance measurement and clustering parameters

We have multiple requirements for our distance measurement: it should be computationally efficient (as we work on relatively large data sets), it should handle
the distributions commonly found in measurement data (long tails, binary distributions etc) and it must be able to compare inputs of different size.
We use the SciPy [9] implementation of the Kolmogorov-Smirnov (KS) 2sample test [2] as a distance measurement. The algorithm performs well in the
evaluations by Cottrell et al. of algorithms for network measurements [3]. One
advantage with the KS 2-sample test is that it measures the similarity of sample sets without any assumptions about the distribution of the samples. It can
compare sets of data of different size, and is efficient enough for our data sets.
For each clustering one (or several) metadata parameters are chosen to measure the similarity of network conditions. The choice of metadata parameters
is highly dependent on the experiment, and requires insight into the properties
of the particular experiments. In case the experiments are sensitive to multiple parameters, it is possible to either apply the algorithm separately on each
parameter, or to use dimensionality reduction techniques [5]. An alternative approach could be to replace the KS test with a multivariate test such as the one
described by Rosenbaum [21].
The two parameters for the clustering process—initial cluster size and alpha—
may need tuning for the clustering to find as large sets of metadata as possible
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that represents similar conditions for the experiments in question. To achieve
this, we use an approach where we vary the two clustering parameters to create
multiple clusterings, and then use selection criteria to choose the most suitable
clustering.
The parameter initial cluster size primarily controls resolution in the clustering process, and defines the shortest possible period of comparable conditions that can be identified. Variations that take place on a time frame that is
shorter than the time corresponding to the initial cluster size are unlikely to be
distinguishable. The KS 2-sample method performs well on small sample sets,
compared to tests such as the χ2 test [12]. Our tests indicate that the distance
measurement does not perform well with less than 10 data points per cluster. In
other studies, such as the one by Cottrell, up to 100 data points are used [3], and
we use this as an upper bound on the initial cluster size. The upper and lower
bounds for initial cluster size cannot be generally defined since they depend on
several factors, such as length of the experiment and what type of other network
activities that might disturb the experiment. These values probably need to be
tuned differently for other experiments.
Alpha represents the limit for when two clusters of metadata are considered
similar by the KS 2-sample test. The alpha value can be thought of as a way of
controlling sensitivity in the distance measurement. The alpha value is normalized to the scale of 0.0–1.0. With a large alpha value, only large variations in the
network conditions can be detected. With a lower alpha, the clustering process
will be more discriminating, and hence result in more clusters. The level of variation in the network conditions is typically not known in advance. Therefore,
our approach is to start with a high alpha and then run multiple clusterings for
gradually decreasing alpha.
Running the algorithm several times with different parameters will result in
a set of different clusterings. Each clustering will produce one or more clusters
of metadata. The next step is then to select the most appropriate cluster. Since
our goal is to identify the largest set of metadata that represents periods of comparable network conditions we need a selection criteria. We use SEM (Standard
Error of the Mean) for this, and accordingly the cluster with the lowest SEM of
the metadata is selected. By using SEM, the selection criteria takes into account
both the number of samples and the variance of the samples within the cluster.
The lowest SEM represents a large cluster with low variance in the metadata
samples.

3

Evaluation in FEDERICA

As a way to evaluate our method we perform experiments in FEDERICA [26].
The experiments aim to study the effect of block size on transfer time for TFTP
(Trivial File Transfer Protocol [23]). While the experiments are running we deploy background measurements to capture metadata, and introduce disturbances
in the network.
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The experiments consist of a basic protocol performance study: we measure
the time it takes to transfer 100KB of data for different block sizes: 512 (the
default for TFTP), 1024, 2048 and 4096 bytes. The purpose is to verify that our
method can be used to obtain similar results from the disturbed and undisturbed
experiments, which would serve as an indication that the method can be used to
filter out periods of disturbances and thereby improve the quality of the results.
The experiment was deployed between FEDERICA nodes in Milan, Italy and
Erlangen, Germany.
3.1

4

Metadata

We use latency measurements for metadata, since we expect our experiments to
be sensitive to variations in latency. Hence, our hypothesis is that for this kind
of measurements, latency is a suitable indicator for whether network conditions
are similar. The background measurements are made with a slightly modified
version of the Meter tool [8], originally developed for long term measurements on
SUNET (Swedish University Network). Meter is designed for measuring latency
and connectivity, using a set of tools including standard ICMP ping and a special
Latency tool. Our metadata is obtained from the Latency tool, which estimates
one way latency using a clock synchronization algorithm. Note that this tool is
more accurate when it comes to changes in latency than absolute values (which
is fine for our use of the metadata). We sanity check the data against latency
measurements using ICMP Ping.
3.2

Disturbances

The FEDERICA nodes and links are dedicated for the experiment, so there are
no competing activities that could influence our results. We introduce two types
of load to disturb the network:
– Simulated high-definition video streams consisting of line-speed UDP traffic
with packet size set to the MTU. This traffic is generated using pktgen [15],
which is a software-based traffic generator. We denote this load UDP.
– TCP transfers of 100 MB per connection, called TCP load.
We schedule the disturbances by dividing the duration of the experiments into
time intervals. For each interval, a randomized choice is made whether the interval should be disturbed. An interval is disturbed with probability p = 0.25 (and
left undisturbed with probability 1 − p = 0.75). Disturbances run continuously
during disturbed intervals. Intervals are formed in two ways:
– All intervals are 30 minutes. We refer to this as Random scheduling.
– We generate events using a Poisson process with a mean arrival rate of one
event per 30 minutes. The time between two successive events is an interval.
We refer to this as Poisson scheduling.
The above gives four distinct combinations: UDP-Random, UDP-Poisson, TCPRandom and TCP-Poisson. We also run the experiments without disturbances
(denoted Undisturbed data).
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Executing the Experiment

We run the experiments for 6 hours for each type of disturbance, which results in
360 metadata samples and 1350 to 1430 data samples in each run. The order of
the experiments (i.e., block size) is randomly chosen. For the clustering process,
we vary initial cluster size between 10 and 100 data points and use 20 different
alpha values in the interval 0.001 to 0.999.

3.4

Results

Table 1. Chosen clusterings by the selection criteria (minimum SEM).

4
Alpha
Undisturbed data
UDP Random
UDP Poisson
TCP Random
TCP Poisson

0.001
0.001
0.001
0.001
0.001

–
–
–
–
–

1
0.4
0.4
0.2
0.2

Initial Size

Clusters

Size

10 – 100
25
10
20
15

1
2
3
2
2

357
257
184
254
239

Table 1 shows the result of the clustering process. For our experiments, we
would ideally get one cluster when we run the experiments without disturbances,
and two clusters for configurations with disturbances—one cluster for the intervals without disturbances, and one cluster for the intervals with disturbances.
Table 2 shows the results from the clustering process. The table reports the
range of parameter values that give the best clustering according to the selection criteria (minimum SEM).
For the undisturbed experiments (“Undisturbed data”) the clustering process results in a single cluster no matter what parameter values are used. This
is expected, since there are no disturbances and all experiments run at similar
conditions. For the UDP disturbances, it is possible to distinguish disturbances
up to alpha values of 0.4, while TCP disturbances are distinguished for alpha up
to 0.2. Our explanation for the difference between UDP and TCP is that TCP
disturbs the network less, due to the adaptive nature of TCP, and therefore TCP
disturbances are not distinguished for higher alpha. For the initial cluster size
parameter, we see that shorter initial cluster sizes are needed in order to distinguish Poisson disturbances. The reason for this is that Poisson disturbances can
be more short-lived than Random disturbances, and therefore higher resolution
is needed to identify them. Moreover, changing the initial cluster size changes the
boundaries between initial clusters, and therefor we are unlikely to get exactly
the same outcome for multiple initial cluster sizes.
Table 2 shows the results from the TFTP measurements. The results are
shown for the experiments when no disturbances are introduced (“Undisturbed
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Table 2. Relative transfer time, normalized to 512 bytes block size. Mean values.
C Samples BS=1024
Undisturbed data 1

4

357

50.43%

Data set 1: Full data sets
UDP Random
1 347
UDP Poisson
1 334
TCP Random
1 356
TCP Poisson
1 357

52.49%
56.62%
51.08%
52.30%

BS=4096

25.78%

13.55%
(+0.96)
(+2.65)
(+2.44)
(+0.00)

15.29%
14.62%
14.66%
14.83%

(+1.74)
(+1.07)
(+1.11)
(+1.28)

Data set 2: Chosen cluster with comparable latency conditions
UDP Random
2 257
51.69% (+1.26) 25.87% (+0.09)
UDP Poisson
3 184
52.91% (+2.48) 26.80% (+1.02)
TCP Random
2 254
49.42% (-1.01) 27.50% (+1.72)
TCP Poisson
2 239
50.31% (-0.12) 23.97% (-1.81)

13.57%
13.54%
14.05%
12.59%

(+0.02)
(-0.01)
(+0.5)
(-0.96)

Data set 3: Ideal clean data
UDP Random
2 298
UDP Poisson
2 237
TCP Random
2 177
TCP Poisson
2 190

13.59%
13.56%
13.38%
13.01%

(+0.04)
(+0.01)
(-0.17)
(-0.54)

51.73%
52.22%
48.33%
50.27%

(+2.06)
(+6.19)
(+0.65)
(+1.87)

BS=2048

(+1.30)
(+1.79)
(-2.10)
(-0.16)

26.74%
28.43%
28.22%
25.78%

26.26%
26.49%
25.54%
24.77%

(+0.48)
(+0.71)
(-0.24)
(-1.01)

data”), as well as for three different data sets from the experiments with disturbances. Data set 1 contains all measurement data, both disturbed and undisturbed. Data set 2 is obtained through the clustering process. Finally, data set
3 is the full data sets with the known disturbances removed. Ideally, both data
set 2 and 3 should give similar results to those from undisturbed data, and both
should yield better results compared to data set 1.
We observe that data set 1 differs more from the undisturbed data than set
2 and 3. So, both ideal clean data and our statistical method give more reliable
outcome of the experiment, compared to the unfiltered data. However, data set
3 differs less from the undisturbed data than data set 2 does, indicating that
there is still room for improvements.
This illustrates how we can identify comparable periods and thereby reduce
errors introduced by disturbances. In this case, our method improves the quality
of the experiment results, but does not identify all disturbances introduced.

4

Comparable periods in PlanetLab

In the next step in the evaluation of our method we turn our attention to
PlanetLab, another popular experiment network. An accompaniment project,
CoMon [16], attempts to monitor a large number of host parameters in PlanetLab in order to aid individual researchers in identifying potential performance
problems that can impact experiments.
Unlike our experimentation in FEDERICA, we do not run experiments and
collect measurement data in PlanetLab. Instead we investigate how our method
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can be used with CoMon data to characterize the performance of PlanetLab
nodes. Furthermore, we investigate the performance of individual PlanetLab
nodes, in contrast to the FEDERICA measurements that are end-to-end.
PlanetLab is a popular platform for experimental research, even though previous studies have found it hard to predict changes in PlanetLab [25]. Previous
work by others have investigated the influence of competing activities on measurement results (see for example Whiteaker et al. [28], Wang et al. [27], and
Sommers et al. [24]). Whiteaker specifically observes that using CoMon data to
evaluate PlanetLab status (and in extension the experiment) can be valuable in
improving experiment quality.
4.1

Parameters for the clustering

CoMon regularly gather performance and configuration information from PlanetLab nodes, at a rate of around 12 samples per hour and node. The parameters
monitored include debugging and performance information such as average load,
CPU usage, memory usage, and network statistics. We examine CoMon data
from January 1, 2011. We study two parameters: load average per minute and
packet transmit rate (TX rate). The average load per minute, which is known
to be a good measurement of aggregate CPU load on the system [4], has a resolution of two decimals. The TX rate is obviously important to any experiment
that is sensitive to network load, and has a resolution of 1Kbps.
4.2

A day in PlanetLab

The CoMon data we use is for 620 PlanetLab nodes. The resolution, the sampling
rate, and the size of the metadata set limit the choice of clustering parameters.
We vary initial clusters size from 60 minutes to 3 hours in steps of 10 minutes,
which gives 12 to 36 samples per initial cluster. We examine eleven alpha values
(0.001, 0.1, 0.2 – 0.9 and 0.999). Cluster selection is done by picking the cluster
with minimum SEM, and for each of the 620 nodes, we investigate what cluster
size gives lowest SEM. We take the result as the longest comparable period for
that node, that is, the longest period over which conditions are comparable
according to the metadata measure.
Using CPU load as metadata measure, we note that for 157 of the 620 nodes
(just over 25%) the longest comparable period is the entire 24-hour period (as can
be seen in Figure 3). For the remaining nodes, there are large variations, but with
a tendency towards higher values. The mean of the longest comparable periods is
around 16.56. We conclude that the nodes in PlanetLab have a tendency towards
periods of comparable load conditions that are several hours long, and for many
nodes the conditions do not vary much over time.
Examining the TX rate as metadata measure gives a different picture (Figure 3). Only around 5% of the nodes have comparable TX rate conditions over
a 24-hour period, and for 27% of the nodes the longest comparable period found
is just one hour. This indicates that TX rate tends to change a lot more than
CPU load over the day.
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Fig. 3. Distribution of comparable periods in planetlab (2011-01-01), as chosen by the
selection criteria among the clusterings. Note the difference in distribution between TX
rate and Load Average.

We conclude from the analysis that for a majority of the time, CPU load
conditions on a given PlanetLab node are comparable, while TX rate exhibits
comparable conditions for shorter periods of time. Whether these conditions are
suitable for a specific experiment is a different question, since that would depend
on the nature of the experiment. However, our experimentation indicates that
researchers running experiments sensitive to changes in TX rate would have
more reason for concern than those running experiments sensitive to variations
in CPU load.

5

Conclusions

Clustering of metadata can help to identify periods of comparable conditions in
network experiments. With this information it is possible to improve the quality
of experiments in environments where conditions are not easy to predict. Our
approach involves post-processing of metadata to group experiments into clusters
such that experiments within the same cluster are performed at similar network
conditions and are valid for comparison. Selection criteria are then applied in
order to identify the cluster most suitable for analysis.
We investigate the use of Kolmogorov-Smirnov 2-sample method for clustering, and use SEM (Standard Error of Mean) as criterion for cluster selection.
We evaluate the method by applying it on measurements in FEDERICA and
PlanetLab. The results indicate that the approach work as intended, and can
improve measurement results when experiments content for resources with other
disturbing activities.
The clustering has two potential failure modes: It may fail to identify periods
of comparable network behavior, in which case it is of no help to the user (but has
no negative effect on the results either). The clustering may also fail by dividing
experiments into multiple clusters even though there are no real differences in
network conditions. This failure mode can be tested for to a certain degree, by
examining whether there is a difference in experiment outcome between clusters.
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The method has several evident limitations, which need to be taken into
consideration: First, the method can only detect variations in network conditions
that are captured by the metadata variables. Second, as any post-processing
method that discards data, the method has to be used with care, since the
discarded data could still have significance. Thirdly, the methods requires an
understanding of the properties of an experiment and the sampling strategy, to
avoid mistakes such as discarding a part of a sample. Finally, there is a risk that
the process of collecting metadata interacts with the the experiment. This is a
strong argument for passive collection of metadata.
Still, we believe that our proposed method is promising in several ways: It
can be thought of as an informed way of cleaning data that also serves as a
screening tool for data, gives better confidence in the environment where the
experiment is executed, and helps researchers to identify variations in network
conditions that might have impacted experiment results. Furthermore, unlike
scheduling methods, there is no need to predict the conditions of the network.
Based on our two experiments we believe that our method can provide useful
insights and improve experiment reliability. Still, several things remain: to study
what background measurements give the best results for specific experiments,
investigate different clustering algorithms, and design a tool for practical use of
the method.

Acknowledgments
This work was financed by the FEDERICA project, a part of the EU Seventh
Framework Programme for Research and Technological Development. We also
wish to thank the anonymous reviewers for their valuable feedback.

References
1. J. Albrecht. Achieving experiment repeatability on planetlab. In NSF Workshop
on Archiving Experiments to Raise Scientific Standards. NSF, 2010.
2. P. Bickel. A distribution free version of the smirnov two sample test in the p-variate
case. The Annals of Mathematical Statistics, 40(1):1–23, 1969.
3. R. L. Cottrell. Evaluation of techniques to detect significant network performance
problems using End-to-End active network measurements. Technical report, NASA
Center for AeroSpace Information, 2006.
4. D. Ferrari and S. Zhou. An empirical investigation of load indices for load balancing
applications. Defense Technical Information Center, 1987.
5. K. Fukunaga. Introduction to statistical pattern recognition. Academic Pr, 1990.
6. S. Gelper, R. Fried, and C. Croux. Robust forecasting with exponential and HoltWinters smoothing. Journal of Forecasting, 29(3):285–300, 2010.
7. V. Guralnik and J. Srivastava. Event detection from time series data. In Proceedings of the fifth ACM SIGKDD international conference on Knowledge discovery
and data mining, pages 33–42. ACM, 1999.
8. O. Hagsand. Meter v2.2.2. http://www.nada.kth.se/~olofh/meter/ [Online;
accessed 19-October-2011].

4

14

4

Pehr Söderman, Markus Hidell, and Peter Sjödin

9. E. Jones, T. Oliphant, and P. Peterson. SciPy: Open source scientific tools for
Python. 2001. http://www.scipy.org/ [Online; accessed 19-October-2011].
10. S. J. Lee, P. Sharma, S. Banerjee, S. Basu, and R. Fonseca. Measuring bandwidth
between planetlab nodes. In Proceedings of PAM2005, 2005.
11. T. W. Liao. Clustering of time series data–a survey. Pattern Recognition,
38(11):1857–1874, Nov. 2005.
12. F. J. Massey. The Kolmogorov-Smirnov test for goodness of fit. Journal of the
American Statistical Association, 46(253):68–78, Mar. 1951.
13. A. J. McGregor and H. w Braun. Automated event detection for active measurement systems. In Proceedings of PAM2001, 2001.
14. D. Montgomery. Design and analysis of experiments. John Wiley & Sons Inc, 2008.
15. R. Olsson. pktgen the linux packet generator. In Linux Symposium 2005, 2005.
16. K. Park and V. S. Pai. CoMon: a mostly-scalable monitoring system for PlanetLab.
SIGOPS Operating Systems Review, 40(1):65–74, 2006.
17. V. Paxson. Strategies for sound internet measurement. In Proceedings of the 4th
ACM SIGCOMM conference on Internet measurement, pages 263–271. ACM, 2004.
18. L. Peterson and T. Roscoe. The design principles of PlanetLab. SIGOPS Operating
Systems Review, 40(1):11–16, 2006.
19. E. Rahm and H. H. Do. Data cleaning: Problems and current approaches. IEEE
Bulletin on Data Engineering, page 3, 2000.
20. T. Roscoe. Chapter 33: The PlanetLab Platform. Lecture Notes in Computer
Science Springer-Verlag GmbH, pages 567–581, 2005.
21. P. Rosenbaum. An exact distribution-free test comparing two multivariate distributions based on adjacency. Journal of the Royal Statistical Society: Series B
(Statistical Methodology), 67(4):515–530, 2005.
22. J. Seibert, D. Zage, S. Fahmy, and C. Nita-Rotaru. Experimental comparison of
peer-to-peer streaming overlays: An application perspective. In Proceedings of the
the 33rd IEEE Conference on Local Computer Networks, pages 20–27, 2008.
23. K. Sollins. RFC 1350: The TFTP protocol (Revision 2), 1992.
24. J. Sommers and P. Barford. An active measurement system for shared environments. In Proceedings of the 7th ACM SIGCOMM conference on Internet measurement, IMC ’07, pages 303–314, New York, NY, USA, 2007. ACM.
25. N. Spring, L. Peterson, A. Bavier, and V. Pai. Using PlanetLab for network research: myths, realities, and best practices. ACM SIGOPS Operating Systems
Review, 40(1):24, 2006.
26. P. Szegedi, J. Riera, J. Garcia-Espin, M. Hidell, P. Sjodin, P. Soderman, M. Ruffini,
D. O’Mahony, A. Bianco, L. Giraudo, et al. Enabling future internet research: the
federica case. Communications Magazine, IEEE, 49(7):54–61, 2011.
27. G. Wang and T. Ng. The impact of virtualization on network performance of
amazon ec2 data center. In INFOCOM, 2010 Proceedings IEEE, pages 1–9. IEEE,
2010.
28. J. Whiteaker, F. Schneider, and R. Teixeira. Explaining packet delays under virtualization. SIGCOMM Comput. Commun. Rev., 41:38–44.
29. J. J. V. Wijk and E. R. V. Selow. Cluster and calendar based visualization of time
series data. In infovis, page 4. Published by the IEEE Computer Society, 1999.

Chapter 5

An SCTP-based
Mobility Management Framework
for Smartphones and Tablets
5

93

5

An SCTP-based Mobility Management Framework
for Smartphones and Tablets
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Abstract—The current wireless network landscape comprises
a plethora of technologies including WLAN, WiMAX and 3G,
and not much speaks for a radical change of the state of
affairs in the near future. In light of this, it becomes pivotal
to facilitate vertical handover between different types of wireless
networks. Although, a large number of vertical handover schemes
have been proposed in the past several years, the majority of
the proposed solutions reside in the network and/or link layer
– e.g., Mobile IP and various IEEE 802.21 schemes – and
relatively few are transport-layer solutions. However, we think
transport-layer solutions many times are attractive, particularly
in cases where there are no economic incentives to upgrade the
existing network infrastructure. To this end, we have designed
a lightweight, transport-level mobility framework based on the
Stream Control Transmission Protocol (SCTP) and its extension
for dynamic address reconfiguration. The framework API has
been kept very small and closely aligned with the SCTP sockets
extensions, which makes porting of existing applications fairly
straightforward. To demonstrate its usefulness for low-power
tablets and smart phones, we have implemented our framework
on a Motorola Xoom tablet running the Android OS. Our
initial proof-of-concept experiment gave satisfactory results with
a handover performance on par with that of other vertical
handover solutions.

I. I NTRODUCTION
Wireless networks permeate today’s living and working
spaces. However, the wireless network landscape is everything
but homogeneous: In homes and urban areas it is often beneficial, both from a service and economic perspective, to use
WLAN, WiMAX, and other non-3GPP technologies, while in
suburban and rural areas 3GPP technologies such as HSDPA,
and recently LTE, constitute the only realistic alternatives.
As a consequence, many mobile terminals – especially smart
phones and tablets – come equipped with multiple network
modules that enable users to choose access technology, e.g.,
to use WLAN access in the office and at home, and cellular
access when on the move. Additionally, it seems both industry
and academia agree that a key issue for a continued growth

of the wireless landscape is to provide seamless handover
between different wireless technologies, a vertical handover.
A vast array of vertical handover proposals, ranging
from link-level solutions to application-level solutions, have
emerged over the past several years, and, at present, it seems
unlikely that any single proposal will prevail: Link-level solutions primarily target intra-domain handovers and typically
function as a complement to existing inter-domain handover
solutions [1]. Network-level solutions usually support both
inter- and intra-domain handovers, e.g., Mobile IP (MIP) [2],
[3] with optimizations such as Fast MIPv6 [4], Hierarchical
MIP [5], and MIP with Regional Registrations [6]. With
the introduction of the IEEE 802.21 [7] media independent
handover framework, we have seen a renewed interest in
these solutions. Still, it remains the issue that these solutions
typically require network infrastructure support, something
that is – and probably will continue to be – a big obstacle for
their widespread deployment. Transport-level solutions take
an end-to-end approach to mobility, and most of the time
do not rely on support from underlying layers [8]. The main
hurdle with these solutions has historically been the lack of
support for mobility in existing transport-layer protocols. Last,
application-layer solutions have proven themselves attractive
for certain types of applications, e.g., video and voice applications that employ SIP and RTP for their control and
data flows [9], [10]. However, their main advantage seems
also to be their main disadvantage – their tight coupling with
particular applications often makes them hard to generalize.
We believe that novel transport protocols such as the Stream
Control Transmission Protocol (SCTP) [11] and Multipath
TCP [12], i.e., protocols with support for multi-homing,
strengthen the case for transport-level handover and mobility solutions; especially in areas with little or no economic
incentive to upgrade the existing network infrastructure with
mobility support.
To this end, we propose a lightweight transport-level mo-
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bility framework that builds upon SCTP and its extension for
dynamic address reconfiguration [13]. This paper provides an
overview of our framework, and shows its usefulness in a
proof-of-concept experiment on an Android tablet.
The remainder of this paper is organized as follows. Section II provides a brief overview of SCTP, with an emphasis
on its support for multi-homing and its extension for dynamic
address reconfiguration. Section III outlines the architecture
of our mobility framework, and Section IV discusses how an
application makes use of the framework through the Mobility
Manager API. In Section V, the feasibility of our framework
is demonstrated. Section VI reviews related work and, finally,
Section VII concludes the paper and discusses future work.
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The Stream Control Transmission Protocol or SCTP emanates from the IETF SIGTRAN working group [14], and
their effort to develop a transport protocol that was more
aligned with the requirements of telephony signaling traffic.
Currently, SCTP is standardized in RFC 4960 [11] with several
extensions standardized in separate RFCs.
SCTP resembles in many ways TCP. Like TCP, SCTP is
a reliable, connection-oriented transport protocol; it offers an
acknowledged, non-duplicated transfer of packets, and uses
window-based, congestion- and flow-control mechanisms that
basically work the same as the ones used in TCP SACK [15].
However, unlike TCP, SCTP offers a message-oriented
transport service, i.e., it preserves application-message boundaries during transmission. Messages are sent as one or several
so-called data chunks, which are either sent as single packets,
or bundled together with control chunks that hold information
pertinent to the operation of the protocol or other data chunks.
SCTP also provides a number of features that are considered
essential for telephony signaling traffic. One of them – multihoming – is of particular interest to us and our mobility
framework.
To support multi-homing, SCTP extends the connection
concept of TCP. An endpoint in a SCTP connection or, as it is
formally called, a SCTP association, may comprise several IP
addresses. The route taken by the SCTP packets sent by one
endpoint to a specific destination transport address of its peer
endpoint is called a path. One path is selected as the primary
path, and provided the primary path is available, all packets
are sent along this path; if not, a so-called failover takes place,
and the packets are re-routed to one of the alternate paths.
Standard SCTP (i.e., SCTP without any extensions) does not
support application-induced re-routing of traffic between the
primary and alternate paths, something which is a requirement
to be able to efficiently support handovers. The Dynamic
Address Reconfiguration (DAR) [13] extension solves this
problem by introducing protocol support for signaling the
primary interface, and enabling dynamic addition and removal
of IP addresses to/from an association. It does this by defining
two new types of control chunks: ASCONF (Address Configuration Change) and ASCONF-ACK. An endpoint that wants
to add/remove an IP address to an association, or wants to
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Fig. 1.

Architectural overview of our mobility management framework.
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Fig. 2. The schematic design of the Mobility Manager. Both the Application
and the mobility manager interacts with the SCTP sockets API in the kernel.

change its primary address, sends the corresponding ASCONF
chunk to its peer. The peer processes the ASCONF chunk and
replies with an ASCONF-ACK that tells the endpoint whether
the request succeeded or not. For security reasons, the DAR
extension is combined with chunk authentication as defined in
RFC4895 [16].
III. A RCHITECTURE OF THE M OBILITY F RAMEWORK
An overview of our framework is provided in Figure 1. As
seen, the main components are the Movement Detection Module, the Mobility Manager, and the Dynamic Name Resolution
Server.
The Movement Detection Module is a userland process that
runs inside each mobile device. Its purpose is to continuously
monitor the status of each of the network interfaces of the
device, and to maintain the state for each interface. Events
such as bringing an interface up or down, or associating
with a wireless access point, trigger transitions between the

interface states. The module notifies Mobility Managers and
the Dynamic Name Resolution Server about the events.
The Dynamic Name Resolution Server is the name server of
our mobility management framework, and there is one such
server per network domain. Each mobile device is assigned
a unique, location-independent name, which, depending on
the location of the mobile device, is resolved by the Dynamic Name Resolution Server into one or several locationdependent IP addresses. A Dynamic Name Resolution Server
is authoritative for its network domain and keeps records for
all mobile devices in the domain, e.g., their IP addresses and
connectivity status. Each time a mobile device enters a new
network domain, it informs the Dynamic Name Resolution
Server responsible for the domain in question about its IP
address or addresses. The way a mobile device obtains its IP
address or addresses is beyond the scope of our framework,
but typically this is done through the use of DHCP.
Each application on a mobile device that utilizes the mobility management framework incorporates a Mobility Manager.
The Mobility Manager is implemented as a static library
that an application links in, and contains the intelligence that
enables an application to properly react to network interface
events. Figure 2 shows the schematic design of the Mobility Manager. As mentioned, the Mobility Manager receives
notifications from the Movement Detection Module. On the
basis of these notifications, the notifications made available
by SCTP through the SCTP sockets API extensions [17], and
a policy, the Mobility Manager decides whether or not to
do a handover. The currently employed policy is static, and
basically states that a fixed network connection has higher
priority than a wireless one, and that a WLAN connection
supersedes a HSDPA or other 3GPP connection. The Mobility
Manager executes a handover by invoking the SCTP DAR
extensions.
During a typical vertical handover scenario, the device has
connectivity over one interface, when a new interface becomes
available. An interface only becomes available once it has
acquired an IP address. The Movement Detection Module then
notifies the Mobility Manager about the new IP address. The
Mobility Manager adds the new address to the association
and, provided its policy prescribes it, the Mobility Manager
requests that the communicating peer of the mobile device
marks the new IP address as the association primary.
IV. T HE M OBILITY M ANAGER API
To make porting of existing applications easy, the Mobility
Manager API has been kept very small and closely aligned
with the SCTP sockets extensions [17]. The API comprises
less than ten functions of which only four are essential for its
operation: init_bind, init_peer_prim, if_events,
and mob_man_cleanup.
The timeline in Figure 3 illustrates the use of the Mobility
Manager API, and how it complements the SCTP sockets API.
Both the client and the server side of a connection start out in
the same way: They open a socket and bind to one or several
of the available IP addresses. Instead of directly invoking

Client

Server

Socket()

Socket()

init_bind()

init_bind()
listen()
Established

connect()
init_peer_prim()

accept()
init_peer_prim()

pthread_create(if_events())

pthread_create(if_events())
Data

write(), read()

read(), write()

Closed

close()
mob_man_cleanup()

close()
mob_man_cleanup()

Fig. 3. Usage of the Mobility Manager API during a typical session. The
API is closely aligned to the SCTP sockets API, minimizing the modifications
required to an existing SCTP application.

the sockets API, they bind to the IP addresses by calling
the Mobility Manager API function, init_bind. The server
starts listening on its previously opened socket, while the client
issues a connection request. When a connection/association
has been established, both the client and the server request
that its peer marks one of the available addresses as the
association primary. They do this by calling the API function,
init_peer_prim.
The Mobility Manager runs as a separate thread within
the application. Before sending and/or receiving any packets,
both the client and server side create a thread in which the
API function, if_events, run. It is in this thread, the
Mobility Manager listens for notifications from the Movement
Detection Module, adds IP addresses to the association when
they become available, removes them when they become
unavailable, and do a handover when the policy so prescribes.
In the remainder of a session, neither the client side nor the
server side concerns itself with the Mobility Manager; all
communication is done via the SCTP sockets API. However
before they terminate, the client and server side applications
need to call the API function mob_man_cleanup which
ends the connection between the Mobility Manager and the
Movement Detection Module.
V. E VALUATION
We implemented our mobility framework on a Motorola
Xoom tablet running Android 3.2.1 (Honeycomb), and used
the setup illustrated in Figure 4 in our proof-of-concept
experiment. In each measurement run, a short data transfer
took place between a server at Karlstad University (KaU) and
the Xoom tablet which was located at the KTH Royal Institute
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WiFi

3G

Internet

KTH
Network
KaU
Network

Fig. 4. Experiment setup for vertical handover. The Mobile device is located
at KTH and can connect over 3G or WiFi networks. The server is located at
KaU.
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of Technology (KTH). The data comprised 100 kbytes that was
sent in terms of 100-byte packets with approximately 10 ms
inter-packet delay. In other words, the data rate was fairly
modest and did not saturate any links along the network paths
of our experiment.
The Xoom tablet could connect to the Internet by two
methods: through a WiFi or a 3G connection. Three scenarios
were studied in our experiment. In the first scenario, the whole
data transfer took place over 3G (the 3G scenario). In the
second scenario, a make-before-break handover event took
place between 3G and WiFi during the data transfer (the 3Gto-WiFi scenario), and finally, in the third scenario, the whole
data transfer took place over WiFi (the WiFi scenario).
Each scenario was run 25 times, and during each run the
inter-packet delay between packets received by the tablet was
measured. All measurements were taken on the application
layer by the receiving application. As a measurement of the
impact of the handover event on the data flow, the maximum
inter-packet delay was used. We validated that ICMP-Echo
and SCTP packets had a similar latency (by examining packet
traces), and then used ping to measure the latency. The average
round-trip time on the WiFi link was 18 ms with a standard
deviation of 4 ms, and the average round-trip time on the 3G
link was 319 ms with a standard deviation of 116 ms. We have
indications that the variance stems primarily from the uplink,
but our experiment setup does not let us accurately measure
the latency or jitter in a single direction.
In the 3G and WiFi scenarios, the maximum inter-packet
delay was dominated by the sending rate and the jitter of
the network; in the 3G-to-WiFi scenario, it was dominated
by the handover delay. The result of the experiment is shown
in Figure 5. The figure shows the distribution of the maximum inter-packet delays over the 25 runs. We note that the
maximum inter-packet delays obtained in the WiFi scenario
were smaller, and showed a relatively low variance compared
to those obtained in the 3G scenario. In the 3G scenario, the
maximum inter-packet delays showed a higher variance, but

were at all times below 100 ms. Finally, we have the 3G-toWiFi scenario. In this scenario, the average maximum interpacket delay stayed at around 833 ms, however, its distribution
showed a long tail and peaked at nearly 3500 ms. The longtail distribution of the average maximum inter-packet delays
in the 3G-to-WiFi scenario was primarily attributable to the
way path verification was carried out by LKSCTP in Android
Honeycomb: Sometimes, the path verification took place at
the time the IP address of the wireless network interface was
added to the association, and thus did not incur any extra delay
on the handover. At other times, the handover was significantly
delayed waiting for the path verification to conclude.
To further elaborate on the result of the experiment, Figure 6
shows the packet arrival times at the tablet during a typical
run of the 3G-to-WiFi scenario. We observe that there was a
buffering of the first 40 or so packets, which delayed their delivery up to the client application. The vertical handover started
around packet 475, and took approximately 900 ms. Once the
vertical handover was completed, the packets buffered during
the handover were delivered.
Table I summarizes the result of the experiment. As follows, the average maximum inter-packet delays in the 3Gto-WiFi scenario were of the order of 800 to 900 ms. As a
comparison, Cardoso et al. [18] reported handover delays of
the same magnitude as our maximum inter-packet delays for
an IEEE 802.21 mobility framework, something which makes
us believe that our framework competes fairly well with other
proposed vertical handover solutions; especially considering
that no optimizations have been done to our solution.
Note that this evaluation does not contain any measurement
of vertical handover from WiFi to 3G. Due to the way network
connectivity management works in Android Honeycomb, we
were unable to study the scenario in which a handover takes
place from WiFi to 3G1 . However, we do believe that these
limitations are temporary, and that we will be able to explore
this scenario as well, as soon as the next version of Android,
code named Ice Cream Sandwich, is released.2
TABLE I
M AXIMUM INTER - PACKET DELAY (25 RUNS ), AS MEASURED IN THE
RECEIVING APPLICATION . T HE INTER - PACKET DELAY IN THE SENDING
PROCESS IS 10 MS .

Min.
Avg.
Max.
StdDev

WiFi
21 ms
47 ms
62 ms
16 ms

3G
33 ms
96 ms
154 ms
54 ms

3G to WiFi
612 ms
833 ms
3453 ms
5825 ms

1 The connectivity manager in Android Honeycomb inhibits concurrent
connections, thus it is not possible to have both a 3G and WiFi connection up
at the same time. The reason that we still managed to accomplish a handover
between 3G and WiFi was due to a delay of a few seconds during which the
3G and WiFi connections were both up; the same delay was not experienced
during a handover in the opposite direction.
2 Google has held back releasing Android Honeycomb into open source, but
has now released the Ice Cream Sandwich source code.
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Packet	
  number	
  

Fig. 6. Packet arrival times during the 3G-to-WiFi scenario. The vertical
handover, started around packet 475, is clearly visible in the trace. Due to the
low data rate the protocol quickly recovers after the vertical handover and the
delay between the delivered packets reflects the delay in the sending process.
The inter-packet delay in the sending process is 10 ms.

VI. R ELATED W ORK
Several studies have been done on using SCTP for mobility management. Koh et al. [19], [20] made some early
measurements on the handover latency for SCTP with the
DAR extension (also known as mSCTP). They suggested
some tuning guidelines to improve on the mSCTP handover
performance [20], and demonstrated how it would be possible
to integrate mSCTP with MIP [19]. Other early work include
Cellular SCTP or cSCTP [21]. cSCTP builds upon mSCTP
but differs from it in that during a handover packets are
duplicated and transmitted on both the handover source and
target paths. Early work more related to ours include the
SIGMA [22] mobility architecture. Similar to cSCTP, SIGMA
uses both the source and target paths during a handover. The
SIGMA architecture has in a later work called ECHO [23]
been improved to enable QoS-aware handovers.
Further improvements to mSCTP have been proposed in
more recent works. Huang and Tsai [24] and Shim et al. [25]
suggest ways to tackle retransmissions and reordering during

a handover; Zheng et al. [26] demonstrate in their handover
scheme, SHOP, how to avoid the slow-start phase after a
handover by appropriately configuring mSCTP’s congestion
control variables on the handover target path; Budzisz et
al. [27] explore in their proposal, mSCTP-CMT, ways to
employ Concurrent Multipath Transfer [28] in the distribution
of packets on the source and target handover paths. Studies
on the use of mSCTP for efficient handover management in
vehicular networks have been carried out by Kim et al. [29]
and by Huang and Lin [30]. While Kim et al. suggest a
fast handover algorithm that builds upon an efficient congestion window estimation algorithm, Huang and Lin propose a
solution around a relay gateway that uses mSCTP-CMT to
communicate against the mobile terminals.
Compared with our proposed mobility framework, the
above-mentioned works are for the most part complementary:
A large part of the ideas, e.g., the handover management
schemes of SIGMA and ECHO, the slow-start avoidance of
SHOP, and mSCTP-CMT, might well be of use in future
incarnations of our framework. However, unlike these works,
our framework is specifically designed to run on mobile
terminals such as smartphones and tablets, and to this end be
fairly lightweight. Also in our work, we have had a focus on
providing an API that closely aligns with the SCTP sockets
extensions, and thus makes porting of existing applications
fairly straightforward.
An alternative approach is taken with the AUTO-ASCONF
extension to SCTP [17]. It automatically adds all interfaces
available on a host to an association. Although relatively easy
to implement, this solution alone does not support makebefore-break handover, nor does it provide a policy framework
for network interface selection. Still, it should be mentioned
that Maruyama et al. [31] has proposed to extend the AUTOASCONF extension with a policy framework.
To our knowledge, there are no published works on SCTPbased mobility frameworks targeting mobile platforms such
as Android. Cheng et al. [32] proposes an Android-based
integrated mobility framework that involves all layers, from
the physical layer up to the application layer, in the handover
control process. And, further in line with our work, Cardoso et
al. [18] demonstrates a transport-level mobility framework that
makes use of mSCTP, but in which the mobility management
function resides on a separate node within the fixed network
infrastructure.
VII. C ONCLUSION
The current heterogeneous wireless landscape has made
vertical handovers a key issue for the current and the nextgeneration wireless technologies. Although there seems to
be a strong focus on network-level handover schemes, we
think that transport-level solutions in several cases can be
more attractive, especially since they usually only require end
node support and provide for gradual deployment. To this
end, this paper proposes a lightweight, transport-level mobility
framework based on SCTP and its DAR extension.
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The framework basically adds two components to a mobile
device: A module that continuously monitors the status of
the network interfaces of the mobile device – the Movement
Detection Module – and a module that implements the actual
mobility framework – the Mobility Manager. The Mobility
Manager is implemented as a static library, and each application that wants to use the mobility framework has to link
in this library. To make porting of existing applications easy,
the API exposed by the Mobility Manager library has been
kept very small and closely aligned with the SCTP sockets
extensions.
The proposed mobility framework has been implemented on
an Android tablet, and the paper demonstrates the feasibility of
the framework through a series of measurements. Particularly,
it is shown that although no optimizations have been done
to our framework, its vertical handover performance is on
par with the performance of other proposed vertical handover
solutions.
Due to problems with the way network connectivity management works in Android Honeycomb, we have not been
able to study the scenario in which a handover takes place
between WiFi and 3G. However, we believe the problems will
be solved with the release of the next version of Android –
Ice Cream Sandwich. Then, we will complement our current
measurements with this scenario. Future work also includes
looking at ways to introduce optimizations in our mobility
framework. For example, we intend to explore the effects of
using an increased initial congestion window on the target
handover path.
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Abstract—Contemporary mobile devices such as smartphones
and tablets are increasingly equipped with multiple network
interfaces that enable automatic vertical handover between
heterogeneous wireless networks including WiFi and cellular
3G and 4G networks. However, the employed vertical handover schemes are mostly quite simple, and incur non-negligible
service disruptions to ongoing sessions, e.g., video streaming
and live conferencing sessions. A number of improved mobility
management frameworks for these lightweight mobile devices
have been proposed in the past recent years. Although these
may result in negligible service disruptions, the vast majority
of them are network- or integrated network- and link-layer
based, and require support in the infrastructure to be successfully deployed. This paper demonstrates the feasibility of using
an infrastructure-independent, transport-level vertical handover
scheme on a smartphone for an application as demanding as
video streaming. In our study, we used a previously developed
Android-based mobility framework. The study shows that a
standardized mobility solution based on the Stream Control
Transmission Protocol (SCTP) and its extension for Dynamic
Address Reconfiguration (DAR), incurs a service disruption on
par with comparable proposed network- and link-layer solutions.

I. I NTRODUCTION
The rapidly increasing deployment of “intelligent” mobile
devices such as smartphones and tablets has resulted in new
ways to gain continuous wireless access. Often, these devices
are equipped with several network interfaces that enable access
to both WiFi and mobile 3G and 4G connections. When these
devices come out of reach of a high-speed WiFi hotspot,
they enable a so-called vertical handover to an almost as fast
4G connection, or a lower-speed 3G connection. However, at
present, the employed vertical handover schemes are for the
most part fairly rudimentary. Many times, when the mobile
device moves out of a wireless network, it fails to reconnect
to a mobile 3G or 4G connection. Or, the vertical handover
takes an excessively long time to complete, and inflicts a
connectivity disruption that is unacceptable for soft real-time
applications such as video streaming and live conferencing.
Several vertical handover schemes for light-weight multipleinterface mobile devices like smartphones and tablets, have
been proposed. Particularly, a large number of network-,
and integrated network- and link-layer solutions have been
developed in the past half decade. Of note, are the many

solutions based on the Mobile IP [1] and the IEEE 802.21 [2]
media-independent handover (MIH) standards. A few earlier
works [3], [4] found the transport-layer the preferred layer
for mobility management in general and vertical handover in
particular, as transport-layer solutions are aware of changes
in the congestion environment and avoids modifications to
existing infrastructure. However, performance concerns and
implementation difficulties have hampered the development of
transport layer solutions.
To address the paucity of transport-layer solutions, and
to demonstrate their usefulness for demanding applications
such as soft real-time applications, we have designed a
lightweight, transport-layer mobility framework. The framework builds upon the Stream Control Transmission Protocol
(SCTP) [5] and its extension for Dynamic Address Reconfiguration (DAR) [6]. We have implemented our mobility
framework on a smartphone that runs Android 4.0. The paper
evaluates the vertical handover performance of the mobility
framework in a real-world network setup, and with a videostreaming emulation application. The result suggests that our
solution provides a seamless handover between WiFi and cellular (3G) networks on par with other contemporary networkand link-layer mobility solutions. To achieve this, we made
certain implementation improvements but no modifications to
SCTP and DAR as compared to their standards.
A vertical handover solution from WiFi to 3G running on
stock Android had to work around two issues. The first issue
was the delay to detect the loss of connectivity on an interface.
It took around 3 seconds on the Android device. The second
issue was the time to acquire resources in the 3G network,
which took over 2 seconds. We created workarounds for these
two issues.
The remainder of the paper is organized as follows. Section II provides some preliminary material on SCTP. Our
proposed mobility architecture is described in Section III.
Then, in the next two sections, follow the evaluation of the
mobility architecture: The experiment setup employed in the
evaluation is discussed in Section IV, and the result of the
evaluation is reported in Section V. Next, in Section VI, a
summary of related work is given. The paper concludes in
Section VII with some final remarks, and a brief description
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The Stream Control Transmission Protocol (SCTP) originates from the IETF SIGTRAN working group [7] and
their mission to design a framework for transporting SS7
telephony signaling traffic over IP. Early on in their work,
the SIGTRAN group found both TCP and UDP unable to
meet the stringent reliability and timeliness requirements of
SS7 signaling flows. To this end, the SCTP transport protocol
was proposed by IETF in October 2000 [8]. On the basis of
practical experience from several implementations and insights
gained from research, an updated specification was published
in September 2007 [5].
Although it is a new transport protocol, SCTP inherits
many of its properties from TCP. Similar to TCP, SCTP
provides a connection-oriented, full-duplex, reliable transport
service on top of IP. Further, it uses window-based congestionand flow-control schemes that basically work the same as
the ones in TCP SACK [9]. However, unlike TCP, SCTP
offers a message-oriented transport service, i.e., it preserves
application-message boundaries during the transmission of a
stream of messages. Messages are sent as one or several socalled DATA chunks, which are either sent as single packets, or
bundled together with control chunks that control the operation
of SCTP.
Originally introduced to meet the availability requirements
of telephony signaling traffic, SCTP supports multi-homing,
i.e., it provides for two endpoints to set up a connection, or,
as it is called in SCTP parlance, an association with multiple
IP addresses for each endpoint. However, at present, an SCTP
endpoint is required to select one of its peers destination
addresses as the primary destination address. All other destination addresses of the peer become backup or alternate
addresses. If the primary destination address is available, all
traffic is sent against this address, and the alternate destination
addresses will be idle. If the primary destination address is
deemed unavailable, a failover takes place, and one of the
peers alternate addresses becomes the new primary destination
address. To be able to make a swift failover, it is vital for SCTP
to know which alternate destination addresses are available
at anyone time. SCTP solves this by regularly sending socalled HEARTBEAT chunks to the idle alternate destination
addresses; the peer has to respond to these heartbeats with
HEARTBEAT-ACK chunks.
The base SCTP protocol, i.e., the protocol as it is specified
in RFC 4960 and without any extensions, requires that each
endpoint in an association provides all its IP addresses to its
peer during an association setup. That is, the base protocol
does not permit these addresses to change during the lifetime
of an association. To overcome this limitation, an extension
to SCTP called the Dynamic Address Reconfiguration (DAR)
was specified in RFC 5061 [6]. This extension enables an
SCTP endpoint to dynamically add and delete IP addresses to
an association, and to request its peer to use a specific local IP
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Architectural overview of our mobility management framework.

address as its primary destination address. Base SCTP with the
DAR extension is often referred to as mobile SCTP (mSCTP).
The DAR extension defines two new chunk types, the Address Configuration Change (ASCONF) and the Address Configuration Acknowledgement (ASCONF-ACK) chunk types,
and seven new chunk parameter types, including Add IP
Address, Delete IP Address, and Set Primary IP Address. If an
endpoint wants to dynamically alter its configuration, e.g., by
adding or deleting an IP address, it sends an ASCONF chunk
with the appropriate parameter type to its peer endpoint. After
having processed the received ASCONF, the peer endpoint
responds with an ASCONF-ACK chunk.
III. A RCHITECTURE
Figure 1 depicts our proposed mobility management framework, originally presented in previous work [10]. As follows, the architecture comprises two major components: the
Movement Detection Module (MDM) and the Mobility Manager (MM). The architecture is fairly lightweight and resides
on the mobile device: both the MDM and the MM module run
as user-land processes on the mobile device.
The core component of our mobility framework is the MM
module. The MM module is a library that the application
statically links in. The MM receives network interface notifications from the MDM, and association-state information
directly from SCTP. On the basis of these two sources and
its built-in policy rules, the MM decides whether or not to
do a handover. The currently employed policy is static, and
states that a fixed network connection has higher priority than
a wireless one, and that a WLAN connection supersedes a
mobile connection such as a 3G or 4G connection. Upon a
failure of a connection, for example by the loss of connectivity
on a fixed connection or transmission errors on a mobile
connection, the framework will signal the SCTP stack to fall
back to the next interface in priority order.
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Fig. 2. The setup for the mobility experiments. The mobile device moves up
and down the corridor. At the end of the corridor WiFi connectivity is lost.
3G connectivity is always available.

The MDM is the component of our mobility framework
that is responsible for continuously monitoring the link status
and IP addresses. It notifies the MM module about any link
or IP address changes. For example, when the mobile device
associates with, or looses connection to a wireless access point,
these events are detected and notified by the MDM.
IV. E XPERIMENTAL S ETUP
Our experimental setup, depicted in Figure 2, was based on
a Google Nexus mobile phone, running Android 4.0 (a.k.a.
Ice Cream Sandwich). We made two major modifications to
the Android software for our experiments. First, to enable
SCTP support in Android, we compiled the lksctp module
against the Android kernel source and inserted it into the
kernel. Second, we disabled the connectivity service in the
Android framework, since it prevents multiple interfaces with
default routes from being enabled simultaneously, and thus
would have severely interfered with vertical handover.
During the experiments, we identified and corrected two
minor issues with the lksctp stack. The validation of secondary paths, through HEARTBEAT messages, was not done
directly after a connection setup. Therefore, the secondary
paths were unconfirmed until the first HEARTBEAT message
were sent. A handover to an unconfirmed path has to wait
for the HEARTBEAT timer, and successful transmission of
the HEARTBEAT message, before data can be transmitted
on the new path. This introduces an extra delay during
vertical handover directly after connection establishment. To
eliminate this situation, we decreased the delay before the
initial HEARTBEAT message was sent, and also made sure
to bundle HEARTBEAT messages with DAR messages on
unconfirmed paths. The second issue we identified was that
the source address of SACK messages did not match the
address the DATA messages were received on. This created
an asymmetric routing situation after a vertical handover. We
modified the SCTP stack to update the SCTP routing table
after the vertical handover.
In our experiments, the mobile device was located at KTH
Royal Institute of Technology in Stockholm, and it communicated with a server at Karlstad University (KaU), about
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Fig. 3.
Cumulative distribution of the measured maximum inter-packet
delays. Handover from 3G to WiFi and transfers on 3G without handover.
Low data rate. Note the close correlations. The maximum inter packet arrival
delay is dominated by the delay on the 3G network.

300 km away. The mobile device had two interfaces available:
a WiFi interface connected to a 802.11n network at KTH, and
a 3G HSPA interface connected to a commercial supplier in
Sweden.
A dedicated server application was used to generate a
constant stream of fixed-size SCTP packets. This traffic pattern
emulated an MPEG transport stream. At the receiving side,
the delay between packets received by the mobile phone was
measured. The measurement was carried out at the application
layer, and thus reflected how much buffering that would be
needed in a streaming application to avoid buffer under-run.
During the experiments, we configured the device so that the
HSPA link was always available, and all connectivity changes
occurred on the WiFi link. The WiFi link was prioritized over
the 3G link, so when WiFi became available, the device did
a vertical handover to the WiFi link. When WiFi connectivity
was lost, the device fell back to the 3G link.
3G networks tend to exhibit an unpredictable behavior in
terms of scheduling delay, highly dependent on the scheduling
algorithm chosen by the network operator [11]. One of the
sources of delay is the delays to acquire network resources,
which we have measured to over 2000 ms on the network we
use. We found that by using the standard ’ping’ application
to send a steady stream of packets between the mobile device
and the server, we can reduce this effect. The ICMP packets,
sent at a rate of 5 packets per second (pps), ensured that
we lingered on to our acquired network resources until the
end of the session. Figure 3, illustrates this difference. In
the ”Cold” case, the experiment is executed without first
acquiring network resources. In the ”Hot” case, we have
acquired network resources before the start of the experiment.
The delays in the scheduling were related to the configuration of the HSPA network used, and we did not wish this
detail of the network configuration to dominate our experiment results. In the following, we therefore present vertical
handover measurements for the ”Hot” case only.
V. R ESULTS
A measurement campaign was performed at KTH during
which the mobile phone was moved in and out of reach of
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Fig. 4. Cumulative distribution of the measured maximum inter-packet delays
in the WiFi-to-3G vertical handover runs. Note the minimal impact of the data
rate. All results are with the 3G interface ”hot”.
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the WiFi network. Measurements were made for both 3Gto-WiFi and WiFi-to-3G vertical handover. Handover was
initiated when WiFi connectivity was obtained or lost. The
maximum inter-packet delay experienced during a handover,
as measured on the application layer on the receiving side,
was taken as an estimate for the impact of the handover on
traffic. Three traffic scenarios were considered which aimed
at emulating low-, medium-, and high-resolution video traffic.
In all three scenarios, the video transport stream comprised
1316-byte packets. In the low-resolution scenario, 33 pps were
sent resulting in a traffic rate of 340 kbps; in the mediumresolution scenario, 133 pps were sent resulting in a traffic
rate of 1.4 Mbps; and, finally, in the high-resolution scenario,
228 pps were resulting in a traffic rate of 2.4 Mbps. To estimate
the statistical distribution of the outcome, each experiment run,
i.e., each combination of vertical handover case (3G-to-WiFi
or WiFi-to-3G) and traffic scenario, was repeated 50 times.
We have focused on the performance to be expected under
good conditions, i.e., under low latency and limited congestion. Therefore, we monitored the latency on the 3G interface
during our measurements. We used this data as a form of
metadata to identify measurements points that were taken
under similar network conditions and therefore suitable for
comparison, as suggested in previous work of ours [12]. If
the metadata indicated deviating network conditions (such as
a latency of over 1000 ms), the corresponding data points were
discarded. We also discarded data points where the handover
happened before all paths were confirmed by SCTP. Path
confirmation using HEARTBEAT messages was done during
the first 3 s of the transfer. Using this method, we ensured that
the measurements were taken under comparable conditions.
From a vertical handover perspective, the WiFi-to-3G scenario was challenging, since the handover was triggered by
the loss of WiFi connectivity. In such a situation, when the
number of available interfaces changed from two interfaces
to a single interface, the scenario became a form of failover.
We could not rely on WiFi connectivity during the handover
process, and we lost packets sent on the WiFi interface after
starting the handover. The handover required two steps: First
we needed to detect the loss of connectivity, then we needed to

signal the change of primary interface to our peer. In Android,
the default algorithm to detect loss of connectivity waits until
several seconds have passed without the successful transfer
of a frame on the WiFi interface. This conservative algorithm
delays the vertical handover significantly. Policies for vertical
handover are out of scope for this paper, and to minimize the
impact of the handover policy, we implemented a basic (and
very aggressive) policy: vertical handover was initiated on the
first failure to transmit a frame on the WiFi interface.
Still, we had to wait for the delivery of the ASCONF
message for the change of primary interface, and the retransmission of any outstanding frames. In practice, we found the
minimal time required for a vertical handover from WiFi
to 3G, to be around two 3G-link RTTs. Additional delay
is introduced if outstanding frames are lost, and need to
be retransmitted. Figure 4 shows the full distribution of the
maximum inter-packet delays in the WiFi-to-3G handover
measurements. As follows, the distributions were fairly similar
for the three traffic scenarios. Notably for all three scenarios,
70% of the maximum inter-packet delays were below 350 ms,
and 90% below 500 ms. The primary source of additional
latency in a vertical handover when the data rate increases lies
in the retransmission of lost frames. These changes in traffic
intensity is clearly not enough to give a significant change in
the retransmission behavior. The long tail in the distribution
comes from loss and reordering effects in the 3G network.
The 3G-to-WiFi scenario was less challenging, since we in
this scenario retained connectivity on the 3G interface during
the handover. This let us do a make-before-break handover.
We did not risk losing any packets, and we did not have to
detect any loss of connectivity before doing the handover.
Although, the handover should not introduce any additional
inter-packet arrival delay, we observed that in the 3G-to-WiFi
handover runs, the measured inter-packet arrival delays during
the handover were overshadowed by the latency and latency
variations on the 3G connection. Thus, as seen in Figure 3,
the handover was of marginal or no consequence to the video
traffic. As we mentioned in Section IV, warming up the 3G
network before the experiment was started gave a considerable
reduction in latency, but the 3G network still dominated the
outcome of the experiment. Using a higher resolution video
stream did not have any significant impact on the outcome
(not shown in the graph).
VI. R ELATED W ORK
To our knowledge, there are no prior work on transportlevel, mobility frameworks specifically targeting mobile devices such as smartphones and tablets. However, there are
some related work on integrated network- and link-level solutions: Cheng et al. [14] have proposed an Android-based
mobility framework which aims at providing a guaranteed
communication quality for QoS-sensitive applications, e.g.,
live video streaming. Similar to this framework, Kumar and
Anand [15] have proposed a radio access platform, NRASP,
for Android. The NRASP platform takes an integrated, crosslayer approach to vertical handover. It continuously monitors

the signal strength at the physical layer, and also facilitates
continuous measurement of a select of QoS parameters. On
the basis of these inputs, NRASP determines whether or not
to do a handover at the network layer. Another interesting
Android-based mobility framework is the previously mentioned IEEE 802.21 MIH framework of Silva et al. [13], [16]
Early evaluations of mSCTP as a way of doing vertical
handover were made by Ma et al. [17] and Fu et al. [18]. They
studied the feasibility of using mSCTP for vertical handover
between UMTS and WLAN networks through simulations,
and their studies gave some promising results. Emulations
of mSCTP for vertical handover between WLAN and GPRS
access networks were made by Shi et al. [19]. Also worth
mentioning are the early studies of mSCTP made by Koh
et al. [20], [21]. They evaluated the handover latency for
mSCTP, and suggested tuning guidelines to improve on the
mSCTP handover performance. Further, they demonstrated
how it would be possible to integrate mSCTP with mobile
IP [1].
We find it hard to compare our performance results to the
results in the previous work, as the scenarios and parameterization differs. For example, Silva et al. [13] reported a result on
par with ours for their IEEE 802.21 MIH-based framework
for both the WiFi-to-3G and 3G-to-WiFi scenarios, but the
experiment setup differs.
VII. C ONCLUSION
This paper has demonstrated the feasibility of using a
transport-level vertical handover solution for soft real-time applications in lightweight mobile devices such as smartphones
and tablets. Particularly, the paper shows that SCTP with the
DAR extension, i.e., a standardized transport-level solution,
could, with some minor enhancements, provide for a vertical
handover on an Android smartphone that inflicts no more
disruption on a video stream than similar network- and linklevel solutions: In our experiment, and for both low-, mediumand high-resolution video traffic, the vertical handover caused
inter-packet delays at the application layer of no more than
350 ms for 70% of the traffic, and no more than 500 ms for
90% of the video traffic.
We encountered, and solved, a number of practical implementation issues preventing fast transport layer vertical
handover. These included the delays to detect loss of WiFi
connectivity, the latency behavior of the 3G interface and the
routing of packets in the LKSCTP implementation.
To further promote transport-level mobility frameworks for
smartphones and tablets in general, and mSCTP-based ones in
particular, we intend, as a next step, to further study policies
for vertical handover, as we expect there to be additional
performance gains to be had by avoiding failover situations.
We will also investigate schemes to faster ramp up the send
rate on the handover target path, i.e., schemes to mitigate the
effects of slow start, which may reduce the impact of more
frequent handovers.
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Abstract—Today commodity mobile devices are frequently
equipped with two wireless access technologies, WiFi and 3G/4G.
To enable continuous connectivity it is vital that these terminals
provide for vertical handover between different technologies. Particularly, they should provide a vertical handover that complies
with the timeliness requirements of soft real-time applications.
Considering aspects such as cost- and ease-of-deployment, application neutrality, and, not least, the emergence of transport
protocols that support multi-homing such as mobile SCTP and
multi-path TCP, we think it would be beneficial to handle vertical
handover in the transport layer of the mobile terminal. This
paper demonstrates through several real-world experiments, the
feasibility of using a lightweight vertical handover scheme in
smart mobile terminals for live video streaming. The vertical
handover criteria is based on the received signal strength.
Our experiments suggest that the scheme indeed provides for
seamless vertical handover at walking speed – our target scenario.
However, the experiments also suggest that the scheme gives
significant reductions in handover time, as compared to mobile
SCTP without improvements, at higher speeds.

I. I NTRODUCTION
Today, wireless connectivity is ubiquitously available in
almost all populated areas, but the wireless landscape consists
of various access networks (e.g. WiFi, 3G/4G). The different
technologies offer different service levels, and it is desirable
for the user to always utilise the best possible connection, i.e.
to be always best connected (ABC) [1]. Furthermore, the number of mobile terminals (laptops, PDAs and smartphones) is
rapidly increasing, and most of these devices are equipped with
more than one network interface. To enable ABC, the mobile
terminal has to provide for roaming between heterogeneous
networks, so called vertical handover (VHO).
Applications like VoIP, video conferencing and interactive
gaming have become popular on the Internet. These applications typically have rather strict timing requirements, and thus
more or less demand a seamless VHO mechanism to maintain
a high Quality of Experience (QoE).
The challenge of seamless VHO has been in focus for the
research community over the last decade and several proposals
have been presented. Some of these proposals reside in the
network layer, many times based on mobile IP (MIP) [2], [3],
others reside in the transport layer [4], and still others are
application based, including many SIP-based solutions [5].

As concluded by Budsisz et al. [6], all solutions have their
merits and deficiencies. Still, when regarding ease of deployment, infrastructural modifications or dependency on a
variety of applications, we and others [7] argue that mobility
management is best managed at the transport layer; especially
considering the multi-homing support of SCTP, and the recent
work on multi-path TCP [8]. To study seamless VHO at
the transport layer, we have selected SCTP extended with
Dynamic Address Reconfiguration (DAR) [9], mobile SCTP
(mSCTP). We believe the results are also applicable in other
multi-path transport protocols, such as multi-path TCP.
This paper demonstrates the feasibility of using a VHO
scheme in smart mobile terminals for soft real-time applications such as streaming video. We have designed and
implemented a lightweight mobility management solution for
VHO, based on mSCTP. The VHO solution makes handover
decisions on the basis of the received signal strength indicator
(RSSI), and is optimised for walking speed. It is demonstrated
in real-world experiments that our solution provides for seamless handover between WiFi and 3G networks. Particularly, it
is shown that our proposal provides sufficient service quality
to be used for as demanding applications as streaming video.
Several different RSSI-based solutions have been proposed [10]–[15]. However, to our knowledge, they have mainly
been evaluated through simulations. In those cases practical
experiments have indeed been conducted, the studies have
almost exclusively been carried out with laptops – not smartphones or tablets. Considering the differences in terms of
battery capacity and hardware between these devices, it is
unclear whether these results are applicable for smart mobile
devices.
The paper is organised as follows. Section II, discusses
related work and how it relates to ours. The VHO scheme
proposed in this paper forms part of a complete mobility
management framework for mobile terminals [16]. To put
our scheme into context, Section III gives an overview of
the mobility framework. In Section IV, our proposed VHO
scheme is detailed. The VHO scheme has been evaluated,
and a description of how the evaluation was conducted is
given in Sections V and VI: Section V elaborates on the
methodology used, and Section VI presents and discusses the
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obtained results. Finally, Section VII concludes the paper with
a brief summary and some final remarks.
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To our knowledge, there are only a few previous works
that have studied VHO solutions on smart mobile devices,
such as Android smartphones, in real-world experiments. In
2010, Zeng et al. [17] demonstrated how to leverage the
IEEE 802.21 media independent handover (MIH) framework
for VHO in a mobile ad-hoc network, and in their experiments they employed a couple of Android-based, dual-homed
smartphones. In contrast to our solution, theirs is a cross-layer
solution that not only involves the transport layer, but also
the IP and link layers. Furthermore, since they use the TCP
transport protocol, they have to introduce a virtual IP layer
for mobility management, while our solution only involves
the transport layer, something which most likely makes our
solution easier to deploy. An IEEE 802.21 VHO solution,
very similar to the one proposed by Zeng et al., has been
proposed by Jung et al. [18]. However, instead of using a
virtual IP layer for mobility management, their solution relies
on mobile IP, MIPv6 [3]. Thus, similar to Zeng et al. but unlike
us, their solution not only involves the transport layer but
also the IP and link layers. Furthermore, since their solution
uses mobile IP, it depends on support from the infrastructure.
Recently, Kaul et al. [19] proposed a VHO solution for
the U.S. military forces that included Android smartphones.
However, at the time their work was published, the actual
handover needed manual intervention and also depended on
mobile IP, MIPv4 [2]. Thus, compared to our solution, theirs
requires user intervention and infrastructure support. It is also
worth mentioning in this context, the work by Munar et al. [20]
to develop a platform on Android for evaluating different VHO
solutions.
Although the number of previous works on VHO for smart
mobile terminals is limited, there is a fairly large number of
works on VHO for laptops and similar, more capable, devices.
However, the results from these studies are not altogether
applicable on smart mobile devices, due to differences in
hardware and power supply.
Last, if we extend our view a bit, several works on VHO
and VHO decisions have been proposed in recent years – too
many to be mentioned here. Examples of good surveys on
these works are Kassar et.al. [21] and Yan et al. [22].
III. A RCHITECTURE OF M OBILITY F RAMEWORK
Our proposed mobility framework is depicted in Figure 1.
As follows, the architecture comprises two major components:
the Movement Detection Module (MDM) and the Mobility
Manager (MM), which both reside on the mobile terminal.
The architecture is fairly lightweight, and both the MDM and
the MM module run as user-land processes.
The MDM is responsible for continuously monitoring the
status of the WiFi interface of the mobile device. It notifies
the MM about link or IP address changes. For example, when
the mobile device associates with, or loses connection to a
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Architectural overview of our mobility management framework.

WiFi access point, these events are detected and notified by
the MDM.
The core component of our mobility framework is the MM
module, a library that the application may statically link in.
The MM receives notifications from the MDM concerning interface status, as well as connection-state information directly
from SCTP. It also monitors the RSSI of active WiFi networks.
RSSI is a passive indicator of signal strength1 , and is one of
the few indications of quality available without probing the
network.
On the basis of these sources and its pre-defined policy
rules, the MM decides whether or not to conduct a handover.
The employed policy considers the input parameters, and
states: If the RSSI goes below a lower threshold, the session is
handed over to cellular connectivity. Furthermore, if the RSSI
exceeds an upper threshold, the session is handed over to the
WiFi network. The MM is also responsible for performing the
handover by notifying the SCTP stack. The handover scheme
is described in more detail in the next section.
IV. V ERTICAL H ANDOVER S CHEME
Our VHO policy is based on two reasonable assumptions:
1) WiFi connections with an RSSI over a threshold value
provide better performance than cellular networks, and
therefore these networks are prioritised.
2) Cellular networks are always available2 , and thus the
session can always fall back to cellular connectivity in
those cases WiFi connectivity degrades too much or
disappears.
1 RSSI is one of the parameters that could impact QoE negatively. Still, it
is easily monitored and it enables for proactive action, while QoE as a trigger
to conduct a handover would imply a reactive situation, which would not
provide for seamlessness.
2 At least we believe this a reasonable assumption in Sweden and other
industrial countries [23].
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Fig. 2. Flowchart of the VHO scheme. The dashed box in the figure indicates
the states where a WiFi network is connected to the session.

Figure 2 gives a schematic view of how the VHO scheme,
implemented by the MDM and the MM, works in a scenario
with one WiFi network. The RSSI is at the core of the scheme.
Since a vertical handover always implies extra delays, and to
eliminate the risk of ping-pong handovers, our VHO scheme
takes a conservative, threshold-based approach to handover.
Particularly, there are two RSSI thresholds: an upper threshold
that has to be exceeded before a switch to an upcoming WiFi
network takes place, and a lower threshold that the RSSI of
the WiFi connection has to go below before a fallback to the
cellular network is considered.
As seen in Figure 2, the VHO scheme starts out in a listen
state where the MDM listens for an upcoming WiFi connection. The monitoring of the WiFi interface is implemented in a
separate process. This process continuously monitors the WiFi
link via the socket interface RTNETLINK [24]. Notably the
MDM notifies the MM of new connections. When a WiFi
network is detected by the MDM, the MM adds it to the
existing session as an alternate path, and starts to monitor
the RSSI. The dashed box in the figure denotes the states
where a WiFi network is connected to the session. Immediately
following the addition of the WiFi link to the session and at
regular intervals, the status of the WiFi RSSI is controlled. In
those cases the session runs over the 3G network, the WiFi
RSSI is compared to the upper RSSI threshold. Provided the
WiFi RSSI exceeds the upper threshold, a VHO is indeed

Sending
endpoint

Internet

Fig. 3. Overview of the experimental setup. The dashed circles marks the
approximate range of the base stations. As it is an office environment there
are also shadowing effects, primarily from the stairwell in the centre of the
circular movement pattern.

conducted.
In those cases the session runs over the WiFi network the
RSSI is compared to the lower RSSI threshold. If the RSSI
goes below this threshold, this is taken as an indication of
poor connectivity to the WiFi network, and the MM prepares
for a handover back to the cellular network. In this case, a
message is sent on the cellular network, forcing it to allocate
resources to the session. Warming up the interface this way
provides a significant performance improvement, as discussed
by Söderman et al. [16]. In the next step, an additional control
of the RSSI is made, and only if the RSSI of the currently
active WiFi network is still below the lower RSSI threshold,
the handover actually takes place. Sudden disruptions in the
WiFi connectivity, always results in a fallback of the session
to the cellular network.
V. E XPERIMENT M ETHODOLOGY
To measure the service quality, we have utilised a quality
of experience (QoE) metric developed and evaluated by Ickin
et al. [25]. This metric correlates measured packet delay
variation (PDV) with the QoE. The QoE metric ranges from
1 to 5, where 1 stands for “Bad” and 5 for “Excellent”. The
QoE metric corresponds to the well-known mean opinion score
(MOS) scale [26]. The rationale for using this metric was that
it is simple to use, it targets video, and has been shown to
give fairly reliable estimates for for this type of traffic [27].
In our implementation of the QoE metric, we modified
the original version by setting a time-to-live timer on the
previously obtained QoE values: If no new input arrived during
a one second interval, the current packet delay variation was
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discarded, and the QoE was assumed to be “Bad”(1). The
QoE was computed in a user space application on our mobile
terminal.
The experiments were conducted at the KTH campus in
Kista, Stockholm, where we studied a VHO between a commercial 3G network and a dedicated 802.11 WiFi network.
The server was located at Karlstad University, about 300 km
from the KTH campus. For a schematic view of how the
experiment was conducted, see Figure 3. The dashed circle
denote the approximate coverage of the WiFi network. The
cellular network covers the whole building. This work does not
investigate horizontal handover to other WiFi access points,
and therefore no other access point is made available to the
device.
In our proposed mobility scheme we have used two RSSI
parameters, the lower RSSI threshold and the upper RSSI
threshold. The lower RSSI threshold controls the fallback from
the WiFi connection to the 3G connection. If set too high, the
device will not fully exploit available WiFi coverage. If set
too low, the device will not have enough time to complete a
VHO to 3G before losing WiFi connectivity, causing a service
disruption and low QoE. The upper RSSI threshold controls
the handover to WiFi. Setting the upper threshold too high
causes the device to linger on to a 3G network although a
good-quality WiFi network is available. Setting it too low will
cause the device, when located at the edge of the WiFi range,
to constantly bounce between the two interfaces in a ping-pong
fashion, resulting in a degraded QoE. Based on initial testing,
we concluded -70 to be a reasonable value for the upper RSSI
threshold, and -75 for the lower RSSI threshold.
Two experiment setups were considered:
1) In the first experiment setup, henceforth called static,
we utilised mSCTP. mSCTP was configured according
to the recommendation in RFC 4960 [28]. In this setup,
we used a static policy which, irrespective of the RSSI
of an upcoming WiFi network, made a handover from a
3G to a WiFi network. When the WiFi connectivity was
lost, a VHO was made back to the 3G network.
2) In the second experiment, we enabled the VHO algorithm described in Section IV. This experiment differed
from experiment one, in that the initiation of a VHO
occurred before the loss of WiFi connectivity. Furthermore, in contrast to experiment one, the SCTP stack was
tuned for improved QoE using the recommendations by
Eklund et al. [29]. That is, the stack was configured in
a way that improved the startup on the alternate path,
especially important in cases with long RTT’s and/or
large bandwidths. We called this experiment dynamic.
We explored two movement patterns, both shown as dashed
arrows in Figure 3. In the first scenario, the mobile terminal
moved linearly. Initially, it was connected to both networks,
with the WiFi network being the preferred network. A while
later, the terminal reached the border of the WiFi network,
and a VHO to the 3G network took place. In the second
scenario, which was more complex, the mobile terminal moved
in a circular fashion around a square section of the building.

Again, the walk started with dual connectivity, but after turning
around the second corner, the RSSI deteriorated, and in the
dynamic experiment setup, the session was handed over to the
3G network; in the static experiment setup, no handover took
place, instead, the session stayed on to the WiFi connection.
Later, after turning around the third corner, the RSSI increased,
and in the dynamic setup a VHO back to WiFi took place.
TABLE I
E XPERIMENT ENVIRONMENT
Parameter
Message size (bytes)
Message interval (ms)
RTT WiFi network (ms)
RTT 3G network, before warmup (ms)
RTT 3G network, after warmup (ms)

Value
1316
≈4
≈8
≈ 2000
≈ 70

Before the experiments, we ascertained through sampling of
the QoE that it was “Excellent” on both networks along the
intended movement path. The traffic sent during the experiment consisted of data sent at a constant bit rate of 3 Mbps,
which we consider a realistic approximation of compressed
high definition video [30]. A view of the relevant parameters
and properties of the network used in our experiments are
found in Table I. Measurements of latency and packet loss
were made using ICMP and tcp-ping. Measurements were
taken both between and during experiments, to study the effect
of network load on the behaviour of the network.
All other parameters were set according to the system
defaults on Ubuntu 11.04 and Android 4.0.
The tuning parameters used in the experiment are found in
Table II.
Each combination of experiment setup and movement pattern was repeated at least 10 times. All results show similar
trends, but we found that the difference in exact path and
movement speed between the runs made aggregation of the
data hard. Therefore, in the next section we present and study
representative sample results.
VI. R ESULTS
Each experiment was repeated more than ten times. Due to
small variations in movement patterns and fluctuating radio
signal it was not possible to conduct stistical analysis on the
TABLE II
VHO SCHEME PARAMETERS

Parameter
Lower RSSI threshold
Upper RSSI threshold
init. congestion window (MSS)
net.sctp.max burst (packets)
net.sctp.rto min (ms)
net.sctp.rto initial (ms)
net.core.rmem default (bytes)
net.core.wmem default (bytes)

Dynamic
-75
-70
20
100
100
1000
16777216
16777216

Default Ubuntu/Android
-/-/4/4
4/4
1000/1000
3000/3000
126976/110592
126976/110592

Static
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Excellent (5)

Good (4)

Good (4)
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Fig. 4. Linear movement pattern. QoE as a function of time. Notice the long
period of low QoE in the static case due to the delayed VHO.

results. Thus, the results presented in this section are representative sample results from the experiment. All repetitions
show similar behavior. The results from our VHO experiments
are shown in Figures 4 and 5. The graphs in the figures show
QoE as a function of time. Figure 4 displays the QoE for the
linear scenario, where the session was initiated with both the
WiFi and 3G networks connected. The session started out on
the WiFi network, and when the terminal reached a position
along the movement path where the RSSI decreased below
the lower RSSI threshold, the session was handed over to 3G.
This happened after approximately 16 seconds. In the dynamic
case, the VHO was initiated when the RSSI value went below
the lower RSSI threshold, while in the static case the VHO was
initiated when the WiFi driver deemed the wireless connection
lost. The QoE varied significantly between the static and the
dynamic case. In the figure, it is seen that the QoE in the
static scenario started to deteriorate as we reached the edge
of the WiFi connectivity. As a result, we experienced a period
of very low QoE during approximately 10 seconds3 , while
waiting for the WiFi driver to consider the connection lost.
Not until then, mSCTP was able to complete the handover
procedure. In contrast, in the dynamic VHO case, the QoE
remained “Excellent” throughout the handover procedure.
A similar result as in the linear scenario was observed in the
circular scenario of the dynamic experiment setup. Notably, as
seen in Figure 5, the QoE was only marginally deteriorated
in this case. The reason for the good QoE results was that
the VHO to the 3G network was completed before the WiFi
network had deteriorated. In contrast, in the static case, the
device stayed on the deteriorating WiFi network throughout
the scenario. In fact, it lingered on to the WiFi network
although the packet-loss ratio approached 100%. The sudden
increase in QoE during the VHO, that is in the interval between
35 and 40 s, was caused by a temporary increase in the RSSI.
3 The short raise in QoE for about 5 seconds, seen short after the initial
drop of QoE represents retransmitted data, which is normally obsolete when
arriving to the destination application.
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Fig. 5. Circular movement pattern. QoE as a function of time. In the static
case, periods of signal loss degraded the QoE, but VHO was not initiated. In
the dynamic case, a VHO to 3G improved the QoE until the device regained
WiFi connectivity.
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Fig. 6. Linear movement pattern, “higher-speed”. QoE as a function of time.
In this scenario, the dynamic algorithm did not have enough time to complete
VHO before loss of WiFi connectivity. Still, the earlier initiation of VHO
significantly reduced the period of low QoE.

In the dynamic case, as soon as the WiFi driver experienced
higher RSSI, a VHO back to the WiFi network took place.
And, as seen in Figure 5, the second handover did not cause
any noticeable QoE degradation. As mentioned before, there
was no VHO in the static case.
Our VHO scheme is optimised for mobility at walking
speed. In other words, during a handover from WiFi to 3G,
we expect that the WiFi link is available during the complete
initiation of a 3G link. Still, to obtain an appreciation of
how our VHO scheme performs in a “higher-speed” scenario,
we repeated the linear movement pattern at “running” speed.
Figure 6 illustrates the results from the “higher-speed” test. It
is evident that the QoE deteriorated both in the dynamic and in
the static experiment. The drop in QoE in the dynamic scenario
occurred since the warm up of the 3G network was not
completed before loss of WiFi connectivity. Still, it is evident
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that also at “running” speed, our dynamic VHO scheme
significantly outperformed the static scheme. Particularly, we
observe that the dynamic scheme reduced the “Bad” period
from approximately 20 seconds to 4 seconds, compared to the
static VHO setup.
VII. C ONCLUDING R EMARKS
This paper demonstrates the feasibility of using a
lightweight, RSSI-based VHO mechanism for soft real-time
applications on smartphones. Particularly, we show that it is
possible to build a VHO scheme at the transport layer, utilising
mSCTP and its multi-homing capabilities. Unlike many other
studies of VHO, we have evaluated our scheme on a commodity mobile device, a smartphone, and have run experiments
in existing production networks. The results indicate that by
utilising such a scheme, it is possible to provide for seamless
handover between WiFi and 3G/4G networks. Although our
VHO scheme is optimised for walking speed, experiments
show that it also provides superior performance at higher
speeds. Furthermore, it is our belief that the results are not
only applicable to mSCTP, but to other transport protocols
supporting multihoming as well. In our future work, we intend
to repeat some of the experiments from this study with multipath TCP.
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Abstract. Limited memory capacity is one of the major constraints
in Delay Tolerant Wireless Sensor Networks. Efficient management of
the memory is critical to the performance of the network. This paper
proposes a novel buffer management algorithm, SmartGap, a Quality of
Information (QoI) targeted buffer management algorithm. That is, in a
wireless sensor network that continuously measures a parameter which
changes over time, such as temperature, the value of a single packet is
governed by an estimation of its contribution to the recreation of the
original signal. Attractive features of SmartGap include a low computational complexity and a simplified reconstruction of the original signal.
An analysis and simulations in which the performance of SmartGap is
compared with the performance of several commonly used buffer management algorithms in wireless sensor networks are provided in the paper.
The simulations suggest that SmartGap indeed provides significantly improved QoI compared the other evaluated algorithms.

1

Introduction

Delay Tolerant Wireless Sensor Networks (DT-WSNs) are networks that combine concepts from delay-tolerant networking (DTN) and wireless sensor networks (WSN). In this work, we consider networks of constrained devices which
sense their environment, and communicate sensor data (such as temperature and
humidity) through wireless links. Sensor data is forwarded, possibly via multiple
hops, to a sink node which gathers and stores the data for further processing.
Nodes in a DT-WSN can be stationary or moving; they can be location-aware
or not; and, they can be homogeneous or heterogeneous. Connectivity between
the nodes may be scheduled, intermittent or opportunistic. As an example, consider a WSN deployed in a rural area where there is no communication infrastructure. With the help of DTN data mules, sensor data is transported from
the WSN to a central location where the data is stored and made available for
further analysis. Figure 1 shows an example of such a network.
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Fig. 1: An example of a DT-WSN comprising a number of spatially isolated
wireless sensors. The source sensor nodes measure the environment by collecting
measurement samples, which are transported by mobile data mules to a sink
node. The sink attempts to reproduce the measurement from the samples. As
the capacity of the network is limited, some samples are lost in transit, and the
quality of the reproduced measurement is affected.
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Although, there is a significant amount of work on both WSNs and DTNs,
there is less work on the combination of the two network types. Previous work
exists on DT-WSN systems in laboratory settings, such as the Wind Tunnel
Monitoring system by Lou et al. [1] and the Data Elevator testbed by Pottner
et al. [2]. Furthermore, Zennaro reports experiences from a field trial with a
network to monitor water quality in the Blantyre district of Malawi [3].
In this work, we consider buffer management algorithms for DT-WSNs. The
typically intermittent-delivery, long-latency and low-bandwidth characteristics
of these networks, enforce a store-and-forward behaviour on the nodes, and make
buffer management pivotal to uphold a high network performance. Yet, there is
relatively little previous work on buffer management in DT-WSNs. To illustrate
the importance of buffer management in DT-WSNs, consider a straightforward
approach that uses a head-drop buffer policy. In this policy, when a buffer is
full, the first packet in the buffer, i.e. the oldest one, is dropped. Assume that a
node collects one sample per minute and stores the sample in the buffer. Further
assume that, for some reason, the node is unable to communicate for a period
of one hour. Then only the last 10 packets will remain in the buffer, and the
remaining 50 packets will be dropped. In other words, newly arrived packets take
priority over already queued packets. As a result, there could be long periods of
measurements during which the sink node gets no measurement data at all.
Previous work on buffer management in DT-WSNs can be divided into two
broad categories: work that considers packets to be transparent and work that
considers packets opaque. If packets are considered transparent, buffer management has the capability to parse the data being transported and make decisions
based on packet content. In contrast, if packets are opaque, buffer management

decisions are only based on the information available in the header of the packets,
and not on packet content.
There are some clear advantages with algorithms that treat packets as transparent. These algorithms can for example use compression of data or prioritise
data based on content. This approach is typically based on the notion of Quality
of Information (QoI) [4], i.e. a measure of how well the service provided by the
network meets the applications’ needs. By definition, QoI is application-specific,
so there is no universally agreed upon method to measure or quantify it. Examples of such algorithms, all of which target QoI, include the work of Liu et
al. [5], Humber and Ngai [6], and Alippi et al. [7]. In the algorithm proposed
by Liu et al., the buffered data is replaced with a linear approximation when
the buffer is full. Humber and Ngai estimates the importance of a packet when
it is created based on how much the sampled value stored in the packet differs
from previous values, and then assigns a priority class to the packet on the basis
of this estimate. Lastly, Alippi et al. focus on energy saving, and dynamically
adjust the sample rate based on the frequency of the property being sampled.
Algorithms that treat packets as opaque do not depend on code to parse
the data being transported. Algorithms such as FIFO are easy to understand
and implement, but their performance may not be optimal. One attempt to
provide improved performance compared to FIFO while still considering packets
opaque is the work by Nasser et al. [8] which proposes a Dynamic Multilevel
Priority (DMP) packet scheduling scheme in which sensor nodes are organised
into a hierarchical structure. Sensor nodes that have the same hop distance from
the sink node are considered to be located at the same hierarchical level, and a
Time Division Multiplexing Access (TDMA) scheme is used to prioritise packets
from different levels. Another example is Lyu et al. [9] which suggests a multiqueue Last In First Out (LIFO) queueing policy. Their main argument is that
LIFO works better than FIFO for real-time applications because it achieves a
shorter delay in congested situations, especially when packets are limited by a
deadline.
We see a clear need for algorithms which considers packets to be opaque:
For one thing, we believe that transparent buffer management techniques in
which sensor nodes parse the contents of packets are potentially expensive in
terms of computational and energy resources. Also, they are not general purpose
solutions and therefore inflexible – each sensor node must be equipped with code
for parsing the data that flows through the network. In our scenario, the data
mules would need to be aware of the format of the data they carry. At the
same time, we see a need for buffer management algorithms that give priority to
the data samples that are most important in the reconstruction of the original
measurement at the sink node, i.e. QoI targeted buffer management algorithms.
In this work, we present SmartGap – a QoI-targeted buffer management algorithm which considers packets opaque. SmartGap is a novel buffer management
algorithm that tries to maximise the combined value of the packets in the buffer.
It accomplishes this by letting the priority of a packet be determined by the gap
the packet would inflict – if dropped – on a complete series of measurement.
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The remainder of the paper is organised as follows. Section 2 presents and
explains the design of the SmartGap algorithm. An analysis of SmartGap’s main
characteristics is given in section 3. Section 4 provides a comprehensive evaluation of SmartGap and compares its performance with three commonly used
buffer management algorithms in DT-WSNs. Section 5 discusses the benefits
and limitations of SmartGap. The paper concludes in section 6 with a summary
of the paper and some remarks on future work.

2

The SmartGap Algorithm

Buffer management schemes can typically be split up into two parts, a queueing
policy and a forwarding strategy [10]. The queueing policy decides which packets
in a buffer to discard when the buffer space is exhausted, while the forwarding
strategy decides the order in which packets in the buffer should be forwarded.
An insight, which follows from the Nyquist-Shannon sampling theorem is
that the quality of a reconstructed signal depends on the sampling frequency.
So, to be able to reconstruct the signal as faithfully as possible, we wish to
maximise the minimum number of samples in any given time period. In other
words, the collected samples should be evenly distributed in time. As each sample
is transported inside a packet, it follows that we want to minimise the maximum
time gap between any two consecutive packets. Hence, the problem is to design
a buffer management algorithm that during periods of congestion distributes
packet losses evenly over time. The following section elaborates on the problem
by demonstrating how common buffer management algorithms such as FIFO
and Random distributes the packets. Next, we provide a detailed description of
the SmartGap algorithm.
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2.1

FIFO Buffer Management

Let us consider a DT-WSN that contains a source node, a sink node, and a
data mule which moves in a random pattern between the source and sink nodes.
The data mule collects data from the source node and uploads it to the sink
node. Furthermore, assume that the the buffer space and transport capacity of
the mule is insufficient to handle the load. Given that the source node employs
FIFO (First In, First Out) as both queuing policy and forwarding strategy, the
outcome could resemble that shown in Figure 2.
As follows from the figure, the delivered data is very unevenly distributed
over time – during some periods, all sampled data is delivered, while there are
also long periods with no or few data samples are delivered – something which
makes it hard to reconstruct the original series of measurement. This is to be
expected, as the FIFO strategy always picks the oldest packet in the buffer for
forwarding or discarding.
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Fig. 2: Delivered data from a simulated DT-WSN (random-waypoint) which employs FIFO queueing policy and forwarding strategy. Note the long gaps in the
delivered data.

2.2

Random Buffer Management

Temperature (°C)

A naive attempt to spread out packets more evenly could be to use the Random
algorithm, i.e. to randomly discard samples at times when the buffer is full, and
to randomly pick the packet to forward next. Figure 3 shows the result of using such a buffer management policy for the same system as used in Figure 2.
Compared to FIFO, the Random algorithm spreads out the data more. However,
note that data is still clustered since the Random algorithm has a bias towards
delivering recent packets. This can be explained by viewing the buffer management problem as an urn problem. Assume that data is constantly added to a
buffer (urn), from which packets are randomly removed – either by forwarding or
discarding. As this is an iterative process, a packet added early has higher probability to be chosen for removal than a packet added later. When we simulate
the algorithm, we can clearly see this effect.
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Fig. 3: Delivered data from a simulated DT-WSN (random-waypoint) which employs Random queueing policy and forwarding strategy. There are still gaps in
the delivered data, but the gaps are reduced compared to the FIFO case.

2.3

SmartGap

The SmartGap algorithm attempts to further shorten the duration of periods
with few delivered packets. SmartGap calculates the gap in time that would

result from removing a specific packet from the buffer, and then gives priority to
packets that cover large gaps. SmartGap is based on the notion of creation time:
the time when a packet, P , was created at the source sensor node, time(P ).
Definition 1: Interpacket gap The interpacket gap represents the difference in creation time between two packets. For two packets Pi and Pj the
interpacket gap is time(Pi ) − time(Pj ) .
Definition 2: The gap metric The SmartGap algorithm is based on the
gap metric. For a given packet buffer in a node, sort all packets in the buffer
according to creation time. Then the gap metric for a packet Pn is the interpacket
gap between the preceding packet, Pn−1 , and the succeeding packet, Pn+1 , packet
in the buffer:
Gap(Pn ) = time(Pn+1 ) − time(Pn−1 ) .
For example, consider a buffer with three packets, P0 , P1 , and P2 , with creation
times 1, 3, and 4, respectively. Then we obtain:
Gap(P1 ) = time(P2 ) − time(P0 ) = |4 − 1| = 3.
The computations of the gap metric for the first and last packet in the buffer
are slightly more complex, since these packets do not have both a preceding and
a succeeding packet.
Depending on whether SmartGap is used as a forwarding strategy or a queuing policy, these two border cases are handled differently. When used as a queuing
policy, SmartGap considers the first and last packets to have an infinite gap metric, and will therefore not discard them. When used as a forwarding strategy,
SmartGap estimates the gap metric for the first and last packet as twice the
interpacket gap between these packets and the closest packet in the buffer. This
is based on an assumption that the packets are evenly distributed. Thus, if P0
is the first packet and PN the last packet, we have:
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Gap(P0 ) = 2 · time(P1 ) − time(P0 )
Gap(PN ) = 2 · time(PN ) − time(PN −1 )
2.4

SmartGap Queuing and Forwarding

SmartGap uses the gap metric to prioritise packets. As a queuing policy, SmartGap will discard the packet with the lowest gap metric. In other words, packets
in bursts have higher probability of being discarded than single packets. When
used as a forwarding strategy, SmartGap will forward the packet with the largest
gap metric. This means that sparsly distributed packets are more likely to be
forwarded than clustered ones.
Figure 4 illustrates how SmartGap is able to distribute the packets more
evenly as compared to both the FIFO and Random buffer management schemes.
The nodes still run out of buffer space when the path between the source and
the sink node has insufficient capacity, but since SmartGap distributes packets
more evenly, trends in the data are clearly visible.
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Fig. 4: Delivered data from a simulated DT-WSN (random-waypoint) which employs SmartGap. As follows, SmartGap gives even shorter periods with few or
no delivered data as compared to a Random queuing policy.

3

Analysis

This section contains an analysis of the performance of SmartGap. First, an
upper bound for the gap metric is established. Next, statistics for the variation
of the gap in the examples in section 2 are presented. Finally, the computational
complexity of SmartGap is discussed.
3.1

Upper Bound for the Gap

SmartGap determines which packets to discard and which to forward in the
buffer. However, since the ultimate goal of SmartGap is to minimise the largest
interpacket gap among all packets in the network, it is interesting to examine
the effect on the largest gap of discarding a packet from the buffer. For this
purpose, we use the term maximum gap of a set of packets to denote the largest
interpacket gap between two consecutive packets in the sequence obtained by
ordering the packets according to their creation time.
Theorem 1: Assume that P0 . . . PN are packets distributed among a number
of nodes communicating reliably (i.e. without packet loss or with retransmissions
on each hop). Each packet has an associated gap metric, calculated according to
Definition 2. Discarding packet Pn , where 0 < n < N , from a buffer will create
an interpacket gap not larger than Gap(Pn ).
Proof: Assume without loss of generality that P0 . . . PN are ordered in
a sequence according to creation time, so that P0 is the youngest packet and
PN the oldest one, and that packet creation times are distinct – two different
packets in the sequence do not have the same creation time. Let Pn−1 denote the
packet immediately before Pn in the sequence, and Pn+1 the packet immediately
after. Hence, discarding Pn will create an interpacket gap in the sequence of size
G = time(Pn+1 ) − time(Pn−1 ) . We want to show that G ≤ Gap(Pn ).
Assume that the packets in the buffer where Pn is queued are ordered according to creation time (again, without loss of generality). If Pn−1 and Pn+1 are
both in the same buffer as Pn , then Pn−1 must be immediately before Pn , and
Pn+1 immediately after Pn . Hence, when discarding Pn , the size of the newly
created interpacket gap (G) is equal to Gap(Pn ), the gap metric for Pn in the
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buffer (by Definition 2). Otherwise, if not both Pn−1 and Pn+1 are in the same
buffer as Pn , it means that the packet immediately before Pn in the buffer is
younger than Pn−1 , and/or the packet immediately after Pn in the buffer is
older than Pn+1 . From this follows that Gap(Pn ), the gap metric for Pn in the
buffer, is larger than G, the interpacket gap created by removing Pn . Hence,
G ≤ Gap(Pn ). 
Theorem 2: The maximum gap created by discarding a packet in a buffer
according to the SmartGap strategy is 2 NT−1 where T is the interpacket gap
between the oldest and the newest packet in the network, and N ≥ 3 is the
number of packets in the buffer.
Proof: Assume that the network has a single node, and the packets stored at
a sensor node are evenly distributed in time between 0 and T . Also assume that
packets are created at time 0 and at time T . Then the interpacket gap between
any two consecutive packets is NT−1 , and the maximum interpacket gap in the
buffer after discarding a packet is 2 NT−1 . If the packets are not evenly distributed
between 0 and T there will be a packet Pn such that Gap(Pn ) ≤ 2 NT−1 . If not,
all consecutive pairs of interpacket gaps have to be larger than average, which
is clearly impossible. If there are multiple nodes in the network, Theorem 1 tells
us that the maximum gap will not grow larger due to the packets stored at the
other nodes. 
3.2

8

Variation of the Gap

The design goal of SmartGap is to minimise the maximum interpacket gap.
In the simulation in section 2, three different algorithms are evaluated using a
random waypoint mobility model and a buffer size of 110 packets. We repeat
the simulation 30 times and calculate the confidence intervals for the mean,
max and standard deviation of the interpacket gap. The result is presented in
Table 1. As expected, there is no significant difference in the mean between the
three algorithms. However, there is indeed a significant difference in both the
maximum value and the variance: SmartGap provides a significant reduction
of both maximum and standard deviation over FIFO as well as Random. The
reason to this is the tendency of the FIFO and Random algorithms to discard
consecutive packets.
Algorithm
Mean
Max
Standard Deviation
FIFO 3.99 (3.64, 4.33) 800.43 (713.75, 887.11) 38.66 (34.98, 42.34)
Random 4.15 (3.79, 4.51) 388.16 (313.85, 462.47) 17.27 ( 14.66, 19.88)
SmartGap 4.17 (3.81, 4.53) 18.50 (15.94, 21.05)
3.86 (3.36, 4.35)

Table 1: Interpacket gap in the three examples, 30 repetitions of the simulation,
with 95% confidence intervalls presented. Note that SmartGap provides a lower
maximum and standard deviation of the interpacket gap, as intended.

3.3

Computational Complexity

SmartGap has a low computational complexity. By memorising the gap metric
for a packet, and keeping an ordered set of references to the packets in the
buffer, the gap metric needs to be calculated at most three times for each packet
received, and two times for each packet transmitted or discarded. So SmartGap
has linear complexity, O(n), where n is the number of packets received by the
node. Calculating the gap metric requires extracting the creation time from the
header of the packets and performing basic arithmetic operations.

4

Evaluation

In the previous section, we established an upper bound for the size of the maximum interpacket gap. We also compared SmartGap with other buffer management algorithms and found that SmartGap provides a more even distribution of
packets. This section provides a more comprehensive evaluation of SmartGap.
Particularly, the QoI provided by SmartGap is compared with a select of other
well-known buffer management algorithms, namely:
– First In First Out (FIFO),
– Random choice (Random),
– A priority queue based on Humber and Ngai [6] (Humber-Ngai).
All studied buffer management algorithms, including SmartGap, may be used
both as queueing policy and forwarding strategy. FIFO and Random are straightforward algorithms that consider packets opaque. Humber-Ngai is a slidingwindow algorithm which considers packets transparent. The algorithm calculates
a sliding window over the packets as they are created, and if a new packet carries a value that differs more than a certain amount from the values in previous
packets, the new packet is given a high priority. Humber-Ngai’s algorithm also
compresses data by removing samples when there are no significant changes.
Apart from the studied buffer management algorithms, we have also simulated Oldest First, Youngest First, and First In Last Out, however, since neither
one of them differ much from FIFO in terms of performance, they are omitted from our evaluation. We have also considered the algorithms proposed by
Liu et al. [5] and Alippi et al. [7], but found these algorithms to be less suited
for DTN data mules. Instead, they are primarily intended for limiting the data
rate on source nodes. We consider this approach complementary to the buffer
management algorithms evaluated here.
In the following, to be able to differentiate between queuing policy and forwarding strategy, a particular buffer management scheme is denoted: queuing
policy-forwarding strategy. For example, “FIFO-Random” denotes the buffering
scheme that employs a FIFO queueing policy and a Random forwarding strategy.

8

4.1

Simulation Setup and Datasets

Therefore a custom-built simulation system has been developed, focusing on
buffer management in DT-WSN. The simulation system has been built in Python,
on top of the discrete event simulation package, SimPy [11]. In our simulation
system, a DT-WSN is modelled as a set of nodes with pre-set buffer sizes connected with links. Packets emanate from source nodes that model wireless sensor
devices. They are forwarded toward sink nodes, i.e. controllers, along network
paths comprising links and intermediate nodes. The intermediate nodes model
both fixed data aggregation nodes and mobile data mules. A separate mobility model is used to pre-calculate the meetings between data mules and their
neighbouring nodes. Routing is done using the probabilistic routing protocol,
PRoPHET [12], a routing protocol introduced by Lindgren et al. The rationale
for using ProPHET is first and foremost that it is one of a few routing protocols
for DT-WSNs that has been standardised and it is regularly used as a baseline
when evaluating routing protocols, e.g. by Case et al. [13]. To allow the routing
to stabilise, the simulation runs for 2500 simulated minutes, i.e. around 42 hours,
before the actual experiment starts.
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Fig. 5: The four temperature datasets used in the simulations. The data sets are
available online [14–17]

Since the data being transported influences the outcome of the experiments,
our simulation system is trace driven and runs from temperature data sets from
real-world WSNs. Particularly, the evaluation is made against four different
datasets, “Ocean”, “UPS”, “Windows”, and “Garden”, which are depicted in
Figure 5. The datasets are selected to represent a spectrum of different types of
WSN traffic. The “Ocean” dataset is based on a series of deep sea CDT (Conductivity, Temperature and Depth) measurements from the National Data Buoy
Center (NDBC) [18], and is available online [17]. A reason for including this
dataset in our evaluation is to enable comparisons between SmartGap and other
buffer management algorithms beyond the three already included in the evaluation. Already, the “Ocean” dataset was used by Lou et al. [19] in a validation of
their scheme for compressive sampling. The remaining three datasets, “UPS”,

“Windows” and “Garden”, are all captured from a WSN deployed in and around
a property in Uppsala, Sweden, and are available online [14–16].
4.2

Simulation Results

To evaluate the performance of SmartGap in terms of QoI, we simulate a DT-WSN
of size 1000 × 1000 meters. The DT-WSN comprises ten nodes: one wireless temperature sensor node, one controller node and eight data mules. The mules move
according to the widely used random-waypoint mobility model [20]. The speed
of the mules is 5 metres/minute, and they have a range of 50 metres. We test
multiple combinations of buffer sizes and buffer management algorithms. The
QoI experienced in a simulation run is estimated using the mean absolute error
or MAE between the original (f ) dataset and the one being reconstructed at the
controller node (g) using a cubic interpolation:
MAE =

N
1 X
|fi − gi |
N i=1

A low MAE reflects a high QoI. This method of estimating the QoI is based
on the method used by Humber and Ngai [6]. We expect this measure of QoI
to be correlated with the size and the distribution of the interpacket gaps. We
repeat the simulation 30 times, re-seeding the random waypoint simulation each
time. In this way, we vary the distribution of meetings, and this is what causes
the differences in the outcome. We present mean results and confidence intervals.
Figure 6 shows the outcome of the simulations with a varying queueing policy
and a fixed forwarding strategy, FIFO. In other words, the figure illustrates how
the buffer algorithms perform as queueing policies with increasing buffer sizes.
The smallest buffer we simulate is 10 packets. Buffers smaller than 10 packets
leave little room for effective buffer management, and our experience is that for
buffers of that size, the choice of algorithm has little impact on the outcome.
The largest buffer we simulate is 1500 packets, which is a buffer large enough
to acommodate all data without discarding any packets, and hence there is no
difference between the buffer algorithms. We expect a smaller buffer to give a
larger error, and thus a lower a QoI, and a larger buffer to give a smaller error,
and thus a higher QoI.
Our first observation is that Humber and Ngai’s algorithm [6] almost perform the same as FIFO. The MannWhitney U test (p=0.05) accepts the alternative hypothesis that the two algorithms performs differently for buffer sizes
larger than 800 packets on the Window and Garden Data sets, but otherwise
rejects it. It appears that the Humber and Ngai algorithm is sensitive to the
parameterisation, which needs match the characteristics (primarily variance and
autocovariance) of the data. We tried to find a reasonable configuration of the
algorithm experimentally, but of the settings we tried significantly outperformed
FIFO for all data sets and buffer sizes.
Next, we observe the scale of the MAE. The resolution of the temperature
sensors is about 10−1 , and errors much smaller than this would for any practical
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Fig. 6: Results from simulations using the FIFO forwarding strategy, with 95%
upper confidence intervals presented. The lower confidence intervalls excluded
for legibility. Humber-Ngai gives a small but significant reduction in MAE in the
Ocean and Garden data sets, especially for larger buffer sizes. Random gives a
significant reduction in MAE over both FIFO and Humber-Ngai, and SmartGap
further reduces the MAE, especially for small buffer sizes.

application be dominated by the resolution of the sensors. In addition, we note
that the confidence intervals in the outcome for the FIFO/Humber-Ngai strategies are large compared to SmartGap. The reason to this is that the selected
mobility model has a larger impact on both FIFO and Humber-Ngai than on
SmartGap. Since we re-seed the mobility model for each run, the distribution of
the meeting times will vary, and, in comparison with SmartCap, this appears to
have greater impact on the outcome of the FIFO and Humber-Ngai simulations.
Another observation is that for all buffer sizes, SmartGap outperforms Random which in turn outperforms FIFO. In section 3.2 this trend is shown for a
single buffer size when studying the variance and maximum interpacket gap. In
the extended simulations reported here, we note that the observation holds true
across the range of buffer sizes simulated, regardless of which data set is used.
Thus, SmartGap fullfills the design goal of providing a significant improvement
in QoI.
It is interesting to note the scale of the buffer sizes. To obtain an MAE of
10−1 , SmartGap requires a buffer of about 10 - 15 packets. To obtain a similar
result with Random the buffer must be increased to 150 - 200 packets, while the
FIFO and Humber-Ngai discard policies require buffer sizes of 200 - 800 packets.
Hence, SmartGap creates the potential for a design choice. An application could
take advantage of this improved QoI, but could also maintain the QoI while
freeing up resources. This could for example be used to reduce device cost or
improve device lifetime through energy saving.
SmartGap can also be used as a forwarding strategy. As previously mentioned, this will give priority to packets with a high gap metric when forwarding
packets. We expect the forwarding strategy to have a smaller impact on the experiment outcome. The forwarding strategy decides the order in which packets
are delivered towards the destination, and our QoI does not depend on delivery
order. Instead, it depends on whether a packet arrives to the destination or not.
Repeating the experiment, using SmartGap as the forwarding strategy instead
of FIFO did not give a significant change in the experiment outcome.
To summarise, these results indicate that SmartGap could provide a significant improvement in QoI when used as a queuing policy, and that it provides
QoI at least on par with other algorithms when used as a forwarding strategy.

5

Discussion

After presenting the simulation results we follow with a short discussion of the
motivation for developing SmartGap and the limitations of this buffer management algorithm.
5.1

The raison d’être of SmartGap

Although it might seem that SmartGap and similar buffer management solutions
are superfluous, and could be avoided through proper network provisioning, we
argue otherwise. For example, one seemingly straightforward way to provide a

8

high QoI would be to dimension buffers so that the likelihood of running out
of buffer space is minimal. However, predicting the required buffer space in a
DT-WSN is extremely difficult, and the available hardware may not be capable
of providing the required buffer space. In a survey by Hempstead et al. [21],
the available storage space of the examined wireless sensors ranged from under
1 KB up to 138 KB. Moreover, even if the sampling is dimensioned for the
lowest available bandwidth and buffer space, the sensor device will be unable to
opportunistically take advantage of occasional extra available bandwidth, and
buffer over-provisioning may in practice be a too costly alternative.
A seemingly attractive replacement to buffer management, would be to use
compression or aggregation to reduce the amount of data being transferred between nodes in the wireless sensor network. For example, Vuran et al. [22] propose the use of temporal and spatial correlation in the data, and Al-Karaki et
al. [23] present a number of suitable algorithms for data aggregation in WSNs.
However, these and other approaches require data mules to be able to parse the
data being collected, and perform potentially expensive operations, something
which make them less suitable as general solutions. Still, it should be noted
that compression and aggregation are indeed attractive solutions in specialised
DT-WSNs, not least since they enable an explicit tradeoff between communication and computation resources, and thus could open up for significant energy
savings.
5.2
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Limitations of SmartGap

SmartGap relies on a few underlying assumptions, and if these do not hold true,
SmartGap is unlikely to perform well. In particular, SmartGap assumes that the
packets being transported in the DT-WSN are self-contained and correlated. In
other words, the application must be able to interpret one packet alone, and there
must be a correlation between packets to exploit. Normally, for environment
sensing applications, sampling is done at a higher rate than the frequency of the
underlying physical property being measured, as can be expected from NyquistShannon. However, if the frequency of the underlying signal is too high, the
correlation becomes weak. In that case, SmartGap would not provide any clear
advantage. Consequently, in such scenarios it may be better to obtain a group
of samples, collected very closely in time, and extrapolate the rest of the signal.
Self-containment is primarily a problem if samples do not fit into a single
packet. This can for example happen if the sample is an image whose size is larger
than the Maximum Transmission Unit, i.e. each sample will occupy multiple
packets. If one packet is discarded, the rest of the packets that belong to the
same sample become more or less worthless, and in this situation the strategy
used by SmartGap is likely to cause more harm than good.

6

Conclusion

In this paper, we have proposed a novel buffer management algorithm, SmartGap,
for Delay-Tolerant WSNs, i.e. WSNs with occasional connectivity between mo-

bile and stationary wireless sensor nodes. SmartGap estimates the Quality of
Information, or QoI, of packets and gives priority to packets that contribute
more to QoI. SmartGap determines the priority of a sample packet by the error
or gap that a loss of this packet would impose on an overall series of measurements. An analysis and a simulation-based evaluation of SmartGap have been
conducted, in which the algorithm is compared with a select of buffer management algorithms. According to the evaluation, SmartGap provides significant
improvements in QoI compared to the alternative algorithms when used as a
queueing policy, and performs at least as good as these algorithms when used
as a forwarding strategy. The largest improvements are obtained in situations
where the buffer space is small, and large amounts of data are discarded.
SmartGap is primarily intended for networks such as the water monitoring
system in Malawi [3], where connectivity is opportunistic, memory space is limited, and the fidelity with which the the original signal can be recreated is crucial
for the quality of the results.
The evaluation has been made using simulations with a random waypoint mobility model. A number of alternative mobility models have been developed [24],
often in association with the development of routing protocols. One direction in
which we wish to continue this work, is to test the performance under alternative mobility models, including replicating routing, and explore the interaction
between the mobility model, the routing algorithm and the buffer management
algorithm. As part of this work, we wish to study the fairness characteristics of
SmartGap. Finally, encouraged by our promising simulation results, we would
like to deploy SmartGap in a real world setting.
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Abstract
One of the challenges in Delay Tolerant Wireless Sensor Networks (DTWSN), is to handle situations where the available buffer space is insufficient.
This is the buffer management problem. In this work, we the buffer management problem, with focus on algorithms to decide what data to discard
when buffers are full. We simulate a wide range of network configurations,
using a full factorial experiment design. The simulations let us investigate
both the relative performance of four buffer management algorithms and the
effect of different factors on buffer management performance. The four algorithms we investigate are the two well-known algorithms FIFO and Random
Discard, and two Quality of Information based algorithms: an exponential
moving average forecasting-based algorithm and the SmartGap algorithm.
Our results indicate that certain factors, including mobility model and routing algorithm, have larger influence on relative performance than factors such
as link speed and lifetime of data. We also find that the SmartGap buffer
management algorithm provides significantly better QoI compared to the
alternative algorithms.
Keywords: DTN, WSN, DT-WSN, SmartGap, Simulation, ANOVA
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1. Introduction
A Delay Tolerant Wireless Sensor Network (DT-WSN) is a combination
of Delay Tolerant Network and Wireless Sensor Network technologies. In
other words, a DT-WSN is built out of constrained devices, which sense
the environment and communicate using wireless links, and is engineered to
function correctly even when no end-to-end path is available [1]. A DT-WSN
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often use data mules, mobile nodes capable of transporting data between
disconnected parts of the network, to bridge connectivity gaps. By combining
the advantages of DTN and WSN in this way, DT-WSN enables us to deploy
WSN technologies in locations without infrastructure support.
DT-WSNS can be employed in many different contexts. For example, one
application is to monitor water quality in a dam at a remote location. A DTWSN can continuously monitor the water quality, and buffer the collected
data. When communication opportunities appear, for instance a vehicle passing by equipped with communication and storage capabilities, the collected
data is handed over to the vehicle for transportation to the Internet. The
vehicle is then a data mule in the DT-WSN.
However, WSN devices may not always be directly suitable for use in
DTNs. A DTN needs buffer space to store data during periods without connectivity, and DTN routing protocol may even replicate packets to improve
the delivery probability. Meanwhile, in a WSN, buffer space is often scarce to
limit power consumption and device cost. So, in many scenarios, the performance of a DT-WSN depends on efficient management of the limited buffer
space. This is the buffer management problem. When a WSN device runs
out of buffer space, it needs to decide what packets to keep, and what packets to discard. The problem is how to identify which packets to keep in the
buffers and which to drop, given the limited capabilities of the WSN devices.
For this we use the notion of Quality of Information (QoI), representing a
measure of how valuable data is for an application.
In this work, we explore the performance of buffer management algorithms for DT-WSNs. To our knowledge, a fairly small amount of work has
been done in this area. Previous studies of buffer management algorithms for
WSNs and DTNs have a broad spectrum of objectives, and there are large
variations in the scope of these avaulations and the way have been caried
out, which makes it hard to directly apply the results to DT-WSN scenarios.
Therefore, we seek to answer two questions:
1. What is the relative importance of different factors in the evaluation of
buffer management algorithms for DT-WSN?
2. How does QoI based buffer management algorithms perform over a
wide range of network configurations?
To address the first question, we devise a methodology for analysis of
the influence of experiment factors, using a full factorial experiment design,
2

where we study two different performance indicators: latency and Mean Absolute Error (MAE) [4]. Latency is a common performance metric in networking, representing the time it takes for data to be transported from a
source to a destination. MAE is a regularly employed method to determine
the accuracy of a prediction in relation to the eventual outcome, and has
previously been used by Humber and Ngai [5] on WSN data to estimate how
well the collected measurements reflect the original data set. From previous work, we have identified the six factors which seems to have the most
influence the performance of buffer management algorithms:
• Routing algorithm

• Link capacity

• Mobility model

• Data lifetime

• Buffer size

• Type of data being transported

For the second question, we explore the performance of two QoI-based
algorithms: SmartGap [6] and the exponential weighted moving averagebased algorithm developed by Humber and Ngai [5] for WSN. We compare
the performance of those two QoI-based algorithms with the performance of
two-well known algorithms, namely FIFO and Random. When the buffer is
full, FIFO will always discard the oldest packet in the buffer, while Random
uses a uniform random process to decide which packet to discard. As will
become evident, the QoI-based algorithms do indeed provide superior MAE
in a wide range of network configurations, however, at the cost of higher
latency.
1.1. Related Work
In literature, the buffer management problem has been studied independently for DTNs and WSNs, and to our knowledge there is little work on the
combination of the two technologies. For DTN buffer management, Lindgren
et al. [7] lay the foundations by exploring a number of well-known algorithms
such as FIFO, FILO and Oldest First. Krifa et al. [8] focus on finding optimal buffer management algorithms, providing both mathematical models and
simulation results. Lenas et al. [9] introduce DTQM, a way to reduce queuing
delays while using storage with different performance characteristics. Hsu et
al. [10] introduce a buffer management algorithm for multicasting in DTN,
while Pan et al. [11] present a buffer management algorithm for streaming
media.
3
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In the area of buffer management for WSNs, Shu et al. [12] introduces
a scheme for a prioritisation of packets, splitting the buffers so that highpriority packets are preserved in situations with insufficient buffer space.
Humber and Ngai [5] develop an algorithm, which focuses on Quality of Information aspects, estimating the importance of packets and giving priority
to important packets. They also propose modifications to the SPEED [28]
routing protocol, enabling the routing protocol to prioritize packets. Souza
et al. [13] investigates a scheme for dropping packets based on the estimated
distance to the destination of the packet, tying buffer management and routing together. Moreover, we in our previous work have proposed an algorithm,
which focus on improving the distribution of delivered data by examining the
creation time of packets [6].
A few authors have also reported on their experiences with implementations of DT-WSNs, which include some degree of buffer management. These
include the data elevator by Pöttner et al. [14], and a wind tunnel monitoring system by Luo et al. [15]. There are also networks such as LUSTER
by Selavo et al. [16] which employ both WSNs and DTNs, but in separate
parts of the networks. These networks differ from DT-WSN in that the DTN
components run on devices with significantly more resources than the WSN
nodes.
1.2. Structure
The remainder of this article is structured as follows: In Section 2, we
present the methodology, including the simulation system and the factors
explored. Next, in Section 3, we present the results. Finally, we provide
conclusions in Section 4.
2. Methodology
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We use a quantitative method based on simulations. We have chosen to
use simulations as our method of evaluation, since it allows us to explore
a wider range of algorithms and topologies, compared to what would be
possible for example with a testbed.
Next, we describe the terminology and the simulation system we use.
Then we present our experiment design and the statistical methods we apply.
Finally, we detail the factors included in the evaluation.

4

2.1. Terminology
The terminology we use is based on regular statistical terminology [17].
We use a full factorial experiment design [18]. The variables in the experiments are called factors (also called “independent variables”). Examples of
factors in our experiments are buffer size, mobility model and buffer management algorithm. A factor has two or more values, called levels. For
example, the factor “buffer size” could have 10 and 1000 packets as levels.
A configuration is an assignment of levels to factors. For example, a possible configuration for our experiments could be to have 100 packets as buffer
size, random waypoint as mobility model, and FIFO as buffer management
algorithm. The outcome of an experiment is called a performance indicator
(or “dependent variable”).
2.2. Simulation System
We use a simulation system written in Python. It is based on the discrete
event simulation package SimPy [19]. We combine this with the numerical
analysis package NumPy and the scientific computing package SciPy [20].
We designed this simulation system specifically for buffer management in
DT-WSN systems. An earlier version of this simulation system was presented
in our previous work [6]. The simulation system provides an outcome for
experiment configuration. We use R [21] for the statistical analysis of the
result.
2.3. Experiment Design
We use a full factorial experiment design, where we define a set of factors
and each factor has a number of levels. We run a simulation for each possible
experiment configuration, and the result is a set of performance indicators.
As we wish to study the impact of individual factors, the next step is to
divide the data into groups according to factors, and compare the groups using the ANOVA (Analysis Of VAriance) test [18]. This allows us to establish
what factors have large impact on experiment outcome. Once those factor
have been identified, we use post-hoc tests to obtain more specific information
the significance of the factors.
In the simulation, all factors are treated equal, but in the analysis of the
experiment outcome, we put special emphasis on the buffer management algorithm factor. We do this in two ways. First, we analyse the relationship
between the buffer management algorithm and the other factors. Secondly,
5
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for the ANOVA grouping, we divide the data according to the buffer management algorithm factor.
Our goal with this experiment design is twofold. It allows us to examine
the relevance of the the different factors for buffer management performance,
and it lets us compare the performance of the different buffer management
algorithms.
2.3.1. The ANOVA Test
In an ANOVA test, we take the collected performance indicators, group
them according to a factor, and then examine how the grouping of the data
influences the mean and the variance within the group compared to the full
data set. Grouping in ANOVA entails dividing the data according to one or
several factors, which in turn may have two or more levels.
We start with all the data, and calculate the mean and variance. Then
choose one or several factors (for example, mobility model and buffer management algorithm algorithm), and group the data based on these factors.
After grouping the data, we calculate the mean and variance for each group,
and compare with the full data set. If the variance is significantly lower in
the groups compared to the full data set, the ANOVA rejects the null hypothesis (all groups are simply random samples of the same data). Figure 1
illustrates the process in a case with two groups.
Note that ANOVA will not tell us how large the difference between the
groups is. The test only shows if there is a significant difference. Therefore,
we have to run a post-hoc test to determine the magnitude and direction of
the difference between the groups.
2.3.2. ANOVA Calculations
ANOVA relies on several assumptions about the data set:
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1. The samples in the data are independent (the selection of one sample
cannot affect the others).
2. The performance indicator must be an interval or a ratio. It cannot be
yes/no for example.
3. The data should be normally distributed1 .
1

If the data is not normally distributed the test becomes weaker, but ANOVA is known
to still work well, see Lix et al. [22] and their evaluation of ANOVA and alternative methods, or Schmider et al. [23] which specifically explored this problem. In our experiments,
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Figure 1: Illustration of how ANOVA can be used to reveal factors with significant effect
on the outcome. ȳ marks the mean of each group. The original data set is the sum of two
distributions. Data is grouped by two different factors, one which has a significant effect
on the outcome, and one without. When data is grouped by the factor without significant
effect, there is little difference in mean and variance compared to the original data. In
the case when data is grouped according to the factor with significant effect, mean and
variance differ compared to the original data.

7

9

4. The variance of the data does not vary widely between the groups (very
large difference in variance weakens the test).
The null hypothesis in our ANOVA test is that there is no significant
difference in mean or variance between groups of data. The alternative hypothesis is that there is indeed such a difference, and that it is significant.
To test the hypothesis, ANOVA compares the difference within the grouped
data with differences between the groups. This is done in the following way:
1. Denote each sample y. Group the data based on the factors. The
samples in group i are denoted yi . There are N groups and K samples.
2. Calculate the mean for each group ȳi and the mean over all data ȳ.
3. Calculate the degree of freedom within (DFW ) for each group we intend
to examine.
4. Calculate the degree of freedom between groups (DFB ). To do this,
calculate the total degrees of freedom (DFtot , which is the number of
samples minus one). Then, subtract the sum of the degrees of freedom
within groups to obtain the degrees of freedom between groups: DFB =
P
DFtot − DFW .
5. Calculate the sum of squares between groups: SSB =
6. Calculate the sum of squares within groups: SSW =

n
P

(yi −
i=1
k P
n
P

ȳ)2 .

(yij − ȳi )2 ,

j=1 i=1

where yij is a sample in the group yi .
7. Calculate the mean square within groups: MSB =
8. Calculate the mean square between groups:
9. Calculate the F statistic: F =

9

MSB
MSW

SSW
.
DFW
SSB
MSB = DFB .

.

The F statistic is a measure of the difference between the mean in the
grouped data and the full data set. If there is no difference between the
two data sets, we expect the F statistic to be close to one2 . On the other
hand, if there is such a difference, we expect the F statistic to be larger than
1. So, a large F statistic supports the hypothesis that grouping the data
the data is typically not normally distributed, but we consider ANOVA to still be applicable.
2
It is possible to obtain an F statistic lower than 1, if MSW is larger than MSB . This
can happen if the grouping increases the variance.
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this way has a significant influence on the performance indicator. A small
F statistic supports the null hypothesis. To determine the significance level
from the F statistic, we can use a precomputed table of the F-distribution.
In practice, we use R [21], a software for statistical computing, to do the
statistical analysis and calculations.
2.3.3. Post-hoc Tests
The ANOVA test will indicate if the levels of a factor have a significant
influence on the outcome of the experiment. However, the ANOVA test will
not tell us how the levels influence the experiment outcome. In other words,
it can tell us if buffer size influences experiment outcome or not, but it cannot
tell us what the difference is in outcome between a buffer size of 20 and 200
packets. Therefore, we need to apply post-hoc tests to better describe the
effects identified by the ANOVA test. First, we use descriptive statistics and
calculate the mean for each level to determine the central tendency of the
data. Secondly, to decide if the difference in mean is significant or not, we
use the Wilcoxon rank-sum test [24]. To perform the Wilcoxon rank-sum
test, the following procedure is used:
1. Combine the two groups of observations, and sort them from smallest
to largest. For example, we can have two groups of hens, brown and
white. During the last week, our two brown hens produced 2 and 4
eggs respectively, while our 3 white hens produced 1, 2, and 6 eggs
respectively.
2. Based on the ordering they are sorted, assign a rank to each observation. If there are ties, use the average value. In our example the data
set is (1, 2, 2, 4, 6). Then the ranks would be (1, 2.5, 2.5, 4, 5).
3. Calculate the sum of the ranks for each of the groups. In our example,
the sum of ranks would be 1+2.5+5 = 8.5 for white hens and 2.5+4 =
6.5 for brown hens.
where n is the sample size and R is the sum of
4. Calculate U = R− n(n+1)
2
ranks. Do this for both groups. In our example Uwhite = 8.5 − 3(3+1)
=
2
2.5 and = 6.5 − 2(2+1)
=
3.5
2
5. Lookup the lower of the two U values (Uwhite = 2.5) in the table of
critical values for U statistic to obtain the significance level.
In practice, the test requires more samples than in this example to give
reliable results. A typical recommendation is to have at least 20 samples.
9
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With a larger sample size, the test can tell us if the distributions of the
two groups are different. This is important: there may be cases, where the
difference identified by the ANOVA test only influences one or a few levels
of the factor. To once again use the example with the buffer size, it could be
that the outcome for buffer sizes between 10 and 500 packets are identical,
while a buffer size of 1000 packets gives a different outcome. We could use
alternative tests for the same purpose, such as the Kolmogorov–Smirnov twosample test [25], but we have chosen the Wilcoxon rank-sum test due to the
stability of the test against outliers in the data.
A problem when applying the Wilcoxon rank-sum test is that it only
compares two sets of data, but we can have more than two levels of a factor
in the ANOVA test. Therefore, we apply the test pairwise on the data. In
other words, for each level of the factor, we run the test for each combination
of levels. Assume for example that we have three types of hens: black,
white, and brown. Then we can compare black-white, black-brown, and
finally white-brown hens. This way we can tell if any of the colours provide
significantly different results compared to the other colours, and by combining
this information with an estimation of the central momentum such as the
mean we can also identify the direction of the difference.
It should be noted that it is possible for the results not to be transitive.
In other words, the test can say that the result from using black and brown
hens comes from the same distribution, and that the result from using brown
and white hens comes from the same distribution, but that the results from
black and white hens do not come from the same distribution. We use R [21]
to perform the calculations.
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2.4. Factors
We have chosen to study six different factors, namely: routing, mobility
model, buffer size, link capacity, lifetime, and content being transported.
The choice of factors and levels is based on the factors found in the previous
work, which is summarised in Table 2.4. Note that we also include buffer
management algorithm as a factor in the experiment design, even if we do
not analyse this as a separate factor. In the following, we will provide a short
motivation for the choice of levels for each factor.
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Table 1: Configurations used in previous work on buffer management algorithms suitable for DT-WSN.
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2.4.1. Routing Protocol
A wide range of routing algorithms has been developed for WSN systems.
However, some of them assume a constant connectivity and are therefore
unsuitable for DT-WSN. There also exists a number of proposed routing
protocols for DTN, not all of which are suitable for the constrained devices
used to build DT-WSN. Li et al. [30] observed that there are two major classes
of routing protocols for DT-WSN: single copy and multiple copy. In a single
copy routing protocol, each data packet is transferred from node to node
without replication. A reliable transport can be ensured by retransmission
of lost packets. In a multiple copy protocol the packet is duplicated to several
nodes. By controlling the number of copies and their distribution a multiple
copy protocol can create a trade-off between transport reliability and resource
consumption.
We have chosen to include four routing protocols in the study, which
we consider representative of the different strategies for routing in DT-WSN:
the single copy protocols First Contact and PRoPHET [31], and the multiple
copy protocols, Epidemic and Spray-and-Wait [32].
First contact is a simple single copy routing protocol. When a node
encounters another node, it will try to transfer all packets in the local buffer
to the other node. The path of the packets through the network resembles
a random walk. This algorithm is used in previous work, for example, the
work by Rashid et al. [33].
PRoPHET [34] is a probabilistic distance-vector routing protocol. Using
PRoPHET, each node maintains a distance vector for each other node in the
network. When a pair of nodes meet, an exchange of the distance vectors is
made. The nodes then calculate a distance vector based on a combination
of their own distance vector (which contains historical information) and that
of their neighbour. By examining the resulting distance vector, it is possible
to decide the distance for each destination. The packets are then transferred
to the node closest to their destination according to the distance vectors.
PRoPHET is standardised in RFC 6693 [34], and, for example, used by
Lindgren et al. [7]. It is possible to use PRoPHET as a multiple copy protocol,
but we will only use it as a single copy protocol.
Epidemic is a simple multiple copy routing protocol. When two nodes
meet when using epidemic routing, they will compare the packets they have
in memory. If a packet is only present at one of the nodes, it will be copied
to the other node. The nodes continue this procedure until either the two
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nodes have identical sets of packets, or they move out of range. When using
epidemic routing, the packets will spread until all nodes in the network obtain
a copy. Once a copy is delivered to the destination of the packet, a vaccination
for the packet will be created. A vaccination is a packet that informs a node
that the content of an associated data packet has been delivered. After the
vaccination has been received, any copy of the original packet can safely
be discarded, freeing up buffer space. The vaccination spreads through the
network using the same epidemic routing model as the packets use. Epidemic
routing is, for example, used by Hsu et al. [10] and Pan et al. [11].
Spray-and-Wait [32] is a two-step, multiple copy protocol. In Spray-andWait, each packet is created with a number of tokens limiting the maximum
number of copies. Each time the packet spreads to another node, half of
the tokens follow the packet to the other node. Once the packet has no
more tokens, it can no longer spread, and instead waits at the nodes for
delivery. When using Spray-and-Wait routing, packets with a low number
of forwarding tokens should be discarded before packets with a high number
of forwarding tokens. A vaccination system identical to the one in epidemic
routing is used to remove delivered packets from the network.
There exist hybrid protocols based on Spray-and-Wait, such as Sprayand-Focus [35]. In these protocols, the packets are initially distributed in
the network using the method described above. However, as a second step, a
distance vector protocol is used to transport the packets to the destination.
While these protocols may provide a better performance, we do not believe
they bring further clarity to the subject of this study, and therefore we have
chosen not to include them.
2.4.2. Mobility Models
A number of mobility models for simulations of mobile sensor networks
have been developed. Mota et al. [36] list 13 types of models, and the authors
of this publication are aware of additional models, not included in the survey.
We find that the mobility models for DT-WSN fall into three broad classes:
random models, map based models and mobility traces.
Random models are based on a mathematical description of the movements of the nodes. Two well-known random models are the Random Waypoint Model and the Random Walk Model [37]. Meanwhile, a mobility trace
is based on collected data about the movement of physical objects. A number
of such traces have been used in literature, such as the traces of San Francisco’s taxi cabs which are accessible through the CabSpotting website [38].
13
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Map-based models are a hybrid of the two. In a map-based model, there are
given paths which on the nodes can travel. The actual path taken is governed
by a random process which chooses between the available paths.
In this work, we use one mobility model of each type. We choose to
include the Random Waypoint (RWP) model. While this model has known
weaknesses [39], it is probably the most frequently used model for mobility in
WSNs; the reason for this is the ease with which it is implemented, the wellknown properties (see for example the study by Abdullah and Simon [40]),
and the low computational cost. We configure the RWP model in the same
way as Krifa et al. [8], but let the model run over 5000 minutes instead of
5000 seconds. This way the time scale of the RWP model is the same as the
time scale of the other models. Table 2.4.2 lists the parameters of the model.
Parameter
Value
Simulation area (m): 1000 x 1000
Number of nodes:
30
Source nodes:
5
Sink nodes:
1
Radio range (m):
100
Speed (Km/H):
6
Table 2: Random Waypoint Simulation, based on Krifa et al [8]
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We use the map-based mobility model included in The One network simulator [41]. This model is based on a map of Helsinki, and simulates the
movement of a number of different classes of nodes, including trains, cars
and pedestrians. To see the meetings, we made a small modification to The
One simulator, logging the meetings between the nodes. We then ran the
model for 5000 steps using the default layout. Figure 2, shows the simulation
tool. This scenario includes long delays, and it is easy for data to end up
“stuck” on nodes with limited opportunities to forward the data. We sorted
the nodes by the number of meetings they have with other nodes, and the
one with the largest number of meetings was chosen as our sink node; the
following five nodes were chosen as our source nodes.
Finally, we include a mobility trace captured at Grimsö wildlife research
station. The data set is part of a long term project to capture and monitor
Fallow Deer (Dama Dama) [42, 43]. This mobility trace was captured using
GPS collars. The raw trace includes two different animals. In the trace, the
14

Figure 2: The One network simulator, showing the default layout.

resolution of the data varies over time, depending on settings of the collars.
We compensate for this by assuming a constant speed between the sampled
positions. In the simulation, we also introduce a sink node accessible from
four different radio towers. The collars on the deers connect to the radio
towers to upload data. The collars can also exchange data when in close
proximity. We let both collars generate data. Figure 3, shows a plot of the
raw mobility data, with the circles representing the range of the radio towers.

2.4.3. Buffer Sizes and Link Capacity
In our simulation, we do not consider packet size as a separate factor.
Instead, we simulate a range of buffer sizes and link capacities, which we
argue covers a wide range of possible combinations of data and network performance. The smallest buffers we simulate were of size 10 packets, which we
have found to be the minimum buffer size where effective buffer management
can be performed in a network. Based on previous work, we chose to limit
the maximum buffer size to 1000 packets. In between these two extremes, we
chose to investigate two additional buffer sizes: 50 packets and 200 packets.
In the related work, many different buffer sizes are explored. The rationale
15
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Figure 3: Raw tracking data of two fallow deer from Grimsö. The four circles illustrate
the coverage of the base stations.
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behind limiting the evaluation to just four different buffer sizes is that, in
related work, the performance trend of buffer management algorithms tends
to hold regardless of the buffer size. In other words, investigating many
additional buffer sizes between the extremes rarely bring new insights.
We have also chosen to investigate link capacities of 10 packets per
minute, which we consider reasonable for slow networks, 60 packets per
minute, a value found in related work [7], and 360 packets per minute, which
is reasonable for a fast DT-WSN. Note that link capacity, while having a
large impact on network capacity in traditional packet-switched network,
may have a limited influence on the relative performance of different buffer
management algorithms in a DT-WSN.
Combining link capacity and buffer size, gives us a wide range of networks.
Small buffer size and limited link capacity could be either a network with
very limited resources, or a network transporting large packets. Small buffer
size and high link capacity is typical for many types of WSN nodes, which
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are not designed for use in DTN. Large buffer sizes and low link capacity
are common properties of DTN systems designed for long periods without
connectivity, and with limited capability to communicate the collected data.
Large buffers and high link capacity could be either a network with capable
devices, or a network transporting very small packets.
2.4.4. Lifetime
Lifetime is a typical safety mechanism in DTN systems, which prevents
a packet from indefinitely consuming resources. Setting the lifetime is not
a trivial problem. If the lifetime is set lower than the latency between the
source and the destination of a packet, it prevents communication between
the systems. We note that in related work there is rarely any discussion
about the choice of the maximum lifetime for packets. The parameter seems
to be set rather arbitrarily to either infinity, or to a value that results in a
small fraction of the sent packets being discarded, as can be seen in Table 2.4.
The maximum lifetime partially serves the same purpose as a buffer management algorithm, i.e. to free up resources in the network. However, a maximum lifetime will pre-emptively free up resources, while a buffer management
algorithm will reactively free up resources.
We have chosen to include three different levels for this factor, primarily
based on the latency we expect: 1000 minutes, 2500 minutes and infinity.
These high values ensure that we do not simulate an implicit FIFO buffer
policy based on lifetime, nor prevent communication. We expect this factor
to have a limited impact on the experiment outcome.
2.4.5. Transported Data
The actual data being transported by a DT-WSN is a factor that is primarily of interest when studying the QoI provided by the network. As many
publications focus on other performance factors for their buffer management
algorithms, they do not consider the nature of the data transported. However, to do an estimation of the QoI, we must include the actual data being
transported.
DT-WSN systems are used to transport a wide range of types of data,
from simple data types such as, temperature or vibration measurements, to
complex data, such as positions or images. However, we need a data type
for which the QoI can be estimated and compared. We have chosen to focus
on temperature data and use two data sets from our own previous work: a
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temperature spike when monitoring a UPS (named UPS [44] and the temperature measurements of an outdoors weather sensor (named Garden[45]).
These two data sets are plotted in Figure 4. Data is transmitted at a rate of
one packet per minute over 5000 minutes.
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Figure 4: The UPS and Garden temperature data sets.
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2.5. Buffer Algorithms
We have chosen to include four buffer management algorithms in the
study. Figure 2.5 provides an overview of the algorithms. Two of these are
baseline algorithms used in multiple publications, and the other two are QoI
focused algorithms.
FIFO is the default buffer management algorithm in a wide range of
systems. It builds upon the assumption that packets become less important
with age, so the oldest packets in the buffer are also the least important ones
and should therefore be discarded.
Random is sometimes used as a baseline when evaluating buffer management algorithms. The Random algorithm entails discarding a packet at
random from the buffer. Note that randomly discarding packets each time
a new packet is added will result in a distribution that favours new packets.
While each application of the random algorithm is uniform, the probability
of a packet being remaining in the buffer is (1 − 1b )n where b is the maximum
number of packets in the buffer, and n is the number of applications of the
random algorithm.
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Name
Source
FIFO
Well known [7, 33]
Random Drop Well known [7, 33]
Humber

SmartGap

Advantages
Prioritizes new packets
Prioritizes a wider distribution of
packets
Humber and Ngai [5] Prioritizes packets with high
estimated QoI by examining
content
Söderman et al. [6]
Prioritizes packets with high
estimated QoI by examining
packet distribution

Table 3: An overview of the included buffer management algorithms.

Humber is a buffer management algorithm proposed by Humber and
Ngai [5] for use in WSN, along with modifications to the SPEED [28] routing protocol. The algorithm uses an exponential weighted moving average,
which is calculated over the captured data. A window is created around this
value. Packets with values falling outside the window are given a high priority, while packets falling inside the window are given a low priority. Inside
a priority class FIFO is used. When doing buffer management, low priority
packets are always discarded before high priority packets. The modifications
to SPEED also ensure that high priority packets are forwarded before low
priority packets. We have not included the modified SPEED routing protocol
in this study. Although the algorithm proposed by Humber has been shown
to give good results, tuning is a challenge. The parameters must match the
data transported by the DT-WSN. We have spent some time and effort tuning the algorithm to match our data sets, with the goal that approximately
5-10% of the packets should be given high priority.
SmartGap is an algorithm proposed by authors of this paper [6]. The
algorithm is intended to minimise the variance in the gaps between the delivered packets, which in turn should simplify the analysis of the captured
data. The algorithm basically sorts buffered packets by creation time, and
then assigns packets with no nearby “neighbours” high priority, while packets
which are closely grouped together are given lower priority.
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2.6. Summary of the Factors
Table 4 provides an overview of the levels for each factor we have chosen
to investigate. This set of levels gives us 864 configurations to simulate for
each buffer management algorithm, for a total of 3456 simulation runs.
Factor
Routing
Algorithm

Levels

#Levels

Epidemic, First contact, PRoPHET, Spray-and-Wait 4

Mobility
Model

RWP, Deer, Map

3

Buffer
Size

10, 50, 200, 1000

4

Link
Capacity

10, 60, 360

3

Packet
Lifetime

1000, 2500, ∞

3

Data
Transported

Garden, UPS

2

Buffer
Management FIFO, Random, Humber, SmartGap

4

Table 4: An overview of the factors and levels in the study

3. Results

9

We have chosen a full factorial experiment design, and run the simulation for all possible combinations of the factors. We examine two different
performance metrics: the QoI (estimated using MAE) and the latency in the
delivery of the data. QoI as a performance metric is used in a few previous
works [5, 6]. We consider this metric important for sensing applications, since
it focuses on the value of the data to the application. Meanwhile, latency is
a common performance metric for computer networks, and is used in many
of the previous works.
Due to the large number of simulations and possible interactions, we do
the analysis of the results in two steps. First, we use the ANOVA test to
20

screen which combinations of factors are relevant for the experiment outcome. We only include first level interactions, i.e. interactions between the
buffer management algorithms and one of the other factors. We reject any
combination of factors for which the estimated significance level is too low.
In the second step, we do post hoc analysis of the remaining combinations of
factors to investigate how the buffer management algorithm interacts with
the factor, and how it influences the experiment outcome.
3.1. Quality of Information
We use an estimation of the QoI that is based on comparing an interpolation of the delivered temperature data with the true values, and calculate the
mean absolute error (MAE). This is a method that has been used in previous
work to estimate the QoI [5, 6]. For a discussion of methods to estimate the
quality of predicted data see Hyndman et al. [4].
The Mean Absolute Error (MAE) is computed as follows: An initial set
of measurement data is chosen as a reference. This data set is then used
to form packets, which are delivered through the simulated DT-WSN. Since
this will result in a number of lost packets, some measurement data will be
missing in the data set delivered to the receiver. These missing data points
are interpolated (using a linear interpolation) based on the packets delivered.
The MAE is then calculated as:
MAE =

N
1 X
|fi − gi |
N i=1

N is the number of packets in the original data set, fi is the data in packet
i, and gi is the interpolated value at the same point in time. Note that if
all packets are delivered, the MAE will be 0 and if no packet is delivered
the MAE is undefined. In view of this, our experiments are configured so
that at least one packet is always delivered. A low MAE value indicates that
the network provides data that, after interpolation, closely reflects the actual
measurements. We argue that this reflects data with a relatively high QoI
for sensing applications.
After running the simulations, we calculated the average outcome in the
experiment results. The result is presented in Table 5. Examining the outcome, we see that SmartGap on average provides a lower MAE compared to
the alternative algorithms. Humber and Random performs roughly on the
same level while FIFO provides a higher MAE, as seen in Table 5.
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So, over this wide range of configurations the strategy employed by SmartGap, with a focus on the distribution of packets, gives a better result than
the other three algorithms. Humber and Random provides similar results,
despite using very different strategies. Humber combines a persistent prioritisation and a FIFO buffer for packets in the same priority class while Random
randomly discards packets. As we will show later, the relative performance
of these two algorithms varies depending on the factors and levels used in the
study. FIFO, which gives priority to fresh packets, gives significantly worse
performance as expected.
Buffer management algorithm MAE
FIFO
0.47
Humber
0.42
Random
0.43
SmartGap
0.32
Table 5: Average MAE depending on buffer management algorithm.

The simulation results, as presented in Table 5, may give a general indication of the performance, but they do not reveal what influence the different
factors have on the experiment outcome. Therefore, we use the ANOVA test
to study the impact of the factors, and investigate how they may contribute
to the experiment outcome.
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3.2. ANOVA Test for MAE
A summary of the outcome of the ANOVA test can be seen in Table 6.
We divide the data into groups based on combining the buffer management
factor with each of the other factors. For each combination we get 8 to 16
groups to compare, depending on the number of levels per factor. We note
that all the factors included in the study, except for the lifetime and link
speed, have a significant impact on the experiment outcome according to
the ANOVA test. This is to be expected. Lifetime is set high enough in
all experiments so that a majority of the packets are delivered. Link speed
will primarily influence MAE if meetings are too short to deliver all data.
However, in our simulations, the meetings are normally long enough to allow
nodes to exchange all data, something which reduces the impact of link speed.
We will further investigate the cases where the ANOVA test indicates
that the factor has a significant influence on the experiment results. We will
22

Factors
Buffer management
Buffer management
Buffer management
Buffer management
Buffer management
Buffer management

F value Significance level
and Mobility model
11.35
0.0000
and Routing algorithm
89.07
0.0000
and Buffer size
17.39
0.0000
and Link speed
0.44
0.8504
and Lifetime
0.04
0.9998
and Data transported
15.14
0.0000

Table 6: Experiment outcome for MAE using the ANOVA test. The data has been grouped
by combining the buffer management factor with each of the other factors. We present the
calculated F value and the estimated significance level. Note that for two combinations of
factors the significance level indicates that there is no significant difference between the
groups (significance level >0.05)

focus on the cases where the estimated significance level is less than 0.05,
i.e. those cases in which the ANOVA test indicates that there, with a high
probability, is a difference between the groups.
3.2.1. Impact of Buffer Size on MAE
From our previous work, we know that the buffer size has a significant
influence on MAE [6]. A larger buffer allows a node to store more data,
which in turn increases the number of packets that can be delivered. To
study the impact of buffer size, we create a table of buffer size against the
buffer management policy (Table 7). In the table, we group the data based on
two different factors: the buffer size and the buffer management algorithm.
This gives us 16 groups. We then calculate the average outcome in each
group and present this value.
The table lets us examine the difference in the average outcome. However,
the numbers alone cannot tell us if differences between the buffer management
algorithms are actually significant. Therefore, we need to apply a posthoc test to determine this. As mentioned before we have chosen to use the
Wilcoxon rank-sum test, sometimes known as the Mann–Whitney U test [24].
If the test indicates that results from the two algorithms are similar at a
significance level of 0.05, we mark them using the † (dagger) symbol in the
table. If all comparisons indicate “no significant difference”, we consider the
experiment outcome inconclusive.
Now, we can once again examine Table 7. We note that regardless of
buffer size SmartGap outperforms Humber, which in turn outperforms FIFO,
even if the results are not always significant. The SmartGap strategy of
23

9

1
Buffer Size
FIFO
Humber
Random
SmartGap

3
10
0.56†
0.49†
0.53†
0.33

50
0.49
0.40†
0.46†
0.29

200
0.46
0.34
0.36
0.30

1000
0.38†
0.37†
0.33†
0.31†

2

Table 7: A table of buffer management algorithm and buffer size for the average MAE. 1
illustrates the average outcome (MAE) in a grouping of data (buffer size of 10 packets and
the buffer management algorithm is SmartGap). 2 shows a typical inconclusive experiment. A comparison is made between the four different buffer management algorithms,
using a buffer size of 1000 packets. The † symbol indicates that an application of the
pairwise Wilcoxon rank-sum test over the buffer management algorithms gives a significance level>0.05 when comparing the buffer management algorithms i.e. no significant
difference. 3 shows an experiment where there is no significant difference between Humber
and Random, while FIFO provides a higher MAE and SmartGap provides a lower MAE.
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focusing on the distribution of packets gives especially good results at very
small buffer sizes.
There is an interesting change in the relative performance of Humber
and Random. For very large buffers, Random provides a better MAE than
Humber does. It seems this is because Humber uses a FIFO policy among
packets with the same priority. Particularly, when the buffer size is large,
all high priority packets are delivered, and the FIFO policy will dominate
the performance. However, it should be noted that these results are not
significant according to the Wilcoxon rank-sum test, and it may simply be a
random effect.
We also note that in the case of a buffer size of 10 packets, the test indicates that FIFO, Humber and Random have similar outcome. However, a
buffer size of 200 packets lets us distinguish between the four algorithms. If
we use a very large buffer (1000 packets), the experiment becomes inconclusive. This indicates that the size of the buffer has a significant influence on
our evaluation.
Therefore, from the outcome of the experiment, we conclude that the size
of the buffer is significant when designing an experiment. Choosing a buffer
size that is too small, or too large, limits the ability of the buffer management
algorithm to influence the experiment outcome. We also conclude that for
smaller buffer sizes, SmartGap provides a better MAE than the alternative
algorithms. The results for large buffer sizes are inconclusive.
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3.2.2. Impact of Transported Data on MAE
The choice of data to transport in the DT-WSN is an important factor when considering QoI. In this experiment, all the results are significant
according to the Wilcoxon rank-sum test, as illustrated in Table 8, all the
results are significant according to the Wilcoxon rank-sum test. Furthermore, using SmartGap results the best MAE compared to the alternative
algorithms regardless of the data being transported.
Transported Data UPS Garden
FIFO
0.46
0.47
Humber
0.39
0.46
Random
0.43
0.44
SmartGap
0.32
0.33
Table 8: A table of buffer management algorithm and transported data for the average
MAE. Note that the Wilcoxon rank-sum test indicates that the distributions are significantly different in all cases (no MAE values marked with †)..

Another interesting observation here is that the choice of transported data
in the evaluation indeed has an impact on the conclusions to be drawn from
the experiment. If only the UPS data is chosen, Humber outperforms Random; while if only the Garden data is chosen, Random outperforms Humber.
This is due to the need to optimise the algorithm proposed by Humber to the
specific type of data being transported. In this case, the optimisation, or lack
thereof, for one of the data sets will significantly hamper the performance of
the Humber algorithm. Meanwhile, the SmartGap algorithm provides significantly lower MAE for both data sets, while FIFO provides the highest
MAE.
3.2.3. Impact of Mobility Model on MAE
The three mobility models result in different experimental conditions,
and this in turn is reflected in the average MAE, as seen in Table 9. The
deer model provides a lot of connectivity and a low MAE; the map model
provides limited connectivity and a high MAE while the RWP model falls
somewhere in between. We note that using SmartGap results in better MAE
than the alternative algorithms, and that using FIFO gives the worst MAE.
It is interesting to note that Humber and Random perform almost the same
when the data is divided according to the mobility model.
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Mobility
Deer Map RWP
FIFO
0.30 0.57 0.43
Humber
0.27† 0.52† 0.39†
Random
0.27† 0.56† 0.37†
SmartGap 0.21 0.46 0.24
Table 9: A table of buffer management algorithm and mobility model for the average MAE.
There is no significant difference between the Humber and Random discard algorithms, if
the data is grouped this way, according to the Wilcoxon rank-sum test.

Here we conclude that mobility model can also have an impact on the
outcome, but it is a weaker impact compared to the data being transported.
Furthermore, we conclude that SmartGap gives the lowest MAE compared
to the alternative algorithms and this regardless of mobility model.
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3.2.4. Impact of Routing Protocol on MAE
In Table 10, we present the MAE results when data is grouped based
on the buffer management factor in combination with the routing algorithm
factor. An initial observation is that First contact provide improved MAE
compared to the multiple copy protocols, especially with SmartGap. This
is expected since the multiple copy protocols use the available buffer space
in the network more aggressively, and the additional copies of a message
hold no value once the message has been delivered. In addition, the simple
protocol, first contact, significantly outperforms PRoPHET. We believe this
to be an effect of first contact transmitting packets to nodes regardless of
their delivery probability, using the available buffer space more efficiently. In
contrast, if the delivery probability for the other node is too low, PRoPHET
keeps packets in the buffer, even when they could be offloaded to another
node.
Another interesting observation is that when using multiple copy routing, the impact of the buffer management algorithm is significantly reduced.
Epidemic and Spray-and-Wait routing provides almost identical results for
the FIFO, Humber and Random algorithms. Only with SmartGap is there a
significantly different outcome. We believe this is due to the “backup” copies
of packets that are available at other nodes. The decision to discard a packet
has little impact in case the packet exists elsewhere in the network.
From this experiment, we conclude that the routing algorithm is important, and that choosing a single copy routing algorithm simplifies the analysis
26

Single Copy
Multiple Copy
Routing
First contact PRoPHET Epidemic Spray-and-Wait
FIFO
0.23
0.67
0.47†
0.48†
Humber
0.22†
0.52†
0.47†
0.48†
0.48†
0.48†
Random
0.20†
0.57†
SmartGap
0.13
0.26
0.45
0.46
Table 10: A table of buffer management algorithm and routing protocol, showing the
average MAE. There is no significant difference between Humber and Random according
to the Wilcoxon rank-sum test. FIFO does not perform significantly different from Humber
and Random, according to the Wilcoxon rank-sum test, when multiple copy protocols are
in use.

of the performance of buffer management algorithms. However, we also know
that a considerable effort is focused on improving the performance of DTWSN by using multiple copy routing algorithms. Therefore, it is likely to be
important to include both types of routing algorithms in an experiment. We
also note that SmartGap provides significantly better MAE compared to the
alternative algorithms regardless of routing algorithm used.
3.3. Latency
Latency is generally an important performance metric in computer networks. However, in a DT-WSN there are certain trade-offs. DT-WSNs are
designed to function well despite a relatively high latency. Therefore it might
be worthwhile to trade an increase in latency for improvements in other metrics. Humber and SmartGap are examples of algorithms designed to trade increased latency for improved quality of the delivered data by preserving some
older packets and discarding newer packets. Meanwhile, the very common
FIFO algorithm discards the oldest packets first. Random falls in between.
It favours new packet, but not as strongly as FIFO.
Buffer management algorithm Latency (seconds)
FIFO
214.40
Humber
279.56
Random
228.63
SmartGap
342.97
Table 11: Average latency depending on buffer management algorithm.
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We start by examining the experiment outcome in term of average latency.
The result is shown in Table 11. We note that SmartGap gives the highest
latency, while FIFO gives the lowest latency. We also note that Humber gives
higher latency than Random. These results are more or less what we would
expect, with FIFO discarding the oldest packet in the buffer, and SmartGap
keeping a more even distribution of packets.
3.4. ANOVA Test for Latency
After observing the overall outcome (Table 11), we examine which factors
that influence the experiment. According to our methodology, we initially
perform an ANOVA test, illustrated in Table 12.

Buffer
Buffer
Buffer
Buffer
Buffer
Buffer

management
management
management
management
management
management

F value Significance level
and Mobility model
11.48
0.0000
and Routing algorithm
54.11
0.0000
and Buffer size
7.82
0.0000
and Link speed
0.08
0.9983
and Lifetime
0.00
1.0000
and Data transported
2.54
0.0543

Table 12: Outcome for latency using the ANOVA test. Note that three factors have a little
impact on the experiment outcome, namely link speed, lifetime and data transported.
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We note that three of the factors seem to have a small influence on the
latency: link speed, lifetime, and data transported. Data transported has
a marginal effect (significance level between 0.05 and 0.1), and will not be
investigated further. The influence of the link speed is reduced in those cases
meetings are long enough for all data to be transferred, which is the case
in most of the meetings in the examined mobility models. Lifetime places
an upper bound on the latency, but the studied lifetime values were several
times higher than the average latency. In addition, the transported data only
influences which packets are delivered when working with the MAE based
buffer management algorithms, i.e. SmartGap and Humber.
3.4.1. Impact of Buffer Size on Latency
As shown in Table 13, the latency increases with growing buffer size.
Larger buffers allow older packets to be stored, which in turn increases the
average age of the packets being delivered. Larger buffers also take more
time to empty during meetings between network nodes, which will add some
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additional latency. An interesting detail is that for the largest buffers (1000
packets), Random gives a higher average latency than the Humber algorithm
does. We believe this is due to the way Humber prioritises packets. Once
it has enough buffer space to store all high priority packets, it will use an
implicit FIFO algorithm for the remaining packets. In contrast, Random
tends to store more old packets when the buffer space is increased. So, for an
evaluation of latency, if we were to limit the evaluation to either very small or
very large buffer sizes, we could get conflicting results which are statistically
significant.
Buffer Size
FIFO
Humber
Random
SmartGap

10
140.81
193.03
148.37
260.44

50
177.01
268.53
185.62
327.34

200
212.99
317.24
230.39
381.38

1000
326.79
339.42
350.16
402.71

Table 13: A table of buffer management algorithm and buffer size, showing the average
latency in seconds. All differences are significant according to the Wilcoxon rank-sum test.

The QoI-based SmartGap algorithm preserves old packets and therefore
gives higher average latency compared to the alternative algorithms, regardless of buffer size.
3.4.2. Impact of Mobility Model on Latency
The choice of mobility model, which includes the frequency and duration
of node meetings, has an impact on the latency. In addition, the choice of
the mobility model can influence the evaluation. In our case, we have three
models. These models are Map, RWP and Deer. If we choose to limit our
investigation to use the Deer or Map models, the FIFO and Random buffer
management algorithms would seem to perform the same. However, when
using RWP there is a significant difference between them.
Still, the choice of mobility model does not influence the relative performance of the buffer management algorithms. Again, SmartGap gives the
highest latency, followed by Humber. When using the Deer and Map mobility models Random and FIFO performs the same, while when using RWP,
FIFO results in lower latency.
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Mobility Model
Deer
Map RWP
FIFO
38.92† 376.47† 122.52
Humber
54.31 473.04 176.17
Random
48.28† 389.70† 139.71
SmartGap
77.03 531.38 260.93
Table 14: A table of buffer management algorithm and mobility model, showing the
average latency in seconds. There is no significant difference between FIFO and Random
for the Deer and Map mobility models according to the Wilcoxon rank-sum test.

3.4.3. Impact of Routing Protocol on Latency
It is reasonable to believe that the choice of routing protocol will have
impact on the latency. Studying the outcome of the experiments in Table 15,
shows that this is indeed the case. We note that limiting our study to SprayAnd-Wait routing would make it inconclusive according to the Wilcoxon
rank-sum test. When using epidemic routing the same effect can be seen for
FIFO and Random.
Routing
Epidemic First Contact PRoPHET Spray-And-Wait
FIFO
242.17†
366.72
84.85
163.86†
Humber
268.48
432.58
239.13
178.03†
Random
242.07†
389.60
118.34
164.52†
SmartGap
257.56
543.96
397.57
172.77†
Table 15: A table of buffer management algorithm and routing protocol, showing the average latency in seconds. No significant difference between FIFO and Random when using
Epidemic routing according to the Wilcoxon rank-sum test. When using Spray-and-Wait
routing there is no significant difference between the four buffer management algorithms.
Note that the more efficient routing algorithms (Prophet and Spray) provides significantly
lower average latency than their simple counterparts (First contact and Epidemic).
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Our conclusion is that it is difficult to find a significant difference between
the buffer algorithms when they are combined with a multiple copy routing
protocol, when it comes to the latency performance indicator.
Still, an interesting thing to note is that when using Epidemic routing,
SmartGap results in lower latency than Humber does, indicating that Humber tends to deliver older packets. When using single copy routing protocols,
SmartGap gives a much higher latency. We believe this is an effect of the
persistent priority given by Humber to packets as they are copied to other
nodes. In SmartGap, priority is re-evaluated when the packet is transferred
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to a new node, which limits the impact of the policy compared to Humber
in the multiple copy protocol experiments.
3.5. Importance of the Factors
We note that our experiments indicate that some factors have a larger
impact on the evaluation of buffer management algorithms for DT-WSN than
others. In Table 3.5, we summarise how important we think the choice of
different factors is to the evaluation of buffer management algorithms for
DT-WSN.
Factor
MAE Latency
Routing algorithm Medium
High
Mobility Model
Medium Medium
Buffer Size
Medium
High
Link Capacity
Low
Low
Packet Lifetime
Low
Low
Data Transported
High
Low
Table 16: Summary of the importance of the factors in the evaluation of DT-WSN, depending on the choice of performance indicator.

We consider a factor to have low importance if the choice of the factor has
no influence on the outcome of the experiment. In other words, regardless
of which level chosen we would have reached the same conclusion. This can
happen if the ANOVA test does not detect a difference, or if the experiment
outcomes are consistent regardless of the levels of the factors. We consider a
factor to have medium importance if the choice of the factor influences the
evaluation. This can happen, for example, if the factor gives results which
are contradictory in the average outcome, but not significant, depending on
the level of the factor. We consider a factor to have high importance if the
choice of levels for this factor can change the conclusions we draw from the
experiment, and the results are significant.
4. Conclusion
In this work, we present a full factorial simulation study of four buffer
management algorithms over a wide range of configurations. We analyse the
outcomes, from both a QoI and a latency perspective. We also estimate the
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impact of those six factors we consider most important in the evaluation of
buffer management algorithms for DT-WSN, namely routing algorithm, mobility model, buffer size, link capacity, packet lifetime, and data transported.
Our study seeks to the following two questions:
• What is the relative importance of different factors in the evaluation of
buffer management algorithms for DT-WSN?
• How does QoI based buffer management algorithms perform over a
wide range of network configurations?
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Although buffer management for DT-WSN lies in between two fields,
WSN and DTN, that are relatively well explored, the combination of these
fields bring new challenges. Further more the experiences gained in each
separate field are not directly applicable to DT-WSN. In this work, we use a
full factorial experiment to investigate the importance of different factors. We
demonstrate that some factors may warrant greater scrutiny when it comes
to the choice of levels compared to others. In particular, our study indicates
that is is important to include multiple buffer sizes, mobility models, and
routing algorithms in a study. Moreover, if the study focuses on QoI aspects,
multiple types of data should also be included.
Our study show that SmartGap consistently provided better MAE compared to the other evaluated algorithms, and that the algorithm proposed
by Humber provides improved MAE compared to the other two algorithms
(Random and FIFO).
Both the algorithm proposed by Humber, and SmartGap, to some extent
preserves older packets. As a consequence, the average latency of the delivered packets is higher. In many applications, this is an acceptable trade-off
for the reduction of the MAE. On average, SmartGap reduces the MAE by
31%, while increasing the average latency by 37% compared to FIFO.
In the future, we intend to carry out parts of this study in a test bed, to
verify its validity. With a good experiment design the same test bed can be
used to validate the impact of the factors. Another interesting way forward
is to investigate additional buffer management algorithms.
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