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Abstract

A number of recent studies have shown that the dimensionality of the
neural activity in the cortex is low. However, what network struc-
tures are capable of producing such activity is not theoretically well
understood. In this thesis, I discuss a few possible solutions to this
problem, and demonstrate that a network with a multidimensional at-
tractor can give rise to such low dimensional activity. The network is
created using the Neural Engineering Framework, and exhibits several
biologically plausible features, including a log-normal distribution of
the synaptic weights.

Sammanfattning

Ett antal nyligen publicerade studier has visat att dimensionaliten för
neural aktivitet är l̊ag. Dock är det inte klarlagt vilka nätverksstrukturer
som kan uppbringa denna typ av aktivitet. I denna uppsats diskute-
rar jag möjliga lösningsförslag, och demonstrerar att ett nätverk med
en flerdimensionell attraktor ger upphov till l̊agdimensionell aktivitet.
Nätverket skapas med hjälp av the Neural Engineering Framework,
och uppvisar ett flertal biologiskt trovärdiga egenskaper. I synnerhet
är fördelningen av synapsvikter log-normalt fördelad.
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1 Introduction
Imagine driving a car, riding a bicycle or going for a ski. Although the
muscle movements in these different activities are inevitable different and
apparently complex, neither utilises the full space of possible joint angles
(degrees of freedom) that is theoretically available. For example, it has been
shown that both human poses [12] and hand movements during writing [43]
can be well characterised by low dimensional parameterisations1. Because
muscles are directly controlled by primary motor neurons located in the cen-
tral nervous system [40], the muscle activations correspond to patterns of
neural activity which in turn must be low dimensional. These primary mo-
tor neurons are further connected to higher brain areas. So where does the
low dimensionality originate? Specifically, is the pattern of activity in some
sense low dimensional even in higher brain areas?

Interestingly, the answer is yes. Recent technological advances have en-
abled simultaneous recording of multiple neurons in experimental settings.
By applying statistical dimensionality reduction methods to data obtained
from such measurements, it has been shown that a only small set of factors
are required to describe the activity, as well as predict the subjects behavior
or performance. This has been shown to hold for many different brain areas
and across many types of cognitive tasks [10]. The exact choice of method to
use for dimensionality reduction varies between studies, but usually involves
binning or smoothing the spike train to obtain a sequence of state vectors on
which one applies standard dimensionality reduction methods such as Princi-
pal Component Analysis or Factor Analysis. Additionally however, there has
also been suggestions on how to perform dimensionality reduction directly
on the spike trains [54].

It can be argued that the reason neural activity is low dimensional is
simply because meaningful behavior, such as the examples of movements
above, is inherently low-dimensional. Consequently, subjects have no reason
to elicit any pattern outside of the low-dimensional hyperplane found by
dimension reduction methods, even if they are capable of doing so. However,
a recent study by Sadtler et al. [42] has shown that not only is neural activity
confined to a low dimensional hyperplane, or intrinsic manifold as used in
the paper, but subjects are also incapable of learning to elicit any pattern

1For readers unfamiliar with the concept of low dimensionality it is defined and more
thoroughly explained in section 2.4.
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outside of this manifold2. In light of their results, Sadtler et al. note that

These results support our hypothesis that the structure of a net-
work determines which patterns of neural activity (and corre-
sponding behaviors) a subject can readily learn to generate.

However, how network structure and neural patterns relate is not understood.
The aim of this thesis is, therefore, to explore this relation from a theoretical
and computational point of view. In particular, the question is what “network
structures” give rise to low dimensional activity?

In answering this question, biological plausibility has been a primary
criterion. Nevertheless, the scope is limited to describing such structures and
their biological justification once in place, i.e. not how they could arise during
neural development. Consequently, only secondary attention has been given
to learning. This includes not only biological plasticity, but also artificial
neural network training rules. Furthermore, as this work is does not entail
any real-life experiments, it is not intended to conclusively determine the
true biological actuality. Rather, the intention is to suggest some different
perspectives from which the relationship between network structure and the
dimensionality of its neural activity can be described and explored.

Before presenting the main result, I provide the necessary background in-
formation in chapter 2. A few trivial, but biologically implausible, approaches
for creating low dimensional activity are outlined in chapter 3. Based on their
inadequacies, I argue that a better solution would be to let the desired sub-
space be a multidimensional attractor. In chapter 4, I demonstrate how to
create such an attractor, based on the Neural Engineering Framework [13].
This results in a network with not only low dimensional activity, but also
a plausible connectivity, as shown in chapter 5. In particular, the synaptic
weights are log-normally distributed.

2A more detailed explanation is given in section 2.1.
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2 Background

2.1 Empirical result

As mentioned in chapter 1, the existence of low dimensional activity has been
demonstrated in several different studies. However, the aim of this thesis is
to explain the observations of Sadtler et al. [42] in particular. Therefore
here, I provide a brief summary of their procedure.

To begin with, they implanted a microelectrode array into the proximal
arm region of the primary motor cortex (M1) of two Rhesus monkeys re-
spectively. Using this implant, they employed a Brain-Computer Interface
(BCI), which enabled each monkey to control the velocity of a cursor on a
computer screen solely by modifying the activity of the neurons to which
the microelectrode array was connected. As the number of recorded neurons
was around 90, a mapping from the 90-dimensional neural activity to the
2-dimensional velocity cursor was required. By designing the experiment so
that a certain cursor velocity was rewarded, they could use the inverse of this
mapping to reward certain patterns of activity of the around 90 recorded
neurons. Hence, they could systematically investigate the neural patterns
available to the monkeys’ voluntary control. Their result was, somewhat
simplified, that the monkeys were only capable of eliciting a desired pattern
if it resided within the intrinsic manifold.

The fact that the neural activity is low dimensional is remarkable. The
numbers of neurons and synapses are huge, and each neuron could potentially
spike at an independent frequency. In the following sections, I elaborate
on this fact by first describing the underlying neural hardware, and then
explaining the concept of low dimensionality.

2.2 Neurons and synapses

Neurons are the nodes in a neural network. In real biological systems they are
electrically excitable cells, which are in themselves highly complex systems.
For the purpose of the subsequent discussion a simplified and brief description
is given here. A more detailed description than given here can be found in a
textbook on neuroscience, for example by Purves et al. [40].

Through channels in the cell membrane the neuron receives an ionic
input current. Most importantly, these channels are located in synapses,
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i.e. connections between neurons. These channels open when stimulated by
neurotransmitters which are secreted by the presynaptic (connecting) neu-
ron. There are many types of neurotransmitters with different properties,
and many types of channels.

At rest the neuron is kept in a hyperpolarized state, meaning a voltage
gradient is present over the cell membrane. Typically, this rest voltage is
around -70 mV. The input current will either further hyperpolarize the cell,
i.e. lower the membrane voltage further, or depolarize it, i.e. increase it
towards zero. The current is referred to as inhibitory if it has an hyper-
polarizing effect, and excitatory if it is depolarizing.

The lipid cell membrane of the neuron has a capacitative effect. Therefore,
a small constant excitatory input current will cause the membrane potential
to converge to a new stable state in a characteristic exponential fashion.
However, in addition to ion channels that are controlled by neurotransmitters,
there are also ion channels that have a voltage dependence. They introduce
some highly non-linear behavior that are not observed in ordinary capacitors.
Most prominently, if the input current is strong enough the membrane voltage
will reach a level where the the voltage dependent ion channels will create a
positive feedback loop. This leads to a rapid increase in membrane voltage,
which is however soon brought back to the resting level by other channels.
The resulting sharp peak is a very important characteristic of neurons and is
called an action potential or spike. The action potential causes the neuron to
release neurotransmitters at its synapses, thus influencing the input current
to its neighbors.

A very accurate, quantitative and phenomenological model for the dy-
namics of membrane voltage and generation of action potentials was pre-
sented by Hodgkin and Huxley in 1952 [23]. However, to reduce system com-
plexity and computational load, a simplified description is often employed
in simulation of neural networks [19]. A highly popular choice is the Leaky
Integrate-and-Fire (LIF) model. The basic assumption is that the dynam-
ics below the threshold are linear and can thus be described by a simple
RC-circuit, i.e.

C
dV (t)

dt
=

Vrest − V (t)

R
+ Iinput(t) (1)

Where V is the membrane potential, C is the membrane capacitance and R
is the membrane resistance. Vrest is the membrane potential at rest. Finally
t is time. Intuitively, note what happens when Iinput(t) = 0. If V > Vrest, the
derivative will be negative and V (t) will decrease until V = Vrest. The rate
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Figure 1 The membrane potential using the Leaky Integrate-and-Fire model
compared to the Hodgkin-Huxley model. The neurons are stimulated by a
constant external current. The dashed lines indicate spikes from the Leaky
Integrate-and-Fire model and are added post hoc. The figure is adapted
from [53].

of this decrease will be determined by the constants R and C, which justifies
introducing another variable τ = RC called the time constant of the neuron.

In addition to this behavior, some additional logic is required to capture
action potentials. First, an additional constant Vthres is introduced. When
the membrane voltage exceeds this threshold a spike is said to have occurred.
Second, after each spike the membrane potential is clamped to a reset poten-
tial Vreset for a brief period of time called the refractory period. A common
and fairly realistic choice is to set Vreset = Vrest. Figure 1 shows a compari-
son between the simplified LIF model and the one proposed by Hodgkin and
Huxley. The parameters, although realistic, have been somewhat arbitrarily
chosen to highlight the similarity between the models.

A significant feature of the action potential is that its shape is highly
stereotypical. In particular, the amplitude of the peak is constant. Thus,
somewhat simplified, the presynaptic spike times are sufficient to determine
the input current to the connected, postsynaptic neurons. The amount of
postsynatpic current that each presynaptic spike generates depends on a

5



large number of factors including the amount of neurotransmitter released
and the number of receptor channels. To a first approximation, these can all
be compressed into a single number per synapse called the synaptic weight.
By assuming that each synapse has a linear (and non-spatial) response, one
can reduce any multiple synapses between a given pair of neurons to a single
one. Thus, for any pair of presynaptic neuron i and postsynaptic neuron j,
a single value wji is sufficient to describe the synaptic weight3. By letting
pairs of neurons without any synapse between them have a weight of zero,
the weight matrix is defined to be the matrix with elements wji.

A further simplification of the LIF model can be made by neglecting tim-
ing of individual spikes. Rather, each neuron is spiking at certain rate. In the
LIF model this rate would induce a current in each connected, postsynaptic
neuron. However, in the rate model the current can be abstracted away. In-
stead, the input to each neuron is simply the sum of the spiking rate of all
the other neurons, weighted by the synaptic weights. The relation between
(weighted) input spiking rate and the resulting output spiking rate can then
be approximated by a simple transfer function.

In this thesis, rate models are only be briefly used in chapter 3 due to
their mathematical simplicity. In the rest of the chapters, and notably for
main results, LIF neurons are consistently employed.

2.3 Network features

Through the synaptic connections, neurons form networks. Physically, most
synapses are situated between a long protrusion of the presynatic neuron,
called the axon (neuron output), and a branch of the dendritic tree (neuron
input) of the postsynaptic neuron [40]. These structures introduce some dy-
namical and temporal effects. In particular, one controversial issue is whether
or not the dendrites performs the summation of inputs in a non-linear fash-
ion [11]. In any case, in this work any such effects have been neglected. In
the model, a presynaptic action potential immediately results in the onset of
a somatic postsynaptic current.

However, some features of the networks are taken into consideration. To
begin with, every cortical neuron only expresses one type of neurotransmitter.
This is called Dale’s principle [47] and implies that the neuron’s outgoing

3Note that indexing of the synaptic weight is post, pre. This is convenient for matrix
calculations.
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synapses are either all excitatory or all inhibitory. In the neocortex, about
80% of the neurons are excitatory and 20% are inhibitory [31].

The probability that two neurons are directly connected depends heavily
on the physical distance between them. Up to 50% of the incoming con-
nections to a given neuron come from within 500µm [5]. This means that
the connectivity is quite local. Relatedly, this local connectivity is highly
recurrent, i.e. connection cycles are abundant.

However, close distance does not guarantee a working connection. Within
a set of simultaneously recorded neurons, Song et al. [45] report the connec-
tion probability 11.6%. The probability that a pair of neurons form a con-
nection depends on two factors. First, there must be a site for the formation
of the synapse. This constraint is called the neural geometry [44]. Second,
not all geometrically possible sites result in functionally active synapses [46].
Among the active synapses, not all synaptic weights are equal. Rather, they
span an interval of several orders of magnitude. The distribution across this
interval is approximately log-normal, or at least clearly heavy-tailed [8].

In the cortex, each neuron receives on the order of magnitude of 10 000
incoming synaptic connections [7]. Combining this fact with approximately
10% connectivity, of which 50% is “local”, results in a minimal network hav-
ing about 50 000 (sparsely) interconnected neurons. If these neurons would
not have been independent, the dimensionality of the network activity would
also have been 50 000. However, due to their connections, this is not the case.
In the next two sections, I define the concept of neural dimensionality and
discusses some approaches to measure it.

2.4 Dimensionality

The notion of dimensionality of neural activity relates to the space of all
possible combinations of activities of a set of neurons, henceforth referred to
as the state space. In the state space each axis correspond to the activity of
an individual neuron. A point in this space, a state vector, thus describes the
activity of the set of neurons at a certain point in time. To describe how the
activity evolves in time a path, or trajectory, in the state space can be used.

Low dimensionality is when the set of observed state vectors does not fill
the entire state space. Rather, they are confined to a hypersurface, or mani-
fold, of some kind. Equivalently, the states can be seen as being determined
by a small number of variables or degrees of freedom. A very important
type of manifolds are hyperplanes, see figure 2. They are frequently used
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Figure 2 An ideal (hyper)plane in a miniature network of three neurons.
Each axis correspond to the firing rate of one neuron and each point to a
point (bin) in time. The purpose of the figure is to illustrate the concept of
low dimensionality, hence the data is artificial and arbitrarily chosen.

when estimating or reducing the dimensionality of data in absence of any
specific, prior beliefs. Primarily, the reason is that they are comparatively
easy to compute. Secondarily, there is also a slightly more subtle reason
for not searching for curved, non-linear surfaces. By allowing the surfaces
to be unlimitedly curved and bent, the trajectory of a neural network is in
itself a parameterisation of its activity, with time as the parameter. In that
sense, every trajectory is thus one-dimensional. In order to avoid this and
similar problems, a set of arbitrary constraints on the form and curvature of
the surface manifold needs to be imposed. Hence, the seemingly arbitrary
restriction to hyperplanes cannot be resolved without introducing additional
arbitrariness. Finally, and perhaps most importantly, in this thesis the aim is
to compare the simulated and empirical results. The fact that most empirical
studies, such as [42], employ linear hyperplanes is hence enough to warrant
their use in this work.

There are some alternate choices for assigning a physical property to the
more abstract concept of “activity” or “state”. Three possibilities are (a) the
spiking rates, (b) the membrane voltages and (c) the input currents. This is
problematic because the relation between the spiking rate and the membrane
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voltage in most models is considerably non-linear (see the previous section).
Thus, a hyperplane in the state space described by membrane voltages will
be curved in the state space described by spiking rates, and vice versa. Again
to comply with the experimental studies, the choice in this thesis is to use
spiking rates. For spiking neuron models, this requires transforming the train
of discrete spikes into a sequence of state vectors4. Sadtler et al. [42] used
non-overlapping 45 ms bins, so consequently a similar approach is taken here.

In analysis of network dynamics the continuous transitions between states
are another important aspect. However, in order to describe the dimension-
ality, the temporal component of the trajectories is not pertinent. Therefore,
the trajectories are “sampled” and each sample is considered independent.
In figure 2, this is the explanation for illustrating the plane using a set points
as opposed to a continuous path. Furthermore note that the data shown is
simply drawn from a uniform random distribution for illustrative purposes,
and not from any real or simulated neural network.

2.5 Dimensionality reduction

Even under the assumption of the manifold being a hyperplane, unambigu-
ously inferring it from data is not trivial. The reason is the presence of noise,
which is not only caused by measurement inaccuracy, but also inherently
abundant in neural systems [17]. This difficulty is further enhanced when
the dimensionality of the hyperplane is in itself unknown. In this thesis, the
dimensionality of the hyperplane is in fact of much higher importance than
its eventual orientation.

A standard algorithm for finding a low dimensional hyperplane present in
a dataset is Principal Component Analysis (PCA) [26]. In PCA, the first step
is to calculate the covariance matrix. In the case of neural data as described
in the previous section, the elements of this matrix will be the covariance be-
tween all pairs of neurons. The matrix will consequently be symmetrical with
the diagonal containing the individual variances of the neurons. In order to
find linear combinations of neurons corresponding to orthogonal features, or
hyperplane dimensions, the eigenvectors of the matrix are calculated. Each
eigenvector corresponds to a direction and the associated eigenvalue is the
variance in that direction. Thus, the eigenvectors can be sorted to find the

4However, as mentioned in the introduction, [54] presents a method for applying di-
mensionality reduction directly on the raw spike trains.
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Figure 3 An illustration of the concept behind PCA. In (a), data points are
randomly drawn from a multivariate normal distribution with mean [1,1] and
variances such that the ellipse shows one standard deviation. Data is hence
artificial and does not directly translate to neurons. In (b), the variances in
the two directions are shown.

directions of maximal variance. In figure 3a, these directions have been high-
lighted. However, note that their lengths correspond to standard deviations,
i.e. square root of the variances. In figure 3b, on the other hand, the vari-
ances in the respective directions are shown. If the data would have been
truly one-dimensional, only the first bar would be seen. Even though the
second direction is not zero, figure 3b nevertheless indicates that the data is
close to being one-dimensional.

Another, slightly more advanced algorithm is Factor Analysis (FA). The
general idea is similar to PCA, but expressed in more a explicitly statistical
manner. One benefit of this is that FA has an explicit noise model, allow-
ing the use of individual variances for each neuron [10]. PCA, on the other
hand, assumes that all neurons have the same level of noise [34]. Nonethe-
less, in this work PCA has been the primary tool because of its intuitive
understandability. Hence, a detailed description of FA is beyond the scope
of this section. Additionally, there exists an abundance of other methods for
dimensionality reduction, including techniques for finding non-linear mani-
folds. Similarly however, they too fall out of scope of this thesis, as its aim
is not to find the explicit manifolds, but to estimate their dimensionality.
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Given a list of variances obtained from PCA, or similar, the question re-
mains of how they can be reduced into a single measure of dimensionality. For
the purpose of this discussion, the variances are assumed to be the sorted list
of eigenvalues of the covariance matrix. A simple choice is to count the num-
ber of eigenvalues required to account for a decided level of variance, e.g. how
many eigenvalues are required to explain 90% of the variance. While being
intuitively appealing, this method has a few disadvantages. Firstly, the result
will be heavily dependent on the arbitrary choice of noise level. Secondly,
the result will always be an integer, implying small changes in parameters
will not be visible unless time-consuming averaging is used. Mazzucato et
al. [32] use a different measure,

d =

(
N∑
i=1

λ̃2
i

)−1

=

(
||λ||L1
||λ||L2

)2

, (2)

where λ̃i are the normalized eigenvalues. This method has the benefit of
being easy to compute. Contrarily, Sadtler et al. [42] splits their data set
into four equal parts, and for each part validates how well it fits with a
hyperplane explicitly fitted to the remaining 75% of the data. This proce-
dure is called 4-fold cross-validation and requires fitting four hyperplanes
for each hypothetical dimensionality. A compromise between computability
and robustness has been suggested by Minka [34]. However, in conclusion,
seeing that all methods are arguably problematic, the ambition in this thesis
has been to report the full array of eigenvalues in lieu of a single measure,
allowing the reader to make an independent estimation.

2.6 Previous work

Since the empirical observation of low dimensionality is rather new, not much
theoretical work has been done with the explicit purpose of creating low-
dimensional activity. Some similarities can be found with work that aims
to train neural networks to do dimensionality reduction (see e.g. [35, 18]).
However, these do not go into detail about the dimensionality of network
activity itself. Helias et al. [22] investigate how network structure relates to
correlations in the activity, but do not explicitly connect this to dimension-
ality.

A preprint by Mazzucato et al. [32] provides additional experimental sup-
port for low dimensionality, as well as some theoretical explanations. In par-
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ticular, they show that in a network with a fixed correlation between all pairs
of neurons, the dimensionality will be a function of network size. Further-
more, they argue that a clustered network architecture gives rise to a similar
result. They are also interested in how the dimensionality varies with time,
and therefore employed an Hidden Markov Model. Combined with their con-
sistent use of a different dimensionality measure (see the previous section),
this makes it difficult to directly compare their results to this work. However,
one main conclusion of investigating the time dependence was that stimuli
reduce the dimensionality, which is interesting in relation to the functional
interpretation of the framework that is presented in chapter 4.
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3 A trivial solution

3.1 Feed-forward structures

What is the underlying mechanism causing neural trajectories to be low
dimensional? Although an apparently complex question, confining neural
activity to a low dimensional manifold is in fact trivial. As an example,
consider a simple feed-forward structure as depicted in figure 4. Each node
represents one neuron. Assume neurons M1 to M5 reside in the measured
area, e.g. the primary motor cortex in the case of Sadtler et al, and that
neurons H1 and H2 are “hidden” in the sense that their activities are not
recorded by the experimenter. The activity ofM1 toM5 will then be uniquely
determined by the combined output ofH1 andH2, which is a two-dimensional
variable. Hence, the activity will by definition be two-dimensional. The
manifold will be a plane if defined by the input currents, but non-linear if
defined by the spike rates or outputs. For most transfer functions however,
this non-linearity does not seem to introduce more than a negligible amount

M1

M2

M3

M4

M5

H1

H2

Some driving input

Figure 4 A trivial solution to create a low dimensional manifold in the
population M1−M5. By omitting lateral connections and passing the driving
input through two intermediate neurons the dimensionality of the population
cannot be larger than two.
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a) Drive from H1 and H2

b) Input currents

c) Spike rate (firing rate model)

d) Spike rate (spiking model)

Normalized variance

Figure 5 Distortion of the hyperplane by non-linear transfer functions. Each
colour indicates the fraction of total variance in one orthogonal direction (as
explained by figure 3b). The data is from layer M1−M5 of an implementation
of figure 4. The output from H1 and H2 is modelled as two-dimensional
white noise (a). The weight matrix linearly transforms this into (b). A
transfer function f(·) is then applied to the input, which curves the subspace.
When using linear dimensionality reduction methods, this curvature is seen
as extra dimensions. For a logistic transfer function, these added dimensions
are negligible (c). LIF neurons gives about 10% total extra variance in the
remaining three directions (d).

of variance in the orthogonal directions. Figure 5 shows two examples of this.
An accurate mathematical description of the true relation between input and
output dimensionality might be analytically feasible for some simple rate
models. However, although a potentially interesting problem, its solution
has not been given priority in this work.

The concept of a smaller number of hidden neurons driving a larger out-
put layer is consistent with theories about an hierarchical organization of
brain areas. Examples of such theories include the Semantic Pointer Archi-
tecture [15] and the Hierarchical Temporal Memory [21]. More specifically,
Todorov [50] argues that the motor system performs dimensionality expan-
sion from higher brain areas, and that this is an hierarchical process resem-
bling the inverse of the one used by sensory systems. The significance of
hierarchical organization also has some empirical support, e.g. [33].

The complete lack of lateral connectivity is problematic from a biological
point of view, as the cortical circuits typically are not strictly feed-forward.
For this reason, Kumar et al. [27] review a number of ways for “embedding”
a feed-forward structure into a random network. Similarly, the idea of feed-
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forward synfire chains has some tentative experimental support [1]. However,
this does not alleviate the desire for a more plausible, recurrent architecture.
After all, recurrent connectivity is a salient property of biological neural
networks.

3.2 Low-rank weight matrices

In order to obviate the absence of lateral and recurrent connections the feed-
forward model can be generalized to a fully connected network. A very
simplified but useful description of the activity of such networks is based on
the discretisation of the neural trajectory into a sequence of state vectors.
Using a rate model5, the state vectors {ai} advance according to

ai+1 = f(Wai + b) (3)

where W is the weight matrix, b is a bias or intrinsic current, and f : R → R
is the transfer function (applied on each element independently). In order to
find an upper bound for the dimensionality of the state vectors {ai}, consider
W . By definition of the matrix image,

Wai ∈ im(W ) (4)

Furthermore, the dimensionality of the matrix image is equal to the rank
of the matrix [3]. Assuming the biases are constant, their addition only
translates the space without adding any extra dimensionality. Consequently,
the argument of f(·), i.e. the input to the neurons, is guaranteed to have a
dimensionality limited by the rank of W . The transfer function will curve the
hyperplane, meaning a measurement based on the spiking rates will result in
a possibly higher dimensionality. However, the role of the transfer function
is analogous to the feed-forward case. Hence, figure 5 applies to this network
as well.

Note that although the dimensionality has an upper bound, no lower
bound has been given. For example, ifW is symmetric and f(·) is a step func-
tion, the network becomes a Hopfield network. A Hopfield network trained
with m patterns, using the normal Hebbian learning rule, will have weight
matrix of rank at most m. To justify this statement, first consider a Hop-
field network trained with only a singe pattern stored. Its weight matrix is

5Please refer to 2.2 for a definition of the model and more thorough explanation of the
variables.
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the outer product of the pattern with itself, which is trivially rank one. A
network with m stored patterns have a weight matrix that is the sum of m
outer products, i.e. the sum of m rank one matrices. Given this, the sub-
additivity property of the matrix rank implies that the rank of the weight
matrix is at most m. Hopfield networks are guaranteed to always converge
to stable states [24], implying a zero-dimensional activity once it has settled.
In fact, this result has been shown to also apply to networks with continuous
transfer functions, and to some extent with non-symmetric weight matri-
ces [25]. Hence, a low-rank weight matrix is not enough to ensure an actual
low dimensional manifold as opposed to a single point.

A related concern is that low-rank weight matrices are conceptually im-
plausible in biological systems. However, Hopfield networks and their gener-
alizations have been used extensively in biological modelling [28]. In dismiss-
ing the overall plausibility of low-rank weight matrices, Hopfield networks are
rejected as well. In itself, this connection provides some tentative support
for the existence of low-rank weight matrices. Furthermore, a highly specu-
lative biological foundation of rank one weight matrices in particular, could
be as follows. Assume each neuron has two scalar properties: (a) amount of
neurotransmitter vesicles and (b) number of neurotransmitter receptors. Let
the lists of these two properties for the entire population be captured by col-
umn vectors a and b respectively. Further assume that the synaptic strength
between a pair of neurons is the product of the amount of neurotransmitter
in the presynaptic neuron and the number of receptors of the postsynaptic
neuron. The weight matrix can then be written as abT , which is an outer
product and therefore of rank one.

3.3 Dynamical systems

The conclusion of the previous section is that confining the dimensionality
is more or less trivial. In contrast, doing so while simultaneously ensuring
the network’s continuous use of the full subspace is more complicated. In
order to make sure the trajectory utilizes every dimension, a description of
the dynamics of the network is required.

A conceivable model can be found by generalizing equation 3 to continu-
ous time, while removing (i.e. linearising) the transfer function and omitting
the bias,

ȧ = −1

τ
a+Wa (5)
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This is an example of a linear dynamical system, which are very well studied.
Essentially, the dynamics of the activity is determined by the eigenvalues
of the transfer matrix . In this case, the transfer matrix is the sum of the
weight matrix W and the identity matrix scaled by 1/τ . Eigenvalues with
a negative real component correspond to dimensions that are damped, i.e.
will converge to zero. Conversely, eigenvalues with a positive real component
correspond to a diverging dimension. Complex eigenvalues introduces oscil-
lations [6]. Ideally, a designer of a neural network desiring low dimensionality
would therefore construct a transfer matrix with a few eigenvalues with real
components close to zero. The remaining ones would have a negative real
component to assure dampening of the variance in the non-desired dimen-
sions. Additionally, to ensure noticeable variance in the remaining ones, the
eigenvalues have an imaginary component. In fact, this model generalizes
the previous strict requirement of low rank into a looser restriction on the
eigenvalues.

The model can be improved by reinstating the bias. By further allowing
it to vary in time, it can incorporate both noise and a control signal, presum-
tively from some distant control area. Then, the resulting model becomes a
genuine control theoretic problem. In the framework of control theory, the
dimensionality of the subspace is determined by the controllability of the
system, which in turn can be calculated from the transfer matrix and the
structure of the bias [20].

Although promising, this model has a crucial problem. Reincorporating
a non-linear transfer function introduces the need for non-linear control the-
ory, which is, notoriously, more difficult. Rega and Troger [41] present an
overview of methods that can be used to find low dimensional manifolds in
non-linear dynamical systems. Based on these or similar methods, it could be
feasible to find good descriptions of the activity of rate-based networks. By
reverse-engineering these descriptions, it is perhaps possible to construct net-
works with continuously traversed low-dimensional manifolds. Nevertheless,
it appears highly unlikely that any analytical method can truly capture all
the intricate dynamics of spiking neural networks. Therefore, this approach
has not been pursued further in this work.

3.4 Revised problem statement

In this chapter, a number of network models capable of generating low di-
mensional activity have been presented. However, all of them have been
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incomplete for some reason. Indeed, a set of criteria can be derived from
these inadequacies.

1. The activity must be confined to a low dimensional manifold or sub-
space of the full state space.

2. The activity must fill the subspace, or at least vary in every direction.

3. The connectivity of the network should be biologically plausible.

4. The neuron model should be detailed and non-linear enough, preferably
spiking.

Additionally, the network should be reasonably resilient to noise, as biolog-
ical neural systems are inherently noisy [17]. Finally, there should be some
indication of how to control the activity using external signals.

In order to comply with all these criteria, a somewhat different approach
is warranted. Rather than deriving the dimensionality directly from the
architecture or weight matrix, the low dimensional manifold can be seen as a
multidimensional attractor [14]. Creating such attractor network might seem
problematic. However, Eliasmith [13] describes a framework that allows for
the creation of attractors of arbitrary dimension. In the rest of this thesis,
this framework is employed to create a network meeting all the above criteria.
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4 Methods

4.1 The Neural Engineering Framework

The network that is described in this chapter is heavily based on the de-
scription by Eliasmith [13]. In turn, that description is an application of
the Neural Engineering Framework (NEF), presented in his earlier work [16].
Therefore here, I provide a summary of the key ideas behind the NEF. The
notation has been slightly modified from the one used by Eliasmith, to match
the usage in chapters 2 and 3.

Central to the NEF is an ensemble of neurons encoding a property of some
kind. This property could originate directly from a sensory stimulus, be a
piece of working memory or encode the intended direction of movement. For
the purpose of creating attractors, assuming the property can be described
by a vector x is general enough. The components of the activity vector a
can then be written as

ai(x) = f (Ji(x)) (6)

where f(·) is a transfer function as in chapter 3. In the model presented in
this work, f(·) is consistently the spiking non-linearity of LIF-neurons. Con-
sequently, Ji(x) is the input current to the neuron. Assuming each neuron
has a preferred direction6 φ̃i, the input current can be written as

Ji(x) = φ̃i · x+ bi (7)

where bi is a bias (compare with equation 3).
Given the activity vector a, it is possible to estimate, or decode, the

encoded value of x. This is done by taking a linear combination of the
activities,

x̂ = Φa(x) (8)

The weights Φ are called decoders. The key step in the NEF is to choose these
decoders so that x̂ is a good estimation of x. If the range of x is limited, for
example by the unit sphere, it is possible to find optimal decoders by simple
linear least-squares optimizations. If x is one-dimensional, Φ will be a vector.
In general however, Φ will be a m×n-matrix, where m is the dimensionality
of x and n is the number of neurons in the ensemble.

6With respect to the encoded feature vector.
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The next step is to use the decoded value x̂ as input to the network. Then,
this input will elicit a new activity vector, which in turn are decoded and
fed back as input. Hence, if the approximation found by the optimization
is adequate, once the network is set to encode a vector, it will retain it.
However, imperfections in the approximations, loss of continuity due to spike
discretisation and general noise that is added will eventually result in some
drift in the value of x.

Importantly however, note that equation 8 will always find some approx-
imation x̂, even though a is not a “valid” encoding. The resulting x̂ will then
be fed back and used as the new encoded value. Thus, whatever the state
of the network, it will quickly return to a valid encoding of some x. This
behavior is what defines an attractor. However, since the network can encode
a continuous range of x, the attractor will in fact be a subspace rather than
a point.

Furthermore, it is not necessary to tune the decoders into straight-forward
recovery of the encoded vector. Another, perhaps even more interesting
configuration, is to decode some function of x. Since the state space based
on the firing rates is high-dimensional and non-linearly dependent on the
encoded vector, it is possible to decode any function, provided the number
of neurons is large enough. By utilizing this possibility, any function of x can
be fed back into the network. By constructing this function appropriately,
any linear or non-linear dynamical system can therefore be implemented.

The continuous process of encoding and decoding does not need to be
explicit. Once the preferred directions and biases have been chosen, and the
decoders have been found by optimization, equations 6 to 8 can be com-
pressed into one step,

anext
Eq.6
= f(J(x̂))

Eq.7
= f(Φ̃x̂+ b)

Eq.8
= f(Φ̃Φa+ b) (9)

By identifying the weight matrix W = Φ̃Φ, this can be seen as a special case
of equation 3. In fact, since Φ̃ has dimensions n ×m and Φ has dimension
m× n, the weight matrix has rank at most m.

In the above summary, some more technical aspects of the NEF have
been streamlined away. In particular, the conversion back and forth between
currents and spike trains appears to simply be a multiplication or application
of some algebraic expression. While sufficient for a network of rate coded
neurons, it is inadequate for more biologically plausible LIF-neurons. To
resolve this problem, each presynaptic spike is modelled to give rise to a
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postsynaptic current (PSC) of a specific shape. More specifically, the PSC
corresponding to a particular spike is assumed to immediately rise to its
maximal value upon the spike’s arrival, and the decay exponentially with a
time constant τsyn. This process will low-pass filter the spike train into a
continuous input current. In order to find the decoders, the resulting current
for a number of different encoded x is sampled. A least square optimization
is then performed based these samples. This procedure is described in more
detail in chapter 4 of the Neural Engineering-textbook [13].

4.2 Temporal structure of the low-dimensional activity

As described in section 4.1, a neural network of designed by the NEF to
encode a m-dimensional vector will have m degrees of freedom in its activity.
Since the non-linearity “curves” the hyperplane, a measurement of its linear
dimensions will give some spurious variance in few more directions. Although
inconvenient, this is an intrinsic property of the system and hence difficult to
avoid. Instead, it is important to assure that the variances in the intended
directions are large enough so that the underlying dimensionality is clearly
visible in spite of the curving and the multiple sources of noise.

In real biological systems, the encoded vectors presumtively correspond
to computationally important values [16]. As such, their trajectories will
correspond to computations being performed. In other words, the trajec-
tory of the network in its entirety once in the attractor could very well be
intricate and highly complicated. It is far beyond the scope of this thesis
to faithfully describe these trajectories. On the other hand, assuming the
network’s activity to be fully stationary once in the attractor prohibits any
clear measurement of the attractor’s dimensionality.

Therefore, it is necessary to incorporate some dynamics into the attractor.
This can be achieved in a number of ways. A very natural and biologically
plausible solution is to keep the inherent dynamics stationary, but let a con-
trol signal from another region govern the movement. When the control
signal is removed, the network will keep its value. Since the encoded vector,
i.e. position in the attractor, can be thought to integrate the external “move-
ment” signal, such a set up is called a (multi-dimensional) integrator [13].
However, a fundamental problem with this solution is that the control signal
in itself is low dimensional. Hence, the problem of the origin of low dimen-
sionality cannot be said to be fully resolved. Parenthetically, this argument
applies to the case of a random, but low dimensional, control signals as well
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Figure 6 Streamplot of oscillators. By adding a non-linear, stabilizing term
the oscillator converges to a fixed amplitude.

as to functional ones.
Another possible solution would be to use general, full-dimensional noise

as input. Ideally, the attractor would then integrate the component of the
noise that is parallel to its hyperplane, and dampen the orthogonal compo-
nent. The integrated component of the noise would result in a random walk
through the attractor. The problem with this solution is that the variance
of the movement within the attractor is determined by the same parameter
as the noise. Since the aim is to create an attractor with distinctly larger in-
ternal than external variance, having a fixed trade-off is precarious. To some
extent, this can be resolved by running the simulation for a longer time.
However, there is no guarantee that the variances in every parallel direction
are equal, or even that they are all significant when compared to the high
noise levels.

A better option is to utilize the ability of NEF to create dynamic attrac-
tors, i.e. not letting the network be a stable integrator. Desiring continuous
motion in every direction in the attractor, two kinds of behaviors are of spe-
cial interest. First, a chaotic system could likely be designed to evenly fill the
subspace. However, designing chaotic systems with such specific properties is
not trivial and introduces unnecessary implementational overhead. Second,
a better suited type of systems are oscillators.
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A minimal example of an oscillator is the dynamical system

ẋ(t) =

[
0 1
−1 0

]
x(t) ⇒ x(t) =

[
sin(t)
cos(t)

]
(10)

The phase diagram of this system is shown in figure 6a. A major benefit of
having the attractor implement such an oscillator is that the two components
are always momentarily uncorrelated. Additionally, the variances of the two
components are always equal. Graphically, this can be seen in figure 6a as
the cycles being circular, as opposed to elliptical.

It is easy to extend the two dimensional oscillator to higher dimensions.
One obvious way is to duplicate the two dimensional oscillator into as many
copies as needed, and let them remain independent or uncoupled. An accept-
able deficiency is that only even dimensionalities can be created. A more
important problem however, is that although their phases might be differ-
ent, every oscillator can be described as a linear combination of sin(t) and
cos(t), rendering the system effectively two-dimensional. To solve this, every
“duplicated” oscillator is assigned a frequency that is an integer multiple
of the frequency of the base oscillator. This guarantees that all the oscilla-
tors are orthogonal [52], and hence linearly independent. In general, such a
system can be described by

ẋ =



0 1 0 0 0 0 · · ·
−1 0 0 0 0 0 · · ·
0 0 0 2 0 0 · · ·
0 0 −2 0 0 0 · · ·
0 0 0 0 0 3 · · ·
0 0 0 0 −3 0 · · ·
...

...
...

...
...

...
. . .


x (11)

Having achieved a number of linearly independent oscillators, one minor
problem remains. Namely, the amplitude of each oscillator is arbitrarily
chosen depending on where the network trajectory first enters the attractor.
This is unfavorable for two related reasons. First, if the entry point is close to
the center of the cycles, the amplitude will be undetectably small. Second,
if the amplitude of each oscillator is different, the result is less obviously
analyzed. Additionally, even for the normal, two-dimensional oscillator, there
is some drift in amplitude due to noise and imperfections. Taken together,
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this entails the addition of a non-linear amplitude stabilization term to each
of the oscillators. For the two-dimensional case, the new system becomes

ẋ =

[
0 1
−1 0

]
x+ α(1− ||x||)x (12)

where α is a parameter determining how strong the stabilization is. The
resulting system is shown in figure 6b. Note that when generalizing equa-
tion 12 to higher dimensions, x in the stabilization term refers to the two
components of the vector that are related to the respective oscillator.

In conclusion, a plane attractor composed of a set of stabilized oscilla-
tors of different frequencies, fulfills all the implementational requirements.
However, another important issue is whether such a set up is a reasonable
approximation of the actual, biological trajectories. Fortunately, Church-
land et al. [9] have shown that the neural trajectories of the motor cortex
of Rhesus monkeys indeed have strong oscillatory components7. Interest-
ingly, while most prominent in rhythmical movement such as walking, these
oscillations are also clearly present during reaching. Given the combined im-
plementational and experimental justification, the above model is considered
legitimate, and has been consistently employed in the subsequent simulations.

4.3 Biological constraints on the network connectivity

One of the main reasons for discarding the feed-forward model described in
section 3.1 was the implausibility of its connectivity. Indeed, the general
aim of the project has been to analyze the relation between the connectivity
and the dimensionality of the resulting activity. For this reason, improving
the plausibility of the connection matrix has been given priority over other,
perhaps also warranted, rectifications to the NEF.

One problem with the weight matrices produced by the NEF is that the
connection probability between any pair of neurons is 100%. In reality, it is
much lower. In order to reduce the connection probability, the least-squares
optimization of the NEF could be modified. By equation 9, reducing the con-
nectivity probability is equivalent to finding a sparse set of decoding weights.
A least-square regression can be sparsified by adding a L1-regularization

7Note that this is oscillations of the neural trajectories, not of the overall population
activity. Hence, it should not be confused with the common notion of neural oscillations,
which often refer to the latter.
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term [49]. Accordingly, Nengo 2.0.3 provides a modified version of the solver
that does include L1-regularization. In spite of this, L1-regularization was
not used in the final model presented in this work. There are multiple reasons
for this. First, if the dimensionality of the attractor is low, a zero element
in the decoder typically results in whole columns in the weight matrix being
zero. This implies having neurons without any functional presynaptic termi-
nals, which is neither computationally meaningful nor biologically realistic.
Second, implementing Dale’s principle (see below) becomes less natural. Fi-
nally, the L1 term has no obvious biological counterpart8, although an energy
cost associated with the creation of synapses might come close.

Instead, a different approach is taken to achieve sparsity. Rather than
solving for one set of decoders and applying them to all neurons, each neuron
is assigned its own set of decoders. In particular, rather than first solving
for Φ and then performing the matrix multiplication with Φ̃, the optimizer
treats each row in Φ̃Φ independently. This enables the implementation of
sparse neural geometry, i.e. geometrical constraints on the set of possible
synapses. To model this, for each neuron a fixed number of input neigh-
bors are randomly selected. Then, the decoder of the neuron is found by
optimizing a least-square problem consisting only of the neighbors.

A benefit of this approach is that Dale’s principle is very easily imple-
mented. When finding the decoders directly, it is not possible to specify the
sign of each resulting synapse, as it is as product of the decoder (Φ) and
the preferred direction of the neurons (Φ̃). However, when solving for each
row of the weight matrix individually, adding linear constraints is straight-
forward9. In the simulations, these constraints were that the first 80% of the
the weights of each row are non-negative, and the remaining 20% are non-
positive. Hence, this corresponds to a population with 80% pure excitatory
and 20% pure inhibitory neurons.

A consequence of adding constraints is that optimal solutions are some-
what sparse [49]. Intuitively, this is because the derivative of the error with
respect to the weights at the boundary points into the forbidden regions.
Consequently, a prediction of this method is that not all potential synapses,
as described by the neural geometry, will actually be functionally active.

In conclusion, this method enables Daleian populations without the need

8Ganguli and Sompolinsky [18] describe a way to do this at the network level.
9Many numerical packages have implementations of constrained least-squares optimiza-

tion. In this case, the method nnls from scipy.optimize was employed.
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to modify the network post hoc, as suggested by Parisien et al. [38]. How-
ever, a major drawback is that n least-squares problems need to be solved
instead of a single one. One small reprieve is that the least-square problems
are individually smaller, since only a fraction of the neurons are allowed as
inputs. However, in order to have comparable decoding performance to a
fully connected network, the network size (n) has to be increased. Alto-
gether, this becomes computationally expensive. Since the computational
complexity grows superlinearly, the effect is particularly prominent for larger
networks.

4.4 Simulator and tools

The simulator primarily used in this work is called Nengo. Nengo is a spik-
ing neural network simulator based on the NEF. Consequently, the software
automatically finds the optimal decoders and the weight matrix, and installs
them into the network. The Nengo version was 2.0.3, which is written fully
in Python [4]. Furthermore, for analyzing the data, and to extend Nengo,
the Python packages NumPy [51], SciPy and scikit-learn [39] were utilised.

4.5 Parameter values

In the particular realization of the model, the parameters from table 1 were
used. The network size was rather small to enable reasonably fast simulations
and quick trial-and-error improvements. Typically, the larger the dimension-
ality of the encoded value, the larger the number of neurons are required to
faithfully encode it. Therefore, the dimensionality of the attractor was left
at a rather conservative four. Another consequence of having a compara-
tively small number of neurons, is that the the number of spikes each neuron
receives is unrealistically low. In order to have reasonable input currents,
each spike needs to give rise to quite a large postsynaptic current. In addi-
tion to requiring large synaptic weights, this also means that the total input
current fluctuates more, than had it been caused by a large number of small
postsynaptic currents.

In Nengo, currents and membrane potentials are normalized so that the
resting/reset potential of the neurons is zero and the spike threshold is one.
Consequently, explicitly specifying the membrane resistance and capacitance
is not required — membrane time constant and refractory time are sufficient
to describe their dynamics. These were chosen as the defaults of Nengo
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Property Symbol Value
Network size n 400
Attractor dimensionality m 4
Membrane time constant τRC 20.0 ms
Refractory time τref 2.0 ms
Synaptic time constant τsyn 30.0 ms
Oscillator base frequency 1 Hz
Stabilizing coefficient α 0.2
Added Gaussian noise 10%
Probability of physical connection 40%
Fraction of inhibitory neurons 20%
Simulation time 10.0 s
Spike bin size 40.0 ms

Table 1 The default values for the simulation. Used for the all results unless
stated otherwise.

and ought to be seen as uncontroversial. On the other hand, the synaptic
time constant is definitely too large. In the rat neocortex, the synaptic
time constant has been measured to 15.2 ms (±5.3 ms) [2]. Nevertheless,
Eliasmith [13] uses the even larger 100 ms and justifies it by arguing that
it is a plausible value for NMDA-type receptors. For both Eliasmith and
in this thesis, the reason for using a large value is that this strengthen the
low-pass filtering property and hence gives stable decoding even when the
number of incoming spikes is low. Presumably, a neuron in a larger network
will receive a larger number of spikes and will hence not require as large
synaptic constant.

The properties of the connection probabilities are discussed in section 4.3.
Finally, the spike bin size was set to 40 ms, which is close to 45 ms used by
Sadtler et al. [42], but results in an integer number of bins on a 10 seconds
simulation trial.
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5 Results

5.1 Attractor performance

The network successfully implemented the intended dynamics. The decoded
vector, x̃, is visualized in figure 7. Each component of the 4-dimensional
vector is shown independently. Note that each component initially is close to
zero, but rather rapidly converges to the intended amplitude. The decoded
value is found by smoothing the spike trains with the same exponential kernel
as used by the neurons. Hence it can also be regarded as the input each
neuron receives.

The dimensionality of the activity was essentially four, as intended. Fig-
ure 8 shows the variances of the activity, as measured by binned spike trains.
Although the four dimensions are clearly prominent, the curving and the
noise are also visible as variance in the other directions. In any case, figure 8
only shows the 25 largest dimensions out of 400 possible. Hence, the crite-
rion of having low dimensionality, without collapsing it to a zero-dimensional
point, is considered fulfilled.

A sample of the spike pattern of the network is shown in figure 9. While
the fundamental structure appears acceptable, several problematic features
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Figure 7 The decoded values of the network. Each line corresponds to one
component of x̃.
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Figure 8 The distribution of variances per dimension. The dimensions are
sorted based on variance, and only the top 25 are shown.

can be observed. To begin with, many neurons fire at frequencies of several
hundred spikes per second. While arguably unrealistic, this is a feature of
the specified tuning curves and could easily be changed. However, they have
been left at this high value to somewhat compensate for the unrealistically
small number of spikes each neuron receives due to the restricted network
size.

Secondly, the spike trains the individual neurons are a bit too regular —
the coefficient of variation10 is 52%. This is a concern since the firing patterns
of neurons are commonly modeled as being Poisson-distributed. However,
this assumption has been experimentally disputed regarding non-sensory ar-
eas [30]. Combined with the fact that the spike trains of figure 9 are not
completely regular, this is a tentative vindication. However, to achieve a
fully realistic pattern, a more advanced and plausible neuron model than the
LIF is likely required.

Finally, another apparent feature of figure 9 needs to be addressed. Namely,
some neurons, for example #6, are completely silent during the window. This
is however merely an artifact of the short time span. During the shown time,
only a small range of x is encoded. Hence, a fraction of the neurons will

10The standard deviation of the interspike intervals, divided by the mean of the inter-
spike intervals. Interspike intervals longer than 40 ms were excluded from the analysis.
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Figure 9 Sample raster plot of the network. Each dot indicate a spike.
Only the first 40 of the 400 neurons are shown. Similarly, a representative
time window of 250 ms has been chosen from the total simulation time of 10
seconds.

have their preferred directions in the complete opposite direction and thus
be silent. When the encoded vector is substantially changed, another set of
neurons will be active. Indeed, the idea of having only a subset of the pop-
ulation active when encoding a given value has theoretical benefits as well
some empirical support [37]. In total, 99% of the neurons spiked at least
once during the simulation.

5.2 Dimensionality is independent of network size

An important feature of implementing an attractor is that the dimensionality
of the attractor is independent of the number of neurons in the network. In
particular, adding another neuron will increase the dimensionality of the
full state space, but should not affect the dimensionality of the attractor
subspace.

This behavior is demonstrated by figure 10. When the network size is
small, the neurons fail to faithfully encode the vectors and hence produce
the intended dimensionality. However, once the network is large enough the
dimensionality is reasonably stable. Nevertheless, the preferred directions Φ̃
and the seeds for the random noise are chosen randomly. Hence, there is a
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Figure 10 Neurons versus variance per dimension. For each step of 5 neu-
rons, a brand new network with a 4-dimensional attractor is created, simu-
lated and analyzed.

small risk that the network fails to evoke the intended dynamics. This is the
explanation for the “peaks” in variance that are frequent for small networks
but also occasionally occur in larger ones.

Adding a neuron to an existing network is non-trivial in NEF, since the
least-square problem for weight is solved exact and not using online, iterative
methods. Therefore, instead of extending an existing network, a completely
new one is created at each step in figure 10. Hence, since each network is
independently and randomly initialized, there are no consistent directions
between runs. Instead, the bottom-most area shows the variance in the
direction of maximal variance for each network respectively. The following
areas are variances in orthogonal directions, ordered by amplitude. Only
the 20 first dimensions are shown, since the total number is equal to the
number of neurons. Plotting all would hence be inconsistent, in addition to
obfuscating. In any case, this is the reason they do not always sum to 100%.
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Figure 11 Distribution of synaptic weights. Zero-weights have been excluded.
The bin of a weight is chosen based on its absolute value, while the sign is
indicated by color.

5.3 Weight distribution

As mentioned in section 4.3, the distribution of weights was given special
attention. One aim in this regard was to have an approximately log-normal
distribution of synapses, since this has been found to satisfactorily describe
biological networks [8]. Fortunately, the set of weights found by the optimizer
is intrinsically essentially log-normally distributed, as demonstrated by fig-
ure 11. Interestingly, this distribution appears to be very resilient to changes
in parameters (not shown). For example, changing the algorithm for choos-
ing the preferred directions does not remove the log-normality. Neither does
changing the connectivity, nor imposing or removing Daleian constraints.
Additionally, a very similar distribution arises when optimizing the weights
for a logistic rate-model instead of a spiking one.

Figure 11 does only include non-zero weights. However, the total frac-
tion of non-zero weights is also an important measure. In section 4.3, this
warranted the introduction of neural geometry. To summarize, there are
two possible reasons for not observing any active synapse between a pair of
neurons. First, there might be no physical connection. Second, an existing
physical connection might be unused or silent. Figure 12 shows the relation
between these two different measures of connection probability. For the above
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Figure 12 Physical versus actual connectivity. The x-axis indicate the prob-
ability that two neurons can create a synapse and the y-axis is the probability
that they will. 20% of the presynaptic neurons are inhibitory and thus only
creates inhibitory synapses while the remaining 80% only creates excitatory
synapses. Using this fact, one can deduce from the plot that inhibitory neu-
rons are more likely to actually use the connection possibilities.

network, the probability of a functional connection was 16%, which is a little
high. However, the relation in figure 12 indicates that this is essentially a
parameter, that can be controlled by adjusting the probability of a physical
connection. Notably, this relation is close to linear, meaning a fixed fraction
of the geometrical synapses actually form functional ones. This is consistent
with, perhaps even an idealization of, the conclusions of Shepherd et al. [44].
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6 Discussion
In section 3.4, a number of criteria of the desired network were posed. In
chapters 4 and 5, I have argued that these are fulfilled by a cyclic-attractor
network. Indeed, the activity is low-dimensional due to the attractor prop-
erty, and spontaneously active due to the oscillations. The connectivity is
not only recurrent, but in fact follows known constraints and distributions
very well. The network is spiking, and implemented with LIF-neurons with
fairly reasonable parameters. Being an attractor, the network also naturally
recovers from disturbances and noise. Finally, inputs to the network can be
designed to modify the encoded vector, enabling functionally relevant control
of the network state.

I would like to emphasize that the fact that a cyclic attractor can be
constructed with the NEF is neither novel nor a main contribution of this
work. Unequivocally, a tutorial on how to create an oscillator is among the
introductory examples shipped with Nengo, and only takes a few lines of
code. Instead, the main point is connecting the type of networks described
by the NEF with recent empirical findings. In particular, the NEF predicts
the existence of a low-dimensional subspace in which all the relevant com-
putations are carried out. Such a subspace would explain why the monkeys
of Sadtler et al. [42] could not learn any pattern of activity outside of the
intrinsic manifold. It is also consistent with the finding that stimuli reduce
dimensionality, the main finding of Mazzucato et al. [32], because a stimulus
would likely mean encoding a particular set of values, as opposed to having
the state vector move in the full subspace.

A special focus has been given to the connectivity of the network. The
fact that the set of weights robustly becomes more or less log-normally dis-
tributed without any extra manipulation is, to the best of my knowledge,
a novel finding. In any case, this intriguing fact definitely further increases
the credibility of the NEF. Furthermore, compared to creating an oscillator,
changing the optimization algorithm in Nengo is more conceptually advanced.
My solution provides an alternate way of implementing Dale’s principle and
geometrical constraints. Additionally, it correctly predicts a discrepancy be-
tween possible and actual synapses. However, the important conclusion is
that imposing such constraints does not fatally impair the performance of
the framework. Conversely, they are not required either. Having relieved
the concern of their compatibility, it is therefore not necessary to explicitly
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include them in future work. In fact, the vastly increased computational cost
of my solution, compared to the ones already available in Nengo, renders it
unpurposed for most applications.

Another very important point is that model presented here is conceptual,
as opposed to mechanistic. In other words, it is not intended to faithfully
include every possible biological aspect. On the contrary, a highly simplified
model capable of explaining the intended phenomena ought to be seen as
more valuable. For this reason, I do not claim that every aspect of this model
reflects the absolute truth. For example, it is not likely that the neurons in
Rhesus monkey motor cortex merely encode perfect oscillations. Instead, the
choice was made to show that an attractor network can give rise to very clear
low dimensional behavior. As stated above, in reality the dynamics of the
population instead most likely reflects computationally relevant properties.
Furthermore, the model not being mechanistic is also the justification for
lenient parameter choices. Although the primary motor cortex of a Rhesus
monkey has to some extent been the model target, parameters and empirical
observations from both other regions, as well as other species, have also been
incorporated.

Nevertheless, simplicity does not warrant biological implausibility. I have
argued that the NEF is consistent with observations of low dimensionality
and pattern of synaptic connectivity. However, there are other dubious as-
pects of the NEF that have not been resolved in this thesis. For example,
the spike pattern of the network is too regular and, more generally, appears
synthetic. Relatedly, it is uncertain how well the framework would handle
neural adaptation, depression or potentiation. The framework also seems
to be most effective in the rate-coded regime, since it does not utilize spike
times explicitly. Finally, my most severe concern regarding the NEF is how
the synaptic weights could be installed in a biologically plausible way. No-
tably, solving global least-square problems straight-on is typically not within
the ability of neural populations. Some attempts have been made to resolve
this issue [29, 48], but how to construct these attractors from scratch in a
completely plausible fashion remains elusive. Hopefully, a solution will be
presented in future work.

There are of course remaining problems in a broader sense as well. One
is how these attractors are controlled and modified. In particular, one inter-
esting idea is whether the balance of excitation and inhibition [36] could be
related to the concept of attractors. Specifically, this could perhaps be used
to create and destroy attractors seamlessly, and hence allow for switching
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between, for example, different modes of movement.
An even more general question is whether low dimensionality is a reward-

ing concept in the first place. In chapter 3, I argued that low dimensionality
is rather easy to achieve. If it is a common feature of many different mod-
els, it becomes less useful for discrimination and validation of models and
hypotheses. In any case, it is occasionally used in experimental studies. In
order to conduct those as effectively as possible, having a good understanding
of their theoretical implications is favorable. In itself, this justifies the type of
theoretical work presented in this thesis. Ideally, a better theoretical under-
standing implies either fewer ethically precarious animal studies are needed
to obtain the same knowledge, or that the same number of studies can yield
an even higher understanding, which is ultimately required to understand
our own inner workings, as well as tackle the vast problem of neurological
disease.
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