
Network virtualization
as enabler for cloud networking

DANIEL TURULL

Licentiate Thesis in Information and Communication Technology
School of Information and Communication Technology

KTH Royal Institute of Technology
Stockholm, Sweden 2016



TRITA-ICT 2016:16
ISBN 978-91-7595-968-9

KTH School of Information and
Communication Technology

SE-164 40 Kista
SWEDEN

Akademisk uppsats som med tillstånd av Kungl Tekniska högskolan framlägges till
offentlig granskning för avläggande av licentiatexamen i Informations- och kommu-
nikationsteknik, Kommunikation: Tjänster och infrastruktur torsdagen den 2 juni
2016 klockan 14:00 i Sal C, Electrum, Kungl Tekniska högskolan, Isafjordsgatan
26, Kista.

© Daniel Turull, June 2016

Tryck: Universitetsservice US-AB



iii

Abstract

The Internet has exponentially grown and now it is part of our everyday
life. Internet services and applications rely on back-end servers that are de-
ployed on local servers and data centers. With the growing use of data centers
and cloud computing, the locations of these servers have been externalized
and centralized, taking advantage of economies of scale.

However, some applications need to define complex network topologies
and require more than simple connectivity to the remote sites. Therefore, the
network part of cloud computing, what is called cloud networking, needs to
be improved and simplified.

This thesis argues that network virtualization permits to fill the missing
gap and we propose a network virtualization abstraction layer to ease the use
of cloud networking for the end users. We implement a software prototype of
our ideas using OpenFlow. We also evaluate our prototype with state of the
art controllers that has similar functionalities for network virtualization.

A second part of this thesis focuses on developing a tool for performance
testing. We have improved the widely used tool pktgen with receiver function-
alities. We use pktgen to generate traffic for our experiments with network
virtualization.

Keywords: network virtualization, OpenFlow, pktgen, cloud networking, cloud,
network performance, benchmarking, datacenters, perfomance testing, Libnetvirt
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Sammanfattning

Internet har vuxit exponentiellt och nu är det en del av vår vardag.
Internet-tjänster och tillämpningar bygger på backend-servrar som är belägna
på lokala servrar och i datacenter. Med den ökande användningen av datacen-
ter och molnbaserade datatjänster blir placeringen av dessa servrar alltmer
har externaliserad och centraliserad för att dra nytta av stordriftsfördelar.

Men vissa nätverkstillämpningar har mer komplexa nätverkstopologier
och kräver mer än bara enkla förbindelser till anslutningspunkterna. Därför
behöver nätverksdelen av molnbaserade tjänster, det som kallas molnbaserade
nät, både förbättras och förenklas.

Denna avhandling lyfter fram tesen att nätverksvirtualisering kan fyl-
la detta gap vi föreslår ett abstraktionslager för nätverksvirtualisering som
underlättar användandet av molnbaserade nät. Utgående från dessa idéer ut-
vecklar vi en prototyp baserad på Openflow. Vi utvärderar denna prototyp
genom jämförande studier med moderna styrenheter för nätverk, "controllers",
som har liknande funktionalitet för nätverksvirtualisering.

Den andra delen av denna avhandling är inriktad mot utveckling av ett
verktyg för prestandatester i nätverk. Vi har utökat det välkända verktyget
pktgen med mottagare- funktionalitet. Vi använder pktgen som trafikgenera-
tor i våra experiment med prototypen för nätverksvirtualisering.

Nyckelord: nätverksvirtualisering, OpenFlow, pktgen, molnbaserade nät, moln-
baserade datatjänster, nätverksprestanda, benchmarking, datacenter, prestandaut-
värdering, Libnetvirt
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Chapter 1

Introduction

This chapter introduces our research motivation for this thesis work. Additionally,
it summarizes the main contributions and outlines the organization of the remaining
chapters.

1.1 Research Motivation

Nowadays, the cloud computing paradigm creates a tendency to externalize or con-
centrate the Information Technology (IT) infrastructure from an organization into
the cloud (public or private). A cloud [1] is a set of resources that can be reused and
scaled up or down without knowing their exact physical location. Cloud resources
consist of computing, storage, and network resources. Computing resources refer
to the execution of the applications and how the CPU is assigned to the different
execution instances. Storage resources refer to how the data is stored in the cloud.
Network resources refer to provisioning of network connectivity and capacity in a
cloud infrastructure and how it can be used to interconnect other resources, that
is, computing capacity and storage.

Different network virtualization techniques exist that mainly have to be config-
ured by hand, such as L2VPN, MPLS, VLANs and tunneling. Recently, different
projects have tried to generate frameworks to manage the creation and termina-
tion of point-to-point connections [2–6], but a unique abstract interface for network
virtualization management does not exist. In a cloud environment, users should
be able to easily describe and create networks to interconnect their resources in
a dynamic and autonomous way, independently of the network operator’s cloud
provider. However, a well-defined uniform interface to manage networks in such a
way is lacking.

An architecture that is gaining much attention is OpenFlow [7, 8]. OpenFlow
is an open network interface that decouples the forwarding of the packets from the
forwarding decisions. Traditionally, both functions have been implemented in the
same device and they could not be controlled from an external unit. OpenFlow

3



4 CHAPTER 1. INTRODUCTION

creates an open interface that allows an external controller to modify how the
switch or the router behaves. A high level overview is illustrated in Figure 1.1.
The controller is a piece of software that runs on a server, or a cluster of servers, and
has a global view of the network. In other words, OpenFlow offloads the logic of the
routers or switches to an external server. Nowadays, several manufacturers build
OpenFlow enabled switches and several research projects work with OpenFlow.

Controller

Figure 1.1: High level view of an OpenFlow network

1.2 Thesis contribution

Our main goal in this thesis is to investigate how a unified abstraction for virtual
networks can be developed in order to increase the dynamicity when deploying
and/or reconfiguring virtual networks in the cloud. A cloud provides on-demand
and automated access to computer resources. Those resources need to be intercon-
nected. The creation of this interconnection needs to be dynamic, in other words,
operators of the cloud should not have to be involved in setting up the interconnect,
neither in its reconfiguration.

An abstraction is a standardized, common interface that allows the user to
use any common operation without the need to be specific about the underlying
technology. In case of a network abstraction, it should allow the user to use any
kind of network technology to implement the virtual network, as long as the network
technology conforms to the abstraction.

This abstraction should help in the automation of the virtual networks in the
cloud. Therefore, we should ask ourselves: How can we define an abstraction that
simplifies the deployment of virtual networks? Which technologies can we use to
demonstrate the usefulness of the network abstraction? Which performance can
we obtain with the selected technologies? What tools and metrics do we need
to measure the performance of the selected technologies? How does the network
abstraction interact with other parts of the cloud?
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In order to answer the previous questions, we explore the definition of a network
abstraction. For this, we investigate different models and define the architecture and
a set of basic operations to control the network. After describing the abstraction, we
implement a prototype with OpenFlow that implements the basic functionality of
the model that we envision. Thereafter, we evaluate it in the context of OpenFlow
networks and define measurements to determine the performance of the applications
that can use the abstraction. In addition, we design a receiver module for pktgen,
a popular packet generator tool in Linux, to do performance tests on high-speed
networks. This tool helps to measure different aspects of network performance in
our experiments.

In this work, we follow an experimental approach to develop our ideas, where
we have built several prototypes and conducted extensive experimental work.

1.3 Thesis organization

This licentiate thesis is a compilation thesis, with two parts. The first part provides
an overview of the thesis and a description of the problem statements. The second
part is a compilation of the published, peer-reviewed papers of the author of this
thesis.

The rest of the first part is organized as follows. Chapter 2 provides the neces-
sary background to understand this thesis. Chapter 3 defines the hypothesis and
research problem. Chapter 4 describes the author’s publications. Finally, Chapter
5 concludes the thesis and provides directions for future work.





Chapter 2

Literature Review

This chapter describes the state of the art and introduces the necessary background
to understand the rest of the thesis. The literature review is complementary to the
background sections in the published articles.

2.1 Network virtualization

Computer networks permit to exchange information among computers in a fast and
reliable fashion. Networks are designed to exchange information between all nodes
connected to it. However, organizations might want to separate the traffic between
the different users. For instance, let us assume that inside an organization, we need
to isolate the traffic between groups of users. In this case, we need a network for each
group, which increases the cost of managing the networks. Here is where network
virtualization comes into play. Network virtualization is a set of technologies that
permit to share physical network resources among different users while still keeping
the users isolated from each other.

Network virtualization [9] technologies separate the physical infrastructure from
the logical view. Each group of users perceives the network as if is the only group
using the network. The physical elements of the network are shared between groups,
however every group has the perception that it has the network exclusively for itself
and does not see the network traffic from other groups. The key idea of network
virtualization is the coexistence of different networks in the same infrastructure.

Network virtualization has been claimed [10, 11] to help solving the problem of
the ossification of the Internet. This problem refers to the difficulty in changing
the architecture of the Internet to allow further growth. A clear example of this
is the deployment of IPv6 [12] which aims to solve the problem of exhaustion of
IPv4 addresses. IPv6 was approved in 1998 and it is still far from being globally
deployed even though IPv4 address exhaustion is now a fact [13].

Network virtualization is a useful mechanism to share network resources. It
permits to share equipment while keeping traffic isolated. This allows for cost sav-

7
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ings, since less equipment is needed and maintenance costs are lower. In addition,
network virtualization permits to adapt and modify the network without the need
of physical changes, which could potentially increase the speed of deployment of
new services.

Network virtualization could have an important role in cloud computing because
it has the potential to personalize and isolate the different networks that intercon-
nect computing and storage resources. Interconnection of the different resources
is a key component when deploying complex topologies that use shared resources
among different users.

Khan et al. [4] make an analogy between network virtualization and computer
virtualization, and argues that network virtualization may not bring new capabili-
ties, but it permits to organize networks in a way to overcome network ossification.

The key idea in network virtualization is the coexistence of different networks
in the same infrastructure. Two of these technologies are: Virtual Local Area
Networks (VLANs) and Virtual Private Networks (VPNs).

VLANs

Virtual Local Area Networks (VLANs) were standardized in 1998 with the standard
IEEE 802.1q [14]. This protocol aims to generalize several proprietary protocols
that existed then, such as, Cisco’s ISL (Inter-Switch Link) [15] and the 3Com’s VLT
(Virtual LAN Trunk). The objective is to limit the broadcast domain of Ethernet
networks. Simple switches can distinguish VLANs by port and more advanced
switches use frame tagging to differentiate between VLANs. IEEE 802.1q adds
a four byte field between the MAC address and the EtherType/length field. It
includes 12 bits of VLAN identification.

IEEE 802.1q has scalability problems because of the limited number of VLANs
identifiers, since the 12 bits permits only up to 4096 VLANs. This problem is
partly solved with QinQ encapsulation [16]. QinQ allows multiple VLAN tags to
be inserted into a single ethernet frame.

VPNs

Virtual Private Networks (VPNs) [17] are networks that use public networks to
extend private networks to interconnect hosts located in different and distant lo-
cations, as illustrated in Figure 2.2. In the enterprise world, VPNs are provi-
sioned by Service Providers (SP) and are then known as Provider-Provisioned VPNs
(PPVPN) [18]. Each PPVPN had two kinds of elements: Customer Edge (CE) and
Provider Edge (PE). Customer Edges are in the customer facilities, for instance,
hosts or routers, and interconnect to the Provider Edge Routers. PPVPNs provide
isolation between different customers of PPVPNs. The PEs forward the customer
traffic to the CEs that belong to the same VPN though the service provider’s core
network.
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PPVPNs exist at Layer 3 (L3VPN), Layer 2 (L2VPN) and Layer 1 (L1VPN).
VPN solutions are usually based on tunneling techniques. Tunneling means en-
capsulation of a packet as payload to another protocol packet. An example of an
encapuslated frame is illustrated in Figure 2.1. Some of the encapsulation protocols
for L3VPNs are MPLS [17], GRE [19], PPTP [20], L2TP [21] or IPsec [22].

Header O Payload

Header O Payload

Header

Payload

Original packet

Encapsulated packet

Figure 2.1: Example of tunneling encapuslation

When a customer packet arrives to the CE (source CE), the CE looks up the
destination network and matches it with a destination CE. Then the packet is
encapsulated by the source CE and transmitted through the Service Provider Net-
work to the destination CE that belongs to the same VPN. The destination CE
decapsulates the packet, and delivers it to the destination customer network.

Public Network

PE

PE

PE

CE
CE

CE

Figure 2.2: L3VPNs

L2VPNs [23, 24] differ from L3VPN in that they provide the illusion that both
sites are in the same LAN, which gives the advantage of being capable of supporting
heterogeneous higher-layer protocols. There are two kinds of L2VPNs: point-to-
point Virtual Private Wire Service (VPWS) and point-to-multipoint Virtual Private
LAN Services (VPLS). VPWS extends a local ethernet network to another site in a
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point to point fashion, while VPLS is designed to extend a multicast or broadcast
domain to multiple remote sites.

Network mapping and network abstractions
Virtual Network Mapping [25, 26] is the procedure of mapping components of the
virtual network onto the actual physical substrate. Each node of a virtual network
is mapped onto a physical node, and each virtual link is mapped onto a physical
network path in the substrate. This mapping tries to fulfill a set of constraints,
for example, topology constraints, data rate, CPU capacity, and so on. Its goal is
to solve the Virtual Network Mapping Problem as efficiently as possible. However,
this problem is known to be an NP-hard problem [25]. Different authors propose
different heuristics in order to reduce the complexity focusing on a subset of con-
straints [6, 10, 27–39]. Cong et al. [40] suggest that using a topology for requesting
virtual networks limits the efficiency of the mapping algorithms. They propose an
alternative that uses traffic matrices to specify virtual network requests in their
mapping algorithm.

In addition to the algorithms to solve the mapping problem, several high-level
languages have been created to describe a virtual network topology.

Virtual private eXecution infrastructure Description Language (VXDL) [41] is a
language that permits modeling and specify the interconnection of virtual resources.
It permits to describe the virtual topology, virtual routers and the timeline of the
virtual network.

Another approach in describing networks is to use a network abstraction. Keller
and Rexford [42] propose the single router abstraction that can be used to describe
a network, and this router abstraction can have different properties to define the
required behavior. Not defining an internal topology provides more flexibility in
allocating resources, reducing the constraints on the virtual network mapping prob-
lem. The characteristics of the interconnected nodes are defined by policies. In ad-
dition, it provides a simplified view towards the user, since it only needs to define
the desired connectivity.

Kang et al. [43] optimize the single router abstraction defined by Keller and
Rexford, by proposing an architecture with three different parts: a high level which
defines end-to-end connectivity on top of the single node abstraction, a middle
layer that decides the routing policies, and a compiler that converts the policies to
forwarding rules.

2.2 OpenFlow and Software Define Networks (SDN)

OpenFlow [44] is a protocol that separates the data plane from the control plane,
allowing an external controller to manage how the flows are forwarded in the switch.
For instance, a flow can define a TCP connection, or all traffic to a specific IP
address or port. Figure 2.3 shows a general overview of the OpenFlow architecture.
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OpenFlow switch

Control Path OpenFlow

Data Path (Hardware)

OpenFlow controller

OpenFlow Protocol 
(SSL/TCP)

Figure 2.3: OpenFlow architecture

OpenFlow networks are managed by external controllers that communicate di-
rectly with the switches. The OpenFlow controller is responsible for setting up
the flow entries in the switches and for reacting to different network events. Flow
entries are composed by matching rules and actions. A matching rule contains a
set of values to match with a set of packet header fields in the incoming packet to
identify a flow. Examples of actions taken for an identified packet are: dropping
the packet, tagging it or forwarding it to an output port. When a switch receives
a packet that does not match any of the current entries, the switch forwards the
packet to the controller, which decides how to process the packet.

The authors of OpenFlow claim that OpenFlow will enable a more rapid inno-
vation in the field of networking, where the Internet is claimed to be suffering from
ossification [11]. Ossification stops innovation because new ideas are difficult to im-
plement in real networks. With a logically centralized controller, network operators
will have a network-wide view, improving resource utilization and flexibility [7]. A
centralized controller also enables new types of network applications [45, 46].

OpenFlow promises a flexible and decoupled method to control how the packets
are forwarded in a network. Network equipment needs a control plane to decide
how to forward the packets and a data plane which implements this forwarding.
Traditionally, both functions are implemented in a single closed system that only the
vendor can modify and update. This creates a barrier for new players to enter the
market, and slows down the improvement of network equipment and development
of new functions.

OpenFlow decouples the control plane from the data plane, providing an open
interface to modify the forwarding tables of a switch or router. Therefore, the
network control functionality can be located outside the switch on a general purpose
server (a controller), which can be programmed and modified in a straight-forward
fashion. There are two categories of methods to modify forwarding tables: reactive
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methods and proactive methods. In a reactive method, the controller inserts the
forwarding decision or rule after receiving a new packet that has not been seen before
by the control plane. On the other hand, in a proactive mode, the controller inserts
the forwarding rule before receiving the packet and it uses previously available
information to decide how to forward packets.

OpenFlow was the first component of a more general architecture of how net-
working should evolve. This architecture is called Software Defined Networks
(SDN) [47]. OpenFlow is one way to implement SDN. SDN aims to separate
the network hardware from its logic and to make possible for external applica-
tions to control the behavior of network equipment. Casado et al. [48] argue that
network-wide structures, distributed updates, modular composition, virtualization
and formal verification are key components for the SDN architecture. For an ex-
tensive survey of SDN, the reader is referred to the work done by Kreutz et al. [47],
where 580 references are provided. Also, Feamster [49] explains the evolution of
SDN and how the different technologies and ideas have evolved to arrive to the
current state of the art. There are other OpenFlow-oriented surveys, which are
presented in [50, 51].

In the literature, different OpenFlow controllers have been presented. NOX [52]
was the first controller presented. It is written in C++ and Python. Trema [53] is
an OpenFlow controller developed by NEC, written in C and Ruby. Floodlight [54]
is an OpenFlow controller developed by Big Switch. Floodlight is a fork from the
Beacon controller [55], written in Java, and can be configured though a RESTful
web service. The previous controllers are deployed on a single machine, which can
be seen as a single point of failure.

ONIX [56] is the first controller designed having scalability as a goal and it is dis-
tributed between different machines. DevoFlow [57] also proposes the distribution
of the controllers to increase the scalability of OpenFlow in Wide Area Networks.
Other distributed controllers are: HyperFlow [58], HP VAN SDN [59], Disco [60],
Yanc [61], Pane [62], Smartlight [63], and Fleet [64].

OpenDayLigth [65] is an open platform that builds upon SDN to provide net-
work programmability. Several vendors and operators participate in its deployment,
which include vendor-driven features.

The Open Network Operating System (ONOS) [66] is another open source plat-
form for SDN networks that is targeted to service providers and has abstractions
for developing applications and network services.

Flowvisor [67] is an OpenFlow proxy that splits the OpenFlow network in slices
and forwards the OpenFlow packets to the controllers in charge of the slice. This al-
lows multiple controllers to manage different parts or specific traffic in the network.
The OpenFlow switches see Flowvisor as the only OpenFlow controller. The slices
are defined by a flow specification, which means that each flow can only belong to
one slice.

Besides all the hype that OpenFlow first had and then SDN is receiving, a
few researchers argue that SDN is not the end of the road when designing a new
network architecture that overcomes internet ossification [11]. Casado et al. [68]
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suggest Fabric, while discussing the shortcomings of SDN. They also propose a
new architecture that combines MPLS and SDN, called Software-Defined Internet
Architecture (SDIA) [69].

Some of the criticism about OpenFlow is that it is too low-level. As an alterna-
tive, Frenetic [70] proposes a high-level language for programming network switches.
The language allows classifying and aggregating network traffic with a declarative
query language. A similar approach is taken by Hyojoon and Feamster [71] where
they provide a high-level policy language to make the management of SDN net-
works easier. Monsanto et al. [72] propose abstractions for network applications
composed of independent modules. They use policies and define a programmatic
language called Pyretic. Other high level abstractions are explored in [73–76].

An interesting approach to migrate from legacy networks to OpenFlow networks
is to use RouteFlow [77]. RouteFlow uses open source IP network stacks to control
a group of OpenFlow switches that together will appear to the user as a single IP
router.

Predecessors
OpenFlow was created in Stanford and it was first published in 2008 [44]. However,
the idea of splitting the control plane is not new and it has been tried in the past.

Network Control Point (NCP) [78] was an early effort to separate between data
and control plane. It was introduced to improve telephone network management.

Tempest [79] is a framework that provides a programmable network environ-
ment for ATM networks [80]. It allows multiple control architectures to control
simultaneously a single network using the concept of switchlets.

Another effort to separate the control channel from the data path is IETF
ForCES (Forwarding and Control Element Separation) [81]. ForCES distinguishes
between three elements: Network Elements (NE), Control Elements (CE) and For-
warding Elements (FE). External entities only are able to see the Network Elements,
which are seen as a monolithic piece of network equipment, such as routers, NAT,
load balancers, firewalls, etc. Network Elements internally are composed of Control
Elements and Forwarding Elements. This permits to implement both components
independently, and they can also be physically independent.

Tools to measure performance in OpenFlow
Performance is a key element when working with networks and OpenFlow is not
an exception. The following are examples of tools to evaluate performance in
OpenFlow switches.

OFLOPS [82] is a framework that permits to measure the capabilities and per-
formance of OpenFlow-enabled switches. The authors of OFLOPS measure the
bottlenecks between the switch and the remote controller using hardware instru-
mentation combined with a software framework. They observe that the applied
actions and firmware affect the forwarding performance. Also Kuzniar et al. [83]
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measure and analyze the performance of three hardware OpenFlow switches. They
also find that there are differences between the OpenFlow specification and its
implementation on the tested switches.

Cbench [84] has been used in [85] to measure the number of flow set-ups that
a controller can handle. Cbench emulates a switch that communicates with a
controller and is used to measure the controller performance. It offers latency and
throughput measurements. Cbench is a general toolkit to run tests in a systematic
way.

Jarschel et al. [86] propose an analytical model to predict the packet sojourn
time and the probability of packet loss. Jarschel et al. [87] introduce a new tool
for performance analysis called OFCBenchmark, which includes more systematic
measurements.

NICE [88] is another tool that permits to test OpenFlow applications and detect
implementation errors in the management applications before they occur.

Also the placement of the controller affects the performance of the OpenFlow
network, as shown by Heller et al. [89].

2.3 Cloud Computing and Cloud Networking

Nowadays, there is a tendency in cloud computing to externalize or concentrate the
IT infrastructure from organizations into the cloud (public or private). Multiple
definitions of cloud are proposed in [1, 90–92]. Taking the definition from NIST [1],
a cloud is a pool of resources (computing, network and storage resources) which
can be used and scaled up or down on demand without knowing the exact physical
location of the resources. Some providers already offer Infrastructure-as-a-Service
(IaaS), with the main focus on computing or storage. Generally, cloud resources
are located in data centers.

Computing resources have become a utility for many organizations, thanks to
the popularization of data centers and computer virtualization. Computing clouds
can be classified as public, private or hybrid:

• Public clouds belong to an external company that rents out its resources on
a pay-per-use or pay-as-you-go basis to other companies or entities. These
companies are also known as cloud providers.

• Private clouds belong to a specific company for its internal use. A private
cloud is used only by internal users. Different departments can access a
common set of resources in order to obtain the benefits of cloud computing,
but without exposing or moving the critical data outside the organization.

• Hybrid clouds are a mix of private and public clouds. When a private cloud
needs more resources that the ones available, it offloads some of the workload
to a public cloud.
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Cloud computing uses computer virtualization as an abstraction of the com-
puting resources in order to facilitate portability and standardization. A useful
technology used for virtualization is libvirt [93]. Libvirt provides an abstraction of
the different computer virtualization technologies, such as KVM [94] or Xen [95],
and provides a unique API to control them. Different tools use libvirt to provide a
user interface for computer virtualization resources.

Cloud networking is focusing on the networking aspect of the cloud, which is in
an earlier development stage compared with computing and storage. More dynamic
functionalities and a common understanding of a network resource are needed. In
this context, SAIL [96] has come up with a concept called Flash Network Slices
(FNS). The goal of an FNS is to create Virtual Private Networks (VPNs) on de-
mand, providing Quality of Service (QoS) and dynamic reconfiguration properties.

Amazon EC2 [97] was the first cloud provider to offer virtual machines on a
pay-per-use basis. It provides a set of tools and APIs to control and manage the
creation, access and removal of virtual machines, which many other platforms later
took as a de-facto standard.

Opennebula [98] is an open-source software to build and manage data centers
and private clouds. It originates from a research project in 2005. Since 2010 it has
commercial support and a community behind it. Eucalyptus [99] is open source
software for building private and hybrid clouds.

Openstack [100] is an open-source software for building public and private
clouds. It was initiated by Rackspace [101] and NASA [102] but now it is a
global project with collaborators all over the world and more than 450 companies
worldwide. The networking component is called Neutron [103], formerly known
as Quantum. It is in charge of the network-related components and provides an
API to manage and create virtual networks in Openstack. Neutron is based on a
plug-in architecture that permits to use different technologies underneath, where
OpenFlow is one of them.

Open Cloud Computing Interface (OCCI) [104] is an open interface that permits
to manage the resources of the cloud. It is an alternative to replace the de-facto
standard from Amazon EC2.

Multiple challenges to coordinate the allocation in distributed clouds arise.
Soares et al. [105] propose a resource allocation algorithm to allocate cloud and
network resources in an integrated way. Matias et al. [106] propose a network vir-
tualization framework for the cloud based on an abstract model where each physical
element has its own virtual counterpart. The framework is based on a layer 2 net-
work virtualization approach.

2.4 Network performance tools

An important aspect when developing systems is the possibility of testing its overall
performance in worst-case scenarios. Therefore, it is necessary to have tools to
evaluate such conditions. In the case of networking, packet generators are tools
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to inject traffic into the networks in order to observe how the systems behave at a
certain load. Challenges in network performance measurements relate to generating
packets at high speed as well as to making accurate measurements of parameters
such as forwarding performance and latency.

Commercial packet generators based on dedicated hardware, such as, Ixia [107]
and Smartbits [108], exist and provide wire speed packet generation as well as very
accurate measurements. However, these are expensive and not always a realistic
alternative for performance measurements in smaller scale (such as for experimenta-
tion in research labs). Another approach is to use generic processors in commodity
computers.

Several user-space tools exist in Linux, such as Netperf [109] and Iperf [110].
Netperf permits to measure bandwidth and latency for TCP and UDP traffic. It
uses the socket API provided by the operating system. Iperf is a well-known tool
that also allows to benchmark links with TCP and UDP connections. However, they
are limited in performance because of the overhead introduced by doing context
switching between user and kernel space in the operating system.

Another approach that is used by pktgen [111] is to integrate the packet gener-
ation functionality with the kernel. Netmap [112] and Intel DPDK [113] follow yet
another approach: to bypass the network stack and to provide direct access to the
buffers of the network card.

Netmap [112] is proposed as an API to send and receive packets in a Linux
or FreeBSD system. It defines its own API through which applications get direct
access to the packet buffers of the network cards. It effectively bypasses packet
processing in the Linux network stack and can therefore acieve higher performance.

Intel DPDK [113] is a development framework that provides direct access to
the network cards for the user space applications, disabling the interrupts and
completely bypassing the default network stack. In this case, the application is in
full control of the network card.



Chapter 3

Problem definition

This chapter presents the hypothesis of our thesis, defines the goal in our research
statement and describes the methodology.

3.1 Hypothesis

A cloud provides on-demand and automated access to resources (computing capac-
ity, network resources, and storage). The configuration of the resources should be
dynamic and without operator intervention. This dynamicity requires standard-
ized interfaces for managing the resources in order to automate the provisioning.
An abstraction can be used to provide such an interface. Whereas the computer
abstraction is well defined and allows automatic configuration and deployment, we
do not have the same abstractions for networking. The abstraction of the network
components and their functionality will enable heterogeneous deployments with
multiple technologies and will make the automation needed by the cloud possible.
An example in computer virtualization is libvirt, which provides a unique API and a
set of functionalities to control different computer virtualization technologies. Lib-
virt enables deployment of virtual machines with different computer virtualization
technologies.

Our hypothesis is that using the same approach as libvirt in virtual networks will
enable the automation required by the cloud and will increase its dynamicity. In
addition, one open question is how to select a technology that makes it possible to
operate and manage virtual networks. This technology should be flexible enough for
experimentation and have enough performance to support today’s network traffic.

3.2 Research Statements

The goal of this thesis is to study and investigate novel approaches to network
virtualization in cloud computing. In particular, we want to study how a network
virtualization abstraction can be defined to be suitable for the cloud. Once we

17
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have defined the abstraction, we want to implement a proof of concept. SDN
technologies provide mechanisms to remotely configure switches and experiment
with new control functionality and forwarding. Therefore we want to evaluate how
different SDN techniques can be used in the context of network virtualization.

Experimental performance evaluation is another key aspect when testing and
evaluating new concepts and technologies. Once we have selected the technology
and implemented a proof of concept, we want to evaluate its performance and
compare it with existing solutions. Finally, in case we need to improve existing
performance tools for the network evaluation, we want to study how they can be
designed to benefit from new hardware features.

We follow an experimental approach where we implement a software prototype
and evaluate it. This prototype implements the basic functionalities of the envi-
sioned virtualization abstraction. We divide our work into three research problems,
which are described in more detail below.

How can we define a network virtualization abstraction?
Our first problem is to define a unified network virtualization abstraction that en-
ables deployment of networks for cloud computing in an automated fashion. Tra-
ditionally, requesting a network service requires manual intervention from the net-
work operator, which implies that the user needs to wait, perhaps for several days
or weeks. Cloud computing makes it possible to deploy virtual machines in seconds
or minutes, and therefore it is important that the time to deploy networks is of the
same order of magnitude.

Our approach to this problem is to define the network as a single node, where
different cloud resources are interconnected. A resource can be a host, a virtual
machine or another network. We want to find an abstraction that can be mapped
onto any kind of virtualization technology. The user can specify the services he
needs, at a high-level abstraction without technology-specific details. The use of an
abstraction allows creating an open programmatic interface that permits networks
to be deployed directly without human intervention, which makes the deployment
of virtual networks more agile.

This is a similar approach as when using virtualization of computers and storage.
To be able to create services and applications independent from the physical devices,
an abstraction that defines the function is used. An example is logical disk volumes,
where higher levels have a unified view of the storage while the data could be stored
on separate physical disks. We use what we call a Flash Network Slice (FNS) to
interconnect the resources.

What is the performance of OpenFlow networks when used for
network virtualization?
OpenFlow is an important and promising technology for network virtualization be-
cause it enables to control how packets are forwarded from a centralized logic. We



3.2. RESEARCH STATEMENTS 19

develop a proof of concept of an OpenFlow controller that uses network virtualiza-
tion with the previously defined network abstraction (FNS).

Well-founded concerns about performance exist and therefore our next step is
to investigate them. The propagation and processing delays between switch and
controller could increase the overall transmission time and affect applications that
require low latencies. In addition, it can create bottlenecks because the data plane
and control plane are not in the same physical machine.

Therefore, once we define our abstraction and implement a prototype using
OpenFlow, our next problem is how we can evaluate an OpenFlow network in a
real-life scenario? Network traffic is complex and multiple unpredictable variables
can influence the results. For instance, the latency of a packet might be affected by
the load of the controller, a bandwidth limitation between switch and controller, a
packet loss in a congested switch, or any combination of these.

In order to address this problem, we develop and perform a set of experiments
to evaluate and characterize the performance of the OpenFlow control plane.

How can network performance tools be designed to benefit from
new technologies?
Our third problem, which is related to the second, is how to efficiently design
and implement a software tool for network performance evaluation of high-speed
networks taking advantage of modern features in commodity network cards.

Network performance evaluation is important when deploying network systems,
services and protocols. It enables us to measure and predict how systems behave
under heavy load. Commercial equipment to measure network performance, such as
throughput, latency or jitter is available, but depends on costly dedicated hardware.
Another approach is to use regular computers with open source applications that
convert the computer into a tool. We follow the approach of taking an existing
traffic generator solution, pktgen [111], to which we add the capabilities to receive
and analyze traffic.

One of the key differences between dedicated hardware and open-source appli-
cations, especially at 10Gbit/s links and beyond, is the number of generated and
processed packets. Therefore, our solution should:

• be open-source to make it highly available to the research community,

• achieve wire speeds at 10Gbit/s with state-of-the-art computers,

• be modular and easy to deploy in any Linux system,

• work closely with the hardware to try to obtain the maximum performance
from it,

• run multiple network interfaces, and

• be able to use new features of modern systems that can boost its performance.
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Some of the challenges in this problem are the complexity in the operating
system, and how the network interfaces interact with the applications. At 10Gbit/s
wire speed, one packet needs to be processed every 67.2 nanoseconds in the worst-
case scenario when the rate is 14.88 Mpps (million packets per second). This adds
a strong constraint on how packets are managed by the operating system. Another
challenge is that general-purpose operating systems are designed to be general,
which adds overhead with functionality that is not strictly necessary for measuring
network performance.

3.3 Methodology

In this section we give an overview of how we approach the research statements
presented in Section 3.2.

Network abstraction

For the research statement “How can we define a network virtualization abstrac-
tion?” we want to simplify how networks appear to the user. We follow the idea
proposed by Keller and Rexford [42] to define the network as a single node, where
all the network functionality such as polices and connectivity is defined internally.
We define the endpoints, which are the termination of the network, with a set of
network properties, such as, attached network switch and port. Additional fields,
such as MPLS or VLAN IDs can also be used. We also characterize the network
in terms of the forwarding type, for example, L2 (based on MAC addresses) or L3
(based on IP addresses).

Furthermore, the idea is to separate the abstract network operation of a virtual
network, such as to create, modify, and remove a network, from the specific com-
mands that each technology requires. The main purpose of a virtual network is to
interconnect nodes. From a logical point of view, the end user should not manage
the underlying topology. Therefore, we define our network virtualization abstrac-
tion as a single node, to which the user connects its endpoints. Furthermore, we
defined an interface for the network virtualization abstraction as a set of network
operations, through which the endpoints interact with the single node network.

We implement the abstraction as a library, which we call LibNetVirt, as an anal-
ogy to libvirt. The LibNetVirt architecture is illustrated in Figure 3.1. LibNetVirt
is based on a driver architecture, composed in two parts: a generic interface and
drivers. The generic interface provides a programmatic interface to interact with
the virtual network. The drivers contain the specific configuration details of each
technology. In this thesis we have implemented LibNetVirt drivers for OpenFlow
and a commercial MPLS routing stack.
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Figure 3.1: LibNetVirt architecture. LibNetVirt generic interface can process XML
files that contain the Virtual Network description. A third party management
application can use the API provided by LibNetVirt to operate virtual networks.

OpenFlow
For the research statement “What is the performance of OpenFlow networks when
used for network virtualization?”, OpenFlow offers the possibility to remotely con-
trol the forwarding tables of a switch from a central entity. We explore how
OpenFlow can be used in virtual networks, especially the ones that reside in a
single physical network. An OpenFlow controller is able to monitor traffic that
is received in the network and make decisions about how to forward the traffic.
We use the OpenFlow forwarding rules to isolate the traffic of different users. We
use OpenFlow to control the virtual networks and to control the behavior of the
network from the controller.

We want to evaluate OpenFlow for network virtualization. We design a set
of performance measurements in which we use pktgen as a packet generator tool.
We evaluate and compare our implementation with other similar approaches for
network virtualization using the designed measurements.

Pktgen
For the research statement “How can network performance tools be designed to
benefit from new technologies? we use pktgen. Pktgen is part of the regular Linux
kernel and is used for network testing. We extend pktgen with the capabilities
needed to become a performance tool for network elements. In order to do this, we
enhance pktgen with a receiver part that measures throughput, jitter, inter-arrival
times and latency, and we use pktgen to generate and receive traffic when testing
our OpenFlow prototype.





Chapter 4

Thesis contribution

Our work has been published in several peer-review conferences. This chapter
includes the list of contributions, a summary of each paper, and a description of
the contributions to each paper by the author of this thesis.

4.1 List of contributions

The research papers included in this thesis are:

• Paper A: D. Turull, M. Hidell, and P. Sjödin, “libNetVirt: the network virtual-
ization library,” in Workshop on Clouds, Networks and Data Centers (ICC’12
WS - CloudNetsDataCenters), (Ottawa, Canada), June 2012

• Paper B: D. Turull, M. Hidell, and P. Sjödin, “Using libNetVirt to control
the virtual network,” in 2012 1st IEEE International Conference on Cloud
Networking (IEEE CloudNet’12), (Paris, France), Nov. 2012

• Paper C: D. Turull, M. Hidell, and P. Sjödin, “Performance evaluation of
OpenFlow controllers for network virtualization,” in 2014 IEEE 15th Interna-
tional Conference on High Performance Switching and Routing (IEEE HPSR
’14), (Vancouver, Canada), July 2014

• Paper D: D. Turull, P. Sjödin, and R. Olsson, “Pktgen: Measuring perfor-
mance on high speed networks,” Computer Communications, pp. 39–48, May
2016. Volume 82, ISSN 0140-3664, Available at: http://dx.doi.org/10.
1016/j.comcom.2016.03.003

Publications of the same author, not included in this work
• D. Turull, M. Hidell, and P. Sjödin, “Evaluating OpenFlow in libNetVirt,”

in The 8th Swedish National Computer Networking Workshop 2012 (SNCNW
2012), (Stockholm, Sweden), June 2012
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Paper A. LibNetVirt: the network virtualization library
In this paper, we create a library for network virtualization. We propose a network
virtualization abstraction that uses the single node abstraction. We define the
endpoints, where the virtual network terminates. An endpoint is defined as the
combination of physical switch, port and VLAN, with the possibility to add extra
parameters, such as IP address or MPLS tag. We propose a set of basic operations
to manage the network, such as creation, addition, or removal of endpoints and
virtual networks.

We use libvirt [93] as a model to design our library. Libvirt is the library
to manage computer virtualization, which provides a common API for different
virtualization technologies. Our library, LibNetVirt, is divided into two parts: the
generic interface and the drivers. The drivers are technology-dependent and are
called by the generic interface. The generic interface uses the proposed abstraction.

After presenting the global framework, we further elaborate upon the design
of an application in the OpenFlow controller, presenting design alternatives and
implementation decisions that we make. The user only needs to specify the end-
points, and the library is in charge of controlling the network and installation of
the required forwarding entries to create the illusion of a single node network.

Finally, we contextualize the use of our controller to a use case based on cloud
networking and the use of Flash Network Slices.

Individual contribution

I am the main author of the paper and proposed the architecture of LibNetVirt as a
framework for network virtualization. In addition, I designed and implemented the
code of the software library that uses OpenFlow. I wrote the paper together with
my supervisors Peter Sjödin and Markus Hidell. Finally, I presented the paper at
a peer-reviewed scientific conference.

Paper B. Using LibNetVirt to control the virtual network
This paper is a continuation of the work from paper A and goes a step further by
analyzing the performance of our solution in a testbed with software switches that
run Open vSwitch. We evaluate LibNetVirt in an OpenFlow-enabled network with
three different tests: the setup time for a flow, the behavior of the system under a
Denial of Service attack, and packet losses for high rate UDP flows.

The setup time is the time required for the first packet to reach the destination.
We compare the obtained results with the Linux Bridge and OpenFlow acting as
a learning switch. We observe that after the first packet, the remaining packets do
not suffer any extra delay.

A second scenario that we explore is when a host that does not belong to any
virtual network sends UDP packets to a switch. By doing so, we emulate a Denial
of Service attack. We observe that the switch that receives the UDP traffic suffers a
drop of performance even at low packet rates. That is because the malicious traffic
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is unknown by the OpenFlow switch, which then needs to send the packets to the
controller for further processing. The controller drops the packets because they do
not belong to any virtual network, but all the extensive OpenFlow traffic saturates
the control channel. Due to the saturation, legitimate packets are also dropped.

Finally, with the UDP tests we observe that all the packet losses at very high
rates occur at the beginning of the transmission when the rules are not installed
yet and that the amount of losses increases with the incoming rate.

Individual contribution

I am the main author of the paper and I wrote the paper together with my su-
pervisors. In addition, I also proposed the experiments and wrote the code and
scripts to run them. Moreover, I presented the paper at a peer-reviewed scientific
conference.

Paper C. Performance evaluation of OpenFlow controllers for
network virtualization
Building upon the previous two papers, Paper C presents a set of different perfor-
mance tests with ICMP, TCP and UDP to compare different OpenFlow controllers
that run applications for network virtualization. In this case, we use an emulation
environment called Mininet [119].

We compare our solution LibNetVirt, with the Trema [53] controller and Flood-
light [54] controller and compare them with a baseline configuration with Open
vSwitch [120]. We explain how the different controllers use the OpenFlow messages
to install the flows.

The different measurements are designed to represent practical uses of the net-
work. The TCP test measures the transfer time for different data size and the UDP
test measures the packet losses at different packet rates.

In addition, we introduce a metric called Equivalent Packet Loss to measure the
UDP losses at the beginning of the communication.

Individual contribution

I am the main author of the paper and I wrote the paper together with my supervi-
sors. Furthermore, I proposed and executed the experiments included in the paper.
Finally, I presented the paper at a peer-reviewed scientific conference.

Paper D. Pktgen: Measuring performance on high speed
networks
Paper D presents pktgen, a tool which we have partially used in the previous
papers. Pktgen is a packet generator tool that is implemented in the Linux kernel.
Originally pktgen had only the packet generator part and we have extended it with
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a receiver part and a protocol that defines the packet format. The paper describes
its design and provides a few examples of network performance measurements.

Pktgen takes advantage of features of modern systems, such as multi-queue
and parallelism. It uses UDP packets and allows to set the packet rate with fine
granularity and high packet rates.

We evaluate and compare pktgen with other network performance tools, such
as, Netperf, Iperf, DPDK and Netmap. We experiment and show baseline results
for throughput, latency and packet delay latency using 10 Gigabit packet networks.

Individual contribution

I am the main author of the paper. Robert Olsson and others in the Linux commu-
nity wrote the code for the packet generator part. The first version of the pktgen
receiver was done for my master thesis. During the work with this thesis, I im-
proved the pktgen receiver. In addition, I proposed and perform all the network
performance tests presented in the journal paper and wrote the paper together with
Peter Sjödin and Robert Olsson.

4.2 Relation between papers

In order to summarize the contributions in a common thread, we illustrate the
relation between this thesis’ papers in Figure 4.1.

Paper A: 

LibNetVirt architecture

Paper B: 

Testing LibNetVirt/OpenFlow

Paper C :

 Comparing LibNetVirt/OpenFlow 

with similars tools

Paper D: 

Pktgen

Figure 4.1: Relation between papers

Paper A introduces the framework of LibNetVirt with its design and functional-
ity. Later, Paper B evaluates LibNetVirt’s OpenFlow driver through three different
performance measurements. Two of the them use pktgen, the tool in paper D, as
a packet generator for UDP packets. Paper C evaluates LibNetVirt’s OpenFlow
driver and compares it with other control applications for OpenFlow (Trema, Flood-
light and OpenVSwitch). Here, we also use pktgen for testing.
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4.3 Relation to state of the art

The background in Section 2 includes the relevant work to our thesis. Here, we
discuss the main differences between our work and the work of others.

Related to LibNetVirt (Paper A), Keller and Rexford (in [42]) discuss the con-
venience of the single router abstraction, allowing users to focus on the applications
that run on top of the network, which is the desired goal in the cloud. We develop
their concept further in the virtual network view of the network. We clearly spec-
ify the definition of endpoints and we implement a prototype with OpenFlow. A
parallel work is done by Kang et al. [43], where they also explain how to develop
the concept. We use a straight-forward approach using shortest path routing while
their approach is to separate the problem in three different parts: a high level part
which defines end-to-end connectivity on top of the single node abstraction, a mid-
dle layer that decides the routing policies, and a compiler that converts the policies
to the forwarding rules in the hardware.

Casado et al. [121] propose an architecture for virtualizing the network forward-
ing plane. They separate the logical forwarding from the physical. We go a step
further by abstracting the network topology from the user, and providing a generic
interface to interconnect the user’s resources and simplifying the view even more
towards the user.

Similar work is done in the Openstack community to create abstractions for the
networks inside the data center, especially in the Neutron project [103]. However,
their work is focused on the Openstack ecosystem while we envision our work being
used in other scenarios, where QoS is needed.

OpenDayLight [65] and ONOS [66] are similar to frameworks to LibNetVirt
in the sense that they allow developers to use APIs to control networks. These
are industrial initiatives to provide reliable open source platforms for network con-
trol. Although there are similarities in spirit and approach, these initiatives are
independent of, and subsequent to, LibNetVirt.

Related to the OpenFlow evaluation in Paper B and Paper C, we propose novel
measurements and comparisons between Openflow controllers, while the authors of
cbench [122] provide a testing framework.
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Conclusions and Future work

The Internet has changed our lives and we believe that cloud computing and net-
working will expand the use of Information Technology and democratize its use.
Network virtualization has existed for several years, but now it has the opportu-
nity to help in the development of cloud infrastructures. Management of virtual
networks is complex and requires manual operation from the network operators.
The manual operation slows down the deployment and acts a bottleneck for the
dynamicity that cloud computing promises to provide.

We propose a network virtualization abstraction to ease the management of
the network to the end user. In this thesis, we have built a proof of concept
using OpenFlow and observe that OpenFlow provides the flexibility required to
manage network virtualization. Our prototype is also compared with other research
controllers and it is available as open source1.

We show that OpenFlow controllers need to be properly designed in order to
achieve maximal performance and compare different performance results for differ-
ent network protocols, such as, ICMP, TCP or UDP.

In addition to the work with the network abstraction and OpenFlow, we improve
pktgen, a network performance tool for high speed networks. We have developed a
receiver part that is able to process packets at a high rate, which takes advantage of
modern features in commodity computers. Despite the fact that we do not achieve
wire speed for all configurations due to driver limitations, we foresee pktgen as a
valuable tool for testing new equipment. We have used pktgen in some of the UDP
measurements to evaluate our prototype and similar OpenFlow controllers. The
source code is freely available2.

Our hypothesis is that by using a similar approach as libvirt is using for com-
puter virtualization, but focused on virtual networks, would ease the management
of virtual networks. We have designed a library that follows this idea and we ob-

1LibNetVirt source code is available at https://github.com/danieltt/libnetvirt
2pktgen source code is available at: http://people.kth.se/~danieltt/pktgen and https:

//github.com/danieltt/pktgen
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serve that the state of the art has evolved in this direction, with commercial solu-
tions from VMware (with the acquisition of Nicira) [123], NEC [124], Huawei [125],
Openstack Neutron [103], OpenDayLight [65] and ONOS [66] and others.

We believe that making virtual networks easy to manage can have a positive
role in society, and in our humble opinion we believe that LibNetVirt is a step in
that direction. Providing a unified interface towards different network technologies
enables the creation of new services that can potentially add value to society. The
cloud provides means to democratize access to technology and to reduce costs,
which is a necessary step in order to facilitate the creation of innovative services
and applications. The cloud enables anyone with a computer to start creating new
services for people, without the need of an upfront investment. Managing virtual
networks in an efficient and dynamic way enriches these services.

5.1 Future work

LibNetVirt uses NOX, which has been deprecated after finalizing our prototypes.
A future task is to implement our design in other OpenFlow controllers. Currently
LibNetVirt provides a programmatic interface with a CLI application. A web in-
terface with support for LibNetVirt can be implemented. Additionally, integration
with Openstack Neutron can be a good step forward. Openstack Neutron is the
network component of the Openstack platform. Our library provides simple inter-
faces to network management operations, although we currently use a somewhat
simplistic algorithm to compute paths. A clear future direction is to investigate
new algorithms to use within our network abstraction.

A relevant research problem for LibNetVirt is how to keep all the forwarding
tables of the switches up to date, especially when multiple switches and involved
and large numbers of flows need to be installed. This is a nontrivial tasks and an
obvious potential bottleneck in any centralized controller. Another challenge is how
to achieve high availability and resilience works in the presense of large number
of flows and virtual networks with OpenFlow. Yet another challange is how to
distribute the controller without affecting the response time and performance while
incresing its scalability.

Interesting future work based on the second part of the thesis is the investiga-
tions of how to improve the performance in Linux drivers and Linux networking in
general. Some of the tools that circumvent the network stack are able to achieve
wire speed at 10Gb/s with small packets, while traditional applications cannot.
Therefore, we believe there is room for improvements. In addition, 100Gb/s net-
works can present new challanges, reducing even more the time to process packets.
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