
SiLago: Enabling System Level Automation
Methodology to Design Custom High-Performance

Computing Platforms

Toward Next Generation Hardware Synthesis Methodologies

NASIM FARAHINI

Doctoral Thesis in Information and Communication Technology
KTH Royal Institute of Technology, Stockholm, Sweden 2016



TRITA-ICT 2016:05
ISBN 978-91-7595-900-9

KTH School of Information and Communication Technology
SE-100 44 Stockholm

SWEDEN

Akademisk avhandling som med tillstånd av Kungl Tekniska högskolan framlägges
till o�entlig granskning för avläggande av teknologie doktorsexamen 2016-05-17 i
KTH Forum Kista.

© Nasim Farahini, 17 May 2016

Tryck: US AB



iii

Abstract

The overall contribution of this PhD thesis is to enable next genera-

tion system level synthesis methodology to synthesize hardware for high-

performance computing applications. This is achieved by three related in-

novations. The first is raising the abstraction of the physical design platform

from boolean level standard cells to micro-architecture level hardened and

characterized blocks that are called SiLago blocks. A grid-based structured

layout scheme enables composition by abutment and factors out the logic

and physical syntheses as a onetime engineering e�ort. A proof-of-concept

SiLago platform has been implemented based on two coarse grain reconfig-

urable fabrics targeting digital signal processing applications: Dynamically

Reconfigurable Resource Array (DRRA) and Distributed Memory Architec-

ture (DiMArch). A Matlab based high level synthesis tool, AlgoSil, has been

developed that is used to map commonly used digital signal processing func-

tions to the SiLago platform in varying degrees of parallelism to build a Func-

tion Implementation (FIMP) library. A System level synthesis tool uses the

characterized SiLago platform and the FIMP library to explore the design

space and synthesize solutions. A second key innovation of the thesis is to

propose micro-thread level parallelism as a systematic method to design hard-

ware as an alternative to the ad-hoc ASIC design practice. The basis for this

structured method is that in many application domains, arbitrary functional-

ity can be composed in terms of a kernel functionality that repeatedly occurs

in an application domain and this functionality can be controlled by a cus-

tom but configurable FSM as a micro-thread. This idea has been used in

the DRRA and DiMArch fabrics where three micro-threads have been identi-

fied for functional computation, address generation, and address constraints

computation. As part of this thesis, the address generation scheme has been

enhanced to deal with multiple levels of loops and branches, and non-a�ne

address and address constraint functions. The SiLago platform with its micro-

thread level parallelism has been applied to implement some industrial and

some representative DSP applications such as JPEG, LTE, and WLAN. The

results show 2-3 orders of magnitude improvement in synthesis runtime e�-

ciency, and 1-2 orders of magnitude improvement in accuracy of predicting

the most di�cult cost metric of energy. Most critically, it provides correct-

by-construction guarantee in the form of machine translation to eliminate the

functional verification cost. The second domain to which the micro-thread

level parallel scheme has been applied to is a spiking neural network model

for brain simulation called Bayesian Confidence Propagation Neural Network

(BCPNN). A custom design of BCPNN based on micro-threads for infrastruc-

tural operations has been proposed. The design space of BCPNN has been

systematically explored in terms of arithmetic level, thread level, and memory

access level parallelisms. This design is based on use of customized 3D inte-

grated DRAMs for synaptic weight matrix. This structured and customized

design outperforms traditional high-performance computing platforms by 3

orders of magnitude.
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Sammanfattning

Denna avhandling bidrar i huvudsak med att möjliggöra för nästa ge-

nerations systemnivåtekniker att syntetisera “fully customized” hårdvara för

högprestanda beräkningstillämpningar. Detta åstadkoms genom tre besläk-

tade innovationer. Den första är att höja abstraktionsnivån på den fysiska

designplattformen från Boolean standardceller till mikroarkitekturnivån med

s.k. SiLago block. En gridbaserad design möjliggör en e�ektiv sida-vid-sida

layout som eliminerar logik och fysisk syntes till en engångsinsats. En proof-of-

concept SiLago-plattform baserad på två grova rekonfigurerbara konstruktio-

ner syftar till signalprocessortillämpningar: Dynamically Reconfigurable Re-

source Array (DRRA) och Distributed Memory Architecture (DiMArch) med

Leon processor har implementerats. Ett Matlab-baserat högnivå syntesverk-

tyg, AlgoSil, har utvecklats som användes till att flytta vanliga signalproces-

sorfunktioner till SiLago-plattformen i varierande grader av parallellism för

att bygga ett Function IMPlementation (FIMP) bibiliotek. Systemnivåverk-

tyget använder de karaktäriserade mikroarkitekturoperationerna och FIMP-

biblioteket för att utforska konstruktionsrymden och syntetiseringslösningar.

Ett syntesverktyg som inte är del av denna avhandling har utvecklats som

använder SiLago-plattformen och högnivåsyntesverktyget AlgoSil. En andra

nyckelinnovation i avhandlingen är att föreslå microthread-nivå parallellism

som en systematisk metod för att konstruera hårdvara som ett alternativ till

vanlig ad-hoc ASIC konstruktion. Grunden till den här strukturerade metoden

är att i många tillämpningsområden så kan godtycklig funktionalitet byggas

upp i termer av kärnfunktionalitet som återkommer i ett tillämpningsområde

och att denna funktionalitet kan styras av en anpassad men varierbar FSM

version som micro-thread. Denna ide har utnyttjats i DRRA-DiMArch fabrics

där micro-threads har identifierats för funktionell beräkning, adressgenerering

och adressbegränsad beräkning. Ett adressgenererings-schema har förstärkts

för att hantera flernivå-“loops and branches” och “non-a�ne” adress och

adressbegränsningsfunktioner. SiLagoplattformen med sin micro-threadsnivå

parallellism har tillämpats på några industriella problem och några övriga

DSP tillämpningar som tex JPEG, LTE och WLAN. Vi ser 2-3 gångers för-

bättring i syntese�ektivitet och 1-2 gångers förbättring i noggrannhet i att

förutspå det mest besvärliga kostnadsmåttet på energi och framför allt ger

den korrekt konstruktionsgaranti i form av maskinöversättning för att elimi-

nera funktionell verifieringskostnad. Det andra området där micro-threadnivå

parallellism har använts är en “spiking neural network” modell för hjärnsi-

mulering s.k. BCPNN (Bayesian Confidence Propagation Neural Network).

En anpassad konstruktion av BCPNN baserad på micro-threads för infra-

strukturanvändning har föreslagits. Konstruktionparametrar av BCPNN har

systematiskt utforskats i termer av aritmetisk, thread och minnes access-

nivå parallellism. Denna konstruktion baseras på användandet av anpassad

3D-integrerad DRAM för “synaptic weight matrix”. Denna strukturerade och

anpassade konstruktion är bättre än de traditionella beräkningsplattformar

för hög prestanda med tre storleksordningar.
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Chapter 1

Introduction

Four trends and their variations have shaped the VLSI architecture and method-
ology trends. The growing gap between increasing complexity of applications and
their performance demands, and the improvements in performance that the scaling
of semiconductor technology brings is what we call as the architecture e�cacy gap.
This is shown in Figure 1.1. The evolution of architectural innovations, shown as
the architecture trends in Figure 1.1, has been shaped by the need to close this
architecture e�cacy gap. Similarly, it is common knowledge in the VLSI design
community and also substantiated by the International Technology Roadmap for
Semiconductors (ITRS) that the complexity of VLSI technology following Moore�s
law is increasing at a higher rate than the VLSI design productivity, measured in
gates per day. This gap is called design productivity gap, and design methods
have evolved to bridge this gap. Finally, the battery capacity is making the slow-

Figure 1.1: Increase in Algorithmic Complexity vs. the trends in the VLSI, Design,
and Battery technologies

9



10 CHAPTER 1. INTRODUCTION

est progress compared to the increasing complexity and performance demands of
applications and improvements in technology. This gap is shown as the battery ca-
pacity gap and has served to shape the evolution of both architectures and design
methods.
In this section, we elaborate how the contributions of this thesis, the SiLago Design
Flow and the Micro-thread Level Parallel architectural scheme serve to partially
bridge the three gaps shown in Figure 1.1.
The large engineering cost of the VLSI design is rooted in the fact that in spite of
the increase in design complexity by 3-4 orders of magnitude, the atomic physical
design object has remained boolean level standard cell. While RTL was a reason-
able abstraction for a design of 100K gates in the past, it is too detailed for a
design with 100+ million gates that we need to deal with today. To cope with this
complexity, the applications hosted by the SOCs are modeled at higher abstrac-
tions, typically in C/C++, MATLAB Simulink as hierarchies of algorithms. These
models are manually refined down to RTL. High-level synthesis tools for a variety
of reasons have not become mainstream and have not contributed in any significant
way to reducing the design productivity gap. To increase the reuse, the system level
architecting is done in terms of IPs that are highly parametric and at RTL, thus
soft. These soft IPs, individually are pre-verified, but their combination with other
IPs in a specific SOC design instance is not guaranteed to be functionally equivalent
to the system model(s) of the functionalities and their interaction. In essence, the
manual system level architecting to generate a RTL SOC design in terms of IPs has
no correct-by-construction guarantee and this requires functional verification step
that is one of the largest engineering cost component. The other problem is that
the final cost metrics (area, energy, and latency) are not known until the physical
design level is reached. In essence, the system level constraints are not verified until
the physical design level is reached. This problem of constraints verification adds
to the problem of functional verification to make the VLSI design cost un-scalable.
An obvious solution would be to automate design of hardware from abstractions
significantly higher than RTL to make a dent in the design productivity gap.
The thesis of the research in this PhD work is that the synthesis from higher abstrac-
tions have failed because of the large abstraction gap between the functionality and
the physical design target that has remained at boolean level. This large abstrac-
tion gap makes it nearly impossible to make accurate synthesis decisions because of
the top-down nature of the synthesis flows and that the final cost metrics are not
known until the physical design level is reached. The problem is further aggravated
by the fact that the large abstraction gap also implies a large design space that the
synthesis tool must traverse by filling in many details by solving a large number of
optimization problems all based on inaccurate estimates of the final cost metrics.
As a solution to this dilemma, we propose raising the physical design granularity
from boolean level to micro-architecture level. Additionally, we propose to in-
troduce new physical design discipline above the standard pitch discipline of the
standard cells. This new physical design discipline is based on virtual grid, and all
micro-architecture level blocks that we call as SiLago blocks occupying one or more
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contiguous grid cells. SiLago stands for Silicon Large Grain Object. SiLago blocks
are not soft IPs but hardened down to physical level and timing and Design Rule
Check (DRC) clean giving credence to the qualifier silicon in SiLago. SiLago blocks
are characterized by post-layout data for their micro-architectural operations and
these characterized operations are exported to higher abstraction synthesis tools
that the SiLago design flow enables. SiLago blocks bring out the infrastructural
(clock, reset, power) and the functional pins at the right positions and metal lay-
ers to enable composition by abutment with the neighboring SiLago blocks. This
composition by abutment and the use of hardened SiLago blocks essentially elimi-
nates logic and physical syntheses in the SiLago design flow. The virtual grid, the
hardened and characterized SiLago blocks, and scripts to compose SiLago fabric
instances are collectively called SiLago platform and its development is a one-time
engineering e�ort.
A three-layer system design flow has been built. The first layer is the design and im-
plementation of the SiLago platform for streaming signal processing domain using
a coarse grain reconfigurable fabric as the micro-architecture level design platform.
The second layer is a high level synthesis tool that generates a library of commonly
used digital signal processing and communications engineering functions/transforms
in terms of the micro-architectural operations hosted by the SiLago blocks and in
varying degrees of parallelism and thus having varying cost metrics. This SiLago-
enabled high level synthesis tool only needs to refine the algorithmic level descrip-
tion to micro-architecture level in order to have the final design because the physical
design level has now been raised to micro-architecture level. This dramatically re-
duces the synthesis time and the accuracy of predicting the final cost metrics is
near perfect. The third layer is system level synthesis that synthesizes applications
like modems and codecs. Unlike high level synthesis, this tool uses function imple-
mentations that are FSMDs (FSMs + Datapaths) as the building blocks instead
of micro-architecture level used by HLS. The FSMDs are implemented using the
SiLago-enabled high level synthesis tool mentioned above. If an application has L
algorithms and each algorithm has M FSMD variants in the library, the system
level synthesis tools selects one of the ML solutions that best meets the global con-
straints. The system level synthesis tool also automatically synthesizes the global
interconnect that glues together the selected FSMDs and the control that orches-
trates the execution of the individual FSMDs and the entire application. This thesis
covers the first two layers of the SiLago Design Flow that enables the system level
synthesis which was the subject of another PhD in the group.
In this thesis, we have demonstrated that raising the abstraction of physical design
target to micro-architecture level reduces abstraction gap and design space. This
enables more e�cient synthesis from algorithms and system level functionality. This
contribution primarily serves to bridge the design productivity gap. However, by
enabling hardware style implementation, this contribution also serves to reduce the
architecture e�cacy and battery capacity gaps.
The second problem that this PhD thesis addresses is that of the ine�ciency of
the general-purpose software-centric implementations of SOCs. We posit that the
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fundamental issue with the general-purpose machines is that a single composite con-
troller attempts to control functionality that is fundamentally composed of threads
that are incompatible, i.e., their FSMs are not isomorphic in space and time. When
a single composite controller attempts to control such functionality, typically in a
VLIW or super-scalar, the lack of compatibility in the component threads causes
degradation in instructions-per-cycle, long control wires and complex fetch-decode-
execute sequencers. We propose instead, a micro-thread level parallel architectural
scheme where each such micro-thread component has its own FSM. This signifi-
cantly reduces the cost of controller, reduces the wire length and allows heavily
customized FSMs to be instantiated close to the object it controls in a parallel
distributed style.
The adoption of the micro-thread level parallel implementation style is the basis for
implementing custom high-performance designs because each design instance will
have a di�erent number of micro-threads that are realized in parallel distributed
manner. To validate this concept, we have experimented with this implementation
style for two scenarios, one for signal processing applications and the other for a
spiking neural network model of cortex.
For the signal processing applications, the single composite thread has been split
into three categories of micro-threads for functional computation, address genera-
tion, and address constraints computation. In the scenario for the spiking model
of cortex, we have split the brain simulation functionality into functional compu-
tation, spike management infrastructure, storage access, and address generation.
These micro-threads are concurrent to each other and implemented by custom
FSMs in a parallel distributed manner. In both the cases, we benchmark these
micro-thread level parallel implementations against the general-purpose machines
that have a single composite controller. The micro-thread level parallel implemen-
tation style gives a performance comparable to the custom ASIC design. In fact,
the proposed implementation style is a structured implementation substitute for
the ad-hoc ASIC implementation style. For the signal processing application, the
micro-thread level parallel implementation is realized as a SiLago platform thus
unifying the two research contributions of this thesis. The micro-thread level paral-
lel SiLago platform enables hardware-centric implementation style and also enables
complete optimization of the architecture including computation, control, address
computation, interconnect, and storage. This is in contrast to the accelerator-
rich software-centric SOC designs that focuses primarily on customizing only the
computation. This contribution, we argue will contribute to reducing both the ar-
chitecture e�cacy and the battery capacity gaps.



1.1. SUMMARY OF THE CONTRIBUTIONS 13

1.1 Summary of the Contributions

In this section, we present a summary of contributions of the papers that are in-
cluded in the thesis.

[Paper 1]: Physical Design Aware System Level Synthesis of Hardware
In this paper, SiLago platform and design methodology is introduced for the first
time. This paper analyzed the reasons for standard cell based hardware synthesis
flow makes a slow progress beyond RTL. The key conclusion it drew from this anal-
ysis was that the abstraction gap between higher abstractions and the standard cell
based physical design is too large and the design space that it entails is too large. As
a solution, this paper proposed raising the abstraction of the physical design target
to micro-architecture level to reduce the abstraction and design space. This was
achieved using hardened micro-architecture level design units called SiLago blocks
and a grid based structured layout scheme that enabled composition by abutment.
A three layered design flow was proposed. The first layer involved developing the
SiLago physical design platform. The second layer involved developing a library of
function implementations in varying degrees of parallelism resulting in varying cost
metrics for the same functions. The first two layers are one time engineering ef-
fort. The third layer does the system level synthesis by exploring the design space
in terms of function implementations. Experiments were performed to evaluate
and quantify the benefits of the SiLago platform. These experiments show that the
SiLago platform outperforms the standard cell based flow by 2-3 orders in e�ciency
and 1-2 orders in accuracy of cost metrics prediction.
Author contribution: The candidate is the main contributor in terms of driving
the paper, experiments and writing. The system level synthesis experiments were
co-contributed by the co-authors.

[Paper 2]: SiLago: A Structured Layout Scheme to Enable E�cient
high level and system level Synthesis
This paper is an expanded journal version of the initial SAMOS paper. This paper
significantly expands on the details of the physical design aspects and shows how
the composition but abutment and space invariance properties are achieved that
are not possible with standard EDA flows. We also present the micro-graphs and
analysis of the physical design to verify the properties of the SiLago platform. The
experimental section includes more examples and greater analysis of the benefits
and overheads compared to the SAMOS paper. Finally, we provide more detailed
arguments on why the modest overheads of the SiLago platforms are justified.
Author contribution: The candidate is the main contributor in terms of driving
the paper, experiments and writing. The system level synthesis experiments were
co-contributed by the co-authors. The candidate is responsible for all the details
of realizing physical design of the SiLago platform.
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[Paper 3] AlgoSil: A High Level Synthesis Tool targeting Micro-architecture
Level Physical Design Platform
AlgoSil is a high-level synthesis tool that is part of the three-layer SiLago design
flow. AlgoSil is a library development tool that creates a library of function im-
plementations that vary in cost metrics for the same function. This is achieved by
implementing the same function in varying architecture and degrees of parallelism.
The system level synthesis tool searches design space in terms of these FIMPs. In
this paper, we present how we have implemented the component synthesis steps
and validated the claims of AlgoSil in improving the e�ciency and predictability of
synthesis compared to commercial HLS tools.
Author contribution: The candidate is the main contributor in terms of driving the
paper, experiments and writing. The preliminary implementation and the develop-
ment of the key algorithms were developed by the candidate. This work was further
developed with a more complete Matlab front-end and tested for many examples
by co-authors.

[Paper 4]: 39.9 GOPs/Watt Multi-Mode CGRA Accelerator for a Multi-
Standard Base station
In this paper, we present an industrial case study of using the coarse grain recon-
figurable fabrics for signal processing and scratchpad memory to implement two
accelerators as part of a multi-standard base station. The two accelerators were
FFT for the LTE standard and the Correlation Pool, as part of the Rake receiver
for the 3G standard. A preliminary version of the high level synthesis tool and
post-synthesis customization tool was used for this case study. The key conclu-
sion was that the fully reconfigurable design was within 40% of the ASIC design
for both area and power consumption. However, when the design was processed
by the post-synthesis customization tool to retain just enough configurability to
manage the two time-exclusive accelerators, the di�erence in power consumption
with ASIC dropped to 20%. The result of the area was unexpected because it was
smaller than ASIC. This happened because in case of ASIC, two separate macros
had to be implemented for the two accelerators, even if they were time exclusive.
In contrast, the reconfigurable fabric allowed the reuse of the same silicon for both
the accelerators. The coarse grain reconfigurable fabrics used in this project are the
basis for the SiLago platform. The high level synthesis tool used is also part of the
SiLago flow. The post-synthesis customization tool is called CRASIC for Coarse
Grain Reconfigurable ASIC and was published in [1].
Author contribution: The candidate is responsible for optimizing and reimplement-
ing the DRRA fabric that could meet the constraints of the industrial case study.
A masters thesis was supervised to implement the CRASIC, post-synthesis cus-
tomization tool.

The next set of papers including papers 5, 6, and 7 present the enhancements
to the two existing coarse grain reconfigurable fabrics DRRA and DiMArch to en-
able a micro-thread level parallel architectural scheme as the basis to design the
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digital signal processing SiLago platform.

[Paper 5]: Distributed Runtime Computation of Constraints for Mul-
tiple Inner Loops
This paper deals with the problem of dealing with multiple nested loops in signal
processing applications on coarse grain reconfigurable fabrics. Most signal process-
ing architectures have enhancements for dealing with loops as part of dealing with
vectors. But these are typically restricted to one or two levels of simple a�ne func-
tions. In this paper, we proposed a special hardware based solution to compute
the loop constraints for up to 6 levels and also deal with non-a�ne functions. Ex-
perimental results show that the proposed solution results on average 55% more
compact code and on average 32.7% improvement in performance. The overhead
of the proposed solution was analyzed and shown to be modest in both area and
energy. We also show that the proposed solution is scalable as the hardware cost
increases linearly with the dimensions of the problem.
Author contribution: The candidate is the main contributor in terms of driving the
paper, experiments and writing.

[Paper 6]: Parallel Distributed Scalable Address Generation Scheme fora
Coarse Grain Reconfigurable Computation and Storage Fabric
This paper is an extended journal version of paper 5. The key new contribution
in this paper was the design of a hardware unit called RACCU - Runtime Address
Constraints Computation Unit. RACCU serves the purpose of generalizing the
address generation scheme both in terms of type of functions and the dimensions
of the address space. RACCU complements the two level a�ne function AGUs in
the DRRA (Dynamically Reconfigurable Resource Array), DiMArch (Distributed
Memory Architecture) fabrics. Both DRRA and DiMArch have very simple and
e�cient AGUs capable of providing two level a�ne address functions. RACCU
provides a more multi-level non-a�ne address generation functions that is relative
to the simple AGUs more expensive. For this reason, each RACCU is shared among
four simpler AGUs. RACCU computes the address constraints or equivalently loop
constraints and synchronization delays for loop instance i+1, while the loop in-
stance is executing. By doing so, we hide the latency of RACCU. We show that
the overhead of RACCU is minimal in area and energy costs and synchronization
between RACCU and the simpler AGUs can be easily achieved by synchronization
delays. Without RACCU, the alternative in DRRA, DiMArch would have been loop
unrolling resulting in unscalable solutions for functionality that required more com-
plex address generation than what is possible with the built in simple AGUs. This
results in code compaction and agile reconfigurability. We evaluated the e�cacy of
RACCU for six realistic DSP functions show that compared to the pre-computation
based loop unrolling method, we achieve 75% average code compaction. Another
alternative to RACCU that has been adopted by some CGRA fabrics is to centrally
compute the address and distribute them to the storage units and compared to this
scheme we show an average performance improvement of 32.7%.
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Author contribution: The candidate is the main contributor in terms of driving the
paper, experiments and writing.

[Paper 7]: Atomic Streaming Computation Unit based on Micro-thread
Level Parallelism
In this paper, we propose the concept of partitioning arbitrary signal processing
functionality into three kinds of micro-threads: functional computation, address
generation and address constraints computation. These categories of computations
are called micro-threads because conceptually, they have their own state machines
that are not mutually compatible. However, VLIWs that parallelize signal process-
ing functionalities at instruction level implements these three state machines as a
single composite state machine. We argue that this is a key source of ine�ciency
in VLIWs because this makes the sequencer that implements the composites state
machine where bulky, results in degradation of instruction per cycle metric and
requires generation of address centrally in the computation unit of VLIW with all
its overhead and transport the addresses to the storage units. In contrast to this
approach, we propose that each of the three functional categories should be imple-
mented in a parallel distributed manner and controlled by simple and customized
local FSMs. We built conceptual models of these two competing architectural style
and mapped a set of signal processing applications on them and show that the
micro-thread level parallel approach improves silicon e�ciency by 39% and im-
proves the overall computational e�ciency by 23% compared to the VLIW model.
Author contribution: The candidate is the main contributor in terms of driving the
paper, experiments and writing.

Papers 8, and 9 cover the innovations in the design and customization of the multi-
chip supercomputer which implements the BCPNN model of the brain.

[Paper 8]: A Conceptual Custom Super-Computer for Real-time Simu-
lation of Human Brain
In this paper, we present the first attempt to design a custom multi-chip digital
computer architecture for simulating in real-time a model of human brain in form of
a spiking Bayesian Confidence Propagation Neural Network (BCPNN). This design
is conceptually dimensioned for the available technology in 2015-2020 and its silicon
and computational e�ciencies come from use of 3D memory stacking, and archi-
tectural customization. The chip remains programmable allowing experimentation
with variants of the BCPNN brain model. The design is a regular tiled architecture
composed of Brain Computation Units (BCUs) that communicate with each other
over a custom-design inter-BCU Spike Propagation Network. The logic die contains
a pool of computational and SRAM bank units that can be clustered at runtime
forming a private execution partition to perform the computations triggered by a
single spike. The initial results are provided and discussed in the paper.
Author contribution: The candidate is the main contributor in terms of driving the
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paper, experiments and writing.

[Paper 9]: A Scalable Custom Simulation Machine for the Bayesian Con-
fidence Propagation Neural Network Model of the Brain
In this paper, we present a custom multi-chip implementation of BCPNN running
in realtime. The realtime constraint requires fulfilling 740 TFLOPs/s, 30TBs of
synaptic weight storage accessed at 120 TBs/s. The custom implementation al-
lowed these requirements to be fulfilled at the expense of mere 6 kWs of power for
the typical case. This is 3 orders less than CRAY. The design was implemented
in 22 nm node and using HMC to provide the synaptic weight storage. The key
innovation was in identifying the infrastructural operations and implementing them
as independent concurrent and customized FSMs to achieve a modular and struc-
tured implementation style. The general purpose machines implement both the
functional and the infrastructural operations on the same computing and control
structures that underutilizes the resources and sequentializes the execution.
Author contribution: The candidate is the main contributor in terms of driving the
paper, experiments and writing. Two masters thesis students/research associates
were involved in the RTL VHDL implementation.

1.2 Layout of the Thesis

Chapter 2 presents the background of design automation methodologies and tools,
analyzes the problems with the state-of-the-art tools, and proposes a synthesis
methodology to address these problems. In Chapter 3, the micro-thread level par-
allel architectural scheme is presented. In this chapter, it is argued why this ar-
chitectural scheme create a superior and scalable template compared to the other
architectural schemes for design of custom high-performance computing platforms.
Chapter 4 concludes the thesis and discusses the future works. In the Appendix,
the peer-reviewed and submitted publications are attached.





Chapter 2

SiLago Design Methodology

In this chapter, we position the SiLago Design Methodology in the context of the
historical evolution of VLSI Design Methodologies. We also analyze the problems
that state-of-the-art VLSI design methodology faces and present and argue why
the proposed the SiLago design methodology will solve these problems.

2.1 Background and Problem Analysis

Abstraction and regularity in the physical design have been enablers of the progress
in VLSI design automation [2]. The last 30 years has seen a greater emphasis on
abstraction, without a matching e�ort in physical design regularity. This mismatch,
we argue in this section, is the root cause of many of the challenges that the VLSI
design community faces and the solution proposed in this thesis is an attempt to
rectify this mismatch.
Mead and Conway [3] pioneered a structured approach to VLSI design by propos-
ing that datapath, control, and storage can all be built by abstracting designs at
bit-level boolean operations and exploiting the structural regularity in their designs
to make their physical design also regular. Datapaths were composed by exploiting
the regularity at bit-slice level, storage as a matrix of bit-cells, and PLA based
control structures in the form of matrices for AND and OR planes [4, 5, 6, 7]. A
VLSI system was then composed by abutting these macros.
The Mead-Conway methodology gave rise to the era of silicon compilers [8, 9, 10, 11]
that relied on automating the task of macro generation and floor-planning, place-
ment of macros, and routing of the wires connecting the macros. The macro gener-
ators were function-specific and stored the macro design as a parametric template.
The required macros and their dimensions were inferred from a behavioral specifi-
cation, often with the help of hints from the user in the form of pragmas.
The silicon compiler approach did not scale well with the increasing design com-
plexity. The primary reason was that the automatic floor-planning, placement and
routing of macros of arbitrary sizes became exponentially more di�cult with in-

19



20 CHAPTER 2. SILAGO DESIGN METHODOLOGY

creasing complexity of the design. Similarly, the increasing complexity of control
resulted in exponential increase in two-level logic representation required for im-
plementations in PLA like structures. Lastly, maintaining and adapting the macro
generators that were tool-specific and not inter-operable across di�erent tool flows,
for each new technology node was a large and untenable engineering e�ort given
the small volume of designs that were done with each tool flow.
Standard cell based physical design style [12, 13] emerged to address the problems
faced by the silicon compilers. The silicon compilation exploited physical design
regularity at macro level which means the innards of a macro was regular but the
system composed of macros was not regular. Whereas, the standard cell design
style enforced a physical design regularity at system level. All standard cells had
the same height but could di�er in width, and the granularity was at the level of
boolean logic and sequential elements (flops and latches). An arbitrary function-
ality could be composed by simply stacking the required standard cells in rows
with standard height and separated by enough space to accommodate routing.
Function-specific macro generators were replaced by a generic synthesis tool that
could compose an arbitrary functionality specified at RTL in terms of standard
cells and also automatically place and route them. These measures simplified the
automation of logic and physical design of the system dramatically compared to the
silicon compilation approach and also no longer required the control logic to be in
two-level representation. These significant improvements in engineering e�ciency
came at the expense of moderate loss in design quality [14, 15] because the standard
cells were pre-designed and had to confirm to a standard height.
Enamored by the success of the logic and physical syntheses, the VLSI design re-
searchers attempted the synthesis from the next higher level, the algorithmic or
the untimed level. These tools came to be known as high level synthesis tools,
mostly because the abstraction was higher than the established RTL synthesis;
more accurately these tools should be called algorithmic synthesis tools. HLS tools
[16, 17, 18, 19] synthesize RTL descriptions from algorithmic descriptions using
micro-architecture level building blocks. These RTL descriptions then are synthe-
sized using the logic and physical synthesis tools in a top-down manner as shown
in figure 2.1.

HLS tools have been researched for more than three decades and they have be-
come more mature but their acceptance as a mainstream synthesis flow has been
excruciatingly slow to the extent that only a small percentage of synthesis happens
using HLS today. We believe moving to abstractions higher than algorithmic level
will be exponentially more di�cult compared to HLS.
To analyze the problems with synthesis from higher abstractions in general, con-
sider the tree of solution diagram shown in Figure 2.1. The vertical axis is divided
into levels of abstractions, and from each solution in an abstraction layer, a number
of solutions are generated at the next lower abstraction by the synthesis tool. As
a result, the number of physical design solutions from leaf nodes that are possible
starting from an application is of the order of O[(((P)R)H)S], where S is the number
of algorithms within the application, H is the number of ways an algorithm or a
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Figure 2.1: Standard cell based top-down synthesis style

function can be implemented in terms of micro-architectural blocks, R is the num-
ber of possible standard cells in each micro-architectural block, P is the number of
possible placement and routing solutions.
From the same level of abstraction, the number of leaf nodes also increases as the
complexity of the design increases. The synthesis tools work in a top-down manner
and make synthesis decisions based on the estimates of the cost metrics (area, la-
tency, and energy) of the final design. The accuracy of these estimates is inversely
proportional to the number of possible leaf nodes. This implies that if we increase
the abstraction or increase the complexity of design, the accuracy of the estimates
degrades. This degradation in accuracy results in increasing the probability of the
synthesis tools generating poor quality designs whose actual cost metrics can be
very far from the one that was predicted before the higher abstraction synthesis
started thus requiring iterations [20, 21].
The problem is aggravated by the fact that the same factors that degrade the accu-
racy of estimation also increase the synthesis time. This large abstraction gap and
design space has proven to be too large for high level synthesis and has impeded
its acceptance as a mainstream synthesis flow. As stated, these problems increase
exponentially as we try to move to abstractions higher than algorithmic level.
We observe that the problems analyzed above are not specific to algorithmic level
and levels above. Even the RTL synthesis flow faced this problem when the design
complexity increased beyond million gates in late 90s and the accuracy of the Wire
Load Models (WLM) degraded; WLMs [22, 23, 24] are used to estimate the impact
of wires during logic synthesis phase before the physical synthesis has happened.
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The commercial EDA flows had to do a course correction by absorbing a quick and
dirty physical synthesis as part of logic synthesis to more accurately know the cost
metrics. These enhanced flows were advertised as Physically Knowledgeable Syn-
thesis (PKS) flows [25, 26] and Physical Layout Estimation (PLE) [27, 28] methods
and enhanced the cost metrics predictions by considering the congestion as a cost
function during the RTL-to-gates phase. The SiLago method is a more radical and
enhanced form of PKS to enable synthesis from higher abstractions and is the rea-
son why we titled the first paper on this method as "Physical Design Aware System
Level Synthesis of Hardware" in the SAMOS Conference in 2015 [Paper 1].
Rise in the abstraction is accompanied by increase in granularity of the objects
used to compose a design, e.g., physical synthesis happens in terms of transistors
and wires, logic synthesis happens in terms of standard cells and abstract nets,
high level synthesis happens in terms of the micro-architectural blocks. While the
synthesis of hardware has not successfully progressed beyond RTL, the complexity
of design has exponentially increased over time driven by the increase in complexity
and performance demands of the applications. To cope with this increased com-
plexity, the VLSI Design community has adopted two pronged approaches. The
first one is to use large grain designs like processors, bus/memory controllers etc.
to compose complex hardware designs [29, 30, 31, 32] and the second is to imple-
ment bulk of the functionality as software running on processor IPs rather than
implementing them as custom hardware [33, 34, 35]. By realizing the algorithms in
software, the design community required only compilers and thus obviated the need
for high level synthesis tool as long as the software implementation provided accept-
able power performance numbers. To further enhance the reuse of IPs, the design
community has attempted to define SOC architectures in a parametric fashion in
terms of IPs. These parametric design templates are often known as platforms
and are typically standardized around a processor family and its interconnect stan-
dards, enabling rapid composition of SOC designs in terms of IPs that comply with
a specific platform standard. ARM with its AMBA bus standards dominate this
landscape [36, 37].
The principle motivation behind adoption of IPs and platform based design was to
increase design reuse, thereby reducing the engineering cost of designing complex
SOCs. One implication of the platform-based design is that it has split the engi-
neering e�ort into two large components. One is the software engineering e�ort to
map multiple functionalities to the platform and the other is the hardware engi-
neering e�ort to realize the platform as a VLSI circuit. To protect the investment
in software engineering and further enhance its reuse, platforms shield the software
from hardware with platform specific Application Programming Interfaces (APIs)
that interfaces to the underlying hardware [38, 39]. As a result, when the underly-
ing platform is ported to a new technology or enhanced in other ways, the software
engineering e�ort is protected. In case, the software is ported to a new platform,
the porting e�ort is restricted to APIs.
With the increased demand for performance and low power consumption, the com-
munity started to incorporate accelerators to host power and performance critical
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Figure 2.2: The state-of-the-art SOC design flow

functions [40, 41, 42, 43]. This research started as hardware/software co-design and
has morphed into science of identifying and designing optimal set of accelerators to
enable a set of applications to meet its power and performance goals [44, 45, 46].
high level synthesis is increasingly being used to design these custom hardware ac-
celerators rather than design complete SOCs.
The above is a summary of how the VLSI design methodology has evolved over
the last two decades with RTL synthesis as the mainstay and high level synthesis
finding some niche role in the overall flow. This design flow has been successful as
it has enabled design of large complex SOCs but there are two principle problems
that it faces. The first is that the engineering cost has reached a level that it is
stifling innovation by investors not wanting to risk in new products that requires
design of large new complex SOCs unless they are assured of a large market. The
second problem is that the software centric nature of platform based SOCs is in-
herently ine�cient in terms of energy and silicon usage. This precludes a class of
applications that require performance, computational e�ciency and form factors
that are beyond these software centric platform based design styles.
The large engineering cost problem is counter intuitive to the arguments we have

presented above on maximizing the design reuse as the principle driving force be-
hind the platform based SOC design flow. We next attempt explaining why the
engineering cost of SOC design has ballooned in spite of all attempts to maximize
reuse. Figure 2.2 shows an abstract SOC design flow that starts with a system level
model of the applications that SOC will host, the use case scenarios, and the func-



24 CHAPTER 2. SILAGO DESIGN METHODOLOGY

tional and non-functional constraints. System architect would then, typically based
on the past experience and estimates architect and dimension a solution in terms
of pre-designed and verified IPs. This will involve deciding the I/O, the memory
and interconnect hierarchy, the identification and definition of accelerators etc. and
mapping the system functionalities to this architecture. An RTL SOC architecture
would be stitched up from the selected IPs with proper dimensions and configura-
tions. Often, in parallel a TLM model of the SOC architecture is also developed
to enable early software development. The key problem is that this system level
architecting exercise is manual and lacks correct-by-construction guarantee of the
synthesis tools. The evolution of the SOC design flows has progressed in raising
abstraction of the system models but these system models are manually refined in
terms of large grain objects and the IPs. The stitched RTL SOC design, in spite
of using pre-verified IPs, cannot be guaranteed to be functionally equivalent to the
system models. This mandates the functional verification of the RTL design to gain
su�cient confidence that indeed implements the applications and their use case sce-
narios. This functional verification step is one of the most significant engineering
cost component in SOC design.
The second problem with the SOC design flow is that the system level architectural
design is based on crude estimates and the final cost of design is not known until
the physical design is reached. This estimation problem, as argued earlier, is orders
of magnitude more di�cult compared to the estimation problems faced by HLS and
RTL synthesis tools because the abstraction is system level and the complexity is
also orders of magnitude more. This is what we call as the constraints verification
problem. The synthesis time from SOC RTL down to physical level is very large
[47] and if the cost metrics are not met, it not only means costly iterations but can
also require change in the design requiring regressing the entire verification suite.
These two verification problems, functional and constraints, have made the SOC
engineering cost un-scalable [48].
Besides the large engineering cost problem associated with the state-of-the-art SOC
design flow, the other problem that is induced is the sub-optimal designs that it cre-
ates in terms of silicon and computational e�ciencies. It is well established in the
VLSI design research that hardware implementations are 2-3 orders of magnitude
more e�cient than the general purpose software implementations [49, 50]. More
recent works [51, 52] have shown that only a small fraction of the power consumed
by the general purpose VLIWs and superscalars is used for the actual function,
the rest is consumed by the infrastructure to support the generality and the need
to deal with deep pipelines, di�erent types of hazard avoidance, branch prediction
etc. The use of hardware accelerators to alleviate the software e�ciency problems
comes with its own set of challenges; we discuss three of them below.

1. Identifying the accelerators and dimensioning them is an added dimension in
the already complex architectural space. System architect needs to manually
explore and find a good solution based on poor estimates of the cost metrics.
Moreover, the use of accelerators increases the complexity of verification and
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synthesis.

2. The most fundamental problem with use of accelerators is that they are lim-
ited to customizing the computation. In a platform-based design framework,
the architect has very little options to customize the storage, interconnect
and control aspects of an architecture; these aspects are standardized by the
platform definition. We argue that the silicon and computational e�ciencies
of a design is a function of not just its computational resources but also as-
pects of an architecture: computation, control, storage, interconnect and also
address generation.

3. Finally, the platform-based design is software-centric because the bulk of the
functionality is ine�cient software and only the minimal necessary part of
functionality is moved to hardware to real power performance goals. The
objective is to attain the lowest possible target and not aim for the highest
possible target.

2.2 Proposed Methodology and Contributions

In this section, the SiLago physical design platform and its associated design flow is
briefly described to show how it partially addresses the problems with the standard
cell based SOC EDA flow that were analyzed in the previous section. The key
insight behind the SiLago method is that by raising the abstraction of the physical
design target to micro-architecture level from the present day boolean level stan-
dard cells, we are able to enable hardware synthesis from higher abstractions [Paper
1]. This happens because by reducing the abstraction gap, we improve the ability
of higher abstraction (higher than RTL) synthesis tools to predict the cost metrics
with high accuracy. It also reduces the design space to be searched as shown in
Figure 2.3 and thus reduces the synthesis time. We emphasize that reduction in
design space refers to the reduction in the design space at lower levels of abstraction
but at the same time this also enables a richer and more e�ective design space to
be opened up as shown in as shown in Figure 2.3. While speeding up synthesis is
an important benefit, the major impact is that synthesis from higher abstractions
replaces the manual refinement by machine translation in multiple ways. Consider
the case with high level synthesis tools. Most HLS tools today, when they are used
to synthesize applications/systems require that the end-user manually refines the
system model into synthesiable algorithms and the interconnect between them as
shown in Figure 2.4a. These HLS tools also require the end-user to manually budget
the system level constraints into individual algorithm level constraints. The SiLago
design flow enables elimination of these manual refinements and replaces it with a
machine translation and thus guarantees correct-by-construction. This eliminates
the functional verification cost as shown in Figure 2.4b. Additionally, because of the
accurate characterization of micro-architecture level operations and the intercon-
nect between them, we also enable accurate prediction of the cost metrics. This also
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Figure 2.3: SiLago physical design platform meets in the middle with the high level
and system level synthesis tools

eliminates the constraints verification problem at system level also shown in Figure
2.4b. These claims are quantified in [paper 2]. The arguments presented above
show how the SiLago design flow addresses the problems of automating synthesis
of applications compared to synthesising them with the commercial HLS tools. We
have developed proof-of-concept synthesis tools for algorithmic level (AlgoSil) and
system level (Sylva), where system implies an multi-million gate modem and codec
class of functionalists. The SiLago idea of reduction in abstraction gap to physical
design target should also help in automating the task of SOC level synthesis shown
in Figure 2.2.

Proof-of-concept SiLago Platform
In this sub-section, we give an overview of the proof-of-concept SiLago platform
that was implemented as part of this thesis and used to validate the claims of the
SiLago methodology.
A SiLago platform based on coarse grain reconfigurable computation and storage
fabrics has been developed. SiLago (Silicon Large Grain Object) blocks are micro-
architecture level design units that replace standard cells. Examples of SiLago
blocks are arithmetic logic units, register files, sequencers, interconnect elements or
combinations of them. The SiLago blocks are synthesized down to physical level
and characterized with post-layout data to know with the highest possible degree of
confidence the cost metrics of the micro-architectural operations that they support.
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Figure 2.4: Comparison between the conventional high level synthesis based design
flow and the proposed SiLago synthesis flow
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Figure 2.5: SiLago layout template

A virtual grid defines the two-dimensional pitch in the SiLago framework and all
SiLago blocks are hardened to occupy exactly one or more contiguous SiLago grid
cells as shown in Figure 2.5. The infrastructural and functional nets of the SiLago
blocks are brought to the periphery on the grid at right positions and metal layers to
enable composition by abutment with the neighboring SiLago blocks. SiLago grid
is divided into regions and each region caters to a specific type of functionality like
inner-modem computation, outer-modem computation, scratchpad memory, sys-
tem control, infrastructure etc. These SiLago block types and regions are similar to
class library in an objected oriented programming environment. The number and
types of class objects instantiated is a decision made by the programmer and consti-
tutes a specific instance of the program. In the SiLago framework, the number and
types of SiLago blocks that are instantiated and their interconnection is decided as
a part of the synthesis process that maps applications to the SiLago fabric. We next
justify the choice of regions included in the proof-of-concept SiLago platform with a
simple but representative example of radio baseband signal processing application
shown in Figure 2.6.
The first category of functionality includes arithmetic and memory intensive data
parallel compile time static signal processing transforms, shown as streaming func-
tions in Figure 2.6. These transforms, mostly have a nearest neighbor connectivity.
This characteristic is very well matched with the DRRA [53, 54, 55] , DiMArch
[56, 57] coarse grain reconfigurable fabrics. The key property about the SiLago
blocks in the DRRA and DiMArch regions is that they can be clustered to imple-
ment varying functionalities in varying degrees of parallelism. This is very similar
to clustering standard cells to implement varying boolean functions in varying de-
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Figure 2.6: An example of an industrial digital signal processing application

grees of parallelism. These implementations are in parallel distributed hardware
style where the SiLago enabled synthesis tool has the ability to customize not just
the computation but also the control, interconnect, storage and address generation
[58]. What the SiLago framework does is that it enables an accurate characteriza-
tion of the micro-architectural operations of the SiLago blocks that the synthesis
tools from higher abstractions (algorithmic level and above) can use to make ac-
curate synthesis decisions. The above discussion justifies inclusion of DRRA and
DiMArch as two regions in the proof-of-concept SiLago platform shown in Figure
2.5 [Paper 2].
The next category of functions are adaptive functions as shown in Figure 2.6. These
functions are typically not compile time static and they are control intensive. They
also do not comply with the nearest neighbor type of connectivity but often take
input from signal processing transforms in the neighborhood, i.e., their input and
output still has spatial locality but not necessarily immediate. In general, these
adaptive functions contribute to a smaller percentage of the overall cost in terms of
area, and energy compared to the streaming functions. In the SiLago framework,
we have light weight, single issue 16 bit processors with shallow pipeline that can
host these adaptive functions. We call these processors as flexilators shown in Fig-
ure 2.5 as a contrarian concept to the accelerators in a software-centric platform. In
the SiLago framework, the bulk of the functionality is mapped in hardware style to
the DRRA+DiMArch fabrics, whereas only control intensive and flexibility critical
functionalities are mapped to the flexilators.
The third category of functionality that the signal processing SiLago framework
hosts is system control as shown in Figure 2.6. This is implemented by RISC pro-
cessors that are also hardened and designed to fit into the SiLago design like any
other SiLago block. The same goes to the data and program storage regions.
We also have regions of infrastructure blocks like memory controller, sensors, power
management, clock generation unit and PLL etc. This framework can be expanded
to incorporate more regions. We also plan to incorporate RF/Analog blocks into
the SiLago framework.



30 CHAPTER 2. SILAGO DESIGN METHODOLOGY

Figure 2.7: Overview of the SiLago design flow

The overview of the SiLago design method, the architectural and physical develop-
ment of the SiLago platform are elaborated in [Paper 1] and [paper 2].

The SiLago Design Flow: Overview
The SiLago design flow has three components as shown in Figure 2.7. The first two
components are one time engineering e�orts. The first component involves devel-
opment of the SiLago physical design platform. This step is similar to the standard
cell library development phase. The second component is a function library devel-
opment phase and is similar to the library of micro-architecture level blocks that
the RTL and high level synthesis tools have access to. The key di�erence is that for
the standard cell based flows, the micro-architecture level blocks are soft designs
and not hardened macros. In contrast, the library of function implementations in
the SiLago flow are hardened macros composed in terms of the SiLago blocks. The
third SiLago design flow component is the system level synthesis component that
transforms digital signal processing systems modeled in Simulink to SiLago designs,
i.e. GDSII level SiLago design instance composed of the SiLago blocks. We next
give a brief overview of each of these three design flow components.

The SiLago Platform Development
The SiLago platform is designed at RTL, and the commercial RTL/logic/physical
EDA flow is used to harden the SiLago blocks and characterize them. In addition to
the standard commercial EDA flow, this thesis has proposed some key innovations
to impose space invariance of the cost metrics and to enable the composition by
abutment. Space invariance implies that the cost metric of a micro-architectural
operation hosted by a SiLago block of a specific type will be independent of the
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Figure 2.8: SiLago platform development

position of the SiLago block in the fabric. And composition by abutment implies
that each SiLago block brings out its interconnect, including infrastructural nets like
clock, reset etc. to the periphery at right place and metal layer. The neighboring
blocks do the same and the corresponding nets connect by abutment. This is very
similar to how the Mead-Conway methodology worked at bit-slice level and also
how the Lego bricks connect to each other.
The concrete outcome of this component of the SiLago design flow, shown in Figure
2.8, are the hardened SiLago blocks that are ready for composition by abutment.
They are also characterized with post-layout data to export precise cost metrics of
both the operations and the interconnect to the high level and system level synthesis
tools. Finally, this phase also results in physical design scripts that can compose
a SiLago Design at GDSII level from a netlist of SiLago blocks generated by the
system level synthesis phase. This work is elaborated in [Paper 2].

AlgoSil: High Level Synthesis Tool for Library Development
The second component of the SiLago design method is a high level synthesis tool
called AlgoSil (Algorithm to Silicon) that was developed as part of this thesis to
generate a library of commonly used signal processing and communication algo-
rithms [Paper 3]. AlgoSil takes the description of an algorithm/function in Matlab
and synthesizes hardware in terms of micro-architectural operations supported by
the SiLago blocks. The synthesized hardware is called FIMP (Function Implemen-
tation) and multiple implementations of the same function, varying in architecture
and degrees of parallelism and thus cost metrics exist in the FIMP library as illus-
trated in Figure 2.9. These FIMPs that are FSMDs (FSM+Datapath) and create
a rich design space that is explored by the system level synthesis tool called Sylva
[59]. Examples of FIMPs are FFT function with varying degrees of parallelism
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Figure 2.9: FIMP library development

and di�erent radixes, FIR filters with varying delay line length and di�erent imple-
mentation styles such as symmetric/asymmetric, fully serial and partially to fully
parallel implementations, matrix multiplication etc.
The Matlab code synthesized by the AlgoSil can be annotated by symbolic and
parametric pragmas to guide the synthesis process. Also these parametric prag-
mas allow the tool to sweep the given parallelization range and generate multiple
FIMP solutions that contain datapaths with varying data level parallelism using the
same Matlab code. As soon as a FIMP is generated, AlgoSil annotates it with its
predicted cost metrics which are computed based on the post-layout characterized
micro-architectural operations of the SiLago blocks. The estimated cost metrics
are highly accurate and are used by the Sylva tool at system level design space
exploration phase.
One of the main di�erentiations of the AlgoSil with the conventional HLS tools is
that the hardware that AlgoSil generates has distributed FSMs that are running
in parallel. These FSMs are called micro-threads and are elaborated in the next
chapter. The details of the AlgoSil tool and algorithms are presented in [Paper 3].

Sylva: System Level Synthesis Tool
The third components is the development of the system level synthesis implemented
by the tool Sylva [59, 60]. This design flow component is not part of the thesis but
is powered by the SiLago platform that provides the micro-architecture level char-
acterized and hardened physical design platform and also the high level synthesis
tool that generates the variants of functions used in application model.
Sylva accepts application or system level model in Simulink as the input. The
Simulink blocks corresponds to the functions that have been compiled into multiple
implementations by the AlgoSil tool and mapped to the SiLago platform. This en-
sures that Sylva knows the cost metrics of all implementations varying in degrees of
parallelism and the architecture of each function in the Simulink model. Formally,
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Figure 2.10: System level synthesis

if the system model has L algorithms and each algorithm has M implementations
in the FIMP library, there will ML possible solutions. Sylva explores this design
space in terms of FSMDs, in contrast to HLS tools that explores design space in
terms of micro-architecture level blocks. Once Sylva decides on the optimal set of
FIMPs that meets the constraints, it generates the interconnect to transfer data
among the FIMPs and also generate the global and local control to orchestrate the
execution [61]. This glue logic is synthesized in terms of the micro-architecture
level operations that the SiLago block exports. Finally, Sylva floorplans the FIMPs
and the glue logic to generate its output. This output is then used by the SiLago
platform physical design scripts to generate the GDSII macro as shown in Figure
2.10.

The SiLago method provides an end-to-end automated design framework from Mat-
lab Simulink to GDSII and the entire flow has been exercised on a number of DSP
applications and the benefit of whole SiLago flow quantified compared to the stan-
dard cell based EDA flow. The SiLago method outperforms the standard cell based
synthesis by 2-3 orders in synthesis speed and 1-2 orders in terms of accuracy of
predicting cost metrics. But the real benefit is in eliminating the functional and
constraints verification and more e�ective higher level design space exploration.
The contribution of the SiLago method is not just making the engineering cost of
hardware lower. By doing so, it enables a hardware-centric approach to be adopted.
In the hardware-centric approach, functionality by default is mapped to hardware
and only control intensive and flexibility critical parts are mapped to the flexilators
that are simple light weight processors that can e�ciently host small control inten-
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sive functionality. They are tightly coupled to the coarse grain reconfigurable fabric
that hosts the data parallel functionality in parallel distributed hardware style. This
synthesis flow, using the reconfigurability of the CGRA fabrics, the distributed con-
trol and address generation scheme is able to customize all round architecture and
not just computation as is done in accelerator rich platform based SOC design flow.



Chapter 3

Micro-Thread Level Parallel
Architecture

The second key contribution of the thesis is to propose a micro-thread level parallel
distributed implementation style as a structured design style to implement func-
tionality in a hardware-centric manner as opposed to the ad-hoc style of designing
ASICs. As argued in chapter 1, the demands on VLSI architecture to deliver higher
performance at lower power increases at a faster rate than what improvements in
semiconductor technology alone can provide. This increasing gap between the de-
mands of application and what technology scaling can provide is called architecture
e�cacy gap and VLSI architects have provided successive innovations to bridge this
gap [62].
To bridge the architectural e�cacy gap over years many architectural innovations
have been proposed. Many of these innovations serve to reduce the architecture
e�cacy gap when they are introduced but with the slowing benefits of semicon-
ductor technology [63, 64] and increasing complexity of applications, the benefits
of innovation saturate and computer architects come up with newer innovations.
However, the older innovations are rarely abandoned and the new innovations are
introduced as a complement to the previous innovations.
One of the earliest innovations in computer architecture is pipelining [65, 66]. It
serves two purposes: The first is that it minimizes the variance in combinatorial
depth to improve the utilization of clock period and the second is that it improves
throughput. This second benefit is where pipelining is used to close the architecture
e�cacy gap: technology provides improvement in latency, more so in past than to-
day, but these improvements are not su�cient to match the increase in performance
demand. Pipelining, architecturally reduces the combinatorial path in addition to
technology also doing the same; it is the combination of the two that is required
to bridge the architecture e�cacy gap. As Flynn argued that while pipelining in-
creases the throughput, each pipelining stage comes with an overhead and starts
to degrade the benefit to the extent that it is no longer profitable to increase the
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pipelining depth [67].
The next innovation that was adopted to complement the fading benefit of pipelin-
ing was the instruction level parallelism [68, 69, 70]. The idea is that if the technol-
ogy and pipelining cannot provide su�cient improvement in latency, why not fire
multiple instructions in parallel that are not data dependent on each other. This
option became feasible because with technology scaling, more gates were available
to implement the multiple arithmetic units called issues to execute the instructions
in parallel. Processors with Instruction Level Parallelism (ILP) come in two vari-
ants: superscalars where the parallelism in instruction stream is detected at runtime
[71, 72] and the other that is called Very Large Instruction Word (VLIW) where
the parallelism is detected and decided at compile time [73, 74]. VLIWs are typi-
cally used for signal processing applications where the compile time static nature of
data parallel functionality allows compilers to detect instruction level parallelism.
ILP does not preclude pipelining but complements it as each issue and sequencer
are typically deeply pipelined. ILPs have a complex interconnect network to share
and exchange operands and destinations for each issues [75]. These factors add an
overhead for each additional issue thus reducing the benefit as the number of issues
increase and the benefit saturates after a certain level; this has been argued and
quantified by Hung and Flynn [76].
A third key architectural innovation that complements the previous two innova-
tions to bridge the architecture e�cacy gap is thread level parallelism that exploits
control level parallelism at application level [73, 70, 77]; where each application
could potentially have multiple concurrent threads. Each thread has its own con-
text and processors have evolved to support multiple threads in the form of e�cient
context switching among threads to provide pseudo thread level parallelism. True
thread level parallelism requires independent sequencers and this has happened in
the form of multi-processors. GPUs have emerged as a special class of architecture
that exploits both thread level and data level parallelisms [78, 79]. GPUs target
compute and memory intensive high-performance applications with rich data level
parallelism. The architecture is well matched with functionality that has many
parallel SIMD threads and a hardware supported scheduler time multiplexes these
multiple threads on clusters of arithmetic units coupled with local register banks.
In spite of all these innovations, the generality of processors significantly impacts
its computational and silicon e�ciencies compared to ASICs. The data presented
in [52, 51, 80] shows that ASIC implementation provides 3-4 orders of magnitude
more computational and silicon e�ciency compared to the software implementa-
tions. This hints at an innovation, yet to be tapped, that can bridge the architec-
ture e�cacy gap more e�ectively than the innovations discussed above. The key
source of ine�ciency in processors is the complexity of deeply pipelined central-
ized fetch-decode-execute logic with additional logic for branch prediction, hazard
(data, control, structural) avoidance etc. This forces the granularity of the thread
in thread level parallelism to be very coarse. In contrast, ASICs are implemented
with parallel and spatially distributed micro-threads with their custom hardwired
FSMs and datapaths. We believe that coarse grain reconfigurable architecture with
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its parallel distributed computation model is better match for ASICs while retain-
ing the flexibility in the form re-configurability [81, 82, 83].

3.1 Digital Signal Processing Micro-Thread Level Parallel
Architecture

In this thesis, we have used two coarse grain reconfigurable fabrics, Dynamically
Reconfigurable Resource Array (DRRA) [53, 55, 58] and Distributed Memory Ar-
chitecture (DiMArch) [57, 56] as the starting point to build the customization archi-
tectural template for the SiLago. The key contribution of this thesis is to formulate
the composition of arbitrary signal processing functionality in terms of three cat-
egories of micro-threads: functional computation, address generation and address
constraints computation as presented in [Paper 6] and [Paper 7]. These functional-
ities are called threads because each is controlled by an independent FSM and the
prefix micro signifies that these threads are part of the same application [54, 84].
The previous DRRA, DiMArch fabrics did not have a general enough address gen-
eration scheme to enable composition of arbitrary DSP functionality in terms of
the existing micro-threads that were functional computation and two level a�ne
address generation scheme [85]. The two CGRA fabrics have been enhanced to have
a third category of micro-thread called address constraints computation. Specifi-
cally, a unit called Runtime Address Constraints Computation Unit (RACCU) has
been added to enable multi-level and non-a�ne address generation. This feature is
also used for implementing multi-level loops and branching as well as described in
[Paper 5] [86].
The enhanced DRRA and DiMArch fabrics with their distributed and scalable con-
trol and address generation architectural schemes enable the required generality
to implement arbitrary DSP functionalities in parallel distributed hardware style.
The impact of this has been assessed for compile time static streaming applica-
tions by comparison to VLIW models that have composite sequencer and do not
identify address constraints computation as a separate category [Paper 7]. This im-
plementation style results in smaller, simpler and customized parallel distributed
controllers for functional, address and address constraints computation. Besides
the e�ciency of controllers, the implementation also reduces the length of the con-
trol wires and the load on them. Finally, it also eliminates the need to transport
addresses over relatively long distances by generating the addresses locally. These
benefits are in line with technology and application trends because the e�ciency
of wires is scaling half as much as that of logic [78] and the increasing demands of
applications with higher bandwidth and resolution implies larger bu�ers accessed
at higher bandwidth that translates into the need to transfer more addresses over
longer distances.
The reconfigurable micro-thread parallel architectural scheme provides a basis for
composing the functionalities from higher abstractions by the high level and system
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level synthesis tools. We argue and validate with experimental results in [Paper 1
and Paper 2] that this brings the SiLago platform close to the ASIC implementation
style for digital signal processing domain. This contribution, at a fundamental level
enables a structured approach to implement functionality in parallel distributed
hardware implementation style. ASICs are in many respects the benchmark for
hardware implementation style; full custom macros built from bit-slices at tran-
sistor level are ruled out for large engineering cost and not being compatible with
the prevalent foundry model of VLSI design flows. The software implementation
style centralizes the computation and control. Parallelism is available in the form
of pipelined fetch-decode-execute logic, instruction level parallelism, thread level
parallelism and task level parallelism in multi-processors.
This work is used as the basis to design the SiLago architectural platform as part
of the SiLago design flow [21]. The synthesis tools, both high level and application-
level make use of these enhanced micro-thread level address generation capability
to generate e�cient parallel distributed hardware customized in all aspects - com-
putation, control, address generation, interconnect and storage.
We further claim that the idea of using micro-thread level parallelism to achieve
ASIC like implementation e�ciency is not restricted to digital signal processing do-
main but applies to many other domains as well. It is required to identify the kernel
micro-threads and implement them in a parametric manner. In many respects, this
is a systematic way of implementing ASICs rather than the ad-hoc approach that
is adopted today.
As a proof of this generality, we applied this approach to the implementation
of Bayesian Confidence Propagation Neural Network (BCPNN) model of cortex
[87, 88] as explained in the next section. BCPNN is characterized by a very large
number of non-deterministically concurrent processes that communicates with each
other. To formulate, the composition of BCPNN and potentially other spiking neu-
ral networks, we propose having the same three micro-threads that are present
for the digital signal processing domain and a new category of micro-thread that
implements the communication primitives necessary for the concurrent processes
to communicate and synchronize. These micro-threads enable a systematic way
to compose BCPNN like functionality in terms of these heavily customized micro-
threads and achieve ASIC-like implementation e�ciency.

3.2 eBrain: A Custom Scalable Hardware to Emulate the
BCPNN Model of the Human Cortex

With increasing complexity of the machines and their interaction with a dynamic
and uncertain environment, the corresponding growth in the complexity of com-
puting machines based on Von-Neumann architecture is increasing exponentially
as shown in Figure 3.1. In contrast, the computing machines based on brain mod-
els are believed to scale well in their ability to deal with complex unpredictable
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Figure 3.1: Von-Neumann machines do not scale well with the increase in complex-
ity of environmental interactions. Source: Darpa Synapse project

dynamic environments. There has been a surge in interest in electronic implemen-
tations of brain models for empowering machines with human like intelligence and
also to study the brain itself from the neuroscience perspective [89, 90, 91, 92, 93].
Bayesian Confidence Propagation Neural Network (BCPNN) is a model of cortex
that has been developed over a period of 20 years [94, 95, 96, 97]. It exhibits many
properties similar to human cortex and has a modular structure with embarrass-
ingly parallel computing model.
BCPNN is a super computer class application that requires 1 PFlops/s compu-
tation, 30TBs of storage for synaptic weights accessed at 120 TBs/s bandwidth
[88] to be able to run in real time. The aggregate spike propagation bandwidth of
BCPNN is 100 GBs/s, i.e., significantly less than the bandwidth required to access
the synaptic weights. This performance is not possible on most commonly available
supercomputer configurations [98]. The contribution of this thesis is to propose a
custom design that can fit in a standard micro-wave oven form factor while con-
suming less 6 kWs. The ambition is to migrate a scaled down version of BCPNN
corresponding to the size of mice cortex into autonomous embedded systems as a
cognitive engine.
The first attempt to architect and dimension the BCPNN in RTL VHDL is pre-
sented in [Paper 8]. In this paper, we have designed a regular tiled architecture
composed of a sea of computational and storage tiles that can be clustered at run-
time to service the pre- and post-synaptic spikes. Overall, the proposed design is
a regular multi-chip solution where the chips communicate through a custom spike
propagation network [99].
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The key insight that has emerged from this work was that the specifications of
BCPNN and similar applications are often given in terms of the number crunch-
ing functionality, 1 PFLOPs/s in case of BCPNN. However, in reality, there is a
hidden complexity in these massively and embarrassingly parallel models that is
almost always ignored and it is this latent functionality that results in significant
ine�ciency when an attempt is made to map such functionalities to general pur-
pose machines. This hidden functionality stems from the infrastructural operations
like enqueing, dequeing spikes, trigger computation, synchronizing them with read
and write threads to a shared synaptic storage etc. These infrastructural threads
and their concurrency management is mapped in general purpose machines on the
same sequencer and computational units that also executes the PFLOPs of BCPNN
equations. This is the same problem of folding multiple threads that are incom-
patible onto the same sequencer, as in the case of digital signal processing and
other vector processing applications. This results in under-utilization and sequen-
tialization of multiple thread switching that degrades the overall e�ciency of these
general purpose machines.
Many supercomputers and high performance platforms reported very high computa-
tional e�ciency numbers based on inner loops with some memory access. However,
when BCPNN like applications are mapped to these architectures, the actual per-
formance and computational e�ciency turns out to be significantly lower because of
folding functional and infrastructural threads onto the same computing structures.
We have adopted the same micro-thread level parallel approach to implement
BCPNN in a structured parallel distributed styles that is similar to custom ASIC
implementations. The di�erence is that, ASIC implementations are ad-hoc, whereas
the proposed micro-thread level parallel implementation style is structured. It is
structured because the functionality can be decomposed into a small finite set of
micro-thread types and each micro-thread can have a hardwired but configurable
controller that is parallel to other controllers and physically distributed. In the case
of BCPNN implementation, we have identified a set of micro-threads that includes
the same set of three thread categories as in the digital signal processing case but
have also identified a micro-thread category to implement the infra-structural op-
erations in BCPNN. [Paper 9].
In this implementation, we have exploited the embarrassingly parallel nature of the
BCPNN to optimize the design of eBrain. We designed units called H-Tiles that
clustered the resources to implement a small set of Hypercolumn units (HCUs);
HCU being the smallest organization unit in BCPNN. This clustering of resources
for a few HCUs reduces the contention on the interconnect between the clustered
HCUs and its private synaptic weight storage. Additionally, it allows to exploit
the spatio-temporal locality of the spikes. In contrast, the first attempt at eBrain
relied on a pool of resources that could be clustered to serve any spike for any HCU.
This was done in the interest of increasing the utilization of the computational and
infrastructural resources. However, we realized that the synaptic weight storage
was the overwhelmingly largest cost component in terms of area and increasing
utilization of computational resources did not improve the overall e�ciency.
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Figure 3.2: eBrain: a scalable multi-chip fabric of BCUs to implement the BCPNN
model of the cortex. Each BCU contains a logic die in addition to 8 HMCs which
store the synaptic weights. BCU logic die accommodates 1024 H-Tiles that are
connected through a pipelined binary tree spike propagation network.

Guided by these observations, we designed eBrain whose overall architectural scheme
is shown in Figure 3.2. It is a multi-chip solution, where each chip is called BCU
for Brain Computation Unit. Each BCU is an interposer based 2.5D integrated
chip [100] organized as 3X3 tiles, with the tile in the middle being the logic tile
surrounded by 8 HMC (Hybrid Memory Cube) dies [101] to provide storage for the
synaptic weights. The 8 HMC dies provide su�cient storage for synaptic weights
of 4096 HCUs and su�cient bandwidth between the logic tile and the HMC chips.
The logic tile was implemented as a regular tiled structure of H-Tiles. Each H-Tile
implements 4 HCUs. The design was implemented in RTL VHDL and synthesized
in 40 nm node and results scaled down to 28 nm to find the cost metrics (area,
latency and energy).The trade-o�s and breakdown in cost in terms of computation,
local SRAM, infrastructural state machines etc. is elaborated in [Paper 9]. The key
result was that for the typical the power consumption was 6 kW that is 3 orders of
magnitude more e�cient than implementing BCPNN on the CRAY.
While these results published in ASP-DAC 2014 [Paper 9] were encouraging, it
emerged that 80% of the power consumption was in memory and memory access
for the synaptic weights update. We realized that we can further lower the power
consumption by customizing the synaptic weight matrix organization in the mem-
ory and tightly integrating it with the logic. This second generation is called eBrain
II and is being designed by using 8 layers of custom DRAM that are integrated with
logic die in 3D integration. In eBrain II, the organization of data in the DRAM,
the memory controller have been customized for BCPNN.
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Figure 3.3: eBrain II: a multi-chip fabric of the BCUs. a) Each die contains 32 H-
Cubes. b) Every H-Cube has a private memory channel and an 8-layer 3D stacked
DRAM. It accommodates 32 HCUs on the logic die. The design is dimensioned for
a rat scale cortex.

The eBrain II design is organized also in terms of BCU packages. Each BCU
package is an interposer-based 2.5D integration of 20 dies implementing clusters of
H-Cubes. Each die has 32 H-Cubes shown in Figure 3.3a and each H-Cube imple-
ments 32 HCUs with their own private memory channel to a custom 3D integrated
8 layer DRAM. The organization and dimensions of DRAM on each layer for an
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H-Cube is shown in Figure 3.3b. The DRAM in each layer is organized with mir-
rored 64Mb banks with TSVs in between. The TSV area is dimensioned to place
254 TSVs to serve as a single data rate 128b-wide standard IO databus [102].
In conclusion, each BCU implements 20X32X32 =20480 HCUs and six BCU pack-
ages implement 122K HCUs that is su�cient for a rat sized BCPNN. The design
has been dimensioned for 22nm technology and clocked at 200 MHz. The size of
each H-Cube cluster die is 82 mm2. The 8 layer DRAM that sits on it also has the
same dimension and accommodates 32 Gb of memory su�cient for 32X32 rat size
HCU synaptic weights; note that rat size HCUs has 25% of the synaptic weights
required for humans size HCU.
The eBrain II design also has aggressive power gating to keep the HCUs power
gated when no spikes are being processed. Together with custom 3D DRAM and
its tight integration with the logic is estimated to result in reducing the power con-
sumption down to less than 3 kW for human scale cortex and 50 watts for a rat size
BCPNN cortex. We are also in the process of moving the design to 16b-24b fixed
point integer arithmetic and hope this will give us another factor of 2 reduction in
power consumption because moving to integer will save the synaptic storage, access
and computation. This low power consumption, will enable us to implement the
BCPNN cortex as a cognitive engine for embedded systems that can be deployed
in the field.
At present, the eBrain I and eBrain II designs are realized as structured micro-
thread level parallel custom design at RTL. A queing model in SystemC TLM 2.0
has been developed and integrated with the TLM model of 3D DRAM [103] to
simulate large scale network for e�ciency reasons. This queing model does not
have real computation or storage but replaced with controlled random processes to
enable a statistical equivalence to a real BCPNN model in terms of the triggered
transactions and their distributions. Energy and latency number of each trans-
actions are derived from post layout implementations and exhaustive simulations
and annotated into the queing model to accurately predict the performance and
energy numbers for large scale networks. The present implementations are cus-
tom and mapped directly to standard cells using commercial EDA flows. We are
in the process of enhancing the coarse grain reconfigurable fabrics to support the
necessary infrastructural micro-threads that are needed to realize BCPNN. Once
these enhancements are ready, an incremental enhancement to the synthesis flow
will enable mapping the BCPNN to the enhanced SiLago platform.





Chapter 4

Conclusions and Future Work

In this thesis, we have shown that raising the physical design target to micro-
architecture level and imposing a grid based structured physical design scheme is
feasible with a reasonable engineering e�ort. It also enables a more e�cient and
predictable high level and system level synthesis. The improvement in synthesis
time was shown to be 2-3 orders of magnitude and the improvement in accuracy of
prediction was shown to be 1-2 order. The adoption of SiLago methods results in
a moderate loss in quality that is well justified given that it results in significant
improvement in productivity.
The adoption of the SiLago method enables a more e�ective exploration of design
space at higher levels of abstraction. To enable this design space exploration at
higher level, a SiLago platform aware high level synthesis tool called AlgoSil was
developed. AlgoSil allows the same model of function in Matlab to be implemented
in varying dimensions and degrees of parallelism. This is achieved by using a mix
of symbolic parametric pragmas and constraints programming. The SiLago physi-
cal design platform and the AlgoSil HLS tool were integrated with a system level
synthesis tool that explored the design space in terms of the solutions generated by
the AlgoSil.
The SiLago design method enables a parallel distributed hardware centric imple-
mentation style to achieve greater computational and silicon e�ciencies compared
to the accelerator-rich software-centric platform-based designs. As part of the
hardware-centric platform, a design style called micro-thread level parallelism has
been proposed. This style has been refined in the context of address generation
for signal processing for the two coarse reconfigurable fabrics that forms the basis
for the SiLago platform. In these fabrics, three micro-threads in form of functional
computation, address generation and address constraints computation have been
proposed. This implementation style has been shown to provide benefits in the
form of compact code, better performance and lower energy consumption.
The overall impact of the SiLago design method and other research components
proposed, implemented and validated in this thesis on the VLSI design will be that
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they enable more companies and research groups to do custom hardware design
and thus achieve orders of magnitude better power-performance metric. This, we
believe will enable many new product categories that require significantly higher
performance and lower power than what is possible with the software-centric style
that is adopted today. These new products, very likely will come from domains like
neuromorphic computing, big-data and bioinformatics.
The micro-thread level parallelism as a design style was also used to implement a
custom design for a spiking neural network model of cortex called BCPNN (Bayesian
Confidence Propagation Neural Network). BCPNN for human scale requires around
1 PFLOPs/s and requires 30 TBs of memory accessed at 120 TBs/s rate. A struc-
tured custom design has been adopted to implement this algorithm. We have shown
that this custom design outperforms the supercomputers by three orders of magni-
tude. This e�ciency is necessary to enable deploying brain like cognitive engines
for autonomous embedded systems.
In future, we plan to extend the SiLago platform to also be able to deal with
non-deterministic behavior. To enable this, we will enhance the coarse grain re-
configurable fabrics to have resources to deal with non-deterministic interaction
among the static processes that we can handle today. This will also require en-
hancing the system-level synthesis tool to be able to deal with synthesis of such
systems. However, the underlying spirit of the SiLago platform will remain intact;
an abstraction at higher level will be supported by resources that are hardened at
micro-architectural level.
We are also in the process of using the developed SiLago method in an industrial
case study in which the same SiLago platform will be able to host two di�erent
applications. The first application will be a digital pre-distortion for linearizing
power amplifier for two di�erent standards. The plan is to also absorb RF/Analog
front ends as SiLago blocks. And the second application will be blind spot detection
sub-system as an automotive safety feature.
Further, We are working on extending the SiLago platform to 3D integration of
custom memory and enable co-customization of all aspects of the architecture in-
cluding computation, storage and interconnect as a unified customization method-
ology. This will be applied to the eBrain design and a scaled down version of it for
the size of a rat cortex is planned to be manufactured.
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